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SUMMARY

The fundamental crux affecting the performance of quantum chemistry calculations is

the need to cover a large number of terms in a way that may entail managing a large amount

of data. The costs in time and storage associated with these methods can be mitigated in

numerous ways: judiciously exclude insigni�cant terms, reformulate terms in ways that

avoid computing some intermediates, and avoid full formulation of intermediaries. This

thesis explores such efforts by examining a direct Density Fitted Coulomb and Exchange

(JK) formation algorithm, application of numerous advances in JK construction to Hybrid

DFT calculations, reformulation of Coulomb terms to avoid ERI calculations, and parsimo-

nious formation of Coulomb and exchange matrices with different row and column bases

under the density �tting approximation.
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CHAPTER 1

INTRODUCTION AND BACKGROUND: COULOMB AND EXCHANGE

MATRICES

1.1 Hartree Fock Coulomb and Exchange Matrix Formulation

This chapter will serve to remind the reader of the concepts that subtend all the other chap-

ters of the thesis and to introduce newer readers to some of the constructs in Density Fitting

(DF)JK operations. The references in the chapter will offer a more complete introduction

to these concepts. All parts of this thesis will concern the formation of Fock Matrix com-

ponents or Fock Matrix component-like objects. The formulation of these objects will be

discussed with the necessary context for understanding this thesis, then the Schwarz in-

equality as it relates to Fock-Matrix formulation will be discussed to explain its extension

to the efforts discussed in this thesis.

All the work done in this thesis is concerned with the manipulation of terms(�� jP)[1],[2]

which can refer either to 3-index, two electron ERI tensors or the component integrals. Here

we will also name some terms for outside Chapter 4, which deals with more exotic theory,

as that the Greek letters starting with� as well as� and� will act as indexing variables

over the primary atomic orbital basis set for a molecule, the small Roman lettera will in-

dex over the molecular orbitals, and the capitol Roman letters starting withP will denote

indexing variables running over the �tting basis set for a molecule as in Equation 1.2. The

three-index Atomic Orbital (AO) ERI tensors are composed of elements:

(�� jP) =
Z

dr1dr2� � (r1)� � (r1)
1

r12
�̂ P (r2): (1.1)

The functions� � &� � represent members of a Gaussian basis set, that is a set of contracted

Gaussian functions with variances and means that have been parameterized to best form
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approximate molecular orbitals for systems containing the various chemical elements. The

functions�̂ P in Equation 1.1 are the auxiliary basis functions which are also parameterized

over atoms but are used in the DF approximation[3]. Auxiliary basis sets (indexed here

overP) are different basis sets, generally two to four times the size of the primary/orbital

basis sets(indexed here over� &� .) These basis sets are also used in the construction of the

Coulomb Metric(PjQ) which has its elements de�ned as:

(PjQ) =
Z

�̂ P (r2)
1

r12
�̂ Q(r2)dr1dr2 (1.2)

where the circum�ex on� communicates the same information as in Equation 1.1. This

matrix is diagonalizable, so real numbered powers of it can be taken. It or itspth power is

often represented using the notation[J p]P Q = ( PjQ)p [4]. This thesis only discusses the

cases wherep 2 f� 1; � 1
2g.

The integrals in Equation 1.1 can be used to approximate the four-index two electron

ERI's:

(�� j�� ) =
Z

dr1dr2� � (r1)� � (r1)
1

r12
� � (r2)� � (r2) (1.3)

which are used to calculate the Hartree-Fock (HF) Coulomb and Exchange matrices[5]

which take the form:

J�� =
X

��

(�� j�� )D �� = ( �� j�� )D �� (1.4)

K �� =
X

��

(�� j�� )D �� = ( �� j�� )D �� : (1.5)

Here we have introduced the Self-Consistent Field (SCF) density matrixD �� which is
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calculated from the SCF orbital coef�cient matrixC�a as

D �� = C�a C�a (1.6)

where the orbital coef�cients contain the eigenvectors for the largest eigenvalues of the

Fock matrix. Note the change to Einstein summation notation that will be used throughout

the rest of this thesis.

The HF self-consistent �eld procedure shares terms with formulations[6] in Kohn-Sham

DFT[7] and acts as a precursor to other theoretical treatments of molecules[8]. Using the

inverse Coulomb metric Equation 1.2, we can write the Coulomb matrix Equation 1.4 and

the exchange matrix Equation 1.5 as:

J�� = ( �� jP)[J � 1]P Q(Qj�� )D �� = C�a (�� jP)[J � 1]P Q(Qj�� )C�a (1.7)

and

K �� = ( �� jP)[J � 1]P Q(Qj�� )D �� = C�a (�� jP)[J � 1]P Q(Qj�� )C�a : (1.8)

These equations have a symmetry of terms in that the three-index integrals(�� jP) need

only be determined once for use in these equations. These equations can be reformulated

further noting that the Coulomb metric is diagonalizeable, leading us to:

J�� = ( �� jP)[J � 1
2 ]P Q [J � 1

2 ]QR (Rj�� )D �� = C�a (�� jP)[J � 1
2 ]P Q [J � 1

2 ]QR (Rj�� )C�a

(1.9)

and

K �� = ( �� jP)[J � 1
2 ]P Q [J � 1

2 ]QR (Rj�� )D �� = C�a (�� jP)[J � 1
2 ]P Q [J � 1

2 ]QR (Rj�� )C�a :

(1.10)

The elements of these matrices can be calculated using the contracted three index integral

termsB Q
�� = ( �� jP)[J � 1

2 ]P Q . Notice that these terms do not depend on either the SCF

3



orbitals or densities, so they can be saved between iterations. The termsB Q
�� can be used

to calculate the Coulomb and exchange matrices as

J�� = B Q
�� B Q

�� D �� (1.11)

and

K �� = C�a B Q
�� B Q

�� C�a : (1.12)

The formulations in Equation 1.11 and Equation 1.12 are the working equations in Psi4.

In equation Equation 1.12, the tensor product:C�a B Q
�� = C�a (�� jQ)[J � 1

2 ]P Q will be

denoted asX Q
�a . Saving the termB Q

�� between iterations greatly reduces the time ERI

calculation. Some other tensor formulations will be used in calculating these two matrices.

The Coulomb Matrix:J�� can be evaluated inO(N 2
bf Naux ) computational steps with the

order of operations:

J�� = B Q
�� B Q

�� D ��

= B Q
�� V Q

(1.13)

where we represent the product ofB Q
�� D �� asV Q = B Q

�� D �� , a vector over a �tting basis

indexed overQ. Equation 1.13 relates the order of operations for Coulomb Matrix con-

struction in the MemDFJK and DiskDFJK in Psi4[9]. The order of operations:

J�� =( �� jP)[J � 1]P Q(Qj�� )D ��

=( �� jP)[J � 1]P Q � Q

=( �� jP)� P

(1.14)

can also be useful. Going from the second line to the third line in Equation 1.14 must not

be done by multiplication against an inverted Coulomb Metric but must be interpreted as

a linear solve usingLU decomposition with partial pivoting. Doing otherwise can lead to
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conditioning problems so severe that the SCF relying on it will only converge to a limited

number of decimal places.

1.1.1 SchwarzInequality

To hasten the calculation of these terms, it can be advantageous to make use of the Schwarz

Inequality to identify sets of ERI's that do not need to be calculated.[10] A statement of the

Schwarz Inequality that is particularly useful for DF calculations is

(�� jP) �
p

(�� j�� )(PjP): (1.15)

This inequality tells us that a given three-index ERI(�� jP) is bounded by the inte-

gral (�� j�� ). In practice, Gaussian basis sets are calculated in shells, so if the maximum

(�� j�� )8�; � in a pair of shellsM andN is less than some screening tolerance� normal-

ized by the maximum(�� j�� )8�; � in a primary basis set then all integrals(�� jP)8�; � in

the shell pairM; N can be ignored. Schieber expounds on the savings associated with this

screening technique in his thesis[10], and it subtends the work discussed in this document.

A bene�t to using Schwarz screening in Density �tting is a reduction in the size of

tensor contractions involving AO ERI's. One way to attain these bene�ts is to observe

that for a given AO index� , only a subset of the AO basis will require its ERI's to be

calculated. To reduce memory costs as well as to reduce the time spent ingemmoperations,

only integrals above the scaled threshold should be stored. This leads to a different set of

tensor indices for every basis function� . We will denote a tensor with ERI's stored sparse

asB Q
�� � to show that the terms traversed by� depend on each� .
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CHAPTER 2

DIRECTDFJK

This chapter will discuss a subclass for building Fock Matrix components using DF in a

way that does not require storing intermediates between iterations in the Restricted HF pro-

cess which can be extended to non-range separated hybrid DFT calculations on computers

with large numbers of processing cores. This chapter will discuss that, the development of

the DirectDFJK code by describing �rst the motivation for the developing the algorithm,

second the algorithm decided upon and the merits of the choices made, and third the results

for the implementation on various computer architectures with a comparison to the disk-

based DF algorithm (Algorithm 1). This algorithm is meant as a schematic, and in practice,

steps six through nine are done in blocks based on what can �t in memory.

Algorithm 1 DFHF Memoized Hartree Fock

1: Load Molecule, Bases. Form Core HamiltonianH ��

2: Populate Tensor(�� jP) . O (N 2
bf � Naux ) mints calculations

3: ContractB Q
�� = [ J � 1

2 ]QP (�� jP) . O (N 2
bf � N 2

aux ): GEMMoperations
4: Form Guess Orbitals, Calculate Guess Energy
5: while kD n

�� � D n� 1
�� k > � do

6: if Disk then
7: ReadB Q

�� . O (N 2
bf � Naux ) Serial Disk Reads

8: J�� = B Q
�� B Q

�� D �� . O (N 2
bf � Naux ): GEMVoperations

9: K �� = C�a B Q
�� B Q

�� C�a . O (Nocc � N 2
bf � Naux ): GEMMoperations

10: Form & Diagonalize Fock Matrix, UpdateC�a & D ��

11: Return : Energy and Orbital Occupations

2.1 Background

As many of the timings given in this and later chapters will demonstrate, Fock matrix con-

structions is the main computational bottleneck in the HF algorithm. In the conventional,

non-DF ERI treatment, this is largely due to the need for the computation ofO(N 4
bf ) ERI
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terms in Equation 1.4 and Equation 1.5 each of which has a prefactor dependent on the

angular momentum number of the atomic orbital basis functions involved and the vector-

ization of which is still an active area of research. DF can lower the cost of Fock matrix

formation through the reformulation of the Coulomb and Exchange terms (Equation 1.11

and Equation 1.12) and by saving the three-index ERI tensors between iterations as in Al-

gorithm 1.

The key weakness of the DFJK algorithm is that it incurs a greater cost in memory than

a conventional Direct HF algorithm in which ERI's are calculated as needed. An attempt

to circumvent the issues with the direct algorithm for cases in which ERI tensors do not �t

in memory involves storing ERI's on either local or network-mounted storage. With this

cost, however comes a serial bottleneck in the reading of the ERI tensorB Q
�� as included

in Algorithm 1. Because of the large numbers of processors available to modern machines,

this bottleneck can be the rate-limiting step to DF HF calculations as demonstrated on the

Psi4[9] quantum chemistry package in Figure 2.1.

Figure 2.1: Timings of HF calculations on a 40-ane molecule with 1298 aug-cc-pvtz basis
functions on an AMD Ryzen Threadripper 3960X 24-Core Processor with 64 GB of DDR4
RAM accessed over 2-channels with scratch con�gured on a raid array of (3) 2TB 7200
rpm sisk drives.
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We can see from Figure 2.1 that for more than �ve cores, the majority of time taken in

our disk-based algorithm is in writing or retrieving information ERI tensors from storage.

It might be the case that with this many processing cores, forming the ERI tensorsB Q
�� each

iteration of the SCF procedure might be faster than reading them from storage. This work

can be viewed as a generalization of the work of Weigend which required that the entire

term(�a jP) �t in memory.[11]

2.2 Parsimonious Formulation for DirectDFJK

2.2.1 MotivatingReorderingof TensorContractions

To illustrate the considerations that go into developing an algorithm for a direct construc-

tion of ERI tensors, we will show a na�̈ve analog to the Disk based algorithm and the

improvements made to it. Timings from pilot implementations of some of the algorithms

discussed will be included as well to illustrate the importance that the different choices can

have on the cost of the procedures. A discussion of some of the considerations that one

must make in choosing a Direct DFJK algorithm is appended.

The �rst attempt at formulating a Direct DF algorithm for forming Coulomb and ex-

change matrices is to replace the read step in Algorithm 1 with an ERI calculation step.

This will necessarily be followed by a metric contraction step:

B Q
�� = ( �� jP)[J � 1

2 ]P Q : (2.1)

However, our problem has already stipulated that this tensorB Q
�� , much less all the in-

termediates involved in this operation, cannot �t into memory. We must then decide on

a piecewise method for calculating the ERI terms that will then be used to calculate the

coulomb and exchange matrices.
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Blocking Notation

To do so, we will �rst introduce a notation to help us discuss the blocking procedure. We

will block the tensor
 ��

� by de�ning [� ]i as thei th of NB blocks over alpha, so that the

tensor:
 [� ]i �

� is thei th block of 
 ��


� over the index� .

HF Exchange Blocking and Pilot Implementation

We now consider a blocked representation of the HF exchange matrix:

K �� = C�a B [Q]i
�� B [Q]i

�� C�a (2.2)

which is the formulation used in the disk-based algorithm and which we will call the[Q]i

blocking scheme. In the disk algorithm, an ERI blockB [Q]i
�� is read from storage, the orbital

coef�cient matrices is contracted against it, and the result is accumulated intoK �� . This

formulation is straightforward, and it has been demonstrated that it works well for a disk-

based implementation. One of our pilot implementations substitutes the construction of

that ERI block into step 7 of Algorithm 1. Arriving at a working equation consists soley of

putting blocks around the index variableQ in Equation 2.1:

B [Q]i
�� = ( �� jP)[J � 1

2 ]P [Q]i (2.3)

which leads us to Algorithm 2.

The runtime cost of this algorithm by component isO(NB N 2
bf Naux ) for the ERI con-

struction,O(N 2
bf N

2
aux ) for the metric contraction,O(NB NoccN 2

bf Naux ) for the orbital con-

traction, andO(NoccN 2
bf Naux ).

Algorithm 2 and Equation 2.2 present two immediate problems. More than simply

computing a set of ERI's each iteration, we will be performing the equivalent to the metric

contraction once every iteration. This can be avoided in the disk-based algorithm because

9



Algorithm 2 Direct DFJK Conventional Blocking and Order of Operations

1: Given Orbital OccupationsC�a and densitiesD ��

2: for Blocks ofQ overi do
3: for Blocks ofP overj do
4: Populate Tensor(�� j[P]j ) . O (N 2

bf � Naux
Nb

) mints calculations
5: if i==0 then
6: ContractV [P ]j = ( �� j[P]j )D �� . O (N 2

bf � Naux
Nb

): GEMVops

7: if i==1 then
8: AccumulateJ�� = ( �� j[P]j )� [P ]j . O (N 2

bf � Naux
Nb

): GEMVops

9: AccumulateB [Q]i
�� += [ J � 1

2 ][Q]i [P ]j (�� j[P]j ) . O (N 2
bf � N 2

aux
Nb

): GEMMops

10: ContractX [Q]i
�a = B [Q]i

�� C�a . O (Nocc � N 2
bf � Naux

Nb
): GEMMops

11: AccumulateK �� += X [Q]i
�a X [Q]i

�a . O (Nocc � N 2
bf � Naux

Nb
): GEMMops

12: if i==0 then
13: Contract� Q = [ J � 1]QP V P

the tensorB Q
�� can be memoized on disk. Moreover, we must calculate the entire ERI ten-

sor(�� jP) for every blockB [Q]i
�� that we wish to calculate. We can estimate the increased

walltime for such an algorithm as Algorithm 2 by subtracting the reading and writing times

from a disk-based Psi4 calculation then by multiplying the metric contraction time by the

number of iterations and by multiplying the ERI construction time by the number of read

operations. We compare this estimated time to that of the disk-based code in Psi4 in Fig-

ure 2.2.

From Figure 2.2 we can see that with some optimizations to the ERI construction handling

and to the metric contraction, it may be possible to save time compared to the disk-based

algorithm.

2.2.2 DerivingFinalWorkingEquations

To achieve a less costly formulation for the Coulomb and Exchange Matrices, �rst consider

Equation 1.10, restated as:

10



Figure 2.2: Timings of HF calculations on a 40-ane molecule with 1298 aug-cc-pVTZ basis
functions on an AMD Ryzen Threadripper 3960X 24-Core Processor with 64 GB of DDR4
RAM accessed over 2-channels (left) alongside the corresponding simulated conventional
Direct DFJK calculation (Right). The AO ERI's required 130 GiB Total and 5 disk reads
for each of the 9 Fock matrix formations. The penalties from the 5 total recomputations of
the ERI Tensors and one full metric contraction per iteration in Algorithm 2 are depicted
on the right.

K �� = C�a (�� jP)(PjQ)� 1
2 (QjR)� 1

2 (Rj�� )C��

The order of operations in evaluating the right hand side is �exible due to the associative

property. In Algorithm 1 and in Algorithm 2, we chose to compute the metric contractions:

(�� jP)[J � 1
2 ]P Q �rst because the result did not depend on the form of the orbital coef�-

cientsC�� and thus could be saved between iterations. However, conducting a full metric

contraction requiresO(N 2
bf N

2
aux ) work. This cost can be avoided using the associative

property to �rst evaluate the tensor

C�a (�� jP)

before calculating the tensor product in Equation 2.1. Doing so will not change the cost of

the contraction ofC�a against an ERI tensor becauseB Q
�� and(�� jP) both have the same

size:N 2
bf � Naux before considering spatial sparsity. The resultant tensor,(�a jP) will have

11



a smaller size:Nocc � Nbf � Naux that leads to a metric contraction of a reduced size:

X Q
�a = ( �a jP)[J � 1

2 ]P Q (2.4)

which scales asO(NoccNbf N 2
aux ). Notice the use of the notationX Q

�a for doubly-contracted

ERI tensors, i.e. tensors of ERI's that have been contracted against both the orbital coef�-

cients and the Coulomb metric. Of course, pursuing this reordering eliminates our ability

to computeJ�� using the same post-metric contraction ERI tensors asK �� . Fortunately, we

can calculateJ�� using the order of operations in Equation 1.14[11]. This will lead to some

trade-offs in terms of the number of ERI evaluations, but the trade-off can be considered

positive because of the vast reduction in metric contraction time.

Simply making the change to the smaller metric contraction formulation as Equation 2.4

even without making any changes to the blocking scheme in Equation 2.3 leads to a sub-

stantial change in the time taken to calculate the complete an SCF calculation as demon-

strated in Figure 2.3 which shows a pilot implementation of DirectDFJK algorithms with

the contractions in the orders discussed above. That is to say that contracting the raw

ERI tensor against the orbital coef�cients before contracting against the coulomb metric

demonstrably leads to a substantial speed-up (see Figure 2.3).

Figure 2.3: Timings of HF Calculations on a glycine dimer with 294 basis functions using
an Intel(R) Core(TM) i7-3930K CPU with the contraction in Equation 2.1 on the left and
that from Equation 2.4 on the right

12



The plots in Figure 2.3 help inform the decisions that are made in development of our �nal

algorithm. The cost of metric contraction is reduced by several times by this reordering

to being on the same order of magnitude as the ERI calculations. Although the metric

contraction is the highest scaling component of the HF time atO(N 2
bf N

2
aux ), the fact that

the ERI calculation portion of Figure 2.3 overtakes the metric contraction portion indicates

that algorithmic changes must be made to reduce theO(N 2
bf Naux ) scaling ERI component

of the DirectDFJK based total HF time.

There are two further steps to developing a formulation for the DirectDFJK algorithm

and working equations: choosing a tensor formation strategy and choosing a blocking

scheme. To motivate the choices made to those ends, we will present a couple �gures

to motivate the choices made in the blocking scheme then we will discuss spatial sparsity.

2.2.3 BlockingScheme

We will be expanding the work of [11] to the case where some ERI terms must be recalcu-

lated. The central problem of the DirectDFJK algorithm is that core memory cannot hold

all the terms in the ERI, so the ERI terms must necessarily be calculated in blocks as in

line 4 in Algorithm 2 barring some changes to the surrounding algorithm which we plan to

make. Because the exchange matrix represents the majority of time in DF HF calculations,

we will construct our blocking scheme with an eye to minimizing work done to compute

that matrix. We consider blocking steps over the auxiliary basis set (the conventional[Q]i

blocking scheme) and blocking over the primary basis set (the[� ]i blocking scheme.)

To consider the blocking over the auxiliary basis set, restate Equation 2.3:

B [Q]i
�� = ( �� jP)[J � 1

2 ]P [Q]i

for the mathematical form of the ERI block in the[Q]i scheme. Our working equation for
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the exchange matrix accumulates blocks as:

K �� =
X

i

X [Q]i
�a X [Q]i

�a ;

and observe that forming each blockX [Q]i
�a = C�a (�� jP)[J � 1

2 ]P [Q]i requires full con-

struction of the ERI tensor(�� jP) which scales asO(N 2
bf Naux ) and the full (K1/small

K DGEMM) tensor contraction(�a jP) = C�a (�� jP) which scales asO(NoccN 2
bf Naux )

as well as the partial metric contraction(�a jP)[J � 1
2 ]P [Q]i . This ordering of the tensor

contractions was chosen based on the observations in subsection 2.2.2. Thus, for each

SCF iteration, this work�ow will requireO(N 2
B � Nocc

N 2
bf

NB
Naux ) GEMMoperations and

O(N 2
B �

N 2
bf

NB
Naux ) ERI evaluations from these repeated operations as well as the metric

contraction which requiresO(NoccNbf N 2
aux ) GEMMoperations in total.

We might consider blocking over the primary basis set indexed by� in a [� ]i scheme

rather than the auxiliary basis set indexed byQ. A block X Q
[� ]i a

is calculated as

X Q
[� ]i a

= C�a ([� ]i � jP)[J � 1
2 ]P Q

which will entail �rst constructing the eri block([� ]i � jP) takingO(
N 2

bf

NB
Naux ) ERI evalua-

tionss then conducting the contraction([� ]i ajP) = C�a ([� ]i � jP) takingO(Nocc
Nbf

NB
Naux )

GEMMoperations followed by the metric contractionX Q
[� ]i a

= ([ � ]i ajP)[J � 1
2 ]P Q which will

requireO(Nocc
Nbf

NB
N 2

aux ) GEMMoperations. These costs per block are reduced relative to

the per-block cost for the other blocking procedure.

We seek to write down the per-iteration cost of this blocking scheme. Observe that a

block X Q
[� ]i a

of a doubly-contracted ERI tensor will form a block of the exchange matrix

as:

K [� ]i [� ]j = X Q
[� ]i a

X Q
[� ]j a (2.5)

which implies that the blocks in this[� ]i scheme will require holding two ERI blocks at

once. The contraction of these blocksX Q
[� ]i a

against each other is called the K2/Big K
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DGEMM operation in Figure 2.6. We will also have to account that in this caseN 2
B blocks

of the exchange matrix, though not necessarily of ERI tensors, are determined in the cal-

culation. As discussed above, decreasing the size of the blocks in the[� ]i scheme will,

unlike the[Q]i scheme reduce the cost of constructing each doubly contracted ERI block.

Nä�vely, we would proceed by simply looping overi&j to construct the exchange matrix.

That scheme would lead to a cost ofO(N 2
B (

N 2
bf

NB
Naux + Nocc

N 2
bf

NB
Naux + Nocc

Nbf

NB
N 2

aux +

Nocc
N 2

bf

N 2
B

Naux )) which would be the same as the cost of the[Q]i scheme for the ERI cal-

culations and for the (K1/small K DGEMM) operations but would require that the full

coulomb metric contraction for each of the blocks in the na�̈ve [� ]i scheme. However, we

can take advantage of the symmetry of the restricted HF problem and calculate only those

blocksK [� ]i [� ]j of the exchange matrix such thatj � i then copy these terms above the

diagonal. We can further improve that scheme by changing the loop ofi overNB to hold

onto the last block of doubly-contracted ERI's from the previous value ofi in the loop and

by calculating the diagonal blocksK [� ]j [� ]j alongside the0th block-wise column ofK �� so

that at most one new block of doubly-contracted ERI terms is required for each new block

K [� ]i [� ]j . We can also save the last blockX Q
[� ]i a

after each iteration overi to further avoid

recomputing ERI's. Formulating all these changes leaves us with Algorithm 3 which makes

use of theAOBlock operation de�ned in Algorithm 4 to construct the doubly-contracted

ERI tensorX Q
[� ]i a

andJ�� .

We can relate the operations in Algorithm 3 to the order of constructing blocks of the

exchange matrix. This is illustrated in Figure 2.4. To calculate off-diagonal blocks ofK �� ,

we must enforce the condition that two blocksX Q
[� ]i a

be held in memory, so after each

block K [� ]i [� ]j is calculated, a blockX Q
[� ]i a

must be discarded. Algorithm 3 represents a

scheme for choosing which blocks to be held at a given time. We �rst constructX Q
[� ]0a and

contract it against itself to constructK [� ]0 [� ]0 . Then the rest of the diagonal blocksK [� ]j [� ]j

are calculated, and the0th column of blocksK [� ]0 [� ]j are calculated alongside them. During

these steps, the contractionV Q+ = ( �� jQ)D �� is calculated interleaved with the ERI
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Algorithm 3 Direct DFJK Parsimonious Symmetry Blocking Algorithm

1: Requiredouble * X old; X new . Double Pointers for doubly contracted termsX Q
[� ]i a

2: Initial Case  (Nb < 2?With Contraction : Pre Contraction )
3: AOBlock(Initial Case, 0, X old) . Algorithm 4, Stores values inX old

4: ContractK [� ]0 [� ]0 = X Q
[� ]old aX Q

[� ]old a . O (Nocc �
N 2

bf

N 2
bf

� Naux ) GEMMops

5: for i=0: Nb � 2 do
6: for j=1: Nb � i do
7: if i==0 && j< Nb- 1 then
8: AOBlock(Pre-Contraction, j, X new )
9: K [� ]j [� ]j = X Q

[� ]new aX Q
[� ]new a . O (Nocc �

N 2
bf

N 2
bf

� Naux ) GEMMops

10: K [� ]j [� ]0 = X Q
[� ]new aX Q

[� ]old a . O (Nocc �
N 2

bf

N 2
bf

� Naux ) GEMMops

11: if i==0 && j== Nb-1 then
12: AOBlock(With Contraction, j, X new )
13: K [� ]j [� ]j = X Q

[� ]new aX Q
[� ]new a . O (Nocc �

N 2
bf

N 2
bf

� Naux ) GEMMops

14: K [� ]j [� ]0 = X Q
[� ]new aX Q

[� ]0a . O (Nocc �
N 2

bf

N 2
bf

� Naux ) GEMMops

15: if i==1 then
16: AOBlock( Post-Contraction, j, X new )
17: K [� ]row [� ]j = X Q

[� ]old aX Q
[� ]new a . O (Nocc �

N 2
bf

N 2
bf

� Naux ) GEMMops

18: if i > 1 then
19: AOBlock(No-Contraction, j, X new )
20: K [� ]row [� ]j = X Q

[� ]old aX Q
[� ]new a . O (Nocc �

N 2
bf

N 2
bf

� Naux ) GEMMops

21: X old  X new

22: row  j
23: if NB > 1 then
24: AOBlock(Final Coulomb, 1, X new )
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Table 2.1: Per-iteration scaling for different DirectDFJK formulations

Components Algorithm 2 [Q]i Reordered
ERI Construction O(NB N 2

bf Naux ) O(NB N 2
bf Naux )

Orbital Contraction O(NB NoccN 2
bf Naux ) O(NB NoccN 2

bf Naux )
Metric Contraction O(N 2

bf N
2
aux ) O(NoccNbf N 2

aux )
Final Contraction O(NoccN 2

bf Naux ) O(NoccN 2
bf Naux )

Components Algorithm 3

ERI Construction O((NB +
NB � 2P

i
i )

N 2
bf

Nb
Naux )

Orbital Contraction O((NB +
NB � 2P

i
i )Nocc

N 2
bf

Nb
Naux )

Metric Contraction O((NB +
NB � 2P

i
i )Nocc

Nbf

Nb
N 2

aux )

Final Contraction O(
NBP

i
i (Nocc

N 2
bf

NB
Naux ))

terms. Whenj reachesNB � 1 (orange block in Figure 2.4,) the metric contraction for

the coulomb terms (middle line in Equation 1.14,) is computed, and the ERI terms are

recalculated for the contractionJ[� ]N B � 1 � = ([ � ]NB � 1� jQ)� Q. With the blockX Q
[� ]N B � 1� i a

saved, the rest of the blocks of the exchange matrix are calculated and then copied over.

The per-iteration cost for exchange matrix formation using Algorithm 3 is thenO((NB �

1)Nocc
N 2

bf

N 2
B

Naux +( NB +
P NB � 2

i i )(
N 2

bf

NB
Naux + Nocc

N 2
bf

NB
Naux + Nocc

Nbf

NB
N 2

aux + Nocc
N 2

bf

N 2
B

Naux )) .

Notably, we have reduced the per-iteration blocking prefactor, that is to say, the cost mul-

tiplier due to recalculation, to the ERI construction and (K1/small K DGEMM) cost from

N 2
B

NB
to NB +

P N B � 2
i i

NB
at the cost of changing the blocking prefactor to the metric contraction

from NB
NB

to NB +
P N B � 2

i i
NB

. We have also reduced the cost of the �nal exchange contraction

K �� = X Q
�a X Q

�a by a factor ofNB +
P N B � 1

i i
N 2

B
. The parts of the exchange matrix that are cal-

culated at each step of Algorithm 3 are shown in Figure 2.4. Inspection of the algorithm

also shows that there is no recalculation of ERI tensors to form the exchange matrix for

NB < 3 in the[� ]i scheme. To get a sense of the recalculation burden in Figure 2.4, only

the red and blue blocks of the exchange matrix require recalculation of ERI terms.

The scaling for all the
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Figure 2.4: Illustration of the regions of the HF exchange matrix constructed in each step
of Algorithm 3 with four blocks (left) and six blocks (right.). Colors colors represent
the stage of the Fock matrix construction at which each blockK [� ]i [� ]j of the exchange
matrix is calculated as well as the kind of work done to calculate the Coulomb matrix
and whether ERI tensor blocks are used for only one block according to Algorithm 3.
Purple represents work alongside the contractionV P = ( �� jP)D �� , orange accompanies
both V P = ( �� jP)D �� andJ�� = ( �� jQ)� Q, and blue, onlyJ�� = ( �� jQ)� Q. Green
Represents blocksK [� ]i [� ]j reuse ERI blocks.

2.2.4 ERI TensorConstruction.

Our formulation for the DirectDFJK problem does not yet discuss the ERI tensor con-

struction strategy or the calculation of the coulomb matrix. Our strategy will be similar to

that of Weigend[11] but will generalize to the case when more than two blocks of doubly

contracted ERI's must be calculated, i.e.X Q
[� ]i a

must be calculated fori 2 f 0; :::NB g for

NB � 2. One of the consequences of using the[� ]i blocking procedure from Equation 2.5

is that if only the memory footprint of the doubly contracted ERI blocksX Q
[� ]i a

is considered

then our algorithm costsO(2� Nocc
Nbf

NB
Naux ) in memory compared to theO(

N 2
bf

NB
Naux ) cost

of the DiskDFJK algorithm, a signi�cant reduction in asymptotic scaling for larger basis

sets. Keeping the memory cost for the DirectDFJK problem to this amount is imperative

for avoiding partitioning the Coulomb and exchange matrix build into more blocks and

the accompanying repeated calculations. We can develop a DirectDFJK algorithm without

adding any additionalO(n3
electron ) scaling overhead by interleaving the Coulomb matrix
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construction, the (K1/small K DGEMM) orbital contraction(�a jP) = C�a (�� jP); and the

shortened metric contraction(�a jQ) = ( �a jP)[J � 1
2 ] with the ERI tensor formation as in

Algorithm 4.

Algorithm 4 AO Block: Integral Construction Handling Cases

1: Inputs: Coulomb Case, Block Index
2: for i=First Block Shellto Last Block Shelldo . O ( Nbf

Nb
) iterations

3: if Final Coulomb then
4: Exit for loop
5: Compute([M ]i � � jP) . O (Nbf � Naux ) mints calculations
6: PruneC� � a  � C�a . O (Nbf � Nocc) Memory I/O
7: Contract([M ]i ajP) = C� � a([M ]i � � jP) . O (Nocc � Nbf � Naux ) GEMMops
8: ContractX Q

[M ]i a
= [ J � 1

2 ]QP ([M ]i ajP) . O (Nocc � N 2
aux ) GEMMops

9: if Pre-Contraction or With Contraction then
10: PruneDM� �  � DM� . O (Nbf ) Memory I/O
11: AccumulateV P += ([ M ]i � � jP)DM� � . O (Nbf Naux ) GEMVops

12: if Post-Contraction then
13: ContractJM� � = ([ M ]i � � jP)� P . O (Nbf Naux ) GEMVops
14: UnpackJM�  � JM� � . O (Nbf ) Memory I/O

15: if With Contraction then
16: � P = [ J � 1]P QV Q . O (N 2

aux ) GEMVops
17: for i=First Block Shellto Last Block Shelldo . O ( Nbf

Nb
) iterations

18: Compute([M ]i � � jP) . O (Nbf � Naux ) mints calculations
19: ContractJM� � = ([ M ]i � � jP)� P . O (Nbf Naux ) GEMVops
20: UnpackJM�  � JM� � . O (Nbf ) Memory I/O

21: if Final Coulomb then
22: for i=First Block Shellto Last Block Shelldo . O ( Nbf

Nb
) iterations

23: Compute([M ]i � � jP) . O (Nbf � Naux ) mints calculations
24: ContractJM� � = ([ M ]i � � jP)� P . O (Nbf Naux ) GEMVops
25: UnpackJM�  � JM� � . O (Nbf ) Memory I/O

Here, the capital Greek letterM is used to show that a slice the size of a shell of(�� jP)

is computed in each pass to make use of optimized code for ERI evaluation. The interleaved

Coulomb matrix scheme makes use of the formulation in Equation 1.14 to calculate the

Coulomb matrix. Its inclusion requires twoO(
N 2

bf

NB
Naux ) ERI block formations beyond

the exchange matrix requirements whenNB > 1. That burden is no greater than the ERI

recalculation burden for the[Q]i blocking scheme which is the only alternative within the
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constraints of our problem formulation (core memory insuf�cient forB Q
�� ). In all but the

worst case scenario, in which the two cases are equal, the[� ]i scheme recomputes fewer

ERI terms.

The memory layout for arrays storing ERI tensors in the scheme used for DirectDFJK

calculations is�Q� � , i.e. the address in memory of the term(�Q� ) is offset� � Naux � N � +

Q� N � + � addresses from the front of the pointer whereN � is the number of primary basis

functions� for which the term(�� jQ) is kept (see Equation 1.15) . This is done so that

Schwarz screening requires no copying outside the trimming of the SCF orbital coef�cient

matrixC�a ! C� � a which is necessary to make use of dense linear algebra kernels.

2.3 Timings and Comparison to DiskDFJK

Timings of our implementation of the �nal DirectDFJK algorithm in the Psi4 package

and comparisons to the Disk-based code and discussion of both will be included in this

section. We will examine the extent to which the algorithmic and formulaic choices we

made succeed in mitigating the need to recalculate integrals as well as judge our success

in out-performing the disk-based algorithm. This will include a discussion surrounding the

extent to which the disk-based algorithm can be replaced by the direct algorithm.

A direct comparison is in Figure 2.5 where we can see a clear advantage to running

DirectDFJK on a machine where more than 10 cores are available. The magenta line in

Figure 2.6 and in Figure 2.7 is included to compare the performance of the DirectDFJK

code to the DiskDFJK code.

Consulting Figure 2.6, we can see some of the bene�ts of the DirectDFJK algorithm

and some of the effects of some of the trade-offs made in optimizing the code. The effects

of interleaving the population of ERI tensors(�� jP) with the formation of exchange matrix

intermediates are apparent. We pay a price with the drop in ef�ciency of the “DDF pQq
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Figure 2.5: Timings of HF Calculations on a 40-ane with 1298 aug-cc-pvtz basis functions
using an AMD Ryzen Threadripper 3960X 24-Core CPU

small K DGEMM” (see Figure 2.6 legend) by tasking all processing cores to thegemm

operation:(�� jP)C�a where here� represents a single basis function rather than all func-

tions indexed by� . The tensor contraction of the entire blocksK [� ]i [� ]j = X Q
[� ]i a

X Q
[� ]j a each

of which requires several gigabytes of in-core memory also scales poorly after 10 cores,

possibly due to the inability to take advantage of memory af�nity because ERI terms are

initialized by different cores than might act on them during subsequentgemmoperations.

What is true is that each of these operations requires between 200 and 400 seconds over the

entire HF calculation with 24 processors tasked which, with 10 HF iterations total for these

calculations, amounts to 20 to 40 seconds per transformation which offers a small target

for optimization of a calculation that still requires 40 minutes of wall-clock time.

The ERI construction does not parallelize as well as the tensor contractions, but on a

machine with two memory channels an algorithm such as this where the data movement

scales with the amount of work, this behavior is not surprising. We can also see by com-

parison to Figure 2.7 that the ERI construction operation:JK: (A|mn) scales better than

the DirectDFJK code for small numbers of cores. This is also likely due to the interleaving

algorithm which leaves DirectDFJK with smaller data over which to spawn threads. This
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Figure 2.6: Timings of HF Calculations using DirectDFJK on a 40-ane molecule with 1298
aug-cc-pvtz basis functions using an AMD Ryzen Threadripper 3960X 24-Core CPU

.

attribution would agree with the fact that the two codes have the same parallel ef�ciency at

24 cores where the advantage of larger data is less pronounced.

We also notice that the ERI calculation makes up a larger portion of the time than in

Figure 2.3. That is because the pilot implementations kept the entirety of both the terms

(�� jP) andX Q
�a in memory for the entirety of the SCF iteration and thus, while being un-

realistic for the problem being solved, managed to avoid ERI re-calculation to construct

the coulomb matrix. The spatial savings from this holding onlyX Q
�a and from choosing

to store intermediates that scaled asO(NoccNbf Naux ) rather thanO(N 2
bf Naux ) in the in-

termediates kept the number of blocks necessary for computingK �� down to two. Doing

so allows that that all ERI recalculations within a HF iteration were done to compute the
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Figure 2.7: Timings of HF Calculations using DiskDFJK on a 40-ane with 1298 aug-cc-
pvtz basis functions using an AMD Ryzen Threadripper 3960X 24-Core CPU.

Coulomb matrix whereas the DiskDFJK HF calculations run on the same system required

�ve read operations per iteration. This means that our reformulation calculates ERI terms

twice rather than 25 times with each HF iteration, so it becomes dif�cult to recommend an

alternative formulation to the one we have chosen that would jeopardize this bene�t.

To demonstrate the effect of requiring more blocks in the DirectDFJK algorithm, Fig-

ure 2.8 shows similar timings on the same system in a smaller basis set where less memory

is provided to the calculation over several intervals to vary theNB term in Algorithm 3.

The effect is to increase the time cost of the calculation of adding the next block by25%.

Our blocking scheme has, however avoided a quadratic-like shape in the right-hand plot in

Figure 2.8.
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Figure 2.8: Plots showing wall times for DirectDFJK calculations with iso-plots for num-
bers of ERI blocks (left) and processing of core (right.) Blocks were varied by supplying
different amounts of memory to DirectDFJK calculations in Psi4. The calculations are on
a 40-ane with 970 basis functions using an Intel Xeon CPU with 20 cores.

Table 2.2: Time taken on silica fragments in the PBE0/aug-cc-pvtz level of theory with
3368 basis functions using DirectDFJK and DiskDFJK on a 20-core Intel Xeon node.

Calculation 5 cores 62GB 10 cores 120GB
DirectDFJK 11.19 Hours 4.01 Hours
DiskDFJK 3.68 Hours 4.25 Hours

Whether or not the DirectDFJK algorithm can replace the DiskDFJK algorithm clearly

depends on the amount of memory available and the number of processing cores available.

Many of the applications of algorithms that do the work of DirectDFJK involve running

large numbers of calculations on shared resources. Conducting such a task allows the user

to circumvent in many cases the poor parallelism of many algorithms at large numbers

of cores by simply running multiple jobs on the same hardware. DirectDFJK is clearly

Figure 2.5 the better choice when a large number of cores must be monopolized by a single

calculation. To test the case where many jobs are run on the same resource, a silica fragment

was run at the PBE0[6]/aug-cc-pVTZ[12] level of theory. Four �ve-core jobs were run with

62GB of memory on a node with 254GB of total memory using both the DiskDFJK and

the DirectDFJK codes to simulate the performance of these work�ows on a shared queue.

Similarly, two jobs were run simultanesouly each on 120GB of memory and with 10 cores.

The results are in Table 2.2.
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We can see the same negative scaling from DiskDFJK as in Figure 2.7 above eight

cores, and we can see a signi�cant reduction in the amount of time take in DirectDFJK

when more resources are provided to the calculation. It is worth noting that the DirectDFJK

calculation calculates ERI's over two blocks in the 10-core job and over four blocks in the

�ve-core job. Disk uses seven reads per SCF iteration in the 62GB job and four reads in

the 120GB job.
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CHAPTER 3

DFT EXCHANGE IN PSI4

This chapter will discuss three improvements made to the coulomb exchange matrix for-

mation code in Psi4:

1. Extension of the memory layout and sparsity technology inDFHelper to range-

separated exchange used in DFT calculations.

2. Re-formulation of range-separated exchange to avoid a second contraction of the

SCF orbital coef�cients.

3. Re-formulation of the HF Coulomb term reduce ERI construction and storage.

3.0.1 WorkingExchangeEnergyEquations

Discussing these changes will necessitate a brief discussion of the formulation of the Ex-

change terms in Kohn-Sham DFT. A brief summary of the origins of these methods will be

presented, followed by a discussion of the working equations for these functionals in the

code which has been included in the Psi4 Quantum Chemistry (QC) package. There have

been several[6],[13],[14],[15] attempts to arrive at an ideal formulation of the DFT energy

of a molecule with a proliferation of different DFT energies and the work of some authors

suggesting that no DFT functional can offer accurate energies over all chemical space. To

compensate, workers have used the ability of certain formulations to motivate the compo-

sition of new functionals to capture a greater portion of chemical space. Among these are

the range-separated hybrid DFT functionals which include the HF exchange interaction in

their description of the molecule. These functionals are descendants of the work of Savin

who used the Ewald summation formulation to motivate the decomposition of the Coulomb
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operator in the HF exchange integrals into “long range” and “short range” components[13]

as:

1
r12

=
erf (!r 12)

r12
+

(1 � erf (!r 12))
r12

(3.1)

to be used in the calculation of the DFT exchange energy. Building upon Savin's work,

Yanai et al.[16] developed what would be called the �rst range separated hybrid DFT fun-

tional, i.e., a functional that include the HF exchange energy in its energy formulation. In

such functionals, the parameter� controls the fraction of the HF exchange energy from

that molecule will be included in a given functional's value for that molecule's energy, and

the and the� term the amount of range-separated exchange.[16] They decomposed their

Coulomb operator further into the equation

1
r12

=
1 � (� + �erf (!r 12))

r12
+

� + �erf (!r 12)
r12

: (3.2)

Their functional form understands the �rst term on the right hand side of equation Equa-

tion 3.2 as the short range term and the second as the long range term. Notice that in

this equation that if we separate the sum on the right hand side further, we arrive at a for-

mulation that includes the regular HF exchange. A way to make use of existing highly

optimized QC kernels to calculate range-separated hybrid DFT energies is to decompose

these coulomb operators into expressions where all terms involving two-electron ERI's are

in terms of normal two-electron ERI's and ERI's that replace1
r 12

with erf (!r 12 )
r 12

. To motivate

this discussion, HF exchange energy in the! B97x functional[17] can be incorporated as

follows. The exchange-correlation energy for that functional is written as:

E !B 97x
xc = E LR � HF

x + cxE SR� HF
x + E SR� B 97

x + E B 97
c : (3.3)

The last two terms in this equation are the short-range B97 exchange energy which is not

given in terms of two-electron ERI's. The �rst two terms are called by the authors the
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long-range and short-range HF exchange energies and their sum is written as follows:

E LR � HF
x + cxE SR� HF

x = ( �� jerf (!r 12)j�� )D �� D �� + cx (�� jerfc (!r 12)j�� )D �� D ��

(3.4)

from which we can rearrange:

E LR � HF
x + cxE SR� HF

x = ( �� jerf (!r 12)j�� )D �� D �� + cx (�� jerfc (!r 12)j�� )D �� D ��

= ( �� jerf (!r 12)j�� )D �� D �� + cx (�� j1 � erf (!r 12)j�� )D �� D ��

= ( �� j(1 � cx )erf (!r 12)j�� )D �� D �� + cx (�� j�� )D �� D ��

= (1 � cx )K ! 4
�� D �� + cxK  4

�� D �� :

Where theK ! 4
�� term is a matrix that is formed in the same way as the exchange matrix

in Psi4 using integrals of the form(�� jerf (!r 12)j�� ) rather than integrals of the form

(�� j�� ) as are used to formK  4
�� . This equation is speci�c to the! B97x functional, and the

above discussion is meant to provide physical context to the terms that are being computed

in the code discussed in this thesis. For other functionals that may have a coef�cient in front

of the Slater exchange term and that might not have the same physical attribution to their

terms as! B97x, we will state the working equation for calculating HF exchange terms for

DFT as:

Ex = �  4 � K �� D �� + �  4 � K !
�� D �� (3.5)

The super-scripting of coef�cients�  4 and �  4 was chosen to avoid confusion with the

similarly named terms in Equation 3.2 while maintaining consistency with the variable

names in the Psi4 codebase. The superscript inK !
�� is a label and not an exponential

power. Notice that neither of these exchange matrices is termed as either the long-range
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or short range exchange matrix. Most authors follow the naming convention of Savin in

associating the error function with short range terms and the complementary error function

with the long-range terms. In our working equation, Equation 3.5, the complementary error

function is missing, so calling either term a “long-range” matrix would be inconsistent with

the literature as would be the accompanying tacit suggestion that the HF exchange matrix

is thelong-range exchange term.

3.0.2 DF Approximationto DFT HF Exchange

To motivate the form of our working equation, recall that in density �tting, the electron

density� �� in the ERI (�� j�� ) was approximated by sums of scaled orbitals� Q in an

auxiliary basis set scaled by coef�cientsdQ
�� as below

(�� j�� ) � dQ
�� (Qj�� )

where the form of the coef�cientsdQ
�� was found to be(�� jP)[J � 1]P Q [1],[2]. Then apply

the same approximation to the electron density� �� in the integral(�� j! j�� ) to obtain:

(�� j! j�� ) � (�� jP)[J � 1]P Q(Qj! j�� )

where the operator! in (�� j! j�� ) can be understood as the error function or the compli-

mentary error function with extinction coef�cient! . This allows us to deduce our working

equation for the Psi4K !
�� as:

K ! 4
�� = C�a (�� jP)[J � 1]P Q(Qj! j�� )C�a (3.6)

This term is calculated in Psi4 according to Algorithm 5. Once it is calculated, it is

used to calculate each orbital's contribution to the exchange energy, and the inclusion of

this term by Psi4 is also demonstrated in Algorithm 5.
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Algorithm 5 Contractions to form DF! K ��

1: Initialize (�� j! jP) . O (N 2
bf Naux )mints calculations

2: Initialize (�� jP) . O (N 2
bf Naux )mints calculations

3: ContractW Q
�� = ( �� jP)[J � 1]P Q . O (N 2

bf N
2
aux ) GEMMops

4: for SCF Iterationsdo
5: ContractX Q

�a = W Q
�� C�a . O (NoccN 2

bf Naux ) GEMMops
6: Contract! X Q

�a = ( �� j! jP)C�a . O (NoccN 2
bf Naux ) GEMMops

7: Contract! K �� = X Q
�a

! X Q
�a . O (NoccN 2

bf Naux ) GEMMops
8: Ex += �  4 � ! K �� � D ��

3.1 Range Separated DFT withDFHelper

For calculating HF exchange matrices, a na�̈ve implementation of the density �tting imple-

mentation will require at leastO(N 2
bf � Naux ) space for intermediates(Qj�� ) used only in

the transformationB Q
�� = [ J � 1

2 ]QP (Pj�� ) during the initialization of the DFHF method.

Memory requirements for such intermediate terms can be mitigated in the two following

ways. We can follow an in-place transformation by transforming(Pj�� ) ! B Q
�� in pieces

into a buffer then copying back into the memory in which(Pj�� ) was initialized. Alter-

natively, we can have an initialization buffer for(Pj�� ) and transform directly into the

�nal address ofB Q
�� . The former is problematic because the copy step is a bottle-neck in

parallel environments where there are more processing cores than memory channels. A

large contribution ofDFHelper was to implement the latter transformation work�ow, and

it is discussed at length in Scheiber's thesis. The purpose of this section is to discuss the

implementation of Algorithm 6 inDFHelper .

Another contribution toDFHelper in Scheiber's thesis is the use of Schwarz Screen-

ing to the treatment of integrals. Schwarz Screening can lead to signi�cant cost savings in

QC calcuations both in terms of cost and time. It is then desirable to us to be able to extend

the cost savings gained for normal HF calculations to range-separated DFT calculations.

Discussing the validity of such an extension would consist of recognizing that the sparsity

pattern offered by Schwarz screening on regular three-index ERI's might work for range-

separated DFT as well. To do so, �rst recognize that the range-separated ERI(Pj! j�� )
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Algorithm 6 Conventional DF Range Separated DFT Coulomb and Exchange Term Work-
�ow

1: Populate(�� jP) . O (N 2
bf � Naux ) mints calculations

2: Populate(�� j! jP) . O (N 2
bf � Naux ) mints calculations

3: ContractB Q
�� = ( �� jP)[J � 1

2 ]P Q . O (N 2
bf N

2
aux ) GEMMops

4: ContractW Q
�� = ( �� jP)[J � 1]P Q . O (N 2

bf N
2
aux ) GEMMops

5: for i=1 to SCF MaxIters do
6: Get New Coef�cientsC�a and DensitiesD ��

7: CalculateJ�� = B Q
�� B Q

�� D �� . Two O(N 2
bf Naux ) GEMVops

8: CalculateK �� = C�a B Q
�� B Q

�� C�a . Two O(NoccN 2
bf Naux ) GEMMops

9: Calculate! K �� = C�a W Q
�� (Qj! j�� )C�a . ThreeO(NoccN 2

bf Naux ) GEMMops
10: Diagonalize Fock Matrix and Calculate Energies

is an inner product between the function pair�� and the pair composed of the auxiliary

function P and the! dampening function as the normal ERI(Pj�� ) is an inner product

between the pair�� and the auxiliary functionP. Then, recall that Schwarz screening con-

sists of ignoring all ERI's that are less than some tolerance scaled by the maximum integral

over all elements in some basis. The form of the! dampening function implies that the

maximum ERI(Pj�� ) is an upper bound for the maximum ERI(Pj! j�� ). This discussion

does not necessarily necessitate that the sparsity patterns would be exactly the same for the

two kinds of integrals, but they do offer some explanation as to why our initial tests did not

show a great difference in energies between range separated calculations using the sparsity

pattern and not using the sparsity pattern.

The reasoning for opening a discussion of sparsity patterns is that some HF kernels in

Psi4 outside ofDFHelper perform Schwarz Screening by copying integralsB Q
�� into a

sparse bufferB Q
�� � . That this amount of copying takes place in every HF iteration causes

a similar bottleneck to the one in in the metric contraction discussed above. The treatment

of sparsity from Schwarz Screening inDFHelper does not necessitate such a transform

as the ERI valuesB Q
�� are stored as “sparse” which is to say that neglected terms are not

calculated or kept in memory. To have the proper indices for dense linear algebra kernels,

the SCF coef�cientsC�a are pruned asC�a ! C� � a. This transform scales asO(Nocc �

N 2
bf ) for an entire SCF iteration in time and number of memory movements, but because the
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spatial requirements are onlyO(Nocc � Nbf ), the serial bottleknecks that might be similar

to the one above are substantially mitigated. Savings from usingDFHelper are discussed

in Sheiber's thesis as well, but the storage and transformation patterns inDFHelper were

not available for range-separated DFT calculations.

Extending the technology inDFHelper to treat range separated DFT exchange con-

sisted of expanding the initialization code and the Fock matrix building code to accom-

modate all the terms in Equation 3.6 following the steps in Algorithm 6. The initialization

code inDFHelper was expanded to to include construction of the tensor(Qj! j�� ) and the

metric contraction(�� jP)[J � 1]P Q along the ERI sparsity patterns inDFHelper . Code

was added to the Fock Matrix construction functions inDFHelper to perform the trans-

formation of the the termsW Q
�� = ( �� jP)[J � 1]P Q and(�� j! jQ) from Equation 3.6 against

the SCF orbital coef�cients then contracting the transformed orbitals against each other to

form K !
�� . These transformations and initializations are shown in Algorithm 5 and were

discussed in an earlier section. The sparsity machinery used in preforming these transfor-

mations as well as the memory layout used were discussed in Schieber's thesis. Inclusion of

all these transformations leads to aDFHelper object that performs all the steps included

in Algorithm 6.

3.1.1 Results

The major improvements seen from the change to handling exchange and Coulomb matri-

ces in Hartree-Fock calculations inDFHelper are seen and magni�ed in our �rst round

of additions to that library. Timings are presented in Figure 3.1.
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Figure 3.1: Timings of DFT Calculations of a Drug Fragment with 1206 Orbital Basis
Functions on a Intel(R) Core(TM) i7-9800X CPU @ 3.80GHz over Four Memory Chan-
nels.

TheForm V timer in Figure 3.1 represents DFT grid evaluation and the subsequent cal-

culation of physical terms dependent on that grid. It becomes a more signi�cant portion of

the total DFT process as more cores are added, however, the work taken to evaluate it is

O(N 3
bf ). The difference between the times for constructing Fock Matrix-like components

in the previous implementation in Psi4 and the implementation inDFHelper is magni-

�ed relative to the analogous difference in plain HF calculations by the fact that there are

more exchange terms to evaluate in this problem. That is to say that the reasons we see

the improvement going from the previous implementation to a genericDFHelper imple-

mentation have already adequately been explained by Scheiber in his thesis and brie�y

discussed in our introcudtion to this section.

3.2 Combined Computation of Exchange Terms

There are cases where it is necessary to have separately termed DFT and HF exchange

matrices for a DFT application. For the other cases, where only the DFT energy is needed,

we can consider the formulation in Equation 3.5:
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Ex = �  4 � K �� D �� + �  4 � K !
�� D ��

and apply the distributive property of vector dot products to arrive at the formulation:

Ex = ( �  4 � K + �  4 � K ! )�� D �� (3.7)

where we have moved the subscripts outside the parentheses to emphasize that there is

one matrix on the inside. The difference between evaluating the right hand sides in either

equation only affects a computational prefactor. However, both matricesK �� and! K �� are

formed from ERI tensors of the same size and shape using the same density matrix. We

can expand out their formulations to deduce a working equation for a more parsimonious

approach to evaluating terms in the problem. Starting from Equation 3.5:

Ex = �  4 � K �� D �� + �  4 � ! K �� D ��

= �  4C�a (�� jP)(PjQ)� 1(Qj�� )C�a D �� + �  4C�a (�� j! jP)(PjQ)� 1(Qj�� )C�a D ��

= C�a (�  4(�� jP) + �  4(�� j! jP))( PjQ)� 1(Qj�� )C�a D ��

we arrive at a formulation for the DFTEx term that only involves returning one matrix from

the Fock-type exchange kernel. Although for even two cores, the HF exchange formation

is not the largest or even second-largest component of the total DFT SCF calculation time,

it does requireO(NoccNbf Naux ) effort, that isO(n4) wheren is take simply as the number

of electrons in a molecule, per iteration, so it can be expected to be a signi�cant reduction

in computational effort. As far as formulating this change goes, simply change line 2

in Algorithm 6 to include both(�� jP) and (�� j! jP) then eliminate line 8 in the same

algorithm and included the combined ERI tensor in line 9. Such leaves us with Algorithm 7
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Algorithm 7 Combined DF Range Separated DFT Coulomb and Exchange Term Work�ow

1: Populate(�� jP) . O (N 2
bf � Naux ) mints calculations

2: Populate�  4 (�� jP) + �  4 (�� j! jP) . O (N 2
bf � Naux ) mints calculations

3: ContractB Q
�� = ( �� jP)[J � 1

2 ]P Q . O (N 2
bf N

2
aux ) GEMMops

4: ContractW Q
�� = ( �� jP)[J � 1]P Q . O (N 2

bf N
2
aux ) GEMMops

5: for i=1 to SCF MaxIters do
6: Get New Coef�cientsC�a and DensitiesD ��

7: CalculateJ�� = B Q
�� B Q

�� D �� . Two O(N 2
bf Naux ) GEMVops

8: Form ! K �� = C�a W Q
�� (�  4(Qj�� ) + �  4 (Qj! j�� ))C�a

. ThreeO(NoccN 2
bf Naux ) GEMMops

9: Diagonalize Fock Matrix and Calculate Energies

3.2.1 ResultsandComparisonto PreviousImplementation

As discussed above, we would expect the improvement over the two-exchangeDFHelper

formulation to be modest relative to the improvement relative to the previous implementa-

tion in Psi4. Indeed, as we can see in Figure 3.2, by the time the calculation is run on eight

cores, the majority of the time in the calculation is spent outside the Fock-type kernels even

before the addition of this change. The merits of using eight processing cores on this cal-

culation even come into question because of the drop in overall ef�ciency due to the lack

of parallelism in the other kernels involved in the DFT calculation.

Figure 3.2: Timings of DFT Calculations of a Drug Fragment with 1206 Orbital Basis
Functions on a Intel(R) Core(TM) i7-9800X CPU @ 3.80GHz over Four Memory Chan-
nels.
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As discussed in Chapter 2, it is sometimes appropriate to use a different algorithm or to

allocate resources differently depending on the setting with relevant conditions including

the hardware and the reason that the calculation is being run. We remember that in that

case, when it was necessary to run non-dampened DFT or a HF calculation on a single

molecule on a workstation with a large number of cores, theDirectDFJK code was

more appropriate, but when a large number of calculations were run on shared resources,

it was more appropriate to use a pre-existing disk-based algorithm. In the current case,

our algorithm performs better in general, however, the consideration of diminishing returns

for increased use of shared resources does change the way in which a decision to allocate

more resources to individual calculations is made. Figure 3.3 shows some timings for the

previous implementation to help with these considerations.

Figure 3.3: Timings of DFT, Parallel Ef�ciencies, and Speed-ups for Calculations Using
The Previous Implementation of a Drug Fragment with 1206 Orbital Basis Functions on a
Intel(R) Core(TM) i7-9800X CPU @ 3.80GHz over Four Memory Channels.
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In the previous �gure, we can see that because of the great expense of formation of

the Fock-matrix component-like matrices which largely consist ofGEMMoperations, the

DFT calculations have a parallel ef�ciency at around 80%. For these calculations, tasking

more cores to a single-point energy is a minor consideration because of the ef�ciency of

the parallelism being used in that calculation. However, consulting Figure 3.4, we can see

that because the calculation of the DFT energy is now dominated by the grid formation

and properties (times labeled Vxc and Properties in Figure 3.4) which are largely unparal-

lelized.

Figure 3.4: Timings of DFT, Parallel Ef�ciencies, and Speed-ups for Calculations Using
the Combined Fomrulation of a Drug Fragment with 1206 Orbital Basis Functions on a In-
tel(R) Core(TM) i7-9800X CPU @ 3.80GHz over Four Memory Channels for comparison
with Figure 3.3.
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To discuss allocation of resources directly, four cores are needed for a full two-times

speed-up with the combined formulation, and the more parallel-wise ef�cient algorithm is

more costly. Because many of the applications of DFT rely on running a large number

of calculations on numerous molecules, the most important consideration for performance

becomes ef�cient use of core-hours because the results of a single-point energy only matter

as much as all the other necessary energies. In this setting, with a limited number of

computational resources, it becomes crucial to �t as many single point calculations onto

a single node as possible to approach pleasant parallelism bearing in mind that to run a

calculation out of core will require us to use the previous implementation in Figure 3.1.

3.3 Resolution of the identity for Coulomb Matrix Memory Cost Reduction

3.3.1 MotivationandFormulation

At this point, our! Combine algorithm calculates two matrices:

J�� = ( �� jP)[J � 1
2 ]P Q [J � 1

2 ]QR (Rj�� )D ��

K !
�� + K �� = C�a (( �� jP)[J � 1]P Q)(( Qj�� ) + ( Qj! j�� ))C�a :

This formulation achieves great savings on the iteration time for Kohn-Sham (KS) DFT

calculations. We, however, are holding three ERI tensors in order to compute these terms:

(�� jP)[J � 1
2 ]QP

(�� jP)[J � 1]QP

(�� jP) + ( �� j! jQ)

This formulation requires twoO(N 2
bf Naux ) ERI tensor populations for the(�� jP) term

and the(�� jP) + ( �� j! jP) term besides two separateO(N 2
bf N

2
aux ) metric contractions:

(�� jP)[J � 1
2 ]QP and(�� jP)[J � 1]QP each of which can require more computation than an
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entire HF iteration. Beyond computational costs, each of the intermediates we've discussed

requiresO(N 2
bf Naux ) storage space which can push a calculation into using a disk-based

algorithm and into facing all the accompanying serial bottlenecks. Beyond needing to acces

disk tensors, these bottlenecks require a Psi4 user to use the previous implementation ref-

erenced in Figure 3.1 and Figure 3.3, more than doubling the resources consumed by each

DFT calculation. A reformulation of these matrices that would require less memory would

greatly reduce the cost of calculations that would otherwise require disk use and would also

allow more calculations to �t in core on a given node as recommended in section 3.2. If

we change our formulation of the Coulomb matrixJ�� using a resolution of the identity as

below:

J�� = ( �� jP)[J � 1
2 ]P Q [J � 1

2 ]QR (Rj�� )D ��

= ( �� jP)[J � 1]P Q(Qj�� )D ��

= ( �� jP)[J � 1]P R [J ]RS [J � 1]SQ(Qj�� )D ��

(3.8)

We obtain a formulation of the Coulomb and exchange matrices that only involves the ERI

tensors:

(�� jP)[J � 1]QP

(�� jP) + ( �� j! jQ)

Which means that we can avoid the metric contraction(�� jP)[J � 1
2 ]QP and that our Coulomb

and exchange matrix determinations require two thirds the amount of space of Algorithm 7.
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These calculations are presented in Algorithm 8

Algorithm 8 Combined DF Range Separated DFT Coulomb and Exchange Term Work�ow

1: Populate(�� jP) . O (N 2
bf � Naux ) mints calculations

2: Populate�  4 (�� jP) + �  4 (�� j! jP) . O (N 2
bf � Naux ) mints calculations

3: ContractW Q
�� = ( �� jP)[J � 1]P Q . O (N 2

bf N
2
aux ) GEMMops

4: for i=1 to SCF MaxIters do
5: Get New Coef�cientsC�a and DensitiesD ��

6: CalculateJ�� = W Q
�� (QjP)W P

�� D ��

. Two O(N 2
bf Naux ) GEMVops & OneO(N 2

aux ) LU Evaluation
7: Form ! K �� = C�a W Q

�� (�  4(Qj�� ) + �  4 (Qj! j�� ))C�a

. ThreeO(NoccN 2
bf Naux ) GEMMops

8: Diagonalize Fock Matrix and Calculate Energies

3.3.2 Results

There are two bene�ts of this reformulation to consider: elimination of a metric contraction

and reduced memory cost. Eliminating one of the metric contractions (that is, halving the

red section in Figure 3.5) offers a slight improvement in performance that becomes more

modest as more cores are assigned to a calculation (Figure 3.5.)

Figure 3.5: Timings of DFT Calculations of a Drug Fragment with 1206 Orbital Basis
Functions on a Intel(R) Core(TM) i7-9800X CPU @ 3.80GHz over Four Memory Channels
with the formulation from Equation 3.7 (left) and Equation 3.8 (right)
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Table 3.1: Changes in metric contraction times going from one to eight cores in each of
the two formulations for the Coulomb matrix. Memory costs for the same calculation in
DFHelper with a Schwarz cutoff of1:0 � 10� 12.

Calculation 3 Tensors 1
Core

3 Tensors 8
Cores

2 Tensors 1
Core

2 Tensors 8
Cores

Calculation
Wall Time

1347.93s 544.39s 1296.75s 527.50s

Metric Con-
traction Time

185.670s 30.227s 92.861s 15.076s

DFHelper
Memory Cost

50.278 GiB 50.354 GiB 33.643 GiB 33.719 GiB

Beside including the modest improvement in calculation times from the elimination of a

Coulomb Metric contraction, Table 3.1 shows the two thirds memory cost reduction sug-

gested earlier.

Because increasing the performance of the code and reformulating the Fock Matrix

Components can only reduce the calculation time of procedures that comprise less than

half the calculation time when range-seperate hybrid DFT calculations are performed on

more than one core, a change such as this represents a signi�cant cost reduction for batches

of calculations that otherwise would not have been able to be run on a single node. To

convey the effect that reducing the memory cost in a large dataset can have, some costs of

DFHelper DFT calculations in some organic molecules are plotted in Figure 3.6.
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Figure 3.6: Graph showing the memory costs of various biomolecules inDFHelper using
different basis sets and different formulations of the Coulomb and Exchange Matrices. The
molecules are arranged from smallest (left) to largest (right) in terms of memory cost. A
Schwarz cutoff of1:0 � 10� 12.

The Schwarz cutoff is mentioned in Table 3.1 and Figure 3.6 because the ERI tensors

used in these calculations are stored sparse, so the memory costs of these calculations are

dependent on the amount of screening involved.
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CHAPTER 4

MULTIBASIS FOCK MATRIX COMPONENT-LIKE OBJECTS FOR SAPT-F12

TERMS

4.1 Exposition of Terms and Choice of Working Equations

The HF energy fails to include electron correlation. That is to say that the Roothan Equa-

tion:

F (C)C = EC (4.1)

whereF is the Fock Matrix,C is the orbital coef�cient matrix for the basis in which the

molecule is described, andE is the diagonal matrix of eigenvalues of the Fock matrix, is

based on the mean �eld approximation which treats the interactions between electrons as

being between each electron and a mean �eld being “shown” by the others. This approxi-

mation then fails to account for the effect that the speci�c location of a given electron has

on the motion of another electron. The difference between the HF energy and the “true”

energy of a molecule is the correlation energy. It can be calculated using many meth-

ods including DFT, coupled cluster theory, the con�guration interaction, and perturbation

theory. All the wavefunction methods among these theories (that is, all the listed theo-

ries that are not DFT) deal with multiple Slater determinants[5]. One dif�culty with these

wavefunction-based electron correlation methods is that they are slowly convergent with

respect to the basis set employed[18],[19]. An approach to accelerate convergence with re-

spect to basis set is to use `explicitly correlated' methods, which introduce additional terms

into the wavefunction that depend linearly on the inter-electronic distancer12, or functions

of this distance[20]. The latter are generically called F12 methods, and they have been re-

viewed extensively[21]. The Patkowski group at Auburn University, notably including Dr.

Kodrycka, was working on F12 formulations of Symmetry Adapted Perturbation Theory
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Table 4.1: Types of bases used in SAPT-F12 spanned by various tabulated indexing vari-
ables.

Atomic Orbitals Atomic Auxiliary
Indices �; �; : : : � 0; � 0; : : :
Molecular Orbitals Occupied Virtual Any Molecular CABS RI Basis

Indices i; j; : : : a; b; : : : r; s; : : : x; y; : : : �; �; : : :

(SAPT), which computes the interaction energy between two molecules.[22] Their group

was interested in improving the ef�ciency of their code and requested the generalization of

the Fock matix builds to accomodate the particular Fock-like matrices that enter into F12

theories. This Chapter discusses my efforts to develop such code.

To list some of the terms involved with SAPT-F12 theory, we have borrowed notation

from Werneret al.[23] which is stated in Table 4.1. This theory seeks to treat an interaction

space that includes some explicitly correlated terms[21]:

j� kl
ij i = j� ��

ij iF kl
�� (4.2)

where the terms:F kl
�� = hkl jF̂12Q̂12j�� i are coef�cients that help de�ne the magnitude of

the contributions of the termsj� ��
ij i to some electron con�guration. There are many choices

of correlation factorŝF12 which are the domain of other work. The operatorQ̂12 is needed

to enforce strong orthogonality of the explicitly correlated functions in Equation 4.2. Ob-

taining the functions in this space entails calculating the energy from the Hylleraas func-

tional[24]:

E2 = h	 (1) jĤ (0) � E (0) j	 (1) i + 2h	 (1) jĤ j	 (0) i (4.3)

This term requires computing the intermediates:

Akl;mn = UF
�kl;mn + F 2

�kl;mn + F 2
k�l;mn � ~Yk�l;mn � �F kl

�� P�� F mn
�� (4.4)
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in which the termsF kl
�xi , F kl

x�i (enumerated below) contain termsf �
 and k�
 which are

relevant to this thesis. The termsU, ~Y, andP are not enumerated because their calculation

is not discussed in this thesis.

F kl
�xi = ( f xr + kxr )F kl

ri + ( f xy + f xy )F kl
yi & F kl

x�i = F kl
xr (f ri + kri ) + F kl

xy (f yi + kyi )

as well as the other intermediate:

Ckl
ab = f axF kl

xb + F kl
ax f xb (4.5)

Within these terms, we are interested in calculating components of the termsf �� (where

the indexing variables� and� are chosen because they are generic to the terms in Table 4.1.)

Each of these matricesf �� is a Fock-type matrix which has its elements calculated from an

operator in much the same way as the Fock matrix. This operator is composed of terms cor-

responding to the kinetic energy, nucleus-electron electrostatics, electron-electron coulomb

interactions, and electronic exchange as:f̂ = t̂ + v̂ + 2 ĵ + k̂ where the terms much like

those in Equation 1.4 and Equation 1.5. The only difference between the matrix elements

of these two operators and those of the conventional Coulomb and exchange operators in

Equation 1.4 and Equation 1.5 is that the indices correspond to elements of bases other than

the atomic orbitals that describe a molecule in HF theory.

In our case, we will be optimizing the calculation of DF approximations to Coulomb

and Exchange-like termsJ�� andK �� where� and
 index over either the AO or a union

basis used for calculations involving the Complementary Auxiliary Basis Set (CABS)[25]

in Psi4. The union basis contains the AO basis as a subset as well as another auxiliary basis.

We have cited libraries in Psi4 that offer optimized construction of Coulomb and exchange

matrices, but these libraries encode two symmetries in their formulations ofJ�� andK ��

that are broken in our formulations of the termsJ�� andK �� . The �rst of these is that the

orbital densitiesD �� used to calculate the Fock matrix components are in the same basis as
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the Fock components themselves. In our case, the density matrix will be in the AO basis,

and the Fock components will be: AO by AO (the conventional case), AO by union, and

union by union. The other symmetry is that the conventional Fock components are square.

These conditions require us to re-encode some of the modules used in the formulations of

these matrices and to reformulate these matrices from the choices made in Equation 1.11

and in Equation 1.12.

4.2 Reformulation

In this section, we will discuss the formulations of the new matrices and the changes made

to the code in order to calculate them. Different from the HF case where there are two ma-

trices to consider, we have six matrices to consider:Jxy , K xy , Jx� , K x� , J�� , andK �� . We

are only interested in forming each of these matrices using the DF approximation. A na�̈ve

extension of the conventional working equations Equation 1.11 and Equation 1.12, adapt-

ing our usual notation for the terms appropriate to this theory, will give us the following six

formulations with a change in notation to that in Table 4.1:

Jxy = B � 0

xy B � 0

�� D ��

K xy = C�i B � 0

x� B � 0

y� C�i

Jx� = B � 0

i� B � 0

�� D ��

K x� = C�i B � 0

x� B � 0

�� C�i

J�� = B � 0

�� B � 0

�� D ��

K �� = C�i B � 0

�� B � 0

�� C�i

(4.6)

where the ERI tensors with the same data have been given the same color, and termsB � 0

�
 are

analogous to terms in Equation 1.11 and Equation 1.12 and are not meant to be analogous

to other terms from the Perturbation theory literature. Populating them all separately will

require added work if done na�̈vely.
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Algorithm 9 Naive Construction of Two Basis Fock Components

1: Initialize (xyj� 0) . O (Naux N 2
CABS ) mints evaluations

2: Initialize (x� j� 0) . O (Nbf Naux NCABS ) mints evaluations
3: Initialize (�� j� 0) . O (N 2

bf Naux ) mints evaluations
4: contractB � 0

xy = ( xyj� 0)[J � 1
2 ]� 0� 0 . O (N 2

aux N 2
CABS )

5: contractB � 0

x� = ( x� j� 0)[J � 1
2 ]� 0� 0 . O (Nbf N 2

aux NCABS )
6: contractB � 0

�� = ( �� j� 0)[J � 1
2 ]� 0� 0 . O (N 2

bf N
2
aux )

7: constructJxy = B � 0

xy B � 0

�� D �� . O (Naux N 2
CABS + N 2

bf Naux )
8: constructK xy = C�i B � 0

x� B � 0

y� C�i . O (NoccNaux N 2
CABS + NoccNbf Naux NCABS )

9: constructJx� = B � 0

x� B � 0

�� D �� . O (Nbf Naux NCABS + N 2
bf Naux )

10: constructK x� = C�i B � 0

x� B � 0

�� C�i . O (NoccN 2
bf Naux + NoccNbf Naux NCABS )

11: constructJ�� = B � 0

�� B � 0

�� D �� . O (N 2
bf Naux )

12: constructK �� = C�i B � 0

�� B � 0

�� C�i . O (NoccN 2
bf Naux )

One solution to that problem is to simply initialize aJK object using the CABS basis

rather than the AO basis. These matrices can then be populated simply padding the matrices

C�i andD �� with zeros for all basis functions� 2 union basis such that� =2 AO. This would

solve the problem of multiple redundant data and would obviate the need to populate all

these tensors. However, we shall see later that this formulation, an ingenious use of the code

by Dr. Kodrycka, leads to such an amount of extra work that she suggested a reformulation

to yield a signi�cant improvement in speed.

4.2.1 Changesto theNä�ve Work�ow

Our goal in reformulating these Fock Matrix-like terms will be to avoid redundant and

large calculations as well as to recycle data and intermediates when possible. To the extent

that we can, we will reuse the machinery existing inDFHelper , but our changes are

signi�cant and pervasive enough to theDFHelper base class that aC++ subclass

of the DFHelper class appeared advantageous for the implementation. We will discuss

changes to the mathematical formulations of the individual terms, speci�c recycling of

data, and the proper choices for Schwarz masks.

The primary trade off in forming the ERI tensors in such a way thatGEMMoperations
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over orbital density matricesD �� and coef�cient matricesC�i padded with00s no longer

take place is in memory versus time. There is no way to avoid forming separateB � 0

�� , B � 0

x� ,

andB � 0

xy to avoid these transformations. It is generally true that becauseNaux > 2Nbf and

Nunion = Nbf + Naux , the memory cost when adding the extra ERI arrays will be less than

doubled, so the change is pursued.

Beyond �lling the added storage needed for the new ERI tensors is the computational

effort taken to �ll them and the metric contractions taken to prepare them for use in the

general work�ow. Inspecting Algorithm 9, the terms associated with steps four, �ve, and

six grow faster asymptotically that steps seven through 12, so these added metric contrac-

tions can easily cause the full work�ow for the new formulation to take more time than that

with the padded transformations inDFHelper . Note that that comes after remedying the

problem of transforming over spurious zero matrix elements.

To mitigate these issues, avoid any recalculation of tensor elements. The �rst consider-

ation to make is that the integrals(�� j� 0) and(x� j� 0) are all contained in(xyj� 0), so the

calculation of these tensors must be interleaved. This is to say that once an ERI term is cal-

culated, it is saved in all the tensors where it is needed. In practice, only allocate memory

for (x� j� 0) and(xyj� 0) because the calculation ofB � 0

�� is itself interleaved with the cal-

culation ofB � 0

x� . All these calculations can be reduced through use of Schwarz screening,

but to avoid the access penalty incurred by checking multiple sparsity masks for each ERI

computation, one mask is used for all three tensorsB � 0

�
 . We chose the CABS mask because

both the AO and auxiliary basis sets are subsets of the CABS basis.

Further considerations must be made to avoid calculating redundant terms betweenB � 0

x�

andB � 0

�� . DFHelper computes the metric contractionB � 0

�� = ( �� j� 0)[J � 1
2 ]� 0� 0 symmetri-

cally which is to say that the elementB � 0

�� is calculated and then copied intoB � 0

�� . Because

B � 0

x� does not share this symmetry forx 2 CABS,x =2 AO basis, copying symmetric terms

is not possible, and simply contractingB � 0

x� = ( x� j� 0)[J � 1
2 ]� 0� 0 then copying shared terms

into B � 0

�� will involve wasted work. To reduce the computational effort involved with all
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these terms, it is crucial to compute for the index
 2 CABS the full sliceB � 0


� when
 =2

AO basis and only parts of the sliceB � 0


� such that� � ~
 where~
 is the index for the

function
 in the AO basis. We then copy these terms into the appropriate addresses inB � 0

x�

andB � 0

��

The tensorB � 0

xy (in red above) is the largest tensor our work�ow demands, and it is

also the only tensor that only gets used to calculate only one of our six terms. The other

tensors get reused. Computing its metric contraction would be the longest component of

our work�ow in terms of time. Examining the conventional ERI Equation 1.14, we can see

that it is not completely necessary to form contracted termB � 0

xy if the uncontracted term

(�� j� 0) is available. Indeed, if we decompose the termB � 0

xy = ( xyj� 0)[J � 1
2 ]� 0� 0 then we

can formulate the Coulomb term:Jxy = ( xyj� 0)[J � 1
2 ]� 0� 0B � 0

�� D �� , allowing us to avoid the

metric contraction:B � 0

xy = ( xyj� 0)[J � 1
2 ]� 0� 0 which is the most expensive term to calculate

in this entire work�ow without adding the tensor(�� j� 0) to our memory costs.

These changes lead us to the work�ow for calculating two-basis Fock-like components

in Algorithm 10. Important to note is that this algorithm has noO(N 2
aux N 2

CABS ) calcula-

tion steps, allO(N 2
bf Naux ) andO(Nbf Naux NCABS ) mints evaluations have been included

in theO(Naux N 2
CABS ) step, and the symmetry of theO(N 2

bf N
2
aux ) contraction is still em-

ployed as that transformation is included in theO(Nbf N 2
aux NCABS ) contraction.

4.3 Results

Our results will concern the implementation of Algorithm 10 and its comparison to the

exploitation ofDFHelper that involves padding the density matrix and coef�cient matrix

with zeros. To assess the success the implementation of our algorithm, we will ensure

that the algorithm achieves lower runtimes than the paddedDFHelper code and that it

parallelizes at least as well as that algorhtm.

We will �rst compare the wall times of the stages of Algorithm 10 to that of the padded

SCF coef�cient and density matrices inDFHelper on a benzene dimer, and the two nu-
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Algorithm 10 Final Construction of Two Basis Fock Components

1: Initialize (xyj� 0) ! (x� j� 0) ! (�� j� 0) . O (Naux N 2
CABS ) mints evaluations

2: ContractB � 0

x� = ( x� j� 0)[J � 1
2 ]� 0� 0 . O (Nbf N 2

aux )NCABS

3: CopyB � 0

x� ! B � 0

x� ! B � 0

�� . O (Nbf Naux NCABS )

4: ContractX � 0

xa = C�a B � 0

x� . O (NoccNbf Naux NCABS )
5: ContractX � 0

�a = C�a B � 0

�� . O (NoccN 2
bf Naux )

6: Contract(� 0) = B � 0

�� D �� . O (N 2
bf NCABS )

7: Contract(� 0) = [ J � 1
2 ]� 0� 0(� 0) . O (N 2

aux )
8: ContractK xy = X � 0

xaX � 0

ya . O (NoccNaux N 2
CABS )

9: ContractJxy = (xyj� 0)( � 0) . O (Naux N 2
CABS )

10: ContractK x� = X � 0

xaX � 0

�a . O (NoccNbf Naux NCABS )
11: ContractJ�x = B � 0

�x (� 0) . O (Nbf Naux NCABS )
12: ContractK �� = X � 0

�a X � 0

�a . O (NoccN 2
bf Naux )

13: ContractJ�� = B � 0

�� (� 0) . O (N 2
bf Naux )

cleoside base-pairs. Comparing the times in Figure 4.1, we see that our ERI computation

time is greater than that in that in the paddedDFHelper code in all cases. This is due

to the added number of memory addresses that needed to be populated in our implemen-

tation of the code. Choosing not to �ll these addresses will necessitate a copy step which

leads to problems for coulomb and exchange formation [10]. The ERI-wrapping code in

DFHelper is highly optimized, and it �lls a smaller amount of data. Our code includes

the same optimizations but populates more data.

Besides the penalty in ERI tensor population, our formulation has decreased the amount

of time spent in all operations as well as the total work�ow time. This is due to the ability

of our algorithm to avoid transformation against higher numbers of terms. The amount

of time spent on metric contractions in our code is far more modest than the padded

DFHelper implementation. The majority of savings in all cases in Figure 4.1 comes

from this operation which scales asO(Nbf N 2
aux NCABS ) compared to the asymptotically

smallerO(Naux N 2
CABS ) time spent on ERI tensor population. Beyond those savings, as we

can see in Figure 4.1 the time spent on constructing Coulomb and Exchange matrices is
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