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We’ve arranged a global civilization in which most crucial elements—transportation,

communications, and all other industries; agriculture, medicine, education, entertainment,

protecting the environment; and even the key democratic institution of

voting—profoundly depend on science and technology. We have also arranged things so

that almost no one understands science and technology.

Carl Sagan



[I] remember really clearly playing with a particular exhibit at the Lawrence Hall of

Science that had ramps on hinges so they would alternatively be bridges or valleys.... And

you could control the rate at which the bridges would turn into valleys, and there would be

balls rolling around. And the point that I thought was always of it was to get the right rate,

so it just got faster and faster and faster and faster and faster. But I just loved letting the

ball run around and trying to see what I could do with it. And I liked watching it and

listening to it. And I put it out of my mind for about twenty years, until I was in a physics

class and found out what a cyclotron was. And all of a sudden, I realized that I had a

model, a real visceral physical model, of what a cyclotron did.... And it struck me as being

important that this had stayed in my memory for more than twenty years. Just because I

thought it was fun to make this ball try to go fast.

Fred Stein



For my mom, Perri, who has inspired and supported me every step of the way.



ACKNOWLEDGMENTS

I was warned by many before starting graduate school that pursuing a Ph.D. can some-

times be an isolating and lonely experience, and although at times (especially during the

pandemic) I have felt that isolation, much of my Ph.D. was spent surrounded by others–

mentors, collaborators, friends, and family. It has truly been a privilege to engage with so

many amazing, talented people along the way and since there are so many to thank, I ask

the reader to bear with me if this section runs long.

First and foremost, I would like to thank my advisor, Dr. Brian Magerko, who has

not only been an excellent mentor but who has also become a good friend over the past

five years. His mentorship, guidance, and boundless ideas and enthusiasm allowed me to

have a genuinely unique and (dare I say it?) fun Ph.D. experience, in which I have had

the privilege to travel around the world to share and learn about research, to install exhibits

in world-class museums and art galleries, and to participate in a melange of creative and

unusual research projects. Thank you to Brian for never thinking an idea was “too wild,” for

encouraging me to pursue my own interests, for consistently supporting me with funding

for research, travel, and supplies, for encouraging his students to have a healthy work-life

balance, for being supportive and understanding during difficult times, and for creating a

lab where we are able to engage in great discussion, come up with new ideas, and have fun

together.

I would also like to thank my committee members for their insightful feedback and

advice over the course of my dissertation. Thank you to Dr. Betsy DiSalvo and Dr. Ashok

Goel, who have been there for me since my first day in the Ph.D. program and who have

provided invaluable advice and feedback as my research interests have evolved over the

years. Thank you to Dr. Hyunjoo Oh for providing me with hands-on experience building

an exhibit for the Children’s Museum of Atlanta, for giving me design feedback, and for

letting me test out my workshop and prototype materials on her class. And finally, thank

vi



you to Dr. Michael Horn for his support and feedback on conducting user studies and

constructing exhibit prototypes, especially during the COVID-19 pandemic.

Thank you to the museum collaborators I have had the privilege of working with. Thank

you to Anne Fullenkamp and Lacey Murray at the Children’s Museum of Pittsburgh and

the funding from their “Tough Art” program that allowed me to install and study a variety

of projects at the museum over a month-long residency in Pittsburgh in 2017. Thank you

also to Dr. Aaron Price and Natalie Harris at the Museum of Science and Industry, Chicago

for supporting my AI literacy research and my research on the TuneTable project, espe-

cially for their assistance in organizing, planning, and recruiting/compensating participants

for the co-design study I conducted. Thank you to the former Eyedrum Art and Music

Gallery, especially Neil Fried, for providing a venue and helping with my earlier instal-

lation work, including LuminAI and The Shape of Story. Thank you also to the National

Science Foundation (NSF) for funding various components of my research.

The work presented in this dissertation could not have been accomplished without the

many, many student collaborators I worked with along the way. I am truly astounded daily

by the talent I am surrounded by at Georgia Tech. First, thanks to my labmates over the

years–Dr. Nicholas Davis, Dr. Mikhail Jacob, Dr. Anna Weisling, Takeria Blunt, Erin

Truesdell, Sara Milkes, Sarah Mathew, Atefeh Mahdavi, and Manoj Deshpande–for their

advice, support, and friendship. I would especially like to thank Nicholas Davis for his

guidance when I first started my research career, Mikhail Jacob for entrusting his project,

LuminAI, to me and for being an excellent collaborator, mentor, and friend over the years,

and Takeria Blunt for helping me run the co-design workshop in Chicago and breathing

new life and energy into the research as she did it.

I do not have enough thanks to give to the incredible undergraduate and MS student

researchers I have worked with over the years. I have been fortunate to work on a wide

variety of research projects during the last five years and would like to thank the students

I worked with by project–LuminAI (Swar Gujrania, Dor Hananel, Cassandra Naiomi, Lu-

vii



cas Liu, Meha Kumar, Rhea Laroya), AI literacy (Jonathan Moon, Anthony Teachey, Rhea

Laroya, Aadarsh Padiyath), TuneTable Evaluation (William Martin, Hannah Guthrie, Mi-

rina Garoufalidis, Nylah Boone, Dezarae Dean, Steve Blough), Sound Happening (Richard

Savery, Nick Sinclair), The Shape of Story (Jessica Anderson, Sanjana Gupta), and Bee a

Pollinator (Himani Deshpande). I want to give a special shoutout to Aadarsh Padiyath (for

being instrumental in the development of the Knowledge Net and Creature Features proto-

types, especially in the middle of a pandemic), Jonathan Moon (for playing a critical role in

crafting the design workbook and co-design study materials in this dissertation), Lucas Liu

(for taking the lead on developing MoViz), Cassandra Naiomi and Dor Hananel (for their

tireless work on LuminAI development that has pushed the project to where it is today),

Anthony Teachey (for really helping me get over the finish line of the Ph.D. with help on

data collection and analysis), and Rhea Laroya (for her UI design work on the final iteration

of LuminAI). Thank you also to everyone who helped me test out the exhibit prototypes I

developed, including my family, Dr. Anne Sullivan, and Fernando Rochaix and family.

Thank you to my other mentors at Georgia Tech and elsewhere. Thank you to Dr. Tom

McKlin for years of fun and stimulating discussion on the TuneTable evaluation team, for

tackling the immense project of developing a new suite of tools for evaluating co-creative

museum exhibits with me, and for teaching me everything I know about evaluation and

quantitative analysis. Thanks also to Dr. Mark Guzdial for his support and guidance during

the early/formative years of my time as a Ph.D. student, for introducing me to CS education

research, and for his words of wisdom that I often find popping into my head as I plan a

research project or review a paper. Thank you to Dr. Carl DiSalvo for teaching me much

of what I know about design research.

Thank you to the amazing and hardworking staff at Georgia Tech for their support along

the way. I cannot give enough thanks to Kenya Devalia and Michael Terrell for fielding

what was probably hundreds of emails over the years from me and for helping me coor-

dinate funding, hiring, reimbursement, travel, and lab purchases. Thank you to Melanie

viii



Richards for her incredible IT support, her diligence in safeguarding student/faculty pri-

vacy, and for teaching me something new every time I talk to her. Thank you to Daniel

Kim for coordinating with me and allowing me to haul a wide variety of things into and

out of the TSRB loading dock in the name of research (trashcans of poles for a geodesic

dome, a giant crate with an interactive table in it, a large pallet of cardboard pizza boxes

for packaging at-home exhibits...). Thank you to the GVU Prototyping Lab, especially Tim

Trent, for providing access to and training for tools that enabled my physical prototyping.

Finally, thank you to Renee Jamieson for helping me to navigate course enrollment and

graduation requirements throughout the Ph.D..

Thank you to the doctoral students in and around my cohort–Katie Cunningham, Meera

Hahn, Hayley Evans, Prakriti Kaini, Marisol Wong-Villacres, Mehrab Bin Morshed, Marissa

Keech, and Sucheta Ghoshal–for their friendship and support, especially during the first

few years of the Ph.D.. Thank you also to the Digital Media Ph.D. Happy Hour group–

especially Jordan Graves, Erin Truesdell, Colin Stricklin, Anuraj Bhatnagar, Terra Gasque,

and Patrick Fiorilli–for adopting me as one of their own and giving me a group to belong

to during these last few years of the Ph.D..

I want to acknowledge that without mentors from my past, I would not be in this Ph.D.

program. I would especially like to thank Dr. Prasun Dewan, without whom I may not

have graduated with a BS in Computer Science, much less pursued graduate school in

computing. Thanks for taking a chance on hiring me as a research assistant as an un-

dergraduate, for pushing me to do an honors thesis, for providing advice as I applied to

graduate schools, and for restoring my faith that I belonged in computing. I would also

like to thank Dr. Karen O’Brien for supporting my research as an undergraduate and for

providing invaluable support as I applied to graduate school.

I am blessed to have a support system of friends who are spread far and wide across

this country. There are too many to list here, but I want to give a special thank you to

my friends Isabelle Ciaramitaro (for always being there for a long phone call when I need

ix



it), Nathan Taylor (for all of the visits to ATL and for being like a brother to me), Kate

Rohr (for being my longest-time friend), and Sucheta Ghoshal (for being my rock and “my

person” throughout this program and life and for constantly inspiring me with the passion

and dedication she has to her own research). Thank you also to the communities that I

belong to that help to make Atlanta feel like home–including the Midtown Book Group,

Love is Love Farm at Gaia Gardens, and my friends in the Twelfth Street West apartment

community.

Thank you to Patrick Fiorilli for his support, without which I’m not sure I would have

made it through the final stretch of finishing a Ph.D. in the middle of a pandemic. Patrick

has helped run “dissertation bootcamps” for me, read over countless drafts, let me vent

frustrations and bounce ideas off of him, helped me keep up with my dishes, celebrated

accomplishments with me, kept me sane and having fun even when he was the only person

I saw for months during the pandemic, and, most importantly, has been a loving partner

and friend.

Thank you to my parents who gave me life and who, ever since I was small, have

fostered my curiosity, pushed me to excel, and encouraged my academic pursuits. I cannot

thank them enough for their unconditional love and the emotional and financial support

they have given me during the many years I have spent in school. Thank you to my dad,

David Long, for always being there for me and for being proud of my accomplishments.

Thank you to my mom, Perri Lampe, who–in addition to encouraging me to pursue a Ph.D.

in the first place–has helped me through this program (and all of my other pursuits) in every

way imaginable, from making me food during the qualifying exam, to helping me build a

dome on a roof in the rain, to making my apartment feel like a home, to being my best

friend (there’s a reason this document is dedicated to her!).

Thank you also to my extended family. I am so thankful to have incredibly strong

women role models in my life who are a constant source of inspiration to me, including

my mom, my trailblazing grandma LoVene Claypole, my great aunt MauDell Breeden, and

x



my second cousin Tammy Casperson. And thank you to the rest of my “modern family”

for providing my support system and making me who I am today–including Wanda Lampe

and the late Gene Lampe, Emily Aylward Vogt, David Baltis, Joann Ward, Dr. Peggy Pearl

and the late Dr. Tom Pearl, the Rejali family, the Rohr family, and the late Peter Myers.

Finally, I would like to thank my dog Choctaw for being my “Ph.Dog,” as I sometimes

call her. She has comforted me in trying times, made me take time for walks when writing

for days on end, given me a sense of responsibility for something greater than myself, and

brought me immeasurable joy and laughter. Thank you to Peter for knowing that a dog was

exactly what I would need to get through life and a Ph.D..

xi



TABLE OF CONTENTS

Acknowledgments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . vi

List of Tables . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . xix

List of Figures . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . xxi

List of Acronyms . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .xxiii

Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . xxiv

Chapter 1: Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1

1.1 Motivation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 1

1.2 Thesis Statement . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3

1.3 Research Questions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 3

1.4 Methodological Approach: Research through Design . . . . . . . . . . . . 5

1.5 Target Audience and Study Locations . . . . . . . . . . . . . . . . . . . . 7

1.6 Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 8

1.6.1 Implications for AI and CS Education . . . . . . . . . . . . . . . . 8

1.6.2 Implications for Human-Centered AI . . . . . . . . . . . . . . . . . 9

1.6.3 Implications for Museum Exhibit Design . . . . . . . . . . . . . . 9

1.6.4 Broader Impact . . . . . . . . . . . . . . . . . . . . . . . . . . . . 9

xii



1.7 Overview . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 10

Chapter 2: Defining AI Literacy . . . . . . . . . . . . . . . . . . . . . . . . . . . 12

2.1 Motivation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 12

2.2 Defining AI Literacy . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 14

2.3 Methodology . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 15

2.4 Conceptual Framework . . . . . . . . . . . . . . . . . . . . . . . . . . . . 18

2.4.1 What Is AI? . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 18

2.4.2 What can AI do? . . . . . . . . . . . . . . . . . . . . . . . . . . . 22

2.4.3 How does AI work? . . . . . . . . . . . . . . . . . . . . . . . . . . 23

2.4.4 How Should AI Be Used? . . . . . . . . . . . . . . . . . . . . . . 32

2.4.5 How Do People Perceive AI? . . . . . . . . . . . . . . . . . . . . . 35

2.5 Recent Developments . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 44

2.5.1 Theoretical Contributions . . . . . . . . . . . . . . . . . . . . . . . 45

2.5.2 Curricula Development . . . . . . . . . . . . . . . . . . . . . . . . 45

2.5.3 Tools and Activities . . . . . . . . . . . . . . . . . . . . . . . . . . 47

2.5.4 New Foci: Adult Education and Ethics . . . . . . . . . . . . . . . . 48

2.5.5 Other . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 49

2.6 Takeaways . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 50

Chapter 3: Designing Co-Creative AI for Public Spaces . . . . . . . . . . . . . . 52

3.1 Prior Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 53

3.1.1 Design for Apprehendability . . . . . . . . . . . . . . . . . . . . . 53

3.1.2 Design for Collaboration . . . . . . . . . . . . . . . . . . . . . . . 54

xiii



3.1.3 Design for Learning . . . . . . . . . . . . . . . . . . . . . . . . . . 55

3.1.4 Design for Embodiment . . . . . . . . . . . . . . . . . . . . . . . 55

3.1.5 Design for Creative Engagement . . . . . . . . . . . . . . . . . . . 56

3.1.6 Design for Robustness and Safety . . . . . . . . . . . . . . . . . . 57

3.1.7 Balancing Design Concerns with Research Goals . . . . . . . . . . 57

3.2 Research Design . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 58

3.3 Design Principles . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 65

3.3.1 Technology Design . . . . . . . . . . . . . . . . . . . . . . . . . . 65

3.3.2 Interaction Design . . . . . . . . . . . . . . . . . . . . . . . . . . 72

3.3.3 Research Design . . . . . . . . . . . . . . . . . . . . . . . . . . . 78

3.4 Takeaways . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 82

Chapter 4: Ideation and Generative Design of AI Literacy Exhibits . . . . . . . 84

4.1 Guiding Principles: Collaboration, Creativity, and Embodied Interaction . . 84

4.2 Design Workbook and Low-Fidelity Prototypes . . . . . . . . . . . . . . . 86

4.2.1 Perception . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 88

4.2.2 Representation and Reasoning . . . . . . . . . . . . . . . . . . . . 92

4.2.3 Learning . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 101

4.2.4 Natural Interaction . . . . . . . . . . . . . . . . . . . . . . . . . . 103

4.2.5 Societal Impact . . . . . . . . . . . . . . . . . . . . . . . . . . . . 108

4.3 Takeaways . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 110

Chapter 5: Co-Designing AI Literacy Exhibits . . . . . . . . . . . . . . . . . . .111

5.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 111

xiv



5.2 Methodology . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 112

5.2.1 Study Setup . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 112

5.2.2 Data Collection . . . . . . . . . . . . . . . . . . . . . . . . . . . . 113

5.3 Workshop Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 114

5.3.1 Consent . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 115

5.3.2 Introductory Activity . . . . . . . . . . . . . . . . . . . . . . . . . 116

5.3.3 Prototype Stations . . . . . . . . . . . . . . . . . . . . . . . . . . . 118

5.3.4 Design Activity . . . . . . . . . . . . . . . . . . . . . . . . . . . . 119

5.4 Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 119

5.5 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 121

5.5.1 Introductory Activity . . . . . . . . . . . . . . . . . . . . . . . . . 122

5.5.2 Prototype Interactions . . . . . . . . . . . . . . . . . . . . . . . . . 130

5.5.3 Design Activity . . . . . . . . . . . . . . . . . . . . . . . . . . . . 144

5.6 Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 148

5.6.1 Participant Preconceptions of AI . . . . . . . . . . . . . . . . . . . 148

5.6.2 Exhibit Prototypes & Design Sketches . . . . . . . . . . . . . . . . 150

5.7 Limitations and Threats to Validity . . . . . . . . . . . . . . . . . . . . . . 157

5.8 Takeaways . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 157

Chapter 6: Iteratively Prototyping and Evaluating AI Literacy Exhibits . . . . . 158

6.1 Introduction . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 158

6.1.1 A note regarding COVID-19 . . . . . . . . . . . . . . . . . . . . . 159

6.2 Prototype Design . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 159

xv



6.2.1 Knowledge Net . . . . . . . . . . . . . . . . . . . . . . . . . . . . 160

6.2.2 Creature Features . . . . . . . . . . . . . . . . . . . . . . . . . . . 166

6.2.3 LuminAI . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 171

6.3 Methods . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 174

6.3.1 Prior Work on Conducting User Studies during COVID-19 . . . . . 174

6.3.2 Box Design . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 175

6.3.3 Disinfecting Procedures . . . . . . . . . . . . . . . . . . . . . . . . 176

6.3.4 Participant Recruitment . . . . . . . . . . . . . . . . . . . . . . . . 178

6.3.5 Data Collection . . . . . . . . . . . . . . . . . . . . . . . . . . . . 180

6.3.6 Feedback on study design . . . . . . . . . . . . . . . . . . . . . . . 183

6.4 Analysis . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 184

6.4.1 Contextual/Demographic Questions . . . . . . . . . . . . . . . . . 185

6.4.2 EQ1: Usability . . . . . . . . . . . . . . . . . . . . . . . . . . . . 187

6.4.3 EQ2: Creative Engagement . . . . . . . . . . . . . . . . . . . . . . 188

6.4.4 EQ3: Collaboration . . . . . . . . . . . . . . . . . . . . . . . . . . 188

6.4.5 EQ4: Interest Development . . . . . . . . . . . . . . . . . . . . . . 189

6.4.6 EQ5: Learning . . . . . . . . . . . . . . . . . . . . . . . . . . . . 189

6.5 Results . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 191

6.5.1 EQ1: Usability . . . . . . . . . . . . . . . . . . . . . . . . . . . . 192

6.5.2 EQ2: Creative Engagement . . . . . . . . . . . . . . . . . . . . . . 198

6.5.3 EQ3: Collaboration . . . . . . . . . . . . . . . . . . . . . . . . . . 200

6.5.4 EQ4: Interest Development . . . . . . . . . . . . . . . . . . . . . . 202

6.5.5 EQ5: Learning . . . . . . . . . . . . . . . . . . . . . . . . . . . . 204

xvi



6.6 Limitations and Threats to Validity . . . . . . . . . . . . . . . . . . . . . . 212

6.7 Takeaways . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 213

Chapter 7: Discussion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .214

7.1 Guiding Design Principles: Collaboration, Creativity, and Embodiment . . . 214

7.1.1 Collaboration . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 214

7.1.2 Creativity . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 215

7.1.3 Embodiment . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 217

7.2 AI Literacy Design Principles . . . . . . . . . . . . . . . . . . . . . . . . . 218

7.2.1 Explainability and Promote Transparency . . . . . . . . . . . . . . 219

7.2.2 Contextualizing Data . . . . . . . . . . . . . . . . . . . . . . . . . 220

7.2.3 Unveil Gradually . . . . . . . . . . . . . . . . . . . . . . . . . . . 221

7.2.4 Opportunities to Program . . . . . . . . . . . . . . . . . . . . . . . 222

7.2.5 Milestones . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 223

7.2.6 Critical Thinking . . . . . . . . . . . . . . . . . . . . . . . . . . . 224

7.2.7 Support for Parents . . . . . . . . . . . . . . . . . . . . . . . . . . 224

7.2.8 Leverage Learners' Interests . . . . . . . . . . . . . . . . . . . . . 225

7.2.9 Identity, Values, and Backgrounds and Acknowledging Preconcep-
tions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 226

7.2.10 New Perspectives . . . . . . . . . . . . . . . . . . . . . . . . . . . 227

7.2.11 Low barrier to entry . . . . . . . . . . . . . . . . . . . . . . . . . . 228

7.3 A note on equity and inclusion . . . . . . . . . . . . . . . . . . . . . . . . 228

7.4 Broader Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 231

7.4.1 Implications for AI and CS Education . . . . . . . . . . . . . . . . 231

xvii



7.4.2 Implications for Human-Centered AI . . . . . . . . . . . . . . . . . 232

7.4.3 Implications for Museum Exhibit Design . . . . . . . . . . . . . . 233

7.4.4 Takeaways . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 233

Chapter 8: Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .234

8.1 Summary and Contributions . . . . . . . . . . . . . . . . . . . . . . . . . 234

8.2 Future Work . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 236

Appendices . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .239

Chapter A: Instruction Packet . . . . . . . . . . . . . . . . . . . . . . . . . . . .240

Chapter B: Survey Instruments . . . . . . . . . . . . . . . . . . . . . . . . . . . .264

Chapter C: Learning Talk Analysis Codebook . . . . . . . . . . . . . . . . . . .304

Chapter D: Rubrics . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .308

References . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .319

xviii



LIST OF TABLES

2.1 Breakdown of AI literacy papers reviewed . . . . . . . . . . . . . . . . . . 16

2.2 De�nitions of AI from Russel and Norvig . . . . . . . . . . . . . . . . . . 20

2.3 Summary of AI's strengths and weaknesses . . . . . . . . . . . . . . . . . 23

2.4 Data literacy competencies from Prado and Marzal . . . . . . . . . . . . . 29

2.5 Summary of robotics-related learning objectives . . . . . . . . . . . . . . . 31

3.1 Summary of prior installations of co-creative AI projects . . . . . . . . . . 64

4.1 Summary of competencies and design principles for conceptual exhibits
related to Big Idea #1: Perception . . . . . . . . . . . . . . . . . . . . . . 88

4.2 Summary of competencies and design principles for conceptual exhibits
related to Big Idea #2: Representation and Reasoning . . . . . . . . . . . . 92

4.3 Summary of competencies and design principles for conceptual exhibits
related to Big Idea #3: Learning . . . . . . . . . . . . . . . . . . . . . . . 101

4.4 Summary of competencies and design principles for conceptual exhibits
related to Big Idea #4: Natural Interaction . . . . . . . . . . . . . . . . . . 104

4.5 Summary of competencies and design principles for conceptual exhibits
related to Big Idea #5: Societal Impact . . . . . . . . . . . . . . . . . . . . 108

5.1 Descriptions of workshop participant groups . . . . . . . . . . . . . . . . . 122

5.2 Common themes from workshop introductory activity discussions . . . . . 123

5.3 Summary of collaboration dynamics, learning talk, and design feedback at
Magic Mirror . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 131

xix



5.4 Summary of collaboration dynamics, learning talk, and design feedback at
Sensor Wall . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 134

5.5 Summary of collaboration dynamics, learning talk, and design feedback at
Neural Net. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 136

5.6 Summary of collaboration dynamics, learning talk, and design feedback at
Semantic Network. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 138

5.7 Summary of collaboration dynamics, learning talk, and design feedback at
LuminAI . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 141

6.1 Summary of methodologies used to answer each evaluation question . . . . 186

6.2 Number of participants who interacted with each exhibit prototype . . . . . 192

6.3 Group descriptions and summary of data collected during at-home user
studies . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 193

6.4 Summary of participant scores for survey items during at-home user studies 194

6.5 Summary of items participants found interesting at exhibit prototypes . . . 203

6.6 Summary of median change in self-reported knowledge before/after inter-
acting with exhibit prototypes . . . . . . . . . . . . . . . . . . . . . . . . . 205

6.7 Frequency table of content-knowledge scores for �nal exhibit prototypes . . 207

6.8 Summary of learning talk scores for �nal exhibit prototypes . . . . . . . . . 208

6.9 Summary of learning talk types for �nal exhibit prototypes . . . . . . . . . 208

xx



LIST OF FIGURES

2.1 Comparing AI literacy with other types of literacy . . . . . . . . . . . . . . 15

2.2 Summary of AI literacy competencies and design principles . . . . . . . . . 18

2.3 “What is AI?” �owchart . . . . . . . . . . . . . . . . . . . . . . . . . . . . 19

2.4 Topics covered in AI-related university syllabi . . . . . . . . . . . . . . . . 25

3.1 Iterations of theLuminAI installation . . . . . . . . . . . . . . . . . . . . . 59

3.2 The Robot Improv Circusinstallation . . . . . . . . . . . . . . . . . . . . . 61

3.3 Sound Happeninginstallation . . . . . . . . . . . . . . . . . . . . . . . . . 62

3.4 The Shape of Storyinstallation . . . . . . . . . . . . . . . . . . . . . . . . 63

3.5 Summary of principles for designing co-creative AI for public spaces . . . . 65

3.6 Social dance interactions withLuminAI . . . . . . . . . . . . . . . . . . . 83

4.1 Sensor Wallexhibit design sketch and low-�delity prototype . . . . . . . . 89

4.2 Magic Mirror exhibit design sketch and low-�delity prototype . . . . . . . 90

4.3 Qualiaexhibit design sketch . . . . . . . . . . . . . . . . . . . . . . . . . 93

4.4 Memory Pucksexhibit design sketch . . . . . . . . . . . . . . . . . . . . . 95

4.5 Neural Netexhibit design sketch . . . . . . . . . . . . . . . . . . . . . . . 97

4.6 Semantic Networkexhibit design sketch and low-�delity prototype . . . . . 99

4.7 Data Scavenger Hunt . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 102

xxi



4.8 Data Portraitsexhibit design sketch . . . . . . . . . . . . . . . . . . . . . 103

4.9 LuminAIexhibit design sketch and low-�delity prototype . . . . . . . . . . 105

4.10 Writing Together exhibit design sketch . . . . . . . . . . . . . . . . . . . . 107

4.11 Build Your Own AIexhibit design sketch . . . . . . . . . . . . . . . . . . . 108

5.1 Sketches of workshop participant groups . . . . . . . . . . . . . . . . . . . 114

5.2 AI Example card deck used in co-design workshop . . . . . . . . . . . . . 116

5.3 Participant sketch of a riddle-generating museum exhibit . . . . . . . . . . 144

5.4 Participant sketch of museum exhibit involving a responsive moving box . . 146

5.5 Participant sketch of a smell detector museum exhibit . . . . . . . . . . . . 147

6.1 Knowledge NetIteration 1 Prototype . . . . . . . . . . . . . . . . . . . . . 161

6.2 Knowledge NetIteration 2 Prototype . . . . . . . . . . . . . . . . . . . . . 165

6.3 Creature FeaturesIteration 1 Prototype . . . . . . . . . . . . . . . . . . . . 166

6.4 Creature FeaturesIteration 2 Prototype . . . . . . . . . . . . . . . . . . . . 169

6.5 LuminAIprototype . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 171

6.6 Exhibits boxed for delivery . . . . . . . . . . . . . . . . . . . . . . . . . . 177

xxii



LIST OF ACRONYMS

C AI Literacy Competency

LP AI Literacy Design Principle

PSP Co-Creative AI in Public Spaces Design Principle

xxiii



SUMMARY

Arti�cial intelligence (AI) is increasingly prevalent in everyday life, but there are still

many misconceptions about what exactly AI is, what it is capable of, and how it works.

This suggests a need for learning experiences that offer audiences the opportunity to gain

a high-level or “casual” understanding of AI. Informal learning spaces like museums are

particularly well-suited for such public science communication efforts, but there is little

research investigating how to design AI learning experiences for these spaces. In this dis-

sertation, I take a research-through-design approach to explore how to design AI literacy

learning experiences for informal spaces. I focus on incorporating collaborative, creative,

and embodied interactions in my designs, as these features have been shown to facilitate

open-ended, social learning experiences that work well in informal spaces and can foster

interest in computing-related topics. I use re�ective design practice, co-design, and itera-

tive prototyping/testing as methodological tools in my research. This dissertation consists

of three main contributions: 1) a de�nition of AI literacy and a related set of competen-

cies; 2) a set of three replicable museum exhibits for communicating AI literacy learning

outcomes; and 3) design principles for creating AI literacy interventions in informal learn-

ing spaces. This work contributes to research on AI/CS education, human-centered AI,

and museum exhibit design by providing transferable design principles/competencies for

designing informal learning experiences around AI and a model for how to operationalize

these principles/competencies in practice. This work also demonstrates the potential of

collaboration, creativity, and embodiment as design considerations for AI literacy learning

experiences.
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CHAPTER 1

INTRODUCTION

1.1 Motivation

Arti�cial intelligence (AI) is becoming increasingly integrated into our day-to-day expe-

riences. A growing number of individuals are choosing to purchase AI devices like smart

speakers or self-driving cars, and many more people interact with AI in service of other

goals–to unlock their phone, interact with friends on social media, search for something on

Google, or complete their job at work. Recent research has shown that there are numerous

public concerns related to the presence of AI in commonly used applications–including per-

sonal data privacy breaches [1], bias and discrimination in algorithms [2], and issues with

viral misinformation [3, 4]. Public education efforts have historically played an important

role in fostering a scienti�cally and technologically literate populace [5] who can critically

engage with technology and advocate for policy and design choices that support their needs

and values. This suggests that public education initiatives related to AI could aid in foster-

ing a populace that is more prepared to make informed decisions about AI-related policy

and critically engage with AI technologies in their day-to-day lives.

Most AI education efforts to-date have focused on teaching individuals–either univer-

sity students in AI-related degree programs or, more recently, K-12 students in introductory

computing lessons–how to program AI (e.g. [6, 7, 8]). In this dissertation, I focus on de-

signing for people (both adults and children) who may not necessarily be interested in

learning about how to program AI–but who could bene�t from a high-level understanding

of AI in their day-to-day interactions with technologies. I have developed a working de�ni-

tion of this `high-level understanding,' terming itAI literacy, or a set of competencies that

enables individuals to critically evaluate AI technologies; communicate and collaborate
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effectively with AI; and use AI as a tool online, at home, and in the workplace. The exact

set of competencies will be outlined in chapter 2 of this dissertation. The term AI literacy

was not de�ned in the literature prior to my dissertation research (c.f. chapter 2 and [9]).

Informal learning spaces–like museums–have long served an important role in public

science communication efforts. Science and technology education in public spaces like mu-

seums can aid in content knowledge gains [10], interest development [11], and improved

understanding of connections between science/technology and society and culture [5]. Al-

though there have been some AI-focused museum and art exhibits (especially in the past

decade), there are still many aspects of AI that have yet to be explored in these contexts,

and there are few existing projects that draw on evidence-based research and/or have re-

sulted in �ndings that have been disseminated to the broader human-computer interaction

(HCI) and learning science research communities.

Findings from both research on designing museum exhibits and HCI research on devel-

oping technology-based installations for public spaces suggest that museums/public spaces

pose a number of design constraints and opportunities that are distinct from formal learning

environments [12, 13, 14, 15, 16, 10]. Most contemporary science museums are designed

to facilitate open-ended, visitor-led learning experiences as opposed to teacher-led class-

room lessons [16]. Interaction times may be brief and most visitors travel in groups, whose

attention can easily shift from exhibit to exhibit [15]. Museums focus on outcomes such

as fostering interest development and facilitating introductory exploratory learning expe-

riences (often with a variety of possible learning outcomes depending on differing visitor

goals) [16, 11]. This contrasts with formal learning environments, which more often focus

on teaching a structured curriculum.

Previous research has indicated that certain design features can aid in quickly engag-

ing visitors in active learning experiences. Incorporatingembodiedinteraction can make

exhibits easily understandable to visitors with little prior knowledge in addition to facili-

tating an engaging experience [14, 17, 18, 12]. Open-ended,creativeexhibits encourage
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prolonged engagement in addition to facilitating visitor-led learning experiences that can

lead to more personally relevant meaning-making [19, 16]. Supportingcollaborationand

social interaction between multiple group members creates a social learning environment

in which visitors can learn from and motivate each other [19, 20]. Taken together,em-

bodied interaction, creativity, andcollaborationcan lead to more engaging and effective

museum learning experiences. Early research on AI education as well as prior work on

computer science education indicates that embodied interaction, creativity, and collabora-

tion may also be particularly well-suited to promoting learning and interest development in

computing related �elds [21, 22, 7, 23, 24, 25, 26].

This dissertation a) more concretely de�nes the set of competencies that comprise AI

literacy and b) explores how to communicate these competencies in museums by creating

several exhibits that foster interest in and learning about AI. My goal in designing these

exhibits was to incorporate collaboration, creativity, and embodiment as design elements

in order to create learning experiences that engage the public and foster interest in AI,

are well-suited for the social and open-ended nature of interaction in informal learning

environments, and are able to communicate AI literacy-related competencies to visitors

who may have little or no prior experience with AI.

1.2 Thesis Statement

Interactions with embodied, collaborative, and/or creative exhibits in informal learning

spaces promote interest in and improve understanding of AI.

1.3 Research Questions

The research trajectory presented in this thesis statement will be pursued via the following

research questions:

RQ1: How can AI literacy be de�ned as a set of competencies for learners who may

not have technical backgrounds?
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• Objective 1: De�ne AI literacy and identify a set of related competencies.

Measurable outcomes:Review of existing interdisciplinary literature and commer-

cial media works related to AI literacy; de�nition of AI literacy and related compe-

tencies that can guide future design interventions.

RQ2: How can embodiment, collaboration, and creativity be used in museum exhibits

to encourage interest development in and learning about AI?

• Objective 1: Understand existing approaches to designing for public spaces and de-

signing for AI education, with a particular focus on the affordances of collaboration,

creativity, and embodiment in these spaces.

Measurable Outcomes:Review of the existing literature related to designing for

AI education and public spaces, including �ndings from personal re�ective practice

[27]; set of design principles to guide future work.

• Objective 2: Explore a wide variety of different ideas and opportunities for designing

collaborative, creative, and/or embodied AI literacy interventions for public spaces.

Measurable outcomes: Design workbook [28] thoroughly exploring the design

space; set of �ve low-�delity prototypes of design concepts.

• Objective 3: Incorporate stakeholder perspectives in the process of designing co-

creative, embodied AI literacy installations for public spaces.

Measurable outcomes:Set of design recommendations and ideas for future work

based on a co-design workshop held with family groups and museum practitioners.

• Objective 4: Iteratively design and develop collaborative, creative, and/or embodied

exhibits that communicate AI literacy competencies and foster interest in AI.

Measurable outcomes:Three exhibit prototypes that communicate AI literacy com-

petencies and promote interest in AI.

RQ3: What design features contribute to engagement with activities that increase

interest in and improve understanding of AI in informal learning spaces?
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• Objective 1: Assess the degree to which the exhibits developed in RQ2 facilitate

creative, collaborative, and embodied engagement; facilitate learning of AI literacy

concepts; and facilitate interest development in AI.

Measurable outcomes:An evidence-based understanding of which exhibits best

support AI-related learning and interest development.

• Objective 2: Identify the design characteristics of the AI literacy exhibits that sup-

port interest development, learning, and engagement.

Measurable outcomes:Expanded set of design principles that can guide the com-

munity's development of future AI literacy interventions for public spaces.

1.4 Methodological Approach: Research through Design

I useresearch through design(also calleddesign research) as the primary methodological

approach for exploring the aforementioned research questions. Gaver de�nes `research

through design' as:

[Research] in which design practice is brought to bear on situations chosen

for their topical and theoretical potential, the resulting designs are seen as em-

bodying designers' judgments about valid ways to address the possibilities and

problems implicit in such situations, and re�ection on these results allow a

range of topical, procedural, pragmatic and conceptual insights to be artic-

ulated. The output of this work takes the form, primarily, of artefacts and

systems, sometimes with associated accounts of how these are used in �eld

tests, but increasingly includes a variety of methods, conceptual frameworks

and theories presented separately from accounts of practice [29].

Zimmerman et al. suggest that design research in HCI should have a well-documented

process, constitute a signi�cant invention with respect to prior literature, be relevant to the

context, and be extensible (i.e. provide a foundation for future research) [30]. I aim to
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meet these criteria by documenting my design process and motivation in detail, situating

my designs with respect to prior research related to AI education and informal learning and

synthesizing design themes that can be used to inspire and guide future work in the �eld.

I employ a variety of different methods used within design research, including:

Re�ective practice: Re�ective practice is a process in which designers re�ect on their

actions in order to contribute to a growing body of design knowledge and methodologies

[27, 31]. Re�ection on the design process and the themes that designed artifacts embody

can improve both design practice [30, 31] and contribute to design theory [29]. In chap-

ter 3, I describe �ndings from re�ective practice on my research designing co-creative AI

installations for public spaces. I also draw on re�ective practice in chapter 4 and chapter 5,

keeping a re�ective journal [32] throughout the design process and drawing on my notes

to aid in analysis [33]. My ongoing practice of evaluating participant interactions with

CS-related learning experiences for informal learning environments [34, 35] also heavily

informs my approach to evaluation in chapter 6.

Annotated design workbooks: Design workbooks are “collection[s]...of design propos-

als and other materials drawn together during projects to investigate options for design”

[28]. They are typically used as a tool to aid in ideation and group/team brainstorming and

communication of ideas. Annotating design workbooks can also aid in higher-level knowl-

edge generation and theory development [36]. I utilize design workbooks as a tool in the

generative ideation phase of my design research in chapter 4.

Co-design: Co-design (also calledparticipatory design) is a technique frequently used

in design research in which stakeholders (in my case, family groups visiting museums and

museum staff) are able to actively participate in the design process as a way of ensuring

that the �nal product better meets their needs [37]. I use participatory design in order to

incorporate stakeholder perspectives in the design of museum exhibits in chapter 5.

Iterative prototyping and evaluation:At the core of design research is a cycle of it-

erative prototyping and ideation coupled with synthesis and evaluation [38, 39]. I engage
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in three cycles of iterative prototype generation and evaluation, described in chapter 4-

chapter 6.

Designed artifacts as contributions:Design researchers consider artifacts to be critical

research contributions. These designed artifacts can become “exemplars” or “conduit[s]

for research �ndings to easily transfer to the HCI research and practice communities” [30].

This thesis has resulted in three exhibit prototypes that contribute in varying degrees to

increased understanding of and interest development in AI (see chapter 6). These arti-

facts also raise a number of new research questions and suggest future research directions

(discussed in chapter 7).

1.5 Target Audience and Study Locations

The target audience for this dissertation research is family groups visiting science and tech-

nology museums. I focus on studying families with at least one child over the age of six,

since most children do not develop theory of mind (i.e. the ability to “explain and predict

other people's behavior by attributing to them independent mental states, such as beliefs

or desires” [40]) until they are 3-5 years old, making it dif�cult to grasp AI as a separate

entity [41]. I focused on studying family groups for several reasons. First, 75% of museum

visitors come in groups, and providing opportunities for collaborative interactions is one

of my guiding design principles. In addition, I hoped that by focusing on family groups,

I could explore how to expand AI education for both children and their parents, as adult

education is an important and often overlooked component of public science education [42]

and very little research to date has focused on AI education for adults without backgrounds

in computing or data science. I am interested in fostering learning/interest outcomes for

adults and children alike (i.e. I am not exclusively focused on K-12 educational outcomes

but rather the collaborative learning outcomes for all members of the family group).

The research in this dissertation was conducted at several different site locations. The

re�ective design research presented in chapter 3 was conducted at a variety of different
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locations, described in more detail in chapter 3. The co-design study presented in chapter 5

was conducted at the Museum of Science and Industry, Chicago (MSI), which is a large

science and technology museum focused on informal science learning for visitors of all

ages. In 2018, over 1.5 million guests visited the museum. I chose this museum as a site

location due to its large audience, ongoing work by their development team on a series of

AI-related exhibits, and an existing research partnership. Due to the COVID-19 pandemic

and resulting museum closures and travel restrictions, the �nal portion of the research pre-

sented in chapter 6 was conducted remotely with family groups living in the Atlanta, GA

metropolitan area (instead of at MSI as originally planned).

1.6 Contributions

This dissertation consists of three main contributions: 1) a de�nition of AI literacy and a

related set of competencies; 2) a set of replicable exhibits for communicating AI literacy

learning outcomes; and 3) design principles for creating AI literacy interventions in public

spaces. This work contributes to research on AI/CS education, human-centered AI, and

museum exhibit design.

1.6.1 Implicationsfor AI andCSEducation

There is a gap in the literature in regards to AI education and AI literacy initiatives, espe-

cially outside of the university context. This dissertation contributes to both de�ning AI

literacy as a set of competencies and to understanding how to effectively communicate key

concepts about AI to audiences without technical backgrounds. In addition, this disserta-

tion explores new modalities for AI literacy interventions, including 1) using collaborative,

creative, and embodied AI experiences as avenues for learning and interest development

and 2) exploring how to communicate AI literacy concepts outside of the classroom envi-

ronment in public, informal learning spaces like museums. The design principles resulting

from this work can guide future AI literacy interventions as well as contribute to the wider

8



body of work on CS and STEM education in informal learning spaces.

1.6.2 Implicationsfor Human-CenteredAI

A major challenge for human-centered AI researchers is developing agents that are able to

interact naturally with humans [6]. This requires improved AI understanding of humans as

well as improved human understanding of AI [43]. Both the competencies and the design

principles developed in this dissertation will contribute to a better understanding of how to

design understandable experiences with AI for audiences without technical backgrounds,

as well as how to design AI agents that are able to improvise and co-create with humans in

complex social environments.

1.6.3 Implicationsfor MuseumExhibit Design

Many science and children's museums are under increasing pressure to incorporate STEM

learning–especially CS-related activities–in their programming and exhibits [44], but this

can often be challenging due to limited access to computing experts and the nature of

interaction in many museums (for example, even the toughest robotic devices designed for

kids (e.g. Cubelets [45]) often cannot stand up to hours of daily interaction with children

and are dif�cult/expensive to �x when broken). This dissertation has resulted in a set of

replicable exhibits and design principles that can aid museums in incorporating CS/AI-

related learning experiences in their spaces.

1.6.4 BroaderImpact

Improved public AI literacy could have far-reaching effects on our society. Research has

shown that usability and productivity improve when users are able to develop more accurate

mental-models of how technologies function [46], indicating that AI literate users may be

able to more effectively interface with AI devices in the home and workplace. AI literacy

also has the potential to enable people to make more informed decisions when considering
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whether or not to use AI technologies or share their data with algorithms [47]. In addition,

AI literate citizens will be able to more effectively vote and advocate for policy changes on

both current and future AI-related issues [5]. In summary, an AI literate populace will both

have a more vested interest in AI and its societal rami�cations and be able to act as more

informed users and critical consumers of AI technologies–which is a crucial societal need

as AI becomes ever more present in our lives.

1.7 Overview

The next two chapters of this thesis provide an overview of background literature, synthe-

sized into frameworks to aid in operationalizing key �ndings from the literature in practice.

These chapters represent the theoretical grounding of my research. In chapter 2, I de�neAI

literacy and present a set of related competencies based on a synthesis of interdisciplinary

literature related to AI and AI education (RQ1). I additionally suggest a number of prin-

ciples for designing AI literacy interventions (RQ2, Objective 1). These competencies and

design principles guide the design research presented later in chapter 4-chapter 6.

In chapter 3, I present foundational prior research on designing for public spaces and

then de�ne a framework for designing co-creative AI experiences in public spaces based

on re�ective practice on a number of projects I and my colleagues have worked on in the

past several years (RQ2, Objective 1). This framework also serves as a guide for the design

research presented in chapter 4-chapter 6. In particular, it informs my adaptation of an

existing co-creative AI research project,LuminAI, into a public exhibit with AI literacy

learning outcomes.

In chapter 4 and chapter 5, I present the results from the generative stage of a design

research process focused on designing museum exhibits to communicate AI literacy com-

petencies. First, in chapter 4, I present a selection of conceptual sketches of exhibits from a

design workbook thematically centered on the competencies and design principles outlined

in chapter 2 (RQ2, Objective 2). I describe several low-�delity exhibit prototypes that I
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developed from these sketches. Then, in chapter 5, I present the results from a co-design

study that I conducted with family visitor groups at the Museum of Science and Industry,

using participatory design activities to gather feedback on existing design ideas as well as

generate new ideas (RQ2, Objective 3).

The results from the co-design study study directly informed the iterative prototyping

and evaluation process that I describe in chapter 6. First, I describe the iterative design

process of three exhibit prototypes (RQ2, Objective 4). Then, I present results from user

studies intended to evaluate the prototypes' usability, ability to support collaboration, em-

bodied interaction, and creativity, and communicate AI literacy competencies and promote

interest in AI (RQ3, Objective 1). I discuss the implications of my research in chapter 7

and describe a �nal set of principles for designing AI literacy exhibits for informal learning

spaces (RQ3, Objective 2). I conclude the dissertation and discuss future work in chap-

ter 8.
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CHAPTER 2

DEFINING AI LITERACY

2.1 Motivation

De�ning the termAI literacy is a critical �rst step in the process of designing educational

interventions intended to promote increased public AI literacy. This term has not yet been

de�ned in the literature.1 However, emerging research is exploring how to expand AI

education to audiences without technical backgrounds (i.e. individuals who do not have

extensive prior experience in computer or data science). Within the past several years,

companies have pursued initiatives to broaden AI education to underrepresented audiences

in an effort to increase workforce diversity [49, 50], educators have published guides on

how to incorporate AI into K-12 curricula [51], and researchers are exploring how to engage

young learners in creative programming activities involving AI [7, 52, 53, 8, 54].

The “AI for K12” working group is currently developing a set of standards for K-12

classrooms to determine what each grade band should know about AI [6]. The group has

also identi�ed �ve “big ideas” of AI to guide the standards development [6]:

1. Perception: Computers perceive the world using sensors.

2. Representation & Reasoning: Agents maintain representations of the

world and use them for reasoning.

3. Learning: Computers can learn from data.

4. Natural Interaction : Intelligent agents require many kinds of knowledge

to interact naturally with humans.

1There is one 2016 paper that compares AI literacy to language literacy and states that AI literacy “allows
people to understand the techniques and concepts behind AI products and services instead of just learning
how to use certain technologies or current applications” [48]. I concur with this de�nition but characterize
AI literacy in a slightly different/expanded way in this chapter, focusing on how basic knowledge about AI
can be of use in people's everyday lives.
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5. Societal Impact: AI can impact society in both positive and negative

ways.

The �ve “big ideas” of AI provide a strong foundation for future research on fostering

AI literacy. However, most of the research on AI education for learners without technical

backgrounds has just been published within the last few years. In contrast, AI as a �eld

has been active since the 1950s, and there is a variety of existing research (scattered across

disciplines and venues) that could contribute to understanding what competencies should

be included in a de�nition of AI literacy and how to better design educational experiences

that foster AI literacy.

In 2019, I engaged in an exploratory review of literature with the goal of distilling key

ideas from various �elds that could inform our understanding of how learners make sense

of AI. I organize these key ideas in a conceptual framework that I thematically derived from

the literature. The main contributions of this chapter are a concrete de�nition of AI literacy

and a related set of competencies and design principles. The work presented in this chapter

is part of a publication in the proceedings of the 2020 ACM CHI Conference on Human

Factors in Computing Systems (this publication received a best paper honorable mention

award) [9].

The framework I present in this chapter is not intended to be an exhaustive summary

of the literature; rather, it is a set of key ideas/provocations I distilled from the literature

that can serve as inspiration and initial guidelines for the design of future learning experi-

ences centered on AI literacy. I present this framework as the start of a conversation, with

the expectation that it will shift, grow, and spark debate in the future as more research is

conducted in the �eld.

In the time since this AI literacy framework was initially published in May 2020, it

has already been used to inspire and guide the design of AI literacy educational interven-

tions [55, 56], provide a framework for evaluating AI literacy interventions [57], guide

the ongoing development of a survey to assess public AI literacy amongst Canadians (led
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by data analytics company CIFAR and the Canadian government department of Innova-

tion, Science and Economic Development), and serve as a jumping off point for additional

related literature reviews [58]. The competencies and design principles presented in this

chapter–in combination with the prior work on designing for public spaces that I present

in chapter 3–also serve as the foundation for my research on designing AI literacy exhibits

for museums (see chapter 4).

2.2 De�ning AI Literacy

The termliteracy as it was originally construed refers tothe ability to express ourselves

and communicate using written language. Fostering more widespread literacy has histor-

ically had political and emancipatory consequences, broadening access to knowledge and

the ability for people to share and communicate ideas [59]. The notion of literacy has more

recently been applied to de�ning skill sets in a variety of disciplines that have the same

potential to enable expression, communication, and access to knowledge. Some examples

includedigital literacy(i.e. competencies needed to use computational devices [60]),com-

putational literacy(i.e. the ability to use code to express, explore, and communicate ideas

[61]), scienti�c literacy (i.e. “an appreciation of the nature, aims, and general limitations

of science, coupled with some understanding of the more important scienti�c ideas” [62]);

anddata literacy(i.e. “the ability to read, work with, analyze, and argue with data as part

of a broader process of inquiry into the world” [63]).

I de�ne AI literacyasa set of competencies that enables individuals to critically evalu-

ate AI technologies; communicate and collaborate effectively with AI; and use AI as a tool

online, at home, and in the workplace. The competencies and design principles outlined in

the remainder of this chapter provide a more speci�c understanding of the contents of this

skillset.

AI literacy is clearly related to other previously de�ned literacies in related �elds (Fig-

ure 2.1). I see these relationships manifesting in several ways. Digital literacy is a prerequi-
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Figure 2.1: Diagram comparing AI literacy with other types of literacy

site for AI literacy, as individuals need to understand how to use computers to make sense

of AI. Computational literacy, however, is not necessarily a prerequisite for AI literacy.

Understanding how to program can inform and aid in making sense of AI and is certainly

necessary for AI developers. However, programming can also be a major barrier to entry

for learners, and I argue that most individuals interacting with AI in their daily lives will

not need to know how to program it. In this chapter, I de�ne a set of skills that can aid in

understanding AI that do not require learners to know how to write code. Scienti�c liter-

acy can similarly inform AI literacy (particularly understanding machine learning practices

[64]) but is not a required prerequisite. Finally, data literacy is closely related to the AI

sub�eld of machine learning, and therefore certain data literacy competencies overlap with

AI literacy competencies de�ned in this chapter.

2.3 Methodology

I conducted an exploratory review of interdisciplinary literature in order to de�ne a) a

detailed set of AI literacy competencies for learners and b) design principles for developers

of AI learning experiences. Due to the limited amount of existing peer-reviewed literature

on AI education and the variety of research in related �elds that can inform AI education,
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Table 2.1: Breakdown of AI literacy papers reviewed by year and venue type

Year Published Venue Type
Before 2000 8 Conference papers 53
2000 - 2009 43 Journal papers 38
2010 - 2017 55 Books 15
2018 - 2019 44 Other grey literature 44

I did not conduct a traditional systematic literature review. My methods were instead more

closely aligned with an approach calledscoping studies, which

aim to map rapidly the key concepts underpinning a research area and the main

sources and types of evidence available...especially where an area is complex

or has not been reviewed comprehensively before [65].

In scoping studies, researchers do not place “strict limitations on search terms, identi�ca-

tion of relevant studies, or study selection at the outset” and “the process is not linear but

iterative” [65]. The goal of a scoping study is typically to identify all relevant literature “re-

gardless of study design” as well as to identify gaps in the literature [65]. My review was

guided by two key research questions: 1) What do AI experts think learners without tech-

nical backgrounds should know about AI? and 2) What existing preconceptions do learners

without technical backgrounds have when interacting with AI?. The literature I reviewed

in response to these two questions included 150 documents (Table 2.1).

I began my literature review by searching for papers related to AI education by closely

following updates on the AI4K12 mailing list and reading papers by researchers currently

active in the �eld, searching the proceedings of the 2008 AAAI AI Education Colloquium

and proceedings of several post-2016 conferences including AAAI, AI Ed, CHI, and IDC;

and searching Google Scholar and the ACM digital library. Search terms used were it-

eratively revised and included: “AI education,” “learning about AI,” “teaching AI,” “AI

literacy,” “ML literacy,” “understanding ML,” “understanding AI,” “AI for K-12,” “AI uni-

versity,” “AI courses,” “AI school,” “AI informal learning.” I also searched for papers

related to using robotics for AI–not CS–education. I focused on reviewing papers on AI

16



education for learners without technical backgrounds, although I reviewed several papers

on university courses. After identifying an initial set of papers, I reviewed the reference

lists to �nd additional literature. This entire search yielded 18 papers and 8 projects related

to AI education for learners without technical backgrounds and 14 papers on AI education

for CS undergraduates.

Since my initial search revealed only a few recent papers on the topic of AI education

for learners without technical backgrounds, I expanded my search to related �elds and

“grey literature” (i.e. literature that is not peer-reviewed). I examined 14 public syllabi

from accredited universities in the USA for classes related to arti�cial intelligence (4),

machine learning (6), cognitive science (2), and robotics (2). I looked at the contents

of popular AI textbooks (3), seminal writings in AI research (10), papers related to AI

ethics (22) and explainable AI (10), and polls on public perceptions of AI (9). I also

explored peer-reviewed literature on perceptions of AI (23) by searching for papers with

terms such as “perceptions of AI,” “misconceptions AI,” “AI in the home,” “interactions

with AI,” “AI in media.” Finally, I reviewed select survey-style papers on related forms

of literacy (e.g. digital, data, scienti�c literacy) (6), and looked at papers on CS education

(13) relating to the AI education literature to see if there was support for these �ndings in

a more established �eld.

I thoroughly read papers focused on AI education for learners without technical back-

grounds. I read the abstracts and skimmed the contents of papers focused on AI education

for experts. I also thoroughly read grey literature on AI education and perceptions of AI

as well as the select papers from related �elds. In a running document, I listed key ideas

from each paper and grouped them based on similarity, drawing connections between the

literature. I distilled competencies and design principles from this list by asking three ques-

tions: 1) does this re�ect my de�nition of AI literacy?; 2) is this supported by numerous

sources in the literature?; and 3) is this a useful guideline for designers and educators?. I

then sorted the design principles and competencies into thematic groups.
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Figure 2.2: Summary diagram of AI literacy competencies and design principles

2.4 Conceptual Framework

My literature review resulted in a conceptual framework composed of �ve different over-

arching themes, which I frame as questions about AI:What is AI?; What can AI do?; How

does AI work?; How should AI be used?; andHow do people perceive AI?. These themes

provide the structure for the remainder of the chapter–for each theme, I include a set of

competencies and design principles. After each competency and design principle, I list

supporting references. A summary diagram of the competencies and design principles is

included in Figure 2.2.

2.4.1 WhatIs AI?

De�ning what AI is can be confusing even for experts [66, 67], as the term has evolved over

the course of many years. Figuring out what AI is can be even more complex for individuals

without a technical background, as AI is often overblown and con�ated with other areas of

computing in popular media (see Figure 2.3). Many people think that AI is synonymous

with robotics [68, 69, 51], and artifacts that do not achieve human-level intelligence are

often discounted as being “not AI” (a phenomena referred to as thesuperhuman human
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Figure 2.3: Flowchart to help non-experts distinguish between what is and is
not AI. Image reproduced with permission fromKaren Hao. 2018. What
is AI? We drew you a �owchart to work it out. MIT Technology Review.
Retrieved from https://www.technologyreview.com/2018/11/10/139137/is-this-ai-we-drew-
you-a-�owchart-to-work-it-out/. Copyright ©2021, All rights reserved MIT Technology
Review; www.technologyreview.com

fallacy [70]). AI is also often obscured on commonly used platforms–as a result, many

users do not realize when they are interacting with AI [71, 72, 47, 73]. The ability to

recognize AI (C 1 (Recognizing AI)) is a critical skill necessary for informed interactions

with AI.

Competency 1 (Recognizing AI)Distinguish between technological artifacts that use and

do not use AI.

Supporting References: [71, 70, 72, 47, 73, 66, 67, 69, 51]

Established de�nitions of AI can aid learners in understanding what AI is. Nilsson de-

�nes AI as “that activity devoted to making machines intelligent...[where] intelligence is

19



Table 2.2: De�nitions of AI provided in Russell and Norvig, broken down into four dif-
ferent perspectives on the purpose of AI research. All text in table is directly quoted from
[82]

Thinking Humanly Thinking Rationally
“The exciting new effort to make computers
think...machines with minds, in the full and lit-
eral sense” [74]

“The study of mental faculties through the use of com-
putational models.” [75]

“[The automation of] activities that we associate with
human thinking, activities such as decision-making,
problem solving, learning...” [76]

“The study of the computations that make it possible
to perceive, reason, and act” [77]

Acting Humanly Acting Rationally
“The art of creating machines that perform functions
that require intelligence when performed by people”
[78]

“Computational Intelligence is the study of the design
of intelligent agents” [79]

“The study of how to make computers do things at
which, at the moment, people are better” [80]

“AI...is concerned with intelligent behavior in arti-
facts” [81]

that quality that enables an entity to function appropriately and with foresight in its envi-

ronment” [83]. However, Schank notes that de�nitions of intelligence can differ depending

on the researcher and their approach to understanding AI [66]. He suggests that there are

two main goals to AI research–to “build an intelligent machine” and to “�nd out about

the nature of intelligence” [66]. He then proposes a set of traits that comprise general

“intelligence”–communication, world knowledge, internal knowledge, intentionality, and

creativity–emphasizing that the ability to learn is the most critical component of intelli-

gence [66].

Brooks provides a contrasting de�nition, taking a bottom-up approach to understanding

intelligence [84]. He suggests that developing human-level intelligence is too lofty a goal,

and instead we should focus on understanding intelligence incrementally, starting with sim-

ple levels of intelligence (e.g. that of an insect). Brooks argues that by excluding tasks such

as perception and motor response and conducting experiments in controlled environments,

AI researchers are abstracting away the most challenging components of intelligence [84].

He suggests instead developing “completely autonomous mobile agents” that are capable

of perceiving, acting, and pursuing a set of goals in a dynamic environment [84]. These

agents would not be capable of human-level intelligence at �rst but would autonomously

operate in the real world.
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Others have synthesized perspectives on intelligence into summative de�nitions. Rus-

sell and Norvig describe intelligence in terms ofthinking or acting either humanly(i.e.

based on an empirical understanding of human intelligence) orrationally (i.e. based on

mathematical principles) [82] (Table 2.2). Goel and Davies characterize AI as the inter-

section of three disciplines–cognitive systems, robotics, and machine learning [85]. These

varying de�nitions suggests that it is important for learners to be able to examine what it

means to be intelligent (C 2 (Understanding Intelligence)). Activities like comparing AI

devices [86] and AI vs. human abilities [51] have been used to promote this understanding.

Taken in conjunction with recent calls for broadened AI curricula [64, 51], these de�nitions

of intelligence also suggest the importance of understanding that AI is interdisciplinary (C 3

(Interdisciplinarity)).

Competency 2 (Understanding Intelligence)Critically analyze and discuss features that

make an entity “intelligent,” including discussing differences between human, animal, and

machine intelligence.

Supporting References: [84, 85, 86, 83, 82, 66, 23]

Competency 3 (Interdisciplinarity) Recognize that there are many ways to think about

and develop “intelligent” machines. Identify a variety of technologies that use AI, includ-

ing technology spanning cognitive systems, robotics, and ML.

Supporting References: [85, 82, 64, 51]

Each one of the three areas of AI has produced “narrow AI,” or AI that is intelligent

within a particular domain. “General AI,” or AI that rivals human intelligence across multi-

ple domains, has yet to be achieved [85]. This distinction has implications for understand-

ing AI and its capabilities, suggesting C 4 (General vs. Narrow).

Competency 4 (General vs. Narrow)Distinguish between general and narrow AI.

Supporting References: [68, 87, 85]
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2.4.2 WhatcanAI do?

Consumer polls indicate that people's trust in AI is heavily task-dependent [71, 88]. Having

accurate knowledge of AI's ability to complete different types of tasks can therefore help

people to make more informed decisions about how to use and when to trust AI. While AI is

good at detecting patterns in large amounts of data, doing repetitive tasks, and making de-

cisions in controlled environments, humans currently remain better at most tasks requiring

creativity, emotion, knowledge transfer, and social interaction. Understanding the current

capabilities of AI–and that there are still many open questions in AI research (the �fth “big

idea” of AI [6])–can help users in making more informed decisions. In addition, individuals

will likely be more well-equipped to leverage the different capabilities of AI and humans

to solve problems if they understand AI's strengths and weaknesses (C 5 (AI's Strengths &

Weaknesses)).

Competency 5 (AI's Strengths and Weaknesses)Identify problem types that AI excels at

and problems that are more challenging for AI. Use this information to determine when it

is appropriate to use AI and when to leverage human skills.

Supporting References: [71, 89, 88, 67, 23, 6]

AI is rapidly changing and in order to plan for the future, make long-term policy deci-

sions, and evaluate potential consequences, it is important for individuals to consider not

just what AIcando in the present, but also what AIcoulddo in the future. One way of fos-

tering this skill is by creatingdesign �ctions(i.e. �ctional scenarios about what designed

artifacts may exist in the future and what effects those artifacts will have on the world) [90].

Design �ctions have been used as a tool for exploring the effects of AI on future cities with

citizen stakeholders [91], for understanding children's perceptions of AI devices [92], and

in K-12 AI ethics education [93]. The ability to imagine “future AI” can enable individuals

to creatively explore novel ideas, consider the values inherent in a technology, and critically

evaluate the long-term effects a technology may have on the world (C 6 (Imagine Future
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Table 2.3: A summary of some problem domains that AI currently excels at and some
problem domains that are more challenging for AI

Problem domains that AI currently excels in
Problem domains that are more challenging
for AI

Moving around in space (e.g. [94, 95]) Naturalistic interaction with people [6])
Making decisions in relatively controlled
environments (e.g. [96]) or highly speci�ed
tasks [67]

Making unbiased decisions [97]

Solving problems that lend themselves well to
quanti�ability (e.g. [95])

Making decisions in complex social
environments [89]

Finding patterns in vast amounts of data (e.g.
[98, 99])

Simulating emotion and affective reasoning
[100]

Doing repetitive tasks (e.g. [96])
Doing tasks that require a vast amount of
dif�cult-to-acquire knowledge (i.e. the
“knowledge bottleneck” problem) [101]

Voice recognition and understanding commands
[102]

Transfer from one domain to another [89, 67]

Understanding and naturalistically
communicating using complex human language
[6]
Engaging in creative and improvisational
activities [70]

AI)).

Competency 6 (Imagine Future AI) Imagine possible future applications of AI and con-

sider the effects of such applications on the world.

Supporting References: [92, 93, 51, 91]

2.4.3 How doesAI work?

Many people self-report that they know little about AI [69]. Despite this, people often

develop “folk theories” (i.e. “informal theories...to perceive and explain how a system

works”) to explain AI algorithms [47]. These theories, whether accurate or not, shape the

nature of user interaction and experience [47]. A better understanding of how AI works

can help people to form more accurate mental models of the systems they interact with.

For this reason and others, most existing research on AI education in university and K-12

environments is focused on communicating how AI works.
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I conducted a review of topics covered in university syllabi for ML [103, 104, 105,

106, 107, 108], AI [109, 110, 111, 112], cognitive science [113, 114], and robotics [115,

116] courses by writing down a list of all topics covered in the schedules. A word cloud of

these topics is pictured in Figure 2.4. I also listed learning goals outlined in AI education

initiatives for K-12 audiences [49, 7, 86, 6, 117]. Topics ranged from high-level concepts

(e.g. learning, kinematics, planning) to speci�c implementations (e.g. Bayesian networks,

Markov models). Most syllabi were targeted at CS majors, and many of the K-12 initiatives

also required some prerequisite math, statistics, or CS knowledge. This level of prerequi-

site knowledge may make such courses and their content inaccessible to groups who could

bene�t from AI literacy, such as children interacting with AI in their homes or adults using

AI in the workplace. For this reason, I focus on the higher-level concepts and “episte-

mological practices” [64] in the syllabi rather than on implementation details of speci�c

algorithms. I review work spanning all three areas of AI–cognitive systems, robotics, and

ML.

Cognitive Systems

Cognitive systems–or AI systems that are modeled after theories about the human mind

[85]–are used in a variety of application domains, including WordNet, IBM's Watson, ex-

pert systems, and cognitive tutors. Most cognitive systems syllabi cover topics related to

knowledge representations, planning, decision-making, problem-solving, and learning.

Knowledge representationsmodel the world in a way that is understandable to a com-

puter [118]. For example, an image is represented as a matrix of �oat values in which each

value represents the color of a pixel. The average user interacting with AI likely does not

require an in-depth understanding of how to implement knowledge representations (the fo-

cus of many university courses). However, a conceptual understanding of representations

(one of the “big ideas” of AI [6]) could aid users in understanding how computers represent

knowledge and in recognizing that some knowledge is always lost in a representation of the
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Figure 2.4: Word cloud of topics covered in university syllabi from machine learning,
cognitive science, AI, and robotics courses

world [118] (C 7 (Representations)).

Competency 7 (Representations)Understand what a knowledge representation is and

describe some examples of knowledge representations.

Supporting References: [109, 110, 111, 118, 112, 6]

Cognitive systems use many strategies forplanning, decision making, problem solving,

andlearning. Users likely do not need to understand all of these strategies in detail, but

a high-level understanding of how computers make decisions can aid in interpreting and

understanding algorithms [119] ((C 8 (Decision-Making)).Explainable AI(i.e. AI that

provides the user with explanations of why it delivered a particular outcome) is one way of

helping users learn about agent reasoning. Many of these systems are intended for expert

users, but recent research has started to use explainable AI to aid novices in understanding

how AI works. Strategies employed in these contexts include providing interactive demon-

strations and visualizations (e.g. [120, 121, 122, 123]), having learners test hypotheses
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in simulation environments (e.g. [124, 125]), presenting explanations using storytelling

techniques (e.g. [126]), and providing explanatory debugging capabilities (e.g. [127]).

These strategies can be utilized when designing learning interventions (LP 1 (Explainabil-

ity)). However, it is important to consider how many components of a system to explain

at once. Research has shown that exposing the “inner-workings” of too many components

can overwhelm users [128], whereas too few can inhibit learning [129].

Competency 8 (Decision-Making)Recognize and describe examples of how computers

reason and make decisions.

Supporting References: [119, 109, 110, 111, 112]

AI Literacy Design Principle 1 (Explainability) Consider including graphical visualiza-

tions, simulations, explanations of agent decision-making processes, or interactive demon-

strations in order to aid in learners' understanding of AI.

Supporting References: [120, 92, 124, 126, 121, 127, 122, 125, 123]

Machine Learning

Machine learning(ML) is an important tool in a wide variety of disciplines ranging from

social media to healthcare. However, little research has explored how to teach ML, which

arguably has more in common with scienti�c practice in disciplines like chemistry or

physics than deterministic approaches to AI in cognitive systems and robotics [64]. Some

recent work is beginning to investigate how to teach ML to individuals without a CS back-

ground (e.g. [23, 51, 7]). Some of these initiatives focus on teaching non-experts how to

implement ML algorithms; others focus on communicating more high-level practices such

as data gathering and preparation, model selection, training, testing, and prediction [64, 51]

(C 9 (ML Steps)).

Competency 9 (ML Steps)Understand the steps involved in machine learning and the

practices and challenges that each step entails.
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Supporting References: [7, 64, 23, 51]

Sulmont et al. have begun to explore what misconceptions students without a back-

ground in CS or statistics have in introductory university ML courses [23]. Many students

assume that computers think like humans and want to make connections between human

theories of cognition and machine learning [23] (supporting C 2 (Understanding Intelli-

gence)). Students are also often surprised that ML requires human decision-making and is

not entirely automated (suggesting C 10 (Human Role in AI)). Finally, students often have

dif�culty identifying the limits of ML and identifying constraints that may make ML un-

suitable for solving a particular problem (supporting C 5 (AI's Strengths and Weaknesses)).

Competency 10 (Human Role in AI) Recognize that humans play an important role in

programming, choosing models, and �ne-tuning AI systems.

Supporting References: [23, 89]

Research suggests that one way of dispelling student misconceptions about ML is to en-

gage in embodied interaction. Sulmont et al. and others suggest having students physically

enact algorithms in order to understand them in a more concrete way (LP 2 (Embodied

Interactions)) [7, 23, 86, 48]. This tactic has also been used in CS education [130]. More

broadly, embodied hands-on experimentation with AI has been used as an approach in a

variety of AI education initiatives (e.g. [7]), including projects in which learners can train

ML models to analyze their athletic moves and gestures [131, 8].

AI Literacy Design Principle 2 (Embodied Interactions) Consider designing interven-

tions in which individuals can put themselves “in the agent's shoes” [7] as a way of mak-

ing sense of the agent's reasoning process. This may involve embodied simulations of

algorithms and/or hands-on physical experimentation with AI technology.

Supporting References: [130, 7, 132, 86, 129, 133, 134, 23]

Research on data literacy education can also inform our understanding of how to design

ML-related learning interventions. Prado and Marzal de�ne a set of competencies for data
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literacy (e.g. the “ability to critically assess data and their sources”) [135]. The importance

of these competencies to understanding ML suggests that knowledge of basic data science

concepts is a component of AI literacy (C 11 (Data Literacy)). Recognizing when personal

data is being used to train ML and interpreting the results of algorithms in the context of the

data they were trained on are two particularly relevant data literacy issues for AI. Research

suggests that it is important for learners to understand that computers learn from their data

[136, 6] (C 12 (Learning from Data)) and that learners should be able to critically examine

data with “skepticism and interpretation” [136] (C 13 (Critically Interpreting Data)).

Competency 11 (Data Literacy) Understand basic data literacy concepts such as those

outlined in [135].

Supporting References: [63, 136, 135]

Competency 12 (Learning from Data) Recognize that computers often learn from data

(including one's own data).

Supporting References: [135, 6, 136, 63]

Competency 13 (Critically Interpreting Data) Understand that data cannot be taken at

face-value and requires interpretation. Describe how the training examples provided in an

initial dataset can affect the results of an algorithm.

Supporting References: [63, 136, 135, 6, 93, 51]

A variety of tactics can be used to promote critical engagement with data and ML.

Hautea et al. suggest having young learners creatively engage with data that is collected

about them online [136]. D'Ignazio and Sulmont et al. encourage educators to carefully se-

lect the datasets they use in class, favoring datasets that are low-dimensional when initially

introducing concepts [23]; datasets that are “messy” (i.e. not cleaned and neatly cate-

gorizable) when demonstrating issues of bias [63]; and incorporating personally relevant

datasets that learners can easily relate to and understand [63]. Finally, D'Ignazio suggests
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Table 2.4: Data literacy competencies de�ned by [135]. All text in table is directly quoted
from [135].

1. Understanding data
1.1 Learners need to know what is meant by data and be aware of the various possible types of data.
1.2 Learners need to be aware of the role of data in society, how they are generated and by whom,
and their possible applications, as well as the implications of their use.
2. Finding and/or obtaining data
2.1 Learners need to be aware of the possible data sources, be able to evaluate them and select the
ones most relevant to an informational need or a given problem.
2.2 Learners need to be able to detect when a given problem or need cannot be (totally or partially)
solved with the existing data and, as appropriate, undertake research to obtain new data.
3. Reading, interpreting and evaluating data
3.1 Learners need to be aware of the various forms in which data can be presented (written, numerical
or graphic), and their respective conventions, and be able to interpret them.
3.2 Learners need to be able to evaluate data critically.
4. Managing data
4.1 Learners need to be aware of the need to save the data selected or generated and of descriptive
or other data associated therewith, for due identi�cation, management and subsequent reuse.
5. Using data
5.1 Learners need to be able to prepare data for analysis, analyze them in keeping with the results
sought and know how to use the necessary tools.
5.2 Learners need to be able to synthesize and represent the results of data analysis in ways suited to
the nature of the data, their purpose and the audience targeted in the inquiry.
5.3 Learners need to make ethical use of data, acknowledging the source when obtained or formu-
lated by others, and making sure that used methods are deployed and results interpreted transparently
and honestly.
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writing “data biographies” (i.e. contextual explanations of datasets and their origins) as

a way of helping learners better understand the limitations and origins of data [63] (LP 3

(Contextualizing Data)).

AI Literacy Design Principle 3 (Contextualizing Data) Encourage learners to investi-

gate who created the dataset, how the data was collected, and what the limitations of

the dataset are. This may involve choosing datasets that are relevant to learners' lives, are

low-dimensional, and are “messy” (i.e. not cleaned or neatly categorizable).

Supporting References: [23, 6, 135, 136, 63]

Robotics

The third branch of AI isrobotics, or AI systems that can physically act on and react

to the world. Most existing research on robotics education uses robotics as a context to

teach design thinking [137, 138] mathematics [137, 139], physics [137], computational

thinking [140, 141, 139], or software engineering [139]. Some research explores how to

use robotics to teach AI concepts such as: sensors and integrating sensing, perception, and

action [82, 138]; representations that are used to localize and guide robot movement [140,

139]; decision making, search, and planning algorithms necessary to plan robot action [142,

143, 144, 139]; using ML (especially vision) to make sense of sensorial input [145, 139,

6]; understanding reactive control [82]; and using effectors and kinematic trees to control

a robot's body [82, 139].

In informal learning spaces like museums, AI-focused exhibits are often centered on

displays or demonstrations of robotic artifacts–for example, the Museum of Science and

Industry, Chicago'sRobot Revolutionexhibit featured numerous historical robotic artifacts

and demonstrations of robots performing feats of intelligence (e.g. reciting Shakespeare)

[146]. However, facilitating visitor-led interactive learning experiences can be dif�cult due

to the expensive, easily breakable, and sometimes physically dangerous nature of robotic

devices. Recent work is exploring how to make robotics-related museum exhibits more
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Table 2.5: A summary of learning goals of robotics education initiatives

General robotics learning goals AI-related robotics learning goals
Learning how to engage in design thinking via
construction of physical robots [137, 138]

Understanding sensors and how to integrate
sensing, perception, and action [138, 82, 6]

Learning physics concepts via construction of
physical robots [137]

Understanding representations by using maps
and other similar tools to localize and guide the
robots' movement [140, 139]

Learning computational and algorithmic
thinking skills by implementing algorithms to
make robots move [140, 141, 139]

Understanding decision making, search, and
planning algorithms necessary to plan robot
action [139]

Learning mathematical concepts while
calculating quantities needed to make a robot
move [137, 139]

Using machine learning (especially computer
vision) to make sense of other sensorial input
such as visual or audio input [82, 139, 53]

Understanding abstraction and software
engineering principles [139]

Understanding reactive or behavior-based
control [82]
Using effectors and kinematic trees to control a
robot's body [82, 139]

interactive and interdisciplinary.Cubeletsfacilitate a safer, more durable, exploratory

learning experience with robotics by allowing learners to make simple robots by connect-

ing modular magnetic sensor and actuator cubes [45]. A recent project developed for the

Carnegie Science Center demonstrates how a self-driving car might work using the com-

mercially available Cozmo robot and real-time visuals of the robot's world map and image

recognition [147]. This project is unique in that it communicates information not just about

robots, but also other AI topics like knowledge representations and computer vision.

Many of the AI-related competencies from robotics overlap with ML and cognitive

systems. However, concepts such as reactive control and understanding perception and

action sensors are speci�c to robotics. Understanding that AI agents can physically act on

and react to the world is an important prerequisite for understanding robotics (C 14 (Action

& Reaction)). Learning about sensors and their capabilities (one of the “big ideas” of AI

[6]) can also aid in understanding how AI devices gather data and interface with the world

(C 15 (Sensors)).

Competency 14 (Action and Reaction)Understand that some AI systems have the ability

to physically act on the world. This action can be directed by higher-level reasoning (e.g.

walking along a planned path) or it can be reactive (e.g. jumping backwards to avoid a
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sensed obstacle).

Supporting References: [140, 82, 139]

Competency 15 (Sensors)Understand what sensors are, recognize that computers per-

ceive the world using sensors, and identify sensors on a variety of devices. Recognize that

different sensors support different types of representation and reasoning about the world.

Supporting References: [139, 6, 53, 82, 145, 138]

2.4.4 How ShouldAI BeUsed?

There are many ethical questions surrounding how AI should be used, and there has been

growing concern surrounding issues such as AI's effect on the job market [68], bias and

discrimination in AI [93, 2, 148], and AI-related data privacy scandals [1]. It is clear that

“AI applications can impact society in both positive and negative ways” (the �fth “big idea”

of AI) [6]. Recent educator-led initiatives are developing curricula for AI ethics education

for non-technical learners [51, 93]. Below, I list key ethical issues surrounding AI based

on these initiatives, textbooks related to technology and ethics [149, 150], and a review of

the papers presented at the Fairness, Accountability, and Transparency in ML (FATML)

conference since 2016.

Privacy/surveillance:The amount of personal data that is collected, stored, and ana-

lyzed in order for many AI systems to function has raised concerns about user privacy [1],

government surveillance [151], and data security [152].

Employment:Advances in automation have reduced the need for human workers while

also increasing productivity, an issue that has generated concern long before AI [153].

However, advancements in AI have heightened concerns about technology replacing the

human workforce [154, 155].

Misinformation: The spread of misinformation and “fake news” has been exacerbated

by AI algorithms on social media and search engines that promote “clickbait” articles and

create “�lter bubbles” [4].
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Singularity/concern about harm to people:The idea of “the singularity”–or the time

when machine intelligence surpasses human intelligence [156]–has been popularized in

science �ction, and many have concerns about AI intentionally causing harm to people

[155, 157].

Ethical decision making:Most computing ethics syllabi and textbooks emphasize that

embedding ethical decision-making strategies in technical systems is a challenging problem

[150, 149]. Giving decision-making power to AI can result in ethical dilemmas such as the

trolley problem [158] or unexpected results due to AI executing actions that people tell it

to do rather than doing what people intend it to do (e.g. a self-driving car driving at 125

mph because it was told to get to the airport “as fast as possible”) [152].

Diversity: Diversity in the CS workforce is an issue, with women and Black, Indige-

nous, and people of color grossly underrepresented in AI research and development posi-

tions [159, 160]. Lack of workforce diversity can affect who systems are developed for

[161]–a signi�cant issue in AI, where biased algorithms can have pronounced adverse ef-

fects on marginalized subgroups [162].

Bias/fairness:Most of the papers in the 2018 FAT ML conference focused on issues

related to algorithmic bias (e.g. [163, 159]). Algorithmic bias is often directly related to

bias present in training datasets. This is not disconnected from the issue of diversity in

the AI development/research workforce. Agents in-the-wild are also able to learn bias and

bigotry from human users [148].

Transparency:Many AI algorithms (especially in ML) are black-box and their func-

tionality (and sometimes even existence) can be opaque to users [47]. This can lead to

deception and misunderstanding [47]. The ACM recently de�ned seven principles relating

to algorithmic transparency and accountability as part of its code of ethics, suggesting that

additional tactics are needed to address issues of transparency (e.g. developing explainable

AI, testing and documenting models, and promoting bias awareness) [164].

Accountability: A major issue with AI being used to make life-altering decisions in
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areas such as hiring or recidivism is that there is often no way to report algorithmic errors

[165], receive feedback on why decisions were made [166], or hold anyone accountable for

errors that adversely affect people's lives. The EU's recent GDPR legislation mandates that

“data subjects” have the right to challenge decisions made by AI and receive an explanation,

but this remains challenging in practice [167].

The current ACM guidelines for undergraduate CS curricula include an ethics course in

which students learn about ethical theories and apply them to evaluate technology, focusing

on many of the issues described above. Such skills can help both computing professionals

and everyday users to identify when it is appropriate use AI (C 16 (Ethics)).

Competency 16 (Ethics)Identify and describe different perspectives on the key ethical

issues surrounding AI (i.e. privacy, employment, misinformation, the singularity, ethical

decision making, diversity, bias, transparency, accountability).

Supporting References: [164, 93, 150, 152, 168, 149, 6, 51]

AI ethics education initiatives use a variety of interdisciplinary strategies to commu-

nicate key ethical concepts, including creating “ethical matrices” to consider values of

different stakeholders in technology, imagining future AI and its implications, re�ecting

on AI representations in popular media and the news, discussing and debating key ethical

questions, and engaging in programming activities that spur learners to critically examine

algorithms and bias [93, 86, 51, 168].

In informal spaces, artists and researchers have created interactive art experiences that

spur participants to question the implications of AI technologies. Artist Rafael Lozano-

Hemmer has created several installations that allow visitors to explore the ethical implica-

tions of AI technologies–for instance,Level of Con�dence(2015) uses facial recognition

to match visitors' faces with faces of 43 students kidnapped in Iguala, Guerrero, Mexico

[169]. Crawford and Paglen'sTraining Humans(2019) also deals with facial recognition,

exploring bias and fairness issues with the technology by examining facial recognition
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datasets since the 1960s [170]. Other projects have explored topics such as AI's use of

biometric data and AI-generated art (e.g. [171]). These installations incorporate a mixture

of evocative images and subject matter, connections to relevant world events, and intimate

interactive experiences to spur visitors to question their relationship to AI technology.

2.4.5 How Do PeoplePerceiveAI?

It is important to understand existing public conceptions of AI in order to develop effective

AI literacy interventions that build on prior knowledge. The past several sections have

touched on some of these preconceptions, but this section goes into a more in-depth review

of research that has focused on how humans perceive and make sense of AI.

Interpreting AI Systems

Humans understand the actions of other agents usingtheory of mind, or our ability to “ex-

plain and predict other people's behavior by attributing to them independent mental states,

such as beliefs and desires” [40]. However, due to the differences between AI and human

reasoning, theory of mind is not always a reliable way of making sense of AI [43]. As a

result, misconceptions can arise when interpreting interactions with intelligent systems.

Wardrip-Fruin describes three effects “that can arise in the relationship between the

surface appearance of a digital system and its internal operations” [172]. TheEliza effect

is a misconception that occurs when a system uses simple techniques but produces effects

that appear complex [172]. Humans often attribute much more intelligence to these sys-

tems than they actually possess. In contrast, theTale-Spin effectrefers to a system that

has complex internal operations, but externally appears “signi�cantly less complex” [172].

These effects result from a lack of transparency–often it is impossible to discern via inter-

action how these systems work internally. Finally, theSimCity effectrefers to “a system

that, through play, brings the player to an accurate understanding of the system's internal

operations” [172].
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Some of these misconceptions may be caused by opaque technologies that obscure

functionality. The Turing Test, which has long been used to assess whether an agent is in-

telligent, is based on the idea that if a computer can fool a person into thinking it is human,

it can be considered intelligent. Miller calls machines that masquerade as humansTuring

deceptionsand suggests that they may be ethically problematic [173]. For instance, intro-

ducing black-box AI decision-making algorithms into popular platforms without informing

users can lead to concern and apprehension [47]. Researchers seeking to foster AI literacy

may want to avoid misleading tactics like Turing deceptions and black-box algorithms [7]

(although context is important to keep in mind–a class of advanced AI students may �nd

such deceptions entertaining, whereas they might lead to confusion for a group of novices).

While black-boxing system components can minimize cognitive overload [129], it can also

lead to issues with accountability, bias, and misunderstanding. Balance can be achieved

by giving users the option to inspect and learn about system components, explaining only

a few components at once, or introducing scaffolding that fades as the user learns about

the system (LP 4 (Unveil Gradually)). It is important to keep in mind that many factors

affect how humans interpret explanations, including the framing of an explanation given

by an AI agent [174]. Statements that imply agency and intentionality, like “I selected this

because it seemed like something you would enjoy,” typically lead to higher perceptions of

intelligence than technical statements like “I selected this because it was 15% more similar

to your previous choices than other options in the decision space” [174].

AI Literacy Design Principle 4 (Unveil Gradually) To prevent cognitive overload, con-

sider giving users the option to inspect and learn about different system components; ex-

plaining only a few components at once; or introducing scaffolding that fades as the user

learns more about the system's operations.

Supporting References: [128, 129, 175, 7]

Mateas further discusses how people make sense of AI, highlighting the role that the

AI creator plays in mediating user interpretations. He describesinterpretive affordances, or
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“actionable properties of objects in the world” that support “the interpretations an audience

makes about the operations of an AI system” [176]. Interpretive affordances help users

make sense of a system's operations, understand how to interact with it, and understand the

creator's intentions. Interpretive affordances and other strategies that promote transparency

can aid in improving user understanding of AI (LP 5 (Promote Transparency)).

AI Literacy Design Principle 5 (Promote Transparency) Promote transparency in all as-

pects of AI design (i.e. eliminating black-boxed functionality, sharing creator intentions

and funding/data sources, etc.). This may involve improving documentation, incorporating

explainable AI (LP 1), contextualizing data (LP 3), and incorporating design features such

as interpretative affordances or the Sim-City Effect.

Supporting References: [164, 63, 175, 7, 47, 177, 176, 43, 172, 173]

Children's Perceptions of AI

Most children do not develop theory of mind until they are 3-5 years old [41], which leads

to additional complexities in understanding how children make sense of AI. Research has

also shown that early exposure to technology (speci�cally AI) can shape the way that chil-

dren think about concepts like what it means to be alive or intelligent [178, 179]. Several

studies have examined how children make sense of AI systems such as My Friend Kayla

[180], AIBO [178], and Siri [132]. This section examines children's perceptions of AI

and strategies for helping children better understand AI. Some of these strategies are child-

speci�c and some are more broadly relevant to adult audiences.

Children's perceptions of agent intelligence are dependent on a variety of factors. Chil-

dren tend to focus on observable characteristics (e.g. success) rather than unobservable

ones (e.g. strategy) when assessing agent intelligence [181, 182]. Age also plays a role in

shaping perceptions. Children over eight tend to agree with their parent's assessments of

agent intelligence, whereas younger children tend to overestimate intelligence, often per-

ceiving agents to be smarter than themselves [182]. Agent form may also make a difference
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in perceptions of intelligence. Children generally accept that robots can be intelligent even

though they are not alive and do not have brains [178]. However, prior work indicates

that children think robots are “ontologically different from other objects, including com-

puters” [132, 183], suggesting that children may perceive the intelligence of other types of

AI differently (though there is little research on this topic).

Research indicates that children �rst personify agents and then recognize that they are

programmable [182, 86, 183]. This recognition is foundational for understanding how

AI works (C 17 (Programmability)), and providing opportunities for learners of all ages

to program AI can foster this understanding (LP 6 (Opportunities to Program)). Several

recent projects such asCognimates[92], eCraft2Learn [184], and others [8, 54, 131] enable

young learners to program AI. However, it is important for designers to keep in mind that

prerequisite coding skills can be a barrier to entry, especially for children who are still

learning how to read [92, 86]. Visual and auditory elements [92], �ll-in-the-blank code

[86], and Parsons problems [185] are some techniques that can reduce this barrier.

Competency 17 (Programmability) Understand that agents are programmable.

Supporting References: [7, 182, 52, 183]

AI Literacy Design Principle 6 (Opportunities to Program) Consider providing ways for

individuals to program and/or teach AI agents. Keep coding skill prerequisites to a mini-

mum by focusing on visual/auditory elements and/or incorporating strategies like Parsons

problems and �ll-in-the-blank code.

Supporting References: [92, 7, 182, 185, 86, 52, 183]

Early experiences with technology can improve children's perceptions of agent intelli-

gence [183], and lack of prior experience can inhibit children's ability to accurately assess

what types of problems a computer can solve [186]. The in�uence of factors such as cogni-

tive development, age, and prior experience on perceptions of intelligence should be taken
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into consideration when designing learning interventions (LP 7 (Milestones)). This is sup-

ported by prior work on AI education that compares learning AI to learning how to read,

suggesting that young learners build awareness, then as they get older engage in experi-

mentation, and later independently acquire knowledge [187].

AI Literacy Design Principle 7 (Milestones) Consider how developmental milestones (e.g.

theory of mind development), age, and prior experience with technology affect perceptions

of AI–particularly when designing for children.

Supporting References: [183, 186, 41]

Children often attribute socio-emotional characteristics to AI agents–more so than adults

[132]. This is not affected by whether or not children believe the agent is alive [178]. Chil-

dren have a tendency to personify agents and treat them like humans [132, 86, 188], and

generally perceive agents as being both friendly and trustworthy [132, 180]. This suggests

that children may overestimate agent capabilities and put a lot of trust in agents. LP 8

(Critical Thinking) suggests encouraging all learners–but particularly children–to critically

examine AI.

AI Literacy Design Principle 8 (Critical Thinking) Encourage learners–and especially

young learners–to be critical consumers of AI technologies by questioning their intelli-

gence and trustworthiness.

Supporting References: [180, 188, 132, 86, 178]

Both adult and child perceptions of intelligence and socio-emotional characteristics to

AI agents may be affected by cultural upbringing and geographic location [7, 69, 71]. This

suggests the importance of keeping learners' identities and backgrounds in mind (LP 9

(Identity, Values, & Backgrounds)). Making AI literacy interventions culturally relevant

may also have the added bene�t of increasing learner interest in AI–research on CS edu-

cation has found that learning interventions centered around cultural values and personal

identities are particularly effective, especially for underrepresented groups [189, 190].
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AI Literacy Design Principle 9 (Identity, Values, & Backgrounds) Consider how learn-

ers' identities, values, and backgrounds affect their interest in and preconceptions of AI.

Learning interventions that incorporate personal identity or cultural values may encourage

learner interest and motivation.

Supporting References: [71, 191, 189, 7, 190, 69]

Research suggests that social interaction plays an important role in AI learning. Fami-

lies often learn about AI together, but parents make fewer efforts to aid their children when

they are simultaneously trying to learn about novel technologies [192]. Providing scaffold-

ing for parents can aid them in supporting their children's learning [193] (LP 10 (Support

for Parents)). Research has also shown that peer collaboration can be motivating, particu-

larly for underrepresented learners [194, 25, 195, 26, 196] (LP 11 (Social Interaction)). AI

agents themselves can even be leveraged to foster community-building in learning environ-

ments [197].

AI Literacy Design Principle 10 (Support for Parents) When designing for families, con-

sider providing support to aid parents in scaffolding their children's AI learning experi-

ences.

Supporting References: [192, 193]

AI Literacy Design Principle 11 (Social Interaction) Consider designing AI learning ex-

periences that foster social interaction and collaboration.

Supporting References: [196, 198, 132, 194, 133, 25, 195, 199, 26, 197]

Children tend to prefer interacting with embodied agents that have social communica-

tion abilities [132, 133]. Research suggests that social, embodied agents promote collabo-

ration, conversation, and joyful interactions more than other styles of agents [133]. They

can also foster learning about AI research on emotional intelligence [199]. Both adults and

children also associate more socio-emotional qualities with agents that have faces [198,
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132]. This indicates that such agents are well-suited for designing engaging learning expe-

riences. However, AI systems we interact with daily are often not social or embodied. A

balance needs to be struck between fostering engaging interactions and providing exposure

to a variety of forms of AI. This could involve designing social, embodied learning ex-

periences around more common AI systems (LP 11 (Social Interaction), LP 2 (Embodied

Interactions)).

Building on prior knowledge and interests can also contribute to engaging learning

experiences [200]. Research on CS and AI education has shown that leveraging learners'

interests in areas like music [25], games [201, 202, 203, 204], or sports [8] can encourage

learning, particularly in underrepresented groups (LP 12 (Leverage Learners' Interests)).

Recent research is investigating children's interests in AI. When asked to imagine future

AI, kids drew robots, animals, and “things that can play games” [92]. Many wanted AI

to do things for them that they did not want to do (e.g. chores). Other desired abilities

included conversing and school tasks [92].

AI Literacy Design Principle 12 (Leverage Learners' Interests) Consider leveraging learn-

ers' interests (e.g. current issues, everyday experiences, or common pastimes like games

or music) when designing AI literacy interventions.

Supporting References: [8, 204, 202, 25, 92, 201, 200, 203]

Perceptions of AI in Popular Media

The previous sections have addressed how people perceive speci�c AI systems. This sec-

tion reviews research addressing how the public perceives AI more broadly. Representa-

tions of AI in news coverage and popular media both affect and re�ect public perceptions

about AI [69]. In this section I review public poll data, meta-analyses of news coverage,

and representations of AI in other media.

A meta-analysis of New York Times articles has revealed numerous trends in AI-related

coverage [68]. Coverage related to AI has generally increased over time, with the exception
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of the AI “winter” beginning in 1987 and a spike in coverage after 2009 [68]. The senti-

ment of discussion about AI has become more optimistic over time, although coverage of

certain issues has become pessimistic recently (e.g. impact on work, loss of control of AI,

ethical concerns) [68]. Polls have also found that there is a signi�cant amount of public

concern related to these issues [205, 154, 69, 157]. There are notable gender and age differ-

ences in opinions about the development of AI–men and younger audiences tend to be more

optimistic about AI development than women and older age groups [205, 69]. Keywords

associated with AI in news coverage have also transformed over time. Some keywords like

robot were consistently associated with AI across the entire timeline, but others showed

shifts in public concern–for instance,space weaponswas a keyword commonly associated

with AI in 1986;search enginesin 2006; anddriverless vehiclesin 2016. Drawing on cur-

rent public concerns is a way of leveraging learners' interests (LP 12 (Leverage Learners'

Interests)).

Another meta-analysis found that recent news coverage on AI in the UK has been heav-

ily dominated by industry, with 60% of̃760 articles focusing on industry products, and 12%

of articles mentioning Elon Musk speci�cally [206]. The same analysis also found that AI

issues are becoming politicized in the media–right-leaning outlets tend to highlight “issues

of economics and geopolitics,” whereas left-leaning outlets focus on “issues of ethics of

AI” [206]. This suggests LP 13 (Acknowledging Preconceptions).

AI Literacy Design Principle 13 (Acknowledging Preconceptions)Acknowledge that learn-

ers may have politicized/sensationalized preconceptions of AI from popular media and con-

sider how to address, use, and expand on these ideas in learning interventions.

Supporting References: [206, 68, 87, 69, 207]

Other media such as television, movies, and science �ction can also have effects on per-

ceptions of AI [208, 207, 69]. Many representations of AI in media are dystopian in nature,

in which AI rebels against humanity (e.g. theTerminator�lm series) [87]. In other repre-

sentations, humans are dominant but the way in which they treat AI is ethically problematic
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(e.g. A.I.). In some instances, AI appears in a benevolent form as a non-central character

in a plot about a futuristic universe (e.g. droids inStar Wars). AI is most frequently repre-

sented in the form of a robot in popular media, and is generally shown as either a mindless

killing machine, a complex device (e.g. Rosie the Robot inThe Jetsons), or as a being

with human-level intelligence [87]. AI in media are often treated as equivalents to human

protagonists, with their own set of motivations, emotions, and problems (e.g.Wall-E, Her).

Since AI is often represented as having human-level intelligence (which has not yet been

approached in contemporary AI research), it is important for learners to be able to distin-

guish between AI's abilities in media vs. real life (C 5 (AI's Strengths & Weaknesses)). In

addition, since media highlights certain types of AI while obscuring others, it is important

for educators to share perspectives on AI that may be less well-represented (LP 14 (New

Perspectives)).

AI Literacy Design Principle 14 (New Perspectives)Consider introducing perspectives

in learning interventions that are not as well-represented in popular media (e.g. less-

publicized AI sub�elds, balanced discussion of the dangers/bene�ts of AI).

Supporting References: [206, 68, 87, 69, 207]

Perceptions about Learning AI

Perceptions about AI can affect who seeks out opportunities to learn about AI. High school

students who are not interested in studying CS often cite reasons such as the �eld be-

ing particularly demanding, a lack of prior exposure to the subject, and the perception

of computers as “mechanical” or “cold,” in contrast to more human-centered professions

[209]. These perceptions likely also apply to the sub�eld of AI. Recent research focused

on understanding student misconceptions in ML courses has highlighted some additional

preconceptions students often hold: 1) believing ML is important, particularly for the job

market; 2) hearing of ML through popular, often sensationalized, media; and 3) believing

that implementing ML is not accessible without having a background in CS/math [23].
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Math in particular is a barrier–students repeatedly self-identify as not able to do math in

introductory ML classes [23]. These �ndings suggest the importance of lowering barriers

to entry in AI education (LP 15 (Low Barrier to Entry)).

AI Literacy Design Principle 15 (Low Barrier to Entry) Consider how to communicate

AI concepts to learners without extensive backgrounds in math or CS (e.g. reducing re-

quired prerequisite knowledge/skills, relating AI to prior knowledge, addressing learner

insecurities about math/CS ability).

Supporting References: [209, 23]

Gender may also play a role in shaping perceptions about learning AI. Research has

shown that men are much more likely than women to tinker with and program in-home AI

devices and that, compared with women, men perceive their tinkering to be more successful

[191]. These differences may be a result of perceptions of perceived usefulness of tinkering

as an activity–again suggesting the importance of considering learner interests and identity

(LP 12 (Leverage Learners' Interests), LP 9 (Identity, Values, & Backgrounds)).

2.5 Recent Developments

Already in the year and a half since a version of this chapter was submitted for publication

in September 2019 at the ACM CHI Conference on Human Factors in Computing Systems

[9], a plethora of new research related to AI literacy has emerged. I conclude this chapter

by brie�y reviewing some of the most recent work on AI literacy at the time of writing

(ranging from October 2019-January 2021). Several of these recently published papers

build on the AI literacy competencies and design principles presented in this chapter and

published in [9]. I organize the papers by topic: 1) theoretical contributions such as litera-

ture reviews; 2) development of new K-12, online, or university curricula; 3) development

of new interactive tools and “unplugged” activities to teach AI concepts; 4) calls for addi-

tional research in certain subject areas, including AI ethics and AI education for adults; and
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5) other related topics such as research on public perceptions of AI and AI in museums.

2.5.1 TheoreticalContributions

There have been additional reviews of literature/theoretical papers related to AI education

published in the past year. Zhou et al. present a review of research related to AI education

in K-12 classroom settings that uses the AI literacy framework presented in this chapter as

a guiding framework [58]. In order to aid educators in implementing AI learning activities,

Zhou et al. classify K-12 AI education projects according to which of the AI literacy com-

petencies they incorporate as well as other factors such as the age group they target and

the amount of available scaffolding. Zhou et al. also suggest some additional design prin-

ciples for AI education in K-12 environments, including incorporating opportunities for

learners to “learn by teaching,” using gami�cation to teach about AI concepts, supporting

iteration with immediate feedback, promoting re�ection, providing opportunities for teach-

ers and parents to learn alongside children, and integrating AI across disciplines in other

K-12 course curricula [58]. Ferrari et al. published a review paper in Italian speci�cally on

the use of robotics in AI education contexts [210]. Marques et al. conducted a systematic

mapping study to identify instructional units focused on ML in K-12 and also provide a

table to assist educators in selecting units to implement in their courses [211]. Finally, van

Brummelen et al. suggest adding several AI-related concepts to Brennan and Resnick's

computational thinking framework [212]–including classi�cation, prediction, generation,

training/validating/testing, and evaluation [213].

2.5.2 CurriculaDevelopment

Numerous groups are working on developing AI curricula for K-12 and university settings.

The AI4K12 group's work on developing standards for K-12 AI education is ongoing,

and breakdowns of the Perception and Learning “big ideas” by grade band/skill have been

released for public comment [214]. The group has also released a set of children's books
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and activities related to the 5 Big Ideas of AI called AI+ME in collaboration with the

company ReadyAI.

Touretzky and Gardner-McCune also recently shared a preprint of a book chapter with

the AI4K12 community expanding on each of the “big ideas” of AI, unpacking the con-

cepts that each idea encapsulates, considering concepts that can reasonably be taught in a

K-12 environment, and suggesting activities that can communicate each concept [214]. The

authors suggest drawing on the growing number of browser-based tools (e.g. Cognimates,

eCraft2Learn, TensorFlow, Teachable Machine) as well as incorporating paper-based activ-

ities like interacting with maps and decision trees or doing hand simulations of simpli�ed

ML algorithms. They also clarify certain learning objectives related to the “big ideas”–for

example, highlighting the importance of communicating the interdependence of represen-

tation and reasoning, that not all devices that have sensors are intelligent, and that there is a

big difference between the “narrow” AI we have today and the “general” AI often pictured

in popular media. They also break down the topic of AI in society into four subtopics: (1)

ethics of AI making decisions about people, (2) economic impacts of AI technology, (3) AI

and culture, and (4) AI for social good [214].

Other groups are also working on AI curricula for K-12. Wong et al. review sev-

eral existing approaches to integrating AI in K-12 classrooms (including AI4K12's work)

and propose a generic AI education program structure for K-12 grade bands [215]. They

suggest that AI learning experiences for younger audiences should be playful, potentially

paper-based activities that do not require programming knowledge. As students advance,

they can use block-based and later syntax-based programming languages to train and pro-

gram AI devices. Older students will also be able to engage in discussion about ethical and

societal implications of AI. Lee presents a comparative analysis of AI K-12 curricula in the

United States, the EU, and Korea [216]. Wang et al. suggest the importance of integrating

AI education across disciplines in middle school [217].

New curricula for online programming platforms for children are also emerging. Van
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Brummelen et al. developed a curriculum for AI education on the MIT App Inventor pro-

gramming platform that was guided by eight of the AI literacy competencies and several

of the design principles presented in this chapter [57]. A workshop implementation of Van

Brummelen et al.'s curriculum indicated that students struggled the most with understand-

ing competencies related to AI ethics and machine learning. Lin et al. similarly developed

a curriculum surrounding a conversational AI agent that addresses three of the “big ideas”

of AI (representation and reasoning, learning, and social impact) [218]. von Wagenheim

et al. drew on the AI literacy competencies presented in this chapter when setting learning

objectives for an introductory ML course for K-12 that utilized Google's Teachable Ma-

chine platform [56]. They present learning objectives, assessments, and tools/activities for

use during the course.

New curricula are also being developed for university level AI courses. Lao et al.

present a new framework for teaching ML at university level, focusing on teaching mod-

ules via hands-on labs, a capstone project, and supplemental lectures rather than taking

the math-�rst approach commonly used in university ML courses. They found that their

approach led to improved self-ef�cacy and computational identity in students [219]. Goel

and Joyner are exploring how to use an AI teaching assistant to teach a class on AI [220].

2.5.3 ToolsandActivities

There have also been numerous new interactive tools that have been recently developed

in order to broaden access to AI education opportunities. Google's Teachable Machine

project was recently upgraded to allow young learners to experiment with developing ML

projects for sound, pose, and image detection. Rodr�́guez Garć�a et al. developed Learn-

ingML, a platform for creative programming with ML targeted at 10-16 year olds [221].

Wan et al. present Smiley Cluster, a new tool for high school students that teaches about

clustering/unsupervised learning [222]. Sasaki et al. developed an interactive iPad app for

learning about image classi�cation [223]. Others have developed tools for the MIT App

47



Inventor platform that allow learners to train ML algorithms [224] or engage with conver-

sational AI [225].

Resources for CS education that do not require technology have become valuable in

computing education for a variety of reasons, including their low cost, ease of implemen-

tation, incorporation of physical/embodied interaction, and often playful nature [226]. In-

spired by these “CS Unplugged” materials [227], there have been a few existing online

resources for AI education developed in the past year or two that do not require technol-

ogy. Ali et al. have developed an unplugged middle-school curriculum for AI ethics [93]

and Linden et al. have developed a six-lesson unplugged curriculum for teaching about

concepts like decision trees and reinforcement learning [228]. A few other resources for

unplugged AI resources that have not been formally published have been recently made

available as lesson plans online [229, 230, 231, 232].

2.5.4 NewFoci: Adult EducationandEthics

There is a growing interest in providing opportunities for adult education about AI. Sev-

eral authors note the importance of providing professional development for K-12 teachers,

as many do not have prior knowledge about/experience with AI [214, 57]. Linder and

Romeike conducted a survey with secondary school teachers in Germany and found that

many teachers welcome the introduction of AI into CS courses, but are concerned about a

lack of teaching materials [233]. They also found that most teachers have prior knowledge

of AI that is heavily in�uenced by popular media [233]. Van Brummelan et al. conducted

a co-design workshop with K-12 teachers to integrate AI lessons in various core subjects

(e.g. science, English, math) [55].

Researchers at P2PU–an organization that develops online “learning circles” or infor-

mal classes for adults–are currently developing a course focused on 1) introducing learners

to AI basics and 2) engaging them in discussions about ethical/societal implications of AI.

This course is being developed using the competencies from this chapter as a guide for the
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curriculum, and will be hosted virtually by the Queens Public Library.

There are also a growing number of calls for an increased focus on educational op-

portunities related to AI ethics. Garrett et al. conducted a review of university AI ethics

courses and identi�ed a number of common topics that are discussed in these courses, in-

cluding bias, automation and robots, law and policy, philosophy/morality, demonstrating

consequences of algorithms, privacy, and the history and future of AI [234]. They also

note several topics that are not covered in many of the courses they reviewed, including

issues related to diversity in the workforce, sustainability, and accessibility. Garrett et al.

emphasize the importance of integrating AI ethics education throughout university curric-

ula, incorporating it into technical coursework rather than leaving it as something to be

covered “if there is time” [234]. Borenstein and Howard support this assertion, arguing for

incorporating “ethics across the curriculum” [235].

Some have developed new courses at the university level that are speci�cally focused

on ethics. Howard has developed an AI ethics course for the Georgia Tech Online Masters

in Computer Science program [235]. Williams et al. developed a university course for

teaching about ethics in human-robot interaction by engaging students in human subjects

research [236]. Furey and Martin engaged students in thinking about ethics in relation to

autonomous vehicles [237]. Ali et al. are developing ethics-related coursework for middle-

school students [93].

2.5.5 Other

A couple of recent museum exhibits have curated multiple AI-related installations–including

artifacts, artwork, and interactive demonstrations–into overarching exhibits that explore

more holistic representations of AI [238, 239]. Researchers and educators are also explor-

ing how to develop AI education experiences for other public spaces–a recent poster paper

explores how to use a kiosk exhibit to teach about AI history in public libraries [240].

Research reports based on widely disseminated surveys investigating public perceptions
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of AI are also beginning to emerge. The data analytics company CIFAR is working in col-

laboration with the Canadian government to develop and administer a national-scale survey

to assess Canadian adults' perceptions of AI. They are using the competencies presented in

this chapter as a jumping-off point for developing questions to include on the survey. Dai

et al. developed and validated a survey instrument to assess students' “readiness” to learn

about AI, and found signi�cant gender differences (male students reported higher con�-

dence in AI, readiness to learn about AI, and perception of AI relevance) [241]. Chai et al.

developed a survey to assess behavioral intention to learn about AI and found that students

associated developing AI for social good with an intent to learn more about AI [242].

Some researchers are also beginning to empirically investigate speci�c questions about

what aspects of AI education interventions best facilitate learning using concentrated stud-

ies and methods like design-based research [243]. Register and Ko conducted a study where

they presented participants with different types of introductions to machine learning–one

was fact-based (like a brochure or lecture), one used someone else's data to introduce ML

concepts, and the other used the learner's personal data to introduce ML concepts [244].

The authors then looked at how well the participants were able to self-advocate against

harmful ML models by having participants write a hypothetical letter to the model creator.

They found that learners who were introduced to ML with their own personal data were

better able to self-advocate against harmful ML models using machine learning concepts

to back up their arguments [244]. Vartiainen et al. use a design-based research approach

to investigate whether middle-school students can learn ML concepts by co-designing con-

ceptual ML-based applications and reported positive results [245].

2.6 Takeaways

This chapter provides an operational de�nition of AI literacy. In addition, it distills a set of

AI literacy competencies and design principles from a survey of interdisciplinary literature.

The explosion of recent research on AI education is just one indicator that competencies
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and design principles outlined in this chapter will likely need to be expanded to accommo-

date new �ndings, technologies, and rapidly changing social norms. Recently published

research has both drawn on and added to the AI literacy framework presented here. I en-

courage researchers and educators in the HCI, AI, and learning science communities to

both engage in conversation around the competencies and design principles in this chapter

and use them to guide and inspire future empirical and design research on AI literacy.

The competencies and design principles outlined in this section–combined with my

research on public spaces that I will present in chapter 3–also provide the foundation for my

research on designing informal learning experiences to communicate AI literacy concepts

(see chapter 4). I utilize the design principles and competencies outlined in this chapter to

aid in ideation, as a framework for analyzing participant feedback, as guidelines for design,

and as metrics for evaluation. I hope that this dissertation can serve as a model for other

researchers, educators, and designers as to how to operationalize the framework presented

in this chapter as a practical tool for design, analysis, and evaluation.
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CHAPTER 3

DESIGNING CO-CREATIVE AI FOR PUBLIC SPACES

In chapter 2, I reviewed literature related to AI education and identi�ed a set of competen-

cies and design principles for designing AI literacy learning interventions. The design prin-

ciples identi�ed in chapter 2 suggest that a)creating opportunities for collaborationand

b) allowing learners to incorporate their personal interests(for example, through activi-

ties that allow for open-ended, creative interactions) are two potentially effective strategies

for communicating AI literacy competencies. The social, open-ended nature of co-creative

experiences also makes them well-suited for engaging participants in free-choice informal

learning environments [16].

Museums and other informal learning spaces play an important role in public science

education and are uniquely well-situated to create connections between university research,

educators, and public audiences [42]. However, there is not much existing guidance on

how to effectively transform a co-creative AI research project into an educational public

installation, although there are several co-creative AI research projects that have resulted in

public installations (e.g. [246, 247, 248, 249]). Recent AI education initiatives have called

on AI researchers to share their work with the public as one way of broadening public

access to opportunities to learn about AI [6, 250].

This chapter outlines a set of unique design principles for introducing AI (speci�cally

co-creative AI) in public spaces. This set of design principles was developed through both

a review of related literature and re�ective practice [27] involving my (and my colleagues')

experiences developing and designing co-creative AI for public spaces. These design prin-

ciples have both inspired and guided my research on developing embodied, co-creative AI

literacy interventions for public spaces (see chapter 4-chapter 6), and they contribute to an-

swering RQ2, Objective 1 (see chapter 1). In particular, this chapter informs the adaptation
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of an existing research project—LuminAI—into an AI literacy museum exhibit (described

in chapter 4-chapter 6), and provides design guidelines for other researchers to adapt their

AI research projects for educational contexts. The work presented in this chapter is part of

a publication in the proceedings of the 2019 ACM Conference on Creativity and Cognition

[251].

3.1 Prior Work

Research that touches on how to design AI for use in public spaces is still in its early

stages. There is a body of research focused on how to design and develop expressive [176]

and co-creative [252] AI. Some of these projects have been used in public spaces (e.g.

[253]), although the literature focuses mostly on designing for co-creativity and artistic ex-

pression, not public use. Recent literature at the intersection of HCI and AI/ML research is

investigating new design principles that may need to be taken into account when developing

AI/ML algorithms for (mostly online) public use [47, 254]. There is also a signi�cant body

of research on interactive technology and its use in public art installations and museum

exhibits that can inform our work. For example, Snibbe and Raf�e present a number of

principles for designing social immersive media in museums, and while they do not focus

speci�cally on AI, a number of their projects involve AI technologies [12].

I identi�ed six different themes/common threads from the literature on designing tech-

nology for public spaces:design for apprehendability, design for collaboration, design for

learning, design for creative engagement, design for robustness and safety, andbalance

design concerns with research and evaluation. These themes and their implications for my

research are described below.

3.1.1 Designfor Apprehendability

Public-facing installations are set up in places such as museums where visitors frequently

suffer from cognitive overload [10, 255], �nding it hard to focus due to an excess of external
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stimuli. Allen suggests that exhibits should be designed such that people interacting with

them for the �rst time can immediately understand their “purpose, scope, and properties”

[10], thus reducing cognitive load. She calls thisimmediate apprehendability. Snibbe and

Raf�e [12] reinforce this idea, emphasizing the importance of designing exhibits that are

immediately responsive to participants' actions.

Others have echoed this notion by calling for more naturalistic, apprehendable modes

of interaction such as Kinect-based embodied interaction in art museums [256], tangible

programming blocks in science [14], and voice interaction with a robot tour guide at a pub-

lic expo [257]. When designed with object affordances [258, 259] and intuitive mappings

[260] in mind, such interfaces are able to engage a wide range of participants, including

those with low computational literacy [17].

3.1.2 Designfor Collaboration

Public spaces are also social spaces. Most people visiting museums come in groups [15],

and research in urban design has revealed that facilitating social interaction is a critical

component to consider when designing public spaces in cities [261]. Social interaction and

collaboration also play an important role in the learning process [262, 263]. However, de-

pending on their design, introducing interactive technologies in public spaces can actually

inhibit social interaction—for instance, by forcing one visitor to interact at a kiosk by them-

selves while others wait their turn [15] or by encouraging visitors to look at their phones

rather than talking with each other (also known as “the heads down phenomenon” [264].

A variety of existing work suggests that technology in public spaces should be designed

explicitly to be supportive of group interaction (e.g. [14, 12]). Snibbe and Raf�e [12] even

argue that “user engagement...should become richer as more people interact.”

Strategies like providing multiple access points to an exhibit [17], allowing for multiple

levels of engagement [265], and making interactions with the exhibit/artifact visible to

passersby [20] can all help to encourage collaboration. Bengler et al. emphasize that even
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if “active collaboration” is not occurring due to contextual reasons (e.g. crowding or a lack

of familiarity between participants), exhibits should at least allow for participants to feel

connected to each other [266].

3.1.3 Designfor Learning

Engagement with public exhibits is often very brief (typical “hold time” at many science

museums is around 30 seconds [267]), but time-on-task is an important factor in learn-

ing environments [268, 269]. Designers of public exhibits focused on facilitating learning

often advocate designs that encourage “extended and repeated engagement” [17] and “ac-

tive prolonged engagement” [19]. Quality of engagement also plays an important role in

learning. Humphrey et al. suggest that learning is best facilitated by exhibits that encourage

active sense-making [19] and Hornecker and Sifter suggest that exhibits for learning should

facilitate intellectual engagement that extends beyond just free play [17]. In addition to de-

signing the exhibit itself to facilitate active learning, others have augmented exhibits with

interactive “contemplation rooms” that strive to provide additional information to promote

learning about the exhibit content [256]. Signage and prompts can also be used to encour-

age parents to scaffold their children's learning experiences and promote inquiry that can

lead to learning [10, 270, 271].

3.1.4 Designfor Embodiment

There is a strong theoretical basis suggesting that learning experiences involving physical

interaction may be particularly effective (c.f. [272]), and both interaction designers and

museum practitioners have recognized that physical interaction has the potential to make

learning experiences more intuitive and engaging [12]. Klemmer et al. originally suggested

that physical interaction could facilitate learning via “thinking through doing” in the context

of interaction design. This spurred a wave of design research into tangible user interfaces

(TUIs) (i.e. interfaces where participants use physical objects to interact with technology
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(e.g. [273, 274]). Other modes of physical interaction (e.g. motion detection, exercise

bikes) have been used in museums to engage participants in a “visceral” learning process

[275, 276, 12, 277, 278]. Embodied experiences in museums can aid in understanding

concepts like scale and size [278], encourage learners to empathize with others via the

exertion of physical effort [277, 276], and help to connect abstract concepts with children's

existing bodily experiences [130, 23, 279, 280].

3.1.5 Designfor CreativeEngagement

Designing to facilitate creative engagement has also been a focus of a number of public

art installations and can contribute to an understanding of how to design co-creative AI

for similar spaces. Bilda et al. originally coined the phrase “designing for creative engage-

ment,” and they suggest that participants engaging with public interactive artworks progress

sequentially from being initially attracted to an installation to engaging in sustained inter-

action with the installation and �nally to relating their interaction with the installation to

experiences outside of the installation space. Designers should consider this progression

and design features of the installation that encourage participants to move from one stage

to the next [281].

Wouters et al. also suggest a number of design principles for encouraging participants

to transition between different interaction roles (e.g. passerby, participant, dropout) when

engaging with interactive public art installations [20]. These principles include advertising

the installation and making it visible to the passersby, creating spaces that facilitate obser-

vation and social interaction, incorporating collaborative features and surprising moments

into the design, allowing for multiple degrees of interaction with the system, and creat-

ing an activation loop in which dropouts can encourage passersby or audience members to

become participants.

A number of researchers in the computational creativity research community have con-

tributed to a better understanding of what factors increase perceptions of creativity in in-
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teractions with creativity support tools and co-creative agents. A computational system's

perceived level of skill, imagination, and appreciation of its own outputs directly affect

collaborator perceptions of the system's creativity in turn [282]. Additionally, the ability

of a computational system to pleasantly surprise its collaborator over the course of an in-

teraction is an important factor in facilitating co-creative interactions [283]. A participant's

perceived sense of control, challenge, and satisfaction [266] during a computer-mediated

creative interaction can also encourage participants to enter a state of creative �ow [284].

Designing for increased immersion, satisfaction, enjoyment, collaboration, exploration,

and expressiveness [285] also allows computational tools to better support participant cre-

ativity.

3.1.6 Designfor RobustnessandSafety

Introducing technological artifacts in public spaces requires a level of robustness and safety

that is not typical of many research projects. Jensen et al. discuss the safety features built

into a robotic tour guide, placing an emphasis on the need for redundant features and emer-

gency safety controls [257]. Horn et al. also highlight inexpensiveness and reliability as

key design principles to consider when creating tangible user interfaces (TUIs) for mu-

seums [14]. It is also important to consider the interplay between the environment and

the technology. For example, both Jensen et al. and Bengler et al. discuss dealing with

technological complications due to ambient noise/light in public spaces [266, 257].

3.1.7 BalancingDesignConcernswith ResearchGoals

Balancing the aforementioned design principles for public spaces with research and eval-

uation needs is not always straightforward. Designing for public spaces presents unique

challenges for researchers, such as a) dif�culty comparing iterations of a project across

different venues, b) con�ict between “the artistic impulse to improve an exhibit...with the

need for experimental control,” c) aligning research questions with the theme of the creative
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work, and d) obtaining informed consent in public spaces [286].

In addition to these concerns, understanding how to assess and rigorously evaluate in-

teractive technology in public spaces is still an open research question. Heath and von

Lehm call for new methods of evaluating interactions at the “exhibit face” [15], and recent

work has explored a variety of strategies for evaluating/understanding factors such as learn-

ing, collaboration, and creativity including mixed-method approaches [266], video analysis

[287, 19], and conversation analysis [18].

3.2 Research Design

Informed by the existing research on designing technology for public spaces, I engaged

in re�ective practicein order to better understand how to design co-creative AI for public

spaces. Scḧon originally characterized design as a re�ective practice, in which designers

re�ect on their actions in order to contribute to a growing body of design knowledge and

methodologies [27]. Re�ective practice has since been recognized within the interaction

design and HCI communities as a useful research methodology in which designed arti-

facts can become “exemplars” or “conduit[s] for research �ndings to easily transfer to the

HCI research and practice communities” [30], and re�ection on the design process and the

themes that the artifacts embody can improve both design practice [30, 31] and contribute

to design theory [29]. Snibbe and Raf�e's paper on designing social immersive media for

museums is a good example of re�ective design practice utilized in a relevant domain [12].

My colleagues (Mikhail Jacob, who received his Ph.D. from Georgia Tech in 2019, and

Brian Magerko, my advisor) and I re�ected on our practice as designers of co-creative AI

in public spaces, drawing on our experience iteratively designing and developing a variety

of different co-creative installations involving AI technologies over the past �ve years. We

de�ne public spaceas any physical space to which the general public has access—including

urban spaces, museums, art galleries, and public events or “happenings” [288] (although

it should be noted that our experiences draw primarily on the latter three). We did not
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