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Mira que te mando que te esfuerces y seas valiente; no temas ni desmayes, porque Jehova
tu Dios estaréd contigo en dondequiera que vayas.

Josue 1:9

Be strong and courageous. Do not be afraid; do not be discouraged, for the LORD your
God will be with you wherever you go.

Joshua 1:9
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SUMMARY

Serverless computing has become a popular model for deploying scalable applications
in a fully cloud-managed environment where developers only pay for the execution and not
idle time. A key enabling service, Function-as-a-Serverless (FaaS), is the primary execu-
tion paradigm offered by cloud providers. FaaS offerings, such as AWS Lambda, Azure
Functions, and Google Cloud Functions, emerged to provide an environment to deploy
function-based applications with minimal intervention from the developer. Although this
new paradigm aims to create the right environment to improve developer velocity, the ca-
pacity to scale complex multi-tenant functions processing events in a highly concurrent
scenario is inef cient.

In this thesis, we examined the performance challenges of allocating and orchestrat-
ing these functions. Furthermore, to assess the performance, we present an asynchronous
multiprocessing pro ler tool to access the function execution model and analyze provider
ef ciency when executing functions at multiple concurrency levels. To address this inef -
ciency, we introduce a spatial-temporal and cross-region execution orchestrator capable of
handling a stream of requests to functions in a scalable and ef cient manner. Moreover, this
orchestrator aims to improve the allocation of resources to compute these applications, op-
timizing cloud resources while minimizing the latency of requests across many users. The
aim is to transform the FaasS offering from a point-to-point service model where clients in-
teract to a many-to-one execution model while dynamically optimizing the resource usage

of these functions over time.
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CHAPTER 1
INTRODUCTION

Since its introduction, cloud computing has rapidly become the preferred service for build-
ing and deploying large-scale applications, while enterprises seek better development mod-
els to increase developer velocity to introduce new features quickly. Before the cloud, com-
panies provided services over the Internet by encapsulating the business logic in packaged
components deployed in a single application; the architectural technique used to develop
these applications is known as monolithic architecture—a self-contained model hosted on
physical servers in premise data centers. Waterfall and V Model were some of the tradi-
tional development methodologies used by enterprises to develop these applications. How-
ever, as new business strategies driving new features increased, issues in developing and
maintaining applications with this architecture also started to rise. ldenti ed issues include

the following:

 Tight Coupling and Low Cohesiornt In a monolithic application, components are
tightly coupled. Given this lack of exibility, developing new features within the
application is not easy. Additionally, changes to a component in a monolithic appli-

cation can come at signi cant risk due to the low cohesion among the components.

» One-for-all Deployment An update to a component will trigger a deployment for
the entire application since all the components are hosted in a single application
codebase. If a change is made to a single component, an update will be required for

all the application to deploy.

» Prone to Error: A single component bug or error can take the entire application

down. Moreover, identifying the root cause of the error among the components can



be dif cult. Once it is isolated to a component, as explained above, the entire appli-

cation must be redeployed.

» Technology Stack Limitations To design and develop monolithic applications, de-
velopers must use the same programming language. If changes need to be made over
the year, nding developers with the same knowledge in a particular architecture and

programming language will become challenging.

Enterprises noticed that sequential development methodologies, such as Waterfall, were
unsuitable for scalable applications. Sequential development models provide businesses
with good planning upfront before each phase. The Waterfall model, for example, has
ve standard stages: Requirements, Design, Development or Implementation, Testing or
Veri cation, and Maintenance. Each stage provides a clear picture of the work needed to
be done. Nevertheless, one of the model's drawbacks is the cost and pain it will take to go
back to a previous stage if a problem is identi ed in the current stage [1].

In the late 90s, an emphasis on development exibility grew as companies moved from
physical to virtual servers hosted by a third party. Figure 1.1 shows the changes through the
years in how applications are developed and deployed. Virtualization technology helped
enterprises move fast since virtual machine providers offered them a cheaper high-grade
machines. Software companies, such as VMware, Red Hat, and IBM, were among the
providers that offered customers glsvms with different hardware capabilities. Some of

these capabilities improved over the years and continue to evolve till now.



Figure 1.1: Through the years, applications were developed using processes that were pop-
ular at the time. Likewise, the architecture of such applications has evolved over the years,
given the advent of modern application infrastructures that helped improve deployment and
management.

1.1 Cloud Providers and Serverless Computing

Virtual Machines (VMs) are still the key enabling technology for the rise of cloud com-
puting, and to this day, cloud providers such as Amazon Web Services (AWS), Google
Cloud Platform (GCP), and Microsoft Azure have provided virtualized environments model

to organizations looking to mimic all the features of a physical computer in software.
Even though these environments are available on-demand—con gurable resources that can
rapidly be provisioned with high availability—organizations have looked to avoid the bur-
den of managing resources. Instead, they seek to reduce costs, and time-to-market by
utilizing approaches that require minimal maintenance [2, 3, 4, 5]. To satisfy this need
from enterprises, cloud providers have continued to develop models to attract more cus-
tomers and increase their value. For example, a recent model that has caught the attention
of multiple companies is Cloud Native [6]. Cloud Native is an architectural paradigm for

building highly scalable, exible, and resilient applications aiming to reduce cost, improve



developer velocity, and reduce maintenance of resources with abilities to leverage agile
methodologies. Cloud Native applications, often referred to as microservices, are small
software programs designed to be independent. The microservice model started to drive
and enable the decomposition of enterprise applications into a subset of business-driven
independent services [7]. A microservice architecture is an architectural pattern to create
loosely coupled applications and services. Since each of these services are logically simple
and lightweight, they can be developed, tested, and deployed more rapidly and indepen-
dently, which means we can only scale the pieces or services that need to be scaled without
scaling the entire application. The adoption of this model led to the creation of a new
paradigm called Serverless.

Serverless computing has become a popular way to deploy microservice-based applica-
tions since it only requires a quick turnaround. Serverless computing is an execution model
used in cloud computing that provides an infrastructure to deploy an application in an on-
demand and scalable environment. In the serverless model, cloud providers provision the
resources and scale without the developer's intervention [8]. Moreover, it provides a suit-
able environment for businesses looking to improve their development process. Function-
as-a-Service (FaaS), is the primary execution environment that enables this model. FaaS
is an abstraction of known cloud layer models and differs from the widely known models
introduced, such as Infrastructure-as-a-Service (laaS) and Platform-as-a-Service (PaaS) [9]
as it is shown in Figure 1.2.

laaS emerged as a popular computing model in the early 2010s. In laaS, providers
supply the VMs, storage, and network. At the same time, enterprises were responsible for
the operating system, runtime and the application itself. With this model, the customer
has complete control over the VMs. However, it presents a challenge for businesses as
this required skilled IT personnel capable of setting up scaling mechanisms and supplying
up-to-date security strategies. On the other hand, in the PaaS model, providers offered an

attractive model better than laaS, where the vendor manages the operating systems and



Figure 1.2: These are well-known layers of abstraction that cloud provider offers. Each
layer has a management level for the provider, and the customer is responsible.

databases needed to run an application in the cloud. Tenants have no control over the host
VMs; however, they can still con gure the speci cations of the server and determine how

to run the application. This model allows users to focus on the functionality of the applica-
tion while the provider relinquishes the user from some of the maintenance. Nevertheless,
though PaaS has been considered an alternative to many microservices applications [10], a
more exible environment has driven the need to create modular components that can scale

independently in a high-velocity setting.

1.2 Serverless Offering: Function-as-a-Service

After the arrival of FaaS offerings, companies started to consider moving their application
development operations into a serverless computing model [11, 12]. AWS Lambda [13],
Azure Functions [14], and Google Cloud Functions [15] are examples of popular commer-
cial serverless FaasS offerings, as well as popular open-source serverless frameworks, such
as OpenFaasS [16], Kubeless [17], Fission [18] and Apache OpenWhisk [19]. In FaaS, each

function typically describes a single piece (or microservice) of an entire application. Fig-
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ure 1.3 shows a simple con guration to set up a function in a FaaS offering. To deploy a
function in the cloud, developers simply need to update the code to the service and de ne
an event type to trigger that function. These functions are triggered by events from a ser-
vice, an HTTP request in an API gateway, or a scheduled (cron) event. Each function has
a timeout limit depending on the event trigger con gured. For instance, if the function is
set to trigger through an HTTP event, the default timeout will be set to 30 seconds. Nev-
ertheless, if the function does not nish before the timeout limit, the execution is suddenly
interrupted, and the function is terminated. When an event triggers a function, the cloud
provider launches a container and executes the function within the container. These con-
tainers are stateless; they do not retain data. Further, these containers are ephemeral—only
run for a limited period set by the cloud provider. This limited time varies depending on

the offering.

Figure 1.3: (1) Developers must upload their code to a function and (2) de ne an event to
trigger it. These events can be an HTTP request in an API Gateway or a scheduler, such
as cron jobs. Once the code is uploaded, and the event de ned, (3) a client can execute
that function through that event. (4) The result will be delivered to the de ned event if the
function requires outputting a result.



Figure 1.4 shows the evolution of the serverless model in software architectures. In
many ways, serverless functions are similar to microservices but are meant for smaller tasks
triggered by event-driven mechanisms. For asynchronous and stateless applications that
need to be available quickly, serverless is the perfect model as an application architecture.
Events that might infrequently occur at scale, such as batch processing, logical operations,
or even incoming data stream from HTTP requests, are good examples of using FaaS as an

execution model.

Figure 1.4: As the application architectures move to a modular model and independent, the
development speed increases, making the most contemporary model attractive to develop-
ers and enterprises. Microservices and functions are loosely coupled and provide a better
environment for continuous integration.

1.3 Thesis Problem

While the serverless model seems suitable for developers and enterprises, from the cloud
provider perspective, the capacity to scale functions processing events in a highly concur-

rent scenario is inef cient. Provisioning and scaling these resources for applications that
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handle millions of requests in a particular time window is challenging for a cloud provider.
Furthermore, when an application is subject to a high load due to many concurrent clients
submitting a variety of tasks, some similar, the cost of running these applications in the
serverless model increases [20], as well as the overall usage cost. Therefore, signi cant
inef ciencies can manifest in high-velocity use cases of serverless computing, especially
those that are also multi-tenant and multi-region. For example, Figure 1.5 shows a single
execution window for a serverless offering model in a multi-tenant scenario at a particular
time. The traditional serverless offering would execute multiple instances of the same func-
tions for each client, even though some of these functions could have shared the execution

at a certain period and distributed the result to multiple users.

Figure 1.5: Multiple clients are executing a function at single window.

Consider a case of a stockbroker application, such as E-Trade and Robinhood, built

using a serverless architectural model. When the market opens, tens of thousands of clients
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could be placing tens of thousands of queries to get the current value of a particular stock.
For example, a few thousand clients could be checking the current price of a popular stock,
such as Net ix, at approximately the same time. Since these queries are currently processed
independently and individually by the cloud infrastructure provider, infrequent spikes can
lead to a bad experience for the clients. In the current serverless model, each client would
execute a set of functions even though some could have been shared among other clients at a
particular control window. Figure 1.6 shows a multiple execution windows for a serverless
offering model in a multi-tenant scenario at a particular time and a detailed description of

the scenario is presented in Table 1.1.

Table 1.1: Number of function executions per window.

Functions
Window Executions fq fo fa fa4
t 7 U, U, Uy U,, Uy Us, U,

t+1 4 U,, Us * U, U,
t+2 6 U, Us Uy, Uz, Uy * U,
t+3 8 * U, Ui, Up, U3, Us Uy, Uz, Uy
t+4 5 Us, U, Uy U,, Us * *
t+5 2 * * Us Uy

* represents that execution were not found at that particular window.

Cloud providers are aware of how a high-throughput situation might affect the alloca-
tion of resources in the serverless model. As a result, several investigations have proposed
new techniques to improve the allocation of resources [21, 22]. However, given the unpre-
dictable nature of a serverless application in a high-velocity environment, these methods
do not address the issue directly. Instead, they focus on predictions of several workloads
to preemptively allocate resources when a spike occurs. Due to the increasing amount of
computational demands from Arti cial Intelligent applications to the Internet of Things
(IoT) [23] and the constant need to increase development velocity, it is imperative to nd

mechanisms that aid in improving the allocation of resources.
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1.4 Contribution

The work of this thesis makes several contributions to the eld of computer systems, cloud
computing, and serverless computing. Mainly, this dissertation focuses on the orchestra-
tion of high-velocity events, thereby optimizing the utilization of resources to handle these

events. Contributions of this thesis include:

1. Reusable Results in Function-as-a-ServicaMe present a mechanism to optimize
the computational cost and performance of FaaS offerings by reusing the function's
output on subsequent invocations. Our proposed approach shows a signi cant re-
duction in execution time for subsequent calls, consequently improving the response
time to the client. Nonetheless, the outcome of this investigation led to potential

avenues for improvements that we aim to address in the following contributions.

2. Asynchronous and Multi-processing FaaS Pro ler. We develop a multi-function
asynchronous benchmark for FaaS offering. The pro ler combines multi-processing
with asynchronous routines, allowing the pro ler to handle many network connec-
tions at scale to facilitate the assessment of concurrent executions. Additionally, the
pro le can extract context traces, such as initiation time (cold start), memory uti-
lization, CPU time, and total network bandwidth utilized, from the execution envi-
ronment per event. These performance traces, per concurrency level, aid in creating
an analytical performance model to observe the provider's capability to scale these

functions.

3. Spatial-temporal Execution Orchestrator. We present a spatial-temporal execu-
tion orchestrator solution for FaaS offerings. This execution orchestrator can handle
a stream of event-driven requests to optimize cloud resources and minimize latency
across many clients during multiple window executions. Furthermore, these execu-
tion windows are divided in a spatial-temporal manner to ensure increased shared

resources across multiple clients at multiple execution windows.
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1.5 Outline

This thesis aims to presents scenarios, with empirical results, where the current FaaS offer-
ing becomes an unenviable solution in terms of cost and allocation of resources. Addition-
ally, the goal of this thesis is to present the design and development of an orchestrator that
improves the allocation of resources in a serverless offering and optimizes the delivery of
results to multiple clients at a speci ¢ control window. We deployed a custom application
AWS and integrated it with AWS Lambda. We tested the performance of this integration
with the traditional serverless offering.

Chapter 2 presents a brief historical background and related work in the area of server-
less computing and the proposed optimization mechanisms to improve the model. Since
the serverless model presents several challenges, we divided the literature review into four
areas: Execution, Resource Allocation, Scalability vs Cost, and Big data.

In Chapter 3, we conduct an initial investigation regarding temporarily stored function's
output and the performance of delivering these results for subsequent events. Further, in
Chapter 4, we expand the investigation by looking into concurrency behavior of the current
FaaS offering by introducing a benchmarking and pro ling tool developed to characterize
the concurrency behavior in high-concurrency and -velocity environment.

To tackle some of the challenges of the model in a high-concurrent environment, we
proposed a spatial-temporal execution orchestrator mechanism to improve the allocation of
resources and the delivery of the results. This proposed approach motivated the design of
the Function Delivery Network (FDN), which is presented in Chapter 5. Moreover, Chapter
6 presents the development and deployment of the spatial-temporal execution orchestrator
in AWS.

Chapter 7 presents a performance evaluation result of the Native FaaS Execution com-
pared with the FDN execution orchestration. We show how the (FDN), with a window

execution time of 250 milliseconds, optimizes the number of resources utilized by more

12



than 80% when compared with the Native FaaS Execution.
Lastly, Chapter 8 concludes this thesis by providing future research direction to further

develop this work within serverless computing.
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CHAPTER 2
A FULLY-MANAGED CLOUD SERVICE: FUNCTION-AS-A-SERVICE

2.1 From Cloud Computing to Serverless Computing

The meaning of serverless computing does not relate to "computing without servers” but
the experience of the developer in allocating and maintaining servers to support an applica-
tion. However, to understand the advent of serverless, we need to know its history. Before
2006, the desire to create and deploy applications that could reach and connect millions of
users was in progress. Social platforms, such as Facebook and Twitter, started becoming
part of the Internet ecosystem. However, these new services, generating traf c across the
internet, lived in physical servers within the premises of the organizations offering these
products. Nevertheless, in 2006, AWS released the rst laaS product to allow for rentable
computing power to run internet-facing applications. It completely changed the model of
owning and maintaining physical servers to hosting these service applications in VMs.

laaS pioneered the cloud computing paradigm to create available computing resources
on-demand with minimal direct management by the user. On top of the laaS model, a better
level of abstraction became available: PaaS. PaaS offers a simple solution to deploy service
applications without management or control of the underlying infrastructure, such as the
operating system. In 2013, Docker was set to take advantage of OS-level virtualization to
deploy an application in a small package called containers. Containers provide operating-
system-level virtualization where the application is isolated and bundled with the necessary
libraries to run within. These containers run on top of PaaS to provide a scalable level of
abstraction that allows developers to build portable microservices and reduce operational
costs. Docker is the technology that powers these containers by providing a mechanism to

build, test and deploy these containers locally and with any cloud provider. Container-as-
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a-Service (CaaS) refers to services that host and orchestrate these containers on behalf of
the user. Services, such as Kubernetes [24] and OpenShift [25], are other containerization
products offered to manage these containers in the cloud.

Unfortunately, for the applications within all three abstractions—IlaaS, PaaS, CaaS—
organizations are responsible for scaling them when required. However, the lack of knowl-
edge to rightsize these services can lead to over-provision, generating expenses regardless
of the amount of traf ¢ [26]. Given continuous shifting of enterprises to move to containers,
Serverless computing emerged as an execution model fully managed by the cloud provider.
The overarching principle behind the serverless model is that users can run applications
without managing the servers themselves. Serverless computing completely changes in-
frastructure management for large organizations by allowing them to provision, scale, and
maintain their resources as needed. It leads to a substantial reduction in operational costs by
no longer needing to manage and operate local servers, ultimately allowing an organization
to dedicate more time and effort towards product development. Faas is the current level of
abstraction offered by cloud providers that enables serverless computing. Instead of writing
and deploying whole applications, users can write and deploy only a small piece of code
(functions). Each function ful lls a speci ¢ need and responds to a speci ¢ event, such
as triggering a function using HTTP to get the current weather of a city using a Weather
API. AWS Lambda, Google Cloud Functions, and Azure Functions are examples of FaaS

enterprise cloud implementations.

2.2 Enterprise Function-as-a-Service Offerings

There are several serverless platforms available for developers, but for the purpose of this
thesis, we identi ed the cloud-managed FaaS offering, namely: AWS Lambda, Azure

Functions, and Google Cloud Functions.
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2.2.1 AWS Lambda

AWS Lambda was the rst serverless computing model introduced by Amazon Web Ser-
vices (AWS) in November 2014. Lambda is a FaaS model built on top of known platforms
such as AWS Elastic Computing Service (EC2) and Simple Storage Service (S3). The
available con gurations for the developers are the runtime environment, memory size, and
ephemeral storage size. Developers can build their functions using common runtimes, such
as Node.js, Python, C#, and Java, as well as custom runtimes. The con gurable memory
allocation ranges from 128 MB to 10264 MB, with a timeout of up to 900 seconds (15
minutes). Events, such as HTTP, MQTT, Schedulers, and other internal services available
in AWS, can trigger functions. Lambda bills in intervals of 1 millisecond, and x86 archi-
tecture cost is $0.00001667 for the rst 6 Billion GB-second per month consumed, and it
reduces the cost by 10% after the next 9 Billion GB-seconds and by 20% after the next
15 Billion GB-seconds in addition of $0.20 per million requests. However, AWS Lambda
offers a free computing time of 400,000 GB-seconds and one million requests per month.
Highly scalable services include transcoding (Net ix), real-time metrics (Zillow), and sen-

sor data detection (iRobots).

2.2.2 AzureFunctions

A limited version of Azure Functions was released in early 2016 by Microsoft Azure. How-
ever, the full service was released later in the year. Characteristics, such as the billing inter-
val and the runtime environment, are the same as AWS Lambda. However, no con gurable
options are available for the developers in Azure Functions, and the memory allocation
only scales to 1536 MB. One of the advantages of Azure Functions is the capability to
deploy functions using tools such as GitHub and Visual Studio Team Services. In addition,
Azure Functions can be integrated with internal and external services, such as Azure's Cos-
mos DB and GitHub Webhooks. Nevertheless, Azure Function has the same cost model as

AWS Lambda and has a cost of $0.00001667 GB-second and $0.20 per million requests
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per month. As of AWS Lambda, Azure Functions offers the same free computing time
of 400,000 GB-seconds and one million requests per month. Enterprise services, such as

schedulers (Accuweather) and software scaling (Plexure), use Azure Functions.

2.2.3 GoogleCloudFunctions

During the same period as Azure Functions, Google Cloud Platform released Google Cloud
Functions. Developers can con gure the memory allocation and the CPU power of the
function. The memory size ranges from 128 MB to 4096 MB. For the billing model, Google
Cloud Functions has a cost of $0.00001250 GB-second and $0.40 per million requests per
month with a billing interval of 100 milliseconds. However, Google Cloud Functions offers
two million free requests and 400,000 GB-seconds of free computing time per month. One
of the criticisms of this serverless model is the higher cost and bad user experience. A
well-known enterprise service using this offering is Meetup.

The popularity of serverless vendors is growing at such a steep rate, given that the seam-
less and relatively cheap integration to the cloud can enable services like natural language
processing, image recognition, management of state machines, recording and monitoring
of logs, triggering of events, or the performance of authentication and authorization [27].
However, this seamless integration to a serverless architecture comes at the cost of in-
evitably becoming dependent on the cloud provider and their ecosystem [5]. In order to
effectively have control over the composition of their software stack, the developers must
have a good understanding of how their speci ¢ platform behaves and design the applica-
tion around these capabilities. It is also true that the FaaS model offered by the platform
may be too constraining where, for example, the latest version of the programming lan-
guage used in the application may not be available [28].

The execution environment to run functions is sandbox—isolated from other functions.
Resources, such memory and CPU, are con gured and provided on this isolated environ-

ment to run the function. The lifecycle computer resources to run these serverless functions
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are managed by the FaaS provider in order to quantify its cost per execution. The FaaS
freezes the execution environment in between function calls. If the service requires the

execution environment for upcoming invocations, it is removed from the frozen state.

2.3 Function Execution

The execution of a function can be described by the equation presented in Equation 2.1.

Figure 2.1 presents an a visual example of function execution.

Texe = tinit + tcompute (2.1)

where:

Texe Total duration for the function to execute

tinit Duration to create environment and initialize packages and libraries

tcompute = Duration of execution within the handler

During the initiation time {j,; ), the execution environment is created. Once created,
the code is downloaded from a repository, the runtime is con gured to run the code, and
the any package or dependencies withing the code outside the function handler is initial-
ized. The initiation time only happens during the rst call (i.e. invocation). This initiation
event is also known as a “cold start”. During the invocation timgnue ), the function is
executed within the handler. The handler is the method within the function where the event
is processed. After the function nishes executing and the result is returned, the provider
freezes the execution environment for any subsequent invocations. If the function receives
an invocation request while the environment is in this frozen state, the available frozen
container is thawed and begins code execution without going through the initiation time.
This event is known as a “warm start.” Consequently, the Total execution g {n

Equation 2.1 is then reduced to
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8

tcompute if tige IS less than shutdown timer
Texe = (22)

3 :

However, if the function does not receive any invocations and the idle tige) (s
greater than the time allowed for a function to remain frozen (shutdown timer), the provider
shut down the runtime and removes the environments. Any subsequent invocation after the
function is removed from the environment will required to launch and bootstrap a new

environment starts the lifecycle again, leading to another cold start event.

2.4 Related Work to Improve the Function-as-a-Service

Up till now, most of the related work to optimize FaaS focuses on the allocation of re-
sources and reducing the cold stag:() [29, 30, 31]. Nevertheless, others have looked
into the potential risks the current serverless ecosystem might present for applications with
a particular behavior or employed in a speci ¢ domain. These optimizations and possible
challenges often pertain to execution, resource allocation, scalability versus cost, and now

big data.

2.4.1 Execution

To understand how serverless computing complies with the applications requiring low over-
head, Hall and Ramachandran [32] describes the execution challenges in edge computing
devices requiring isolation. To address these, they proposed adopting a software-based
isolation technique using WebAssembly [33], a binary format that enables serverless com-
puting on loT devices. While benchmarking WebAssembly, the authors found that We-
bAssembly is feasible in Edge computing applications due to its support for multiple ar-
chitectures. Even though this technique appears to be slower in its execution speed in
comparison with containers, it exhibits an absence of large cold start penalties. Gadepalli

et al. [34] also proposed a WebAssembly-based function isolation called Sledger. Sledger
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employs a lightweight function isolation model for high-density computation with a low
start time. In addition, WebAssembly provides a memory-light sandbox for untrusted ex-
ecution, enabling Sledger to execute multiple untrusted modules in the same process that
guarantees memory safety and control- ow integrity.

A cold start is described as a delay starting from provisioning the container and running
the function. A function becomes cold when a period of inactivity has elapsed (typically a
particular xed time given by the cloud provider), at which point the cloud provider drops
the allocated container in which the function was running. This delay is detrimental for
low-latency applications. In response, several methods have been introduced to address
this issue. Bahga, Madisetti, and Corporan [35] introduced a library of “persistent helper
functions”. In between successive calls to a function, a persistent function can help dur-
ing successive calls by precomputing the outcomes for different possible arguments and
then distributing the results when a matching function call is found. Oakes et al. [36] and
Akkus et al. [37] proposed a cache-based approach that reduces start-up time by capturing
function initialization—libraries and dependencies—decreasing the time at the provision-
ing stage. In addition, Mohan et al. [38] suggested that most of the cold start issues are
tied to network initialization in the container. The authors present a method to allocate
pre-created network resources in containers where the functions are running. Agache et al.
[39] describes a way to improve the execution of lambda functions by building a Virtual
Machine Monitor (VMM) on a Linux Kernel to support user-based lambda function oper-
ations called Firecracker. Users can set up Firecracker as a VMM on their Linux kernels
and then trigger the same in the framework, which provides added security layers without
compromising ef ciency.

In regards to scheduling, Kim and Cha [40] describe a way to improve serverless func-
tion executions using the worker scheduling algorithm. The authors base their arguments
on the premise that cold starts of functions—despite being provisioned in a lightweight

container—takes four times as long to provision. The authors' suggestion is to keep the
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containers provisioned and, based on incoming data, make predictions as to when the func-
tion will be called. Using the prediction method can help to preemptively provision the
containers in anticipation of a function call. By reducing the cold starts through a pre-
dictive model, the authors demonstrate a dramatic improvement in execution times for the
serverless model. These authors, Kim and Cha [41], also describe a way to improve on the
worker scheduling algorithms. This improvement was essential to prevent running out of
resources needed to handle multiple function invocations. The granularity in these invo-
cations involves dynamic prediction algorithms to provision CPU/GPU cores for handling
function requests. This handling resource is similar to those in a multi-threaded program-
ming paradigm. For example, load balancers of multi-threaded pipelines use predictive
algorithms to optimize the time taken to execute a batch of processes on multiple cores.
Shahrad et al. [42] describe the architectural implications of a FaaS. The description
primarily revolves around the premise that the introduction of containerization causes a
massive performance hit over native execution on bare metal resources. The operating
system-level overheads for running functions in VMM(s) are substantial compared to tra-
ditional implementations. However, these abstractions allow for the introduction of in-
terpreters that can write the event-driven functions in any programming language. The
authors, therefore, evaluate the performance of different features of serverless functions
concerning different metrics like branch prediction, invocation of containers, scheduling,

cache-level statistics at different levels in the serverless architecture.

2.4.2 Resourceéillocation

Serverless functions run in containers, and the cloud provider manages the orchestration of
those containers. Containers are abstractions of VMs with a faster provision of resources
that provides an operating system virtualization on top of a shared host, isolated from each
other. Ef cient resource allocation methods have been investigated for serverless comput-

ing. Some of these methods use learning-based approaches to allocate these resources.
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Saha and Jindal [43] proposed a prediction method to determine the right amount of mem-
ory for functions in a container. The authors found that memory limits can also lead to
variations in latency. A reinforcement learning approach was presented by Schuler et al.
[44] to manage resources. Shahrad et al. [21] proposed an adaptive resource technique
to optimize performance and resource allocation in workload patterns. Upon evaluation,
the authors showed that 90% of the functions are invoked less than once per minute. In

addition, 90% of the functions execute for less than 10 seconds.

2.4.3 ScalabilityversusCost

A variety of techniques have been proposed to address the issue of scalability versus cost.
The current pricing model for serverless offerings at cloud providers is based on the mem-
ory allocated, and the time it takes to execute the function. As the number of executions
increases in unpredicted traf ¢, and the break-even point is reached [45], serverless be-
comes less attractive. Eismann et al. [22] introduced a mechanism to predict the cost of
sequential functions (work ow execution). A learning method (mixture density networks)

is used to predict the response time of the function and its output parameters. A Monte-
Carlo simulation is used to estimate the cost of the work ow execution. The authors show
a 96.1% accuracy in predicting the response time and output parameter distributions with
ve functions in the experimental result using Google Cloud Functions. Programming lan-
guages can also an affect the scalability and cost of serverless function. Jackson and Clynch
[46] describe how these languages had an impact in the run-time performance that results
may vary depending on the cloud provider.

Computing intensive applications, such as Machine Learning (ML), are typically run on
VMs. However, in regards to scaling these applications, it is still challenging. These VMs
can be over-provisioned—which increases cost due to unnecessary resources—or under-
provisioned, which disrupts service level objective (SLO). In addition, VMs can take sev-

eral minutes to scale when the memory or CPU utilization is above a set threshold. Server-
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less offerings, on the other hand, can scale faster in comparison with VMs. Gunasekaran
et al. [47], and Zhang et al. [48] combine serverless functions with VMs to obfuscate the
start-up latencies of VMs. This combination reduces SLO violations and lessens the cost
of allocating resources on demand.

For ML, Ali et al. [49] implemented BATCH, a framework for optimizing ML in server-
less by using batching. BATCH uses the inherent scalability of serverless with a batching

strategy to bundle several ML inference requests and serving them together.

2.4.4 Big Data

Domains such as healthcare, information technology, social media, marketplace, and IoT,
have seen exponential growth in structured and unstructured data in recent years. Big data
can be de ned in four characteristics, namely the 4Vs: volume, velocity, variety, and ve-
racity. Volume refers to the increasing amount of information to store, process, or analyze.
Velocity is described as the high frequency of incoming data that needs to be processed,
often in real-time. Variety describes the form or appearance of the data itself (e.g., struc-
tured, unstructured, semi-structured) coming from multiple sources. Lastly, veracity refers
to the accuracy and trustworthiness of the data. Often not included in the 4Vs is Value.
Value relates to the usefulness of the data for the intended purpose, but it is often tied to
Veracity. Processing big data can often be expensive due to its characteristics. However,
some implementations have been proposed to introduce big data into serverless computing.
Kuhlenkamp et al. [50] studied the impact of Big Data in serverless computing offer-
ings, such as FaaS. The authors explored the performance and elasticity of FaaS in major
cloud providers. In addition, the authors presented a benchmarking method to characterize
and understand the impacts of operational tasks, such as changes in the code package and
unpredictable computational requirements in the function con guration. Ao et al. [51] and
Fouladi et al. [52] each independently developed an orchestration mechanism, each built

in AWS Lambda, for video processing. Spocket [51] exploits frame parallelism for lters
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or other transformations to achieve low latency at a cheaper cost. Each frame is re-encoded
after it has completed the transformation. Chard et al. [53] argue that serverless computing
is an ef cient environment for scienti ¢ data processing. The authors proposed a serverless
supercomputing implementation callégncX to execute functions over diverse ecosys-

tems and distributed computing infrastructure.
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CHAPTER 3
CONTEXT SHARING FOR SUBSEQUENT REQUESTS IN
FUNCTION-AS-A-SERVICE

3.1 Motivation

FaaS has improved the development and deployment of modular services. It has become
more available for companies to move their applications to a cloud-managed infrastructure
looking to handle requests at an in nite scale. Even though this serverless model provides
an ease-of-use environment to deploy a single service within minutes, there are specic
challenges when using this model as a service or application scale. A well-studied limi-
tation is the initiation time, or, as it is widely known, cold start [42, 21]. As explained in
Chapter 2, a cold start happens during the initiation titpg Y before executing the func-

tion handler. However, if large packages or dependencies need to load within the code, it
will increase thd,; . This limitation can also have a harmful effect on the timeout of the
function runtime. Limitations surrounding this issue include provisioning and requesting
overhead [5, 54] and orchestration [55, 56].

Since the introduction of the rst FaaS offering, AWS Lambda, in late 2014, the ca-
pacity and speci cations of the execution model have increased drastically. When AWS
Lambda became available, the memory size was between 128 MB and 1 GB, with a default
limit of 25 concurrent invocations per account. The memory size is proportional to the
amount of CPU power and network bandwidth available to the function. Nevertheless, as
of 2020, the memory value is between 128 MB and 10 GB with a default limit of 1,000
concurrent invocations. With this capacity, the serverless model makes data transformation
cheaper and more accessible. Nowadays, with the appearance of various concepts, such as

the IoT, arti cial intelligence, real-time processing, and data analytics, the serverless model
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is considered suitable to perform these tasks ef ciently and effectively [57, 58, 59]. How-
ever, serving all requests would be impossible to afford as requests' velocity and volume
increase. In this chapter, we seek to understand how storing the function's output over time

can be favorable to optimize the usage of resource and requests' delivery.

3.2 Proposed Approach

To improve the model as it scales, storing the function's output can reduce the execution
time and, consequently, return a result faster. During the rst call to a function, the function
can help optimize the delivery of results by storing the computed result for successive calls.
Further, a function can store multiple results given distinct parameter arguments during an
even trigger. When a subsequent event is received, the function can rstlook at the storage;
if a result is found, the function can return the result; otherwise, it executes the code. After
the rst call, the total duration for the function depends on the look-up tit&,) for the

result, we can say that,

8

tiookup if the value is found in the storage

3 :
" tcompute OtherWISG

Texe =

There are two reasons why this method is attractive to improve the performance of

FaaS:

* First, since a component of charges is based on the execution time, this method, over
time, aims to reduce the cost in the computational process since clients can share the

context once stored.

» Second, consequently, the round trip latency for successive calls would be signi -

cantly lower for values delivered from the storage instead of being executed.
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This approach will aim to achieve high availability and reduce the cost of function
executing computing-intensive tasks, as well as enabling the requirements of low-latency
applications, such as smart metering, smart cities, autonomous vehicles, wearable devices,

and others.

3.3 Methodology

To evaluate this approach, we developed a function that extracts text from images using an
Optical Character Recognition (OCR) function and analyzes the sentiment of text as shown
in Figure 3.1a. The OCR Sentiment function is triggered by an HTTP gateway which the
client uses to invoke it given a parameter with the name of the image. Once the function
triggers, the function locates and downloads the image and an ORC function is used to
extract the text. A sentiment analyzer function is used to calculate the sentiment from
the extracted text. Different approaches can be used to extract the sentiment from a text.
Mechanisms such as lexicon [60], Python TextBlob [61], and Natural Language Processing
(NLP) [62] are some of the approaches most odten used. We modi ed the OCR Sentiment
function to use a module that integrates a mechanism to store the output from the function
during the rst invocation, as shown in Figure 3.1b. After the second invocation, if the
result is found during the lookup (5), the function skips the compute step and returns the

result to the provider (6).
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Sequence diagram to execute OCR Sentiment function. Once the client sends a request (1), the
gateway will trigger the FaaS provider to invoke (2) the function. Then, the provider executes
(3) and waits until the function nishes executing (4) or the function timeouts. Finally, the function
returns an output (5), and once the output is received, it returns it to the gateway (6), and the gateway
returns it to the client (7).

Sequence diagram to execute OCR Sentiment function + Storage module. After the client send
the request (1) and the gateway trigger the FaaS provider to invoke the function (2), the provider
executes the function (3). Within the function, a condition will check for a result in storage (4-6).

If a result is found, the function will immediately return the output. Otherwise, if the result is not
found, the function continues its execution.
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3.4 Experimental Setup

3.4.1 OCR-sentiment

The function, developed in Node.js, extracts the text from the images using an open-source
optical character recognition engine developed at Hewlett-Packard called Tesseract [63].
To analyze the sentiment, we used Amazon Comprehend, a natural-language processing
(NLP) engine to extract insights from texts. We deployed this function in AWS Lambda
with a Tesseract binary in the runtime layer of the function. To compute the function,
we used a JavaScript wrapper called node-tesseract-ocr to interact with the Tesseract OCR
Application Programming Interface (API) and used the APl of AWS to access the Amazon
Comprehend. To access this function from the Internet, we used an Application Load
Balancer within a virtual private cloud as the gateway and entry point for the client to trigger
and invoke the function through an HTTP event. Figure 3.2 shows the implementation of
a baseline approach, ocr-sentiment function. The code for this function can be found in

Listing A.1.

3.4.2 OCR-sentiment FaaSStorage

On the other hand, for the proposed approach, we modi ed the OCR-sentiment function to
introduce a new custom library within the main function code, called FaaSStorage, to store
the function's results as shown in Figure 3.3. We used DynamoDB as the storage unit due to
its high availability mechanism [64]. FaaSStorage is a JavaScript class created to perform
CRUD operations with the storage unit. Whenever the function sets or gets a value, it uses
the FaaSStorage to perform the task. The code for this function and the FaaSStorage can

be found in Listing A.5.
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3.5 Results

We evaluated the performance of both functions, OCR-sentiment and the OCR-sentiment +
FaaSStorage during the rst call (cold start) and subsequent call (warm start) while varying
the function memory size using the following sizes: 512, 768, 1024, 1536, 2048, 3072,
4096, 6144, 8192, 10240 MB. To measure the execution time of the function at different
workloads, we used three separate images with varying amounts of text were used: small
(14 words), medium (141 words), and large (589 words), and uploaded these images into
S3 to pull them within the function. We took several measurements of function execution
times while varying these parameters. Each function was tested using cURL [65] hosted in
a computed optimized EC2 instance with 128 vCPU, 256 GiB of memory, and 50 Gbps of
bandwidth.

As shown in Figure 3.4, we observed a trend that the average execution time improves in
both rst and subsequent calls by increasing the memory allocated. This happens because
the CPU capacity and network bandwidth allocated to containers executing the functions
are proportional to the memory allocated. Additionally, since the OCR-sentiment func-
tion is computationally-intensive, the time for the ORC engine to extract the text from the
image decreases. However, for both the rst and subsequent calls, as the memory size in-
creases, the rate of improvement in execution time steadily decreases for every workload.
For instance, for the large text in cold start, the rate of improvement between 512 and 768
MB, 768 MB and 1024 MB, and 1024 MB and 1536 MB, is 8.78 seconds, 4.11 seconds,
and 3.18 seconds, respectively, while the rate of improvement between 1536 MB and 2048
MB, 2048 MB and 3072 MB, and 3072 MB and 4098 MB, is 1.76 seconds, 0 seconds,
0.86 seconds, respectively. Table 3.1 presents a performance breakdown per memory size.
We can observe that the initiation time does not change for each memory size. In fact, the
initiation time variance of all the workloads, with distinct memory sizes, is 4.05% 10

ranging from 550 to 850 milliseconds. Finding the correct memory con guration can be
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challenging, but it is an essential aspect of current FaaS offerings, such as AWS Lambda,

to not over-provision the service.

(@)

(b)

Figure 3.4: The execution time performance for OCR-sentiment function as the con gured
memory increases in the (a) rst call (cold start) and (b) subsequent call (warm start).
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In some cases, increasing the memory size of a function would reduce the compu-
tational time. However, some external factors, such as a third-party API call, might be
affecting the performance of the function, in which adding more memory to the function
increases the cost without improving the performance. Table 3.2 compares the usage costs
each provider offers. For example, AWS Lambda charges per invocation, and one factor
added to this cost is the amount of memory allocated to the function, and these charges
will vary depending on the processor architecture that the function is using—x86 or Arm
architectures. FaasS offerings divide the cost per month of running a function into two parts:
request and compute costs. For the request cost, the fee is xed and is charged per million

requests. On the other hand, the computing cost is calculated using the following equation,

M alloc
1024

COS'[compute =(N  Texe) (3.1)

whereN is the number of invocations for a month, thge is the total duration for the
function to execute, including the initiation time (discussed in Chapter 2), ard fhg is

the memory allocated to execute the function.

Table 3.2: Breakdown of the cost of FaaS usage costs per provider and the monthly free
quota they offer.

Cost per 1 Rounded Free Monthly:

Provider FaaS Million Cost per 1 Duration Duration
GB-second (GB-seconds) /
Requests for cost (ms)
Requests
AWS AWS Lambda $0.20 $0.00001667 1 400,000/ 1M
Azure  Azure Functions $0.20 $0.00001600 1 400,000/ 1M
GCP Google Cloud Functions $0.40 $0.00001250 100 400,000/ 2M

Figure 3.5 shows the OCR-sentiment + FaaSStorage function and the execution time
performance in both cold and warm environments. Our proposed approach presents a sig-
ni cant reduction in the execution time compared to the OCR-sentiment. For instance, the

average execution time for subsequent calls using 512 MB reduced by 97.6% for the small,
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