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CHAPTER 1

INTRODUCTION

1.1 Background and Motivation

Arti�cial Intelligence (AI) and Machine Learning (ML) has achieved remarkable break-

throughs across various domains, such as image perception, protein structure prediction,

autonomous driving, virtual reality, and content generation. At the core of these advance-

ments are state-of-the-art (SOTA) AI/ML models, predominantly based on Transformer

models such as BERT [1] and GPT [2]. The rapid advancement of AI comes with an

increasing computational burden. As shown in Figure 1.1, AI model sizes have grown

exponentially, surging from 1 billion to 1000 billion parameters within just three years [3]. A

representative example is OpenAI's GPT-3, which consists of 175 billion parameters. Train-

ing such large-scale models requires over 4 million GPU hours, necessitates storage across

16 NVIDIA A100 GPUs, and can take several seconds for a single inference request [2].

This escalating complexity underscores the urgent need for ef�cient and scalable AI

models to ensure their practical training and deployment in real-world applications. There

is a growing demand for green and ubiquitous AI across both edge and cloud intelligence.

However, a signi�cant gap exists between these powerful yet resource-intensive ML models

and the constrained computational resources available on edge and cloud devices. This gap

not only challenges the feasibility of training and serving large-scale AI models in cloud

data centers but also restricts their deployment on resource-limited edge devices, such as

smartphones, AR/VR headsets, and IoT sensors.

The motivation behind this thesis is to bridge this gap and enable green AI by developing

ef�cient AI models through early-bird training and hierarchical compression, ensuring the

green and ubiquitous arti�cial intelligence while maintaining high accuracy and throughput.
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Figure 1.1: Illustration of the exponential growth in AI model sizes [3].

1.2 The Underlying AI Models

The underlying AI models powering numerous applications are often Transformer-based

architectures, such as Vision Transformers (ViTs) [4, 5] for computer vision (CV) tasks and

Large Language Models (LLMs) [6, 2, 1] for natural language processing (NLP) tasks. Both

architectures are built using Transformer blocks and process tokens as inputs. As shown in

Figure 1.2 (a), language tokens represent words in a sentence, where each word is tokenized

into a hidden vector using a prede�ned dictionary. Similarly, in Figure 1.2 (b), vision

tokens correspond to non-overlapping image patches, where 2D images are partitioned

into patches that are then linearly projected into embedded representations before being

processed by the Transformer model. As illustrated in Figure 1.2 (c), Transformer blocks

consist of alternating layers of multi-head self-attention (MHSA) and multi-layer perceptron

(MLP) blocks. The MLP contains two fully connected layers with a non-linearity function,

such as Gaussian Error Linear Unit (GELU). Additionally, Layer Normalization (LN) is

applied before each block. The self-attention module, a core component of Transformers [6],

is depicted in Figure 1.2 (d). It enables models to capture global context by computing

pairwise correlations among all tokens. This is achieved using multiple attention heads, each
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Figure 1.2: Illustration of (a) language tokens, (b) vision tokens, (c) a Transformer block,
and (d) the self-attention module.

capturing different contextual relationships. The self-attention mechanism is mathematically

de�ned as:

OAttn � Concat� H1; � ; Hh � � W O; where

Hi � Softmax�
QWQ

i � � KW K
i � T

Ô
dk

� � V WV
i ;

(1.1)

whereh denotes the number of heads,Q; K; V " Rn� d are the query, key, and value

vectors of hidden dimensiond obtained by linearly projecting the input sequence of length

n, respectively. For each head,W Q
i ; WK

i ; WV
i " Rd� dk are learnable projection weight

matrices, wheredk � d©h is the embedding dimension of each head. In this way, the

attention block �rst computes dot-products between the key-query pairs, then scales the dot-

product results to stabilize the training, usesSoftmax to normalize the resulting attention

scores, and �nally computes a weighted sum of the value embeddings corresponding to

different inputs. Finally, the results from all the heads are concatenated and further projected

with a weight matrixW O " Rd� d to generate the �nal outputs.
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Figure 1.3: The FLOPs (top) and measured latency (bottom) breakdowns of various Trans-
former models on an EdgeGPU TX2 [7], where the self-attention (SA) module denoted by
middle bars accounts for over 50% of the total latency.

1.3 Bottlenecks in AI Training and Deployment

Recent breakthroughs in AI models have fueled a growing demand for AI-powered intel-

ligence across numerous applications. However, achieving state-of-the-art (SOTA) per-

formance comes at a steep cost, primarily due to the massive training data and model

parameters required. Moreover, deploying SOTA AI models entails signi�cant hardware

latency and energy consumption, posing serious challenges to widespread adoption and

real-world applications [3, 8]. To better understand the bottlenecks in AI model training

and deployment, we conduct a detailed analysis by measuring and pro�ling FLOPs and

end-to-end latency on commercial edge devices, as discussed in the following subsections

and illustrated in Figure 1.3. Our pro�ling experiments cover a range of AI models, in-

cluding standard Transformers such as DeiT [5] and LeViT [9] for mobile applications and

Strided Transformer [10], which achieves state-of-the-art (SOTA) performance in AR/VR

applications. Based on our �ndings, we identify four major bottlenecks:
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1.3.1 Bottleneck1: Slow andCostlyTraining

The cost of AI training is growing exponentially, posing a signi�cant challenge to scalability

and accessibility. As an illustrative example, training the GPT-3 [2] model highlights the

immense computational burden of modern AI models. A single forward pass requires

1015 �oating-point operations (FLOPs), while the entire training process demands3:14�

1023 FLOPs. On a Tesla V100 cloud instance, even under ideal conditions—assuming a

theoretical peak of 28 TFLOPS and the lowest available 3-year reserved pricing—training

would take approximately 355 GPU years and cost over$4.6 million. Similarly, using

an RTX 8000 with 15 TFLOPS, the training time would stretch to 665 years [11]. This

exponential rise in computational demands highlights the urgent need for more ef�cient

training techniques to make AI development more accessible and sustainable.

1.3.2 Bottleneck2: MassiveMultiplications

Beyond training, AI model deployment also faces signi�cant computational challenges. As

shown in the FLOPs breakdown in Figure 1.3, both the self-attention module and MLPs are

computationally inef�cient, each contributing around 50% of the total FLOPs in Transformer

models, leading to a large number of multiplications. For example, DeiT-Base requires

17.6 GFLOPs for a single forward pass [12], and similarly, NLP Transformers like GPT-3

demand1015 FLOPs per inference pass. These massive multiplications form a fundamental

bottleneck in Transformer models, highlighting the urgent need for ef�cient alternatives to

reduce computational overhead.

1.3.3 Bottleneck3: Self-Attentionwith QuadraticComplexity

From Figure 1.3, we observe that self-attention consistently accounts for over 50% of the

total inference latency, reaching as high as 69% in LeViT-128 [9] when executed on real

mobile devices. Moreover, the matrix multiplications among the query (Q), key (K), and

value (V) vectors, i.e.,Q� K T and� Q� K T � � V , and their associated reshape/split operations
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contribute up to 53% of the self-attention module's total latency on EdgeGPU platforms [7].

This breakdown aligns with NLP Transformer statistics reported in [13], reinforcing that

self-attention, particularly its matrix multiplications, is a major performance bottleneck

in Transformer inference. Furthermore, the quadratic complexity of self-attention's core

matrix multiplications with respect to the number of input tokens [12] further exacerbates

this ef�ciency bottleneck as input sizes scale.

1.3.4 Bottleneck4: Low HardwareUtilization

Although self-attention requires fewer FLOPs than MLPs, it often results in higher runtime

latency. This discrepancy arises because GPUs, while highly optimized for dense matrix

multiplications in MLPs, exhibit low utilization for self-attention due to its irregular work-

load patterns and non-uniform memory access. Unlike the structured operations in MLPs,

self-attention relies on dynamic data dependencies, leading to inef�cient memory access and

underutilization of computational resources. Moreover, the global feature extraction nature

of self-attention introduces signi�cant data movement overhead. Since each token attends to

all other tokens, frequent memory accesses and synchronization lead to poor cache locality

and increased latency, further exacerbating hardware inef�ciencies. The low utilization of

self-attention remains a major bottleneck, spurring research into hardware-aware optimiza-

tions. While techniques like sparse attention and low-rank approximations show promise,

balancing algorithmic ef�ciency with hardware utilization remains challenging, highlighting

the need for dedicated algorithm-hardware co-design.

1.4 Thesis Statement

This thesis explores early-bird training and hierarchical hardware-aware compression as

key strategies for enhancing AI ef�ciency in both training and deployment. While early-

bird training improves training-level ef�ciency, hierarchical hardware-aware compression

optimizes deployment across three levels—operator, module, and algorithm-hardware co-
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design. Together, these techniques enable the development of green and ubiquitous AI

across edge and cloud platforms.

1.5 Thesis Overview

This thesis aims to systematically enhance the ef�ciency of AI models, particularly Trans-

formers, which serve as a uni�ed backbone across multiple modalities such as vision and

language. Our analysis and pro�ling reveal four key bottlenecks that hinder green and

ubiquitous AI: (1) training-level, where model training is slow and costly, , as discussed in

subsection 1.3.1; (2) operator-level, characterized by numerous yet computationally expen-

sive multiplications, as discussed in subsection 1.3.2; (3) module-level, where the attention

modules exhibit quadratic complexity relative to the number of input tokens, making them

dif�cult to scale, as discussed in subsection 1.3.3; and (4) algorithm-hardware co-design

level, where GPU utilization for Transformer models is signi�cantly lower compared to

general matrix multiplications (GEMMs), leading to suboptimal hardware ef�ciency, as

discussed in subsection 1.3.4. To address these challenges, we propose a joint early-bird

training and hierarchical compression approach for AI models, integrating four key tech-

niques: (1) Early-Bird Training, which identi�es small subnetworks within a large AI model

during early training stages and switches to these smaller models for continued training; (2)

ShiftAddViT, which replaces costly multiplications with ef�cient shift and add operators;

(3) Castling-ViT, which introduces linear attention mechanisms to achieve linear complexity

while maintaining accuracy; and (4) ViTCoD, a Vision Transformer model and hardware

co-design framework aimed at improving hardware utilization.

• Training-Level Ef�ciency: Early-Bird (EB) Training . AI models require extensive

computation for training, making it costly and time-consuming. EB Training mitigates

this by identifying small, trainable subnetworks within a large, randomly initialized

AI model at the early stages of training. These subnetworks enable switching to a

small model for the remainder of training, maintaining similar or even higher accuracy
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while signi�cantly reducing training time and computational costs.

• Operator-Level Ef�ciency: ShiftAddViT . One signi�cant bottleneck in current

Transformer models is the massive number of multiplications. However, there are

opportunities to alleviate this inef�ciency through strategic reparameterization. Specif-

ically, costly multiplications can be represented by bitwise shifts and adds, providing

a shortcut for reparameterizing ML models into shiftadd-based networks that are

naturally more hardware-friendly.

• Module-Level Scalability: Castling-ViT. Transformer-based models have achieved

impressive performance in both vision and language tasks, but they face signi�cant

bottlenecks due to the quadratic complexity of the attention module as the number

of tokens increases. To address this bottleneck at the module level, we explore

effective and ef�cient linear attention mechanisms, enabling us to develop scalable

large Transformer models with improved accuracy and ef�ciency tradeoffs.

• Algorithm-Hardware Co-Design: ViTCoD. Transformer models, particularly Vision

Transformers (ViTs), face signi�cant ef�ciency bottlenecks. Existing attention acceler-

ators, such as sparse attention accelerators, are primarily designed for natural language

processing (NLP) Transformers, which exhibit dynamic sparse attention patterns due

to varying input lengths. These accelerators require recon�gurable architectures with

large overheads to handle such variability [14, 15]. However, there are unexplored

algorithm opportunities speci�c to ViTs. Unlike NLP Transformers, ViTs have a �xed

number of input tokens, leading to consistent attention sparse patterns when the image

resolution is constant. These opportunities allow us to optimize the compute and data

access patterns by leveraging the relatively �xed attention sparse patterns in ViTs,

avoiding the need for complex recon�gurable architectures.

Note that these techniques are not limited to a speci�c model type; their principles can

be extended to various neural networks. For instance, EB Training has been applied to
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Convolutional Neural Networks (CNNs) [16], Transformers [17], Graph Neural Networks

(GNNs) [18], Spiking Neural Networks (SNNs) [19], and Generative Adversarial Networks

(GANs) [20]. Similarly, the ShiftAdd principle has been extended to CNNs [21], Super-

nets [22], ViTs [23], and LLMs [24]. Additionally, Castling-ViT's linear attention has been

adapted for LLMs [25], demonstrating its broad applicability.

This thesis is organized as follows: Chapter 2 introduces training-level ef�ciency through

EB Training; Chapter 3 discusses operator-level ef�ciency with ShiftAddViT; Chapter 4

focuses on module-level scalability through Castling-ViT; Chapter 5 explores algorithm-

hardware co-design with ViTCoD; and Chapter 6 concludes the thesis with a summary, a

snapshot of my other publications during my PhD journey, and a blueprint for future work.
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CHAPTER 2

DRAWING EARLY-BIRD TICKETS: TOWARDS MORE EFFICIENT TRAINING

OF DEEP NEURAL NETWORKS

2.1 Introduction

The recent record-breaking predictive performance achieved by deep neural networks

(DNNs) motivates a tremendously growing demand to bring DNN-powered intelligence into

numerous applications [26]. However, the excellent performance of modern DNNs comes at

an often prohibitive training cost due to the required vast volume of training data and model

parameters. As an illustrative example of the computational complexity of DNN training,

one forward pass of the ResNet50 [27] model requires 4 GFLOPs (FLOPs: �oating point

operations) of computations and training requires1018 FLOPs, which takes 14 days on one

state-of-the-art NVIDIA M40 GPU [28]. As a result, training a state-of-the-art DNN model

often demands considerable energy, along with the associated �nancial and environmental

costs. For example, a recent report shows that training a single DNN can cost over$10K

US dollars and emit as much carbon as �ve cars in their lifetimes [29], limiting the rapid

development of DNN innovations and raising various environmental concerns.

The recent trends of improving DNN ef�ciency mostly focus on compressing models

and accelerating inference. An empirically adopted practice is the so-calledprogressive

pruning and trainingroutine, i.e., training a large model fully, pruning it, and then retraining

the pruned model to restore the performance (the process can be iterated several rounds).

While this has been a standard practice for model compression [30], some recent efforts

have started empirically linking it to the potential of more ef�cient training. Notably, the

latest series of works [31, 32] reveals that dense, randomly initialized networks contain

small subnetworks that can match the test accuracy of original networks when trained alone
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themselves. These subnetworks are calledwinning tickets. Despite their insightful �ndings,

there remains to be a majorgap between the winning ticket observation and the goal of

more ef�cient training, since winning tickets were only identi�ed by pruning unimportant

connectionsafter fully training a dense network.

This project closes this gap by demonstrating theEarly-Bird (EB) tickets phenomenon:

the winning tickets can be drawn very early in training and with aggressively low-cost

training algorithms . Through a range of experiments on different DNNs and datasets, we

observe the consistent existence of EB tickets and the cheap costs needed to reliably draw

them, and develop a novelmask distancemetric to detect their emergence. After being

identi�ed, re-training those EB tickets (using standard training) leads to comparable or even

better �nal accuracies, compared to either standard training, or re-training the “ground-truth”

winning tickets drawn after full training as in [31]. Our observations seem to coincide

with the recent �ndings by [33, 34] about the two-stage optimization trajectory in training.

Taking advantage of EB tickets, we propose an ef�cient DNN training scheme termedEB

Train. To our knowledge, this is the �rst step taken towards exploiting winning tickets for a

realistic ef�cient training goal.

Our contribution can be summarized as follows:

• We discover the Early-Bird (EB) tickets, and show that they 1) consistently exist across

DNN models and datasets; 2) can emerge very early in training; and 3) stay robust

under (and sometimes even favor) various aggressive and low-cost training schemes (in

addition to early stopping), including large learning rates and low-precision training.

• We propose a practical, easy-to-compute mask distance as an indicator to draw EB

tickets without accessing the “ground-truth” winning tickets (drawn after full training),

�xing a major paradox for connecting winning tickets with the ef�cient training goal.

• We design a novel ef�cient training framework based on EB tickets (EB Train).

Experiments in state-of-the-art benchmarks and models show that EB Train can
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achieve up to5.8� � 10.7� energy savings, while maintaining the same or even

better accuracy, compared to training with the original winning tickets.

2.2 Related Works

Winning Ticket Hypothesis. The lottery ticket hypothesis [31] �rst points out that a small

subnetwork, called the winning ticket, can be identi�ed by pruning a fully trained dense

network; when training it in isolation with the same weight initialization once assigned

to the corresponding weights in the dense network, one can restore the comparable test

accuracy to the dense network. However, �nding winning tickets hinged on costly (iterative)

pruning and retraining. [35] studies the reuse of winning tickets, transferable across different

datasets. [36] discovers the existence of supermasks that can be applied to an untrained,

randomly-initialized network. [32] argues that the weight initialization might make less

difference when trained with a large learning rate, while the searched connectivity is more

of the winning ticket's core value. It also explores the usage of both unstructured and

(more hardware-friendly) structured pruning and shows that both lead to the emergence

of winning tickets. Another related work [37] prunes a network at single-shot with one

mini-batch, in which the irrelevant connections are identi�ed by a connection sensitivity

criterion. Compared to [31], the authors show their method to be more ef�cient in �nding

the good subnetwork (not the winning ticket), although its re-training accuracy/ef�ciency is

found to be inferior, compared to training the “ground truth” winning ticket.

Other Relevant Observations in Training. [38, 39] argue that deep networks will �rst

learn low-complexity (lower-frequency) functional components, before absorbing high-

frequency features: the former being more robust to perturbations. An important hint can be

found in [33]: the early stage of training seems to �rst discover the important connections

and the connectivity patterns between layers, which become relatively �xed in the later

training stage. That seems to imply that the critical sub-network (connectivity) can be
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identi�ed independently of, and seemingly also ahead of, the (�nal best) weights. Finally,

[34] demonstrates that training a deep network with a large initial learning rate helps the

model focus on memorizing easier-to-�t, more generalizable patterns faster and better – a

direct inspiration for us to try drawing EB tickets using large learning rates.

Ef�cient Inference and Training. Model compression has been extensively studied for

lighter-weight inference. Popular means include pruning [40, 41, 42, 43, 44, 45], weight

factorization [46], weight sharing [47], quantization [48], dynamic inference [49, 50, 51],

network architecture search [52], among many others [53, 54]. On the other hand, the

literature on ef�cient training appears to be much sparser. A handful of works [55, 56, 28,

57, 58, 59] focus on reducing the total training time in paralleled, communication-ef�cient

distributed settings. In contrast, our goal is to shrink the total resource cost for in-situ,

resource-constrained training, as [60] advocated. [61, 62] presented low-precision training,

which is aligned with our goal and can be incorporated into EB Train (see later).

2.3 Drawing Early-bird Tickets: Hypothesis and Experiments

We hypothesize that thewinning tickets can emerge at a very early training stage, which

we term as an Early-Bird (EB) ticket. Consider a dense, randomly-initialized network

f � x; � � , f reaches a minimum validation lossf loss at thei -th iteration with a test accuracy

f acc, when optimized with stochastic gradient descent (SGD) on a training set. In addition,

consider subnetworksf � x; m j � � with a maskm " r0; 1x indicates the pruned and

unpruned connections inf � x; � � . When being optimized with SGD on the same training

set,f � x; m j � t � reach a minimum validation lossf ¬
loss with a test accuracyf ¬

acc, where� t

denotes the weights at thet-th iteration of training. The EB tickets hypothesis articulates

that there existsm such thatf ¬
acc � f acc (even' ), i.e., same or better generalization, with

t 8 i (e.g., early stopping) and a sparsem (i.e., much reduced parameters).
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Figure 2.1: Retraining accuracy vs. epoch numbers at which the subnetworks are drawn,
for both PreResNet101 and VGG16 on the CIFAR-10/100 datasets, wherep indicates the
channel pruning ratio and the dashed line shows the accuracy of the corresponding dense
model on the same dataset,” denotes the retraining accuracies of subnetworks drawn from
the epochs with the best search accuracies, and error bars show the minimum and maximum
of three runs.

2.3.1 Do Early-birdTicketsAlwaysExist?

We perform ablation simulations using two representative deep models: VGG16 [63] and

pre-activation residual networks-101 (PreResNet101) [64], on two popular datasets: CIFAR-

10 and CIFAR-100. For drawing the tickets, we adopt a standard training protocol [32] for

both CIFAR-10 and CIFAR-100: the training takes 160 epochs in total and the batch size of

256; the initial learning rate is set to 0.1, and is divided by 10 at the 80th and 120th epochs,

respectively; the SGD solver is adopted with a momentum of 0.9 and a weight decay of

10� 4. For retraining the tickets, we keep the same setting by default.

We follow the main idea of [31], but instead prune networks trained at much earlier

points (before the accuracies reach their �nal top values), to see if reliable tickets can

still be drawn. We adopt the same channel pruning in [41] for all experiments since it is

hardware friendly and aligns with our end goal of ef�cient training [43]. Figure 2.1 reports

the accuracies achieved by re-training the tickets drawn from different early epochs. All

results consistently endorse that there exist high-quality tickets, at as early as the 20th epoch

(w.r.t. a total of 160 epochs), that can achieve strong re-training accuracies. Comparing

among different pruning ratiosp, it is not too surprising to see over-pruning (e.g.,p = 70%)

makes drawing good tickets harder, indicating a balance that we need to calibrate between

14



Table 2.1: The retraining accuracy of subnetworks drawn at different training epochs
using different learning rate schedules, with a pruning ratio of0:5. Here [0, 100] represents
� 0LR � 0:01; 100LR � 0:001� while [80, 120] denotes� 80LR � 0:01; 120LR � 0:001� , for compactness.

LR Schedule
Retrain acc. (%) (CIFAR-100) Retrain acc. (%) (CIFAR-10)

10 20 40 �nal 10 20 40 �nal

VGG16
[0, 100] 66.70 67.15 66.96 69.7292.88 93.03 92.80 92.64
[80, 120] 71.11 71.07 69.14 69.7493.26 93.34 93.20 92.96

PreResNet101
[0, 100] 69.68 69.69 69.79 70.9692.41 92.72 92.42 93.05
[80, 120] 71.58 72.67 72.67 71.5293.60 93.46 93.56 93.42

accuracy and training ef�ciency.

Two more striking observations from Figure 2.1: 1) there consistently exist EB tickets

drawn at certain early epoch ranges, that outperform those drawn in a later stages, including

the “ground-truth” winning tickets drawn at the 160th epoch. That intriguing phenomenon

implies the possible “over-cooking” when networks try to identify connectivity patterns at

later stage [33], that might hamper generalization; 2) some EB tickets can outperform even

their unpruned, fully-trained models (e.g., the dashlines), potentially thanks to the sparse

regularization learned by EB tickets.

2.3.2 Do Early-birdTicketsStill EmergeunderLower-CostTraining?

For EB tickets, only the important connections (connectivity) found by them matter, while

the weights are to be re-trained anyway. One might hence come up with an idea, that more

aggressive and “cheaper” training methods might be applicable to further shrink the cost of

�nding EB tickets (on top of the aforementioned early stopping of training thanks to the

identi�cation of EB tickets ), as long as the same signi�cant connections still emerge. We

experimentally investigate the impacts of two schemes (which are using appropriate large

learning rates and training in lower precision): EB tickets are observed to survive well under

both of them.

Appropriate large learning rates are important to the emergence of EB tickets.

We �rst vary the learning rate schedule in the above experiments. The original schedule
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Figure 2.2: Retraining accuracy and total training FLOPs comparison vs. epoch number at
which the subnetwork is drawn when using 8 bits precision during the stage of identifying
EB tickets based on the VGG16 model and CIFAR-10/100 datasets, wherep indicates the
channel-wise pruning ratio and the dashed line shows the accuracy of the corresponding
dense model on the same dataset.

is denoted as� 80LR � 0:01; 120LR � 0:001� , i.e., starting from 0.1, decayed to 0.01 at the 80th

epoch, and further decayed to 0.001 at the 120th epoch. In comparison, we test a new

learning rate schedule� 0LR � 0:01; 100LR � 0:001� : starting from 0.01 (the 0th epoch), and

decayed to 0.001 at the 100th epoch. After drawing tickets, we re-train them all using

the same learning rate schedule� 80LR � 0:01; 120LR � 0:001� for suf�cient training and a fair

comparison. We can see from Table 2.1 that high-quality EB tickets always emerge earlier

when searching with the schedule of a larger learning rates, i.e.,� 80LR � 0:01; 120LR � 0:001� ,

whose �nal accuracies are also better. Note that the earlier emergence of good EB tickets

contributes to lowering the training costs. It was observed that larger learning rates are

bene�cial for training the dense model fully to draw the winning tickets in [31, 32]: here we

show this bene�t extends to EB tickets too.

Low-precision training does not destroy EB tickets.We next examine the emergence

of EB tickets within a state-of-the-art low-precision training algorithm [65] , where all model

weights, activations, gradients and errors are quantized to 8 bits throughout training. Note

that here we only apply low-precision training to the stage of identifying EB tickets, and

afterwards the tickets are trained in the same full-precision. Figure 2.2 shows the retraining

accuracy and total number of FLOPs (EB ticket search (8 bits) + retraining (32 bits �oating

points)) for VGG16 and CIFAR-10/100. We can see that EB tickets still emerge when
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using aggressively low-precision for identifying EB tickets: the general trends resemble

the full-precision training cases in Figure 2.1, except the emergence of good EB tickets

seem to become even earlier up to initial epochs. In this way, it will lead to cost savings in

�nding EB tickets, since low-precision updates can aggressively save energy compared to

their full-precision baseline, as shown in Table 2.2.

2.3.3 How to Identify Early-BirdTicketsPractically?

Distance between Ticket Masks.For each time of pruning, we de�ne a binary mask of the

drawn ticket (pruned subnetwork) w.r.t. the full dense network. We follow [41] to consider

the scaling factorr in batch normalization (BN) layers as indicators of the corresponding

channels' signi�cance. Given a target pruning ratiop, we then prune the channels with top

p-percentage smallestr values. Denote the pruned channels as 0 while the kept ones as 1,

the original network can be mapped into a binary “ticket mask”. For any two sub-networks

pruned from the same dense model, we calculate theirmask distancevia the Hamming

distance between their two ticket masks.

Detecting EB Tickets via Mask Distances.We �rst visualize and observe the global

behaviors of mask distances between consecutive epochs. Figure 2.3 plots thepairwise mask

distance matrices(160� 160) of the VGG16 and PreResNet101 experiments on CIFAR-100,

at different pruning ratiosp, where� i; j � -th element in a matrix denotes the mask distance

between subnetworks drawn from thei -th andj -th epochs in that corresponding experiment

(160 epochs in total for all). For the ease of visualization, all elements in a matrix are linearly

normalized between 0 and 1; Therefore, in the resulting matrix, a lower value (close to 0)

indicates a smaller mask distance and is highlighted with a warmer color (same hereinafter).

Figure 2.3 demonstrates fairly consistent behaviors. Taking VGG16 on CIFAR-100 (p =

0.2) for an example: 1) at the very beginning, the mask distances change rapidly between

epochs, manifested by the quickly “cooling” colors (yellow� green), from the diagonal

line (lowest since that is comparing an epoch's mask with itself), to off-diagonal (comparing
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Figure 2.3: Visualization of the pairwise mask distance matrix for VGG16 and PreResNet101
on CIFAR-100.

different epochs; the more an element deviates from the diagonal, the more distant the two

epochs are away from each other); 2) after� 10 epochs, the off-diagonal elements become

“yellow” too, and the color transition becomes smoother from diagonal to off-diagonal,

indicating the masks change mildly only after passing this point; 3) after� 80 epochs, the

mask distances almost remain unchanged across epochs. Similar trends are observed in

other plots too. It seems to concur the hypothesis in [33] that a network �rst learns important

connectivity patterns and then �xs them and further tune their weights.

Our observation that the ticket masks quickly become stable and hardly changed in

early training stages supports drawing EB tickets. We therefore measure the mask distance

between the consecutive epochs, and draw EB tickets when such distance is smaller than

a threshold� . Practically, to improve the reliability of EB tickets, we will stop to draw

EB tickets when the last �ve recorded mask distances are all smaller than� , to avoid

some irregular �uctuation in early training stages. In Figure 2.3, the red lines indicate the

identi�cation of EB tickets when� is set to0:1.
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Figure 2.4: A high-level overview of the commonly adoptedprogressive pruning and
training scheme and our EB Train.

2.4 Ef�cient Training via Early Bird Tickets

In this section, we present an ef�cient DNN training scheme, termed as EB Train, which

leverages 1) the existence of EB tickets and 2) the proposed mask distance that can detect

the emergence of EB tickets for time- and energy-ef�cient training. We will �rst provide

a conceptual overview, and then describe the routine of EB Train, and �nally show the

evaluation performance of EB Train by benchmarking it with state-of-the-art methods of

obtaining compressed DNN models based on representative datasets and DNNs.

2.4.1 Why is EB TrainMoreEf�cient?

EB Train vs. Progressive Pruning and Training. Figure 2.4 illustrates an overview of our

proposed EB Train and theprogressive pruning and trainingscheme, e.g., as in [31]. In

particular, theprogressive pruning and trainingscheme adopts a three-step routine of 1)

training a large and dense model, 2) pruning it, and 3) then retraining the pruned model to

restore performance, and these three steps can be iterated [30]. The �rst step often dominates

(e.g., occupy 75% training FLOPs when using the PreResNet101 model and CIFAR-10
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Algorithm 1: The Algorithm for Searching EB Tickets
1: Initialize the weightsW , scaling factorr , pruning ratiop, and the FIFO queueQ with

lengthl;
2: while t (epoch)$ tmax do
3: UpdateW andr using SGD training;
4: Perform structured pruning based onr t towards the target ratiop;
5: Calculate themask distancebetween the current and last subnetworks and add toQ.
6: t � t � 1
7: if Max � Q� $ � then
8: t ˜ � t
9: Return f � x; mt ˜ j W � (EB ticket);

10: end if
11: end while

dataset) in terms of training energy and time costs as it involves training a large and dense

model. The key feature of our EB Train scheme is that it replaces the aforementioned steps 1

and 2 with a lower-cost step of detecting the EB tickets, i.e., enabling early stopping during

the time- and energy-dominant step of training the large and dense model, thus promising

large savings in both training time and energy. For example, assuming the �rst step of

theprogressive pruning and trainingscheme requiresN epochs to suf�ciently train the

model for achieving the target accuracy, the proposed EB Train needs onlyNEB epochs to

identify the EB tickets by making use of the mask distance that can detect the emergence of

EB tickets, whereNEB 8 N (e.g.,NEB ©N � 12:5%in the experiments summarized in

Figure 2.1 andNEB ©N � 6:25%in the experiment summarized in Table 2.1).

2.4.2 How to ImplementEB Train?

From Figure 2.1, we can see that the EB Train scheme consists of a training (searching)

step to identify EB tickets and a retraining step to retrain the EB tickets to achieve the target

accuracy.Algorithmalgorithm 1 describes the step of searching for EB tickets. Speci�cally,

the EB searching process 1) �rst initializes the weightsW and scaling factorsr ; 2) iterates

the structured pruning process as in ([41]) to calculate the mask distances between the

consecutive resulting subnetworks, storing them into a �rst-in-�rst-out (FIFO) queue with a

20



Figure 2.5: The total training FLOPs vs. the epochs at which the subnetworks are drawn
from, for both the PreResNet101 and VGG16 models on the CIFAR-10 and CIFAR-100
datasets, wherep indicates the channel-wise pruning ratio for extracting the subnetworks.
Note that the EB tickets at all cases achieve comparable or higher accuracies and consume
less FLOPs than those of the “ground-truth” winning tickets (drawn after the full training of
160 epochs).

length ofl = 5; and 3) exits when the maximum mask distance in the FIFO is smaller than

a speci�ed threshold� (default 0.1 with the normalized distances of [0,1]). The output is

the resulting EB ticket denoted asf � x; mt ˜ j W � , which will be retrained further to reach

the target accuracy. Note that unlike the lottery ticket training in [31], EB Train inherits the

unpruned weights from the drawn EB ticket instead of rewinding to the original initialization,

as it has been shown that deeper networks are not robust to reinitializion with untrained

weights [66].

2.4.3 How doesEB TrainPerformComparedto SOTATechniques?

Experiment Setting. We consider training the VGG16 and PreResNet101 models on both

CIFAR-10/100 and ImageNet datasets following the basic setting of [32] (i.e., training 160

epochs for CIFAR and 90 epochs for ImageNet). We measure the trainingenergy costs from

real-device operationsas the energy cost consists of both computational and data movement

costs, the latter of which is often dominant but can not captured by the commonly used

metrics, such as the number of FLOPs [67], we evaluate the proposed techniques against

the baselines in terms of accuracy and real measured energy consumption. Speci�cally, all

the energy consumption of full-precision models are obtained by training the corresponding
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models in an embedded GPU (NVIDIA JETSON TX2). The GPU measurement setup can

be found in the Appendix. Note that the energy measurement results include the overhead of

using the mask distance to detect the emergence of EB tickets, which is found negligible as

compared to the total training cost. For example, for the VGG16 model, the overhead caused

by computing mask distances is& 0:029%in memory storage size,& 0:026%in FLOPs,

and& 0:07%in real-measured energy costs. This is because 1) the mask distance evaluation

only involves simple hamming distance calculations and 2) each epoch only calculates the

distance once.

Results and Analysis.We �rst compare the computational savings with the baselines

using aprogressive pruning and trainingscheme [41] in terms of the total training FLOPs,

when drawing subnetworks at different epochs. Figure 2.5 summarizes the results of the

PreResNet101/VGG16 models and CIFAR-10/100 datasets, corresponding to the same set

of experiments as in Figure 2.1. We see that EB Train can achieve2:2 � 2:4� FLOPs

reduction over the baselines, while leading to comparable or even better accuracy (- 0.81%

� + 2.38% over the baseline).

Table 2.2 compares the retraining accuracy and consumed FLOPs/energy of EB Train

with four state-of-the-artprogressive pruning and trainingtechniques: the original lottery

ticket (LT) training [31], network slimming (NS) [41], ThiNet [44] and SNIP [37]. While

all of them involve the process of training a dense network, pruning it, and retraining, they

apply different pruning criteria, e.g., NS imposesL1-sparsity on channel-wise scaling factors

from BN layers, and ThiNet greedily prunes the channel that has the smallest effect on the

next layer's activation values. For EB Train, we by default follow [41] to inherit the same

weights when re-training the searched ticket, adopting �oating points for both the search and

retrain stages (i.e., EB Train FF). We also notice existing debates [32] on the initialization

re-use, and thus also compare with a variant by re-training the ticket from a new random

initialization, termed asEB Train (re-init). The comparisons in Table 2.2 further show that

inheriting weights from the EB tickets favor the generalization of retraining as compared
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Table 2.2: Comparing the accuracy and energy/FLOPs of EB Train (including its variants),
NS ([41]), LT [31], SNIP [37], and ThiNet ([44]).

Setting Methods
Retrain acc. Energy cost (KJ)/FLOPs (P)

p=30% p=50% p=70% p=30% p=50% p=70%

PreResNet
-101

CIFAR-10

LT (one-shot) 93.70 93.21 92.78 6322/14.9 6322/14.9 6322/14.9
SNIP 93.76 93.31 92.76 3161/7.40 3161/7.40 3161/7.40
NS 93.83 93.42 92.49 5270/13.9 4641/12.7 4211/11.0
ThiNet 93.39 93.07 91.42 3579/13.2 2656/10.6 1901/8.65
EB Train (re-init) 93.88 93.29 92.39 2817/7.75 2382/7.05 1565/3.77
EB Train (FF) 93.91 93.90 92.49 2370/6.50 1970/5.70 1452/3.50
EB Train (LF) 93.48 93.31 92.24 2265/6.45 1667/5.39 1338/3.44
EB Train (LL) 93.24 92.85 92.12 489.4/6.45 410.9/5.39 281.8/3.44

EB Train Improv. 0.08 0.48 -0.29 6.5� /1.1� 6.5� /1.4� 6.7� /2.2�

VGG16
CIFAR-10

LT (one-shot) 93.18 93.25 93.28 746.2/30.3 746.2/30.3 746.2/30.3
SNIP 93.20 92.71 92.30 373.1/15.1 373.1/15.1 373.1/15.1
NS 93.05 92.96 92.70 617.1/27.4 590.7/25.7 553.8/23.8
ThiNet 92.82 91.92 90.40 298.0/22.6 383.9/19.0 380.1/16.6
EB Train (re-init) 93.11 93.23 92.71 290.4/14.4 237.3/12.0 200.5/9.45
EB Train (FF) 93.39 93.26 92.71 256.4/12.7 213.4/10.8 184.2/9.85
EB Train (LF) 93.20 93.19 92.91 250.1/12.8 199.4/10.7 170.3/8.51
EB Train (LL) 93.25 93.13 92.60 56.1/12.8 43.1/10.7 36.5/8.51

EB Train Improv. 0.19 0.01 - 0.57 6.6� /1.2� 8.6� /1.4� 10.2� /1.8�

PreResNet
-101

CIFAR-100

LT (one-shot) 71.90 71.60 69.95 6095/14.9 6095/14.9 6095/14.9
SNIP 72.34 71.63 70.01 3047/7.40 3047/7.40 3047/7.40
NS 72.80 71.52 68.46 4851/13.7 4310/12.5 3993/10.3
ThiNet 73.10 70.92 67.29 3603/13.2 2642/10.6 1893/8.65
EB Train (re-init) 73.23 73.36 71.05 2413/7.35 2016/6.25 1392/3.53
EB Train (FF) 73.52 73.15 72.29 2020/6.40 1769/5.45 1294/3.28
EB Train (LF) 73.41 73.02 70.72 2038/6.42 1614/5.45 1171/2.99
EB Train (LL) 73.04 71.82 69.45 434.4/6.42 366.5/5.45 247.3/2.99

EB Train Improv. 0.42 1.73 2.28 7.0� /1.2� 7.2� /1.4� 7.6� /2.5�

p=10% p=30% p=50% p=10% p=30% p=50%

VGG16
CIFAR-100

LT (one-shot) 72.62 71.31 70.96 741.2/30.3 741.2/30.3 741.2/30.3
SNIP 71.55 70.83 70.35 370.6/15.1 370.6/15.1 370.6/15.1
NS 71.24 71.28 69.74 636.5/29.3 592.3/27.1 567.8/24.0
ThiNet 70.83 69.57 67.22 632.2/27.4 568.5/22.6 381.4/19.0
EB Train (re-init) 71.65 71.48 69.66 345.3/16.3 300.0/13.7 246.8/10.6
EB Train (FF) 71.81 72.17 71.28 287.7/14.1 262.2/12.2 221.7/9.85
EB Train (LF) 71.60 71.50 70.27 270.5/14.0 262.7/12.8 208.7/10.1
EB Train (LL) 71.34 70.53 69.91 54.6/14.0 64.4/12.8 44.4/10.1

EB Train Improv. - 0.81 0.86 0.32 6.8� /1.1� 5.8� /1.2� 10.7� /1.5�

to both the random initialization and “over-cooked” weights, aligning well with the recent

discussion between rewinding and �ne-tuning [68]. Furthermore, we apply the proposed

EB Train on top of the low-precision training method [69] and obtain experiment results of
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another two variants of EB Train: 1) EB Train with low-precision search and full-precision

retrain (i.e., EB Train LF), and 2) EB Train with both low-precision search and retrain (i.e.,

EB Train LL).

Table 2.2 demonstrates that EB Train consistently outperforms all competitors in terms

of saving training energy and computational costs, meanwhile improving the �nal accuracy

in most cases. We useEB Train Improv.to record the performance margin (either accuracy

or energy/computation) between EB Train and thestrongestcompetitor among the four

state-of-the-art baselines. Speci�cally, EB Train with full-precision �oating point (FP32)

search and retrain outperforms those pruning methods by up to1:2 � 4:7� and1:1 � 4:5�

in terms of the energy consumption and computational FLOPs, while always achieving

comparable or even better accuracies, across three pruning ratios, two DNN models and two

datasets. Moreover, EB Train with both low-precision (8 bits block �oating point (FP8))

search and retrain outperforms the baselines by up to5:8 � 24:6� and1:1 � 5:0� in

terms of energy consumption estimated using real-measured unit energy from [70] and

computational FLOPs. Note that FP8 and FP32 are counted as the same FLOPs count

units [71]. In addition, comparing with there-init variant endorses the effectiveness of

initialization inheritance in EB Train. As an additional highlight, EB Train naturally leads

to more ef�cient inference of the pruned DNN models, unifying the boost of ef�ciency

throughout the full learning lifecycle.

ResNet18/50 on ImageNet.To study the performance of EB Train in a harder dataset, we

conduct experiments using ResNet18/50 and ImageNet, and compare its resulting accuracy,

total training FLOPs and energy cost with those of the method in [27], NS [41], ThiNet [44]

and SFP [42] as summarized in Table 2.3. We havethree observations: 1) When training

ResNet18 on ImageNet, EB Train achieves a better accuracy (+0.27%) over the unpruned

one while introducing 10% channel sparsity; 2) EB Train outperforms other baselines

for both ResNet18 and ResNet50 by reducing the total training costs while achieving a

comparable or better accuracy. Speci�cally, EB Train achieves a reduced training FLOPs of
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Table 2.3: Comparing the accuracy and total training FLOPs of EB Train, Network Slimming
[41], ThiNet [44], and SFP [42]. The “Acc. Improv.” is the accuracy of the pruned model
minus that of the unpruned model, so a positive number means the pruned model has a
higher accuracy.

Models Methods
Pruning

ratio
Top-1

Acc. (%)
Top-1 Acc.
Improv. (%)

Top-5
Acc. (%)

Top-5 Acc.
Improv. (%)

Total Training
FLOPs (P)

Total Training
Energy (MJ)

ResNet18
ImageNet

Unpruned - 69.57 - 89.24 - 1259.13 98.14

NS
10% 69.65 +0.08 89.20 -0.04 2424.86 193.51
30% 67.85 -1.72 88.07 -1.17 2168.89 180.92

SFP 30% 67.10 -2.47 87.78 -1.46 1991.94 158.14

EB Train
10% 69.84 +0.27 89.39 +0.15 1177.15 95.71
30% 68.28 -1.29 88.28 -0.96 952.46 84.65

ResNet50
ImageNet

Unpruned - 75.99 - 92.98 - 2839.96 280.72

ThiNet

30% 72.04 -3.55 90.67 -2.31 4358.53 456.13
50% 71.01 -4.58 90.02 -2.96 3850.03 431.73
70% 68.42 -7.17 88.30 -4.68 3431.48 416.44

EB Train

30% 73.86 -1.73 91.52 -1.46 2242.30 232.18
50% 73.35 -2.24 91.36 -1.62 1718.78 188.18
70% 70.16 -5.43 89.55 -3.43 890.65 121.15

51.5%� 56.1% and 48.6%� 74.0% and a reduced training energy of 46.5%� 53.2% and

49.1%� 70.9%, while leading to a better top-1 accuracy of +0.19%� +1.18% and +1.74%

� +2.34% for ResNet18 and ResNet50, respectively. For example, when training ResNet50

on ImageNet, EB Train with a pruning ratio of 70% achieves better (+1.74%) accuracy

over ThiNet while saving 74% total training FLOPs and 71% training energy; 3) Different

from the results on CIFAR-10/100 shown in Table 2.2, all methods performed on ImageNet

(a harder dataset) start to yield accuracy reductions (-1.72%� -3.55%) for ResNet18/50

with a pruning ratio of only 30%, compared with the unpruned one. Note that in Table 2.3,

the unpruned results are based on the of�cial implementation in [27]; The SFP results are

obtained from their original paper [42], which does not provide results at a pruning ratio of

10%; all the ThiNet results under various pruning ratios are obtained from the original paper

[44]; and the NS results are obtained by conducting the experiments ourselves.
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2.5 Summary

In this chapter, we have demonstrated that winning tickets can be identi�ed at a very early

stage of training—i.e., Early-Bird (EB) tickets exist—not only in standard training but

also across several lower-cost training schemes. This �nding underscores the practical

success of applying EB tickets for ef�cient AI model training, achieving competitive

performance compared to state-of-the-art methods. Moreover, this EB phenomenon is

consistently observed across various AI models, including Convolutional Neural Networks

(CNNs) [16], Transformers [17], Graph Neural Networks (GNNs) [18], Spiking Neural

Networks (SNNs) [19], and Generative Adversarial Networks (GANs) [20]. These consistent

observations highlight the generalizability of this phenomenon and its effectiveness as a

method for ef�cient AI model training.
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CHAPTER 3

SHIFTADDVIT: MIXTURE OF MULTIPLICATION PRIMITIVES TOWARDS

EFFICIENT VISION TRANSFORMERS

3.1 Introduction

Vision Transformers (ViTs) have emerged as powerful vision backbone substitutes to

convolutional neural networks (CNNs) due to their impressive performance [6, 4]. However,

ViTs' state-of-the-art (SOTA) accuracy comes at the price of prohibitive hardware latency

and energy consumption for both training and inference, limiting their prevailing deployment

and applications [8, 72], even though pre-trained ViT models are publicly available. The

bottlenecks are twofold based on many pro�ling results: attention and MLPs, e.g., they

account for 36%/63% of the FLOPs and 45%/46% of the latency when running DeiT-Base [5]

on an NVIDIA Jetson TX2 GPU [73, 74]). Previous ef�cient ViT solutions mostly focus

on macro-architecture designs [9, 75, 76, 5, 77, 78] and linear attention optimization [79,

80, 81, 82, 83, 12]. However, they pay less attention on reducing the underlying dominant

multiplications as well as on co-optimizing both attention and MLPs.

We identify that one of the most effective yet still missing opportunities for accelerating

ViTs is to reparameterize their redundant multiplications with a mixture of multiplication

primitives, i.e., bitwise shifts and adds. The idea is drawn from the common hardware design

practice in computer architecture or digital signal processing. That is, the multiplication

can be replaced by bitwise shifts and adds [84, 85]. Such a hardware-inspired approach

can lead to an ef�cient and fast hardware implementation without compromising the model

accuracy. As such, this project embodies the shift&add idea in ViTs towards a new type of

multiplication-reduced model. Moreover, unlike previous ShiftAddNet [21] which requires

full and slow training and dedicated hardware accelerator support, our method starts from
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pre-trained ViTs to avoid the tremendous cost of training from scratch and targets end-to-end

inference speedups, i.e., accelerating both attention and MLPs, on GPUs.

Table 3.1: Hardware cost under 45nm CMOS.

OPs Format Energy (pJ) Area (� m2)

Mult.

FP32 3.7 7700

FP16 0.9 1640

INT32 3.1 3495

INT8 0.2 282

Add

FP32 1.1 4184

FP16 0.4 1360

INT32 0.1 137

INT8 0.03 36

Shift

INT32 0.13 157

INT16 0.057 73

INT8 0.024 34

The aforementioned shift&add concept

uniquely inspires our design of naturally

hardware-friendly ViTs, but it also presents

us with three challenges to address.First,

how to effectively reparameterize ViTs with

shifts and adds? Previous ShiftAdd-based

networks [21] reparameterizes CNNs by cas-

cading shift layers and add layers, leading

to a doubled number of layers or parame-

ters. The customized CUDA kernels of shift

and add layers also suffer from much slower

training and inference than PyTorch [86]

on GPUs. Both motivate a new easy-to-

accelerate reparameterization method for

ViTs. Second, how to maintain the accuracy after reparameterization? It is expected

to see accuracy drops when multiplications are turned into shift and add primitives [87,

88]. Most works compensate for the accuracy drops by enlarging model sizes leveraging

the much improved energy ef�ciency advantages of shifts and adds [21], e.g., up to 196�

unit energy savings than multiplications as shown in Table 3.1. While in ViTs, where input

images are split into non-overlapping tokens, one can uniquely leverage the inherent adaptive

sensitivity among input tokens. In principle, the essential tokens containing target objects are

expected to be processed using more powerful multiplications. In contrast, tokens with less

important background information can be handled by cheaper primitives. Such a principle

aligns with the spirit of recent token merging [89] and input adaptive methods [90, 91, 92]

for ViTs. Third, how can we balance the loading and processing time for the aforementioned
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important and less-important input tokens? For ViTs, using a mixture of multiplication

primitives can lead to varying processing speeds for sensitive and non-sensitive tokens. This

needs to be balanced; otherwise, intermediate activations may take longer to synchronize

before progressing to the next layer.

To the best of our knowledge,this is the �rst attemptto address the above three chal-

lenges and to incorporate the shift&add concept from the hardware domain in designing

multiplication-reduced ViTs using a mixture of multiplication primitives. Speci�cally, we

make the following contributions:

• We take inspiration from hardware practice to reparameterize pre-trained ViTs with

a mixture of complementary multiplication primitives, i.e., bitwise shifts and adds,

to deliver a new type of multiplication-reduced network, dubbedShiftAddViT . All

MatMuls in attention are reparameterized by additive kernels, and the remaining

linear layers and MLPs are reparameterized by shift kernels. The kernels are built in

TVM for practical deployments.

• We introduce a new mixture of experts (MoE) framework for ShiftAddViT to preserve

accuracy post-reparameterization. Each expert represents either a multiplication or its

primitives, such as shifts. Depending on the importance of a given input token, the

appropriate expert is activated, for instance, multiplications for vital tokens and shifts

for less crucial ones.

• We introduce a latency-aware load-balancing loss term within our MoE framework

to dynamically allocate input tokens to each expert. This ensures that the number of

tokens assigned aligns with the processing speeds of the experts, signi�cantly reducing

synchronization time.

• We conduct extensive experiments to validate the effectiveness of our proposed Shif-

tAddViT. Results on various 2D/3D Transformer-based vision models consistently

show its superior ef�ciency, achieving up to5.18� latency reductions on GPUs and
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42.9% energy savings, while maintaining a comparable or even higher accuracy than

the original ViTs.

3.2 Related Works

Vision Transformers (ViTs). ViTs [4, 5] split images into non-overlapping patches or

tokens and have outperformed CNNs on a range of vision tasks. They use a simple encoder-

only architecture, primarily made up of attention modules and MLPs. The initial ViTs

necessitated costly pre-training on expansive datasets [93], and subsequent advancements

like DeiT [5] and T2T-ViT [94] alleviated this by re�ning training methodologies or craft-

ing innovative tokenization strategies. Later on, a surge of new ViT architecture designs,

such as PVT [95], CrossViT [96], PiT [97], MViT [98], and Swin-Transformer [99], has

emerged to improve the accuracy-ef�ciency trade-offs using a pyramid-like architecture.

Another emergent trend revolves around dynamic ViTs like DynamicViT [90], A-ViT [91],

ToME [89], and MIA-Former [92], aiming to adaptively eliminate non-essential tokens.

Our MoE framework resonates with this concept but addresses those tokens using low-cost

multiplication primitives that run concurrently. For edge deployment, solutions such as

LeViT [9], MobileViT [75], and Ef�cientViT [81, 80] employ ef�cient attention mechanisms

or integrate CNN feature extractors. This approach propels ViTs to achieve speeds compara-

ble to CNNs, e.g., MobileNets [100]. In contrast, our proposed ShiftAddViT is the �rst to

draw from shift&add hardware shortcuts for reparameterizing pre-trained ViTs, boosting

end-to-end inference speeds and energy ef�ciency without hurting accuracy. Therefore,

ShiftAddViT is orthogonal to existing ViT designs and can be applied on top of them.

Ef�cient ViTs. Tremendous efforts have been dedicated to designing ef�cient ViTs. For

instance, to address the costly self-attention module, which possesses quadratic complexity

in relation to the number of input tokens, various linear attentions have been introduced.

These can be broadly divided into two categories: local attention [99, 101, 102] and kernel-

based linear attention [103, 82, 104, 105, 81, 8, 106]. For the former category, Swin [99]
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computes similarity measures among neighboring tokens rather than all tokens. QnA [101]

disseminates the attention queries across all tokens. MaxViT [102] employs block attention

and integrates dilated global attention to capture both local and global information. Regard-

ing the latter category, most methods approximate the softmax function [82, 103, 107] or the

complete self-attention matrix [104, 105] using orthogonal features or kernel embeddings,

allowing the computational order to switch from� QK � V to Q� KV � . Furthermore, a

few efforts target reducing the multiplication count in ViTs. For instance, Ecoformer [8]

introduces a novel binarization paradigm through kernelized hashing forQ©K , ensuring

thatMatMuls in attentions become solely accumulations. Adder Attention [72] examines

the challenges of integrating adder operators into attentions and suggests including an

auxiliary identity mapping. ShiftViT [108] incorporates spatial shift operators into attention

modules. Different from previous works, our ShiftAddViT focuses on not only attention

but also MLPs towards end-to-end ViT speedups. AllMatMuls can be transformed into

additions/accumulations using quantization, eliminating the need for complex kernelized

hashing (KSH) as in [8]. For the remaining linear layers in the attention modules or MLPs,

they are converted to bitwise shifts or MoEs, rather than employing spatial shifts like [108]

for attentions.

Multiplication-less NNs. Numerous efforts aim to minimize the dense multiplications,

which are primary contributors to the time and energy consumption in CNNs and ViTs.

In the realm of CNNs, binary networks [109, 110] binarize both activations and weights;

AdderNet [87, 111, 112] fully replaces multiplications with additions with a commendable

accuracy drop; Shift-based networks use either spatial shifts [113] or bitwise shifts [114]

to replace multiplications. Recently, techniques initially developed for CNNs have found

applications in ViTs. For instance, BiTs [115, 116] introduce binary transformers that

maintain commendable accuracy; Shu et al. and Wang et al. also migrate the add or shift

idea to ViTs with the scope limited to attentions [72, 108]. Apart from network designs,

there are also neural architecture search efforts made towards both accurate and ef�cient

31



networks [22, 117]. As compared to the most related work, i.e., ShiftAddNet [21] and

ShiftAddNAS [22], our ShiftAddViTfor the �rst time enables shift&add idea in ViTs

without compromising the model accuracy, featuring three more characteristics that make it

more suitable for practical applications and deployment: (1) starting from pre-trained ViTs

to avoid the costly and tedious training from scratch; (2) focusing on optimization for GPUs

rather than on dedicated hardware such as FPGAs/ASICs; (3) seamlessly compatible with

the MoE framework to enable switching between the mixture of multiplication primitives,

such token-level routing and parallelism are uniquely applicable and designed for ViTs.

3.3 Preliminaries

Self-attention and Vision Transformers.Self-attention is a core ingredient of Transform-

ers [6, 4], and usually contains multiple headsH with each measuring pairwise correlations

among all input tokens to capture global-context information. It can be de�ned as below:

Attn � X � � Concat� H1; � ; Hh � W O; where

Hi � Softmax�
f Q � X � � f K � X � T

Ô
dk

� � f V � X � ;
(3.1)

whereh denotes the number of heads. Within each head, input tokensX " Rn� d of lengthn

and dimensiond will be linearly projected to query, key, and value matrices, i.e.,Q; K ; V "

Rn� dk , through three linear mapping functions,f Q � XW Q; f K � XW K ; f V � XW V ,

wheredk � d©h is the embedding dimension of each head. The results from all heads are

concatenated and projected with a weight matrixW O " Rd� d to generate the �nal outputs.

Such an attention module is followed by MLPs with residuals to construct one transformer

block that can be formulated as below:

X Attn � Attn � LayerNorm � X �� � X ;

X MLP � MLP� LayerNorm � X Attn �� � X Attn :
(3.2)
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Figure 3.1: An overview illustration of the network architecture of ShiftAddViT.

Shift and Add Primitives. Direct hardware implementation of multiplications is

inef�cient. Shift and add primitives serve as “shortcuts” for streamlined hardware designs.

Shift operators, equivalent to multiplying by powers of two, offer signi�cant savings. As

shown in Table 3.1, such shifts can reduce energy use by up to 23.8� and chip area by 22.3�

compared to multiplications [118, 21], given theINT32 data format and 45nm CMOS

technology. Similarly, add operators, another ef�cient primitive, can achieve up to 31.0�

energy and 25.5� area savings relative to multiplications. Both primitives have driven

numerous network architecture innovations [87, 114, 21, 22].

3.4 The Proposed ShiftAddViT

Overview. Given the widespread availability of pre-trained ViT model weights, we aim to

�ne-tune and transform them into multiplication-reduced ShiftAddViTs in order to decrease

runtime latency and enhance energy ef�ciency. To achieve this, we must reparameterize

both the attentions and MLPs in ViTs to shift and add operators. Instead of using cas-

caded shift layers and add layers as in ShiftAddNet [21] or designing speci�c forward and

backpropagation schemes like AdderNet [87, 72], we lean on the simple yet effective ap-

proach of ViTs' long-dependency modeling capability. We propose replacing the dominant

MLPs/Linears/MatMuls with shifts and adds, leaving the attention intact. This approach

permits ShiftAddViTs to be adapted from existing ViTs without the need for training from
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scratch. As illustrated in Figure 3.1, for attentions, we transform four Linear layers and two

MatMuls into shift and add layers, respectively. For MLPs, direct replacement with shift

layers results in signi�cant accuracy degradation. Hence, we consider designing a dedicated

MoE framework incorporating a blend of multiplication primitives, such as multiplication

and shift, to achieve both accurate and ef�cient �nal models. These steps transition pre-

trained ViTs into ShiftAddViTs, achieving much reduced runtime latency while maintaining

a comparable or even higher accuracy.

3.4.1 ReparameterizationTowardsMultiplication-reducedNetworks

This subsection describes how we reparameterize pre-trained ViTs with hardware-ef�cient

shift and add operators, including a detailed implementation and the corresponding sensitiv-

ity analysis.

Reparameterization of Attention. There are two categories of layers in attention

modules:MatMuls and Linears, that can be converted toAdd andShift layers, respec-

tively. In order to reparameterizeMatMuls to Add layers, we consider performing binary

quantization on one operand duringMatMuls , e.g.,Q or K for theMatMul of QK , so

that the multiply-and-accumulate (MAC) operators between two matrices will be replaced

with merely energy-ef�cient add operators [8]. Furthermore, to build ShiftAddViT on top of

ef�cient linear attentions [79, 8, 105], we exchange the order ofMatMuls from � QK � V

to Q� KV � for achieving linear complexity w.r.t. the number of input tokens. In this way,

the binary quantization will be applied toK andQ as illustrated in Figure 3.1 (b), leaving

the more sensitiveV branch as high precision. This also allows us to insert a lightweight

depthwise convolution (DWConv) toV branch in parallel to enhance local feature capturing

capability with negligible overhead ($1% of total MACs) following recent SOTA linear

attention designs [104, 12]. On the other hand, for reparameterizing the left four Linears

in the attention module withShift layers, we resort to sign �ips and power-of-two shift

parameters to represent the Linear weights [114, 21].
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Figure 3.2: Illustration of bothShift andAdd layers, whereX andO refer to inputs and
outputs.

We illustrate the implementation ofShift andAdd layers in Figure 3.2 and formulate

them as follows:

OShift � = X T � W S � = X T � s � 2P ; OAdd � = X T � 1rW A j 0x; (3.3)

whereX refers to input activations,W S andW A are weights inShift andAdd layers,

respectively. ForShift weightsW S � s � 2P , s � sign� W � " r � 1; 1x denotes sign

�ips, P � round� log2� abs� W ��� , and2P represents bitwise shift towards left (P %0) or

right (P $ 0). Boths andP are trainable during the training. ForAdd weights, we have

applied binary quantization and will skip zeros directly, the remaining weights correspond

to additions or accumulations. Combining those two weak players, i.e.,Shift andAdd,

leads to higher representation capability as also stated in ShiftAddNet [21], we highlight

that our ShiftAddViT seamlessly achieves such combination for ViTs, without the necessity

of cascading both of them as a substitute for one convolutional layer.

Reparameterization of MLPs. MLPs are often overlooked but also dominate ViTs'

runtime latency apart from attentions, especially for models with the small or medium

amount of tokens [74, 119, 15]. One natural thought is to reparameterize all MLPs with

Shift layers as de�ned above. However, such aggressive design can lead to severe accuracy

drops, e.g.,� 1.18% for PVTv1-T [95], (DWConv used between two MLPs in PVTv2 are

kept). We resolve this by proposing a new MoE framework to achieve speedups with a

comparable accuracy, as shown in Figure 3.1 (c) and elaborated in subsection 3.4.2.
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Table 3.2: Sensitivity analysis of reparameter-
izing ViTs with Shift andAdd.

Components Apply
Acc. (%) of PVT [95, 78]

PVTv2-B0 PVTv1-T

- - 70.50 75.10

- MSA 71.25 76.21

Attention
LA+Add 70.95 75.20

Shift 70.96 76.05

MLPs
Shift 70.28 73.92

MoE 70.86 74.81

Sensitivity Analysis. To investigate

whether the above reparameterization meth-

ods work as expected, we break down all

components and conduct sensitivity analy-

sis, with each being applied to ViTs with

only 30 epochs of �netuning. As summa-

rized in Table 3.2, applying linear attention

(LA), Add, orShift to attention layers has

little in�uence on accuracy. But applying

Shift to MLPs may cause severe accuracy

drops for sensitive models like PVTv1-T. Also, making MLPs more ef�cient can largely

enhance the energy ef�ciency (e.g., occupy 65.7% on PVTv2-B0). Both these accuracy and

ef�ciency perspectives motivate us to propose a new reparameterization scheme for MLPs.

3.4.2 Mixture of ExpertsFramework

This subsection elaborates on the hypothesis and method of our ShiftAddViT MoE frame-

work.

Hypothesis. We hypothesize that there are important yet sensitive input tokens that

necessitate more powerful networks; otherwise, they suffer from accuracy drops. These

tokens likely contain object information that directly correlates with our task objectives, as

validated by [89, 92, 90, 91]. Meanwhile, the remaining tokens are less sensitive and can be

adequately represented using lower costShift layers. Such input-adaptive characteristics

of ViTs call for a framework featuring a mixture of multiplication primitives.

Mixture of Multiplication Primitives. Motivated by the sensitivity analysis in sub-

section 3.4.1, we consider two expertsMult. andShift for processing important yet

sensitive tokens and insensitive tokens, respectively. As illustrated in Figure 3.1 (c), we apply

the MoE framework to compensate for the accuracy drop. Each input token representation
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x will be passed to one expert according to the gate valuespi � G� x� in routers, which

are normalized via a softmax distributionpi � epi©< n
j epj and will be jointly trained with

model weights. The output can be formulated asy � < n
i G� x� � E i � x� , where gate function

G� x� � pi � x� � 1rpi � x� ' pj � x � ; ¾j j ix, n andE i denote the number of experts andi -th

expert, respectively. Speci�cally, there are two obstacles when implementing such MoE in

TVM:

• Dynamic Input Allocation. The input allocation is determined dynamically during

runtime, and the trainable router within the MoE layers automatically learns this dispatch

assignment as the gradients decay. We know the allocation only when the model is

executed and we receive the router outputs. Therefore, the shape of expert input and

corresponding indexes are dynamically changed. This can be handled by PyTorch with

dynamic graphs while TVM expects static input shape. To this end, we follow and

leverage the compiler support for dynamism as proposed in Nimble [120] on top of the

Apache TVM to handle the dynamic input allocation.

• Parallel Computing. Different experts are expected to run in parallel, this can be supported

by several customized distributed training frameworks integrated with PyTorch, e.g.,

FasterMoE [121], and DeepSpeed [122]. However, it remains nontrivial to support this

using TVM. One option to simulate is to perform modularized optimization to mimic

parallel computing, in particular, we optimize each expert separately and measure their

latency, the maximum latency among all experts will be recorded and regarded as the

latency of this MoE layer, and the aggregated total of the time spent for each layer is

the �nal reported modularized model latency. To avoid any potential confusion between

real-measured wall-clock time, i.e., no parallelism assumed, and simulated modularized

latency, i.e., ideal parallelism assumed, we reported both for models containing MoE

layers in section 3.5 to offer more insights into the algorithm's feasibility and cost

implications.

Latency-aware Load-balancing Loss.The key to our MoE framework is the design
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of a routing function to balance all experts towards higher accuracy and lower latency.

Previous solutions [123, 124] use homogeneous experts and treat them equally. While in

our MoE framework, the divergence and heterogeneity between powerful yet slowMult.

and fast yet less powerfulShift experts incur one unique question:How to orchestrate the

workload of each expert to reduce the synchronization time?Our answer is a latency-aware

load-balancing loss, which ensures (1) all experts receive the expected weighted sums of

gate values; and (2) all experts are assigned the expected number of input tokens. Those two

conditions are enforced by adopting importance and load balancing loss as de�ned below:

L IMP � SCV�r � i � =
x " X

pi � x�x n
i � 1� ; L LOAD � SCV�r � i � =

x " X
qi � x �x n

i � 1� ; (3.4)

whereSCVdenotes the squared coef�cient of variation of given distributions over experts

(also used in [125, 126]);� i refers to the latency-aware coef�cient ofi -th expert and is

de�ned by � Lat i �©� < j Lat j � because that the expected assignments are inversely proportional to

runtime latency ofi -th expert,Lat i ; qi � x� is the probability that the gate value ofi -th expert

outweighs the others, i.e., top1 expert, and is given byP � pi � x � � � ' pj � x� ; ¾j j i � . Note

that this probability is discrete, we use a noise proxy� following [126, 124] to make it

differentiable. The above latency-aware importance loss and load-balanced loss help to

balance gate values and workload assignments, respectively, and can be integrated with

classi�cation lossL CLS as the total loss functionL � X � � L CLS� X � � � � � L IMP� X � �

L LOAD� X �� for training ViTs and gates simultaneously.� is set as 0.01 for all experiments.

3.5 Experiments

3.5.1 ExperimentSettings

Models and Datasets.Tasks and Datasets.We consider two representative 2D and 3D

Transformer-based vision tasks to demonstrate the superiority of the proposed ShiftAddViT,

including 2D image classi�cation on ImageNet dataset [127] with 1.2 million training and
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50K validation images and 3D novel view synthesis (NVS) task on Local Light Field Fusion

(LLFF) dataset [128] with eight scenes.Models.For the classi�cation task, we consider

PVTv1 [95], PVTv2 [78], and DeiT [5]. For the NVS task, we consider Transformer-based

GNT [129] with View- and Ray-Transformer models.

Training and Inference Details. For the classi�cation task,we follow Ecoformer [8]

to initialize the pre-trained ViTs with Multihead Self-Attention (MSA) weights, based on

which we apply our reparameterization a two-stage �netuning: (1) convert MSA to linear

attention [12] and reparameterize allMatMuls with add layers with 100 epoch �netuning,

and (2) reparameterize MLPs or linear layers with shift or MoE layers after �netuning

another 100 epoch. Note that we follow PVTv2 [78] and Ecoformer to keep the last stage as

MSA for fair comparisons.For the NVS task,we still follow the two-stage �netuning but do

not convert MSA weights to linear attention to maintain the accuracy. All experiments are

run on a server with eight RTX A5000 GPUs with each having 24GB GPU memory.

Baselines and Evaluation Metrics.Baselines.For the classi�cation task, we reparame-

terize and compare our ShiftAddViT with PVTv1 [95], PVTv2 [78], Ecoformer [8], and

their MSA variants. For the NVS task, we reparameterize on top of GNT [129] and compare

with both vanilla NeRF [130] and GNT [129].Evaluation Metrics.For the classi�cation

task, we evaluate the ShiftAddViT and baselines in terms of accuracy, GPU latency and

throughput measured on an RTX 3090 GPU. For the NVS task, we evaluate all models in

terms of PSNR, SSIM [131], and LPIPS [132]. We also measure and report the energy

consumption of all the above models based on an Eyeriss-like hardware accelerator [133,

134], which calculates not only computational but also data movement energy.

3.5.2 ShiftAddViT overSOTABaselineson2D Tasks

To evaluate the effectiveness of our proposed techniques, we apply the ShiftAddViT idea to

�ve commonly used ViT models, including DeiT [5] and various variants of PVTv1 [95]

and PVTv2 [78]. We compare their performance with baselines on the image classi�cation
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Table 3.3: Overall comparison between ShiftAddViT and the most competitive baseline on
�ve models.

Models Methods Acc. (%)
Latency

(ms)
Energy
(mJ)

PVTv2-B0
Ecoformer [8] 70.44 7.82 33.64
ShiftAddViT 70.59 1.51 27.13

PVTv1-T
Ecoformer [8] NaN 7.43 93.47
ShiftAddViT 74.93 1.97 72.59

PVTv2-B1
Ecoformer [8] 78.38 8.02 106.2
ShiftAddViT 78.49 2.49 85.34

PVTv2-B2
Ecoformer [8] 81.28 15.43 198.2
ShiftAddViT 81.32 4.83 163.9

DeiT-T
MSA [5] 72.20 5.12 66.88
ShiftAddViT 72.40 2.94 38.21

task. Table 3.3 highlights the overall comparison with the most competitive baseline,

Ecoformer [8], from which we see that ShiftAddViT consistently outperforms all baselines

in terms of accuracy-ef�ciency tradeoffs, achieving1.74� � 5.18� latency reduction on

GPUs and19.4% � 42.9% energy savings measured on the Eyeriss accelerator [133] with

comparable or even better accuracy (� 0.04% � � 0.20%). Note that we apply MoE to

both linear and MLP layers. Moreover, we further provide comparisons of a variety of

ShiftAddViT variants and PVT with or without multi-head self-attention (MSA) and MoE

in Table 3.4 and Table 3.6. We observe that our ShiftAddViT can be seamlessly integrated

with linear attention [12, 104], simple or advancedQ©K quantization [8, 48], and the

proposed MoE framework, achieving up to3.06� /4.14� /8.25� and2.47� /1.10� /2.09�

latency reductions and throughput improvements after the TVM optimization on an RTX

3090 as compared to MSA, PVT, and PVT+ MoE (note: twoMult. experts) baselines,

respectively, under comparable accuracies, i.e.,� 0.5%.

Training Wall-clock Time. To offer more insights into the training cost, we collect

the training wall-clock time, which is 21%� 25% less than training from scratch as the

original Transformer model and more than 50� less than the previous ShiftAddNet [21] did

on GPUs. For example, training the PVTv1-Tiny model from scratch takes 62 hours while
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Table 3.4: Comparisons between ShiftAddViT and baselines. We show the breakdown
analysis of ShiftAddViT with two kinds ofQ©K quantization. The throughput or latency
is measured with a batch size of 32 or 1, where† denotes that the numbers are measured
and reported after optimizing ShiftAddViT using TVM. We report both real-device and
modularized latency for models with MoE. Note that * denotes the modularized latency
simulated by separately optimizing each expert/router with ideal parallelism.

Methods
Linear
Attn

Add
Shift MoE

PVTv2-B0 [78] PVTv1-T [95]
KSH Quant. Acc. (%) Lat. (ms) T. (img./s) Acc. (%) Lat. (ms) T. (img./s)

MSA 7 7 7 7 7 70.77 4.62 989 76.21 4.73 903
PVT [78] 3 7 7 7 7 70.50 6.25 2227 75.10 5.78 1839

PVT+MoE 3 7 7 7 3 (MLPs) 70.82 12.46 1171 75.27 10.91 834
Ecoformer [8] 3 3 7 7 7 70.44 7.82 1348 NaN 7.43 1021

ShiftAddViT
(with KSH [8]
or Quant. [48]

to binarize Q/K)

3 7 7 7 7 71.19 6.13 2066 75.50 5.78 1640
3 3 7 7 7 70.95 1.07† 2530† 75.20 1.42† 1683†

3 3 7 3 (Attn ) 7 70.53 1.04† 2447† 74.77 1.39† 1647†

3 3 7 3 (Attn ) 3 (MLPs) 70.16 1.39†/1.11˜ N/A 74.44 1.91†/1.21˜ N/A
3 3 7 7 3 (Both ) 70.38 1.59†/1.20˜ N/A 74.73 2.12†/1.21˜ N/A
3 7 7 7 7 71.36 6.34 2014 75.64 5.48 1714
3 7 3 7 7 71.04 1.00† 2613† 75.18 1.20† 1907†

3 7 3 3 (Both ) 7 68.57 0.97† 2736† 73.47 1.18† 1820†

3 7 3 7 3 (Both ) 70.59 1.51†/1.12˜ N/A 74.93 1.97†/1.02˜ N/A

Table 3.5: Comparisons between ShiftAddViT and baselines. We apply our Shift&Add
techniques on top of SOTA Transformer-based NeRF model, GNT [129], and report averaged
PSNR (� ), SSIM (� ) and LPIPS (� ) on the LLFF dataset [128] across eight scenes. In
addition, we also show the results on two representative scenes, Orchids, and Flower, and
the rendering latency and energy measured on an Eyeriss-like accelerator.

Methods Add Shift MoE
LLFF Averaged Orchids Flower Lat.

(s)
Energy

(J)PSNR SSIM LPIPS PSNR SSIM LPIPS PSNR SSIM LPIPS

NeRF [130] - - - 26.50 0.811 0.250 20.36 0.641 0.321 27.40 0.827 0.219 683.6 1065
GNT [129] - - - 27.24 0.889 0.093 20.67 0.752 0.153 27.32 0.893 0.092 1071 1849

ShiftAddViT

3 7 7 26.85 0.874 0.116 20.74 0.730 0.182 28.02 0.891 0.089 1108 1697
3 3 (Both ) 7 26.85 0.875 0.116 20.78 0.730 0.182 28.05 0.892 0.088 568.5 844.0
3 3 (Attn ) 3 (MLPs) 26.92 0.876 0.114 20.73 0.731 0.180 28.20 0.894 0.087 746.6 1093
7 3 (Both ) 7 27.05 0.881 0.107 20.84 0.746 0.169 28.14 0.896 0.083 531.2 995.6

our �netuning only needs 46 hours.

3.5.3 ShiftAddViT overSOTABaselineson3D Tasks

We also extend our methods to 3D NVS tasks and built ShiftAddViT on top of Transformer-

based GNT models [129]. We test and compare the PSNR, SSIM, LPIPS, latency, and

energy of both ShiftAddViT and baselines, i.e., vanilla NeRF [130] and GNT [129], on

the LLFF dataset across eight scenes. As shown in Table 3.5, our ShiftAddViT consis-

tently leads to better accuracy-ef�ciency tradeoffs, achieving22.3%/50.4% latency reduc-
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Table 3.6: Comparisons between ShiftAddViT and baselines on PVTv2-B1 and PVTv2-B2.
The throughput or latency is measured with a batch size of 32 or 1 on an RTX 3090 GPU.

Methods
Linear
Attn

Add
Shift MoE

PVTv2-B1 [78] PVTv2-B2 [78]
KSH Quant. Acc. (%) Lat. (ms) T. (img./s) Acc. (%) Lat. (ms) T. (img./s)

MSA 7 7 7 7 7 78.83 4.77 821 81.82 9.08 508
PVT [78] 3 7 7 7 7 78.70 6.75 1512 82.00 12.20 921

Ecoformer [8] 3 3 7 7 7 78.38 8.02 874 81.28 15.43 483

ShiftAddViT
(with KSH [8]
or Quant. [48]

to binarize Q/K)

3 7 7 7 7 78.80 6.36 1373 81.40 9.21 796
3 3 7 7 7 78.70 1.70† 923† 81.31 3.18† 518†

3 3 7 3 (Attn ) 3 (MLPs) 78.20 2.46†/1.46˜ N/A 81.06 4.17†/3.22˜ N/A
3 3 7 7 3 (Both ) 78.38 2.64†/1.48˜ N/A 81.32 4.83†/3.35˜ N/A
3 7 7 7 7 78.93 6.49 1327 81.55 11.82 782
3 7 3 7 7 78.70 1.57† 942† 81.33 2.82† 553†

3 7 3 3 (Both ) 7 77.55 1.54† 1021† 79.97 2.93† 600†

3 7 3 7 3 (Both ) 78.49 2.49†/1.35˜ N/A 81.01 4.55†/3.16˜ N/A

tions and20.8%/54.3% energy savings under comparable or even better generation quality

(� 0.55/� 0.19 averaged PSNR across eight scenes), as compared to NeRF and GNT baselines,

respectively. Note that GNT costs more than NeRF because of an increased number of layers.

In particular, ShiftAddViT even achieves better generation quality (up to� 0.88 PSNR) than

GNT on some representation scenes, e.g., Orchid and Flower, as highlighted in Table 3.5,

where the�rst , second, andthird ranking performance are noted with corresponding colors.

Note that we only �netune ShiftAddViT for 140K steps on top of pre-trained GNT models

instead of training up to 840K steps from scratch.

3.5.4 AblationStudiesof ShiftAddViT

Performance Breakdown Analysis.To investigate how each of the proposed techniques

contributes to the �nal performance, we conduct ablation studies among various kinds of

ShiftAddViT variants on PVTv1-T, PVTv2-B0/B1/B2 models to gradually break down and

show the advantage of each component. As shown in Table 3.4 and Table 3.6, we have

three general observations: (1) ShiftAddViT is robust to the binarization method ofQ©K ,

e.g., it is compatible with either KSH [8] or vanilla binarization [48], achieving on average

3.03� latency reductions than original PVT under comparable accuracies (� 0:5%), and both

3.29� /1.32� latency/energy reductions and 0.04%� 0.20% accuracy improvements over

Ecoformer [8]; (2) vanilla binarization methods work better than KSH in our ShiftAddViT
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framework in terms of both accuracy (� 0.05%� � 0.21%) and ef�ciency (on average� 5.9%

latency reductions and� 5.8% throughput boosts). Moreover, KSH requires thatQ andK are

identical while vanilla binarization [48] does not have such a limitation. That explains why

applying vanilla quantization to the linear attention layers results in an accuracy improvement

of on average 0.15% as compared to using KSH. Also note that our adopting linear attention

following [12] works better (� 0.29%) than PVT [95, 78]; (3) Replacing linear layers in

attention modules orMLPswith Shift layers lead to an accuracy drop while our proposed

MoE can help to compensate for it. Speci�cally, adoptingShift layers leads to on average

1.67% accuracy drop while MoE instead improves on average 1.37% accuracy. However,

MoE hurts the ef�ciency of both the PVT baseline and our ShiftAddViT without customized

system acceleration, e.g., PVT+MoE increases 94% latency and reduces 51% throughput

than PVT on GPUs, due to limited parallelism supports, especially for TVM. We report the

modularized latency by separately optimizing each expert to demonstrate the potential of

MoE's double-winning accuracy (� 0.94%� � 2.02%) and ef�ciency (� 15.4%� � 42.7%).

Figure 3.3: Energy breakdown on an Eyeriss accelerator.

Apart from 2D tasks, we

also report the performance

breakdown on 3D NVS tasks,

as shown in Table 3.5. The

above three observations still

hold except for theShift

layer, as we �nd that ShiftAd-

dViT with all linear layers or

MLPsreplaced byShift layers achieve even better PSNR (� 0.13� � 0.20), SSIM (� 0.005

� � 0.007), and LPIPS (� 0.007� � 0.009) than other variants. In addition, we pro�le on an

Eyeriss accelerator to show the energy breakdown of both ShiftAddViT and baselines. As

shown in Figure 3.3, our ShiftAddViT reduced42.9% and40.9% energy on top of DeiT-T

and GNT, respectively. Among them applyingAdd layers lead to93.8% and63.8% energy
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Figure 3.4:MLP/Linear latency speedups using shifts,
where inputs are of shapeB � K � M , weights are of
shapeK � N . All dimensions are set w.r.t. the real
dimensions in PVTs [95].

Figure 3.5:MatMuls latency speedups
using adds, where inputs are of shapeB �
H � K � M , weights are of shapeB �
H � K � N .

reductions than originalMatMuls , Shift layers help to reduce28.5% and37.5% energy

than previous linear/MLP layers. This set of experiments validates the effectiveness of each

component in our proposed ShiftAddViT framework.

Speedups of Shifts and Adds.Apart from the overall comparison and energy reduction

pro�ling, we also test the GPU speedups of our customizedShift andAdd kernels, as

shown in Figure 3.4 and Figure 3.5, respectively. We can see that both customized ker-

nels achieve faster speeds than PyTorch and TVM baselines. For example, ourMatAdds

achieve on average7.54� /1.51� speedups than PyTorch and TVMMatMuls , respec-

tively. OurMatShifts achieve on average2.35� /3.07� /1.16� speedups than PyTorch

FakeShifts [114], TVM FakeShifts , and TVMMatMuls , respectively. Note that in

those comparisons, we use the defaulteinsum operator for the PyTorchMatMuls , �oating-

point multiplication with power-of-twos for FakeShift, and implement theMatAdds and

MatShifts using TVM [135] ourselves. We compare those customized operators with

their multiplication counterparts in the same setting for fair comparisons. The speedup

of MatAdds is because we replace multiplication-and-accumulation with accumulation

only. The speedup ofMatShifts is mainly attributed to the bit reductions (INT32 and

INT8 for inputs and shift signs/weights) and thus data movement reductions instead of

computations which are almost fully hidden behind data movements.

MoE's Uniqueness in ShiftAddViT. Our contributions are the multiplication-reduced
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ViTs and a new load-balanced MoE framework. They are linked in one organic whole.

Unlike previous MoE works where all experts are of the same capacity and there is no

distinction between tokens, our MoE layers combine unbalanced experts, i.e., multiplication

and shift, with a hypothesis to divide important object tokens and background tokens. Such

a new MoE design offers a softer version of ShiftAddViTs, i.e., instead of aggressively re-

placing all multiplications with cheaper shifts and adds, we keep the powerful multiplication

option to handle importance tokens for maintaining accuracy while leaving all remaining

unimportant tokens being processed by cheaper bitwise shifts, winning a better accuracy

and ef�ciency tradeoff.

Table 3.7: Ablation studies of the ShiftAd-
dViT w/ or w/o LL-Loss on PVT models.

Models Methods Acc. (%)
Norm.

Latency

PVTv2-B0
w/o LL-Loss 70.38 100%

w/ LL-Loss 70.37 85.4%

PVTv1-T
w/o LL-Loss 74.73 100%

w/ LL-Loss 74.66 85.5%

Ablation studies of Latency-aware

Load-balancing Loss (LL-Loss). To

demonstrate the effectiveness of the pro-

posed LL-Loss in our ShiftAddViT MoE

framework, we conduct ablation studies on

two PVT models as shown in Table 3.7. We

�nd that ShiftAddViT w/ LL-Loss achieves

better accuracy-ef�ciency tradeoffs, e.g.,

14.6% latency reductions while maintain-

ing comparable accuracies (� 0.1%) when

consideringMult. andShift experts. The latency reduction could be larger if we con-

sider more unbalanced experts with distinct runtimes. This set of experiments justi�es the

effectiveness of our LL-Loss in the MoE system.

Visualization of Token Dispatches in MoE.To validate our hypothesis that impor-

tant yet sensitive tokens require powerful experts while other insensitive tokens can be

represented with much cheaperShift experts, we visualize the token dispatches in MoE

routers/gates of the �rstMLPlayer in our ShiftAddViT PVTv2-B0 model as shown in Fig-

ure 3.6. We see that our designed router successfully identi�es the important tokens that con-
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Figure 3.6: Visualization of the token dispatches in MoE routers/gates given images from
the validation set, where yellow color denotesMult. experts while blue color represents
Shift experts.

tain object information, which are then dispatched to more powerfulMultiplication

experts, leaving unimportant tokens, e.g., background, to cheaperShift tokens. This set

of visualizations further validates the hypothesis and explains why our proposed MoE frame-

work can effectively boost our ShiftAddViT towards better accuracy-ef�ciency trade-offs.

3.6 Extension to Large Language Models (LLMs)

3.6.1 NewChallenge

To design multiplication-less LLMs, we need to address two new challenges:First, how

can we effectively reparameterize pretrained LLMs with shifts and adds in a post-training

manner? Previous reparameterization techniques [21, 23] can result in nontrivial quantization

errors, requiring �ne-tuning or retraining to avoid accuracy drops. We aim to develop a

ready-to-usepost-trainingreparameterization method for LLMs.Second, how can we

mitigate the accuracy drop from shift-and-add reparameterization? Approximating original

multiplications with lower-bit shifts and adds typically reduces model accuracy. Most

studies resort to �ne-tuning or increasing model sizes, complicating LLM deployment.

We hypothesize that optimizing both weight and activation errors can minimize overall

reparameterization error, aligning with recent activation-aware weight quantization methods
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in LLMs.

3.6.2 TheExtendedShiftAddLLM

We propose accelerating pretrained LLMs via apost-trainingbitwise shift-and-add repa-

rameterization, resulting in ef�cient multiplication-less LLMs, dubbed ShiftAddLLM. All

weights are quantized into binary matrices paired with group-wise scaling factors; the

associated multiplications are reparameterized into shift-and-add operations. To mitigate

accuracy loss, we present a multi-objective optimization method aligning and optimizing

both weight and output activation objectives, minimizing overall reparameterization error,

and achieving lower perplexity and better task accuracy.

Preliminaries

Algorithm 2: Alternating Multi-bit BCQ

[136]
Input: Full-precision weightw " Rn ,

bit-width q, alternating cyclesT

Output: � ˜
i ; b ˜

i " r � 1; 1xm� n

Function MULTI -BIT BCQ(w; q; T):

r � i ; b i x
q
i � 1 � GREEDY� w�

for t � 1 to T do

r � i x
q
i � 1 � LS� B ; w�

rb i x
q
i � 1 � BS� � 1; : : : ; � q; w�

end

return r � i ; b i x
q
i � 1

Binary-coding Quantization (BCQ)

quantizes each weight tensor in

an L-layer LLM w " Rm� n

into q bits using a linear combi-

nation of binary matricesrb i x
q
i � 1

and corresponding scaling fac-

tors r � i x
q
i � 1 [136], whereb i "

r � 1; 1xm� n . The weights are

then approximated bywq �

< q
i � 1 � i b i as a result of minimiz-

ing the quantization error, i.e.,

arg min� i ;b i
¾w � < q

i � 1 � i b i ¾
2

to

obtain the optimal� ˜
i ; b ˜

i . If q is

1, then the problem collapses to binary quantization, which has an analytical solution:

b ˜ � sign� w� ; � ˜ � wã b ˜ ©n: For multi-bit quantization, we resort to greedy and alter-
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nating methods [136, 137, 138], as shown in algorithm 2. Initially, we use the greedy

method [139] to initialize� i ; b i , where thei -th bit quantization is performed by minimizing

the residualr from the� i � 1� -th bit:

min
� i ;b i

½r i � 1 � � i b i ½
2; where r i � 1 � w �

i � 1

=
j � 1

� j b j ; 1 $ i & q: (3.5)

We then obtain the initialized� i ; b i sequentially asb i � sign� r i � and� i � r ã
i b i ©n (Line

4). Next, we perform alternating optimization to further minimize the quantization error.

Speci�cally, r � i x
q
i � 1 can be iteratively re�ned using ordinary least squares (LS) [139] as

� � 1; :::; � q� � �� B ã B� � 1B ã w� ã ; whereB � � b1; :::; bq� " r � 1; 1xm� n� q (Line 6). The

binary codesrb i x
q
i � 1 can then be iteratively recalibrated using a binary search (BS) given

the re�nedr � i x
q
i � 1 (Line 7) [136].

Such BCQ can support both uniform and non-uniform quantization formats by adjusting

the scaling factors and biases accordingly [140]. Our ShiftAddLLM is built on top of BCQ

but further replaces all associated multiplications with lower-cost hardware substitutes (e.g.,

shifts, adds, and LUT queries). We optimize not only the weight quantization error but also

the output activation error, thereby achieving lower quantization bits along with savings in

energy, memory, and computational costs.

Post-training Reparameterization of LLMs with Shift and Add Primitives

To avoid the need for �ne-tuning after reparameterization, our method closely mimics the

original multiplications used in LLMs. Previous methods, such as weight-only quantization

techniques [141], employ gradient-based or activation-aware uniform quantization to �t the

pretrained weight distribution better, thereby achieving lower quantization errors. However,

these methods often lack direct hardware support and require on-the-�y dequantization to

FP16 for multiplication with activations, as depicted in Figure 3.7 (a). In contrast, our

ShiftAddLLM uses the BCQ format, supporting non-uniform quantization with customized
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Figure 3.7: Illustration of our proposed post-training reparameterization for ShiftAddLLM.

CUDA kernels [140, 142], bypassing the need for dequantization, as illustrated in Figure 3.7

(b). In particular, our method employs the algorithm 2 to quantize pretrained weights

into binary matricesrb i x
q
i � 1 and scaling factorsr � i x

q
i � 1. Note that during the alternating

optimization cycles, we further quantize all scaling factors to powers of two (PoT) [143], as

described by the equation:

� k � POT� r k� 1� � POT� � �
k� 1

=
j � 0

� j � ; where POT� � � � sign� � � � 2P ; 1 & k & K:

(3.6)

This additive PoT method adopts a greedy strategy to enhance the representational capacity

of PoT, usingK scaling factors, where thek-th PoT minimizes the residualr of the� k � 1� -

th PoT. Each PoT effectively quantizes the scaling factor� into sign� � � � 2P , wheresign� � �

indicates sign �ips,P � round� log2� abs� � ��� , and2P denotes a bitwise shift to the left

(P %0) or right (P $ 0).

After the above reparameterization, we can then replace the associated multiplication

between weights and activations into two steps: (1) Bitwise shifts between activations and

scaling factors. Note that the activation is still in theFP16 format, and the multiplication

between a �oating-point number and a positive or negative PoT integer can be ef�ciently

implemented by an integer addition instruction on existing hardware following Dense-
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Shift [144], as also illustrated in Figure 3.7 (c); (2) Queries and adds intermediate shifted

activations with the binary matrices. To implement this ef�ciently and reduce redundant

additions or accumulations, as shown in Figure 3.7 (d), we pre-compute 256 (� 28) possible

values for every eight elements in the shifted activations to construct LUTs. Here every eight

grouped binary weights form an 8-bit key. Suppose the shifted activation is ann-dimensional

vector. In that case, we will getn©8 LUTs, where the grouped binary weights are used as

keys, and the precomputed partial sums are stored as values. This allows us to handle the

multiplication between the binary matrixb i and the shifted activations as queries to the

LUTs. We then add all the partial sums to obtain the �nal output activations in FP16 format.

Such LUTs are well supported by existing GPU kernels [140, 142]. The reparameterization

can be applied to all weights in pretrained LLMs in apost-trainingmanner, replacing costly

multiplications with ef�cient hardware operations.

Takeaway.ShiftAddLLM presents a novelmultiplication-lessapproach that leverages

non-uniform quantization via BCQ and additive PoT. This methodology enhances the

representation capacity for outlier weights and activations of large magnitude compared

to uniform quantization. Moreover, additive PoT effectively resolves the issue of limited

quantization resolution for non-outlier weights and activations. Overall, it allows the

quantization levels to better align with the data distribution.

Multi-objective Optimization

Motivating Analysis on Previous LLM Quantization Objectives. We examine previous

weight-only quantization methods to understand the causes of large quantization error and

accuracy drop. These methods typically use either aweight or activationobjective to

minimize quantization error. Speci�cally, the “weight objective” (see Figure 3.8 (a)) aims to

minimize the weight quantization error, i.e.,¾W � W q¾
2
, and adopts scaling factors for

each row of quantized weights. However, this does not optimize output activation error, as

each weight element is multiplied by a unique input activation before summing to produce
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Figure 3.8: Illustration of our proposed multi-objective optimization framework.

the output. Varying input activations, especially outliers [145, 146], rescale the weight

quantization error differently, causing signi�cant divergence in the output activation. For

example, LUT-GEMM [140] adopts this weight objective. On the other hand, the “activation

objective” (see Figure 3.8 (b)) minimizes the output activation error, i.e.,¾WX � W qX ¾,

by quantizing one column of weights at a time and continuously updating the remaining

unquantized weights to compensate for the quantization error incurred by quantizing a single

weight column. However, the �xed scaling factors may not adequately accommodate the

weights adjusted afterward. OPTQ [141] employs this activation objective.

Our Multi-Objective Optimization. To further mitigate accuracy drop after reparam-

eterization, we introduce a multi-objective optimization framework that combines weight

and activation objectives using column-wise scaling factors. This framework effectively

reduces quantization error for both weights and activations, thereby improving the accuracy

of ShiftAddLLM.

As shown in Figure 3.8 (c), using column-wise scaling factors overcomes the limitations

of the previous weight objective [140] by eliminating the impact of varying input activations

on quantized weights. Each scaling factor corresponds to a constant activation value. Addi-

tionally, scaling factors for subsequent columns are updated gradually after compensating

51



Figure 3.9: (a) The block-wise scaling factors. (b) The comparison among different designs
on OPT-30B [147].

for the corresponding column's weights, ensuring a better �t than the previous activation

objective [141].

Accuracy vs. Latency Tradeoffs.The column-wise scaling factor design signi�cantly

boosts accuracy after reparameterization. However, it does not fully leverage BCQ [140,

142], which process eight elements per row of weights in parallel as LUT keys, resulting

in latency overhead for models with' 30B parameters. For example, testing on the OPT-

30B [147] model and WikiText-2 dataset [148] showed (16.3� 9.6) � 6.7 perplexity

reduction but with a� 44:1� 33:2�©44:1 � 24.7% latency overhead, as shown in Figure 3.9 (b).

To address this, we propose a block-wise scaling factor design that groups 8 columns and

1/8 of the original rows to share a scaling factor, ensuring compatibility with the BCQ kernel

and achieving latency reductions, as shown in Figure 3.9 (a). We refer to ShiftAddLLM

with column-wise scaling factors as “Ours (Acc.)” for high accuracy optimization, and with

block-wise scaling factors as “Ours (Lat.)” for optimized accuracy-latency trade-off.

Takeaway. Our multi-objective optimization approach integrates both weight and

activation objectives, reducing weight quantization error in an activation-aware manner

and output activation error reduction in a weight-aware manner. This synergy, achieved

through a simple column-wise or block-wise design, signi�cantly boosts the accuracy of

weight-only quantization. This aligns with the principles of previous activation-aware weight

quantization methods [146].
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Table 3.8: Perplexity comparisons of the OPT models on WikiText-2. Note that we set the
group size of all methods as the length of rows following the setting of OPTQ [141] for a
fair comparison.

OPT (PPL � ) Bits 125M 350M 1.3B 2.7B 6.7B 13B 30B 66B

FP16 16 27.65 22.00 14.62 12.47 10.86 10.13 9.56 9.34

OPTQ [141] 3 53.85 33.79 20.97 16.88 14.86 11.61 10.27 14.16

LUT-GEMM [140] 3 60.00 42.32 49.10 17.55 17.44 12.50 139.90 100.33

AWQ [146] 3 54.75 35416.00 24.60 39.01 16.47 16.53 31.01 5622.00

Ours (Acc.) 3 31.29 24.24 21.53 13.68 11.18 10.39 9.63 9.43

OPTQ [141] 2 2467.50 10433.30 4737.05 6294.68 442.63 126.09 71.70 20.91

LUT-GEMM [140] 2 4844.32 2042.90 3851.50 616.30 17455.52 4963.27 7727.27 6246.00

AWQ [146] 2 3514.61 18313.24 9472.81 22857.70 8168.30 5014.92 7780.96 103843.84

QuIP [158] 2 92.84 146.15 27.90 30.02 16.30 12.34 11.48 10.92

Ours (Acc.) 2 51.15 40.24 29.03 20.78 13.78 12.17 10.67 10.33

3.6.3 Evaluationof ShiftAddLLM

Experiment Settings

Models.We consider two representative SOTA LLM families, including OPT [147] and

LLaMA-1/2/3 [149, 150].Tasks and Datasets.We evaluate all LLMs on the commonly

adopted language modeling task using the WikiText-2 [148] dataset for perplexity mea-

surement. Additionally, we extend the evaluation of the two largest models, OPT-66B and

LLaMA-2-70B, to eight downstream tasks for zero-shot accuracy evaluation. These tasks

include ARC (Challenge/Easy) [151], BoolQ [152], Copa [153], PIQA [154], RTE [155],

StoryCloze [156], and MMLU [157].Baselines.We consider four SOTA LLM quantization

methods: OPTQ [141], LUT-GEMM [140], QuIP [158], and AWQ [146].Evaluation

Metrics. We evaluate ShiftAddLLM and the baselines using both accuracy and ef�ciency

metrics. For accuracy, we evaluate perplexity on the WikiText-2 dataset and zero-shot

accuracy on eight downstream tasks. For ef�ciency, we measure the latency on a single

A100-80GB GPU (PCIe) [159] and estimate the energy costs using an Eyeriss-like hardware

accelerator [133, 134], which calculates not only computational but also data movement

energy (within 18% of the differences with Eyeriss's chip measurement results as claimed).
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Table 3.9: Perplexity comparisons of the LLaMA models on WikiText-2. The group size is
set to 128 following [140, 146].

LLaMA (PPL � ) Bits
LLaMA-1 LLaMA-2 LLaMA-3

7B 7B 13B 70B 8B 70B

FP16 16 5.68 5.47 4.88 3.32 6.14 2.86

OPTQ [141] 3 8.81 6.43 5.48 3.88 13.69 4.91

LUT-GEMM [140] 3 7.18 7.02 5.89 4.01 11.10 5.92

AWQ [146] 3 6.35 6.24 5.32 3.74 8.15 4.69

Ours (Acc.) 3 6.04 5.89 5.16 3.64 7.20 4.35

OPTQ [141] 2 68.60 19.92 12.75 6.82 398.0 26.65

LUT-GEMM [140] 2 303.00 2242 2791 136.4 1.9e4 3121

AWQ [146] 2 2.6e5 2.2e5 1.2e5 7.2e4 1.7e6 1.7e6

Ours (Acc.) 2 7.98 8.51 6.77 4.72 12.07 7.51

ShiftAddLLM over SOTA LLM Quantization Baselines

Results on OPT Models.To evaluate the effectiveness of our ShiftAddLLM, we com-

pare against four SOTA LLM quantization baselines: OPTQ [141], LUT-GEMM [140],

QuIP [158], and AWQ [146]. Using the OPT model family [147] and the WikiText-2

dataset [148], we assess perplexity, GPU latency, and energy costs. As shown in Table 3.8,

Ours (Acc.)consistently outperforms all baselines, achieving an average perplexity reduction

of 5.63/38.47/5136.13 compared to OPTQ, LUT-GEMM, and AWQ, respectively, at 3 bits.

At 2 bits, where most baselines fail with signi�cantly high perplexity, our method maintains

low perplexity, and achieves an average 22.74 perplexity reduction over the most competi-

tive QuIP. Also, as shown in Figure 3.10 (a & b),Ours (Lat.)consistently achieves better

accuracy-latency tradeoffs, with a perplexity reduction of 0.91� 103830.45 at comparable

latency or 6.5%� 60.1% latency reductions and 26.0%� 44.7% energy savings at similar or

even lower perplexity.

Results on LLaMA Models. We further evaluate ShiftAddLLM on LLaMA mod-

els [160, 149, 150] due to their superior performance among open-source LLMs. As shown

in Table 3.9,Ours (Acc.) consistently outperforms all baselines, achieving an average

perplexity reduction of 1.82/1.47/0.29 and 80.87/4606.98/678658.74 compared to OPTQ,
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Figure 3.10: Accuracy-latency tradeoff comparisons on the OPT and LLaMA-2/3 models.

LUT-GEMM, and AWQ at 3 and 2 bits, respectively. EvaluatingOurs (Lat.)with both accu-

racy and latency metrics as shown in Figure 3.10 (c & d),Ours (Lat.)demonstrates better

accuracy-latency tradeoffs. It achieves 1.1� 1719987.6 perplexity reduction at comparable

latency or 19.9%� 65.0% latency reductions and 28.4%� 89.9% energy savings at similar or

even lower perplexity.

Zero-shot Downstream Tasks.We extend our evaluation to zero-shot downstream

datasets for a more comprehensive assessment. As shown in Table 3.10,Ours (Acc.)

consistently improves performance over previous SOTA baselines, achieving an average

accuracy gain of 13.37/13.19 and 2.55/2.39 over OPTQ and LUT-GEMM baselines at 3

bits when evaluated on OPT-66B and LLaMA-2-70B, respectively. These experiments

demonstrate that our method not only reduces perplexity but also improves downstream task

accuracy.

Table 3.10: Accuracy comparisons on downstream tasks for OPT-66B and LLaMA-2-70B.

Models Methods Bits ARC C ARC E Copa BoolQ PIQA Storycloze RTE MMLU Mean

OPT-66B

Floating Point 16 37.20 71.25 86 69.82 78.67 77.47 60.65 25.89� 0.37 63.37

OPTQ [141] 3 24.66 48.86 70 52.05 64.47 67.09 53.07 23.98� 0.36 50.52

LUT-GEMM [140] 3 24.15 51.85 81 53.52 61.97 60.60 48.74 23.73� 0.36 50.70

Ours (Acc.) 3 35.24 70.88 87 72.45 77.64 77.15 63.18 27.56� 0.38 63.89

LLaMA-2-70B

Floating Point 16 49.57 76.14 90 82.57 80.79 78.61 68.23 65.24� 0.37 72.89

OPTQ [141] 3 45.82 76.34 90 81.74 79.71 77.34 67.51 60.14� 0.36 72.33

LUT-GEMM [140] 3 47.70 76.42 89 80.31 80.20 77.78 68.59 - -

Ours (Acc.) 3 48.38 77.06 93 84.25 80.47 78.49 75.09 62.33� 0.38 74.88
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3.6.4 DiscussiononAccelerationwith GPUsvs. DedicatedAccelerators

The strategies and challenges for acceleration differ notably between GPUs and dedicated

accelerators. For GPUs, the primary bottleneck lies in parallelism exploitation rather

than core architecture. Designed for general-purpose parallel computing, GPUs achieve

effective acceleration through software-level optimizations—for example, custom kernels

that maximize thread-level parallelism. In our ShiftAddLLM, we designed LUT-based

operations with lookup tables stored in global memory and ef�ciently accessed by thousands

of threads in parallel. Such parallelism-aware kernel design is critical for maximizing GPU

performance. Dedicated accelerators, on the other hand, enable architectural specialization.

They allow for co-designing the data�ow, memory hierarchy, and even bit-level operators

to align with workload characteristics. Recon�gurability is valuable, enabling a single

hardware design to support diverse operations—e.g., shift, add, and multiplication—without

compromising ef�ciency. In summary, GPU acceleration emphasizes parallelism-aware

system design, while dedicated accelerators excel through tailored architectural co-design

and recon�gurability. Both are essential for scalable AI, depending on deployment needs.

Our ShiftAddLLM work targets GPU deployment to ensure broad accessibility and adoption

by practitioners.

3.7 Summary

In this chapter, we propose a hardware-inspired multiplication-reduced ViT model dubbed

ShiftAddViT. It reparameterizes both attention and MLP layers in pre-trained ViTs with

a mixture of multiplication primitives, e.g., bitwise shifts and adds, towards end-to-end

speedups on GPUs and dedicated hardware accelerators without the need for training from

scratch. Moreover, a novel mixture of unbalanced experts framework equipped with a new

latency-aware load-balancing loss is proposed in pursuit of double-winning accuracy and

hardware ef�ciency. We use multiplication or its primitives as experts in our ShiftAddViT
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cases. Extensive experiments on both 2D and 3D Transformer-based vision tasks consistently

validate the superiority of our proposed ShiftAddViT as compared to multiple ViT baselines.

Furthermore, the shift and add reparameterization technique can be extended to support

large language models (LLMs), broadening its impact beyond vision tasks. We believe

this method opens a new perspective on energy-ef�cient Transformer inference, leveraging

widely available pre-trained models to enable scalable and hardware-friendly AI deployment.
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CHAPTER 4

CASTLING-VIT: COMPRESSING SELF-ATTENTION VIA SWITCHING

TOWARDS LINEAR-ANGULAR ATTENTION

4.1 Introduction

Vision Transformers (ViTs) have made signi�cant progress in image classi�cation, object

detection, and many other applications. It is well recognized that the superior performance

achieved by ViTs is largely attributed to their self-attention modules that can better capture

global context [6, 162, 4]. Nevertheless, ViTs' powerful self-attention module comes at the

cost of quadratic complexity with the number of input tokens, causing a major ef�ciency

bottleneck to ViTs' achievable runtime (i.e., inference latency) [73, 104, 83, 163, 164,

165, 79]. To mitigate this issue, linear attention designs have been developed to alleviate

the vanilla ViT attention's quadratic complexity. In particular, existing efforts can be

categorized into two clusters: (1) ViTs with local attention by restricting the attention

window size [99, 166], sharing the attention queries [101], or representing the attention

queries/keys with low rank matrices [79]; and (2) ViTs with kernel-based linear attention,

which approximate the non-linearity softmax function by decomposing it into separate

kernel embeddings. This enables a change in the matrix computation order for a reduced

computational complexity [103, 82, 104, 105, 107, 81, 167, 8].

Despite their promise to alleviate ViTs' complexity and thus inference runtime, both

the local and linear attention compromise ViTs' performance due to the lack of capabilities

to capture global or local context. To marry the best of both worlds, we advocate training

ViTs with both (1) ef�cient but less powerful linear attention, i.e., without the high-order

residuals in angular kernel expansion, and (2) powerful yet costly softmax-based masked

attention. The latter helps approximate high-order residuals at the early training stage while
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Figure 4.1: Castling-ViT over SOTA baselines on (1) ImageNet [127] for image classi�cation
and (2) COCO [161] for object detection.

being dropped during inference, based on an assumption that the remaining networks can

gradually learn the high-order components at the later training stage [39]. This concept

resembles the “castling” move in chess when two pieces are moved at once. While it sounds

promising, there are still two challenges to achieving this.First, existing linear attention

modules still underperform their vanilla softmax-based counterparts. Therefore, a better

linear attention is crucial for the �nal performance. We �nd that angular kernels perform

equally as softmax-based attentions in terms of similarity measurements. While they still

suffer from a quadratic complexity, they can be divided into linear terms and high-order

residuals. The challenge ishow to construct ViTs with only the linear terms. Second, doing

so would require that the trained ViTs merely rely on the linear terms towards the end of

training, which would call for an approximation of the above high-order residuals. The

challenge is thathow we can resort to costly but powerful modules to approximate high-order

residuals during training but does not incur extra inference cost. In this work, we develop

techniques to tackle those challenges, and make the following contributions:

• We propose a framework calledCastling-ViT, which trains ViTs using both linear-

angular attention and masked softmax-based quadratic attention, but then switches

to having only linear-angular attentions during ViT inference to save computational

costs.
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• We develop a new linear-angular attention leveraging angular kernels to close the

accuracy gap between linear attention and softmax-based attention. It expands an-

gular kernels where linear terms are kept while complex high-order residuals are

approximated.

• We use two parameterized modules to approximate the high-order residuals above: a

depthwise convolution and an auxiliary masked softmax-based attention, where the

latter's attention masks are regularized to gradually become zeros to avoid inference

overhead.

• We conduct extensive experiments to validate the effectiveness of the proposed

Castling-ViT. Results on classi�cation, detection, and segmentation tasks consis-

tently demonstrate its superior performance (� 1.8% top-1 accuracy or� 1.2 mAP) or

ef�ciency (40% MACs savings) over state-of-the-art (SOTA) CNNs and ViTs.

4.2 Related Works

Vision Transformers (ViTs). ViT [4] beats CNNs with a simple encoder-only transformer

architecture taking the splitted non-overlapped image patches as sequential inputs, but relies

on costly pretraining on a huge JFT-300M dataset [93]. Later, DeiT [5] and T2T-ViT [94]

leverage an improved ViT training recipe or enhanced tokenization mechanism to achieve a

comparable accuracy without the necessity of costly pretraining. To further improve ViTs'

achievable accuracy-ef�ciency tradeoffs, CrossViT [96], PiT [168], PVT [169], MViT [98]

and Swin-Transformer [99] propose a pyramid-like architecture, which is commonly used in

CNNs [170, 171, 172]; DynamicViT [90], A-ViT [173], ToME [89], and MIA-Former [92]

propose to adaptively identify and remove unnecessary input tokens for saving computational

costs. With the goal of deploying ViTs in resource-constrained devices, various ef�cient

ViT architectures have been proposed [9, 174, 81, 75]. For example, LeViT [9], CvT[175],

and MobileViT [75] adopt more ef�cient self-attention implementation or incorporate
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convolutional feature extraction blocks into their early layers; Ef�cientFormer [174] further

enables pure ViTs to run as fast as MobileNets. In contrast, our Castling-ViT explores

whether ViTs can learn both global and local features while still being ef�cient at runtime.

Also, we target a generic linear-angular attention that can serve as a drop-in replacement for

all kinds of ViT architectures and thus is orthogonal to new ViT architecture designs.

Ef�cient ViT Variants. As commonly recognized, ViTs rely heavily on their self-

attention module which is however costly due to its quadratic computational complexity

with the total number of input tokens [163, 103]. To make the self-attention module more

ef�cient, a surge of linear attention works have been proposed and can be roughly categorized

into two groups: local attention [99, 101, 79, 102] or kernel-based linear attention [103,

82, 104, 105, 107, 81, 167, 8, 106]. For kernel-based linear attention, common designs

approximate the softmax function [82, 103, 107] or the full self-attention matrix [104, 105]

with orthogonal features or kernel embeddings, then the computation order can be changed

from � QK � V to Q� KV � . For example, [103] and [81] decompose the exponential terms in

softmax-based attention into kernel functions and exchange the computation order. Despite

their decent performance, currently kernel-based linear attention in general underperform

the softmax-based attention. Recent works [83, 176] also unify low rank approximated and

sparse attention (can also be dropped at inference) to improve ViTs' accuracy-ef�ciency

tradeoffs. Different from the above works, we explore from a new perspective by taking

spectral angles into consideration when measuring the similarities among tokens, resulting

in linear-angular attention that can achieve comparable or even better performance than

softmax-based attention.

4.3 The Proposed Castling-ViT

4.3.1 Preliminaryof Self-Attention

Self-Attention. Self-attention module is a core component of the Transformer [6, 4],

and usually consists of multiple heads. Each head captures global-context information by
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measuring pairwise correlations among allN tokens (N denotes the total number of tokens)

as de�ned below:

Hk
t �

N

=
i � 1

exp� Q t � K T
i ©

Ó
d�

< N
j � 1 exp� Q t � K T

j ©
Ó

d�
� V i ; (4.1)

wheret " r1; � ; N x; k " r1; � ; M x, Hk
t refers to thet-th row of them-th head's attention

matrix H. Q t ; K t ; V t " R d, are the query, key, and value vectors obtained by linearly

projecting the inputX t " RD with three learnable weight matricesW Q; WK ; WV " RD � d.

The attention head �rst computes the inner product between the query-key pairs, then scales

the product results to stabilize the training and usesSoftmax to normalize the resulting

attention scores, and �nally computes a weighted sum over all value vectors. Outputs

from all attention heads are then concatenated together before a �nal linear projection

with learnable weights. Note thatexp� �� denotes an exponential function. Computing Eq.

(Equation 4.1) has a quadratic complexity ofO� N 2� .

Kernel-based Linear Attention. The core idea of linear attention [103, 79, 80] is

to decompose the similarity measurement function into separate kernel embeddings, i.e.,

Sim� Q; K � � � � Q� � � K � T , so that we can change the computation order to� � Q�� � � K � T V �

based on the associative property of matrix multiplication. In this way, the attention complex-

ity is quadratic to the feature dimensiond instead of the token lengthN . One straightforward

implementation of linear attention is to use Gaussian RBF kernels to measure the similarity,

which can serve as an unbiased estimation of exp�…�; �‹� in Eq. (Equation 4.1):

exp�
…x; y‹

� 2 � � exp�
� ½x � y½2

2� 2 �
ÍÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÑÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÏ
Gaussian RBF Kernel

exp�
½x½2 � ½y½2

2� 2 � (4.2)

where…�; �‹ denotes the inner product operator. According to [177], we can induce a function

� � � � to approximate the Gaussian RBF kernel, mapping the input space to the feature space.

Assuming that bothQ andK are normalized as unit row vectors along the feature dimension,
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Figure 4.2: Illustration of self-attention used in LeViT and MViTv2.

then the attention formula can be approximated by:

Hk
t �

� � Q t � � < N
i � 1� � � K i �

T � V i �

� � Q t � � < N
j � 1 � � K T

j �
(4.3)

While doing so can alleviate the attention complexity to become linear w.r.t. the token

lengthN , it often causes a nontrivial accuracy drop as compared to the corresponding ViTs

with vanilla softmax-based attention [81, 94, 178].

Revisit Attention Designs. Recent ViTs have achieved a low complexity for classi-

�cation tasks (e.g., LeViT [9]) but still be costly for downstream tasks due to high input

resolutions, i.e., the number of tokens (e.g., MViTv2 [76]). Therefore, one dilemma is the

tradeoff between the model ef�ciency and generalizability. As illustrated in Figure 4.2,

LeViT shrinks the feature dimension to be more ef�cient on low-resolution tasks but can-

not be well generalized to downstream tasks, due to the resulting (1) feature bottlenecks,

i.e., insuf�cient feature dimensions, and (2) �xed attention biases. On the other hand,

MViTv2 performs token pooling for better �tting high-resolution tasks but is less effective

for low-resolution due to the caused token bottlenecks, i.e., insuf�cient number of tokens.
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Table 4.1: Analyze the attention design on ImageNet classi�cation.

Pooling
ResidualQ MACs (M)

Top-1
Accuracy (%)Token Feat. Pre-Q Post-Q

! ! 685 78.00
! ! 661 78.19

! 736 79.11
! ! ! 771 78.73

! ! ! 763 77.23
! ! 838 80.05

Our ablation studies in Table 4.1 show that (1) for ImageNet classi�cation, both token

and feature pooling can lead to accuracy drops in ViTs; and (2) for downsampling layers,

post-Q pooling (i.e., pooling after linear projection) together with residual connections in

MViTv2 performs better than pre-Q pooling (i.e., pooling during linear projection) in LeViT.

Therefore, we develop Castling-LeViTs on top of attention with merely post-Q pooling and

residual connections.

4.3.2 Castling-ViTFramework

Castling-ViT Overview. Figure 4.4 illustrates an overview of the proposed Castling-ViT,

which makes linear attention more powerful than previous designs while still being ef�cient

during inference. In particular, we propose (1) a novel kernel-based linear-angular attention

from the spectral angle perspective to close the accuracy gap between linear attention and

softmax-based attention; and (2) a training augmentation method that leverages softmax-

based attention as an auxiliary branch to assist the linear-angular attention only during ViT

training. Note that a mask is applied to the auxiliary branch to manifest linear-angular

attention and drop the auxiliary branch.

Linear-Angular Attention

Angular Kernel. In addition to the previously adopted polynomial, exponential, or RBF

kernel that focuses on spatial similarity measurements [103, 8], we propose to consider
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measuring spectral similarity via angular kernel as an alternative to existing softmax-based

attentions, leading to similar or better performance since it additionally takes into considera-

tion the nature of spectral characteristics, e.g., the spectral angle as a distance measurement

function [179, 180]. Such a spectral angle between two vectors is de�ned as:

� � x i ; x j � � arccos�
…x i ; x j ‹

½x i ½� ½x j ½

 ; (4.4)

where½� ½is the Euclidean distance and…�; �‹ is the inner product. The output range of� is

� 0; � � . Such an angle can be used as a distance. In our design, we de�ne the angular kernel

as a similarity measurement function between the queriesQ and keysK as:

Sim� Q i ; K j � � 1 �
1
� � � � Q i ; K j � ; (4.5)

and the output range is thus� 0; 1� . With more alignedQ i andK j , � is closer to 0 and thus

the similarity is closer to 1; In contrast, ifQ i andK j have opposite features,� is closer to�

and thus the similarity is closer to 0.

Properties of Angular Kernel and Its Feature Space.One property of our angular

kernel is that replacing the similarity measurement in self-attention with such a kernel

provides an ef�cient way to implicitly map the input data to a high (even in�nite after

expansion) dimensional feature space [180], where the distances/angles are calculated based

on a rich feature structure. Let� � � � denote the implicit map induced by this kernel, the

norm of mapped input data is:

½� � x i �½
2 � Sim� x i ; x i � � 1 �

1
� � 0 � 1; (4.6)

which means that all data in the input space are mapped onto the sphere of radius 1 in the
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Figure 4.3: (a) A simple 2D input space and (b) the corresponding 3D feature space after
applying the angular kernel to the 2D input data. Note that real input data/features are of
higher dimensions.

feature space. Also, the distance between two input features is given by:

½� � x i � � � � x j �½
2 � 1 � 1 � 2 � � � x i � � � x j �

T

� 2 � � 1 � Sim� x i ; x j �� �
2
� � � � x i ; x j � :

(4.7)

That is, the square (Euclid) distance and the spectral angle is positively correlated and the

distance range is� 0; 2� . As shown in Figure 4.3, the angles in the input space is correlated

to the feature distance after applying our angular kernel.

Expansion of Angular Kernel. A natural following question is how to incorporate the

above angular kernel for designing linear attention given its quadratic complexity w.r.t. the

input token length. Recalling from trigonometric identities and the expansion of the arccos

function into an in�nite series, we reformulate the similarity function as:

Sim� Q i ; K j � � 1 �
1
� � �

�
2 � arcsin� Q i � K T

j �	

�
1
2 �

1
� � � Q i � K T

j �
ÍÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÑÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÏ
Linear-angular terms

�
1
� �

™

=
k� 1

� 2k� !
22k � k!� 2� 2k � 1�

� Q i � K T
j �

2k� 1

ÍÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÑÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÒÏ
High-order residuals whenk ' 1 (non-linear)

;

(4.8)

whereQ i � K T
j denotes the normalized linear kernel function…Q i ; K j ‹©½Q i ½� ½K j ½, which

is equivalent to the inner product ifQ i andK j are unit vectors. We see that the �rst linear-
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angular terms can be directly used as the similarity measurement in linear attention, while

the remaining higher-order terms of an in�nite series introduce a much higher complexity.

As such, we propose to adopt a relaxation to approximate it.

Linear-Angular Attention. To construct our linear-angular attention, we leverage

parametrized DNN modules to approximate the expectation of the high-order residuals, i.e.,

M ij � EQ i � pQ i
;K j � pK j

� < ™
k� 1 � k � Q i � K T

j � 2k� 1� , where� k is the coef�cient for thek-th

order term in Eq. (Equation 4.8). The key question ishow to design such DNN modules.

Kim et al. [181] conducted an analysis on average attention weights of ViT models, which

show a strong inductive bias to attend to neighboring tokens. To capture this, we introduce

a learnable depthwise convolution (DWConv) module which is applied on all the value

tokens, soM ij by-design attends to nearby tokens, as illustrated in Figure 4.4. Second,

DWConv is limited by its receptive �eld [182] while the averaged attention map also has

a small number of off-diagonal scores to connect to nonadjacent tokens [181]. To capture

that, we adopt a sparse softmax-based attention as described in subsubsection 4.3.2. In

practice, we found that such a sparse softmax attention tends to converge to all zeros after

adding a simple threshold regularization. We provide more explanation and visualization in

subsubsection 4.3.2 and subsection 4.4.5.

In this way, our attention module can be formulated as:

H � Sim� Q; K � � V �
1
2 � V �

1
� � Q � � K T � V �

� M DW � V � M SparseAttn ;
(4.9)

where1©� � Q � � K T � V � is the linear term withO� N � complexity,M DW � V is the matrix

form of DWConv, andM SparseAttn is the normalized sparse softmax attention. The overall

complexity to compute Eq.(Equation 4.9) is linear to the input token length, where the MACs

of DWConv is also negligible (e.g.,$ 1% of the total MACs). Also, normalizations (x©½x ½2)

are inserted to theQ©K and sparse attention branches to help the similarity measurement

following [107].
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Figure 4.4: The visualization of our Castling-ViT with both linear-angular attention and
auxiliary softmax-based self-attention.

Switch Towards Linear-Angular Attention

Recall that we add a sparse softmax-based attention as an auxiliary branch in the linear-

angular attention to help approximate the high-order residuals. Such a costly attention can

be potentially dropped without hurting the inference accuracy, drawing inspiration from

[39] that the remaining network can gradually learn the high-order/frequency components at

the later training stage. Next, we explain how it is constructed and dropped.

Sparse Training Augmentation. As illustrated in Figure 4.4, we adopt a masked

softmax-based attention as an auxiliary branch to augment ViT training. In particular,

we �rst use a comparator with a prede�ned threshold� to generate a binary mask, where

attentions greater than� are set to 1 and 0 otherwise. These masks are then applied to

the attention maps to generate masked attention maps that will be summed up with our

linear-angular attention together as the �nal attention. The resulting sparse attention is given
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by:

M SparseAttn � Q; K � � Mask� � Softmax� Q � K T�� : (4.10)

whereMask� � x� � x if x % � else0, acting as an element-wise threshold function. As

such, the sparse attention captures the higher attention scores (i.e., strong local features),

and can potentially complement our linear-angular attention by supplementing the missing

higher-order terms. Such an assumption aligns well with recent �ndings that (1) low-rank

and sparse approximations complement each other [83, 176, 181]; and (2) linear attention

lacks local feature extraction capabilities over its softmax-based counterpart [81].

Castling During ViT Inference. As we are targeting ef�cient ViT inference, it is desired

to reduce or completely remove the costly softmax-based attentions while only keeping our

linear-angular attention at runtime, i.e., performing castling. In our experiments, we found

that under the sparsity regularization above, the softmax attention naturally converges to all

zeros as the training progresses. We consider both �xed and dynamic schedules for� and

�nd that our Castling-ViT is not sensitive to neither the threshold value nor the threshold

schedule for a given task. Given a �xed mask threshold (e.g.,� � 0:02in image classi�cation

experiments), the masks become all zeros at latter training stages and thus the auxiliary

branch can be removed without hurting the model accuracy. We supply the visualization of

the mask-evolving trajectory and our conjecture for understanding such a phenomenon in

subsection 4.4.5.

4.4 Experiments

4.4.1 ExperimentSettings

Tasks, Datasets, and Models.Tasks and Datasets.We consider three benchmark datasets

and three representative vision tasks to demonstrate the superiority of the proposed Castling-

ViT, including image classi�cation on ImageNet dataset [127] with 1.2 million training and
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50K validation images; Object detection on COCO dataset [161] with 118K training and

5K validation images; Semantic segmentation on ADE20K dataset [183] with 20K/2K/3K

images for training, validation, and testing, respectively.Models.We apply our proposed

Castling-ViT idea on top of various models. For the classi�cation task, we consider LeViT

[9], MViTv2 [76], and DeiT [5]; For the detection task, we consider models with ef�cient

ViT backbones (e.g., PicoDet [184] with modi�ed ESNet and LCNet backbones [185]

with transformer blocks); For the segmentation task, we consider Mask2former [186] with

ViT-Base backbone.

Training Settings. For the classi�cation task,we use a SGD optimizer with 0.9 mo-

mentum and2 � 10� 5 weight decay to train ViTs for 1000 epochs using 64 V100 GPUs,

with each card having 64 (LeViT) or 32 (MViTv2/DeiT) batch sizes. The learning rate

is 2.0 with �rst 11 epochs warm-up starting from 0.01 and decays by a factor of 0.9875

per epoch [187]. Also, we use the distillation [5] based on a teacher model with a 85.5%

accuracy.For the detection task,we adopt SGD optimizer with momentum 0.9 and weight

decay 4e-5 to train models on COCO. All models are trained on 8 V100 GPUs with each

card having 80 batch sizes following PicoDet's training recipe [184]. Also, we follow

LeViT's training recipe [9] to pretrain backbones on ImageNet;For the segmentation task,

we follow Mask2former's training recipe [186] to train models on ADE20K, where ViT

backbones are pretrained following MAE [188] if speci�ed.

Baselines and Evaluation Metrics.Baselines.For the classi�cation task, we compare

the proposed Castling-ViT with LeViT [9], MviTv2 [76], DeiT [5], Swin [99], CSWin [189],

PVT [169], etc. For the detection task, we compare with FBNetV5 [187], YOLOX [190],

YOLOv5, MobileDet [172], and Ef�cientDet [191]. For the segmentation task, we compare

with Mask2former [186] with ViT backbones.Evaluation Metrics.We evaluate the Castling-

ViT and all baselines in terms of accuracy-ef�ciency tradeoffs. Speci�cally, the accuracy

metrics refer to top-1/5 accuracy for the classi�cation task; AP, AP50, AP75 for the detection

task (AP: average precision); mIoU, mAcc, and pAcc for the segmentation task (mIoU:
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Table 4.2: Castling-ViT over SOTA baselines on ImageNet.

MACs
Ranges Models

Params
(M)

MACs
(G)

Top-1
Acc.(%)

Top-5
Acc.(%)

$1G

MobileNetV2-1.4 [100] 6.9 0.58 74.7 -
Ef�cientNet-B0 [192] 5.3 0.39 77.1 93.3
Ef�cientNet-B1 [192] 7.8 0.70 79.1 94.4
MobileViT-XS [75] 2.3 0.70 74.8 92.3
LeViT-128 [9] 9.2 0.41 78.6 -
LeViT-192 [9] 10.9 0.66 80.0 -
Castling-LeViT-128 10.5 0.49 79.6 94.6
Castling-LeViT-192 12.7 0.82 81.3 95.5

1� 3G

Ef�cientNet-B3 [192] 12.0 1.80 81.6 95.7
HRFormer-T [193] 8.0 1.80 78.5 -
DeiT-T [5] 5.6 1.25 74.5 91.9
LeViT-256 [9] 18.9 1.12 81.6 -
LeViT-384 [9] 39.1 2.35 82.6 -
Caslting-DeiT-T 5.64 1.18 76.0 92.5
Castling-LeViT-256 22.0 1.40 82.6 96.1
Castling-LeViT-384 45.8 2.90 83.7 96.7

3� 10G

RegNetY-4G [194] 21.0 4.00 80.0 -
Ef�cientNet-B5 [192] 30.0 9.90 83.6 96.7
Swin-S [99] 50.0 8.70 83.2 96.2
CSWin-S [189] 35.0 6.90 83.6 -
DeiT-S [5] 21.9 4.60 81.2 95.4
PVTv2-V2 [78] 25.0 4.00 82.0 -
MViTv2-T [76] 24.0 4.68 82.3 -
MViTv2-S [76] 34.7 6.95 83.6 -
Castling-MViTv2-T 24.1 4.50 84.1 96.8
Castling-MViTv2-S 34.7 6.95 84.6 97.0

%10G

CaiT-S36 [195] 68.0 13.90 83.3 -
Swin-B [99] 88.0 15.40 83.5 96.5
CSWin-B [189] 78.0 15.00 84.2 -
AutoFormer-B [77] 54.0 11.00 82.4 95.7
MViTv2-B [76] 51.2 10.07 84.4 -
DeiT-B [5] 86.3 17.56 83.4 96.5
Castling-DeiT-B 87.22 17.28 84.2 -
Castling-MViTv2-B 51.9 9.82 85.0 97.2

mean intersection over union). For ef�ciency metrics, we compare the number of model

parameters or inference FLOPs (or MACs).

4.4.2 Castling-ViToverSOTABaslines

Image Classi�cation. To evaluate the effectiveness of our proposed techniques on the

image classi�cation task, we apply the proposed Castling-ViT idea to three typical or SOTA

ViT architectures: DeiT [5] as typical ViTs, LeViT [9] as representative ef�cient ViTs,

and MViTv2 [76] as representative hierarchical ViTs for downstream applications of high
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Figure 4.5: Castling vs. baseline ViT on ImageNet.

input resolutions, and compare their performance over baselines on ImageNet. As shown in

Table 4.2, the comparison across a large MACs (or FLOPs) range starting from 0.4G to 17G.

We categorize ViT models into four regimes:$1G, 1� 3G, 3� 10G, and%10G, and select

baselines in each regime to benchmark separately for the clarity purpose. Castling-ViTs

consistently perform better than all baselines across various MACs ranges in terms of the

accuracy-ef�ciency tradeoff. For example, Castling-LeViT achieves 82.6% top-1 accuracy

with only 1.40G MACs while LeViT requires 2.35G FLOPs instead, i.e.,� 40% MACs; On

the other hand, under comparable MACs, Castling-MViTv2 achieves 84.1% accuracy vs.

MViTv2 with 82.3% accuracy instead, i.e.,� 1.8% top-1 accuracy. Overall, Castling-ViT

achieves an improved accuracy of� 0.5% � � 6.6%, � 1.0% � � 8.1%, � 1.0% � � 4.1%,

and� 0.6% � � 2.6% over baselines under$1G MACs, 1� 3G MACs, 3� 10G MACs, and

%10G MACs, respectively. Note that we calculate improvements under comparable MACs.

In addition to the overall comparison, we also visualize the apple-to-apple benchmark, e.g.,

Castling-LeViT vs. LeViT, to validate the effectiveness of proposed techniques. As shown in

Figure 4.5, Castling-LeViT/MViTv2 achieves� 25.7% � � 55.3% MACs reductions under

comparable accuracies or offers a comparable or better accuracy (� 0.6% � � 1.8%) under

comparable MACs over corresponding LeViT/MViTv2 baselines.

Object Detection.We also extend the Castling-ViT to the downstream object detection

task and compare it with previous ef�cient detectors on COCO dataset to evaluate its ef�cacy.

Speci�cally, we construct the detector with modi�ed ESNet [184] or LCNet [185] (replace
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Table 4.3: Castling-ViT over SOTA baselines on COCO detection, where Castling-ViT†

means that the detection model adopts modi�ed ESNet (use transformer blocks in the last
stage; referred to ESNet-ViT) as backbone while Castling-ViT“ uses modi�ed LCNet (use
transformer blocks in the last two stage; referred to LCNet-ViT) as backbone. Also, “-S/M/L”
and “-320/416” represent small/medium/large model variants and 320x320/416x416 input
resolutions, respectively.

Models
Params

(M)
MACs

(G) mAP AP50 AP75

MobileDet-DSP [172] 4.85 1.43 27.3 - -
MobileDet-DSP-Fused [172] 9.15 3.22 29.1 - -
Ef�cientDet-D0 [191] 3.90 2.54 34.6 53.0 37.1
YOLOv5-N 1.90 2.30 28.0 45.7 -
YOLOX-Nano [190] 0.91 0.54 25.8 - -
YOLOX-Tiny [190] 5.06 3.23 32.8 - -
FBNetV5-AC-224x320 [187] - 0.71 25.0 - -
FBNetV5-AR-224x320 [187] - 0.91 26.4 - -
FBNetV5-A-224x320 [187] - 1.35 27.2 - -
FBNetV5-AC-320x640 [187] - 1.37 28.9 - -
FBNetV5-AR-320x640 [187] - 1.80 30.4 - -
Castling-ViT-S-320† 3.25 0.62 28.1 42.3 29.2
Castling-ViT-S-416† 3.25 1.06 31.3 46.7 32.5
Castling-ViT-M-416† 6.01 2.00 34.0 49.5 35.9
Castling-ViT-L-416† 9.32 3.03 35.0 50.7 37.2
Castling-ViT-L-416“ 13.10 5.31 37.3 53.4 39.6

the last one or two stages with transformer blocks) as backbones and follow PicoDet [184]'s

detection head design as well as their training recipe. Figure 4.1 and Table 4.3 show the

overall comparison between the proposed Castling-ViT and other baselines. We can see

that our Castling-ViT consistently achieves better accuracy-ef�ciency tradeoffs, leading to

� 6.0,� 2.2 � � 2.3,� 4.0 � � 5.9,� 3.1 � � 4.0 mAPimprovements as compared to YOLOv5,

YOLOX [190], MobileDet [172], and FBNetv5 [187], respectively, under comparable or

even less MACs. As for Ef�cientDet [191], our method achieves comparable accuracy-

ef�ciency trade-offs. Apart from the overall comparison with baselines, we also provide

the apple-to-apple comparison with detectors with softmax-based attention, we supply the

comparison results and Castling-ViT's breakdown analysis to subsection 4.4.4. This set

of experiments validates the effectiveness of the proposed Castling-ViT for servering as

ef�cient detector backbones (e.g.,&3G MACs) in the object detection task.

Semantic Segmentation.We further extend Castling-ViT to the semantic segmenta-
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Table 4.4: Castling-ViT over baselines on the ADE20K segmentation dataset, serving as
backbones in the Mask2former framework. Note that we report both total MACs and
backbone MACs, i.e., (�).

Mask2former w/
MAE

Pretrain
Params

(M)
MACs

(G) mIoU mAcc pAcc

ViT-Base N 118 229 (182) 34.54 46.36 75.84
Castling-ViT-Base N 118 195 (147) 34.67 46.47 76.20
ViT-Base Y 118 229 (182) 47.92 61.00 83.02
Castling-ViT-Base Y 118 195 (147) 48.44 61.82 83.29

tion task to evaluate its effectiveness. Speci�cally, we use ViT-Base as the backbone in

Mask2former [186] framework to serve as our baseline and testbed. Then we build the

Castling-ViT-Base as the backbone to benchmark on the ADE20K dataset. As shown in

Table 4.4, Mask2former with Castling-ViT backbone achieves15% total MACs reductions

and19% backbone MACs reduction under comparable or slightly better mIoU, i.e.,� 0.13%

and� 0.52% without or with MAE pretraining on ImageNet [188]. This set of experiments

validate that our proposed techniques could be well generalized to various downstream tasks

that require large input resolutions.

4.4.3 Linear-AngularAttentionoverSOTABaselines

We also conduct ablation studies among various kinds of kernels used in linear attention

to evaluate the superiority of our proposed linear-angular kernel. Also shown in Table 4.5,

we compare the angular kernel with �ve other commonly adopted kernels, results on three

model and resolution settings consistently demonstrate that our proposed angular kernel

helps achieve better mAP, e.g.,� 4.0% � � 4.2% over MC [176],� 1.0% � � 1.2% over

Softmax [80],� 2.6%� � 3.2% over Cosine [107],� 3.1%� � 4.6% and� 0.2%� � 1.2% over

ReLU-S and ReLU-E [81], respectively. This set of experiments validate the superiority of

the proposed linear-angular kernels.
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Table 4.5: Ablation studies of Castling-ViT with various kernel-based linear attentions,
where MC refers to mean-centering kernel function applied toQ©K ; Softmax also means
the kernel function; ReLU-S and ReLU-E denote applying ReLU as kernels for decomposing
softmax or exponential terms, respectively. All models are trained on COCO from scratch
without pretraining.

Backbone Linear Attn S-320 S-416 M-416
mAP AP50 mAP AP50 mAP AP50

LCNet N/A 25.5 39.0 29.7 44.2 34.3 49.9
LCNet-ViT N/A 25.9 39.6 29.8 44.4 34.9 50.4

LCNet-ViT

MC [176] 22.8 34.9 26.3 39.6 31.5 46.1
Softmax [80] 26.0 39.6 29.2 43.4 34.4 49.8
Cosine [107] 24.4 37.4 27.2 41.0 32.9 48.0
ReLU-S 23.9 36.7 - - 30.9 45.3
ReLU-E [81] 26.5 40.2 30.2 44.7 34.3 49.7
Lin.-Angular 27.0 40.6 30.4 45.5 35.5 51.1

4.4.4 AblationStudiesof Castling-ViT

We conduct ablation studies on Castling-ViT's linear-angular attention, added DWConv,

as well as auxiliary masked softmax-based attention, as shown in Table 4.6 and Table 4.7,

where the experiments are performed on Castling-ViT-S-320“ /M-416“ , respectively, without

pretraining on ImageNet. Note that here“ means that we use LCNet-ViT, i.e., replacing

all layers in last two stages with transformer blocks, as backbones. Results in three tables

show detailed performance breakdown and consistently demonstrate that all components in

our proposed Castling-ViT contribute to the �nal performance. Speci�cally, linear-angular

attention itself already achieves� 0.1%� � 0.5% mAP improvements while leading to 10.1%

� 15.3% MACs reductions simultaneously. Adding DWConv in the middle of MLP layers

further leads to� 0.1%� � 0.6% mAP improvements while only incur negligible MACs

overhead. Adding auxiliary masked softmax-based attention further increases the mAP by

0.2% without incurring any overhead since it only assists the training while being removed

during inference. Note that although LCNet-ViT backbone leads to better mAP, it also

introduces more MACs as compared to ef�cient convolutions. As such, LCNet-ViT still

slightly underperforms LCNet backbones in terms of accuracy-ef�ciency trade-offs, since

we directly replace the CNN backbones with transformer blocks, whose architecture could
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Table 4.6: Ablation studies of Castling-ViT-S-320 w/ LCNet backbone, or LCNet-ViT
backbone + linear-angular attention (denoted as Lin.) + DWConv (denoted as DW.) +
auxiliary softmax-based attention (denoted as SparseAttn.).

Castling-ViT-S-320 w/
Params

(M)
MACs

(G) mAP AP50 AP75

LCNet 1.10 0.48 25.5 39.0 26.5
LCNet-ViT 2.14 0.69 25.9 39.6 26.9
+ Lin. 2.14 0.62 26.2 39.7 27.3
+ Lin.+DW. 2.14 0.62 26.8 40.7 28.0
+ Lin.+DW.+SparseAttn. 2.14 0.62 27.0 40.6 28.0

Table 4.7: Ablation studies of Castling-ViT-M-416 w/ LCNet backbone, or LCNet-ViT
backbone + Lin. + DW. + SparseAttn.

Castling-ViT-M-416 w/
Params

(M)
MACs

(G) mAP AP50 AP75

LCNet 3.32 2.15 34.3 49.9 36.5
LCNet-ViT 7.53 3.51 34.9 50.4 37.0
+ Lin. 7.53 3.15 34.8 50.3 36.7
+ Lin.+DW. 7.53 3.15 35.1 50.9 36.9
+ Lin.+DW.+SparseAttn. 7.53 3.15 35.3 51.1 37.3

not be optimal for ViTs. It remains to an open problem to build ViT-based models that

achieve higher accuracy-ef�ciency trade-offs than pure ConvNet models.

4.4.5 Discussionon theAuxiliary Branch

Figure 4.6: Visualizing the tra-
jectories of nonzeros in auxiliary
masks during training.

Trajectory of Nonzeros in Masks.To further understand

the effect of the auxiliary branch, we visualize the trajec-

tories of nonzeros in masks of auxiliary softmax-based

attention. As shown in Figure 4.6, we count the nonzeros

in the �rst attention layer's masks throughout the training

of both Castling-ViT-S-416 and Castling-ViT-M-416 with

the LCNet-ViT backbone on COCO. we observe that the

introduced auxiliary attention will only assist the training

in the early or middle training stages and will gradually
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Figure 4.7:Left: Visualizing the taget similarity function, linear-angular terms, and DNNs'
�tting curve; Middle: Visualizing the loss trajectory during DNN training;Right: Visualiz-
ing the learning trajectory of both low and high frequency components.

vanish towards all zeros in the later training stage, which is well aligned with the assumption

in our Castling-ViT. This set of experiments validates the idea of performing “castling” in

ViTs, i.e., dropping the auxiliary branch without sacri�cing performance.

Conjecture of Castling. We conduct a synthetic experiment to give an analogy for

explaining the castling phenomenon. In Figure 4.7 (Left), we visualize the curve of (1)

angular similarity function (denoted in Red), (2) linear-angular terms (denoted in Green),

and (3) two-layer DNN's approximation. We see that only keeping linear-angular terms

leads to distortion, while DNN is capable of learning the missing high-frequency parts,

whose loss trajectory is shown in Figure 4.7 (Middle). Also, the learning trajectory of

frequency components is visualized in Figure 4.7 (Right), following F-Principle [39], where

x-axis is training steps, y-axis categorizes both low and high frequency components, blue/red

colors refer to large/small difference between the learned frequency components and target

frequency components, respectively. We observe that DNNs �t target functions from low

to high frequencies during training. It indicates that DWConv itself is not suf�cient for

approximating the high-order residual at early training stages. Costly attention that contains

high-order residuals is then desired to help training while being dropped at inference since

the remaining networks can gradually learn the high-frequency components at later training

stages [39].
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Figure 4.8: Failure of linear-angular attention in autoregressive LLMs.Left : The augmented
DWConv branch results in zero loss/accuracy, as indicated by the yellow line.Right:
Illustration of the information leakage phenomenon, i.e., next tokens are prematurely
revealed as shown by red arrows, in autoregressive LLMs with DWConv in theV branch.

4.5 Extension to Large Language Models (LLMs)

4.5.1 NewChallenge

The linear-angular attention mechanism, enhanced with ef�cient depthwise convolution

(DWConv) in theV (value) branch of attention modules [12, 104], fails in autoregressive

large language models (LLMs) due to information leakage, where future context is un-

intentionally incorporated during training. As shown in Figure 4.8, linear attention (LA)

with DWConv converges to near-zero loss early in training, yet the actual evaluation ac-

curacy remains zero, con�rming the presence of information leakage. Figure 4.8 (right)

further illustrates this phenomenon, where next-token predictions are prematurely exposed,

compromising the integrity of the autoregressive learning process.

4.5.2 TheExtendedLinearizedLLMs

Revised LA Augmentation. To address information leakage, we propose to design an

effective masked DWConv instead of using a simple convolutional layer for enhancing

the locality of the linear attention [12, 104]. Speci�cally, we adopt a causal mask on
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Figure 4.9: Model architecture of our revised LA augmentation for LLM.

the DWConv layer to prevent tokens from accessing information from subsequent tokens,

thereby preserving the inherent causality of the original attention mechanism, as illustrated

in the right branch of Figure 4.9. The masked DWConv prevents information leakage,

leading to better loss convergence, as demonstrated in the left of Figure 4.8. Unlike [196],

our ef�cient DWConv is integrated directly into the attention block, not as a standalone

component.

We build our DWConv augmentation on top of existing grouped LAs to speed up the

linearized LLMs. The reason why we need the grouped LA is that standard LAs exhibit

reduced ef�ciency in autoregressive settings due to the causal constraint [197]. For example,

the query vectorQ t att-th time step interacts with the cumulative sum of all preceding results

< t
i � 1 K i V i . This cumulative sum (cumsum) of KV product operations inherently creates

a sequential dependency, and restricts the potential for parallel processing. To enhance

ef�ciency, we partition the input sentence into non-overlapping groups. Within each group,

we bypass local dependencies, allowing parallel processing. For interactions between

groups, we only compute the cumulative sums at the group level for theKV products for
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Table 4.8: Inference latency and memory comparison at various sequence lengths for
LLaMA models.

Model Attn.
Inference Latency (ms) Inference Memory (GB)

4096 8192 16384 32768 4096 8192 16384 32768

LLaMA-2-7B
Original 812.6 2355.0 OOM OOM 22.5 40.5 OOM OOM
Ours LA 529.8(-35%) 1029.7(-56%) 2032.9 3985.919.1(-15%) 25.7(-37%) 38.8 65.0

LLaMA-2-13B
Original 1319.7 3805.0 OOM OOM 38.2 62.1 OOM OOM
Ours LA 876.5(-34%) 1737.1(-54%) 3460.9 OOM 33.8(-12%) 43.2(-30%) 61.9 OOM

improved ef�ciency, as depicted in the middle branch of Figure 4.9. Furthermore, to improve

local dependency handling, we employ parallel local attention within each group, using

softmax-based attention, as depicted in the left branch of Figure 4.9. The integration of this

local attention strategy with our revised local augmentation contributes signi�cantly to the

performance, combining the ef�ciency of LAs with improved accuracy.

4.5.3 Evaluationof LinearizedLLMs

Experiment Settings

We �netune the LLaMA-2-7B/13B models on RedPajama [198] dataset with about 1.2T

tokens for 1K steps, following the setting of LongLora [199]. We consider the evaluation of

LLaMA models on six zero-shot or few-shot downstream tasks: BBH [200], PIQA [201],

MMLU [157], COPA [202], ARCC [203], and AGNews [204]. Following common evalua-

tion settings, MMLU was tested with 5 shots, BBH with 3 shots, and the remaining tasks

with zero shots.

Linearized LLMs over Original LLMs

We analyze the latency improvements and memory ef�ciencies of our linearized LLMs

compared to conventional LLMs. As detailed in Table 4.8, our approach reduces latency by

up to 56.3% and memory usage by 36.5% for models like LLaMA-2-7B and LLaMA-2-13B

on A100-80G device. In addition, our linearized LLMs extend the maximum supported
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Table 4.9: Inference latency and memory comparison at various task pre�ll and decode sizes
for LLaMA-2-7B models.

Attn.
Pre�ll and Decode Sequence Lengths

(340, 160) (60, 20) (7000, 200) (1700, 400)
Latency

(ms)
Original 325.00 40.61 709.59 894.21
Ours LA 290.08 37.51 432.48 736.51

Memory
(GB)

Original 13.4 12.8 32.3 15.7
Ours LA 13.1 12.8 21.7 14.8

Table 4.10: Accuracy comparison on six zero/few-shot downstream tasks under 0.8s latency
(sequence length is 4K).

LLaMA-2 Attn. BBH PIQA MMLU COPA ARCC AGNews
7B Original 33.50 63.22 45.40 85.00 52.17 78.17
13B Ours LA 33.91 68.06 36.57 85.00 51.74 78.95

sequence lengths from 8K to 32K for LLaMA-2-7B on the same GPU, demonstrating our

method's ef�cacy and scalability in large-scale models.

We also provide detailed reports on latency and memory consumption for the LLaMA-2-

7B model across four downstream tasks, under varied pre�ll and decode size con�gurations.

As shown in Table 4.9, our approach reduces latency by up to 39.1% and memory usage by

up to 32.8% during runtime when deploying LLaMA-2-7B models on a A100-80G GPU.

In addition, we compare the accuracy of our augmented linear attention method and the

original attention-based LLaMA models under comparable inference latency on six down-

stream tasks. As shown in Table 4.10, LLaMA-2-13B with our augmented linear attention,

achieves comparable inference latency to the original LLaMA-2-7B at a 4K sequence length,

while outperforming the original LLaMA-2-7B in four out of six downstream tasks. These

results validate that our method can boost downstream task performance.
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4.6 Summary

In this chapter, we present Castling-ViT that trains ViTs with both linear-angular and

softmax-based quadratic attention but switches to only having the former during inference.

Castling-ViT leverages angular kernels to measure the similarities between the queries and

keys via spectral angles and highlights two enablers: (1) a new linear-angular attention

mechanism: we decompose angular kernels to linear terms and high-order residuals, and

keep only the former for inference; and (2) we approximate the high-order residuals using a

depthwise convolution and an auxiliary masked softmax attention whose masks gradually

become zeros during training without incurring inference overhead. Extensive experiments

consistently validate Castling-ViT's advantages. Furthermore, we extend the method to

support linearized LLMs, broadening its applicability beyond vision tasks.
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CHAPTER 5

VITCOD: VISION TRANSFORMER ACCELERATION VIA DEDICATED

ALGORITHM AND ACCELERATOR CO-DESIGN

5.1 Introduction

We have recently witnessed the amazing success and increasing interest of developing

attention-based Transformer architectures for both natural language processing (NLP) and

computer vision (CV) tasks. The powerful performance of Transformers largely bene�ts

from their self-attention module that is capable of extracting global context information

[6, 162, 4]. However, the self-attention module comes at a cost of inef�ciency during

both training and inference due to its quadratic complexity dependency on the number of

input tokens, and has been recognized as a major ef�ciency bottleneck for the inference

acceleration of Transformers. For example, the self-attention module of the GPT-2 model

[205] accounts for over 50% of the total latency measured on a TITAN Xp GPU [13]; This

percentage increases to 69% for LeViT-128 [9] when measured on an EdgeGPU [7]. To

alleviate the bottleneck complexity of self-attention modules, sparse attention techniques

have emerged as a promising solution and been considered by both algorithm [206, 164,

207] and hardware acceleration [208, 13, 14, 15] works.

Despite their great promise, existing sparse attention accelerators or algorithm-accelerator

co-design works (e.g., Sanger [14]) focus on accelerating NLP Transformers and adopt

hardware designs with on-the-�y sparse attention prediction and high recon�gurability in

order to handle the varying number of input tokens in NLP. As such, those techniques are

not optimal for accelerating Vision Transformers (ViTs), which feature stark differences

from NLP Transformers.Next, we discuss the differences and corresponding new op-

portunities or challenges for ef�cient acceleration of ViTs: First, ViTs have a relatively

83



Figure 5.1: Comparison between NLP Transformers and ViTs in terms of BLEU-sparsity
or accuracy-sparsity trade-offs. Note that for NLP Transformer, we collect the results on
machine translation task, IWSLT EN� DE, following [207]; For ViTs, we apply an info-
based pruning technique on DeiT-Base/Small models and classi�cation task (e.g., ImageNet),
following [181].

�xed number of input tokens during both training and inference (e.g., a commonly adopted

token size of16� 16 for an image resolution of224� 224, which leads to a total of 196

tokens), while NLP Transformers adopt input-dependant varying numbers of tokens across

different NLP datasets/tasks. ViTs' relatively �xed number of tokens offers an opportunity

to design ViT accelerators, which can potentially avoid on-the-�y sparse attention pattern

prediction adapting to each input, via co-designing with sparse ViT algorithms.Second,

as shown in Figure 5.1, ViTs allow their attention maps to be pruned by up to 90%� 95%

with �xed sparse patterns for all inputs without signi�cant accuracy drops, whereas NLP

Transformers often can only allow a medium level of sparsity ratio (e.g., 50%� 70%) even

for dynamicsparse attention patterns [207] if aiming for small/negligible accuracy drops.

The aforementioned differences bring about bothnew opportunities and challengesfor

accelerating ViTs. On one hand, the �xed sparse patterns in ViTs can alleviate the stringent

need for adopting on-the-�y sparse attention pattern prediction and highly recon�gurable

processing element (PE) designs. On the other hand, ViTs' allowed high sparsity in attention

maps inevitably aggravates the extent of both irregular data accesses and processing, which
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