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Habits of thinking need not be forever. One of the most significant findings in psychology
in the last twenty years is that individuals can choose the way they think.

Martin Seligman
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SUMMARY

As renewable energy sources such as wind and solar become more prevalent in power
systems, they introduce increased uncertainties in both supply (e.g., from wind and solar
farms) and demand (e.g., due to electric vehicles, batteries, and solar panels). These uncer-
tainties introduce new types of risk and motivate the Independent System Operators (ISOs)
in the US to perform risk analysis in real time. However, traditional optimization-based risk
assessment is not practical given the tight time budget of real-time operation as it requires
systematically solving a sequence of large-scale optimization instances for thousands of
load and renewable scenarios. For example, simulating system risk for industrial-scale
power systems over the next 24 hours necessitates solving 288 optimization instances. This
process takes more than 15 minutes for a single scenario, a timeframe that signi cantly
exceeds the real-time requirement of power system operations. Additionally, day-to-day
operations often involve numerous instances. This cumulates a large dataset and gives
the opportunity to shift the computational burden from online to of ine through machine
learning. These challenges and opportunities have motivated the thesis to develop opti-
mization proxies, a differentiable program to learn the input-output mapping of underlying
optimization, to enable real-time risk assessment by synergizing Machine Learning (ML)
and optimization.

Chapter 1 presents the introduction and summarizes publications and their industrial
impacts. Chapter 2 provides the background of power systems and optimization proxies.
Chapter 3 provides a comprehensive review of the related literature, pinpointing research
gaps in the practicality, scalability, and feasibility of earlier efforts to develop optimization
proxies in power systems.

Chapter 4 focuses on the practicality of developing optimization proxies for industrial-
size Security-Constrained Economic Dispatch (SCED) problems, a foundational building

block in US energy market clearing. It rst simulates large-scale power grids in a real-

XVii



istic energy market pipeline of the Midcontinent Independent System Operator (MISO).
Then, motivated by a principled analysis of the market-clearing optimization and simu-
lation process, the chapter proposes a novel just-in-time ML pipeline that addresses the
main challenges of learning SCED solutions, i.e., the variability in load, renewable out-
put, and production costs, as well as the combinatorial structure of commitment decisions.
The just-in-time pipeline also aligns the structure of the US energy market, showing how to
practically incorporate ML training, testing, and inference in the market clearing procedure.
It also proposed a novel combined classi cation-then-regression architecture to capture the
activeness of constraints in SCED solutions. Numerical experiments are reported on the
French transmission system, and demonstrate the approach's ability to produce, within a
time frame that is compatible with real-time operations, accurate optimization proxies that
produce relative errors below 1%.

Chapter 5 focuses on the feasibility and scalability. It presents a novel End-to-End
Learning and Repair (E2ELR) architecture for SCED problems to solve the main chal-
lenges of feasibility and scalability uni edly. For feasibility, E2ELR combines deep neural
networks with closed-form, differentiable repair layers, thereby integrating learning and
feasibility in an end-to-end fashion. The repair layers are proven to generate feasible
outputs as long as the original SCED is feasible. For scalability, E2ZELR is trained with
self-supervised learning, removing the need for labeled data and solving of numerous op-
timization problems of ine. Therefore it can quickly adapt to the latest scenarios in power
systems. Further, the proposed differentiable repair layer (consisting of a sequence of pro-
jection steps) has the time complexi®(n), linear to the number of decision variables.

It is signi cantly more ef cient than the typically Euclidean projection with complexity
O(n®. The results demonstrate that the self-supervised E2ELR achieves state-of-the-art
performance, with optimality gaps that outperform other baselines by at least an order of
magnitude.

Chapter 6 focuses on the core of the thesis: achieving real-time risk assessment on

XViii



large-scale power systems with optimization proxies. This chapter builds upon the method-
ologies proposed in the previous chapters. Additionally, it proposes a novel training pipeline
that allows for the sequential training of optimization proxies in a self-supervised manner.
Numerical experiments on large systems demonstrate the scalability and accuracy of the
proposed approacitis the rst real-time risk assessment framework on large-scale power

systems in the granularity of components such as generators and transmission lines.
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CHAPTER 1
INTRODUCTION

Tackling climate change necessitates signi cant reductions in greenhouse gas emissions in
the upcoming decades and a focused effort on adapting to the effects of climate change. The
power sector is crucial in both reducing emissions and adapting to these changes. It is re-
sponsible for approximately a quarter of worldwide greenhouse gas emissions, highlighting
the urgent need for a shift towards renewable and low-carbon energy sources. Furthermore,
the move towards low-carbon power is essential for the decarbonization of other sectors,
such as transportation, by replacing fossil fuels with electricity.

This shift, however, brings considerable stochasticity in front and behind the meter,
leading to greater dif culties in forecasting. It is, therefore, critical for system operators
to conduct real-time risk analyses to understand the behavior of power systems from a few
hours to a few days ahead. The traditional approach of optimization-based risk assessment,
which involves solving numerous large-scale optimization problems for a wide range of
load and renewable scenarios, is not feasible in real-time operations due to its great com-
putational intensity.

Moreover, the routine operations involve analyzing numerous scenarios with slight
modi cations in the input parameters, resulting in an extensive dataset. This presents an
opportunity to transition the computational burden from online to of ine by leveraging
machine learning (ML). This transition enables the development of optimization proxies,
which are differentiable programs that learn the mapping between input parameters and
optimal decisions of underlying optimization problems, thus allowing for real-time risk
assessment by synergizing ML and optimization.

This thesis narrates the journey of developing real-time risk assessment in large-scale

industrial power systems with optimization proxies.



1.1 Summary of Publications

The content of Chapter 4 appears in:

* [1] Wenbo Chen, Seonho Park, Mathieu Tanneau, and Pascal Van Hentenryck. "Learn-
ing Optimization Proxies for Large-Scale Security-Constrained Economic Dispatch.”
In the Proceedings of the 22nd Power Systems Computation Conference (PSCC),
June 27 — July 1, 2022 in Porto, Portugallournal version published iRlectric

Power Systems Research 2822): 108566.
The content of Chapter 5 appears in:

* [2] Wenbo Chen, Mathieu Tanneau, and Pascal Van Hentenryck, "End-to-End Feasi-
ble Optimization Proxies for Large-Scale Economic DispatchlEIBE Transactions
on Power Systemsol. 39, no. 2, pp. 4723-4734, March 2024, doi: 10.1109/TP-
WRS.2023.3317352.

The content of Chapter 6 appears in:

» [3] Wenbo Chen, Mathieu Tanneau, and Pascal Van Hentenryck, "Real-Time Risk
Analysis with Optimization Proxies,” Acceptéa the Proceedings of the 23nd Power
Systems Computation Conference (PSCC), June 4 — June 7, 2024 in Paris-Saclay,

France.Journal version will appear iElectric Power Systems Research

Non-thesis research:The following publications from my Ph.D. provide how to synergize
machine learning and optimization for broader applications in power systems and trans-

portation. These are excluded from the remainder of this thesis.

* [4] Seonho Park, Wenbo Chen, Terrence W. K. Mak and Pascal Van Hentenryck,
"Compact Optimization Learning for AC Optimal Power Flow,” IBEE Transac-
tions on Power Systemsol. 39, no. 2, pp. 4350-4359, March 2024, doi: 10.1109/TP-
WRS.2023.3313438.



 [5] Seonho Park, Wenbo Chen, Dahye Han, Mathieu Tanneau, Pascal Van Henten-
ryck, "Con dence-Aware Graph Neural Networks for Learning Reliability Assess-
ment Commitments,” iINEEE Transactions on Power Systemsl. 39, no. 2, pp.

3839-3850, March 2024, doi: 10.1109/TPWRS.2023.3298735.

 [6] Enpeng Yuan, Wenbo Chen, and Pascal Van Hentenryck. "Reinforcement Learn-
ing from Optimization Proxy for Ride-Hailing Vehicle Relocatioddurnal of Arti-

cial Intelligence Researcr5 (2022): 985-1002.

* [7] Haoran Sun, Wenbo Chen, Hui Li, and Le Song. "Improving Learning to Branch
via Reinforcement Learning.” lnearning Meets Combinatorial Algorithms at NeurlPS

2020.

1.2 Summary of Industrial Impacts

My Ph.D. research is built on the PERFORM project of ARPA-E, an agency of U.S. Dept
of Energy [8], in partnership with the Midcontinent Independent System Operator (MISO)
and France's transmission system operator (RTE). The research leads to four US patents

ling in process.

* Mathieu Tanneau, Wenbo Chen, Minas Chatzos, Dahye Han, Hanyu Zhang, Haoruo

Zhao “Risk-assessment Simulator for Power Systems”,

» Pascal Van Hentenryck, Wenbo Chen, Mathieu Tanneau, “End-to-End Feasible Op-

timization Proxies for Large-Scale Economic Dispatch”,

» Pascal Van Hentenryck, Wenbo Chen, Seonho Park, Terrence W.K. Mak, “Compact

Optimization Learning for AC Optimal Power Flow”,

» Pascal Van Hentenryck, Wenbo Chen, Seonho Park, Dahye Han, Mathieu Tanneau,
“Con dence-Aware Graph Neural Networks for Large-Scale Reliability Assessment

Commitments in Power Systems”.



CHAPTER 2
BACKGROUND

2.1 Power Systems Background

2.1.1 Electricity Marketsin the United States

When you acquire electricity from your utility provider, the utility has to either produce
the electricity or procure it from power plants or various power supply resources [9]. The
Federal Energy Regulatory Commission (FERC) generally regulates transactions between
power suppliers and utilities, known as “wholesale sales.” In major parts of the United
States, organized markets exist for these wholesale transactions of electricity, over which
FERC also exercises oversight. The territories illustrated in Figure 2.1 represent areas
where Independent System Operators (ISO) operate and run the electric transmission grid.
The grey areas are not managed by ISOs but by utility companies.

Within each ISO, there are typically two parts of electric energy marketslapr@ahead
energy marketnd thereal-time energy marketThe day-ahead energy market involves
the 1ISO scheduling the generation of electricity to align with the predicted demand for
the following day. The predicted demand may not be accurate by many factors including
weather and power plant contigencies. Therefore, the day-ahead market gives the electricity
participants time to plan and make any necessary arrangements. In the real-time energy
market, ISO adjusts the system conditions within short intervals such as 5 minutes. Under
the framework, each ISO has a dedicated pipeline for its regional system operations.

As this thesis is built on the ARPA-E PERFORM project with the partnership with
Midcontinent Independent System Operator (MISO) [8], the following part of the section
focuses on MISO system operations, illustrated in Figure 2.2. In the day-ahead market,

MISO collects offer bids from market participants and solves a Security-Constrained Unit



Figure 2.1: The independent system operators in the United States [9].

Commitment (SCUC) problem, a Mixed Integer Linear Program (MILP), to decide on and
off of generators (which is called commitment decisions). Then, MISO solves a sequence
of Reliability Assessment Commitment (RAC) problems such as Forward Reliability As-
sessment Commitment (FRAC) and Look-Ahead Commitment (LAC) to adjust the com-
mitment decisions with the updated load, wind, and solar forecasts. In the real-time market,
MISO solves SCED, a large-scale Linear Program (LP) every 5 minutes to determine the
dispatch of generators. The dispatch decisions are used to inform the system operators in

the grid operations.

2.1.2 OptimalPowerFlow

DC Optimal Power Flow

DC Optimal Power Flow (DCOPF) is a fundamental building block for power system oper-

ations. It balances supply (i.e., generator dispatch) and demand (i.e., electricity load) while



Figure 2.2: The operation pipeline in MISO

minimizing the total cost of total electricity generation. The formulation reads:

r“)nitrg c(p) + Mk ks (2.1a)
st. e€p=¢€eid; (2.1b)
0O p p; (2.1c)
fow (p d f+ (2.1d)
h O (2.1e)

wherep denotes the dispatch of generatogsis the thermal violations on the transmission
lines. ¢( ) denotes the cost function of generator dispatiehy, is the penalty coef cient

of thermal violation. e is a vector of all ones. Objective (2.1a) computes the total cost

of the electricity generation and the penalty for violating thermal limits. Constraint (2.1b)
ensures the supply demand balance. Constraint (2.1c) constraints the generation of gen-
erators, whene denotes the maximum limit of generators. Constraint (2.1d) and (2.1e)
capture the thermal violations, wherds the Power Transfer Distribution Factors (PTDF)
matrix. f andf denote the upper limit and lower limit of the transmission lines, respec-

tively. Note that DCOPF is a linear approximation of Alternative Current Optimal Power



Flow (ACOPF). The reader is referred to [10] for the extensive review of OPF formulation.

Security-Constrained Economic Dispatch

In practice, ISOs are solving a more complicated formulation c&8leclrity-Constrained
Economic DispatcliSCED) to ensure the reliability of system operations. Apart from the
DCOPF in Formulation 2.1, SCED also models reserve products for generators. Intuitively,

it ensures generators have enough headroom to hinge against uncertainties in system op-
erations. Denote reserve variabldor every generator. The corresponding constraints

are:

er R; (2.2)
p+tr p; (2.3)
O r r;: (2.4)

Constraint (2.2) is the minimum reserve requirement constraint, whielenotes the min-
imum reserve requirement. Constraint (2.3) ensures that each generator reserve can be
deployed without violating its maximum capacities. Constraint (2.4) enforces minimum
and maximum limits on each generator reserve dispatch.

Apart from reserve products, SCED models security constraints, which enforce robust-
ness against the loss of any individual component. The reader is referred to [11] for the full

mathematical formulation of SCED used in MISO.

2.1.3 Risk Assessmenh PowerSystems

Motivated by increasing uncertainty on both supply and demand sides, the ISOs desire to
perform risk analysis of the power system. The risk assessment framework is illustrated in

Figure 2.3, which consists of three parts:

» Scenario generatianMiL-based probabilistic forecasting models trained with histor-



Figure 2.3: Risk assessment framewdr&ft, the probabilistic forecasting model generates
scenarios of load, wind, and solaMiddle, risk simulation engine takes scenarios and
commitment decisions and outputs the states of power systems by solving a sequence of
SCED per scenaridRight part gathers the empirical distribution of the system states and
runs the risk quanti cation.

ical data are used to generate load, wind and solar scenarios of the next day. Then,

the pipeline solves unit commitment problems to generate commitment decisions.

» Risk simulation For each scenario, the pipeline solves a sequence of SCED to com-

pute the states of the power grids.

* Risk quanti cation The pipeline gathers the empirical distribution of the system
states and computes risk metrics such as reserve adequacy, reserve exibility and

supply exibility.

The main challenge of real-time risk assessment lies in the risk simulation part as it
requires solving a sequence of large-scale SCED instances for thousands of scenarios. It is
computationally intractable for purely optimization-based methods and thus motivates the

thesis to explore new methodologies on the integration of ML and optimization.



2.2 Optimization Proxies Background

2.2.1 Parametri®Optimization

Consider a parametric optimization problem of the form

P(x) : myin c(X;y) (2.5a)

s.t. g(x;y) O (2.5b)

wherex 2 RP is the input parametey, 2 R" is the decision variables : R°® R" ! R

is the cost function and : RP  R" ! R™ represents the constraints. The feasible set
is denoted byy (x)=fy 2 R"jg(x;y) 0g. The set of optimal solutions is denoted by
Y (X) Y (x). The parametric optimization problem can be viewed as a mapping from

the input parameter to an optimal decision, i.e.,

RPI R (2.6a)

X7y 2Y (x): (2.6b)

For instance, for the SCED problem in Section 2.1.2, the parameters are the electricity
demand and generation costs. The optimization consists of nding the most cost-effective
energy and reserve dispatches that satisfy the physical and engineering constraints. In
the SCUC problem, the parameters are the economic bids and demand forecast and the
optimization consists of nding the most cost-ef cient commitment decisions that satisfy

the physical and engineering constraints.

2.2.2 OptimizationProxies

Optimization proxies (see Figure 2.4) are differentiable programs that approximate the

mapping from input parametersto optimal decisiony of the parametric optimization



Figure 2.4: Optimization Proxies

problem. The key bene t of optimization proxies is that they can generate high-quality so-
lutions in real-time by shifting the online computational burden to of ine machine learning
training. Because outputs of machine learning typically cannot satisfy complex constraints
[12, 13], optimization proxies consist of two parts: a machine learning model predicting the
optimal decision and a feasibility repair step that projects the prediction into the feasible
space. Trained optimization proxies are denoted hwith denoting the parameteriza-

tion of the machine learning model.

Depending on the parametrization of the machine learning models and the modeling of
the feasibility repair steps, optimization proxies could be trained using supervised learning
[14, 15, 16, 1], reinforcement learning [17, 18, 19] and unsupervised learning [20, 21, 13,
22, 2].
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CHAPTER 3
RELATED WORKS AND CHALLENGES

Due to the increasing computational intensity in power system operations under greater
uncertainty, developing optimization proxies for power systems optimizations has attracted
a plethora of attention in recent years and shows promising results in achieving acceler-
ated optimization solving. This chapter reviews the related literature and highlights the

challenges.

3.1 Optimization Proxies for OPF

3.1.1 Supervised.earning

The majority of the existing literature on OPF proxies employs Supervised Learning (SL)
techniques. Each data poix; y) consists of an OPF instance data &nd its correspond-

ing solution §). The training data is obtained by solving a large number —usually tens of
thousands— of OPF instances of ine. The SL paradigm has successfully been applied both
in the linear DCOPF [23, 24, 25, 26, 1, 27, 28] and nonlinear, non-convex ACOPF [29,
30, 31, 12, 32, 13, 33, 34, 35, 36, 37, 38, 39, 40, 41, 4, 42, 43] settings. In almost all
of the above references, the generator commitments and grid topology are assumed to be
xed, with electricity demand being the only source of variability. Therefore, these OPF
proxies must be re-trained regularly to capture the hourly changes in commitments and
topology that occur in real-life operations [1]. In a SL setting, this comes at a high compu-
tational cost because of the need to re-generate training data. Recent works consider active
sampling techniques to reduce this burden [44, 45]. References [31, 39, 40, 41] consider
graph neural network (GNN) architectures to accommodate topology changes, however,

numerical results are only reported on small networks with at most 300 buses.
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3.1.2 Self-Supervisedlearning

Self-Supervised Learning (SSL) has emerged as an alternative to SL that does not require
labeled data [46, 47, 22]. Namely, training OPF proxies in a self-supervised fashion does
notrequire the solving of any OPF instance of ine, thereby removing the need for (costly)
data generation. In [46], the authors train proxies for ACOPF where the training loss con-
sists of the objective value of the predicted solution, plus a penalty term for constraint
violations. A similar approach is used in [47] in conjunction with Generative Adversarial
Networks (GANSs). More recently, Park et al [22] jointly train a primal and dual network by
mimicking an Augmented Lagrangian algorithm. Predicting Lagrange multipliers allows
for dynamically adjusting the constraint violation penalty terms in the loss function. Cur-

rent results suggest that SSL-based proxies can match the accuracy of SL-based proxies.

3.1.3 Reinforcementearning

Reinforcement Learning (RL) is typically used to train optimization proxies for sequential
OPF. The works in [48, 49, 50, 51, 52] focus on developing optimization proxies for multi-
period ACOPF problems. They model the proxies with deep neural networks and train the
proxies under RL framework to capture long-term effects. For instance, in [48], proxies
are pretrained with imitation learning and then improved using proximal policy optimiza-
tion. The results are reported for systems with up to 200 buses. In [49], the authors train
proxies using deep deterministic policy gradient. The reward function is augmented with
constraint violations to improve the feasibility. The results are reported on the 118-bus
system. Those methodologies cannot guarantee to satisfy constraints and thus may not be
able to be reliably deployed in practice.

Subsequent results addressed feasibility issues by designing complex optimization-
based feasibility layers such as power ow solvers and convex-concave procedures [50],
or holomorphic embedding [51]; they also use more advanced RL algorithms such as the

soft actor-critic framework. Because of the complexity of their optimization-based repair
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steps, the improvements due to the proxies compared to the optimization algorithms are
not suf cient for real-time power system operations. The results are only reported up to

systems with 300 buses.

3.2 Ensuring Feasibility

3.2.1 \erication

One major limitation of ML-based OPF proxies is that, in general, the predicted OPF solu-
tion violates physical and engineering constraints that govern power ows and ensure safe
operations. To alleviate this issue, [30, 26] use a restricted OPF formulation to generate
training data, wherein the OPF feasible region is arti cially shrunk to ensure that training
data consists of interior solutions. In [26], this strategy is combined with a veri cation step
(see also [53]) to ensure the trained models have suf cient capacity to reach a universal
approximation. Nevertheless, this requires solving bilevel optimization problems, which is
very cumbersome: [26] reports training times in excess of a week for a 300-bus system.
In addition, it may not be possible to shrink the feasible region in general, e.g., when the

lower and upper bounds are the same.

3.2.2 Active Set

In the context of DCOPF, the works in [23, 1, 27, 28] exploit the fact that an optimal
solution can be quickly recovered from an (optimal) active set of constraints. A combined
classi cation-then-regression architecture is proposed in [1], wherein a classi cation step
identi es a subset of variables to be xed to their lower or upper bound, thus reducing the
dimension of the regression task. In [23, 28], the authors predict a full active set and recover
a solution by solving a system of linear equations. Similarly, [27] combine decision trees
and active set-based af ne policies. Importantly, active set-based approaches may yield
infeasible solutions when active constraints are incorrectly classi ed [28]. Furthermore,

correctly identifying an optimal active set becomes harder as problem size increases.
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3.2.3 Physics-InformedNeuralNetowrk

A number of prior work have investigated physics-informed models (e.g., [30, 12, 32, 1, 34,
33, 46, 47]). This approach augments the training loss function with a term that penalizes
constraint violations, and is ef cient at reducing — but not eliminating — constraint viola-
tions. To better balance feasibility and [12, 32] dynamically adjust the penalty coef cient
using ideas from Lagrangian duality. In a similar fashion, [22] uses a primal and a dual
network: the latter predicts optimal Lagrange multipliers, which inform the loss function

used to train the former.

3.2.4 FeasibilityRestoration

Although physics-informed models generally exhibit lower constraint violations, they still
do not produce feasible solutions. Therefore, several works combine an (inexact) OPF
proxy with a repair step that feasibility restoration steprestores feasibility. A projection
step is used in [24, 12], wherein the (infeasible) predicted solution is projected onto the
feasible set of OPF. In DCOPF, this projection is a convex (typically linear or quadratic)
problem, whereas the load ow model used in [12] for ACOPF is non-convex. Instead
of a projection step, [30] uses an AC power ow solver to recover voltage angles and
reactive power dispatch from predicted voltage magnitudes and generator dispatches. This
is typically (much) faster than a load ow. However, while the resulting solution satis es
the power ow equations (assuming the solver converges), it may not satisfy all engineering
constraints such as the thermal limits of the lines. Finally, [54] uses techniques from state
estimation to restore feasibility for ACOPF problems. This approach has not been applied

in the context of OPF proxies.

3.2.5 DifferentiableProgramming

The development of implicit differentiable layers [55] makes it possible to embed feasi-

bility restoration inside the proxy architecture itself, thereby removing the need for post-
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processing [13, 56, 57]. This allows to train models inead-to-endfashion, i.e., the
predicted solution is guaranteed to satisfy constraints. For instance, [56] implement the
aforementioned projection step as an implicit layer. However, because they require solv-
ing an optimization problem, these implicit layers incur a very high computational cost,
both during training and testing. Equality constraints can also be handled implicitly via so-
called constraint completion [13, 57]. Namely, a set of independent variables is identi ed,
and dependent variables are recovered by solving the corresponding system of equations,
thereby satisfying equality constraints by design. Note that constraint completion requires
the set of independent variables to be the same across all instances, which may not hold
in general. For instance, changes in generator commitments and/or grid topology may in-
troduce dependencies between previously-independent variables. The difference between
[13] and [57] lies in the treatment of inequality constraints. On the one hand, [13] replace a
costly implicit layer with cheaper gradient unrolling, which unfortunately does not guaran-
tee feasibility. On the other hand, [57] use gauge functions to de ne a one-to-one mapping
between the unit hypercube, which is easy to enforce with sigmoid activations, and the
set of feasible solutions, thereby guaranteeing feasibility. Nevertheless, the latter approach
is valid only under restrictive assumptions: all constraints are convex, the feasible set is

bounded, and a strictly feasible point is available for each instance.

3.3 Challenges

3.3.1 Practicality:Oversimpli ed Benchmark

Almost all previous papers rely on arti cially-generated data whose distribution does not

capture the variability found in actual operations. For instance, only changes in load are
considered, typically without capturing spatio-temporal correlations. Other sources of un-
certainty, such as renewable production, are not considered, nor is the variability of eco-
nomic bids. Finally, changes in commitment decisions throughout the day are rarely ad-

dressed, although they introduce non-trivial, combinatorial, distribution shifts. Importantly,
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how to incorporate OPF proxies into real-world energy market operations is largely unex-

plored by the previous works.

3.3.2 Scalability

There exists a signi cant gap between the scale of actual power grids, and those used in
most academic studies: the former are typically two orders of magnitude larger than the
latter. On the one hand, actual power grids comprise thousands to tens of thousands of
buses [58, 59]. On the other hand, most academic studies only consider small, arti cial
power grids with no more than 300 buses. Among the aforementioned works, [28] con-
siders a synthetic NYISO grid with 1814 buses, and only [32, 4] report results on systems
with more than 6,000 buses. This discrepancy makes it dif cult to extrapolate most exist-
ing ndings to scenarios encountered in the industry. Indeed, actual power grids exhibit

complex behaviors not necessarily captured by small-scale cases [58].

3.3.3 Feasibility

As discussed in section 3.2, almost none of the previous works can guarantee the feasibility
of the output of OPF proxies ef ciently (i.e., at the speed of real-time energy market clear-
ing). They either mitigate the constraint violation but cannot guarantee the feasibility (e.g.,
physics-informed neural network, active set or algorithm unrolling) or provide the feasibil-
ity guarantee using projection steps with the same time complexity as solving the original
problem (e.g., euclidean projection and implicit differentiable layer). Therefore, it is im-
portant to develop projections that can ef ciently guarantee the feasibility of the important

constraints such that they can be deployable in real-time power system operations.
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CHAPTER 4
OPTIMIZATION PROXIES FOR SECURITY-CONSTRAINED ECONOMIC
DISPATCH

4.1 Introduction

TheSecurity-Constrained Economic Dispa(@CED) is a fundamental optimization model

for Independent System Operators (ISOs) to clear real-time energy markets while ensuring
reliable operations of power grids [60]. In the US, ISOs like MISO and PJM execute a
SCED every ve minutes, which means that the optimization problem must be solved in
an even tighter time frame, i.e., well under a minute [61]. Security constraints, which
enforce robustness against the loss of any individual component, render SCED models par-
ticularly challenging for large systems [62, 63, 64] unless only a subset of contingencies
is considered. With more distributed resources and increased operational uncertainty, such
computational bottlenecks will only become more critical [61].

This chapter is motivated by the growing share of renewable generation, especially
wind, in the MISO system, which calls for risk-aware market-clearing algorithms. One
particular challenge is the desire to perform risk analysis in real time, by solving a large
number of scenarios for load and renewable production [65]. However, as stated in sub-
section 2.1.3, systematically solving many SCED instances is not practical given the tight
constraints of real-time operations. To overcome this computational challenge, this chapter
proposes to learn an optimization proxy for SCED, i.e., a Machine Learning (ML) model
that can predict an optimal solution for SCED, within acceptable numerical tolerances and

in milliseconds.
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Figure 4.1: The proposed machine learning pipeline.

4.1.1 ContributionsandOutline

As stated in Section 3.3.1, one big research gap is that previous works rely on oversim-
pli ed data whose distribution does not capture the variability found in actual operations.
Motivated by it, this work rst performs an extensive simulation of the MISO market clear-
ing pipeline on the French transmission system with the considerations of spatio-temporal
correlations, renewable production, the variability of economic bids and the commitment
decisions throughout the day. Through a principled data analysis on the dataset generated
from the realistic simulation, the chapter proposes a novel ML pipeline, called just-in-time
learning, that is grounded in the structure of real-world market operations. The approach
leverages the ISO's forward knowledge of 1) commitment decisions and 2) day-ahead fore-
casts for load and renewable productions. Indeed, both are available by the time the day-
ahead market has been executed. Furthermore, the in-depth analysis of the real-time market
behavior inspires the design of a novel ML architecture to better capture the nature of actual
operations.

The proposed learning pipeline is depicted in Figure 4.1. First, commitment decisions

and day-ahead forecasts for load and renewable generation are gathered, following the
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clearing of the day-ahead market. Second, this information is used to generate a training
dataset of SCED instances, using classical data augmentation techniques. Third, special-
ized ML models are trained, ideally one for each hour of the operating day, thereby allevi-
ating the combinatorial explosion of commitment decisions: each ML model only needs to
consider one set of commitments and focus on load/renewable scenarios around the fore-
casts for that hour. Fourth, throughout the operating day, the trained models are used in
real-time to evaluate a large number of scenarios. The entire data generation and training
procedure is completed in a few hours.

The rest of the chapter is organized as follows: Section 4.2 describes the interplay be-
tween day-ahead and real-time markets in the MISO system, and gives an overview of the
real-time SCED for MISO; Section 4.3 analyzes the behavior of the real-time market solu-
tions, proposes a combined Classi cation-Then-Regression architecture, and presents the
overall ML pipeline; Numerical experiments on a real-life system are reported in Section

4.4.

4.2 Overview of MISO's Market-Clearing Pipeline

Built on Section 2.1.1, this section elaborates the interplay between MISO's day-ahead and
real-time markets; the reader is referred to [66] for a detailed overview of MISO's energy

and reserve markets.

4.2.1 MISO OptimizationPipeline

The day-ahead market consists of two phases, and is executed every day at 10am. First,
a day-ahead security-constrained unit commitment (DA-SCUC) is executed: it outputs the
commitment and regulation status of each generator for every hour of the following day.
Then, a day-ahead SCED is executed to compute day-ahead prices and settle the market.
The results of the day-ahead market clearing are then posted online at approximately 1pm,

i.e., there is a delay of several hours before the commitment decisions take effect. While
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MISO may commit additional units during the operating day, through out-of-market re-
liability studies, in practice99% of commitment decisions are decided in the day-ahead
market [61]. Accordingly, for simplicity and without loss of generality, this chapter as-
sumes that commitment decisions from the DA-SCUC are not modi ed afterwards.

Then, throughout the operating day, the real-time market is executed every 5 minutes.
This real-time SCED (RT-SCED) adjusts the dispatch of every generator in response to
variations in load and renewable production, and maximizes economic bene t. Despite its
short-time horizon, the RT-SCED must still account for uncertainty in load and renewable
production. In the MISO system, this uncertainty mainly stems from the intermittency of
wind farms, and from increasing variability in load. The latter is caused, in part, by the
growing number of behind-the-meter distributed energy resources (DERS) such as residen-
tial storage and rooftop solar. Therefore, operators continuously monitor the state of the
power grid, and may take preventive and/or corrective actions to ensure safe and reliable

operations.

4.2.2 RT-SCEDFormulation

The RT-SCED used by MISO is a DC-based linear programming formulation that co-
optimizes energy and reserves [67]. The reader is referred to [11] for the full mathematical
formulation; only its core elements are described here. The computation of market-clearing
prices is beyond the scope of this thesis, and is therefore not discussed here.

The RT-SCED model comprises, for each generator, one variable for energy dispatch
and up to four categories of reserves: regulating, spinning, online supplemental, and of ine
supplemental. In addition, each generator is subject to ramping constraints and individual
limits on energy and reserve dispatch. Energy production costs are modeled as piece-wise
linear convex functions. Each market participant submits its own production costs and
reserve prices via MISO's market portal, and may submit different offers for each hour of

the day. For intermittent generators such as solar and wind, the latest forecast is used in
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lieu of binding offers.

At the system level, line losses are estimated in real-time from MISO's state estimator,
and incorporated in the formulation using a loss factor approach as in [68]. Transmis-
sion constraints are modeled using PTDF matrices, where ow sensitivities with respect to
power injections and withdrawals are provided by an external tool. Reserves are dispatched
on individual generators, in order to meet zonal and market-wide minimum requirements.
Additional constraints ensure that, in a contingency event, reserves may be deployed with-
out tripping transmission lines. Power balance, reserve requirements, and transmission
limits are soft, i.e., they may be violated, albeit at a reasonably high cost.

In summary, the RT-SCED receives the following inputs: the commitment decisions
from DA-SCUC, the most recent forecast for load and renewable production, the economic
limits and production costs of the generators, the current state estimation, and the transmis-
sion constraints and reserve requirements. The RT-SCED produces as outputs the active

power and reserve dispatch for each generator.

4.3 The Learning Methodology

This section reviews the learning methodology for the RT-SCED. First, Section 4.3.1 presents
an analysis of the behavior of optimal SCED solutions in MISQO's optimization pipeline.
These patterns motivate a novel ML architecture, which is described in Section 4.3.2, fol-
lowed by an overview of the proposed ML pipeline in Section 4.3.3. Further details on the

data are given in Section 4.4, as wells as in [69].

4.3.1 PatternAnalysisof Optimal SCEDsolutions

The system at hand is the French transmission system, whose network topology is provided
by the French ISO, RTE. It contaiis708 buses8;965transmission lines and transform-
ers, andL;890individual generatorsl;177of which are wind and solar generators afi8

are conventional units. The MISO optimization pipeline, described in Section 4.2, is repli-
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Figure 4.2: Distribution of unique hourly commitments per day, for each month of the year
2018. Higher values indicate higher variability in commitment decisions.

cated on this system for the entire year 2018, yield6§DA-SCUC instances and about
100000RT-SCED instances. Relevant statistics are reported next.

First, unsurprisingly, commitment decisions display a high variability; for example, in
2018, a total o6;380different hourly commitments were recorded across the &0
hours of the year, where each “hourly commitment” is a binary vector of size 713 that
contains the (hourly) commitment status of conventional generators. The intra-day vari-
ability of commitment decisions follows a seasonal pattern, which is illustrated in Figure
4.2. Namely, for each month of the year, Figure 4.2 displays the distribution, across every
day of the month, of the number of unique hourly commitments over a day. The higher
values correspond to the higher variability in commitment decisions, while the lower val-
ues indicate that the commitment decisions are stable throughout the day. Typically, the
variability of commitment decisions is lower in summer and higher in winter; this behav-

ior is expected since more generators are online in winter, which naturally tends to yield
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Figure 4.3: Proportion of generators at their maximum and minimum limits in January
(left) and August (right).

more diverse commitments. Indeed, in June 2018, all the days have at least 5 and at most
19 different hourly commitments, witB0% of days having less than 7 a®®% having

more than 8. In contrast, in January 2018, except for two outliers, every day has at least
19 different commitments, and 16 days had a different commitment decision every hour.
Overall this combinatorial explosion of commitment decisions has an adverse effect on ML
models, since it creates distribution shifts on unseen commitments that is detrimental to the
performance.

Second, an analysis of RT-SCED solutions reveals, also unsurprisingly, that a majority
of generators are dispatched to either their minimum or maximum limit; such limits include
economic offer data and ramping constraints. Detailed statistics are reported in Figure 4.3
for January and August 2018: each plot quanti es, across all RT-SCED instances for that
month, the proportion of generators dispatched at their minimummi@} or maximum
(atmax) limit, or neither (nortight); these statistics exclude the renewable generators and
the generators for which the minimum and maximum limit are identical. In January, the
median proportion of generators being dispatched at their minimum (resp., maximum) limit
is close t040%(resp.,20%), while in August, these values are aroutiifoand20% The

variability is also visibly higher in winter, echoing the previous observations for commit-
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Figure 4.4: The Proposed CTR model architecturkeft: Overall structure of the

Classi cation-Then-Regression (CTR) model where the outputs of the classi er are used
to inform the subsequent regressor. Thus the regressor only needs to predict the dispatches
of non-tight generator®Right: The Latent Surgical Intervention (LSI) block for each clas-

si er and regressor in the CTR model in which a gate operator takes the binary indicator to
Iter out some representation from fully connected layers. The result is then added into the
representations element-wisely.

ment decisions.

4.3.2 FirstClassify,thenPerformRegression

The previous analysis indicates that, given the knowledge of which generators are dis-
patched to their minimum or maximum limit, only a small number of generators need to be
predicted. This suggestsGlassi cation-Then-Regression(CTR) approach, rst screen-
ing the active generators to identify those at their bounds, and then applying a regression
to predict the dispatch of the remaining generators. The overall architecture is depicted in
Figure 4.4. The input of the learning task is a dat&set f (x;;yi; pi)d\, , wherex;, yi, pi
represent thé" observation of the system state, the status indicators of the generators (i.e.,
whether each generator is at its maximum/minimum limits), and the optimal dispatches,
respectively.

The CTR model is composed of two modules; classi er and regressor. First, the clas-
si er component aims at classifying whether each generator is at its minimum or max-

imum limit. It considers the status of the power network wihbuses,G generators,
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Table 4.1: Input features of DNN model

Feature Size Source
Loads L Load forecasts
Cost of generators G Bids
Cost of reserves 2G Bids
Previous solution G SCED
Commitment decisions G SCUC
Reserve Commitments G SCUC
Generator min/max limits  2G Renewable forecasts
Line losses factor 2B +1 System

andL loads as its inputs. Speci cally, the classi er, parameterizeday is a mapping

fw, : R f 0;1g°¢, whered is the dimension of the input features. The overall input
features describe the state of the power system, detailed in Table 4.1. Also, it outputs the
binary vector o2G meaning that, for each generator, there are two classi cation choices:
one for determining whether it is dispatched at its maximum limit and one for determin-
ing whether it is dispatched at its minimum limit. In the experiments presented in the
subsequent section, the dimensmwf the input space can be as large2d403in the

RTE system. The optimal trainable parametsrsin the classi er are obtained through

minimizing the loss function as follows:

1 X
w,; = argmin N Le(yis fw,(Xi)); (4.2)

Wi i=1
whereL . denotes the cross entropy loss, i.e.,
XG
Le(yis¥i) = Yij log(®i; )+ (1 yiy)log(l  $i5): (4.2)

=1

The second architectural component, the regressor that is parameterized isya
mappingfy, : R429  R®. The additionalG features in the input of the regressor come

from the outputs of the classi er. Given the trained classifgr,, the optimal trainable
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parameters of the regresseg are obtained by minimizing the loss functian over all

training instances as

W, = argwrznin Ni).(:l Ly piifw, Xiifw, (X)) (4.3)
whereL, is the mean absolute error (MAE) loss, ile;(p;p) = kp  pks.

The CTR architecture features a deep neural network (DNN). Speci cally, it uses a
Latent Surgical Intervention (LSI) network [70] as its building block. LSl is a variant of
residual neural networks [71] that is augmented by binary interventions. As illustrated in
Figure 4.4, the LSI block exploits, via gate operators, the binary information coming from
commitment decisions and the classi er. As mentioned earlier, because the variability in
SCED solutions primarily comes from the combinatorial nature of the commitment deci-
sions, it is crucial to design the DNN architecture to use commitment decisions as the input
of the model. Thus, the LSI-based CTR model makes it possible to learn the generator

dispatch from various commitment decisions, thereby allowing the proposed approach to

generalize to the cases where the models are trained over multiple commitment decisions.

4.3.3 Just-in-TimeLearningPipeline

As discussed in Section 3.3.1, SCED instances have a lot of variability in real operations,
and it is extremely challenging to learn the SCED optimization across so many possible
commitment decisions and forecasts of loads and renewable energy sources. To mitigate
this signi cant variability, this section proposes a just-in-time learning pipeline that closely
follows MISQO's optimization pipeline. The machine-learning pipeline is depicted in Figure

4.5 and consists of three phases: data preparation, training, and prediction.

Data Preparation At 12pm of dayD 1, the ISO outputs the commitment decisions
of generators for the next 24 hours and Monte-Carlo scenarios foDddyach scenario

consists of 15 minute-level forecasts for loads and renewable generators. Since the SCED is
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Figure 4.5: Flow-chart of the Just-in-time Learning pipeline. Left: day-ahead market clear-
ing. Middle: data generation using day-long simulations. Right: empirical distributions of
load, wind, solar, and dispatch decisions are used as training data.

solved every 5 minutes, the ML pipeline rst linearly interpolates the forecasts at 5 minute
level. If necessary, load and renewable generations are further perturbed following the
generation strategy of [72] to generator additional instances. The data is then used as input
to SCED optimization models, which generate the corresponding optimal dispatches. The
entire dataset is then divided into subsets, each of which spans one or a few hours, based
on computational considerations. This data preparation process produces the inputs to the

learning task described previously.

Training For each subset, the pipeline rst splits the overall dataset into the traditional
training/validation/testing instances. It then trains the classi er and regressor in sequence,

and the training step takes place in parallel for each subset.

Prediction Starting from midnight on dafp, at each time step, the corresponding ML
model takes the latest system state as input and predicts the optimal dispatch of SCED

models in real-time.
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4.4 Experimental Results

4.4.1 TestCases

The experiments replicate MISO's operations on the French transmission system, for four
representative days in 2018, namely, February), pril 51", August 28", and October

239, These four days were selected at random to represent annual seasonality. For each
operating day, 2000 Monte-Carlo scenarios for total load and renewable power production
are sampled in a day-ahead fashion, i.e., scenarios are produced at noon of the previous
day. These scenarios are illustrated in Figure 4.6, which displays 200 scenarios for solar
production, wind production, total load, and total net load, respectively. The total net load
in this gure represents the amount of power production expected to be generated by the
conventional generators, which is identical to the total load minus the renewable generation.

The forecasting models for load consumption and renewable power generation in this
work used Long Short-Term Memory (LSTM) neural networks [73] and the scenarios are
generated by a MC-dropout approach [74]. Other forecasting methods and scenario gener-
ation approaches could be used instead, without changing the methodology.

Day-ahead commitment decisions are obtained by solving a DA-SCUC problem and
recording its solution. The SCUC formulation used in the present experiment follows
MISO's DA-SCUC described in [66, 75]. Again, the proposed ML pipeline is agnostic
to the SCUC formulation itself and how it is solved, as it only requires the resulting com-
mitments.

Finally, for each scenario and each day, 288 RT-SCED instances are solved (one every
5 minutes), yielding a total @d76000instances. This initial dataset is then divided into 24
hourly datasets, each containiagg000 SCED instances, since commitment decisions are
hourly. To avoid information leakage, the data is split between training/validation/testing
instances as follow85%o0f scenarios are used for training5%for validation, and7:5%

for testing. All the reported results are in terms of the testing instances.
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Figure 4.6: Day-ahead scenarios for solar output (top-left), wind output (top-right), total
load (bottom-left) and net load (bottom-right). 200 Monte-Carlo scenarios are depicted.
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The optimization problems (SCUC and SCED) are formulated in the JuMP modeling
language [76] and solved with Gurobi 9.1 [77], using Linux machines with dual Intel Xeon
6226@2.7GHz CPUs on the PACE Phoenix cluster [78]; the entire data generation phase
is performed in less than 2 hours. The proposed CTR model is implemented using PyTorch
[79] and trained using the Adam optimizer [80] with a learning rate of 5e-4. A grid search is
performed to choose the hyperparameters, i.e., the dimension of the hidden layers (taken in
the seff 64, 128, 256), and the number of layers (from the $&t 3, 4, 5, @) for the fully
connected layers in the LSI block. A leaky ReLU with leakiness f0:01is used as the
activation function in the LSI block. An early stopping criterion with 20 epochs is used for
training the classi er and regressor models in order to prevent over tting: when the loss
values (Eq. 4.1 and Eq. 4.3) on the validation dataset do not decrease for 20 consecutive
epochs, the training process is terminated. Training is performed using Tesla V100-PCIE

GPUs with 16GBs HBM2 RAM, on machines with Intel CPU cores at 2.1GHz.

4.4.2 Baselines

The proposed CTR models are evaluated against the following baselines: Naive CTR,
Naive Regression (Naive Reg), and Regression (Reg). The naive baselines replicate the
behavior of the previous SCED solution, i.e., they use the dispatch solution obtained 5
minutes earlier. The naive baselines are motivated by the fact that, if the system does not
change much between two consecutive intervals, then the SCED solution should not be
changed much either. The Naive CTR uses the same approach as the CTR models: it rst
predicts whether a given generator is at its minimum (resp., maximum) limit if it was at its
minimum (resp. maximum) limit in the previous dispatch; then, for the remaining gener-
ators, it predicts the active dispatch using the regressor. The naive baselines are expected
to perform worse when large uctuations in load and renewable production are observed,
which typically occurs in the morning and evening. Note that these times of the day also

display the largest ramping needs, and are among the most critical for reliability. The ef-
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Table 4.2: Average Classi cation Accuracy (%) of the CTR Classi er and Naive CTR on 4
Representative Days in 2018.

Dates
Methods Feb. 12 Apr.5 Aug.26 Oct.23 Avg.
Naive classier 98.26 97.79 98.64 98.31 98.25
CTR 99.56 99.18 99.40 99.24 99.35

fectiveness of the CTR architecture is also demonstrated by comparing it to Reg for the

optimal active dispatch, i.e., by omitting the classi cation step from the CTR.

4.4.3 OptimalDispatchPredictionErrors

Table 4.2 reports the overall classi cation accuracy of the CTR classi er and the Naive
CTR across four representative days in 2018. Surprisingly, the naive classi er is a strong
baseline, with an accuracy that ranges fi®nv9%.in the Spring t®8.64%in the Summer.

The CTR classi er always improves on the baseline, by around one percentage point on
average and by up th40 percentage point in the Spring.

Figure 4.7 reports the mean absolute error (MAE) for active power dispatch of the
different models for each of the considered days. Given a ground-truth dig@aacil the
predicted dispatcp?, the MAE is de ned as
k! pPk;
whereN is the number of instances in the test dataset@nsl the number of generators
for each instance. As shown in Figure 4.7, the MAEs of CTR are always lower than those
of Reg, demonstrating the bene ts of the classi er. The MAEs of Naive CTR are always
lower than those of Naive Reg, showing that even a naive classi er has bene ts. Moreover,
the methods using DNNSs for classi cation and regression, i.e., CTR and Reg, are always

better than their naive counterparts, demonstrating the value of deep learning. Note that
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Figure 4.7: Mean Absolute Error (MAE) Over Time on Feb. 12 (top-left), Apr. 5 (top-
right), Aug. 26 (bottom-left), and Oct. 23 (bottom-right).
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Table 4.3: Mean Absolute Error (MW) by Generator Size

Date Method Small Medium Large All

Naive Reg 0.122 0.465 1.602 0.374
Naive CTR 0.084 0.333 1.128 0.262
Reg 0.057 0.188 0.654 0.153

CTR 0.043 0.141 0.535 0.117

Naive Reg 0.242 0.345 7.480 0.772
Naive CTR 0.197 0.220 4.374 0.463

Feb. 12

Apr. 05 Reg 0.149  0.152 2553 0.282
CTR 0.105 0.110 2291 0.241

Naive Reg 0.097 0.256 7.447 0.637

aug. o NaiveCTR 0080  0.149 4.045 0.352
9- Reg 0.054  0.124 2454 0.218
CTR 0.034 0064 2220 0.190

Naive Reg 0.176 0.535 8425 0.778

Oct 23 NaveCTR 0140 0341 4596 0434

Reg 0.106 0.192 2.724 0.263
CTR 0.076 0.145 2.525 0.235

YSmall: 0-10MW; Medium: 10-100MW; Large: 100MW

the performance of the naive methods uctuates during the day, mainly due to the vari-
ability of the commitments. The naive methods are not robust with respect to changes in
commitments, contrary to the proposed CTR approach.

To investigate how the machine-learning models perform for different generator types,
Table 4.3 reports their behavior for different generator sizes. The generators are clustered
into three groups based on their actual active dispatches, and the MAE is reported for each
group separately. Small-size generators have a capacity betashlOMW, medium-
size generators have a capacity betw&@and100MW, and large-size generators have a
capacity abovd 0OOMW. The last column report the MAEs across all generators. Table 4.3
further con rms that the CTR models consistently outperform the corresponding regres-
sors. These improvements are most notable for small and medium generators which are
expected to have higher variability: the MAEs are decreased by 8a@d%across small

generators and839% across medium generators (in Aug. 26). Moreover, across four
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days, the CTR model achieves a Mean Average Percentage Error (MARE98b and

0:34%for medium and large generators.

4.4.4 SolvingTimevsInferencelime

Solving the SCED using traditional optimization tools takes, on averHg83 seconds.

Actual computing times uctuate throughout the day, with increased load and congestion
leading to higher computing times. In contrast, evaluating the optimization proxy for a
batch of 288 instances takes an averagemilliseconds. In other words, rough0G000
scenarios may be evaluated in less than one second. This represents an improvement of 4
orders of magnitude, even under the assumption that several hundred SCED instances can

be solved in parallel.

4.5 Sensitivity Analysis

4.5.1 MotivationsandExperimentSettings

How many CTR models need to be trained is an important question to ponder in practice.
Preparing a single CTR model for 24 hours on ayould be most convenient. However,

as described in Section 4.3.1, the variability in commitments is notoriously harmful to the
prediction accuracy and training time of the CTR model. However, successive hours during
a day may only have a few differences in commitments and hence a single CTR model may
be suf cient for predicting the associated SCED optimizations.

To answer that question, the original instance data is used to produce a variety of
datasets, containing data for consecutive 2, 3, 4, 6, 8, 12, and 24 hours. For instance,
the 8 hours dataset contains three sets of instances, each grouping SCED data for 8 succes-
sive hours. Three models are then trained using instances covering their 8 hours of data.
All models use the termination criterion presented in Section 4.4. The various CTR models
for 1, 2, ..., 24 hours are then compared for the 24 hours of the day, using the models ap-

propriate for each hour. It is expected that the quality of the prediction will deteriorate with
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Figure 4.8: MAEs of CTR models for representative days: the CTR model scales well
when trained over multiple hours. The performance degradation becomes signi cant only
when aggregating 6 hours or more.

a coarser granularity, since there will be a larger variability in commitments and net loads.
However, the LSI architecture of the CTR model and the availability of more instances dur-
ing training may compensate for this increase in variability. In the following, CTR models

trained on hours are denoted as CiIR

45.2 Results

Figure 4.8 illustrates the MAE values of the various CTR models. The performance of the
CTR model remains strong even when aggregating up to 4 successive hours. As more hours
are aggregated, the performance starts to degrade. To get more insight on the performance
of the various CTR models, it is useful to consider the energy distance [81] between the
empirical distributions of the testing and training instances. Recall that, given two empirical

distributionsf x; gL, andfyig", , their energy distance is given by

o XU
E(X;Y)= —— kxi yk
N i=1 j=1
1 XX
m kXi Xjk
i=1 j=1
1 XN ) .
el Yi YK
M2 i=1 j=1
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Figure 4.9: Scaled MAE value of the CTR models vs. energy distance between the test
datasets and the training datasets for given hour's period on Feb. 12 (top-left), Apr. 5 (top-
right), Aug. 26 (bottom-left), and Oct. 23 (bottom-right).

It is thus interesting to study the relationship between the MAE of a CTR model and the
energy distance between its testing and training datasets. Figure 4.9 reports the relationship
between the scaled MAE and the energy distance, where the scaled MAE is the MAE value
divided by the best MAE value across all experiments. Each dot captures the scaled MAE
value (y-axis) for a CTR model and the associated energy distance (x-axis) between its
training and testing datasets.

Observe rst that the energy distance increases as more hourly data are combined into
the training set. In Figure 4.9, the dots from GTBnd to have smaller energy distances
than those of CTRforj > i . The scaled MAE also increases as the energy distance grows.
More interestingly, Figure 4.9 shows that the MAE value only increases slightly as the
energy distance becomes larger. Speci cally, an increa$&oh energy distance produces
an increase of only 10% in MAE (corresponding to a scaled MAE of 1.1). These results

con rm that the CTR models scale well when facing a reasonable amount of variability

36



Figure 4.10: Training Times of CTiRModels: Regression (Left) and Classi cation (Right)

in commitment decisions and net loads. However, when the energy distance goes over a
certain threshold, then the performance of CTR models starts to degrade signi cantly even
in presence of more data and more training time. Note that the energy distance between
the training and testing datasets can be computed before the training process. Hence, the
proper granularity for the CTR model can be chosen to obtain the desired accuracy. This
guanti cation shows the potential of CTR to perform well with more complex components
involved in the MISO pipeline such as the Look Ahead Commitment (LAC).

Figure 4.10 reports the training times of the CTR models. The average training time
increases as more hourly data are included. The regression takes more training time than the
classi cation task. Section 4.3.3 indicated that the training process must complete within
about 12 hours after accumulating the data instances at 12pm dh d&ly This is clearly
possible for all the CTRmodels withi 4. Consider CTR for instance. Figure 4.10
shows that it can be trained for a 4-hour block within 10 hours in the worst case (4 hours
for classi cation and 6 hours for regression). As a result, all 6 ¢Ribdels can easily be

trained in parallel within the required time frame.
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4.6 Summary

The chapter presented several challenges that may hamper the use of ML models in power
systems operations, including the variability of electricity demand and renewable produc-
tion, the variations in production costs, and the combinatorial structure of commitment
decisions. To address these challenges, the chapter proposed a novel ML pipeline that lever-
ages day-ahead forecasts and the 1SO's knowledge of commitment decisions several hours
before they take place. The proposed pipeline consists of two main phases: 1) day-ahead
data preparation and training; and 2) real-time predictions, which ts naturally within the
operations of a ISO. Moreover, informed by the behavior of real-time markets, the chapter
proposed a novel Classi cation-Then-Regression (CTR) approach that leverages deep neu-
ral networks based on Latent Surgical Interventions to capture generator commitments and
generators operating at their limits. Computational experiments that replicated MISO's op-
erational pipeline on a real, large-scale transmission system demonstrated the feasibility of
the approach. In particular, the results show that optimization proxies based on ML models
have the potential to provide operators with new tools for real-time risk monitoring.

Several extensions are possible, which will be the topic of future work. The integra-
tion, during training, of Lagrangian-based penalties has the potential to further improve the
performance of the neural network models. Such methods have been shown to improve
the feasibility of the predictions with respect to the original constraints. Moreover, once
trained, the proposed classi er may be used to also accelerate the SCED resolution, by
providing hints as to which variables should be xed at their minimum or maximum limit.
Finally, the proposed CTR model is not limited to SCED models, and may be applied to

any optimization problems.
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CHAPTER 5
SCALABLE END-TO-END FEASIBLE OPTIMIZATION PROXIES

5.1 Introduction

Despite the initial success of developing optimization proxies for SCED in MISO pipeline,
there are however three major obstacles to the deployment of optimization proxies: fea-
sibility, scalability and adaptability. First, ML models are not guaranteed to satisfy the
physical and engineering constraints of the model. This causes reliability issues, for in-
stance, the proxy is likely to overestimate the risk of systems and thus create undesirable
preventive expenses. Several approaches have been proposed in the past to address the
feasibility of ML predictions, each of which has some advantages and limitations. Second,
most results in ML for power systems have considered systems with up to 300 buses, far
from the size of the actual systems that contain thousands or tens of thousands of buses.
Moreover, the resulting techniques have not been proven to scale or be accurate enough on
actual networks that are orders of magnitude larger than the previous test systems. Third,
power grids are not static: the generator commitments and the grid topology evolve over
time, typically on an hourly basis [1]. Likewise, the output of renewable generators such as
wind and solar generators is non-stationary, which may degrade the performances of ML
models. Therefore, it is important to be able to (re)train models fast, typically within a few
hours at most, as suggested in the just-in-time pipeline in Section 4.3.3. This creates a great
computational bottleneck for supervised learning approaches that rely on the of ine solving
of numerous optimization problems to generate training data, which could take hundreds
of hours on large systems.

Despite signi cant interest from the community, no approach has thus far addressed

all three challenges (feasibility, scalability and adaptability) in a uni ed way. This chapter
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addresses this gap by proposingeard-to-End Learning and RepaiE2ELR) architecture

for a (MISO-inspired) economic dispatch (ED) formulation where the prediction and fea-
sibility restoration are integrated in a single ML pipeline and trained jointly. The E2ELR
architecture guarantees feasibility, i.e., it always outputs a feasible solution to the economic
dispatch. The E2ELR architecture achieves these results thobeggd-form repair layers
Moreover, through the use sélf-supervised learninghe E2ELR architecture is scalable,
both for training and inference, and is found to produce near-optimal solutions to systems
with tens of thousands of buses. Finally, the use of self-supervised learning also avoids the
costly data-generation process of supervised-learning methods. This allows to re-train the
model fast, smoothly adapting to changing operating parameters and system conditions.

The contributions of the chapter can therefore be summarized as follows:

* The chapter proposes a novel E2ELR architecture with closed-form, differentiable
repair layers, whose output is guaranteed to satisfy power balance and reserve re-
quirements. This is the rst architecture to consider reserve requirements, and to

offer feasibility guarantees without restrictive assumptions.

» The E2ELR model is trained in an end-to-end fashion that combines learning and
feasibility restoration, making the approach scalable to large-scale systems. This
contrasts to traditional approaches that restore feasibility at inference time, which

increases computing time and induces signi cant losses in accuracy.

» The chapter proposes self-supervised learning to eliminate the need for of ine gener-
ation of training data. The proposed E2ELR can thus be trained from scratch in under
an hour, even for large systems. This allows to adapt to changing system conditions

by re-training the model periodically.

» The chapter conducts extensive numerical experiments on systems with up to 30,000
buses, a 100x increase in size compared to most existing studies. The results demon-

strate that the proposed self-supervised E2ELR architecture is highly scalable and
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outperforms other approaches.

The rest of the chapter is organized as follows. Section 5.2 presents an overview of the
E2ELR architecture and contrasts it with existing approaches. Section 5.3 presents the
problem formulation and the E2ELR architecture in detail. Section 5.4 presents supervised
and self-supervised training. Section 5.5 describes the experiment setting, and Section 5.6
reports numerical results. Section 5.7 concludes the chapter and discusses future research

directions.

5.2 Overview of the Proposed Approach

The chapter addresses the shortcomings in current literature by combining learning and
feasibility restoration in a single E2ELR architecture. Figure 5.1 illustrates the proposed
architecture (Figure 5.1e), alongside existing architectures from previous works. In con-
trast to previous works, the proposed E2ELR uses specialized, closed-form repair layers
that allow the architecture to scale to industry-size systems. E2ELR is also trained with
self-supervised learning, alleviating the need for labeled data and the of ine solving of nu-
merous optimization problems. As a result, even for the largest systems considered, the
self-supervised E2ELR is trained from scratch in under an hour, and achieves state-of-the-
art performance, outperforming other baselines by an order of magnitude. Note that E2ZELR
also bridges the gap between academic DCOPF formulations and those used in the indus-
try, by including reserve requirements in the ED formulation. To the best of the authors'
knowledge, this is the rst work to explicitly consider —and offer feasibility guarantees for—
reserve requirements in the context of optimization proxies. Moreover, the repair layers
are guaranteed to satisfy power balance and reserve requirements for any combination of
min/max generation limits (see Theorems 1 and 2). This allows to accommodate variations
in operating parameters such as min/max limits and commitment status of generators, a key

aspect of real-life systems overlooked in existing literature.

41



(a) The vanilla DNN architecture without feasibility restoration.

(b) blueThe DeepOPF architecture [24]. The oufbumay violate inequality constraints.

(c) The DC3 architecture with unrolled gradient [13]. The oufpumay violate inequality
constraints.

(d) The LOOP-LC architecture [57]. The DNN outputs a latent veztdr[0; 1]", which is
mapped onto a feasilyievia a gauge mapping.

(e) The proposed end-to-end feasible architecture. The ghitpatis es all hard constraints.

Figure 5.1: Optimization proxy architectures for DCOPF
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5.3 End-to-end feasible proxies for DCOPF

This section presents the Economic Dispatch (ED) formulation considered in the chapter,
and introduces new repair layers for power balance and reserve requirement constraints.
The repair layers are computationally ef cient and differentiable: they can be implemented

in standard machine-learning libraries, enabling end-to-end feasible optimization proxies.

5.3.1 ProblemFormulation

The chapter considers the ED formulation with reserve requirement and elaborates it based

on Formulation 2.1. It is modeled as a linear program of the form

prrgir:h c(p) + Myk ks (5.1a)
st. e€p=¢eid; (5.1b)
er R; (5.1c)

p+r p; (5.1d)

O p p; (5.1e)

O r r; (5.1f)
fow (p d f+ (5.19)
O (5.1h)

Constraints (5.1b) and (5.1c) are the global power balance and minimum reserve re-
guirement constraints, respectively. Constraints (5.1d) ensure that each generator reserves
can be deployed without violating their maximum capacities. Constraints (5.1e) and (5.1f)
enforce minimum and maximum limits on each generator energy and reserve dispatch.
Without loss of generality, the chapter assumes that each bus has exactly one generator,
each generator minimum output is zero, agd pg; 8g. Constraints (5.19) express the

thermal constraints on each branch using a Power Transfer Distribution Factor (PTDF)
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representation. In this chapter, the thermal constraints are soft constraints, i.e., they can
be violated but doing so incurs a (high) cost. This is modeled via arti cial slack variables

th Which are penalized in the objective. Treating thermal constraints as soft is in line with
economic dispatch formulations used by system operators to clear electricity markets in
the US [82, 11]. The PTDF-based formulation is also the state-of-the-art approach used in
industry [82, 59]. In typical operations, only a small number of these constraints are active
at the optimum. Therefore, ef cient implementations add thermal constraints (5.19) lazily.

The hard constraints in Problem (5.1) are the bounds on energy and reserve dispatch,

the maximum output, the power balance (5.1b) and the reserve requirements (5.1c). Note
that bounds on individual variables can easily be enforced in a DNN architecture e.g., via
clamping or sigmoid activation. However, it is not trivialgonultaneouslygatisfy variable
bounds, power balance and reserve requirements. To address this issue, the rest of this

section introduces new, computationally ef cient repair layers.

5.3.2 ThePowerBalanceRepairLayer

The proposed power balance repair layer takes as input an initial dispatch pewatioich
is assumed to satisfy the min/max generation bounds (5.1e), and outputs a dispatch vector
p that satis es constraints (5.1e) and (5.1b). FormallyDet e d, and denote byd and

Sp the following hypercube and hypersimplex

H=fp2R"j0 p pg; (5.2)

Sp P2R" 0 p p;ep=D : (5.3)

Note thatH is the feasible set of constraints (5.1e), witlig is the feasible set of con-

straints (5.1b) and (5.1e). The proposed power balance repair layer, den®edslgiven
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by

8
2 " IS
(1 )p+ p ifeep<D
P() = (5.4)
T @1 #Hp+ *0 ifeep D
wherep 2H,and *, * are de ned as follows:
eed ep. +_€p ed.
= o (5.5)

Theorem 1 below shows thRtis well-de ned.
Theorem 1. Assumethad< ed = D < ep andp 2H. ThenP(p) 2 Sp.
Proof. Let p= P(p), and assume” p<D ; the casee®p D is treated similary. It fol-

lows that * 2 [0;1], i.e.,p is a convex combination gf ang . Thus,p 2 H. Then,

ep=(@1 )ep+ €ep

(€p ep)+tep
— D e>p > > >
= W(e p ep)+ep

D e€p+ep=D:

Thus,p satis es the power balance apd2 Sp,. m

Note that feasible predictions are not modi ed:pif2 Sp, thenP(p) = p. The edge
cases not covered by Theorem 1 are handled as follows. \WhenO (resp.D  ep ),
each generator is set to its lower (resp. upper) bound; this can be achieved by clamping
(resp. #)to[0; 1]. If these inequalities are strict, Problem (5.1) is trivially infeasible, and
P (p) is the solution that minimizes power balance violations.

The power balance layer is illustrated in Figure 5.2, for a two-generator system. The

layer has an intuitive interpretation as a proportional response mechanism. Indeed, if the
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P1 P1
Figure 5.2: lllustration of the power balance layer with inputand outputp. Left:

e” p <D (energy shortage) and generators' dispatches are increased. &ightD (en-
ergy surplus) and generators' dispatches are decreased.

initial dispatchp has an energy shortage, i.e?,p <D, the output of each generator is
increased by a fraction of its upwards headroom. Likewise, if the initial dispatch has an
energy surplus, i.ee” p >D , the output of each generator is decreased by a fractiof

it downwards headroom.

Note thatSp is de ned by the combination of bound constraints and one equality con-
straint. Other works such as [13, 57] handle the latter via equality completion. While this
approach satis es the equality constraint by design, the recovered solution is not guaran-
teed to satisfy min/max bounds, and may fail to do so in general. In contrast, under the
only assumption that 2 H, the proposed layer 5.4 jointly enforclesth constraints, thus
alleviating the need for the gradient unrolling of [13] or gauge mapping of [57]. Finally,

the proposed layer generalizes to hypersimplices of the form

X2R" | x wuax=b; (5.6)

wherea2 R";b2 Randl u 2 R" are nite bounds.
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5.3.3 TheReserveRepairLayer

This section presents the proposed reserve feasibility layer, which ensures feasibility with
respect to constraints (5.1c), (5.1d), and (5.1f). The approach rst builds a compact rep-
resentation of these constraints by projecting out the reserve variabl€sis makes it
possible to consider only thevariables, which in turn enables a computationally ef cient
and interpretable feasibility restoration. e Sp be xed, and consider the problem of

maximizing total reserves, which reads

max €e’r (5.7a)

r
st. r p p; (5.7b)
O r r: (5.7¢)

Sincep is xed, constraints (5.7b)—(5.7¢c) reduce to simple variable bounds on Wae-

ables. It then immediately follows that the optimal solution to Problem 5.7 is given by

rg =minfrg;pg  pgg; 89: (5.8)

This observation is used to project out the reserve variables as stated in Lemma 1 below.

Lemma 1. Letp 2 Sp. There exists reservassuch that(p;r) is feasible for Problem
(5.1) if and only if
X

minfrg;py; P9 R: (5.9)
9

Proof. The proof follows from the fact thdp;r) is feasible for Problem (5.1) if and only
if Problem 5.7 has an objective value not smaller tRarSubstituting the optimal solution

P
givenin Eq. 5.8, this last statement is exactly equivalent {minfrg;p;  pgg  R. O

The proposed reserve repair layer builds on the power balance repair layer of Section
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Algorithm 1 Reserve Repair Layer
Require: InitiaIFpredictionp 2 Sp, maximum limitg 1 , reserve requiremeiR
: r R gminfrg;pg  pgg
22G f gjpy Py g0
3G f @gipg>py g9
4. P g2 (Pg Tg) Pg
5 7 a6t Py (Pg  Tg)
6
7
8

max(O;min( g; ; )
- " # - #

: Energy dispatch adjustment

. gt (Pg rg) 892G
’ 1 Hpg+ *(pg ry) 892G*

9: return R(p) = p

5.3.2, and on the compact formulation of Eg. 5.9. Namely, it takes as mp&p, and
outputsR (p) 2 Sp that satis es Eq. 5.9. GiveR (p), reserve variables can be recovered
in O(jGj) time using Eq. 5.8.

The reserve repair layer is presented in Algorithm 1. First, a tentative reserve alloca-
tion is computed using Eq. 5.8, and the corresponding reserve shortagecomputed.
Then, generators are split into two gropsandG*. Generators i’ are those for which
constraint 5.1f is active: their dispatch can be increased without having to reduce their
reserves. Generators @& are those for which constraint (5.1d) is active: one must re-
duce their energy dispatch to increase their reserves. Then, the algorithm computes the
maximum possible increase () and decrease (%) in energy dispatch for the two groups.
Finally, each generator energy dispatch is increased (resp. decreased) proportionately to
its increase (resp. decrease) potential so as to meet total reserve requirements. The total
increase in energy dispatch is equal to the total decrease, so that power balance is always
maintained.

The reserve feasibility recovery is illustrated in Figure 5.3 for a two-generator system.
While it is easy to verify thaR (p) 2 Sp, itis less clear whetheR (p) satis es Eq. 5.9.

Theorem 2 provides the theoretical guarantee that eRg) satis es Eq. 5.9, or no
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feasible solution to Problem (5.1) exists. Because of space limitations, the proof is given

in [2].

Theorem 2. Letp 2 Sp. Then,R(p) 2 Sp. Furthermore, R (p) satis es Eq. 5.9 if and

only if Problem (5.1) is feasible.

Proof. Let p be the initial prediction, and lgt = R(p). First, the bound constraints
0 p p are satis ed becausg is a convex combination gF ang r , both of which
satisfy bound constraints.

Second, we show thaf p = D. Indeed, we have

X X X
Py = Py + Py (5.10)

g 926G’ g2G*

This yields

Py = (1 ")pg"' "(pg rg)

92G” g2G"

= Py t+ ' (pg rg Pg)

By = (1 #)pg + #(pg rg)
g2G* g2G*
X X
= Py + #
g2G* g2G*
X
g2G*
X

g2G*

(pg rg pg)

# #

Summing the two terms yields p + = D.
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Finally, we show that Algorithm Algorithm 1 provides a feasible point iff DCOPF is
feasible. Ifp is reserve feasible, then DCOPF is trivially feasible.

Assumep is infeasible, i.e.l,D g min(rg;p Ppy) <R. Note thatif = r IN Algorithm
Algorithm 1, thenp is feasible, so we musthave < ror #< g.

Assume the former holds, i.e.,” < gr: & In other words:

X X X
Pg g Pg<R Ig Py Pg
g2G" g2G” 92G*
X X
(Pg rg Pgtrg) <R Py Py
92G” 92G*#
X X
(pg Pg) <R Py By
g2G” g2G*
X X X
Pg *+ pg <R Py
92G" g2G* g
X
pg<R D

g

Summing constraints (Equation 5.1d) and (Equation 5.1b), we obtain

X X
r ( py) D<R
g g
hence DCOPF is infeasible. The proof fof < g is similar. O

Theorem 2 also provides a fast proof of (in)feasibility for Problem (5.1): it suf ces to
evaluateR (p) for anyp 2 Sp and check Eq. 5.9. This can have applications beyond
optimization proxies, e.g., to quickly evaluate a large number of scenarios for potential
reserve violations. Finally, note that the results of Theorems 1 and 2 hold for any value
of the maximum limitp ;r and reserve requiremeRt The proposed repair layers have
a time complexity ofO(n), which is signi cantly more ef cient than typical Euclidean

projection with complexityO(n3).
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0O p p
—ep=D

D minfrip pug

+minfryp. pg R

P P1 P2 P2

Figure 5.3: lllustration of the reserve feasibility layergor(1;1),r =(0:5;0:5), D=1:1,
R=0:8 and the initial predictionp=(0:15;0:95). The recovered feasible dispatch is
p=(0:4;0:7). Top: effect of the layer in thép,; p.) space. Bottom: effect of the layer
on each generator (individually). The active constraint is shown in red. Genéristan

G and generator 2 is iG".

5.3.4 End-to-endreasibleTraining

The repair layers are combined with a Deep Neural Network (DNN) architecture to pro-
vide an end-to-end feasible ML model, i.e., a differentiable architecture that is guaranteed
to output a feasible solution to Problem (5.1) (if and only if one exists). The resulting archi-
tecture is illustrated in Figure 5.4. The proxy takes as input the vector of nodal demand
The DNN architecture consists of fully-connected layers with ReLU activation, and a nal
layer with sigmoid activations to enforce bound constraintporNamely, the last layer

outputsz 2 [0;1]", andp = z p satis es constraints (5.1€). Then, this initial prediction
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Figure 5.4: The Proposed End-To-End Feasible Architecture.

p is fed to the repair layers that restore the feasibility of the power balance and reserve
requirements. The nal predictigh is feasible for Problem (5.1).

The power balance and reserve feasibility layers only require elementary arithmetic and
logical operations, all of which are supported by mainstream ML libraries like PyTorch and
TensorFlow. Therefore, it can be implemented as a layer of a generic arti cial neural net-
work model trained with back-propagation. Indeed, these layers are differentiable almost
everywhere with informative (sub)gradients. Finally, the proposed feasibility layers can
be used as a stand-alone, post-processing step to restore feasibility of any dispatch vector
that satis es generation bounds. This can be used for instance to build fast heuristics with

feasibility guarantees.

5.4 Training methodology

This section describes the supervised learning (SL) and self-supervised learning (SSL) ap-
proaches for training optimization proxies, which are illustrated in Figure 5.5. The differ-
ence between these two paradigms lies in the choice of loss function for training, not in the

model architecture. Denote bythe input data of Problem (5.1), i.e.,

x=(c;d;Rp 1 ; ;f;f;Muy);
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(a) Supervised Learning: the loss functioB measures the distance to an optimal solutioywhich
is computed of ine by an optimization solver.

(b) Self-Supervised Learning: the loss functloh" measures the objective value of the prediction.
No targetp nor optimization solver is needed.

Figure 5.5: lllustration of supervised and self-supervised learning paradigms. When the
ML model is not guaranteed to produce feasible solutions, the loss furictiam be aug-
mented with a constraint penalization term.

and recall, from Section 5.3.3, that it is suf cient to predict the (optimal) value of variables
p. Denote byf the mapping of a DNN architecture with trainable parametgggven an

inputx, f (x) predicts a generator dispatth(x) = p.
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Consider a dataset &f data points
n 0
D= xW:p® :: xMN):pN) (5.11)

where each data point corresponds to an instance of Problem (5.1) and its solution, i.e.,
x® andp(® denote the input data and solution of instan2é 1; :::; N g, respectively. The

training of the DNNf can be formalized as the optimization problem

X o
L p®;p® (5.12)

= argmin L
-arg N
i=1

wherep® = f (x() is the prediction for instande andL denotes the loss function. The

rest of this section describes the choice of loss fundtidar the SL and SSL settings.

5.4.1 Supervised.earning

The supervised learning losS* has the form

L3(psp) = " SH(pip) + (B); (5.13)

where' SH(p; p) penalizes the distance between the predicted and the target (ground truth)
solutions, and (P) penalizes constraint violations. The work uses the Mean Absolute
Error (MAE) on energy dispatch, i.e.,

1

v SL(A- — .
(B;p) = jijO pky: (5.14)

Note that other loss functions, e.g., Mean Squared Error (MSE), could be used instead. The

term (P) penalizes power balance violations and reserve shortages as follows:

(P) = Mpjje"d e pj+ M, (p); (5.15)
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whereM y, andM, are penalty coef cients, and denotes the reserve shortages, i.e.,

X
(p)=max O;R min(rg; Py By) : (5.16)

9
The penalty term is set to zero for end-to-end feasible models. Finally, while thermal
constraints are soft, preliminary experiments found that including thermal violations in
the loss function yields more accurate models. This observation echoes the ndings of
multiple studies [23, 24, 12, 25, 13], namely, that penalizing constraint violations yields
better accuracy and improves generalization. Indeed, the penalization of thermal violations

acts as a regularizer in the loss function. Therefore, the nal loss considered in the work is

LSp;p) = " SH(pip)+ (B)+ Mk w(P)ku; (5.17)

where (p) denotes thermal violations Eq. (5.19).

5.4.2 Self-supervised.earning

Self-supervised learning has been applied very recently to train optimization proxies [13,
46, 22]. The core aspect of SSL is thiatloes not require the labeled dap because it
directly minimizes the objective function of the original problem. The self-supervised loss
guides the training to imitate the solving of optimization instances using gradient-based
algorithms, which makes it effective for optimization proxies.

The loss functior SSt has the form

LSSL(D) - SSL(p) + (p), (518)

where (p) is the same as Eq. (5.15), and

FSSHP) = o(p) + M wn(P) (5.19)
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is the objective value of the predicted solution. As mentioned above, notk tHatonly
depends on the predicted solutipni.e., unlike the supervised learning Ids3" (see Eq.
(5.17)), itdoes not require any ground truth solugorConsequently, SSL does not require
labeled data. This, in turn, eliminates the need to solve numerous instances of ine.

Again, the constraint penalty term is zero when training end-to-end feasible models,
because their output satis es all hard constraints. Thereby, the self-supervised loss is very
effective since the learning focuses on optimality.

For models without feasibility guarantees, the trade-off between optimality and fea-
sibility typically makes the training very hard to stabilize for large-scale systems, which
increases the learning dif culty. Thus, such models must take care to satisfy constraints to
avoid spurious solutions. For instance, in the ED setting, simply minimizing total genera-
tion cost, without considering the power balance constraint (5.1b), yields the trivial solution
p = 0. This highlights the importance of ensuring feasibility, which is the core advantage

of the proposed end-to-end feasible architecture.

5.5 Experiment settings

This section presents the numerical experiments used to assess E2ELR. The experiments
are conducted on power grids with up to 30,000 buses and uses two variants of Prob-
lem (5.1) with and without reserve requirements. The section presents the data-generation
methodology, the baseline ML architectures, performance metrics, and implementation de-

tails. Additional information is in [83].

5.5.1 DataGeneration

Instances of Problem (5.1) are obtained by perturbing reference test cases from the PGLib
[84] library (v21.07). Two categories of instances are generated: instances without any
reserve requirements (ED), and instances with reserve requirements (ED-R). The instances

are generated as follows. Denote d§' the nodal load vector from the reference PGLib

56



Table 5.1: Selected test cases from PGLib [84]

System Ref |Nj JEj iGj D ef r

ieee300 [85] 300 411 69 23.53 34.16%
pegaselk [58] 1354 1991 260 73.06 19.82%
rte6470 [58] 6470 9005 761 96.59 14.25%

pegase9k [58] 9241 16049 1445 312.35 4.70%
pegasel3k [58] 13659 20467 4092 381.43 1.32%
goc30k [86] 30000 35393 3526 117.74 4.68%

YTotal active power demand in reference PGLib case, in GW.

case. ED instances are obtained by perturbing this reference load prole. Namely, for
instance,d® = 0 @ dref where () 2 Ris a global scaling factor,2 RN denotes
load-level multiplicative white noise, and the multiplications are element-wise. For the
case at hand, is sampled from a uniform distributiod[0:8; 1:2], and, for each load, is
sampled from a log-normal distribution with meaand standard deviatidsfo.

ED-R instances are identical to the ED instances, except that reserve requirements are
set to a non-zero value. The PGLib library does not include reserve information, therefore,
the work assumer; = py; 89 2 G, where , =5 Kk pky K pk, *: This ensures that
the total reserve capacity is 5 times larger than the largest generator in the system. Then,
the reserve requirements of each instance is sampled uniformly between 100% and 200%
of the size of the largest generator, thereby mimicking contingency reserve requirements
used in industry.

Table 5.1 presents the systems used in the experiments. The table reports: the number of
busesjiNj), the number of branchef(), the number of generatorgy(), the total active
power demand in the reference PGLib caBg{ in GW), and the value of ; used to
determine reserve capacities. The experiments consider test cases with up to 30,000 buses,
signi cantly larger than almost all previous works. Large systems have a smaller value
of |, because they contain signi cantly more generators, whereas the size of the largest
generator typically remains in the same order of magnitude. For every testc€a860

instances are generated and solved using Gurobi. This dataset is then split into training,
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validation, and test sets which compri#&@00Q 500Q and5000instances.

5.5.2 BaselineModels

The proposed end-to-end learning and repair model (E2ELR) is evaluated against four
architectures. First, a naive, fully-connected DNN model without any feasibility layer
(DNN). This model only includes a sigmoid activation layer to enforce generation bounds
(constraint (5.1e)). Second, a fully-connected DNN model with the DeepOPF architec-
ture [24] (DeepOPF). It uses an equality completion to ensure the satisfaction of equality
constraints; the output may violate inequality constraints. Third, a fully-connected DNN
model with the DC3 architecture [13] (DC3). This architecture uses a xed-step unrolled
gradient descent to minimize constraint violations; it is however not guaranteed to reach
zero violations. Note that the DC3 architecture requires a signi cant amount of hypertun-
ing to achieve decent results. The last model is a fully-connected DNN model, combined
with the LOOP-LC architecture from [57] (LOOP). The gauge mapping used in LOOP
does not support the compact form of Eq. (5.9), therefore it is not included in the ED-R
experiments. These baseline models are detailed in [83].

All baselines use a fully-connected DNN architecture, with the main difference being
how feasibility is handled. Graph Neural Network (GNN) architectures are not considered
in this work, as they were found to be numerically less stable and exhibited poorer perfor-
mance than DNNs in preliminary experiments. Nevertheless, note that the proposed repair

layers can also be used in conjunction with a GNN architecture.

5.5.3 Hyperparametefuning

For each test case and method, the number of instances in the training and test minibatch
are set to 64 and 256, respectively. For all deep learning models, a batch normalization
layer [87] and a dropout layer [88] with a dropout r&& are appended after each dense

layer except the last one. The number of layers is selected ffyd) 5g and the hidden
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dimension of the dense layers is selected ffdiB8 256a.

The penalty coef cients of the constraint violation in the loss function Equation 5.17
and Equation 5.18 are selected frbfip 0:1g for self-supervised learning and selected from
fle 3;le 4;1e 5gforsupervised learning. For the models with feasibility guarantees
such as DNN-F and LOOP, theis set as 0 for self-supervised learnings set to be equal
to for supervised learning. For DC3 model, the unrolled iteration is seDasrations in
training and200iterations in testing. The gradient step size is seffeas 4, where a larger
step size results in numerical issues.

The models are trained with Adam optimizer [80] with an initial learning rate is set as
le 2andweightdelajie 6. The learning rate is decayed by 0.1 when the validation loss
does not improve for consecutive 10 epochs and the training early stops if the validation
loss does not decrease for consecutive 20 epochs. The maximum training time is set as 150

minutes.

5.5.4 PerformancéVetrics

The performance of each ML model is evaluated with respect to several metrics that mea-
sure both accuracy and computational ef ciency. Given an instamegéh optimal solution

p and a predicted solutiofy, the optimality gapisdenedasgap(Z Z) j Zj %
whereZ is the optimal value of the problem, aiids the objective value of the prediction,

plus a penalty for hard constraint violations, i.e.,

c(P) + Mk n(P)ks + Mpeje™ (B d)j + M, «(P); (5.20)

where ((pP) is de ned as in function (5.16). Penalizing hard constraint violations is nec-
essary to ensure a fair comparison between models that output feasible solutions and those
that do not. Because all considered models enforce constraints (5.1d)—(5.1f), they are not

penalized in EqQ. (5.20).

59



This work uses realistic penalty prices, based on the values used by MISO in their op-
erations [89, 90]. Namely, the thermal violation penalty pNtg is set to $1500/MW. The
power balance violation penalty ;, is set to $3500/MW, which corresponds to MISO's
value of lost load (VOLL). Finally, the reserve shortage penkdtyis set to $1100/MW,
which is MISO's reserve shortage price. The ability of optimization proxies to output fea-
sible solution is measured via the proportion of feasible predictions, which is reported as
a percentage over the test set. This work uses an absolute tolerab@e* gf.u. to de-
cide whether a constraint is violated; note that this is 100x larger than the default absolute
tolerance of optimization solvers. This work also reports the mean constraint violation of
infeasible predictions.

This work also evaluates the computational ef ciency of each ML model and learning
paradigm (SL and SSL), as well as that of the repair layers. Computational ef ciency is
measured by (i) the training time of ML models, including the data-generation time when
applicable, and (ii) the inference time. Note that ML models evalbatehesof instances,
therefore, inference times are reported per batch of 256 instances. The performance of
the repair layers presented in Section 5.3 is benchmarked against a standard euclidean
projection solved with state-of-the-art optimization software.

Unless speci ed otherwise, average computing times are arithmetic means; other aver-

ages are shifted geometric means

1 X
s(X1; 1 Xp) = exp o log(xi + S) S:

This work uses a shift of 1% for optimality gaps, and 1p.u. for constraint violations.

5.5.5 ImplementatiorDetails

All optimization problems are formulated in Julia using JuMP [91], and solved with Gurobi

9.5 [77] with a single CPU thread and default parameter settings. All deep learning mod-
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els are implemented using PyTorch [92] and trained using the Adam optimizer [80]. All
models are hyperparameter tuned using a grid search, which is detailed in [83]. For each
system, the best model is selected on the validation set and the performances on the test set
are reported. During training, the learning rate is reduced by a factor of ten if the validation
loss shows no improvement for a consecutive sequence of 10 epochs. In addition, training
is stopped if the validation loss does not improve for consecutive 20 epochs. Experiments
are conducted on dual Intel Xeon 6226@2.7GHz machines running Linux, on the PACE
Phoenix cluster [78]. The training of ML models is performed on Tesla V100-PCIE GPUs
with 16GBs HBM2 RAM.

5.6 Numerical Results

5.6.1 Optimality Gaps

Table 5.2 reports, for the ED and ED-R problems, the mean optimality gap of each ML
model, under the SL and SSL learning modes. Bold entries denote the best-performing
method. Recall that LOOP is not included in ED-R experimeBE2ELR systematically
outperforms all other baselines across all setting%is stems from two reasons. First,
DNN, DeepOPF and DC3 exhibit violations of the power balance constraint (5.1b), which
yields high penalties and therefore large optimality gaps. Statistics on power balance vi-
olations for DNN, DeepOPF and DC3 are reported in Table 5.3. Second, LOOP's poor
performance, despite not violating any hard constraint, is because the non-convex gauge
mapping used inside the model has an adverse impact on training. Indeed, after a few
epochs of training, LOOP gets stuck in a local optimum.

E2ELR, when trained in a self-supervised mode, achieves the best performane.
is because SSL directly minimizes the true objective function, rather than the surrogate
supervised loss. With the exceptionrtgd6470 , the performance of E2ELR improves as
the size of the system increases, with the lowest optimality gaps achiey=tarse13k ,

which has the most generators. Note tha6470 is a real system from the French trans-
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Table 5.2: Mean optimality Gap (%) on test set

ED ED-R
Loss System DNN E2ELR DeepOPF DC3 LOOP DNN E2ELR DeepOPF DC3
SL  ieee300 69.55 1.42 2.81 3.03 3893 75.06 1.52 280 294
pegaselk 48.77 0.74 7.78 280 3253 47.84 0.74 7.50 297
rte6470 55.13 1.35 28.23 3.68 50.21 70.57 1.82 46.66 3.49

pegase9k 76.06 0.38 33.20 125 3378 81.19 0.38 30.84 1.29
pegasel3k 71.14 0.29 64.93 179 5294 7632 0.28 69.23 1.81

goc30k 194.13 0.46 5591 275 36.49 136.25 0.45 41.34 2.35
SSL ieee300 35.66 0.74 223 251 37.78 4556 0.78 282 2.80
pegaselk 62.07 0.63 10.83 257 3220 64.69 0.68 9.83 261
rte6470 40.73 1.30 42.28 2.82 50.20 55.16 1.68 48.57 3.04

pegase9dk 43.68 0.32 3433 082 3376 4474 0.29 42.06 0.93
pegasel3k 57.58 0.21 60.12 0.84 5293 6128 0.19 65.38 0.91
goc30k 108.91 0.39 839 0.72 36.73 9391 0.33 9.47 0.71

Table 5.3: Power balance constraint violation statistics

ED ED-R
DNN DeepOPF DC3 DNN DeepOPF DC3
Loss System %feas viol %feas viol %feas viol %feas viol %feas viol %feas viol
SL  ieee300 0% 0.50 100% 0.00 100% 0.00 0% 0.70 100% 0.06 100% 0.25
pegaselk 0% 182 71% 135 65% 0.04 0% 190 70% 1.19 65% 0.08
rte6470 0% 2.08 1% 1.94 9% 0.03 0% 2.26 1% 2.81 7% 0.01
pegase9k 0% 6.25 3% 6.38 29% 0.00 0% 5.91 3% 5.99 29% 0.00
pegasel3k 0% 6.63 1% 7.08 23% 0.00 0% 7.79 1% 7.46 22% 0.00
goc30k 0% 381 45% 1.70 57% 0.03 0% 231 54% 154 69% 0.00
SSL ieee300 0% 0.58 100% 0.00 100% 0.16 0% 0.73 100% 0.56 100% 0.29
pegaselk 0% 242 63% 256 63% 0.03 0% 230 63% 181 39% 0.05
rte6470 0% 1.90 1% 2.64 6% 0.11 0% 2.72 1% 251 5% 0.01
pegase9k 0% 7.22 3% 5.46 27% 0.05 0% 7.00 3% 7.87 25% 0.08
pegasel3k 0% 6.41 1% 7.19 19% 0.01 0% 6.82 1% 7.83 20% 0.01
goc30k 0% 3.18 55% 1.24 52% 0.01 0% 261 49% 1.20 62% 0.02

Ywith 200 gradient steps.geometric mean of non-zero violations, in p.u.

mission grid: it is more congested than other test cases, and therefore harder to learn.

5.6.2 ComputingTimes

Tables 5.4 and 5.5 report the sampling and training times for ED and ED-R, respectively.
Each table reports the total time for data-generation, which corresponds to the total solving
time of Gurobi on a single thread. There is no labeling time for self-supervised models.
While training times for SL and SSL are comparable, for a given architecture, the latter

does not incur any labeling time. The training time of DC3 is signi cantly higher than
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Table 5.4: Sampling and training time comparison (ED)

Loss System Sample DNN E2ELR DeepOPF DC3 LOOP
SL  ieee300 0.2h  7min 37 min 31min 121min 33 min
pegaselk 0.7h  8min 14 min 6min  41min  19min
rte6470 51h 11min 30min 13min  73min 18 min
pegase9k 12.7h 15min 24 min 22min  123min  25min
pegasel3k 20.6h 14min 19min 14min 126min  19min
goc30k 63.4h 25min 20min 41 min 108 min 127 min
SSL ieee300 — 15min 27 min 38min 102min 27 min
pegaselk —  8min 15min 11min  46min 14 min
rte6470 —  9min 17 min 10min  42min  15min
pegase9k — 18min 20min 17min 100min 29 min
pegasel3k — 17min 18 min 14min 125min  15min
goc30k — 38min 45min 51min 105min 60 min
Sampling (training) times are for 1 CPU (1 GPU). Excludes hypertuning.
Table 5.5: Sampling and training time comparison (ED-R)
Loss System Sample DNN E2ELR DeepOPF DC3
SL  ieee300 0.2h 12min 43 min 43min  115min
pegaselk 0.8h 14min 19min 19min 53 min
rte6470 46h 14min  19min 19min 71 min
pegase9k 14.0h 15min 22min 22min 123 min
pegasel3k 22.7h 16min 27 min 27min 126 min
goc30k 65.9h 32min  39min 38min 129 min
SSL ieee300 — 21min 37min 37min 131 min
pegaselk — 6min  19min 19min 67 min
re6470 — 12min 21min 21min 71 min
pegase9k — 20min 24 min 24min 123 min
pegasel3k — 13min 22min 22min  125min
goc30k — 52min 53 min 53min 128 min

Sampling (training) times are for 1 CPU (1 GPU). Excludes hypertuning.

other baselines because of its unrolled gradient steps. These results demonstrate that ML
models can be trained ef ciently on large-scale systems. Indbedelf-supervised E2ELR
needs less than an hour of total computing time to achieve optimality gaps Oud8efor
systems with thousands of buses.

Tables 5.6 and 5.7 report, for ED and ED-R, respectively, the average solving time us-
ing Gurobi (GRB) and average inference times of ML methods. Recall that the Gurobi's

solving times are for a single instance solved on a single CPU core, whereas the ML infer-
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Table 5.6: Solving and inference time comparison (ED)

Loss System DNN E2ELR DeepOPF DC3 LOOP GRB

SL ieee300 34ms 4.5ms 48ms 154ms 5.3ms 12.1ms
pegaselk 41ms 5.3ms 43ms 183ms 5.9ms 51.5ms
rte6470 51ms 6.6ms 54ms 353ms 7.1ms 364.4ms

pegase9k 6.0ms 7.3ms 6.2ms 91.5ms 82ms 913.5ms
pegasel3k 7.3ms 8.3ms 8.7ms 523.6ms 139ms 1481.3ms

goc30k 9.5ms 10.0ms 9.3ms 443.0ms 14.4ms 4566.9ms
SSL ieee300 34ms 6.0ms 3.7ms 151ms 5.2ms 12.1ms
pegaselk 40ms 5.3ms 43ms 184ms 5.8ms 51.5ms
rte6470 59ms 6.5ms 6.3ms 36.7ms 95ms 364.4ms

pegase9k 6.1ms 7.0ms 6.3ms 93.2ms 10.3ms 913.5ms
pegasel3k 7.1ms 8.2ms 7.2ms 561.2ms 12.8ms 1481.3ms
goc30k 109ms 11.7ms 94ms 4442ms 21.7ms 4566.9ms

Ywith 200 gradient stepssolution time per instance (single thread).
All ML inference times are for a batch of 256 instances.

ence times are reported for a batch of 256 instances on a GPU. Also note that the number
of gradient steps used by DC3 to recover feasibility is set to 200 for inference (compared
to 50 for training).

On systems with more than 6,000 buses, DC3 is typically 10-30 times slower than
other baselines, again due to its unrolled gradient steps. In contrast, DNN, DeepOPF,
E2ELR, and LOORP all require in the order of 5-10 milliseconds to evaluate a batch of 256
instances. For the largest systems, this represents about 25,000 instances per second, on a
single GPU. Solving the same volume of instances with Gurobi would require more than a
day on a single CPU. Getting this time down to the order of seconds, thereby matching the
speed of ML proxies, would require thousands of CPUs, which comes at high nancial and

environmental costs.

5.6.3 Bene tsof End-to-EndTraining

Tables 5.8 and 5.9 further demonstrate the bene ts of training end-to-end feasible models:
they report, for ED and ED-R problems, the optimality gaps achieved by DNN, DeepOPF

and DC3after applying a repair step at inference tim&wo repair mechanisms are com-

64



Table 5.7: Solving and inference time comparison (ED-R)

Loss System DNN E2ELR DeepOPF DC3 GRB

SL  ieee300 39ms 6.5ms 46ms 16.5ms 12.6 ms
pegaselk 45ms 6.0ms 48ms 18.9ms 56.5ms
rte6470 57ms 10.4ms 6.2ms 36.1ms 333.6ms

pegase9k 6.3ms 7.7ms 6.7ms 91.6ms 1008.0ms
pegasel3k 8.3ms 10.7ms 8.8ms 531.2ms 1632.7ms

goc30k 9.3ms 11.1ms 10.6ms 438.7ms 4745.7ms
SSL ieee300 39ms 7.6ms 44ms 17.6ms 12.6 ms
pegaselk 44ms 5.9ms 47ms 19.1ms 56.5ms
rte6470 6.4ms 10.5ms 6.7ms 37.3ms 333.6ms

pegase9k 7.1ms 8.3ms 7.2ms 92.9ms 1008.0ms
pegasel3k 7.8ms 8.9ms 7.9ms 5224ms 1632.7ms
goc30k 10.2ms 12.4ms 10.3ms 435.8ms 4745.7ms

Ywith 200 gradient stepssolution time per instance (single thread).
All ML inference times are for a batch of 256 instances.

Table 5.8: Comparison of optimality gaps (%) with and without feasibility restoration (ED)

DNN DeepOPF DC3
Loss System E2ELR - FL EP - FL EP - FL EP
SL  ieee300 142 6955 36.33 36.37 281 281 281 3.03 3.03 3.03
pegaselk 0.74 4877 398 394 7.78 524 528 280 244 244
rte6470 135 5513 2128 2141 2823 189 189 3.68 3.36 3.36
pegase9k 0.38 76.06 34.61 3465 33.20 194 199 125 124 1.24
pegasel3k 0.29 7114 3270 32.72 6493 2336 2336 1.79 1.79 1.79
goc30k 0.46 194.13 57.53 57.41 55.91 30.19 30.16 2.75 2.45 2.45
SSL ieee300 0.74 3566 3.82 373 223 223 223 251 251 251
pegaselk 0.63 6207 324 325 10.83 321 3.18 257 235 235
rte6470 1.30 40.73 11.52 11.47 4228 5.38 537 282 210 2.09
pegase9k 0.32 4368 320 3.22 3433 473 474 082 0.64 0.64
pegasel3k 0.21 5758 20.59 20.59 60.12 18.85 1884 0.84 081 0.81
goc30k 0.39 10891 789 789 839 306 3.06 072 0.62 0.62

pared: the proposed Repair Layers (RL) and a Euclidean Projection (EP). The tables also
report the mean gap achieved by E2ELR as a reference baseline. The results can be sum-
marized as follows. First, the additional feasibility restoration improves the quality of the
initial prediction. This is especially true for DNN and DeepOPF, which exhibited the largest
constraint violations (see Table 5.3): optimality gaps are improved by a factor 2—20, but

remain very high nonetheless. Second, the two repair mechanisms yield similar optimality
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Table 5.9: Comparison of optimality gaps (%) with and without feasibility restoration (ED-
R)

DNN DeepOPF DC3

Loss System E2ELR - FL EP - FL EP - FL EP

SL  ieee300 152 75.06 3047 3049 280 280 280 294 294 294
pegaselk 0.74 4784 252 250 750 479 479 297 234 234
rte6470 1.82 7057 30.20 2990 46.66 2.63 251 3.49 332 3.29
pegase9k 0.38 81.19 41.34 4140 3084 190 192 129 129 1.29
pegasel3k 0.28 76.32 30.00 30.02 69.23 25.09 25.09 1.81 181 1.81
goc30k 0.45 136.25 53.34 5341 41.34 2253 2243 235 231 231

SSL ieee300 0.78 4556 450 434 282 279 279 280 278 2.78
pegaselk 068 6469 456 444 983 397 395 261 187 1.87
rte6470 1.68 5516 9.76 943 4857 879 853 3.04 275 270
pegase9k 0.29 4474 433 433 4206 228 230 0.93 0.66 0.66
pegasel3k 0.19 6128 21.35 21.32 65.38 19.64 19.64 091 0.89 0.89
goc30k 0.33 9391 10.00 998 947 258 258 0.71 0.64 0.64

gaps. For DC3, there is virtually no difference between RL and EP. Third, across all exper-
iments, even after feasibility restoration, E2ZELR remains the best-performing model, with
optimality gaps 2—6x smaller than DC3. Table 5.10 compares the computing times of the
feasibility restoration using either the repair layers (RL) or the euclidean projection (EP).
The latter is solved as a quadratic program with Gurobi. All benchmarks are conducted in
Julia on a single thread, using tBenchmarkTools utility [93], and median times are
reported. The results of Table 5.10 show that evaluating the proposed repair layers is three

orders of magnitude faster than solving the euclidean projection problem.

5.7 Summary

The chapter proposed a ndéand-to-End Learning and Repa{E2ELR) architecture for
training optimization proxies for economic dispatch problems. E2ELR combines deep
learning with closed-form, differential repair layers, thereby integrating prediction and fea-
sibility restoration in an end-to-end fashion. The E2ELR architecture can be trained with
self-supervised learning, removing the need for labeled data and the solving of numerous

optimization problems of ine. The chapter conducted extensive numerical experiments on
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Table 5.10: Computing time of feasibility restoration using feasibility layers (FL) and Eu-
clidean projection (EP).

Problem System RL EP Speedup

ED ieee300 0.13pus  0.45ms 3439x
pegaselk 0.55pus 1.41ms 2572x
rte6470 1.40pus 3.75ms 2686Xx

pegase9k 237pus  6.90ms 2911x
pegasel3k 6.42us 20.71ms 3227x

goc30k 5.67us 17.87ms 3155x
ED-R ieee300 1.06pus 1.00ms 939x
pegaselk 458us 3.42ms 748x
rte6470 10.46ps 10.19ms 974x

pegase9k 20.14pus 18.38ms 913x
pegasel3k 42.67us 60.73ms 1423x
goc30k 39.80pus 49.17ms 1236x

Median computing times as measuredBgnchmarkTools

the ecocomic dispatch of large-scale, industry-size power grids with tens of thousands of
buses. It also presented the rst study that considers reserve requirements in the context of
optimization proxies, reducing the gap between academic and industry formulations. The
results demonstrate that the combination of E2ZELR and self-supervised learning achieves
state-of-the-art performance, with optimality gaps that outperform other baselines by at
least an order of magnitude. Future research will investigate security-constraints, and the
extension of repair layers to thermal constraints, multi-period settings and the nonlinear,

non-convex AC-OPF.
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CHAPTER 6
REAL-TIME RISK ANALYSIS WITH OPTIMIZATION PROXIES

6.1 Introduction

Built on previous chapters, this chapter develops the real-time risk assessment pipeline via
optimization proxies. The growing penetration of distributed energy resources (DERs) and
of renewable generation, especially wind and solar generation, is causing a fundamental
change of paradigm for power systems operations. Traditional approaches, where uncer-
tainty is low and can be managed through reserve products, are no longer viable, in presence
of signi cant wind and solar generation, and less predictable demand patterns due to DER
adoption. Modern power grids thus require new operating practices that explicitly assess
operational risk in real time.

Traditional approaches to risk assessment require running large numbers (typically in
the thousands) of Monte-Carlo (MC) simulations. Risk and reliability metrics are then
computed based on the outputs of these simulations [94]. In power systems, each MC sim-
ulation evaluates the behavior of the grid, e.g., generator setpoints and power ows, under
a possible realization of load and renewable output, obtained from solving multiple eco-
nomic dispatch problems sequentially (one per time step). Nevertheless, the computational
cost of optimization, combined with the large number of MC simulations needed to obtain
an accurate risk estimate, renders this work ow intractable for real-time risk assessment.

The chapter proposes a new methodology, Risk Assessment with End-to-End Learning
and Repair (RA-E2ELR), to address this computational challenge. RA-E2ELR replaces
costly optimization solvers with fast E2ELR optimization proxies, i.e., differentiable pro-
grams that are guaranteed to produce near-optimal feasible solutions to economic dispatch

problems. RA-E2ELR is sketched in Figure 6.1 and is capable of assessing risk in electric-

68






	Title Page
	Acknowledgments
	Table of Contents
	List of Tables
	List of Figures
	Summary
	1 | Introduction
	Summary of Publications
	Summary of Industrial Impacts

	2 | Background
	Power Systems Background
	Optimization Proxies Background

	3 | Related Works and Challenges
	Optimization Proxies for OPF
	Ensuring Feasibility
	Challenges

	4 | Optimization Proxies for Security-Constrained Economic Dispatch
	Introduction
	Overview of MISO's Market-Clearing Pipeline
	The Learning Methodology
	Experimental Results
	Sensitivity Analysis
	Summary

	5 | Scalable End-to-End Feasible Optimization Proxies
	Introduction
	Overview of the Proposed Approach
	End-to-end feasible proxies for DCOPF
	Training methodology
	Experiment settings
	Numerical Results
	Summary

	6 | Real-Time Risk Analysis with Optimization Proxies
	Introduction
	Literature Review on Risk Assessment
	Operational Risk Assessment in Power Grids
	Risk Assessment With RA-E2ELR
	Self-Supervised Training
	Experimental Results
	Summary

	7 | Conclusion and Future Directions
	Conclusion
	Future Directions

	References

