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SUMMARY

In diverse areas including, but not limited to, computer vision, natural language process-

ing, and personal recommendation, Deep Neural Networks (DNNs) have shown dramatic

performance, even exceeding that of humans for some tasks. DNNs are known for their

high computational demands and are widely used in various applications, motivating en-

hancements to hardware and software to improve performance and energy ef�ciency. Using

various types of sparsity in DNNs has been proposed recently to reduce compute and

memory requirements, but �nding the proper target sparsity to meet both HW and SW

requirements is still an active area of research. In this thesis, we develop HW-SW co-design

methods to accelerate various DNNs leveraging structured sparsity.

We �rst present RASA, an ef�cient register-aware systolic array as a matrix engine.

We develop techniques to divide an execution stage into several sub-stages and overlap

instructions to hide overheads and run them concurrently. Next, we present VEGETA,

a �exible structured sparse matrix engine extending a dense matrix engine with �exible

structured sparsity support. In addition, we show how VEGETA engines can be used for

different sparsity granularities, such as network-wise, layer-wise, tile-wise, and row-wise.

Next, we propose TASD, an approximation method to decompose an unstructured sparse

tensor using a sequence of structured sparse tensors. We also show how TASD can be

applied to accelerate the execution of both dense and sparse DNNs using structured sparse

matrix engines. Finally, we introduce SDQ using both sparsi�cation and quantization

complementing each other through structured decomposition to accelerate Large Language

Models on structured sparse HW.

xxii



CHAPTER 1

INTRODUCTION

Across various domains, such as computer vision, natural language processing, and personal

recommendation systems, DNNs have demonstrated remarkable performance, sometimes

surpassing human capabilities in certain tasks [1, 2, 3]. DNNs are both notoriously compute-

hungry and commonplace in applications, motivating enhancements to hardware and soft-

ware platforms to improve performance and energy ef�ciency [4, 5, 6]. Given the ubiquitous

presence of DNN-based solutions across applications, it is essential to simultaneously

optimize for high performance and ef�ciency.

General Matrix-Matrix Multiplication (GEMM), a staple of high-performance comput-

ing, is also a critical building block for many DL applications including Transformers for

natural language processing, Multi-Layer Perceptrons (MLPs) for recommendation models,

and Convolutional Neural Networks (CNNs) for computer vision tasks. For DL workloads,

GEMM performance and energy-ef�ciency are suf�ciently important that special-purpose

hardware support has become common. Therefore, numerous custom ASIC accelerators

have emerged in the recent past to effectively exploit massive parallelism and locality in

DL applications. A systolic array is one of the most ef�cient structures for dense GEMMs

given its simple construction, high concurrency, and ability to ef�ciently exploit the inherent

data reuse in the computation [4]. The most popular examples, such as Google TPU [4],

Xilinx xDNN [7], and IBM RAPID [8], are based on the systolic arrays. There are also more

advanced forms including Eyeriss [5], MAERI [6], and ShiDianNao [9]. These accelerators

have demonstrated lower runtime and higher energy ef�ciency relative to existing popular

architectures such as multi-core CPUs and many-core GPUs [4]. The main feature that

distinguishes these “spatial” accelerators from CPUs and GPUs are exploiting parallelism

aggressively using hundreds to thousands of processing elements (PEs), ef�cient communi-
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cation using a fast network-on-chip (NoC) to connect those PEs, and extensive data reuse

using private/shared scratchpad buffers with ef�cient scheduling.

In this thesis, I study how to accelerate various DNN workloads through HW-SW

co-design considering different aspects such as workload, architecture, and data.

1.1 Challenges

1.1.1 Ef�cient DenseMatrix Engine

As AI-based applications become pervasive, processor vendors are starting to incorporate

matrix engines within the datapath to boost ef�ciency. Systolic arrays have been the premier

architectural choice as matrix engines in of�oad accelerators. However, we observe that

incorporating them on a chip with limited register capacity (such as inside CPUs) can

introduce severe under-utilization and stalls due to limited register storage to amortize the

�ll and drain times of the array.

1.1.2 Ef�cient SparseMatrix Engine

Exploiting sparsity in deep neural networks (DNNs) has been a promising area to meet the

growing computation need of modern DNNs. Although dense matrix engines work well

for dense DNN workloads, they fail to exploit sparsity due to the lack of ability to skip

ineffectual computations. Various sparse accelerators have been proposed to resolve this

issue. Unstructured sparse accelerators can exploit any type of sparsity, but they requires

high sparsity tax. Structured sparse accelerator, such as NVIDIA's sparse tensor core,

reduces the overhead signi�cantly (i.e. low sparsity tax), but it is restrictive in terms of

supported sparsity patterns (only 2:4). Thus, there is a need for a �exible accelerator without

paying a signi�cant amount of sparsity tax.
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1.1.3 SmartUtilization of SparseMatrix Engines

While various sparse accelerators have recently been introduced to exploit sparsity, in

practice, sparse DNN acceleration faces a key challenge. To minimize the overhead of

sparse acceleration, hardware designers have proposedstructured sparsehardware support,

but it provides limited �exibility and requires extra model �ne-tuning. Moreover, any sparse

model �ne-tuned for certain structured sparse hardware cannot be accelerated by other

structured hardware. Thus, it is critical to bridge the gap between sparse DNN models and

hardware for the widespread adoption of sparse DNN SW and HW.

1.1.4 Sparsi�cationandQuantizationfor LLMs

Recently, large language models (LLMs) have shown surprising performance in task-speci�c

workloads as well as general tasks using the given prompts. However, to achieve unprece-

dented performance, the recent LLMs use billions to trillions of parameters, which hinders

the wide adaptation of those models due to their extremely large compute and memory

requirements. To resolve the issue, various model compression methods are being actively

investigated, including sparsi�cation and quantization. Still, only a limited number of works

explored how they can be used together to complement each other. Thus, understanding the

advantages and disadvantages of each compression method and exploring opportunities to

take advantage of both methods is crucial for accelerating LLM inference.

1.2 Thesis Contributions

In this section, we explain the main contributions of this thesis. We also summarize the

contributions in Figure 1.1.
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Figure 1.1: Contributions of this thesis.

1.2.1 RASA: Ef�cient Register-AwareSystolicArray Matrix Engine

In Chapter 3, we proposeRASA, Register-Aware Systolic Array. We develop techniques to

divide an execution stage into several sub-stages and overlap instructions to hide overheads

and run them concurrently.RASA-based designs improve performance signi�cantly with

negligible area and power overhead.

1.2.2 VEGETA:Vertically-IntegratedExtensionsfor Sparse/DenseGEMM Tile Acceleration

In Chapter 4, we present VEGETA, a set of Instruction Set Architecture (ISA) and mi-

croarchitecture extensions over dense matrix engines to provide native support for �exible

structured sparsity, enabling programmable support for diverse DL models with varying

degrees of sparsity.

1.2.3 TASD: TensorApproximationvia StructuredDecompositionto LeverageSparsity

In Chapter 5, we introduce TASD (Tensor Approximation via Structured Decomposition)

and develop a software framework, TASDER, to accelerate DNNs by searching layer-wise,
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high-quality structured decomposition for both weight and activation tensors to bridge the

gap between sparse DNN models and hardware.

1.2.4 SDQ:SparseDecomposedQuantizationfor LLM Inference

In Chapter 6, we propose SDQ (Sparse Decomposed Quantization) to exploit both structured

sparsity and quantization to achieve high compute and memory ef�ciency for running Large

Language Models (LLMs). From our evaluations, we observe that SDQ can achieve 4�

effective compute throughput with< 1% quality drop.

1.3 Thesis Statement

This thesis demonstrates HW and SW co-design methods with structured sparsity-aware

approaches for ef�cient executions of DNNs.

1.4 Thesis Overview

The rest of this thesis is organized as follows:

• In Chapter 2, we illustrate background and related work for this thesis.

• In Chapter 3, we identify challenges for integrating a matrix engine based on a systolic

array on chip with a limited register size, such as CPUs. Next, we introduce RASA

with control and datapath optimizations to hide delays between instructions.

• In Chapter 4, we explore different types of sparsity and introduce a method to trans-

form unstructured sparse matrix to row-wiseN:M sparse matrix. Next, we introduce

VEGETA instruction set architecture and VEGETA engine architecture to provide

�exible N:M sparsity support.

• In Chapter 5, we propose a tensor approximation method using structured decom-

position, TASD. Also, we introduce a HW-SW co-design method using TASD to

accelerate dense and sparse DNN workloads.
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• In Chapter 6, we introduce a hybrid method using sparsi�cation and quantization with

structured decomposition, named SDQ, and show how to apply SDQ to LLMs.

• In Chapter 7, we conclude this thesis with a summary of the contribution of this work

followed by potential future work.
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CHAPTER 2

BACKGROUND

2.1 Dense DNN

2.1.1 DeepNeuralNetworksandGEMM

Deep Neural Networks (DNNs) are comprised of a series of layers, where each layer

represents a particular computation. The most common computationally intensive layers

are fully connected (FC) and convolutional layers. Multi-Layer Perceptrons (MLP) are

composed of a number of FC layers, and are at the heart of many modern DNNs, including

recommendation models such as DLRM [2] and natural language processing models like

BERT [3]. If we group multiple inputs (i.e.,batch) through an FC layer, the computation

becomes (primarily) a GEMM. Convolutional Neural Networks (CNNs) are dominated

by convolutional layers and are extremely popular in image and video processing. Many

implementations “lower” the convolution computation to GEMMs [10].

2.1.2 VectorExtensionsfor GEMM

Most modern CPUs deploy vector engines to support Single Instruction Multiple Data

(SIMD) execution which software can leverage for higher performance and ef�ciency

in computations with data parallelism [11, 12, 13]. Popular high-performance GEMM

implementations heavily leverage Single Instruction Multiple Data (SIMD), especially fused

multiply-add (FMA) operations. Thus, DNN implementations on CPUs rely on SIMD

support. Due to the performance and ef�ciency demands of DL workloads, CPU vendors

have begun introducing enhancements to their vector engines for GEMMs, including Intel's

AVX512 VNNI instructions [14], IBM Power's outer product instructions, and support for

smaller data types such as BF16 [12].
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2.1.3 Matrix Extensionsfor GEMM

Recently, CPU vendors have started introducing support in the ISA for running GEMM.

For the purpose of illustration, we use Intel's Advanced Matrix Extensions (AMX) [15]

as a reference design, though our analysis and conclusions are more broadly applicable.

AMX includes eight 1KB 2D registers (called “tile registers”) and instructions to operate on

them [15]. For software operating on a 2D array, i.e., a matrix, each tile register may hold

an entire small matrix, or, for larger matrices, a sub-matrix (tile or block). Tile register can

be moved from/to memory with thetileload andtilestoreinstructions, respectively. A tile

in memory is a set of up to 16 chunks of data up to 64B each, separated by a �xed stride.

The other key instruction istdpbf16ps, which performsC += A � B on tile registers, with

A andB being BF16 andC being FP32 Given this ISA support for GEMM, the goal of

this work is to study microarchitectural implementations for GEMM engines to natively run

GEMMs in CPUs.

2.1.4 SpecializedDenseDNN HW

Spatial accelerators and systolic arrays

To accelerate DNN workloads, various spatial accelerators [4, 5, 6, 16, 17, 18] have

been proposed recently, which are usually composed of a number of simple processing

elements (PEs) with specialized interconnect architectures and memory hierarchies. Spatial

accelerators provide two main bene�ts when running DNN workloads: 1) As most DNN

workloads are composed of a huge number of simple computations (such as multiply-and-

accumulate operations), spatial accelerators, as the name indicates, spatially distribute the

computations across the PEs to improve throughput. 2) As the access data pattern of DNN

workloads is relatively regular, spatial accelerators maximize the data reuse with specialized

interconnection networks and memory hierarchies to reduce data movement.

The actual amount of data movement for running a workload on a spatial accelerator
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Figure 2.1: A processing element and 1D/2D systolic arrays.

depends on how to map the data at compute units and different memory levels, which can

be described as data�ow and mapping. We follow the de�nitions of data�ow and mapping

described in the previous work [19]. Data�ow determines tile scheduling strategies and

parallelization strategies. If the workload is de�ned using a loop nest representation, the tile

scheduling strategies decide how to tile the dimension in which order and the parallelization

strategy decides which loop will be executed in parallel, spatially. A mapping is an instance

of a data�ow with actual tile sizes.

In this thesis, we focus on one of the popular design choices for building spatial accel-

erators, systolic arrays. A systolic array is a subset of general spatial accelerators, which

requires a low HW cost thanks to its regularity and simplicity (for example, other complex

spatial accelerators like Eyeriss [5] and MAERI [6] causes 46% and 129% area overhead

when designed with the same number of PEs [6] compared to the conventional systolic

array). In the following, we demonstrate what makes the systolic array ef�cient.

The systolic architecture was developed in the late 1970s [20]. As the name indicates, in a

systolic architecture, the data �ows rhythmically across (usually neighboring) modules, such

as processing elements (PEs). This resembles the circulation of blood based on the pumping

of the systolic heart. Each PE is responsible for a unit operation, such as multiplication and

addition. The PEs on the edge are further responsible for fetching the data from memory

and storing it back in memory. The arrangement of those PEs can be 1-dimensional (linear)
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or 2-dimensional (mesh), as shown in Figure 2.1 or even 3-dimensional.

The very intrinsic nature of the systolic array compared to other spatial arrays is the

latency-sensitivityof its basic processing units, PEs. We call the unit “latency-sensitive”

if it has constant/deterministic latency while we call it latency-insensitive if it causes

variable/non-deterministic latency. Each PE in a systolic array takes constant/deterministic

latency to �nish its unit operation making the systolic array a latency-sensitive architecture.

As a consequence, the systolic arraydoes not require inter-PE �ow control logic to check

whether it can inject data into other PEs as it does not cause any backpressure. This allows

the simple design by not having complex �ow control units using handshake protocols or

credits, and makes the systolic array have data movementin a rhythmic fashion. A systolic

array typically uses a simple communication network, such as a nearest-neighbor mesh.

PEs in the systolic array forward elements directly to the neighboring PEs to reuse data

and minimize data movements from PEs and buffers. Some recent works [18] extend the

conventional systolic array topology to be more recon�gurable at the cost of additional

bypassing wires.

On top of that, one can further reduce the data movement by holding an element station-

ary in each PE while feeding other operands from the neighboring PEs. It requires a data�ow

that ef�ciently utilizes the PEs while maximizing data reuse and preserving the correctness

of the overall computation. Thus, various works [19, 21, 22] introduce frameworks to

explore the effectiveness of different data�ow on the target spatial accelerators.

Execution of matrix multiplication on a systolic array

In the following, we show how a 2D systolic array can be used to compute matrix multipli-

cation (or GEMM) using a weight stationary data�ow.

A GEMM kernel multiplies aM � K matrixA with aK � N matrixB to generate the

outputM � N matrixC . A mapping determines how the operands are fed into and stored in

the array and leads to differentdata�ows. As described in a recent work [21], there are three
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Figure 2.2: A 2� 2 WS systolic array for processing 2� 2 input matrix and weight matrix.

popular classes of data�ows for GEMM, Input Stationary (IS), Weight Stationary (WS), and

Output Stationary (OS). Each data�ow maps one ofA , B , andC , to the 2D array of PEs1,

holding a single element of that matrix in place at a PE throughout execution; elements

of the other matrices �ow through PEs. The choice of data�ow affects performance and

energy ef�ciency, with the best option depending on the dimensions of the operands and

the parameters of the systolic array [21]. In modern accelerators, WS is generally preferred

since it exploits high spatio-temporal reuse of weights [4]. As mentioned earlier, when

mapping into the array the entire computation will often not be mapped at once but will be

mapped in portions or “tiles”. We use theTM , TN , andTK for the dimensions of the tiles

when mapped onto the array. Each tile will then be mapped onto the in various passes (which

1We assume DNN weights are inB for this example, but software could place them inA .
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we call a “fold”) until all outputs are generated. In a traditional systolic array, each fold

requires several steps such as �lling the stationary operands, streaming the non-stationary

operands, reducing across MAC units, and draining the generated outputs. As shown in

Figure 2.2, for a tiled GEMM on a WS systolic array withTK � TN PEs, the bottom right

PE is in the critical path. It takesTK cycles to load the stationary weight elements. Then, it

takesTN � 1 cycles to �ll the pipeline and the �rst input operand to arrive at this PE, and

the nextTM cycles are spent on MAC computations for all the incoming input elements.

Finally, additionalTK � 1 cycles are needed for the reduction and ejection of the last output

element. The total latency can thus be calculated as [16, 21]:

Latencytot = 2TK + TN + TM � 2 (2.1)

2.2 Sparse DNN

2.2.1 Terminology

Tensor is a generalized form of scalars, vectors, and matrices with an arbitrary number of

dimensions (or ranks), which is used to represent multi-dimensional data.Sparsity is a

characteristic of data that includes zero values. Even though the number of computations

required for executing a DNN is huge, there is an opportunity to reduce that signi�cantly

by leveraging sparsity in DNNs. We describe different dimensions of sparsity in DNN

inference.

Sparsity source.Weights and input activations are the main sources of sparsity in DNNs.

Weight (static) sparsity is derived by pruning some edges in a DNN with a small sacri�ce

in accuracy [23, 24]. This leads to zeros in the weight matrix. Input (dynamic) sparsity is

usually induced by a popular activation function, Recti�ed Linear Unit (ReLU), which clips

negative inputs to zero, leading to a signi�cant fraction of zero-valued input activations for

the next layer. We discuss more about this in Section 2.2.2.

Sparsity degree.The sparsity degree of a given tensor is measured as the fraction of the
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Figure 2.3: Compression of a matrix withN :M structured sparsity. TheM determines the
bit widths of indexes.

number of zeros in the tensor to the number of the total elements in the tensor. If a tensor

has 0% sparsity degree, we call the tensordense. Sparsity by itself is often used to indicate

sparsity degree. The degree of weight sparsity can often be tuned during the pruning process.

However, the degree of input sparsity is usually non-deterministic and unpredictable since

the actual values of input activations are determined at runtime.

Sparsity pattern. The non-zeros for a DNN may have a pattern, such as certain channels

of weights being all zero (through channel pruning) or each block with M elements having

at most N non-zeros (often calledN :M sparsity [25, 26]). “Unstructured sparsity” indicates

the lack of a pattern. Various patterns can be classi�ed as structured sparsity, such as

block sparse [27], butter�y sparse [28], and mixed patterns [29]. One of the most popular

patterns isN :M structured sparsity [25, 26]. AnN :M structured sparse tensor means that

there can be at mostN non-zeros in eachM -element block in a certain rank of the tensor

as shown in Figure 2.7. It is supported in both commercial product [30] and academia

proposals [31, 32] with active training recipe research [33]. Based on the sparsity patterns,

different compression schemes can be used. For example, in Figure 2.3, we show how a

matrix withN :M structured sparsity can be compressed with non-zero values and indexes.

Sparsity granularity. Sparsity patterns may exist at different granularities. For example,
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Figure 2.4: Sparsity granularity in Deep Neural Networks.

Figure 2.5: Comparison with unstructured sparsity, tile-wise 2:4 sparsity and row-wiseN :4
sparsity (different rows could have differentN values between 0 and 4). The size of tile is
8� 8 in this example and the size of a block is 4.

“network-wiseN :M sparsity” indicates all layers in a network have the sameN :M ratio,

while “layer-wiseN :M sparsity” means different layers may have differentN :M ratios.

During execution, usually a layer is decomposed into 2D tiles; each tile is composed of

rows of vectors. Similar to the network granularity as explained before, sparsity patterns

could exist at the tile or row granularity. We show this in Figure 2.4. In Figure 2.5, we

compare matrices with different sparsity patterns, with a tile size of 8� 8. Row-wise N:4

sparsity, a key focus pattern of this thesis, can be more formally represented using the

�bertree abstractions [34, 35, 36, 37, 38] with some augmentations inspired by a previous
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Figure 2.6: Fibertrees with 2:4 sparsity and row-wiseN :4 sparsity.

work [36]. We show an example of this in Figure 2.6. Previous HW support focused on

either network-wise [39, 40, 41] or layer-wiseN :M sparsity [32], while we target to support

row-wiseN :M sparsity to cover broader �exibility as well as some unstructured sparsity.

We discuss this later in Section 4.2.4.

A view of a tensorA for a sparsity pattern is a tensor after potentially dropping some

elements to meet the rule of the sparsity pattern. For a matrix �lled with non-zeros randomly,

it is possible that the matrix does not meet the 2:4 sparsity pattern, i.e. there could be a block

composed of 4 consecutive elements with more than two non-zeros. To generate a 2:4 view

of the matrix, some non-zeros in the matrix should be dropped (pruned in DNNs) to meet

the pattern. As this process could drop some original values, it can belossy. Figure 2.7 also

shows various tensors under different structured sparse views.

Prior work in DNN accelerators also proposed dense accelerators, unstructured sparse

accelerators, 2:4 structured sparse accelerators, etc. To clarify the nomenclatures, in this

thesis,if a sparsity pattern is used to describe a hardware accelerator, such accelerator
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Figure 2.7: Different sparsity patterns and views.

should provide thelosslessand native support for any input tensor under such view.

2.2.2 SparseDNN SW: InducingSparsityin DNNs

Weight Sparsity. The most popular method to introduce sparsity in DNNs is model pruning

to generate weight sparsity. From the 1980s, researchers have shown that DNN models are

often overly parameterized, so unimportant weights could be removed without causing loss

of accuracy, which can reduce the size of models and the execution runtime while making

the model generalize better [42]. Without a speci�c pattern in mind, common model pruning

methods introduce unstructured sparsity in weights [43]. Due to the irregular accesses to

handle non-zeros in unstructured sparse matrices, unstructured sparsity is not adequate for

accelerating DNNs on the existing parallel hardware, such as GPUs.

To address the issue, structured pruning forces pre-de�ned, static sparsity constraints

in weights. For example,N :M structured sparsity [25, 26, 33, 39, 44, 45, 46] ensures

that there are at mostN non-zeros in each block composed ofM consecutive elements,

such that the required acceleration hardware can be trivial by exploiting the regularity
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in sparsity patterns. Thus, various accelerators, including recent sparse tensor cores in

NVIDIA Ampere GPUs [30], target to exploit the �ne-grained structured sparsity instead of

unstructured sparsity. Nonetheless, structured pruning suffers from a higher loss of accuracy

[47] than unstructured pruning since the extra pruning constraints reduce the �exibility. This

extra loss of accuracy often leads to longer �ne-tuning time (e.g., repeat the whole training

process again) than unstructured sparse method to recover the loss in accuracy due to the

unstructured pruning [39].

Activation Sparsity. On the other hand, activation sparsity arises at runtime due to

the non-linear activation functions such as ReLU, ReLU6 [48], and SquaredReLU [49],

which clips negative values to zero. Activation sparsity is prevalent in both conventional

Convolutional Neural Networks (CNNs) and recent Transformers [50]. Since it is intrinsic

in DNN models, no extra �ne-tuning or pruning steps are required to introduce activation

sparsity. While the weight sparsity can be determined statically, activation sparsity is

dynamic as the intermediate input feature map values depend on the inputs of the DNN

model. Thus, the location of non-zeros and the degree of sparsity are unpredictable, similar

to unstructured pruning, which makes it hard for structured sparse hardware to exploit input

sparsity. Another challenge is that some recently proposed activation functions, such as

GELU [51], and Swish [52], do not generate zero, which nulli�es the bene�ts of exploiting

activation sparsity in prior work [53].

2.2.3 SparseDNN HW: ExploitingSparsityin DNNs

Prior unstructured sparse accelerators, including SCNN [54], SIGMA [55], Samsung NPU

[53], and dual-side sparse core (DSTC) [56], target unstructured sparsity and skip redundant

computations aggressively, but they suffer from non-trivial area/power costs due to the

complex indexing and reduction logic, often introducing workload imbalance problems [32]

as well. For example, SIGMA [55] introduces 37.7% area overhead compared to the dense

baseline architecture due to its �exible and non-blocking distribution/reduction networks.
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Similarly, SCNN [54] and Grif�n [57] produce 34% and 32% area overhead due to the

support for the unstructured sparse data�ow. Moreover, when the sparsity degree is low or

zero, they provide no improvement or even degrade performance and ef�ciency, due to the

extra overhead for supporting unstructured sparsity. More recent structured sparse tensor

accelerator architectures, such as STA [40], Sparse Tensor Core from NVIDIA GPUs (NV-

STC) [30], and VEGETA [31], provide HW support for structured sparsity with minimal area

overhead. However, these designs accelerateonly structured pruned modelsthat use the

speci�c pattern supported. Also, they focus on weight sparsity since it is not trivial to exploit

unstructured activation sparsity without much overhead. Recently, S2TA [32] has tried to

circumvent the challenge to support sparse activation by forcing structured sparse patterns

dynamically, but it requires modifying the existing models and even more �ne-tuning steps.

Another recent work, Highlight [36] introduces a formal description of different sparsity

patterns using the �bertree-based speci�cation, different sparse accelerators with sparse

acceleration features (SAFs), and a concept of hierarchical structured sparsity. It uses

activation sparsity to reduce the memory storage and traf�c and save energy by gating at the

PE level.
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CHAPTER 3

RASA: EFFICIENT REGISTER-AWARE SYSTOLIC ARRAY MATRIX ENGINE

In this chapter, we explore adding a systolic array as a matrix engine to a chip with limited

register storage to accelerate DL workloads. We use a CPU as the target chip, but the overall

idea can be applied to any case when the register size is limited on-chip. The decision

to go with systolic arrays is motivated by simple construction and small control overhead

while simultaneously achieving high throughput compared to other accelerators [4]. While

custom DL accelerators' and GPUs' are highly popular for running compute-intensive

DL workloads in the datacenter and edge due to their high compute density and memory

bandwidth, studies have shown that a signi�cant portion of DL workloads is running on

CPUs today [58], given their pervasiveness.

CPUs trade off reduced compute density and energy ef�ciency for improved generality

and programmability. To meet the huge demand for running DNNs ef�ciently, CPU vendors

like IBM, ARM, and Intel have begun introducing DNN-speci�c optimizations. Recently,

Intel announced the inclusion of Advanced Matrix Extensions (AMX) [15] to their ISA, to

allow software for CPUs to express deep learning GEMMs with a greatly reduced instruction

count. Despite this intense commercial activity, to the best of our knowledge, no previous

work explores the design trade-offs of integrating systolic arrays in CPUs for GEMMs.

Unlike standalone accelerator hardware, a systolic array housed within the CPU core

is subject to constraints of the existing conventional memory system. We identify that

the limited size of registers inside CPUs to feed a systolic array can lead to increased

under-utilization of the array during its �ll and drain times, and even during some of output

generation times. To address this, we propose a systolic array-based functional unit called

Register-AwareSystolicArray Matrix Engine(RASA) and develop techniques to divide an

execution stage into several sub-stages for properly overlapping instructions.
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Figure 3.1: PE utilization ratio with different input size and SA (Systolic Array) dimensions.

In summary, the key contributions of our work are as follows.

• We �rst introduce an ef�cient register-aware systolic array-based matrix engine for

CPU and show how it can be driven by simple GEMM instructions.

• We identify challenges for integrating a systolic array as a matrix engine in a CPU

and propose a set ofRASA-Control andRASA-Data optimizations.RASA-Control

extracts higher performance by introducing novel pipelining and bypassing schemes

on the conventional systolic array, whereasRASA-Data optimizations include mi-

croarchitectural changes in processing elements.

• We implementRASA based designs on RTL with Nangate-15nm library and evaluate

with various real DL workloads.

Our results show thatRASA-Control optimizations reduce runtime by 30.9% with control

hardware changes only, and using bothRASA-Control andRASA-Data optimizations

improves 79.2% in runtime while consuming a total 0.847mm2 in area.

3.1 Challenges for Systolic Arrays in CPUs

Systolic arrays, given their two-dimensional construction with neighbor-to-neighbor links,

are simple to construct, control, and are capable of high throughput and operand reuse when

fully utilized. However, simple construction leads to challenges with utilization.
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Under-utilization in Systolic Arrays. In Figure 2.2, we show a toy example of a 2� 2

weight stationary systolic array processing 2� 2 input matrices and observe that the average

PE utilization is only 28.6%. Though this is a toy example, the challenge of under-utilization

in systolic arrays is quite fundamental [21]. There are three cases in which the entire array

may not be utilized for all cycles. (i)Mapping inef�ciency. Due to the mismatch between

the workload and the array dimensions, some compute units are left idle. (ii)Memory

Stalls. This occurs when the memory system cannot supply data fast enough to keep up the

throughput. (iii)Pipeline �ll and drain delay. Recall from Section 2.1.4, each PE computes

for TM cycles, the rest of the time goes in �ll and drain. Thus, even if we have 100%

mapping and suf�cient memory bandwidth, each MAC is still inactive for the following

cycles,

T imeinactive = Latencytot � TM (3.1)

Note that all the PEs are idle at the different cycles due to the pipelined movement of

operands through the array as shown in Figure 2.2. For cases whenTM is comparatively

small, this leads to severe performance degradation. In Figure 2.2(b), each PE is active for

TM = 2 cycles and inactive for the remaining5 cycles (71% performance degradation).

Combating Under-utilization. The focus of this work is on combating under-utilization

due to pipeline �ll and drain. Fundamentally, there can be two ways of addressing this. The

�rst is to speed up �ll and drain itself via richer interconnects like buses [5] for single-cycle

operand broadcast and trees for reduction in logarithmic steps [6]. Unfortunately, this comes

at the high area and power overhead [6], which is not acceptable within a CPU since it

has tight area and power constraints compared to an of�oad accelerator. The second is to

use a large tile size forM . As can be seen from Equation 3.1, a largeTM can make the

inactive time percentage of each PE (1 � TM
Latency tot

) converge to 0. The basic idea is once

the array is �lled up withB , we keep streaming elements ofA andC through the array,

keeping it at peak utilization for a longer time. Figure 3.1 quanti�es this effect, showing

that under-utilization of the array is alleviated with a largeTM . Keeping in mind that the
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peak throughput of the array isTK � TN operations per cycle, we would like to grow these;

Figure 3.1 shows that a largeTM helps even asTK andTN grow.

Recent DNN accelerators [4] have followed the simple strategy of deploying an array

with many PEs, i.e., largeTK andTN . To achieve good ef�ciency, they leverage a very large

TM . For example, the �rst layer of ResNet50 [1], can be transformed to a GEMM with

M =47524,N =64,K =147, allowing even a large systolic array to have reasonable ef�ciency

by employing large tile sizes forM .

This cannot be applied on a CPU systolic array, however, since the tile sizes are limited

by the size of the tile registers determined by the ISA (e.g., 1KB in Intel AMX). Increasing

the size of the tile registers comes with overhead in area and power. This is a challenge,

especially for CPUs due to its nature of general-purpose. Area and power devoted to

specialized features under the same budget mean lower performance and ef�ciency for

workloads that cannot use them. Another solution is to feed the array directly from memory

bypassing the tile registers completely. But this introduces many challenges for a CPU,

including that a CPU must be responsive to interrupts and exceptions.

The limitations on a largeTM for CPUs motivate our solution that enables higher

utilization despite limitations in register size.

3.2 RASA

3.2.1 SystemOverview

Inspired by Intel AMX, we assume a system with eight architectural tile registers treg0-7,

each composed of 16 rows of 64B. We userasa tl, rasa ts, rasa mmas the interface with

the matrix engine.rasa tl loads data from memory to the speci�ed register whilerasa ts

stores it back to the memory. A matrix multiplication and accumulation can be done by

using therasa mminstruction on tile registers. A high-level system overview is shown

in Figure 3.2. A simple example code usingRASA instructions is shown in Algorithm 1.

For the baseline, we use a WS systolic array with 32� 16 PEs and each PE has a single
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Figure 3.2: System overview. Blocks in red include our contributions.

multiply-accumulate (MAC) unit. Figure 2.2 shows how a WS systolic array works. All

of the operands are read/written from/to tile registers. The hardware �rst readsB a row at

a time from the bottom up, inserting data into the north port of the array. Next, it inserts

values fromA andC into the west and north ports of the systolic array, respectively, in a

skewed manner. Each cycle, every PE forwards the currentA element to the east and the

previous cycle's result, a partial sum, to the south. The PEs at the bottom of the systolic

array produce the �nal outputs which are written back to the output register.

3.2.2 Design

Figure 3.3(a) illustrates which inputs and weights are mapped on PEs in each time step

when executing tworasa mminstructions in a 4� 4 systolic array. PEs become purple when

the weights of the �rstrasa mminstruction is loaded while they change to green when the

weights for the second instruction are loaded. Red and yellow boxes correspond to the inputs

of the �rst and second instructions respectively. We �rst divide the execution stage of the

WS data�ow on a systolic array into four sub-stages and explain how to overlap sub-stages,

including which resources should be added.
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Algorithm 1: A code example with RASA instructions
Input: Tile addresses for 32� 32 matricesA ; B ; C , ATile0-1, BTile0-1, CTile0-3 forC +=

A � B with BF16 and FP32 for input and output data types.
1 // Step 1. Load C Tiles to tile registers
2 rasa tl treg0,ptr [CTile0]
3 rasa tl treg1,ptr [CTile1]
4 rasa tl treg2,ptr [CTile2]
5 rasa tl treg3,ptr [CTile3]
6 // Step 2. Compute partial sums
7 rasa tl treg4,ptr [BTile0]
8 rasa tl treg6,ptr [ATile0]
9 rasa mmtreg0, treg6, treg4

10 rasa tl treg7,ptr [ATile1]
11 rasa mmtreg1, treg7, treg4
12 rasa tl treg5,ptr [BTile1]
13 rasa mmtreg2, treg6, treg5
14 rasa mmtreg3, treg7, treg5
15 // Step 3. Store C Tiles back to the memory
16 rasa tsptr [CTile0], treg0
17 rasa tsptr [CTile1], treg1
18 rasa tsptr [CTile2], treg2
19 rasa tsptr [CTile3], treg3

1
 Weight Load (WL): WS data�ow needs weight values (B ) to be loaded in PEs.

Without dedicated links for this, it takesTK cycles from the top edge of the systolic array to

the bottom edge. (The last cycle of WL can be overlapped with the �rst cycle of FF. In that

case, WL effectively takesTK � 1 cycles.). 2
 Feed First (FF): During this stage,A and

C elements are fed into the systolic array from the left and top. FF ends when we �nish

feeding the �rst row of the systolic array. We split the Feed stage here for pipelining. This

stage takesTM cycles. 3
 Feed Second (FS): In FS stage, we �nish feeding inputs for the

remaining rows of the array. Note that some PEs are now idle, and we will leverage those

to start executing the next instruction. This stage takesTK � 1 cycles. 4
 Drain (DR): In

this stage, we let the data in the systolic array �nish propagating east and south. Draining

the remaining outputs takesTN cycles. Without any optimizations or pipelining,rasa mm

instructions are completely serialized (as shown in Figure 3.3(b) BASE), and throughput

will be one instruction everyLatencytot cycles (Equation 2.1). We call this as the BASE
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Figure 3.3:RASA overview. (a) shows sub-stages used inRASA for pipelining. (b) shows
three RASA-Control optimizations. We add one-cycle bubble at the end of FS stage to
make all stages have same latency for this example for clear explanation. (c) shows three
RASA-Data optimizations.

design.

RASA-Control Optimizations. We propose three control optimizations, calledRASA-

control, for pipelining multiplerasa mminstructions within a systolic array concurrently as

shown in Figure 3.3(a) and (b).

(i) Basic Pipelining(PIPE): We observe that the DR stage of previousrasa mminstruc-

tion can be overlapped with the WL stage of the nextrasa mminstruction. This does not

require new hardware in the PEs.

(ii) Weight Load Bypass(WLBP): We observe that sometimes consecutiverasa mm

instructions reuse theB (weight) register. For example, in Algorithm 1, lines 9 and 11 reuse
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treg4 and lines 13 and 14 reuse treg5 as the weight register. If we identify this, we can skip

the WL stage inRASA unless the content in the reused register has been changed in the

meantime. We add a dirty bit to each tile register to track whether it has been changed after

the previousrasa mm. With WLBP, if B is reused and has a clear dirty bit, we can start the

FF stage during the DR stage of the previous instruction. We further observe that the FS

stage does not fully utilize the left-top PEs, which are needed by the FF stage of the next

instruction; thus, when we skip WL, we also allow these stages to be overlapped.

(iii) Weight Load Skip(WLS): WLBP aggressively pipelines the systolic array, but only

when weights are reused. To achieve this same throughput in other cases, we can do WL for

an instruction during the previous instruction's FF; however, this requires extra buffers and

links, which will be discussed later. Thus, WLS hides WL latency by prefetching.

RASA-Data Optimization. In Figure 3.3(c), we show the baseline PE and the PE

designs with RASA-Data optimizations. The PEs perform mixed-precision matrix multi-

plication (BF16 in, FP32 out). The baseline PE design has one multiplier, one adder, and

buffers a single weight.RASA-DB uses PEs with Double Buffering (DB). These use an

extra weight buffer and links to enable one of the aforementionedRASA-Control optimiza-

tions,RASA-WLS. We also propose RASA-DM, a PE design with a Double Multiplier

(DM), and an extra adder. This PE updates two partial sums in parallel; thus, we place a row

of adders at the bottom of the systolic array to merge the two partial sums. DM doubles the

size of an individual PE, but we compensate by reducing half of the total number of PEs in

the DM systolic array implementation. Finally,RASA-DMDB includes both DB and DM

features. We show in Section 3.3 that theRASA-Data optimizations cost negligible area

overhead over the baseline.

3.3 Evaluation

To evaluate the proposed design and optimizations, we use Intel AMX instructions as the

interface with the proposed design. We use optimized convolutions and MLPs from the
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LIBXSMM library [10], using AVX and AMX. We collected traces with Intel SDE. We

implement theRASA optimizations in MacSim [59], a trace-driven cycle-level simulator

with the following con�guration: CPU (and NoC) at 2GHz, 16 pipeline stages, ROB size of

97, fetch/issue/retire width of 4, similar to Intel's Skylake. To focus on the systolic array

tradeoffs, we assume that the core is not stalled by memory.

Workloads. We choose three workloads from MLPerf to represent different tasks,

ResNet50 [1] for computer vision, DLRM [2] for recommendation, and BERT [3] for

natural language processing. We choose three layers from each workload. Table 3.1

summarizes the dimensions of the convolution layers in ResNet50 and FC layers in DLRM

and BERT that we use. We use the following notation: N for batch size, K for the number

of �lters, C for the number of input channels, X and Y for input dimensions, R and S for

�lter dimensions, NIN for the number of input neurons, NON for the number of output

neurons. We perform experiments on inference due to the extremely long simulation time

for training; however, our proposed concept is not limited to inference since GEMM is also

a key building block for training [10].

Table 3.1: Layer dimensions used in the evaluation

Layer Dimensions
ResNet50-1 N=32 K=C=64 X=Y=56 R=S=1
ResNet50-2 N=32 K=C=64 X=Y=56 R=S=3
ResNet50-3 N=32 K=512 C=1024 X=Y=14 R=S=1
DLRM-1 N=512 NIN=1024 NON=1024
DLRM-2 N=512 NIN=1024 NON=64
DLRM-3 N=512 NIN=2048 NON=2048
BERT-1 N=256 NIN=768 NON=768
BERT-2 N=256 NIN=3072 NON=768
BERT-3 N=256 NIN=768 NON=3072

We evaluate the baseline design (no pipelining with baseline PEs) and seven RASA-based

designs, whose names indicate the applied optimizations. For example, RASA-DM-PIPE

uses DM and PIPE. For fair comparisons, we use the same number of multipliers in all
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Figure 3.4: Runtime of differentRASA optimizations normalized to runtime of baseline.
The relative performances of various con�gurations are independent of workloads.

systolic arrays. We use a32� 16array of PEs (16� 16 if DM is applied) to match the tile

register dimensions. We run all systolic arrays at 500 MHz.

Area overhead and energy-ef�ciency.We implemented and synthesized theRASA-

data optimizations with the Synopsis DC compiler on Nangate 15nm. Then, we used

Cadence Innovus for place-and-route to understand area and power costs. The area of the

baseline systolic array (32� 16 baseline PEs) is 0.7% of the total die size of an Intel Skylake

GT2 4C CPU. RASA-DB, RASA-DM, and RASA-DMDB have 3.1%, 2.6%, and 5.5%

area overhead over the baseline systolic array, respectively. RASA-DB, RASA-DM, and

RASA-DM-DB achieve average energy ef�ciency improvements vs. the baseline of 4.38� ,

2.19� , and 4.59� .

Runtime and PPA.Figure 3.4 compares the runtime of each design normalized to the
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Figure 3.5: Performance Per Area (PPA) for different RASA-Data optimizations.

baseline.RASA-PIPE andRASA-WLBP reduce runtime by an average of 15.7% and

30.9%, respectively. These designs only require control hardware changes (and eight dirty

bits for tile registers withRASA-WLBP) over the baseline.RASA-DB-WLS adds buffers

to enable the most aggressive pipelining, achieving a 78.1% average reduction in runtime.

The remaining designs use DM to merge pairs of PEs.RASA-DM-WLBP gives a 55.5%

average improvement in runtime (24.6% bene�t overRASA-WLBP). Combining DM and

DB, RASA-DMDB-WLS gives similar performance toRASA-DB-WLS, a 79.2% average

runtime reduction.

In Figure 3.5, we compare three differentRASA-Data optimizations: RASA-DB, RASA-

DM, and RASA-DMDB in terms of performance per area (normalized to the baseline). We

apply the best-performingRASA-Control optimization to eachRASA-Data optimization,

i.e., RASA-DB-WLS, RASA-DM-WLBP, RASA-DMDB-WLS. Since the area overhead

of RASA-Data optimizations are small, performance per area shows the similar trend with

runtime.

Sensitivity on batch size.In Figure 3.6, we explore howRASA works with different

batch sizes. In this graph, we useRASA-DMDB-WLS to understand the largest performance

gain that can be achieved withRASA optimizations for different batch sizes. First, we

observe that the FC layers with very small batches (1, 2, 4, 8, and 16), have very similar

normalized runtimes due to the systolic array being 16� 16 (or 16� 32). Thus, these runs
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Figure 3.6: Normalized runtime of RASA-DMDB-WLS with different batch sizes.

all use the same number ofrasa mminstructions since 16 is the smallest granularity of

work. Second, as batch size increases, runtime approaches an asymptote. For large batches,

rasa mminstructions dominate the workload.Lbaseline = 95 cycles for the con�guration in

our evaluation (Equation 2.1). If we perfectly pipeline allrasa mm, we complete arasa mm

every 16 cycles. Thus,RASA-DMDB-WLS can at best bring the normalized runtime down

to 16
95 = 0:168.

3.4 Conclusion

This work is the �rst to study the implications of integrating a matrix engine inside the CPU

pipeline. Speci�cally, we identify challenges with under-utilization of a systolic array when

used as a matrix engine due to frequent �lls and drains because of limited sized registers

inside CPUs. We propose an ef�cient pipelined register-aware systolic array calledRASA

that provides 79.2% runtime improvement and 4.59� energy ef�ciency over a baseline

systolic array on various DL workloads with negligible area overhead.
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CHAPTER 4

VEGETA: VERTICALLY-INTEGRATED EXTENSIONS FOR SPARSE/DENSE

GEMM TILE ACCELERATION ON CPUS

In the previous chapter, we discuss how to design an ef�cient matrix engine to hide the

�ll and drain overheads by overlapping multiple instructions through pipelining. With the

techniques, RASA utilizes the PEs ef�ciently when the workload is dense.

For sparse workloads, i.e. if operands have zeros, there are opportunities for potential

performance and energy improvement by skipping ineffectual computations. As RASA does

not have any logic to identify and skip redundant computations, it is not able to exploit any

sparsity. In this chapter, we introduce an ef�cient sparse matrix engine that can achieve high

PE utilization even when the workload is sparse.

4.1 Introduction

As mentioned in the previous chapter, many CPU vendors including Intel [13], Arm [60],

and IBM [61] have started deployingdensematrix engines along with conventional scalar

and vector engines to accelerate GEMM (i.e., general matrix multiplication) which is at

the core of DL models. However, in all cases, the processors only focus ondensematrix

computations. This becomes a challenge as sparsity becomes pervasive in DL, similar to the

problem of RASA. Therefore, it is time to ponder how to utilize these engines ef�ciently, or

improve them, for better performance on sparse DNNs on CPUs, similar to how we have

evolved scalar/vector engines over many years.

Recent research has focused on adding hardware support in DNN accelerators to handle

sparsity as it can be used to improve power and performance by skipping or gating ineffectual

computations (since anything multiplied by zero is zero) and to reduce memory capacity and

bandwidth requirements by saving only non-zero values and their indices in a compressed
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manner [54, 55, 62, 63]. CPUs, however, bring in the following additional challenges. (i)

Being general-purpose, CPUs are particularly sensitive to the amount of hardware devoted

to improving a subset of workloads. (ii) At the same time, new functional units in CPUs

need to be able to support a wide variety of use cases. (iii) CPUs need programmability

support to handle sparsity, unlike of�oad accelerators with custom Direct Memory Access

(DMA) engines for sparse accesses.

In this chapter, we introduce VEGETA,Vertically-IntegratedExtensions for Sparse/-

DenseGEMM Tile Acceleration on CPUs. To expose VEGETA to programmers, we

introduce new instructions and registers, which enable accelerating sparse DNNs by re-

moving redundant computations and reducing memory traf�c. We also introduce a new

light-weight matrix engine that enhances a systolic array and register �le to support �exi-

bleN :M structured sparsity. Further, we demonstrate how VEGETA can accelerateboth

structured and unstructured sparse-dense GEMMs (SPMMs) via software transformations

of the sparse matrix. We believe this work is extremely timely given the growing interest

in industry products for sparsity, such as Sparse Tensor Core (STC) in NVIDIA's Ampere

GPU [39] and Sparsity-aware NPU in a Samsung Mobile AP [53].

Summary of Contributions:

• We introduce VEGETA ISA extensions that include new instructions and registers for

supporting sparse tile operations along with software optimizations.

• We propose new architectural extensions to a systolic-array-based matrix engine to

support �exibleN :M structured sparsity in terms of sparsity pattern and granularity.

• We explore different VEGETA engine design choices to understand the performance

and area trade-offs.

• Across a suite of GEMM/SPMM kernels, we observe 1.09� , 2.20� , 3.74� , and

3.28� speed-ups compared to a SOTA dense array when running 4:4 (dense), 2:4, 1:4,

and unstructured (95%) sparse DNN layers, respectively.
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Figure 4.1: Effective compute throughput for dense/sparse vector/matrix engines using a
roo�ine model.

4.2 Motivation and VEGETA Overview

4.2.1 Vectorvs. Matrix Engine

Single Instruction Multiple Data (SIMD) and/or short vector execution have been supported

in mainstream CPUs for several generations. Due to the smaller granularity of vectors

compared to matrices, the industry has started integrating matrix engines inside CPUs [12, 13,

60]. A matrix engine can provide power-ef�cient high compute throughput via simple control

logic and signi�cant internal data reuse. For example, in Intel's Sapphire Rapids processors,

the peak matrix compute capability per cycle of each core is 8� the vector capability [64]. In

Figure 4.1, we show effective compute throughputs of sparse/dense matrix/vector engines on

a convolutional layer with different densities derived from a roo�ine model. We assume 64

and 512 GFLOPS for the vector and matrix engines, respectively, with a memory bandwidth

of 94 GB/s [65]. For the 100% dense case, the dense matrix (vector) and sparse matrix

(vector) engines achieve the same compute throughput since no computation can be skipped.

We observe that sparse engines outperform dense engines signi�cantly by skipping non-

effectual computations, especially when density is low. Also, there is a signi�cant gap

in compute throughput between vector and matrix engines. Moreover, due to the smaller

granularity of vector instructions, the same GEMM kernel requires many more instructions
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Figure 4.2: Executed instruction counts and runtime ratio comparison on a CPU with matrix
engines on GEMM workloads with equal-sized dimensions.

to be executed when using vector engines, contributing to the runtime gap as shown in

Figure 4.2 (we estimated them using a cycle accurate simulator, MacSim [59]). When

memory bound, i.e., at extremely low density and thus arithmetic intensity, vector compute

throughput is suf�cient, so a sparse vector engine performs similar to a sparse matrix engine.

4.2.2 Structuredvs. UnstructuredSparsity

CPUs are general-purpose processors. Ideally, a CPU should be able to supportanysparsity

pattern, including unstructured sparsity. However, this introduces two practical challenges.

Challenge 1: Programmability. GEMM implementations typically partition the ma-

trices into tiles and iterate over the tiles to optimize data reuse in caches, facilitate paral-

lelization, etc. Innermost GEMM kernels are often optimized for a predetermined tile size,

using instructions operating on �xed size tiles [10]. The irregular nature of unstructured

sparsity means we cannot know tile sizes a priori, and further, they may all be different. In

the context of how software is written, this makes it tricky to de�ne an easy-to-use ISA.

Challenge 2: Implementation overheads.There are trade-offs between different

options for the register �le (RF) and systolic array (SA) when supporting sparsity. The RF

feeding the SA could hold a dense (i.e., conventional, with zeros) or sparse/compressed

representation of each tile; if sparse, we need indexing logic and metadata to match each

non-zero to the appropriate values from the other matrix. Also, the SA could be comprised
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Figure 4.3: Comparison of utilization of PEs in a Weight Stationary (WS) systolic array and
VEGETA engines with sparse weights.

of conventional PEs (i.e., dense) or be enhanced to be sparsity-aware and skip zeros, at

the cost of additional interconnects inside each PE [55]. Naturally, all these structures and

interconnects add overhead.

To address the aforementioned challenges, we make the following design decisions: (i)

We limit our scope to sparsity support for DL workloads, where the typical sparsity degree

is up to 95%. Further, we add HW support for�exible N :M structured sparsity, leveraging

insights from a recent work [26] which has shown that adoptinglayer-wiseN :M sparsity

shows better accuracy compared to network-wiseN :M sparsity. We also show how the HW

can support unstructured sparsity by transforming the target matrix using row-wiseN :M

sparsity. (ii) We add sparsity support inboththe RF (Section 4.3) and SA (Section 4.4) to
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Table 4.1: Comparison of sparsity granularity of previous works.

Network-wise Layer-wise Tile-wise Row-wise

NVIDIA STC [39] 3 7 7 7
STA [40] 3 7 7 7
S2TA [32] 3 3 3 * 7
VEGETA 3 3 3 3

* They do not claim they support tile-wise, but it can be extended.

achieve ef�cient utilization of the register storage and MACs.

4.2.3 HW Supportfor FlexibleN :M StructuredSparsity

Figure 4.3 shows under-utilization challenges for a conventional WS systolic array when

used with sparse weights. A WS systolic array keeps the weight values stationary over time

while inputs and outputs are streamed in a skewed manner. If sparse weights are used with

2:4/1:4 structured sparsity, 50%/25% of PEs are mapped with zero weights, which causes

useless computation. This work proposes an enhanced systolic array-based matrix engine

which maps only non-zero weight values and distributes/reduces the correct input/output

elements at the right time, leveraging the strengths of a systolic array, in the presence of

some irregularity in the inputs. This also requires logic in a PE to pick the right input

elements for MACs. The indexing logic and input distribution and output reduction logic to

support �exibleN :M structured sparsity (i.e., the purple boxes in Figure 4.3) are presented

in Section 4.4. In terms of sparsity granularity, we not only support network/layer/tile-wise,

but also row-wiseN :M sparsity. In Table 4.1, we compare the supported sparsity granularity

of our design and previous works that supportN :M sparsity.

4.2.4 TransformingUnstructuredto Row-WiseN :M Sparsity

While native support for unstructured sparsity can provide higher accuracy with extreme

sparsity, the area overhead to support the sparsity in the form of a highly recon�gurable

networks on chips (NoC) [55] and a sizable sparse controller [63, 66] is only justi�able on
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standalone accelerators [67, 68], not within CPUs. However, given an unstructured sparse

tile, one can derive a row-wiseN :M sparse tile that covers all non-zeros in the given sparse

tile by selecting appropriateN :M per each row. For example, assuming 1:4, 2:4, and 4:4

are available sparsity patterns, one can analyze each row of the target unstructured tile to

�nd the most sparseN :M sparsity that covers all non-zeros in the row. Then, each row can

be compressed using the correspondingN :M sparsity. For example, the �rst and the second

rows of Figure 2.5 (a) would be compressed with 2:4 while the third and the fourth would be

compressed with 1:4 to guarantee that none of non-zero values get lost. This transformation

does not cause any accuracy drop since it is lossless, meaning that all non-zeros in the

original unstructured sparse matrix will still exist in the corresponding structured sparse

matrix. Figure 2.5 (c) is derived using this transformation from Figure 2.5 (a), covering

all non-zeros (similarly, tile-wise 2:4 is used to derive Figure 2.5 (b) from Figure 2.5 (a)).

We use this transformation to leverage unstructured sparsity using VEGETA and show the

estimated performance gain in Section 4.5.5.

4.2.5 VEGETA DesignOverview

This work presents VEGETA, which includes ISA extensions and microarchitecture support

for structured/unstructured sparsity using �exibleN :M �ne-grained structured sparsity

HW [25, 26] in CPUs. We present a detailed design for some speci�c and important points

(1:4, 2:4, 4:4) to explain detailed extensions for both ISA and the microarchitecture, but

both can naturally be extended for different block sizes (M).

We use a 32� 16 conventional WS systolic array as the baseline, inspired by RASA [69]

and Intel's TMUL [13]. Comparing against a dense matrix engine rather than a vector engine

provides a strong baseline due to the huge gap in compute throughput between typical matrix

engines and vector engines (Section 4.2.1). Our proposed VEGETA engine maintains the

same number of MAC units as the baseline, adding the ability to skip zero-valued weight

values via new control logic, multiplexers, and adders for reductions, along with some
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Figure 4.4: VEGETA tile registers and metadata registers.

wider data paths. We target mixed-precision with BF16/FP32 which is widely used for both

inference and training on commercial devices [13, 70, 71].

4.3 VEGETA Instruction Set Architecture

4.3.1 RegisterFile Support

Inspired by Intel AMX [13], we assume there are eight 1 KB tile registers (treg0-7), each

comprising 16 rows of 64 Bytes. We de�ne atile as a 2D block comprising rows of data

separated by a �xed stride. We de�ne aneffective tileas the larger sparse tile captured by the

non-zeros present in the compressed tile in the case of a sparse matrix (along with metadata).

A tile register can hold 16� 32 BF16 elements or 16� 16 FP32 elements. To support 2:4 and

1:4 sparsity, we introduce aliased tile registers of size 2 KB (utile register or ureg) and 4 KB

(vtile register or vreg), respectively. One ureg is composed of two consecutive tregs, while

one vreg is composed of two consecutive uregs as shown in Figure 4.4.

Next, we introduce metadata registers (mreg0-7) to store metadata information for sparse

tiles. As shown in Figure 2.3, a pair of bits in the metadata represents the position of one

non-zero element in a block of the compressed sparse matrix. Since a single row of the tile

register holds 32 non-zero BF16 elements, the corresponding metadata register row holds

32� 2 bits of metadata. Hence, an mreg has 16 rows, each with 64 bits of metadata for a

total of 128 Bytes. Note that while a treg can hold 16� 32 BF16 elements, a treg and mreg

for 2:4 sparsity can be used to store data for the effective tile whose dimension is 16� 64.
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Table 4.2: VEGETA instructions (MD refers to Metadata of a tile).

Instruction Operands Explanation

TILE LOAD T dst: treg, src: ptr[TILE] Load 1 KB from ptr[TILE] to treg.
TILE LOAD U dst: ureg, src: ptr[TILE] Load 2 KB from ptr[TILE] to ureg.
TILE LOAD V dst: vreg, src: ptr[TILE] Load 4 KB from ptr[TILE] to vreg.
TILE LOAD M dst: mreg, src: ptr[MD] Load 128 B from ptr[MD] to mreg.
TILE STORE T dst: ptr[TILE], src: treg Store 1 KB from ptr[TILE] to treg.

TILE GEMM
dst, src0: treg,

src1: treg, src2: treg

Multiply dense tile src1
with dense tile src2, and add

the result back to tile dst.

TILE SPMM U
dst, src0: treg,

src1: treg, src2: ureg

Multiply sparse tile src1 (2:4)
with dense tile src2, and add

the result back to tile dst.

TILE SPMM V
dst, src0: treg,

src1: treg, src2: vreg

Multiply sparse tile src1 (1:4)
with dense tile src2, and add

the result back to tile dst.

TILE SPMM R
dst, src0: ureg,

src1: treg, src2: ureg

Multiply sparse tile src1 (row-wise
N :4) with dense tile src2, and
add the result back to tile dst.

Similarly, when mreg is used for 1:4 sparsity, a treg and mreg can represent an effective tile

whose dimension is 16� 128.

4.3.2 VEGETA Instructions

In Table 4.2. we summarize the VEGETA instructions using the aforementioned registers.

TILE LOAD T, TILE LOAD U, andTILE LOAD V load a 1 KB, 2 KB, and 4 KB tile from the

speci�ed address to a treg, ureg, and vreg, respectively, whiletilestorestores a 1 KB tile

from a treg to memory.TILE LOAD T can be used to load either a dense tile or the non-zero

values of a compressed sparse tile. In the latter case, the 1 KB tile has an effective tile size of

2 KB or 4 KB for 1:4 and 2:4 sparsity ratios, respectively, as mentioned above. Furthermore,

the load of a sparse tile must be accompanied by a correspondingTILE LOAD M instruction,

which loads 128 B of metadata from memory to an mreg.

TheTILE GEMM, TILE SPMM U, andTILE SPMM V instructions perform a tile matrix

multiply and accumulate,C += A � B , whereA andB are BF16 tiles andC is the FP32

output.A holds a tile of a sparse matrix. With data in compressed format,A holds a �xed
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number of non-zeros, but with higher sparsity (smallerN :M ), its effectivesize is larger.

In contrast, the actual size of the denseB tile must grow asA gets sparser. For example,

assuming a denseA tile is 16� 32, the effective size ofA for a 2:4 sparsity ratio is16� 64

(2 KB), while the non-zero values could still �t into a 1 KB treg. Thus, the correspondingB

tile should be64� 16, which will �t into a 2 KB ureg. Similarly, for a 1:4 ratio, the effective

size ofA is 4 KB and the correspondingB tile will �t into a 4 KB vreg. Note that the

corresponding output tileC is a constant size (16� 16; FP32) and �ts in a 1 KB treg. We

call TILE GEMM a VEGETA tile GEMM instruction andTILE SPMM U andTILE SPMM V

VEGETA tile SPMM instructions.

To summarize,TILE GEMM performs a dense (4:4) GEMM operation on 1 KB treg

inputs, whileTILE SPMM U performs an SPMM operation whereA is a 2:4 compressed

sparse 1 KB tile,B is a dense 2 KB tile, and the outputC is a dense 1 KB tile. Thus,

TILE SPMM U calculatesC (16� 16; FP32) += A (16� 64; BF 16)� B (64� 16; BF 16).

Similarly, TILE SPMM V calculatesC (16 � 16; FP32) += A (16 � 128; BF 16) � B

(128� 16; BF 16). Note thatC is used as both input and output.

The number of useful MAC operations required to calculateC is the same forTILE GEMM,

TILE SPMM U, andTILE LOAD V (8192). For each output element, the number of effec-

tual MAC computations is 32. Finally, to support SPMM with a row-wiseN :M sparse

matrixA, we introduceTILE SPMM R. TILE SPMM R calculatesC (R � 16; FP32) += A

(R � 64; BF 16) � B (64 � 16; BF 16) whereR can vary from 8 to 32, depending onN :4

sparsity for each row (which will be stored as extra metadata, 32� 2 bits, or 8B, at most).
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Listing 4.1: An implementation of SPMM.

1 for {int i = 0; i < D m/T m; i++} {

2 for {int j = 0; j < D n/T n; j++} {

3 for {int k = 0;k < D k /T k ; k++} {

4 // C[i][j] += A[i][k] + B[k][j]

5 T I L E L O A D T ureg0, tileB[j][k];

6 T I L E L O A D T treg2, tileC[i][j];

7 T I L E L O A D T treg3, tileA[i][k];

8 T I L E L O A D M mreg3, metadataA[i][k];

9 T I L E S P M MU treg2, treg3, ureg0;

10 T I L E S T O R E T tileC[i][j], treg2;

11 }

12 }

13 }

We show an example SPMM kernel assumingA with 2:4 sparsity using VEGETA

instructions in Listing 4.1.Dm , Dn , andDk indicate the size of each dimension whileTm ,

Tn , andTk show the corresponding tile sizes. In this case,Tm , Tn , andTk are 16, 16, and 64,

respectively. We store the values of matrixB in a transposed manner in the tile registers.

We implemented an optimized version of this kernel to evaluate our architecture that we

introduce in Section 4.4.

4.3.3 Flexibility in theBlock Size,M

In this work, we assumeM = 4 to explain our extension in detail, which can handle

different �ne-grained structured sparsity patterns including 1:4/2:4/4:4, but our extension

is not limited to the speci�c size ofM . While we useM = 4 in our implementation, our

approach can be extended toM = 2m by modifying the tile/metadata registers and ISA to

support larger input registers. A largerM provides greater �exibility to the sparse model

design and may result in improved accuracy [26], but would cost more HW.
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Figure 4.5: Two VEGETA designs: VEGETA-D-1-1 and VEGETA-S-2-2.

4.4 VEGETA Engine Architecture

4.4.1 ProcessingUnits andProcessingElements

Processing Unit (PU).A PU is composed of a number of MAC units that contribute to the

same output element. In a WS systolic array, the dot product to produce each output element

is mapped to a column of PUs. Partially accumulated results trickle down a column, and

the �nal result of the dot product exits the bottom of the array. In a conventional design, a

PU is composed of one MAC unit, the height of the array is the length of the dot product,

and each PU produces a single partial sum each cycle. We can, however, break the set of

operations for each dot product into pieces, or “lanes.” If we pack multiple MAC units into

a PU, each PU can work on all lanes in parallel, and we can scale down the height of the

systolic array. In this case, we must combine the partial sum for each lane at the bottom

of the systolic array. We call the number of lanes or the number of MAC units in a PU, or

thereduction factor, � . � also indicates how many partial sums need to be reduced at the

bottom of the systolic array to generate a single output element.

Processing Element (PE).We group PUs that share the same eastbound inputs and

output buffers into a PE. That is, peer-to-peer forwarding happens between PEs, and the

input fed from the west is broadcasted to all PUs in a PE. The more PUs in a PE, the narrower

the systolic array, and the more we amortize the overhead of the horizontal pipeline buffer.

This improvement in area and power comes at the cost of lower achievable frequency since
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Table 4.3: Different VEGETA-D and VEGETA-S designs.� : Broadcast Factor.� � � :
Number of MACs per PE.N i : Number of inputs per PE.Ld: Drain Latency.

VEGETA Engine N rows Ncols � � � N i � L d
Supported
Sparsity

VEGETA-D-1-1 32 16 1 1 1 16 Dense
VEGETA-D-1-2 16 16 2 2 1 16 Dense
VEGETA-D-16-1 32 1 16 1 16 1 Dense
VEGETA-S-1-2 16 16 2 8 1 16 1:4, 2:4, 4:4
VEGETA-S-2-2 16 8 4 8 2 8 1:4, 2:4, 4:4
VEGETA-S-4-2 16 4 8 8 4 4 1:4, 2:4, 4:4
VEGETA-S-8-2 16 2 16 8 8 2 1:4, 2:4, 4:4
VEGETA-S-16-2 16 1 32 8 16 2 1:4, 2:4, 4:4

the broadcast must reach more PUs. We call the number of PUs in a PE, or thebroadcast

factor, � . We label PE designs as PE-� -� . For example, PE-1-1 indicates each PE has one

single-MAC PU, while PE-4-2 indicates each PE has four two-MAC PUs (PU-2s).

SPU and SPE.We enhance PUs and PEs to support tile SPMM with �exibleN :M

structured sparsity. To distinguish them, we call a PU and PE without sparsity support Dense

Processing Unit (DPU) and Dense Processing Element (DPE), respectively, while we call

a PU and PE with sparsity support Sparse Processing Unit (SPU) and Sparse Processing

Element (SPE), respectively. DPEs and SPEs are the building blocks for VEGETA-D (for

dense) and VEGETA-S (for dense and sparse) engines which we explain in the following

sub-sections. The main differences between a DPE and SPE areM to 1 MUXes and a

metadata buffer added to each weight buffer. Each cycle, an SPE receives multiple input

elements, and uses this extra hardware to select, for each weight, the one corresponding to

its index. To support �exibleN :M structured sparsity, we choose� as M
2 ; this ensures that

input elements need only be fed into a single row. Since we useM = 4, we use� = 2 for

our SPEs. In summary, we use DPE-� -� and SPE-� -� to indicate the broadcast factor (� )

and the reduction factor (� ) of each PE. For example, the broadcast factor (� ) of SPE-2-2

(shown in Figure 4.5 (b)) is 2, which indicates that a single SPE-2-2 is composed of two

(= � ) SPU-2s.

Execution �ow of DPE/SPE: DPE-1-1, a conventional single-MAC PE, operates as
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Figure 4.6: Comparison of executions ofTILE GEMM, TILE SPMM U, andTILE SPMM V

on VEGETA-S-2-2.

follows. First, a weight element is loaded into its weight buffer. Then, an input element

and partial sum element are streamed from the left and top ports, respectively. The input

element is multiplied with the element in the weight buffer and accumulated with the partial

sum element. The generated partial sum �ows to the PE below the current PE, and the input

element �ows to the PE on the right.

An SPE is composed of� SPUs, each of which comprises� MAC units. Different

SPUs calculate partial sums in parallel for thedifferentoutput elements, while each MAC

unit in an SPU calculates partial sums in parallel for thesameoutput element. An SPE-2-2

receives two (= � ) inputblocks(instead of one inputelement) from the west and broadcasts

them to� SPUs. An input block is fed into eachM to 1 MUX in an SPU, and using the

metadata for the corresponding weight value in the weight buffer, the corresponding input

element from the block is selected. Then, each selected input element is multiplied by the

corresponding weight element and accumulated. Since each SPU generates� partial sums,

and there are� SPUs, it forwards a total of� � � partial sums (for example, SPE-2-2 will

generate2 � 2 = 4 partial sums) to the south port.
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Figure 4.7: Cycle-level visualization forTILE SPMM V instruction on VEGETA-S-2-2 with
1:4 structured sparsity for matrixA with dimensionsA : 16� 128 (yellow),B : 128� 16
(magenta),C :16� 16 (green).

4.4.2 VEGETA Matrix Enginefor Tile-WiseN :M Sparsity

Using DPEs and SPEs, we show how to build various VEGETA engines. We use -f S (for

sparse)j D (for dense)g-� -� to indicate the type of the base PE of a VEGETA engine. For

example, VEGETA-D-1-1 has DPE-1-1s as its PEs while VEGETA-S-2-2 is composed of

SPE-2-2s. In Figure 4.5, we show VEGETA-D-1-1 and VEGETA-S-2-2 as examples. Note

that adders (or adder trees) are needed at the bottom of the VEGETA engine if the reduction

factor � > 1 to generate the �nal output element by reducing partial sums. A VEGETA

engine is a 2D array ofNrows � Ncols PEs, where neighboring PEs are connected. Since a

column of SPUs cooperates to calculate a single output element,Nrows can be derived as
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Nrows = # of effectual computations per output element
� . The number of effectual computations per output

element is 32 for the VEGETA Tile GEMM/SPMM instructions. WithNrows , the number of

PUs in a PE (� ), the number of MACs in a PU (� ), and the total number of MAC units in a

VEGETA engine,Ncols can be derivedNcols = # of total MAC units
N rows � � � � . In Table 4.3, we summarize

different VEGETA engine design choices.

Each row of a VEGETA-S engine has a special unit called an Input Selector to select the

right input blocks to support �exible structured sparsity. In Figure 4.6, we show how different

VEGETA tile GEMM/SPMM instructions are executed on VEGETA-S-2-2 focusing on one

SPE and the corresponding input selector. For all three cases, non-zero values in each row

of a weight tile are mapped onto a column of SPU-2s (i.e. 2 columns of MAC units). For

example, weight elements 1-32 are mapped onto the �rst column of SPU-2 while weight

elements 33-64 are mapped onto the second column of SPU-2.

4:4 structured sparsity: For TILE GEMM (4:4 sparsity), the weight tile is dense; thus,

there are four effectual computations for an output element per input block (size of 4). Thus,

a half input block (two input elements) is fed into a row of PEs from the west port, and they

are broadcast to each SPU in an SPE. Since a weight tile is dense forTILE GEMM, the �rst

element of an input block is multiplied with the �rst weight element in an SPU while the

second element of the input block is calculated with the second weight element in the SPU.

Similar to a classic systolic array, the input is fed in a skewed manner so that the reduction

for partial sums happens in a spatio-temporal manner along a column of MAC units. Once

it reaches the bottom of the array, the partial sums from each MAC column in an SPU are

accumulated in a reduction unit (an adder in this case) to get the �nal output element.

2:4 structured sparsity: For TILE SPMM U (2:4 sparsity), an input block (instead of a

half block) will be fed into a row of PEs from the left, and they are broadcast to each SPU

in a SPE. 4 to 1 MUXes in an SPU choose the corresponding input element from an input

block to be used in a MAC unit. For this case, the same block is used between MAC units in

an SPU since there are two effectual computations for an output element per input block
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Figure 4.8: Pipelining on VEGETA-D-1-2/VEGETA-S-16-2.

due to the 2:4 structured sparsity.

1:4 structured sparsity: Finally, for TILE SPMM V (1:4 sparsity), there is only one

effectual computation for an output element per input block. Thus, two input blocks will be

fed into a row of PEs from the left, and they are broadcast to each SPU in an SPE. Each

MAC unit in an SPU gets an input block and chooses and computes with the corresponding

input element in the block. Unlike theTILE SPMM U, there is only one non-zero element

in a weight block due to the 1:4 structured sparsity. Thus, two weight elements in an SPU

are belonging to two different weight blocks, which implies that they need two different

input blocks for computation. In Figure 4.7, we show a detailed cycle-level visualization

about how a VEGETA-S-2-2 executes aTILE SPMM V, which computes tile SPMM with

1:4 sparseA (weight), denseB (input), and denseC (output).

4.4.3 Optimizations

Pipelining. So far, we have shown how one VEGETA tile GEMM/SPMM instruction

can be executed on a VEGETA engine. For modest-sized tiles, �lling and draining the

systolic array for a tile GEMM/SPMM instruction can signi�cantly lower PE utilization. A
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recent work RASA [69] introduced pipelining the execution of tile GEMM instructions on

a dense systolic array-based matrix engine; this overlaps different stages of execution for

different instructions. We extend the pipelining concept and show how different tile SPMM

instructions can be executed concurrently.

Similar to the stages de�ned in the previous work, Weight Load (WL), Feed First (FF),

Feed Second (FS), and Drain (DR) stages are used for pipelining both VEGETA-D designs

and VEGETA-S designs. WL is the �rst stage of the execution on the systolic array where

weight elements (which will be stationary) are loaded to the corresponding PEs from north

ports, which takesNrows cycles. Next, during the FF stage, the corresponding inputs and

output elements are getting fed from the west and north ports, which takesTn cycles, where

Tn is the number of columns in an input tile. This stage ends when the top-left PE stops

receiving input/output elements. Since the inputs are streamed in a skewed manner, the

remaining rows of the systolic array are still receiving the new input elements from the

west ports. This stage is called as the FS stage and ends when there is no more input

element coming in from the west ports, which takesNrows � 1 cycles. Finally, to �nish

the remaining calculations in the systolic array, it needsNcols cycles during the DR stage

followed by cycles required for reduction at the bottom. Note that we need an additional

stage for reduction after DR stage to wait for the remaining values in reduction units. Also,

unlike the conventional systolic array where each PE is receiving one input, weight, and

output element at a time,� input blocks,� weight elements,� output elements should be

fed to each SPE. Figure 4.7 shows the steaming pattern of input element blocks.

Nrows andNcols can be reduced by increasing� and� , larger� and� might reduce

latency of a single instruction. Larger� causes lower frequency while larger� causes

longer reduction latency and larger reduction unit, so we cannot arbitrarily increase those.

Furthermore, to properly overlap different stages, it is crucial to balance the latencies of

different stages. Different VEGETA-S designs can use same pipelining stages since they

follow the same streaming pattern.
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Figure 4.8 (a) and (b) shows the pipelining examples for VEGETA-D-1-2 and VEGETA-

S-16-2, assuming no dependency between instructions. With pipelining, multiple instruc-

tions may be executed in the systolic array concurrently, but no two of them may be in the

same stage of execution, since that would oversubscribe at least one hardware resource.

Since the latency of each stage is known, the scheduler can easily enforce this. We observe

that the next instruction can be executed after 16 cycles for VEGETA-S-16-2, which is

same as VEGETA-D-1-2 since it is limited by the total number of MAC units (maximum

compute throughput). Due to the smallerNrows andNcols, the latency of each instruction

for VEGETA-S-16-2 is shorter than that of VEGETA-D-1-2.

Output forwarding. Pipelining allows concurrent execution of independent instructions.

However, it is often not allowed if the instructions have dependence between them. Since

VEGETA tile GEMM/SPMM instructions perform accumulation, the destination register

is a source as well; thus, for two back-to-back tile multiplication instructions with the

same destination register, the second cannot begin execution until the �rst �nishes. A

traditional approach to resolve this kind of pipeline stall is data forwarding. We extend this

“output forwarding (OF)” concept to matrix engines. In Figure 4.8 (c) and (d), we show the

pipelining examples of dependent instructions for VEGETA-S-16-2 with and without output

forwarding. Since we feed aC tile into the systolic array over multiple cycles, we need to

only be sure that particularC elements will be ready before we need to feed them. A key

insight for this is that the register reads/writes ofC tile follow the exactly same order in a

systolic array. This is because every output element will be calculatedNrows + log2� cycles

after it gets fed into the systolic array. For example, when executing a VEGETA-S-16-2,

a TILE SPMM U starts reading the C tile when FF stage begins (CycleNrows + 1). In the

same order, the C tile will be written back from Cycle2Nrows + log2� so that the dependent

instruction can start reading the sameC tile. This can signi�cantly reduce the stalls which

might have occurred between instructions with a dependency without OF, but a bypass buffer

would be required to keep and forward the data before writing it back to the tile register.
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4.4.4 Flexibility in theBlock Size,M

Similar to the case for VEGETA ISA to support a broader range of sparsity, VEGETA

engines can be easily extended for largerM . For example, to support theM = 16 case

(for 1:16, 2:16, 4:16, 8:16, and 16:16), a 16-to-1 MUX (or �ve 4-to-1 MUXes) is needed

per MAC unit, which would take an input block composed of 16 elements and select the

corresponding input element.� and� should be con�gured considering the balance of

pipeline stages, data reuse, critical path, etc.

4.4.5 Row-WiseN :M SparsitySupport

VEGETA engines support row-wiseN :M sparsity, which can be used for leveraging un-

structured sparsity using the method described in Section 4.2.4. In Figure 4.9, we show

a row-wise sparse matrix using 4:4, 2:4, 1:4 at Row 1, Row 2/3, and RowHA -3 to HA ,

respectively. A row with 4:4 maps to an SPE-1-4 column, and outputs of the four SPU

columns reduce to generate one partial sum. A row with 2:4 maps to an SPE-2-2 column,

and outputs of each pair of SPU columns reduce, resulting in two partial sums per SPE

column. A row with 1:4 maps to an SPE-4-1 column, generating 4 partial sums per SPE

column. Using this mapping, we can ensure all columns are fully utilized while allowing

differentN :M sparsity across different rows. The number of columns of a weight tile,WA ,

is equal toM � Nrows to keep all columns fully utilized.

Similar to Figure 4.6 (b), an input block (4 elements) is fed into a row of SPEs from the

left and broadcast to each MAC in an SPE. In Figure 4.9, the number of rows of a weight

tile can vary based on theN :M sparsity combinations in a tile. When a row-wiseN :M

sparse tile hasN4:4 rows with 4:4 sparsity,N2:4 rows with 2:4 sparsity andN1:4 rows with

1:4 sparsity, the number of columns in VEGETA-S and the number of rows of the weight

tile, HA can be derived asNcols = N4:4 + N2:4
2 + N1:4

4 andHA = N4:4 + N2:4 + N1:4. HA

can vary from 8 to 32 depending on the sparsity degree of the tile. Our approach requires

having consecutive groups of rows of the weight tile with the same sparsity degree (e.g.,
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Figure 4.9: Mapping of row-wiseN :M sparse matrix on VEGETA-S.

2 for 2:4 and 4 for 1:4); we call this as pseudo row-wiseN :M sparsity. We can employ a

simple reordering in input/output DMA engines to group input rows with the same sparsity,

and reorder the output elements back to their original order. Since this only needs an extra

row of adders, the hardware overhead would be negligible compared to VEGETA-S which

supports tile-wise �exibleN :M .

4.4.6 Integrationof VEGETA Engineswith CPU

In Figure 4.10, we show how we integrate VEGETA in a CPU. We also marked the compo-

nents that we modify or introduce to integrate VEGETA in red. Our baseline core design

maintains separate physical and architectural register �les. Also, we extend this to tile

registers and metadata registers for VEGETA; this includes enhancements to the register

�le itself, allocator, renamer, scheduler, and ROB to add the ability to manage the new

registers, track dependencies on them, and support precise exceptions. We also enhance
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Figure 4.10: Overview of VEGETA in a CPU. We highlight the parts including our contribu-
tions with red.

the scheduler to track static and dynamic information of instructions being executed in

VEGETA engines to support pipelining and output forwarding at the right timing with-

out interrupting scalar/vector instructions. ATILE LOAD T (or TILE STORE T) will be

converted into 16 memory requests and each will be loading (or storing) 64 Bytes (cache

line size) through load/store queue, not imposing any extra implication on cache/memory

coherence/consistency.

4.5 Evaluation

4.5.1 VEGETA Implementation

We modi�ed LLVM [72] for the new VEGETA ISA and implemented VEGETA C++

intrinsics. Next, we wrote GEMM/SPMM kernels that exploit layer-wiseN :M sparsity

using VEGETA intrinsics. Since there is no commercial CPU that can execute VEGETA

instructions, we developed a Pintool, an instrumentation tool using Pin APIs [73], which
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Table 4.4: Dimensions of DNN layers used in this evaluation.

Workloads Dimensions # of MACs
ResNet50-L1 K=64, C=256, Y=56, X=56, R=1, S=1 51,380,224
ResNet50-L2 K=64, C=64, Y=56, X=56, R=3, S=3 115,605,504
ResNet50-L3 K=256, C=64, Y=56, X=56, R=1, S=1 51,380,224
ResNet50-L4 K=128, C=128, Y=28, X=28, R=3, S=3115,605,504
ResNet50-L5 K=512, C=128, Y=28, X=28, R=1, S=1 51,380,224
ResNet50-L6 K=256, C=256, Y=14, X=14, R=3, S=3115,605,504

BERT-L1 M=512, N=768, K=768 301,989,888
BERT-L2 M=512, N=512, K=768 201,326,592
BERT-L3 M=512, N=768, K=512 201,326,592
GPT-L1 M=256, N=256, K=2,048 134,217,728
GPT-L2 M=512, N=512, K=2,048 536,870,912
GPT-L3 M=256, N=256, K=12,288 805,306,368

registers instrumentation callback routines that emulate each of the VEGETA instructions

described in Table 4.2. Then, we generated the traces of the kernels which have every

executed instruction with dynamic information using the Pintool, and extended MacSim [59]

to handle VEGETA instructions and registers along with the different executions of matrix

engines. Finally, we simulated the GEMM/SPMM kernels using the generated traces on

MacSim.

We also developed RTL designs to explore different VEGETA engines with different

� and� . We model baseline dense matrix engines with RASA-SM, RASA-DM, and the

Intel TMUL-like con�g through VEGETA-D-1-1, VEGETA-D-1-2, and VEGETA-D-16-1,

respectively. We estimate the performance of an engine with the NVIDIA STC-like con�g

using VEGETA-S-1-2 forcing only 2:4 support. We synthesized each RTL design using

Synopsis DC compiler with Nangate 15nm Technology Library. We used the post-layout

design for area/power/timing numbers for designs shown in Table 4.3.

4.5.2 ExperimentalSetup

Although VEGETA is not limited to a single use case, thanks to its generic SPMM in-

structions that can be used in various kernels, we use DL inferences as a use case to show
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Figure 4.11: Normalized runtime with different matrix engines in Table 4.3. We use reddish
colors, black, greenish colors, and blue for dense matrix engines [69, 13], a design using
STC-like con�g, con�g [39], VEGETA-S designs, and VEGETA-S with OF, respectively.

the performance of VEGETA. As DNN compression is done of�ine (usually once before

deployment) for inference [25, 26, 30, 41], the cost of DNN compression is amortized to

multiple inferences, thus the inference performance does not include this. For the workload,

we choose representative DNN layers from ResNet50 [1], BERT [3], and GPT-3 [74]. The

parameters for the layers are summarized in Table 4.4. To convert convolutional layers for

ResNet50 to GEMM kernels, we use the dimensions derived by applying image to column

(im2col) algorithm. We run the DNN layers with 1:4/2:4/4:4 structured sparsity on different

VEGETA engines listed in Table 4.3 using MacSim. We set the frequency of the core as 2

GHz and fetch/issue/retire width as four with 16 pipeline stages, 97 ROB entries, and 96

load buffer entries. To focus on the performance trade-off of different VEGETA designs, we

assume that the data is prefetched to the L2 cache.

4.5.3 PerformanceAnalysis

Figure 5.13 shows the runtime with various DNN layers. For this experiment, we assume

that all the matrix engines are running with 0.5 GHz. We chose 0.5 GHz since it met the

timing for all matrix designs that we used in the evaluation, which are derived based on

the corresponding RTL implementations. We normalized the runtime using the longest

runtime (runtime on GPT-L3 with RASA-SM). We �rst observe that the RASA-SM suffers

from the under-utilization of processing elements due to the mismatch of matrix engine
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pipeline stages (WL/FF/FS/DR), resulting in the highest runtime. RASA-DM is a state-of-

the-art matrix engine for CPUs and achieves good throughput by matching the latencies

of its matrix engine pipeline stages. Compared to RASA-DM, our sparse engine designs

performs comparably for the dense workload showing a performance gain of up to 7%. The

performance gain is mainly coming from the reduced latency of the drain stage by reducing

the width of the SA and output forwarding.

Since VEGETA-D engines are not able to leverage sparsity, they cannot skip ineffectual

computations and show the same performance with 2:4 and 1:4 structured sparsity, unlike

VEGETA-S engines. Also, the design with the STC-like con�g can only accelerate 2:4 spar-

sity while our VEGETA-S designs can accelerate various �ne-grained structured sparsities.

For layers with 2:4 structured sparsity, the matrix engine using the STC-like con�g shows

16% runtime reduction on average compared with the RASA-DM. Using VEGETA-S-16-2,

additional 18% runtime reduction was achieved compared to the design with the STC-like

con�g. Finally, with output forwarding, another 32% runtime was reduced. For layers with

1:4 structured sparsity, the design with the STC-like con�g does not show better performance

compared with 2:4 structured sparsity since it cannot exploit the extra zeros to skip extra

ineffectual computations, unlike our VEGETA-S designs. We observe that VEGETA-S-1-2

shows 51% runtime reduction on average compared with the RASA-DM since it can skip

all ineffectual computations. Using our VEGETA-S-16-2 engine, additional 8% runtime

reduction was achieved. Finally, with output forwarding, another 37% runtime was reduced

by resolving output dependencies early.

4.5.4 AreaandPowerAnalysis

In Figure 4.12, we show the normalized area and frequency for different VEGETA engines.

First, we observe that when we increase the number of PUs in a PE (� ), the area of the

VEGETA engines decreases due to the lower number of horizontal pipeline buffers as

described in Section 4.4.1. Since we add small modules to support sparsity, the VEGETA-
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Figure 4.12: Area and power normalized to RASA-SM and frequency for different VEGETA
engines. V indicates VEGETA.

Figure 4.13: Average of normalized speed-ups of different sparsity granularity HW support
and sparsity degrees using workloads in Table 4.4.

S design with the largest area overhead compared with RASA-SM only causes 6% area

overhead. Moreover, by increasing� , VEGETA-S-8-2 and VEGETA-S-16-2 show lower

area compared to RASA-SM or state-of-the-art dense matrix engine for CPU (RASA-DM).

This is because the overhead gets amortized and compensated as more MACs share the

data, reducing the total pipeline registers. Power shows a similar trend. When we vary�

for VEGETA-S-� -2 as 1, 2, 4, 8, 16, the power overhead (both static and dynamic) is 17%,

8%, 4%, 3%, 1% compared with the baseline. In the meantime, higher� limits maximum

frequency due to the increased wire length for broadcasting across PUs.

4.5.5 Analysisfor UnstructuredSparsitySupportUsingVEGETA

We convert unstructured sparse matrices into row-wiseN :4 sparse matrices to accelerate

SPMM with VEGETA, as discussed in Section 4.4.5. Since there is no work on CPU
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sparse matrix engines, we use a few SOTA sparse accelerators [55, 32] as baseline matrix

engines for comparison. As shown in Table 4.1, S2TA [32] naturally supports layer-wise

N :M and potentially be enhanced to support tile-wiseN :M while VEGETA can support

pseudo row-wise and row-wiseN :M . SIGMA [55] can leverage unstructured sparsity, but

it comes with area overhead (we normalize performance with the area). For the conservative

evaluation, we assume that they are also enhanced to fully hide �ll and drain overhead

through perfect pipelining. Unlike a layer-wiseN :4 evaluation, it is not straightforward to

implement optimized kernels using VEGETA instructions, so we use an analytical roo�ine

model, leaving the development of optimized SW kernels using VEGETA instructions as

future work. We use the same workloads, but induce random and unstructured sparsity of

varying degrees and report average speed-up normalized to a dense engine in Figure 4.13. A

smaller sparsity granularity increases the possibility of �ndingN :M sparsity that covers

non-zeros. For example, it is unlikely that an entire unstructured sparse layer exhibits a

certainN :M sparsity; thus, layer-wise does not show much performance improvement over

dense. In contrast, row-wise achieves 2.36� and 3.28� at 90% and 95% sparsity degree.

SIGMA performs better than others with extremely high sparsity degrees (> 95%), but it is

inef�cient for the modest sparsity degree (the target of our work) indicating that extra area

overhead is not useful.

4.6 Related Work

CPU support to run GEMMs ef�ciently. SAVE [75] is a sparsity-aware CPU vector

engine that skips redundant computations in sparse GEMM operations to accelerate sparse

DNN and high-performance computing workloads. Similarly, SparCE [76] also increases

the utilization of vector engines by tracking the general-purpose registers with zeros. With

extremely high sparsity, a program gets memory bounded due to the low arithmetic intensity,

making vector compute throughput enough, and vector engines like SAVE/SparCE can be

equal performance to a matrix engine. Otherwise, we expect them to be signi�cantly slower
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than VEGETA due to the lower compute throughput. ZCOMP [77] introduces a vector

ISA extension to reduce cross-layer communication for DNNs. Our work is orthogonal

and complementary to those works since we are targeting a matrix engine that operates

on tiles of the matrix instead of individual vectors. RASA [69] proposes control and data

optimizations for CPU matrix engines to improve utilization via ef�cient pipelining and

overlap. They divide a matrix multiplication with different sub-stages on the systolic array

and introduce optimizations with pipelining and overlapping different stages. It inspired a

lot on our work regarding pipelining with sub-stages. However, it does not consider SPMM

and their design cannot be used directly as a sparse matrix engine.

Handling dynamic sparsity. Since dynamic (input) sparsity is hard to predict, it has to

be handled at runtime, unlike static sparsity which is usually pre-determined. We could use

compaction of tile registers to build non-zero tiles, similar to the approach that SAVE [75]

used for merging vector registers to remove zeros. However, this is not practical for a matrix

engine due to the high probability of con�icts across different tiles since the number of

operands in a vector register is 32 while that of a tile register is 512 (16� 32). There could

be an ef�cient way to exploit dynamic sparsity on matrix engines in CPUs without much

overhead, but we leave it as future work.

Sparse DNN accelerators.There have been several papers focusing on SPMM and

SPGEMM acceleration with standalone accelerators [54, 55, 63, 78, 79, 80, 81]. Sparse-

TPU [82] and the work from Kung et al. [83] introduce packing algorithms targeting

unstructured sparsity for systolic array-like architectures. Being standalone accelerators

with large area-power budgets, these works have explored co-design of compression formats,

data�ow, indexing logic, and control structures. CPU matrix engines, on the other hand,

have a tight coupling with the RF and operate in strict area-power budgets, motivating

our solution of enhancing a dense systolic array with a pipeline-friendly data�ow. Zhu et

al. [41] introduce a sparse tensor core by extending NVIDIA Tensor Core using vector-wise

pruning and encoding to enforce structured sparsity. NVIDIA has also recently introduced
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Sparse Tensor Core as a sparse matrix engine in their Ampere GPUs [39] to accelerate

sparse DNNs [39] with 2:4 structured sparsity. STA [40] proposes a systolic tensor array

for inference on mobile devices with density-bound block sparsity, which is similar to the

N :M structured sparsity, and S2TA [32] extended STA for �exibleN :M sparsity. None of

the previous works supports row-wiseN :M sparsity, which this work shows as a promising

technique to cover unstructured sparsity. Also, prior works do not consider dividing the

execution of tile computations into �ne-grained stages for pipelining without resource

con�icts, which is critical when integrated into CPUs.

4.7 Conclusion

This work adds �exibleN :M structured sparsity support in CPU matrix engines via VEG-

ETA ISA and engines supporting various sparsity granularity. We propose several design

choices for the VEGETA engine, studying kernel performance, clock frequency, and area

trade-offs. Also, we show how ef�ciently the row-wiseN :M sparsity feature of VEGETA

can accelerate unstructured sparsity by transforming unstructured sparsity to row-wiseN :M

sparsity. We believe this work opens up opportunities for future work in enhancing the

design further for dynamic sparsity and studying the interaction of the sparse matrix engine

with the rest of the CPU memory hierarchy.
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CHAPTER 5

TASD: TENSOR APPROXIMATION VIA STRUCTURED DECOMPOSITION TO

LEVERAGE SPARSITY

In the previous chapter, we propose a �exible structured sparse matrix engine to accelerate

DNN workloads exploiting sparsity. Although VEGETA can run sparse models generated

from DNN SW ef�ciently, we identify that there is an interesting tension between sparse

DNN SW and HW.

On the one hand, model developers have shown that unstructured sparsity provides a

better model accuracy and a higher sparsity degree. On the other hand, hardware developers

have shown that structured sparsity support is more practical to include in GPUs and other

DNN accelerators. Such tension in the desired sparsity patterns hampers the progress in

bringing sparse DNN acceleration to practice. Figure 5.1 shows the state of sparse DNN

software and hardware.

The main drawback of the previous hardware-speci�c patterns is that the pruning soft-

ware and hardware support are tightly coupled, such that the software generates a model

speci�cally pruned for the pattern supported by the hardware. To decouple the tight re-

lationship, we propose another layer of system software between the model developers

and DNN hardware for sparsity. Our insight is to approximate a tensor by decomposing it

into a series of structured sparse tensors. We leverage the distributive property in tensor

algebra to execute the series of structured sparse GEMM. This mechanism thus provides an

unstructured sparse interface for developers but only requires structured sparse support from

hardware.
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Figure 5.1: TASD Interface.

5.1 Motivation

DNN inference demands more computation as they scale to billions of model parameters

[84, 85, 86] and consume an enormous amount of input data [87, 88]. As explained in the

previous chapter, researchers propose to exploitsparsityin DNN models. Model pruning [24]

is the most popular method to remove a set of parameters in the target DNN model based

on certain criteria, inducingweight sparsity. This optimization exploits a phenomenon that

empirically, large models are often overly parameterized and do not need all parameters

to maintain the target accuracy at inference time. Deep learning model developers prefer

to induceunstructured sparsity on weights so that they can focus on developing pruning

algorithms to achieve better model accuracy and computation/model size trade-offs without

any restriction. Also, many DNN models naturally exhibitunstructured activation sparisty

due to the recti�ed linear unit (ReLU) that clips negative activation values to zeros.

As a result, early sparse DNN accelerators [54, 55, 56] target unstructured sparsity and

can accelerate any sparse DNNs. Unfortunately, unstructured sparsity support is challenging

to deploy as a specialized HW unit as it causes signi�cant area and energy overhead for

indexing logic and �exible distribution/reduction logic [31]. Without native HW support,

unstructured sparsity in DNNs lead to irregular memory accesses and diverged control/exe-

cution patterns, which are hostile to parallel architectures like GPUs and specialized tensor

accelerators like tensor core and systolic array. This forces DNN model developers today to

constrain the DNN sparsity search space to only consider coarse-grainedstructured patterns,
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Figure 5.2: Different �ows to exploit sparsity in DNNs.

such as channel or �lter pruning [89, 90] while maintaining iso-accuracy, thereby, moving

the burden to DNN model developers.

To balance the need, recently, hardware (HW) designers [30, 31, 32, 41] have proposed

�ne-grained structured sparsity support. Such designs force DNN developers to induce

sparsity with certain constraints at a cost of achievable sparsity degree for iso-accuracy

comparison, but promise predictable performance gain on top of the existing DNN supports.

For example, NVIDIA's �ne-grained 2:4 structured sparsity support balances the imposed

constraints and achievable performance and provides a good target for DNN developers

to optimize the network for. However, such methods impose an extra burden on DNN

developers on top of the existing huge design space (DNN architectures, training recipes,

etc.) to explore. Moreover, extending the existing support to more patterns [26, 31] means

more overhead and design space exploration for both HW designers and DNN developers.

We summarize different �ows to exploit sparsity in Figure 5.2.

In this work, we ask “Can we design a system to expose the �exible unstructured sparse

interface to the DNN developers, but only with the ef�cient, less �exible structured sparse

HW support?” Our answer is to introduce a new level of abstraction between DL model

developers and hardware designers, similar to the abstraction layer in the instruction-set
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Table 5.1: Comparison of different DNN HW supports. Unstr: Unstructured sparse. Str:
Structured sparse. Wgt: Weights. Act: Activations.

HW Support Dense Unstr Str Dense Unstr Area
# Wgt Wgt Wgt Act Act Cost

Dense [4, 69, 91] 3 7 7 3 7 33
Unstructured [54, 55, 56] 7* 3 3 7* 3 7
Structured [30, 31, 40, 41] 3 7 3 3 7 3

TASD (This work) 3 3 3 33 ** 3 3

*With extra wiring/logic, unstructured sparse HW is inef�cient if the tensor is dense.
** TASD enables further acceleration by approximating dense tensors with sparse tensors.

architectures. Speci�cally, we introduce a method, structured sparse tensor decomposition,

to approximate any sparse tensor with a series of structured sparse tensors. Leveraging

the distributed property of tensor algebra, we further propose to dynamically “decode” an

unstructured sparse tensor algebra into a series of “microcode”, i.e., structured sparse tensor

algebra, which is ef�cient and compatible with prior structured sparse hardware. As shown

in Table 5.1, by bridging DNN model and HW, this work is able to accelerate all types of

sparsity seamlessly with a low area overhead.

We make the following contributions:

• We present the �rst work to bridge unstructured sparse DNN and structured sparse

HW with Tensor Approximation via Structured Decomposition (TASD), which ap-

proximate any sparse tensor with a series of structured sparse tensors.

• We propose a framework, TASDER, which �nds the TASD series for each DNN layer

to accelerate dense/sparse DNNs with structured sparse hardware.

• We propose a simple architectural extension and data�ow on top of existing structured

sparse accelerators [31] to execute TASD series ef�ciently.

• For various off-the-shelf dense and sparse DNNs, we show that TASD improves EDP

by up to 83% and by 70% on average. We also show that across a range of DNNs,

TASD can reduce the computation by 40%.

63



Figure 5.3: TASD example using a 2� 8 matrixA.

5.2 TASD: Tensor Approximation via Structured Decomposition

We introduce a method toapproximate unstructured sparsity using a series of structured

sparsity. In this paper, we use a set of N:M structured sparsities for TASD to explain the

method and show how to use it practically, but the concept is general and not limited to only

N:M structured sparse patterns.

5.2.1 Overview

We use an unstructured sparse matrixA to illustrate how TASD works in Figure 5.3. The

matrixA has 6 zero elements out of 16 total elements with a 37.5% sparsity degree. Also,

note that the sum of all elements inA is 25.

Matrix A can be rewritten as a 2:4 structured sparse matrix (a 2:4 view ofA) plus a

remaining matrix,A2:4
1 andR1, whereA2:4

1 is derived by extracting twolargest elements

out of four elements in each row inA while R1 is the remaining matrix (i.e.A � A2:4
1 ) after
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the extraction, as shown in Equation 5.1.

A = A2:4
1 + R1 (5.1)

The extracted matrix,A2:4
1 covers 70% in terms of the number of non-zero values while

covering 84% in terms of the sum of the magnitudes. The percentage for the lost magnitudes

is smaller than the percentage of the lost non-zero values because we extract twolargest

elements out of four consecutive elements. If we discard the remaining matrixR1, then the

original matrixA can beapproximatedasA2:4
1 . Thus, we call this approximationstructured

decomposition. If we approximateA with a 3:4 pattern instead of the 2:4 pattern, we can

derive matrixA3:4
1 with a structured decomposition that drops only one non-zero element,

covering 90% of the number non-zeros and 96% of the sum of total magnitudes.

Instead of using a denser N:M, we can further decomposeR1 using another structured

pattern, such as 2:8.A2 can also be derived by extracting two largest elements out of

eight consecutive elements inR1, makingA2 as a 2:8 structured sparse matrix. Similar

to the previous decomposition, we call the remaining matrixR2 as shown in Figure 5.3.

All elements ofA are covered byA2:4
1 andA2:8

2 , so A is equal toA2:4
1 + A2:8

2 , thus the

approximation ofA to A2:4
1 + A2:8

2 is lossless. Since the unstructured sparse matrix is

approximated using a set of structured sparse matrices, we call this method as Tensor

Approximation via Structured Decomposition (TASD).

Theoretically, structured decomposition can have in�nite terms. Below, we formalize

the process more generally using different structured sparse patterns denoted assi .

A ' As1
1 + As2

2 (5.2)

' As1
1 + As2

2 + As3
3 ::: + Asn

n (5.3)

We call A as the original matrix and
P

Asi
i asTASD series, to draw an analogy to the
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classic Taylor series1: Each successive term (residual structure sparse tensor) improves the

accuracy of the approximation. A TASD series con�guration includes the number (“order”)

of TASD terms (n) and the structured sparsity pattern (si ) for each TASD term. Using

TASD, one can generate a structured sparse view of a given tensor, and the error between

the view and the original tensor would depend on the TASD series con�guration.

Using TASD for Matrix Multiplication: TASD decomposes any tensorA into a series

of structured sparse tensors. The decomposed tensors can be used in any tensor algebra,

such as matrix multiplication (C = A � B), which can be approximated asAs1
1 � B , so

if s1 is 2:4, and the matrix multiplication is running on NVIDIA STC, potentially 50% of

Multiply-and-Accumulate (MAC) operations could be skipped.

With the distributive property of tensor algebra, matrixA can be approximated using

more TASD terms such as(As1
1 + As2

2 )B = As1
1 B + As2

2 B. If s1 is 2:4 ands2 is 2:8,

about 25% of MAC operations could be skipped. Thus, �nding the proper TASD series to

minimize the error while maximizing compute reduction will determine the quality of the

approximation.

5.2.2 An Analysisof TASD with SyntheticData

The number of dropped non-zeros and the sum of the dropped magnitudes are crucial as

they correlate to the potential loss of accuracy when applying TASD. Thus, we �rst conduct

preliminary experiments with synthetic data using various TASD series and matrices to

understand the trade-offs.

We generate a synthetic matrixB with dimensions of 128� 128 and densities ranging

from 0.1 to 0.75. We explore three TASD series in this experiment; 1) using one term

with 2:4, 2) using two terms with 2:4 and 2:8, and 3) using three terms with 2:4, 2:8, and

2:16. To consider various distributions, we tested two different distributions, a uniform

random distribution between 0 and 1 and a normal distribution with a mean of 0 and a
1Taylor series approximates any function with polynomials, while TASD series approximates any tensor

with structured sparse tensors.
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Figure 5.4: Percentages of dropped non-zeros and the sum of dropped non-zeros after
applying different TASD series.

standard deviation of13. Figure 5.4 shows the results with matrices generated using the

normal distribution.

Takeaways: 1) If the matrix is very sparse, the percentage of dropped non-zero values

becomes noticeably small, less than 1%, even with just two TASD terms. 2) Since we choose

elements with a greedy approach (i.e., keep the largest non-zero), the percentage of dropped

total magnitude is lower than the percentage of dropped non-zero values, allowing better

approximation even for higher densities.

In addition, we also �nd that across different distributions, percentages of dropped

non-zero values are similar since they depend on the density of the original matrix, but

percentages of the dropped total magnitude vary slightly. Interestingly, we observed that

Mean Square Errors (MSEs) vary signi�cantly depending on the distribution. This implies

that not the sparsity degree only, but the actual distribution is also critical for �nding a

high-quality TASD series con�guration.

Using TASD for Matrix Multiplication: To understand the impact of using TASD
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Figure 5.5: The error between the result from the original matrices and the result with an
approximated matrix using TASD assuming different sparsity in the original matrix.

for matrix multiplication, we run another experiment using matrices A and B with the

dimensions of 256� 256. We set each element to have a random value between 0 and 1.

For matrix A, we generate unstructured sparsity with two sparsity degrees 20% and 80%,

and we keep B as dense. Then, we apply one-term TASD on A with 0-4:4 and 0-8:8 TASD

con�gurations. We measure the error as the Frobenius norm of the result with approximated

operands divided by the original Frobenius norm,jj (A � A � )B jj
jj AB jj . We represent con�gurations

with approximated sparsity, which means the sparsity degree of a structured sparse pattern.

For example, 1:4 pattern and 2:8 pattern both have an approximated sparsity of 75%. We

plot the errors with different TASD con�gurations and approximated sparsity degrees in

Figure 5.5.

Error Behavior: The �rst trend we observe is that the error gets smaller as the approxi-

mated sparsity gets lower since it is likely to drop fewer non-zeros with a more conservative

approximation. Second, for the same approximated sparsity and the block size (M), the

error gets smaller as the matrix A gets sparser. Given the same TASD con�guration, the

sparser matrices would drop fewer non-zeros using the same TASD con�guration as shown

in Figure 5.4, thus resulting in a smaller error. Third, with the same sparsity of matrix A and
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Figure 5.6: System overview with TASDER.

approximated sparsity, the N:4 con�guration causes a larger error than the N:8 con�guration

(such as 1:4 and 2:8), since the expressiveness of the N:8 pattern is higher. Finally, given

any unstructured sparse tensor,we can limit the error of matrix multiplication by conser-

vatively selecting the TASD con�guration, while maximizing the compute reduction. This

optimization thus becomes the key to leveraging TASD for accelerating sparse DNN models

with structured sparse hardware.

5.3 HW/SW Co-Design with TASD

In Section 5.2, we introduce our approximation method, TASD, in general. In this section,

we show how our method can be used to accelerate DNN models with sparse weights and

inputs. Although TASD can also be used to accelerate the DNN training, we focus on how

to accelerate DNN inference in this work. There are two main insights that inspired us to

use TASD for DNN inference.

1) By its nature, DNN models are able to tolerate small errors in their internal computa-

tions.

2) Although TASD is a lossy approximation method, carefully selected TASD terms can

provide high-quality approximations with a limited number of non-zeros being dropped.
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5.3.1 SystemArchitectureOverview

We introduce our optimizer system, TASDER, which takes a DNN model, sample data,

target HW information including structured sparsity patterns, and hyperparameters as shown

in Figure 5.6. Internally, TASDER will search for the TASD con�guration for each layer

of the given DNN model and return the con�gurations. In the following subsections, we

introduce TASD-W and TASD-A, which are the methods to exploit TASD on weights and

activations, respectively. We also explain how the TASD con�guration per layer is selected

in our framework. In this work, we only consider convolution (CONV) and fully-connected

(FC) layers in DNN models to apply TASD as they usually consume most of the execution

cycles, and they get converted to matrix multiplication operations using algorithms such as

im2col for parallelization.

5.3.2 TASD-W: Applying TASD onWeights

We expose an unstructured interface to ML model developers as the target of optimization

so that they can focus on the techniques to prune their models as much as possible without

considering any speci�c HW-friendly sparsity pattern. Therefore, the optimization problem

for TASD-W is that given the weights of DNN models as unstructured sparse tensors, use

the available structured sparse HW to accelerate the model execution as much as possible.

We assume that the target hardware can accelerate the structured sparsity patterns,

S1; :::; Sn . A TASD con�guration of thei th layer,Ci , is a sequence ofS. For a given DNN

modelM , a TASD transformation of the model,T, is de�ned as applying a sequence ofCi

whereCi is the TASD con�guration for each layer in the model. Then, the target is to �nd a

TASD transformationTopt for a given model where

Topt = argmin
T

(Latency(MT )) (5.4)

such thatAccuracy(MT ) � Accuracy(M original ) (5.5)
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Figure 5.7: Sparsity degrees for each layer in 95% unstructured sparse ResNet50 from
SparseZoo.

A simple way to use TASD-W is using the same TASD con�guration for all layers in

the model, i.e. applyingnetwork-wise TASD-W. As the number of supported structured

sparsity patterns,n, is not large enough, theTopt for network-wise TASD-W could be found

with the exhaustive search.

A better method to use TASD-W is using different TASD con�gurations for different

layers, i.e.layer-wise TASD-W. The TASD transformations that can be covered by layer-

wise TASD-W is a super-set of the TASD transformations in network-wise TASD-W.

Usually, a pruned model with unstructured sparsity does not guarantee the same sparsity

across layers, i.e. even though the overall sparsity is 95% for the model, different layers

could have different sparsity degrees as shown in Figure 5.7. Unlike network-wise TASD-

W where all the layers use the same TASD con�guration, it is not straightforward how

to choose a TASD con�guration per layer as there could be numerous options per layer.

To minimize the accuracy drop, it is crucial to reduce the number of dropped non-zeros

after applying TASD, which would prefer conservative TASD con�gurations. On the other

hand, to maximize the performance gain, it would be better to apply aggressive TASD

con�gurations, which would be able to be translated into higher sparsity and ef�ciency gain.
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Figure 5.8: Comparison of �ows of an original model with a conventional CONV/FC layer
and transformed models with a TCONV/TFC layer with structured sparse weights, and a
TCONV/TFC/TASD layer with structured sparse activations.

To address this, we design and implement a greedy-based algorithm that optimizes across

all layers. This greedy algorithm �rst measures the percentage of dropped non-zero elements

of each TASD con�guration for all layers and sorts the con�guration-layer pairs by their

percentage of dropped elements. Next, it greedily applies the TASD con�guration based on

the sorted order until the model quality is< 99% of the original model (i.e., prioritize the

option with the smallest dropped non-zeros). Since it only takes a single pass to all layers,

the runtime overhead is trivial (a few seconds per model), while the extra training needed

for structured sparse HW often takes hundreds of GPU hours [26].

We use TCONV/TFC to indicate a CONV/FC layer with TASD as shown in Figure 5.8,

and the TASD con�gurations found above would be applied to the corresponding TCON-

V/TFC layers. In Figure 5.8 (a), we show how the conventional CONV/FC layer works with

unstructured sparse activations (usually from ReLU) with dense weights. In Figure 5.8 (b)

shows how a TCONV/TFC layer works with unstructured sparse weight. TASDER would

modify unstructured sparse weights to structured sparse weights with TASD-W.

5.3.3 TASD-A: Applying TASD onActivations

TASD can also be applied to activations to improve a DNN execution as shown in Figure 5.8

(c). Unlike weights which are static, TASD should be applied for dynamic decomposition

during the runtime as activations are dynamic. In Figure 5.9 (a) and (b), we show a baseline

ResBlock and a ResBlock with TCONV and TASD layers, which decompose activation
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Figure 5.9: ResBlocks with CONV and TASD/TCONV and Transformer Blocks with FC
and TASD/FC.

tensors with given TASD con�gurations. We add TASD layers after ReLU layers so that

they can minimize the number of dropped non-zeros after approximation. The same can

be applied to a Transformer Block, where the FC layers in the multi-layer perception

module can be replaced with TFC by inserting a TASD layer before TFC layers as shown

in Figure 5.9 (c) and (d). Ideally, other FC layers in a Transformer Block could also be

replaced with TASD and TFC layers, but empirically we found it hard to maintain the model

quality.

Similar to TASD-W, the simplest way to choose a TASD con�guration for each TASD

layer is using network-wise TASD where all TASD con�gurations are same across all TASD

layers. Assuming limited supported structured sparsity patterns from HW, only a handful

number of options need to be explored. However, similar to weights, this may not be ef�cient

as activations from different layers show signi�cantly different degrees of sparsity, as shown

in Figure 5.7.

To address this issue, we again leverage layer-wise TASD as it can tailor the TASD

con�guration to each layer. However, unlike the TASD-W, it is not feasible to test every
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option for each layer to �nd out the best options as the target tensors (activations) are

dynamically generated.

Nonetheless, we �nd that a small set of calibration dataset (e.g., 1000 images for

ImageNet [92]) can provide enough insights. As shown in Figure 5.7, while different layers

have different sparsity degrees, for a particular layer, the activation sparsity degree remains

in a small range across different input images. Therefore, TASDER takes calibration data

as an input, so it can pro�le the given DNN model with the calibration data and collect the

statistics (e.g., average, 99th percentile) about activation sparsity per layer.

To choose a TASD-A con�guration for each layer, we use asparsity-basedselection

method, instead of the non-zero-based method for TASD-W. We use a hyperparameter,� , to

tune the aggressiveness of the TASD approximation. For a given layerL i and the available

con�gurations in the target HW (e.g.,H1; :::; H4), we chooseCi asH j where j is the largest

integer whereS(L i ) + � > H j . If we use a larger� , we choose the TASD con�guration

more aggressively (i.e. allowing more dropped non-zeros). We summarize the algorithm in

Listing 5.1.

Listing 5.1: The sparsity-degree-based TASD selection.

1 target_sparsity = sparsity + alpha;

2 if (target_sparsity > H[3])

3 return H[3];

4 else if (target_sparsity > H[2])

5 return H[2];

6 else if (target_sparsity > H[1])

7 return H[1];

8 else if (target_sparsity > H[0])

9 return H[0];

Beyond sparsity: Supporting non-ReLU-based DNNs.ReLU-based DNNs naturally

induce sparsity in activation tensors, so by collecting the sparsity statistics, TASD-A can
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Table 5.2: Supported sparse patterns with TTC-VEGETA.

Pattern TASD series Pattern TASD series
1:8 1:8 5:8 4:8 + 1:8
2:8 2:8 6:8 4:8 + 2:8
3:8 2:8 + 1:8 7:8 -
4:8 4:8 8:8 Dense

�nd the appropriate con�guration for each layer. However, for better accuracy, state-of-

the-art DNNs have replaced ReLU with other activation functions, such as GeLU [51] and

Swish [52], which do not induce any sparsity in activations making the activations dense.

Thus, our sparsity-degree-based TASD selection (Listing 5.1) to choose TASD con�guration

for TASD-A for each layer would not work for those DNNs.

To address this, we investigate the distribution of the magnitude of all elements in the

activation tensors from GeLU/Swish-based DNN. We found that, while no element in the

tensor is exactly zero, a huge number of elements have tiny magnitude, compared to the range

of magnitude for all elements. Therefore, we let TASD-A leverage this skewed distribution

and collect the magnitude statistics. We introduce another heuristic,pseudo-density, which

aims to preserve a �xed percentage (e.g., 99%) of the sum of all elements in a tensor, to

determine the best TASD con�guration for every layer. Using the pseudo-density for the

non-ReLU-based DNNs, we can use the same sparsity-degree-based method (Listing 5.1)

(i.e. by replacingsparsityto 1 - pseudo-density). The approximating nature of TASD allows

the system to also accelerate non-ReLU-based DNNs, while prior work that speci�cally

targets activation sparsity cannot.

5.3.4 StructuredSparseHW for TASD

TASD works best when there are at least a few supported structured sparse patterns in the

target sparse accelerator. While the TASDER optimizer is HW-agnostic, we propose to

build on top of a recently proposed �exible structured sparse tensor accelerator to maximize

the bene�t. Inspired by previous structured sparse accelerators [30, 31, 32], we introduce
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Figure 5.10: TASD-HW composed of four TTCs.

TASD Tensor Core (TTC). We adopt a design similar to VEGETA [31] engine composed of

multiple processing elements (PEs) while providing support for 1:8, 2:8, and 4:8 structured

sparse patterns, and we call it TTC-VEGETA. With TASD and a limit of up to 2 terms, a

TTC-VEGETA engine can support 7 out of all the N:8 patterns2 as shown in Table 5.2 even

though the original VEGETA supports only three sparse patterns.

Note that TTC can adopt other structured sparse designs, such as STC [41] with supports

for 2:4 and dense, which we call TTC-STC. This would limit the �exibility in approximation

using TASD compared to VEGETA-based TTC design, but TASDER is still able to optimize

some layers. We explore the bene�t of �exibility in Section 5.4.

In Figure 5.10, we show the overall design of a TASD HW that is composed of four

TTCs similar to the one used in the previous work [35]. The only modi�cation we add on

top of the N:M accelerator such as STC or VEGETA, is the TASD units (shown in the right

part of Figure 5.10) that dynamically extract TASD terms from the activation tensor, similar

to the DAP unit in the recent S2TA [32] accelerator. TASD-W can be applied of�ine through

pre-processing since weights do not change during the runtime, but TASD-A requires the

2The 7:8 pattern needs 3 TASD terms and is rarely used in practice.
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Figure 5.11: Data�ow between PE array and TASD units.

TASD unit as activations will be dynamically generated at runtime.

Given the computation latency on TTCs, the minimum number of TASD units per TTC

required to hide the latency of TASD units depends on the mapping and TTC implementa-

tions. For example, each TTC-VEGETA with M=8 generates 16 (number of PE columns

in each TTC) output elements per cycle (i.e. 2 blocks per cycle) as shown in Figure 5.11,

which will be fed to TASD units. For an M-element block, a TASD unit sequentially extracts

the largest values, so the decomposition takes up to M cycles for any TASD con�guration as

the sum of Ns in a TASD con�guration cannot be larger than M. The example in Figure 5.11

uses TASD con�guration composed of 4:8 and 1:8, so it takes 5 cycles per block. At T1

(cycle 1), two blocks (Blk-1, Blk-2) will be produced from the PE array and Blk-1 and Blk-2

will be processed by TASD Unit 1 and TASD Unit 2, respectively (each cycle, two TASD

units start execution). During T2-T5, Blk-1 and Blk-2 will be used to extract Decomposed

Blocks, DBlk-1 and DBlk-2 for 4:8 Tiles. Then, during T6, DBlk-1 and DBlk-2 for 1:8

Tiles will be generated and stored. The decomposed blocks will be used as the inputs of

the next layer. With 16 TASD units, a TTC-VEGETA can operate without stalls on the PE

array due to the decomposition as a TASD unit is always guaranteed to be available after M
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Figure 5.12: A mapping of matrix multiplication on TTCs.

cycles (i.e. by Little's law,16 = 2 � 8). We also measure and present the area overhead for

TASD units in Section 5.4.

Decomposition-aware data�ow. In Figure 5.12, we show a mapping of a matrix

multiplication with an approximated matrix A using a TASD con�guration, 4:8 and 1:8

for the TTC. We �rst show how we tile the matrices and how they are mapped in the

private register �le and shared buffer of each TTC. When matrixA is decomposed into two

TASD terms,A1, andA2, the original matrix multiplication can be approximated as the

sum of the two matrix multiplications and accumulation (A1 � B + A2 � B ). As the two

matrix operations share the same inputB and partial sumC, wekeepB tiles in the L2
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Table 5.3: Summary of different HW designs. TASD 1T and 2T indicates using TASD 1
term and 2 terms, respectively.

HW Design HW Sparsity Support
TC None

DSTC Unstructured
TTC-STC-M4 2:4 (TASD 1T)
TTC-STC-M8 4:8 (TASD 1T)

TTC-VEGETA-M4 1:4, 2:4 (TASD 1T) + 3:4 (TASD 2T)
TTC-VEGETA-M8 1:8, 2:8, 4:8 (TASD 1T) + 3:8, 5:8, 6:8 (TASD 2T)

Scratchpad Memory (SMEM) and C tiles stationary in the L1 SMEM of TTC while

changing decomposedA tiles to temporally reuseB andC tiles for data reuse (between

timestep 1 and 2, timestep 3 and 4 in Figure 5.12 (b)). For each accelerator tile, (i.e. for

each timestep), wekeep each element ofA tile stationary in the register �le of each

PE for the temporal reuse, while theB andC elements are mapped correspondingly. By

increasing the tile size for GEMM-N dimension, the reuse count forA tile at PE level could

increase, which is limited by the size of the capacity of each SMEM. We swapC tiles at

the very end to minimize the number of write-back operations to other levels. Although we

maximize reuses for decomposed tiles, there is still unavoidable overhead such as readingC

tiles again, but this is insigni�cant compared to the energy saving by skipping ineffectual

computations using TASD. In Section 5.4.5, we quantify the energy overhead.

5.4 Evaluation

5.4.1 Methodology

TASD accelerates both sparse and dense DNNswithout �ne-tuning, so we evaluate TASD-W

on sparse DNNs from SparseZoo [43] and TASD-A on dense DNNs from TorchVision [93].

We use a classic convolutional network, ResNet50 [1], and a transformer-based network,

BERT [3], to illustrate detailed trade-offs between accuracy and performance. For the

baseline HW, we compare against dense tensor core (TC) [30] and dual-side sparse tensor
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Table 5.4: Representative layers from the target workloads. L1, L2, and L3 are representative
layers. We use “Overall” for the entire network.

Model Weight Activation Layers Dimensions
Dense ResNet50 Dense Sparse L1: M784-N128-K1152
(ReLU-based) L2: M3136-N64-K576

Sparse ResNet50 Sparse Sparse L3: M196-K2304-N256
Dense BERT Dense Dense L1: M768-N128-K768
(GeLU-based) L2: M3072-N128-K768
Sparse BERT Sparse Dense L3: M768-N128-K3072

core (DSTC) [56] as representative dense and unstructured sparse accelerators. We con�gure

these baselines as in the Sparseloop Artifacts [94]. We use 4 variants of TTC, based on STC

and VEGETA, and with N:4 and N:8 designs, to show the extra bene�ts of TASD from the

�exibility of the structured sparse hardware as summarized in Table 5.3. All designs use the

same memory hierarchy and the same amount of PE (MACs) to ensure a fair comparison.

To evaluate the effectiveness of different TASD methods on a target accelerator, we

develop TASDER as a framework to search for TASD transformations and calculate the

accuracy of the model with each TASD transformation using PyTorch [95]. Following the

requirement in MLPerf [96] inference benchmark, we only consider a model as valid with

TASD if the model still achieves an accuracy higher than 99% of the accuracy from the

original model.Next, we run each DNN layer with the given TASD series con�guration

using Sparseloop [35], a sparse tensor accelerator modeling framework to obtain per-layer

results and aggregate the result for the entire network, which is consistent with prior

accelerator simulation frameworks [21, 22, 19, 97, 98]. We simulate all layers in the

networks, but to show per-layer results as well as the full network result (“Overall”), we

also chose three representative layers (from early, mid, late) for each DNN as shown in

Table 5.4. Also, to show the applicability of TASD for other sparse and dense DNNs, we

evaluate the theoretical MACs reductions for another 8 DNNs, similar to prior work in

pruning algorithms for structured sparse patterns [26, 99].
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Figure 5.13: Energy-delay-products for running dense and sparse ResNet50 and BERT. For
TTC-STC and TTC-VEGETA, we use the TASD transformations found from TASDER.
M4/M8 represents design with N:4/N:8 supports.

5.4.2 DNN Accelerationwith TASD

Figure 5.13 shows the energy-delay product (EDP) for the 4 workloads on various DNN

accelerators, normalized to the dense TC.

Even though DSTC is able to exploit unstructured sparsity, the overhead of unstructured

sparse acceleration (such as accessing accumulation buffer frequently) offsets the bene�t

and even outweighs the bene�ts when the workload has only one sparse operand or there

is no sparse operand, causing 12% and 167%larger EDP for dense ResNet50 and dense

BERT while reducing EDP by 55% for sparse BERT. DSTC works best for sparse ResNet50

and improves EDP by 87%, as both weight and activation tensors are unstructured sparse

with a high sparsity degree (95% sparse weight). Overall, it is able to reduce 35% across all

workloads on average.

Unlike DSTC, TASD-based TTC accelerators improve EDP over the TC baseline

for all workloads. With the �exibility in sparsity patterns, TTC-VEGETA-M8 improves

EDPs for all workloads, by 58%/61% for dense ResNet50/BERT and 83%/82% for sparse

ResNet50/BERT. Even with only one �xed structured sparsity pattern, TTC-STC-M4 im-

proves by 4%/32% for dense ResNet50/BERT and 49%/53% for sparse ResNet50/BERT.

This result shows that TASD can effectively leverage structured sparse hardware for off-the-

shelf dense and sparse DNNs with no �ne-tuning, and the extra �exibility (increasing M) in

the baseline accelerator increases the bene�t.
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Figure 5.14: Latency and energy for various designs.

Figure 5.14 provides more details in end-to-end latency and energy consumption for

various designs. TTC-VEGETA-M8 is always the most energy-ef�cient design across all

workloads and is slightly slower than DSTC only for sparse ResNet50 (by 22%). This

result shows TASD provides a better overall tradeoff than unstructured sparse accelerators,

especially considering their high area overheads.

5.4.3 Analysisof TASD

Network-wise vs. layer-wise TASD. The left plot of Figure 5.15 shows the impact

of network-wise TASD-W on the top-1 accuracy of unstructured sparse ResNet50 (95%

sparsity). We applied network-wise TASD-W with N:4, N:8, and N:16 structured sparsities.

For example, the network-wise TASD-W with 2:4 uses one TASD term with the 2:4 pattern

to the weights of all convolution and fully-connected layers in the sparse ResNet50. Since

TASD is a lossy method as shown in Section 5.2.2, aggressive TASD series approximation

can result in a notable accuracy drop. Among different N:4, N:8, N:16 options, we found

that 3:4, 5:8, 10:16 is the most aggressive approximation among the available options while

meeting the 99% accuracy requirement. Especially, using network-wise TASD-W 5:8 (4:8

+ 1:8 for TTC-VEGETA) and power gating for sparse activations, compared to the dense

baseline, we observe it achieves 24% and 53% reduction in cycle and energy respectively,

thus reducing 75% EDP for Sparse ResNet50.
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Figure 5.15: Network-wise and Layer-wise TASD on ResNet50. Left: TASD-W. Right:
TASD-A.

Using different TASD series con�gurations for different layers is more effective as it

can adjust the aggressiveness for each layer. To choose a TASD con�guration per layer, we

use the sparsity-based selection method that we introduce in Section 5.3.2. By changing

the hyperparameter alpha, we are able to adjust the aggressiveness of our approximation

method. As layer-wise TASD-W can be adaptive to each layer, the overall approximation

can be applied more aggressively. As a result, compared to the dense baseline, we observe

47% and 61% reduction in energy and cycle respectively, thus reducing 83% EDP for Sparse

ResNet50.

In the right plot of Figure 5.15, we show the top-1 accuracy when network-wise and

layer-wise TASD-A is applied with different TASD series. Similar to TASD-W, layer-wise

TASD-A is more effective than network-wise TASD-A. However, the accuracy loss due to

approximation shows up with a much smaller approximated sparsity. As shown earlier in

Figure 5.7, the sparsity degree is larger in weights compared to that in activations for sparse

ResNet50. Thus, the same TASD series drops a larger portion of non-zeros in TASD-A than

TASD-W, incurring a higher loss of accuracy.

TASD on more DNN models.To further investigate the impact of TASD-W on different

sparse DNNs, we applied layer-wise TASD-W on different Sparse ResNet and VGG families

with a requirement to maintain 99% of the original accuracy. We use the pre-trained

unstructured sparse models from SparseZoo [43]. Across different sparse ResNet models

and VGG models, TASD-W reduced 49% MAC operations while maintaining 99% accuracy,

as shown in Figure 5.16. On the other hand, to understand the potential impact of TASD-A

on other DNN models, we applied TASD-A on various models including both convolution
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Figure 5.16: Layer-wise TASD on more DNN models. Left: TASD-W. Right: TASD-A.

Figure 5.17: Study on DSTC, VEGETA, TASDER, and TTC with different types of models.

networks and a transformer-based network, as shown in Figure 5.16. We use the pre-trained

dense models from TorchVision [93] and Huggingface for this evaluation and we use the

requirement to meet 99% of the original accuracy. We observe that the layerwise TASD-A

is effective for various models and achieves 32% reduction in MACs for other models on

average.

5.4.4 ComparisonagainstStructuredSparseAccelerators

To study how the proposed TTC-based accelerator compared to prior structured sparsity

accelerators, we conduct an ablation study to show how different novelties in this work

contribute to the ef�ciency gain. Figure 5.17 shows the normalized EDP improvement

for four different system: DSTC, VEGETA without TASDER, VEGETA with TASDER,

TTC-VEGETA with TASDER. Without TASDER and HW-aware �ne-tuning, VEGETA
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Figure 5.18: Energy Breakdown: TTC vs. Dense TC.

cannot exploit sparsity in off-the-shelf DNNs and has no improvement at all. If the model is

structured pruned using HW-aware �ne-tuning, VEGETA can exploit sparsity achieving a

comparable EDP to TTC-VEGETA. With TASDER, VEGETA can exploit weight sparsity in

unstructured sparse ResNet50/BERT since TASDER transforms unstructured sparse weights

into structured sparsity supported by VEGETA. Finally, with dynamic decomposition support

for activation sparsity, TTC-VEGETA can also exploit activation sparsity, further improving

EDP for all DNNs.

5.4.5 EnergyOverheaddueto TASD

Figure 5.18 shows the energy breakdown for a representative layer from sparse ResNet50

for dense TC and TTC-VEGETA with a TASD con�guration of 4:8+1:8. TTC-VEGETA

exploits sparsity and saves energy consumption at all levels of the architecture, which saves

55% energy over the dense TC. Moreover, the decomposition-aware data�ow in Section 5.3

minimizes decomposition overheads by accessing the RF (withC reuse) and SMEM (with

B reuse) instead of accessing DRAM.

5.4.6 AreaOverheadof theTASD Unit

We also measured the area overhead to support TASD on top of the existing structured

sparse HW, i.e. the TASD unit, through RTL prototyping and synthesis with Nangate

15nm Technology Library. We observe up to 2% of the area for all PEs as TASD units are

composed of simple comparator trees.
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