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SUMMARY

This PhD thesis explores the concept of knowledge augmentation in vision-and-language
(VL) models, a pivotal area in arti cial intelligence that enhances how machines perceive and
articulate visual content. While the potential of these models is immense, their development
is hampered by a notable shortfall in knowledge within both the visual and linguistic realms.
This de ciency stems from the reliance on pre-trained vision models that often miss crucial
details and the combination of large foundational models pre-trained on single-modal data,
which do not fully grasp the intricacies of VL cross-modal knowledge. Conventional
solutions, such as scaling up model sizes and datasets, present their own set of challenges
in the VL domain, particularly the dif culty and risk of ne-tuning. This thesis, therefore,
proposes a novel approach: supplementing the VL models with external knowledge sources
rather than retraining them to internalize all missing information.

At the outset of this research, the standard practice in VL research heavily relied on
using only a frozen pre-trained detector for image encoding. This thesis was the rst to apply
knowledge augmentation to VL tasks, utilizing free-form text descriptions to provide the
missing information. As the research progresses, it broadens its scope, incorporating a richer
array of knowledge sources to include more extensive knowledge. A signi cant milestone is
reached with the advent of larger, more advanced VL models. Here, the thesis seamlessly
integrates the concept of knowledge augmentation, adeptly addressing the challenges of
integrating and applying high-quality knowledge sources in more advanced Al systems. The
sequential approach of this thesis bridges critical gaps in both vision and language processing,
markedly improving the models' ability to interpret and articulate visual data with rich
context and linguistic coherence. Extensive analysis and experimentation have demonstrated
that VL models enhanced with knowledge augmentation can produce descriptions that are
not only more accurate but also richer and more detailed, with a noticeable reduction in

errors and hallucinations.



CHAPTER 1
INTRODUCTION

1.1 Preface

The fusion of vision and language (VL) in arti cial intelligence represents a critical juncture
in the development of truly intelligent systems. This integration is vital as it mirrors
a fundamental aspect of human cognition — the ability to see and describe the world.
The advancements in VL models have far-reaching implications across various sectors,
signi cantly enhancing the way humans interact with technology. For instance, in the realm
of accessibility, these models can transform the way visual content is interpreted for the
visually impaired through advanced image and video captioning [1, 2, 3]. In healthcare, they
have the potential to revolutionize diagnostic imaging, aiding in more accurate and faster
diagnoses [4, 5, 6, 7, 8, 9]. Additionally, in the eld of autonomous vehicles, they contribute
to safer and more ef cient transportation systems by enabling better interpretation of visual
surroundings [10, 11, 12, 13]. The positive impacts of these models extend to society at
large, making technology more accessible, ef cient, and aligned with human needs.
Despite their potential, developing effective VL models poses signi cant challenges,
primarily due to the often incomplete or missing knowledge in both the vision and language
components. On the one hand, frozen pre-trained vision models frequently lack the depth of
contextual understanding necessary to fully interpret visual data. For example, a pre-trained
object detector may be able to provide object-centric information such as object classes,
locations, and attributes, but may fail to encode other information also crucial for the target
VL tasks such as relationships between multiple objects, image/scene level information,
among others. On the other hand, language models may struggle to answer questions that

require external knowledge had it not been presented in the training set while training



the language model. For example, given an image of teddy bears and a question “Which
American president is associated with the stuffed animal seen here?” To answer this question,
the language model has to be trained on the story of President Theodore Roosevelt during a
bear hunting trip in Mississippi in 1902. Furthermore, even though the language model may
have been pre-trained on large-scale text datasets, thus containing rich knowledge in the text
domain, it may not have been exposed to VL-speci ¢ knowledge. The missing knowledge in
either the vision or the language model leads to a gap in the VL models' ability to describe
visual contents accurately and comprehensively, and to answer diverse and open-ended
guestions in the real world.

One nave or somewhat brute force solution is to train a larger model with larger capacity
on larger-scale datasets such that a VL models is able to encode suf cient knowledge in its
parameter space. While relatively easier to achieve in a single-modal setting, scaling up is
not as easy in a multi-modal setting. For example, researchers have not found an effective
way to ne-tune the visual encoder with the language decoder jointly in a multi-modal
setting. Therefore, it has long been the most common approach tdfuezea pre-trained
object detector [14, 15, 16, 17, 18, 19] or CLIP image encoder [20, 21, 22, 23, 24, 25, 26] to
encode the input image. Fine-tuning a large language model on a relatively small-scale VL
dataset may suffer from the issues of over tting and forgetting. Therefore, the core research

guestion and statement of my PhD thesis is:

Does a vision-and-language model really need to learn everything? Or can the

model instead learn to retrieve, process, and make use of external knowledge?

My PhD thesis addresses the aforementioned challenge of insuf cient knowledge and
proposes our answer to the core research question through a series of works. At the beginning
when we started exploring the concept of knowledge augmentation, most other VL works at
the time were still usingnly a frozen pre-trained detector to encode the input image. We
were the rst to introduce knowledge augmentation for VL tasks to provide such missing

information for a VL model via free-form text descriptions. Building on the success, we
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then expand the scope by integrating a more diverse array of knowledge sources, thereby
incorporating more knowledge and enhancing the VL model's understanding of visual
content. Finally, after the emergence of large, more capable VL models, we integrate our
knowledge augmentation idea into a large vision and language model [20, 21, 27, 22],
addressing the challenges of integrating and applying high-quality knowledge sources in
more complex and advanced Al systems. This step-by-step approach aims to bridge the
knowledge gaps in both vision and language components of VL models, enhancing their
overall ability to interpret and articulate visual data in a context-rich and linguistically
coherent manner. Through extensive analyses and experiments, a VL model with knowledge
augmentation can generate more accurate descriptions, richer and more speci ¢ descriptions,
and less hallucination. In the rest of this chapter, we give a brief overview of our works in

the direction of knowledge augmentation.

1.2 chapter 3: Xmodal-Ctx

Research Problem: Our pioneering work in knowledge augmentation begins with ad-
dressing a critical challenge in the eld of vision and language (VL) mod&ksreliance

on pre-trained object detectors which often lack the depth of contextual understanding nec-
essary for comprehensive visual interpretati@peci cally, when we initiate this project,

most existing VL methodenly encode the input image by a set of objects detected by a
frozen pre-trained object detector [14, 15, 16, 17, 18, 19]. This set of detected objects may
be able to provide object-centric information such as object classes, locations, and attributes,
but may fail to encode other information also crucial for the target VL tasks such as object
predicates and image/scene level information. This gap in contextual understanding limits
the models' ability to produce linguistically rich and contextually appropriate descriptions

of visual content.



Proposed Method: To address this challenge, we introduce a novel methodology to
provide complementary but necessary information such as object relationships, scene infor-
mation, and other information in the form of contextual text descriptions for the input image.
The contextual text descriptions are retrieved via CLIP [28] cross-modal retrieval between
gueries of image sub-regions and a description database. This integration signi cantly
enriches the models' contextual understanding, leading to more accurate and descriptive
image captions. The results demonstrated marked improvements on the MS-COCO image
captioning benchmark [29] in key performance metrics such as CIDEr and BLEU-4, estab-
lishing the effectiveness of integrating contextual information into VL models. This work

contributes a vital proof of concept for the bene ts of knowledge augmentation in VL tasks.

1.3 chapter 4: HAAV

Research Problem: Building upon the foundational insights of the previous work, the
second study expands the scope of knowledge augmentation in VL models by incorporating
a broader spectrum of knowledge sources. The challenge hérevisto ef ciently and
effectively amalgamate these diverse knowledge sources, such as detected objects, image
grid features, and text descriptions, to create a more comprehensive understanding in
VL modelsFor ef ciency, state-of-the-art VL and image captioning models are typically
transformer encoder-decoder model [30], which has undesirable quadratic computational
complexity with respect to the input sequence size. Moreover, on the medium-scale MS-
COCO image captioning benchmark @.6M training samples), we should take label

ef ciency into consideration when training the data-hungry transformer model to avoid
negative effects such as over tting. For effectiveness, different views contain some shared
and some complementary information of the input image. Therefore, it is important to
model the effectiveness of views and adaptively weigh them according to their effectiveness

for predicting each word.



Proposed Method: To address this, we propose Hierarchical Aggregation of Augmented
Views (HAAV), a method that adaptively integrates these various knowledge sources. HAAV
encodes each type of information independently using a shared encoder for computation,
parameter count, and label ef ciency; and then employs a hierarchical decoder to adaptively
weigh and merge these views for caption generation according to their effectiveness. This
innovative approach led to substantial performance improvements, notably achieving a
5.6% increase in CIDEr on the MS-COCO image captioning benchmark and a 12.9%
rise on Flickr30k [31]. This research signi cantly broadens the potential of VL models
by demonstrating the power of multi-source knowledge integration in enhancing their

capabilities.

1.4 chapter 5:KAUG

Research Problem: After the emergence and increased interest in large, more capable
VL models, we take an ambitious leap by applying the concept of knowledge augmentation
to large-scale VL models [20, 21, 22]. This work also moves beyond simpler tasks like
image captioning on MS-COCO [29] and Flickr30k [31], which typically involve a limited
vocabulary and straightforward questions and answers. Instead, it explores the application of
knowledge augmentation in more complex VL tasks that are closer to real-world scenarios.
The core research question examineavigther large-scale VL models, which already
contain extensive knowledge through large-scale pre-training, still bene t from additional
external knowledgelhese models, consisting of a vision foundation model [28, 32] and

a large language model (LLM) [33, 34, 35], already embed extensive knowledge in their
parameters. The research aims to test and push the limits of knowledge augmentation in
these advanced settings, assessing its impact on the performance of VL models in tasks that
require a deeper, more nuanced understanding. This exploration is crucial in determining
the practical value of enhancing large-scale VL models with external knowledge, marking

an important step in advancing the eld.



Proposed Method and Contribution: To improve large vision and language (VL) models
with knowledge augmentation, the crucial factor lies in acquiring high-quality knowledge,
going beyond what is already ingrained in the parameters of the large vision and language
models. Our approackK AUG, starts with creating a ne-grained and diverse knowledge
database by sourcing objects, attributes, and action words from comprehensive lexical
resources like WordNet [36] and ConceptNet [37]. We then enhance knowledge retrieval
for a given input image by segmenting the image into overlapping sub-regions as queries.
The effectiveness of our methddAuUG, is demonstrated by its improved performance on
various benchmarks, particularly with the LLaVA model [20, 21], a state-of-the-art large
multi-modal model (LMM). This success showcases the signi cant impact and potential
of knowledge augmentation in enhancing advanced Al models, marking an important

advancement in the eld of large multimodal models.



CHAPTER 2
RELATED WORKS

My PhD thesis focuses on the research of knowledge augmentation for vision-and-language
(VL) models and tasks. Therefore, in this chapter, we start reviewing relevant works in VL
tasks in section 2.1 and VL models in section 2.2, and nally cover the works in knowledge

augmentation in section 2.3.

2.1 Vision and Language Tasks

Vision and language tasks represent a critical intersection of computer vision and natural
language processing in arti cial intelligence. These tasks, aimed at understanding visual
content and expressing this understanding through language, are key to developing Al
systems that can interact naturally with humans and their environment. Initially, the focus
was on simpler and more constrained tasks like image captioning and visual question
answering (VQA). Early benchmarks were established by datasets for image captioning such
as MS-COCO [29], Flickr30k [31], Visual Genome [38], NoCaps [39]; as well as datasets
for visual question answering (VQA) such as VQAv1 [40], VQAV2 [41], VizWiz [42], and
GQA [43], which all provided richly annotated images and text (question, answer, and/or
caption) pairs for model training and evaluation. These datasets laid the groundwork for
VL tasks that required object detection, attribute detection, scene understanding, and basic
contextual understanding.

As the eld progressed, the complexity of vision and language tasks increased. Tasks
expanded to include multimodal dialogue systems such as LLaVA benchmark [20], and
MM-VET [44]; more complex VQA scenarios that require external knowledge such as OK-
VQA [45], A-OKVQA [46], and ScienceQA [47]; as well as benchmarks for comprehensive

evaluation of VL models' all-round skills (math, spatial awareness, logic reasoning, etc) such
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as MM-VET [44], MME [48], and MMBench [49]. These advanced datasets and benchmarks
required deeper integration of visual perception with nuanced language understanding and
demanded Al systems not only to identify visual elements but also to comprehend and
articulate these elements within a broader context, often involving abstract concepts and
complex reasoning.

In the initial stages of my thesis, | focused on simpler datasets like MS-COCO and
Flickr30k in the works on Xmodal-Ctx and HAAV, laying a foundational understanding of
knowledge augmentation in VL models and tasks. This established a solid base for exploring
how additional context could enhance VL models. Building on this, my nal w&rkya,
takes a more ambitious turn by testing our knowledge-augmented large VL assistant on
more complex benchmarks such as LLaVA, MM-VET, and MME. The results from these
advanced benchmarks consistently demonstrate performance improvements, showcasing the
effectiveness and scalability of our knowledge augmentation approach in more challenging

VL tasks.

2.2 Vision and Language Models

The initial approaches in vision and language models typically combined convolutional
neural networks (CNNs) [50, 51] for image encoding with recurrent neural networks (RNN

or LSTM) or transformers [30] for language generation. These models aimed to learn joint
representations that could correlate visual features with linguistic elements [52, 53, 54,
55, 56, 57, 58]. In order to further encode more ne-grained details of the input image,
Anderson et al. [14] propose to encode the input image with a set of objects detected by an
object detector [59]. With the set of detected objects, ne-grained and richer information
from the input image such as salient objects, object classes, locations, attributes, etc, are
encoded for the downstream VL task, leading to substantial performance improvements.
Because of its great success, encoding the input image with a set of detected objects has

become a standard approach in many classic VL works [60, 15, 61, 16, 62, 63, 64, 65, 17,



66, 18, 19, 67, 68, 69, 70, 71].

The introduction of large language models (LLMs) like GPT [72, 73], LLaMA [34],
Vicuna [35], and multi-modal image encoders such as CLIP [28], EVA-CLIP [32], and
ALIGN [74] marked a signi cant advancement in vision and language (VL) tasks. These
models, trained on vast and diverse datasets, excel in generalizing across various tasks
without needing task-speci ¢ ne-tuning. However, a major challenge remains in effectively
aligning vision and language modalities for complex VL tasks. To address this, many
approaches [27, 22, 20, 21, 23, 75] use a projection layer to bridge vision and language
models, training this layer on a range of VL datasets. For instance, the LLaVA model [20,
21] employs an MLP layer to project image tokens from CLIP's ViT image encoder [76] into
an LLM's word embedding space, training on datasets like LLaVA Bench COCO-17 [20],
VQA [41, 45, 46], and OCR [77, 78] to enhance modality alignment.

In the initial phase of my thesis, | employ&ti? [16], a compact trained-from-scratch
model, to explore the concept of knowledge augmentation, allowing for quicker experimental
iterations. TheM ? model combines a pre-trained, frozen object detector [59] for image
encoding and a compact encoder-decoder transformer for caption generation. Naturally, this
con guration had limitations, particularly in capturing complex visual information like scene
context and object relationships. Additionally, the language moddl fp being trained on a
limited corpus, had a restricted vocabulary and capabilities. Progressing to the culmination of
my researchkK AUGrepresents a signi cant advancement, applying knowledge augmentation
to large-scale VL assistants like LLaVA [20, 21] and InstructBLIP [22]. These advanced
models, having been trained on extensive and rich datasets, require the integration of high-
guality knowledge to realize further performance enhancements. The transition from the
small-scaleM 2 model to the more complex and capable large VL models of LLaVA and
InstructBLIP illustrates a strategic shift towards harnessing the full potential of knowledge

augmentation in large VL models.



2.3 Knowledge Augmentation

In Natural Language Processing (NLP), Retrieval Augmented Generation (RAG) [79, 80,
81, 82, 83, 84, 85] has emerged as a signi cant advancement that combines the strengths
of information retrieval and generative language models to enhance the generation of text.
This approach enables models to pull in relevant external knowledge, often from textual
knowledge corpora such as Wikipedia, and incorporate this information into their responses,
leading to more informed, accurate, and context-rich outputs. The concept of integrating
retrieval into language generation has its roots in early efforts to improve question-answering
systems and chatbots. The formal introduction of RAG as a speci ¢ framework was marked
by the work of Lewis et al. [81]. They proposed a model that dynamically retrieves
documents during the generation process and conditions the response generation on both
the input query and the retrieved documents. This was a departure from previous methods,
integrating retrieval and generation more closely into a single, uni ed process.

In contrast to Retrieval Augmented Generation (RAG) in NLP, which primarily focuses
on textual data, knowledge augmentation in vision and language (VL) tasks necessitates
cross-modal retrieval. This is because the external knowledge needed to address a particular
VL task is often directly related to the visual content of the input image. The introduction
of the CLIP [28] model has signi cantly bridged this gap by offering robust cross-modal
retrieval capabilities. Trained through contrastive learning on image-text pairs, CLIP
effectively maps images and texts into a shared embedding space. In this space, paired
image and text embeddings are drawn closer based on their cosine similarity scores, while
unpaired ones are pushed apart. This training approach allows for effective cross-modal
retrieval through similarity searches [86] within this joint embedding space, a feature
extensively utilized in various research works, including ours.

In my thesis, the CLIP model also plays a pivotal role in retrieving knowledge for VL

tasks. Diverging from traditional methods that utilize the entire image as a query against
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text corpora like Conceptual Captions [87] or LAION [88, 89], my approach introduces a
more nuanced retrieval technique. By segmenting the input image into slightly overlapping
regions and treating each as a separate query, we can extract more detailed and relevant
information. Additionally, we build a ne-grained knowledge database using words sourced
from lexical datasets such as WordNet [36] and ConceptNet [37], enhancing the quality of
the information we retrieve. This innovative method of knowledge retrieval not only garners
higher-quality knowledge but also consistently boosts the performance when integrating this

knowledge into large VL assistants, marking a notable advancement in the eld.
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CHAPTER 3
BEYOND A PRE-TRAINED OBJECT DETECTOR: CROSS-MODAL TEXTUAL
AND VISUAL CONTEXT FOR IMAGE CAPTIONING

In this thesis on knowledge augmentation for vision-and-language (VL) models and tasks,
the rst work stands as a pioneering work in this domain. It explores the integration of
external knowledge into VL models using basic yet pivotal datasets like MS-COCO [29]
and Visual Genome [38]. This initial study lays the essential groundwork for knowledge
augmentation in the VL domain, demonstrating how adding external context retrieved via
CLIP multi-modal retrieval from a text knowledge database can signi cantly enhance model
performance. It sets the stage for subsequent, more advanced applications of this concept,

marking the rst step in a series of innovations in this research direction.

3.1 Introduction

For vision-and-language (VL) tasks such as generating textual descriptions of an image
(image captioning) [53, 14, 16], it is crucial to encode the input image into a representation
that contains relevant information for the downstream language task. Earlier works use an
ImageNet pre-trained model to encode the input image [52, 53], while recent works [14,
90, 91] achieve much better performance by using objects detected by an object detector
(e.g. Faster R-CNN [59] pre-trained on Visual Genome [38]). The detected objects encode
more ne-grained information from the input image such as object classes, locations, and
attributes, hence achieving substantially better performance.

Despite the success of encoding the input image with detected objects, the object detector
is pre-trainedon datasets such as Visual Genome and &egenduring the training of
the target VL task (on a different dataset). This leads to two major issues as illustrated in

Figure 3.1: (1) the detector may be good at encoding object-centric information but not at
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many other kinds of information necessary for the target VL task such as the relationship
between objects and image/scene level information; and (2) the conditional relationship
between the detected objects and the input image is not jointly optimized for the target VL
task so that features computed by the object detector cannot be re ned before sending into

the VL model, potentially resulting in poor features that are dif cult to ground, for example.

Figure 3.1: Most existing VL methods encode the input image by a set of objects detected
by a frozen pre-trained object detector. This set of detected objects may be able to provide
object-centric information such as object classes, locations, and attributes, but may fail to
encode other information also crucial for the target VL tasks such as object predicates and
image/scene level information.

For (1), most existing works follow prior works [14] to pre-train the object detector on
Visual Genome for object detection and attribute classi cation. This implies that the object
features may be good at encoding object-centric information such as classes, locations,
and attributes, but not at encoding other crucial information. Take image captioning as an
example; as shown in Figure 3.1, such crucial information includes relationships between
objects (object predicates), image/scene level information, etc. Therefore, the rst objective
of this work is to provide information complementary to the detected objects.

Inspired by the way the Visual Genome dataset is constructed, we propose to provide

complementary but necessary information in the form of contextual text descriptions for

13



image sub-regions. However, generating the descriptions for image sub-regions requires
training another image captioning model, which by itself may not be an easy task. Therefore,
we propose to turn the text generation problem intocss-modal retrieval problengiven

an image sub-region, retrieve the thprost relevant text descriptions from a description
database. One way of doing cross-modal retrieval is to search for visually similar images and
return the paired text of thatimage [92, 93, 94, 95]. However, we posit that we can effectively
leverage recent advances in cross-modal pre-training on large-scale image and text pairs,
CLIP [28], todirectly retrieve relevant text given an image. CLIP has two branches, CLIP-I
and CLIP-T which encode image and text, respectively, into a global feature representation,
and is trained to pull paired image and text together and push unpaired ones apart. We
show in subsection 3.3.3 that the text descriptions retrieved by CLIP are more relevant to
the image query compared to those retrieved indirectly by visual similarity. The retrieved
text descriptions by CLIP provide rich and complementary information, thus leading to
substantial performance improvement.

For (2), in most existing works the pre-trained object detector is kept frozen when training
the target VL task. This implies that the conditioning relationship between the detected
objects and the input image is not jointly optimized with the target VL task. Consequently,
the information from a transferred object detector may not result in high-quality features that
can be effectively used by the captioning model, for example in grounding them to words.
Therefore, the second objective of this work is to strengthen the conditioning relationship
between the detected objects and the input image by optimizing this relationship jointly with
the target VL task.

To strengthen the conditional relationship for (2), we should rst encode the input image
into a global feature representation in a way that preserves as much information relevant to
the target VL task as possible. In this work, we choose CLIP-I, the image branch of CLIP
model, as the image encoder. Since CLIP is also pre-trained on a cross-modal VL task, we

show in subsection 3.3.3 that it can better encode information relevant to the target VL tasks
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compared to models pre-trained on image-only datasets. We then use a fully connected
(FC) layer, which is jointly optimized with the target VL task, to model the conditional
relationship.

In this work, we validate our proposed method on the VL task of image captioning. By
addressing the two issues from using a frozen pre-trained object detector described above,
our method improves one of the SoTA image captioning modetsoy +7:2%in CIDEr

and+1:3%in BLEU-4. In summary, we make the following contributions:

Identify the potential issues of using detected objects from a frozen pre-trained object

detector to encode the input image for image captioning.

» Propose a cross-modal retrieval module by leveraging the cross-modal joint embedding
space by CLIP to retrieve a set of contextual text descriptions that provide information

complementary to detected objects.

* Propose an image conditioning module to strengthen and jointly optimize the con-
ditional relationship between the detected objects and the input image such that the

features are more effective and support tasks such as grounding.

* Improve SOoTA object-only baseline model by a substantial margin and provide thor-
ough guantitative and qualitative analyses for the proposed two modules and the

design choices made within each module.

3.2 Method

3.2.1 GraphicalModel

Most existing works model the image captioning problem with a graphical model shown
in Figure 3.2a, where given an input image a set of object® are detected by a frozen

pre-trained object detector, and the captibors generated conditioned @ The graphical
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(@) (b)

Figure 3.2: Graphical models ¢&) most existing image captioning models, wh&ras

the input imageQ is a set of objects detected by a frozen pre-trained object detector; and
(b) our proposed model with a newly introduced nddewhich represents a set of text
descriptions of image sub-regions.

model with the chain structure shown in Figure 3.2a can be derived as:

Y
p(yjx) = P(YiiX;Y1i 1)
Y X |
P(OjX;y1i 1)P(YilX;0;Y1i 1)

Y X
p(ojx)p(Yijx; 0;Y1i 1) (3.1)

Y X
P(ojx)p(Yijo; yri 1) (3.2)

Yi (¢}
P(Yijo; Yui 1) (3.3)

wherep(yijo; Y1 1) is modeled as an auto-regressive caption generation model. Between
Equation 3.1 and Equation 3.2, it is assumed thabmpletely encode all necessary in-
formation ofx so thaty; is conditionally independent of. Between Equation 3.2 and
Equation 3.3, researchers typically take the argmax and threshold to select a xed set of
detected objects from the object detector. From the graphical model derived above, we can
clearly identify the two major issues arising from a frozen pre-trained object detector. First,
the assumption that completely encodes all necessary information ofn practice, the
object detector pre-trained on Visual Genome for object detection and attribute prediction
may fail to encode crucial information &f such as the relationship between objects and
image/scene level information. Second, the conditional relationship between the detected

objectso and the input imag& is computed by a frozen pre-trained object detector and
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is not jointly optimized with the target image captioning task. Therefore, the features
computed by the frozen pre-trained object detector cannot be re ned before sending into
the auto-regressive caption generation model, leading to potentially poor features especially
given that they are trained on a different dataset.

To mitigate issue (1), one e solution is to pre-train the object detector to predict
other information such as the predicates between objects so that more complete information
can be encoded hy. However, it is still an open research question to effectively train a
network to model the interaction between objects, especially across datasets [96, 97, 98, 99,
100]. Therefore, in this work, we propose to insert another fodeo the model, as shown
in Figure 3.2b, to encode information complementar@taithout re-training the object
detector. By including bot® andT, more complete information of is encoded, and thus
the conditional independence assumption between Equation 3.1 and Equation 3.2 are better

supported. We can similarly derive the graphical model with the newly introducedTnode

Y
p(yjx) = P(YiJX; Y1i 1)
Y X
= p(o; tjX;y1i 1)P(YijX;0;t; Y1 1)
i OT
Y X
= p(o; tjix)p(yijX; 0, t;y1i 1) (3.4)
i OT
Y . . .
= p(ojx)p(tjx)p(yijx; 0 t;yri 1) (3.5)
i OT
Y . . .
= p(ojx)p(tjx)p(yijo; t; yui 1) (3.6)
i OT
Y X
' p(tix)p(yijo; t; yai 1) (3.7)
i T
Y .
' p(Yijo;t;y1i 1) (3.8)

Between Equation 3.4 and Equation 3.5, given the input inxggeandt are condition-
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ally independent given the structure of the graphical model shown in Figure 3.2b. Between
Equation 3.5 and Equation 3.6, assuon@ndt completely encode all necessary informa-
tion of x, y; is conditionally independent of. Between Equation 3.6 and Equation 3.7,
researchers typically take argmax and threshold to select a xed set of detected objects from
the object detector. Between Equation 3.7 and Equation 3.8, we propose to retrieve a xed
set of topk most relevant text descriptions for each image crop.

To mitigate issue (2), we propose to use a fully connected (FC) layer to re ne the features
of each detected object conditioned on the features of input irdagehe FC layer is jointly
optimized with the training objective of the image captioning task in order to strengthen the
conditional relationship betwee&n andX , and we show such feature re nement can lead to

features supporting qualitatively and quantitatively improved grounding and results.

Figure 3.3: Model architecture. We propose (1) a cross-modal retrieval module to retrieve a
set of contextual text descriptions that provide information complementary to the detected
objects as shown in the yellow box. We also propose (2) an image conditioning module to
strengthen the conditional relationship between the detected objects and the input image as
shown in the green box. The models with shaded patterns (text encoder, image encoder, and
object detector) are pre-trained %nd kept frozen. Only the FCs and the captioning model are
trained for the target VL task. The symbol represents concatenation operation along the
feature dimension. Each token §ymbol) represents@dimensional feature vector. The
image features (green token) are broadcast before the concatenation operation.

We illustrate the overall model in Figure 3.3. To address issue (1), we introduce a

cross-modal retrieval module (yellow box) to retrieve a set of text descripfidhat encode
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(a) Original image and th@) Five crops and the ré) Nine crops and the re-
retrieved top-5 most relevatrieved top-5 text descriptiortsieved top-5 text descriptions
text descriptions. for the crop in the blue box. for the crop in the blue box.

Figure 3.4: Retrieved top-5 most relevant text descriptiongapthe original image(b) the
image ve crops, andc) the image nine crops. For ve crops and nine crops, we show the
retrieved text descriptions for the crop in the blue box.

information complementary to detected objedtfrom the input image. To address issue

(2), we introduce an image conditioning module (green box) to strengthen the conditional
relationship between the detected object and the input image. Key to our method is that
both of these approaches will allow us to leverage large-scale cross-modal models that
have recently been introduced. In the rest of this section, we describe how to Bhitain

subsection 3.2.2 and how to model the conditional relationship in subsection 3.2.3.

3.2.2 TextDescriptions

In the last section, we introdudg a set of text descriptions providing information comple-
mentary to the detected obje€@s Imagine when one is asked to describe an image, he/she
may rst focus on local regions of the image and then gradually merge the local information
to generate the nal description of the whole image. Similarly, we propose to generate
text descriptions for image sub-regions as shown in Figure 3.4 so that those descriptions
contain more details and provide more complete information of the input image that can
be merged in the later stage. Instead of training another captioning model for generating

descriptions of image sub-regions, which by itself may not be an easy task, we propose

19



to retrieve topk most relevant descriptions from a description database for each image
sub-region, thus turning this into a cross-modal retrieval problem. We describe the three
steps for cross-modal retrieval as follows.

Description databaseThe descriptions database is the source of relevant text descrip-
tions for an image sub-region, and we choose thektopest relevant ones. In this work,
we propose to parse the annotations from the Visual Genome dataset (which is already
commonly used to train object detectors on) to construct the description database. Instead
of taking theregion descriptiongrom Visual Genome, which contain many similar sen-
tences (and we show to be inferior in experiments), we parse the annotatatsooftes
andrelationships Speci cally, the attribute annotations take the form of “attribute-object”
pairs. We rst convert the object name to its synset canonical form and then collect all the
“attribute-object” pairs. On the other hand, the relationship annotations take the form of
“subject-predicate-object” triplets. We similarly convert the subject and object names to their
synset canonical forms and then collect all the “subject-predicate-object” triplets. Finally,
we merge all the collected “attribute-object” pairs and “subject-predicate-object” triplets
and remove duplicates to construct the descriptions database.

Text description retrieval. Our goal is to retrieve the tok-most relevant text descrip-
tions from the description database given a query of an image sub-region. This involves two
sub-problems: (1) how to generate image sub-regions and (2) how to perform cross-modal
retrieval between image and text. For (1), we propose to generate the ve crops (Figure 3.4b)
and nine crops (Figure 3.4c) of the original image. These crops may contain multiple objects
rather than just a single salient object, which is bene cial for capturing the interaction
between objects if we are able to retrieve good text descriptions for the crop. For (2), we
propose to leverage the cross-modal joint embedding from CLIP [28] for this cross-modal
retrieval problem. The CLIP model has two branches: the image branch CLIP-I and text
branch CLIP-T that encode image and text into a global feature representation, respectively.

CLIP is trained on large-scale image and text pairs such that paired image and text are
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pulled together in the embedding space while unpaired ones are pushed apart. With the
pre-trained CLIP model, the cross-modal retrieval problem becomes a nearest neighbor
search in CLIP's cross-modal embedding space. Speci cally, we use CLIP-T to encode all
text descriptions in the description database as the searching keys. The image sub-region
from ve crops and nine crops as well as the original image is encoded by CLIP-I into a
query. We then search in the description database for the text descriptions with e top-
highest cosine similarity scores. Therefore, we will have a set of retrieved text descriptions
T = fti ji 2 foriginal, ve, nineg;j 2 f 1;2;::;;#cropsg; k 2 f 1;2;:::;topkgg, where
subscripti represents whether it is from the original image, ve crop, or nine crop sets;
subscripy represents thg-th crop fort; (e.g. top-left, bottom right, etc. for ve crop);
#CroPSoriginal, ve, nineg €0UAIS td 1, 5, 9, respectively; and subscriktrepresents the tok-th
retrieval. Some examples of the top-5 results are shown in Figure 3.4.

Text encoding After retrieving the set of text descriptiods = ft;j, g, we use a
pre-trained text encoder to encode each of them into a global representation. In this work,
we use a frozen pre-trained CLIP-T as the text encoder as CLIP is similarly pre-trained
on a VL task so that it could better encode relevant information for the target VL task
from the retrieved text descriptions. The three steps described above, from constructing the
description database to searching it and nally encoding the retrieved text descriptidns for
can be done of ine for each image in the benchmark dataset in the same way as the detected
objectsO. To further distinguish between differeinforiginal, ve crop, or nine crop) angd

(j -th crop fort;), we add a learnable embeddingitq. for differenti and; .

3.2.3 ImageConditioning

In subsection 3.2.1, we propose to model and strengthen the conditional relationship between
the detected obje® and the input imagX so that the features computed by the object
detector can be re ned before sending into the captioning model. Since the text descriptions

are also retrieved of ine by the pre-trained CLIP model, we similarly want to strengthen
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the conditional relationship between the retrieved text descripficsusd the input image

X . As shown in the green box of Figure 3.3, we propose to condition each detected object
and retrieved text description on the input image, and model this conditional relationship by
fully connected (FC) layers.

To condition the detected objeaisand the retrieved text descriptioh®n the input
imagex, we rst encodex into a global representatidiy 2 R%. We require that the
encoded representation forpreserves as much information relevant to the target VL task
as possible. In this work, we use a frozen pre-trained CLIP-I as the image encoder as it is
similarly pre-trained on a VL task such that it could better encode information relevant to the
target VL task from the input image. We use the following notatians: f o;; 0,; :::; 0, 0,
where eaclo 2 R%, is a set of objects detected by a frozen pre-trained object detector; and
t = ftjx j8i;j; k g, where eaclh 2 R% is the set of retrieved text descriptions encoded

by CLIP-T (described in subsection 3.2.2). We then model the conditional relationship as:

6m = drop(fco(normy([om; fx1)))

fisc = drop(fcy (norm, ([t 1 41)):

(3.9)

where[ ; ] is concatenation along the feature dimensioormis a layer normalization
layer, anddrop is a dropout layer. Note that we encode egcbeparately with different

FC layers and norm layers as those are text descriptions retrieved for different granularity
(original, ve crops, or nine crops). Finally, we collect the image conditioned sequences:

0= 01,00 5000, 6 = fiju j8I Kk 0.

3.2.4 ImageCaptioning

Incorporating the image conditioned objeétand text description§ into an image caption-
ing model is simple. As shown in Equation 3.1, an image captioning model is typically an
auto-regressive mode(yijo;y1i 1), which takes a sequence of detected objeds input.

Therefore, without modifying the image captioning model, we simply need to concatenate
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the image conditioned objeafsand text description§ along the sequence dimension as

z = [6; Coriginai; €ve ; fhinel, @and feedz into it in place ofo asp(yijz;y1i 1). The model can

then be trained with the commonly used maximum log-likelihood loss for word prediction
and ne-tuned with the RL loss using CIDEr score as reward [101, 16] in the same way as

before.

3.3 Experiments

3.3.1 ImplementatiorDetails

In this work, we incorporate our method into one of the state-of-the-art image captioning
models,M 2 [16], and train and evaluate our method on the Karpathy split [53] of the
MS-COCO dataset [102]. We tune the thgarameter on the validation set and nd that

the performance saturateskat 12. Therefore, we sét = 12 across all the experiments.

In our proposed model shown in Figure 3.3, the image encoder CLIP-I and text encoder
CLIP-T are both frozen. Only the FC layers are trainable, which contains one order fewer

parameters compared to the image captioning model.

3.3.2 Main Results

We rst compare with the trained-from-scratch methods in Table 3.1. We show the results
on the test set with cross-entropy training and then SCST RL ne-tuning [101]. With com-
plementary information provided by the retrieved text descriptions and image conditioning,
our method improves the baseline moleP by +7:2%in CIDEr and+1:3%in BLEU-4,
and compares favorably with all previous trained-from-scratch methods across all metrics.
We then compare with the methods with more advanced pre-training techniques in
Table 3.2, and show that when combined together, our method performs competitively
against state-of-the-art VinVL [107]. Speci cally, VinVL improves the object features by
pre-training a larger object detector model on large training corpora that combine multiple

object detection datasets, as opposed to the conventional approaches that pre-train the object
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Table 3.1: Image captioning results on the test set of MS-COCO Karpathy split [53]. We
incorporate our proposed method into the baseline image captioning iMotlaking their
released code. For fair comparison, we also show the performance of the released code
(denoted a$/ %), which is slightly lower than those reported in the paper.

Method BL B4 M R C s
SCST[101] - 342 267 557 1140 -

Up-Down [14] 79.8 363 277 569 1201 214
RFNet [103] 79.1 365 277 573 1219 212
HIP [104] - 382 284 583 1272 219
GCN-LSTM[105] 80.5 38.2 285 583 127.6 220
SGAE [106] 80.8 384 284 586 1278 221
ORT [61] 80.5 38.6 287 584 1283 226
AoANet [15] 80.2 389 292 588 1298 224
M 2[16] 80.8 39.1 29.1 584 1312 226
M 80.2 384 29.1 584 1287 229
M % + Ours 815 39.7 30.0 595 1359 23.7

detector on the Visual Genome (VG) dataset. On the top half of Table 3.2, we can see that
our method is able to provide information complementary to VinVL pre-trained detector
and achieves better performance compared MitFf + VinVL detector. On the other hand,
recent methodse(g. OSCAR [108] and VinVL [107]) propose to pre-train the cross-modal
transformer on large corpora of image-caption pairs and achieve SoTA performance. On the
lower half of Table 3.2, by combining our method with OSCAR [108], our method achieves
competitive performance compared to VinVL, which requibesh large-scale detector
pre-training and transformer pre-training. Lastly, by comparing OSCAR and OSCAR+Qurs,
we verify our claim that our proposed method indeed provides information in addition to

objects, as OSCAR explicitly includes object tags of the image as part of the inputs to the

model.

3.3.3 Analysis

To verify the effectiveness of the proposed text description module and the image condition-

ing module, as well as the design choices made within each module, we provide detailed
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Table 3.2: Detector pre-trainings.transformer pre-training. When combined with other
advanced pre-training techniques, our proposed method achieves competitive performance
against VinVL [107], state-of-the-art method wiblrthlarge-scale detector and transformer
pre-training.

Detector Transformer

Model Pre-training Pre-training B-4 c S
M % VinVL [107] None 405 1359 235
M % + Ours VinvVL None 41.4 1399 24.0
OSCAR [108] VG [38] 6.5M 405 1376 228
VinVL [107] VinvL 8.85M 409 1404 251
OSCAR + Ours VG 6.5M 41.3 1422 249

analyses in this section.

Ablation study. We ablate the two major components proposed in this work: (1) text
descriptions and (2) image conditioning. We useNhé model trained with cross-entropy
loss as the baseline model, which uses only the detected objects to encode the input image.
Results are shown in Table 3.3. We can see that adding either one of text descriptions or
image conditioning brings substantial performance improvement compared to the baseline
model. Overall, with these two modules combined, our proposed method ach&&s
performance improvement in CIDEr an@ :3%in BLEU-4. This means the proposed two
components are indeed capable of providing information complementary to the detected
objects, and the complementary information is bene cial for image captioning. Qualitatively,
we show some top-5 retrieved text descriptions in Figure 3.4, where we can see that the
retrieved text descriptions well describe the image sub-regions and provide complementary
information such as object predicates.

Text descriptions retrieval by visual similarity. In subsection 3.2.2, we propose to
leverage the cross-modal joint embedding from CLIP to retrieve text descriptions for each
image crop. Another common way of performing cross-modal retrieval is to search for
visually similar images and return the paired text of the image [92, 93, 94, 95]. In the
analysis, we rst encode the image crop as query and encode the bounding boxes (bboxes)

annotations from Visual Genome as key with an image encoder (either R-101 [51], MoCo-
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Table 3.3: Ablation study for the proposed text descriptions (denot@dx@dsand image
conditioning (denoted dsnagg. The rst row without Textandimagecorresponds to the
baseline model using only detected objects for encoding the input image.

Text Image B-1 B-4 C S

75.74 3547 11239 2041
X 77.33 36.96 116.84 21.41
77.07 37.12 116.99 21.30
X X 7745 37.74 118.87 21.45

X

v2 [109], ViT [76] or CLIP-I [28]). Then the topk bboxes with the highest cosine similarity
scores are selected and the text descriptions associated with the selected bboxes are returned
as the retrieved text descriptions. Finally, we trainthé model with detected objects and

the retrieved text descriptions. We can see in Table 3.4 that incorporating text descriptions
retrieved by visual similarity does not bring much performance improvement compared to
the object-only baseline. Qualitatively, we can see in Figure 3.5 that many of the retrieved
text descriptions are irrelevant to the query image. On the other hand, by leveraging the
cross-modal joint embedding by CLIP, the retrieved text descriptions are highly relevant to
the query image. Therefore, the retrieved text descriptions can provide complementary and

relevant information, which is bene cial.

Table 3.4: Retrieving text descriptions by visual similarity with different image encoders.
We test different image encoders: R-101 [51], ViT [76], MoCo-v2 [109], or CLIP-1[28]. We
train theM 2 model with cross-entropy loss. The image conditioning module is not included
in order to isolate the effect of the retrieved text descriptions.

Encoder B-1 B-4 C S
R-101 [51] 75.82 36.27 112.77 20.54
ViT [76] 76.00 35.13 11253 20.52
MoCo-v2 [109] 76.03 35.35 112.06 20.51
CLIP-1 [28] 75.87 36.52 113.66 20.66

Object only baseline  75.74 35.47 112.39 20.41
Ours (CLIP) 77.07 37.12 116.99 21.30

How to retrieve text descriptions?In subsection 3.2.2, we describe how to construct the
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Figure 3.5: Retrieved text descriptions for the image sub-region in the blue boxtivpin
cross-modal joint embedding by CLiFs. (bottom)visual similarity by CLIP-I.

description database where the text descriptions are retrieved from, and how to retrieve text
descriptions by image crops (see Figure 3.4). In this subsection, we answer the following
guestions: (1) Is the nal performance sensitive to the description database? (2) How
effective is the proposed text retrieval method by using different image crops as query? We
train theM ? model with detected objects and the text descriptions retrieved with different
methods. For (1), we construct the description databse on different image captioning
datasets including Visual Genome [38], MS-COCO [102], and Conceptual Captions [87]. In
Table 3.5, we show that the performancedt sensitive to the description databases the text
descriptions are retrieved from. For (2), we ablate the text retrieval strategies of using the
whole image, ve crops, nine crops or the combination of all the above in Table 3.6. We
can see that using image crops to retrieve more ne-grained text descriptions is bene cial.
Qualitative results of the retrieved ne-grained text descriptions using different image crops

are shown in Figure 3.4.

Table 3.5: Text descriptions retrieved from different image captioning datasets.

Caption

dataset B-4 c S

- 35.47 11239 2041
CocCo 37.37 117.17 21.19

CC 37.30 117.13 21.14
VG (Ours) 37.12 116.99 21.30
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Table 3.6: Text descriptions retrieved by using different image crops as query.

Query B-4 C S

- 3547 11239 2041
Whole 36.39 115.98 20.94
Five 37.04 116.73 21.21
Nine 36.95 116.03 21.10
All (Ours) 37.12 116.99 21.30

Modeling of image conditioning In subsection 3.2.3, we model the conditional
relationship between the detected objects and the input image by an FC layer. In this
subsection, we answer the following questions: (1) What is the better way to model image
conditioning? (2) What is the better pre-trained image encoder to encode the input image
for image conditioning? We train thé 2 model with detected objects with different image
conditioning methods. For (1), an alternative is to treat the image features as an additional
token, send them into the captioning model together with the set of detected objects, and
let the transformer module inside the captioning model learn the conditional relationship.
The image features could be a single token of its global vector representation [66, 110,
62] (denoted as TF-V) or a sequence of tokens of the grid features (denoted as TF-G). In
Table 3.7, we see that our proposed simple FC method is the most effective. Since the
computational complexity grows quadratically with respect to the input sequence length for
a transformer model, substantially increasing the length of the input sequence (#Tokens)
such as TF-G is undesirable. By using an FC layer to fuse the features of the detected objects
and the input image, we do not increase the length of input tokens. On the other hand, even
though TF-V only increase #Tokens by one, it underperforms our proposed FC method.
For (2), we also propose to use CLIP-I to encode the input image for image conditioning
in subsection 3.2.3. We claim that CLIP-I pre-trained on a similar VL task is capable of
preserving as much relevant information from the input image as possible compared to the
models pre-trained on image-only datasets such as ImageNet (IN) 1K/21K [111] or JFT-

300M [112]. To verify this claim, we compare image encoded by different image encoders,
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R-101 [51], BIT [113], ViT [76], and CLIP-I [28]. In Table 3.8, we can see that using
CLIP-I, which is pre-trained on V+L tasks, as the image encoder performs substantially

better than using R-101, BiT, and ViT, which are all pre-trained on image-only datasets.

Table 3.7: Different image conditioning methods. See text for detailed descriptions of TF-V
and TF-G. We use CLIP-I to encode the input image.

Conditioning
Method #Tokens B-4 C S

- 50 3547 11239 2041
TF-V 51 36.66 116.01 21.16

TF-G 100 36.75 116.22 21.36
FC (Ours) 50 36.96 116.84 2141

Table 3.8: Image conditioning with image encoded by different pre-trained models. We use
the FC method to incorporate the encoded image features.

Pre-trained

Encoder Dataset B-4 C S
R-101 [51] IN-1K [111] 35.64 113.20 21.00
BiT [113] JFT-300M[112] 36.08 114.00 20.95

ViT [76] IN-21K [111] 35.97 113.19 20.82

CLIP-1[28]  400M[28]  36.96 116.84 21.41

How does image conditioning help.In subsection 3.2.3, we claim that jointly opti-
mizing the conditional relationship between detected objects and input image helps re ne
the object features to aid with grounding. To verify this, we train the captioning model on
the Flickr30k [31] dataset, which provides the grounding annotations between image and
caption pairs. Following the standard approach as other image captioning works, we nd the
most attended object using Integrated Gradient [114] for each word. Out of 1,014 validation
images, our method that re nes the object features by image conditioning correctly localizes
421 objectswhile the baselin® 2 only localizes287 objects We show some qualitative

grounding examples in Figure 3.6, Figure 3.7, Figure 3.8, Figure 3.9.
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(a) Most attended obiject (in blue box) for generating each word using objects
from a pre-trained object detector.

(b) Most attended object (in blue box) for generating each word using objects
re ned by our image conditioning module.

Figure 3.6: Example ofA chef in a kitchen plating food out of a pan.

(a) Most attended object (in blue box) for generating each word using objects
from a pre-trained object detector.

(b) Most attended object (in blue box) for generating each word using objects
re ned by our image conditioning module.

Figure 3.7: Example ofA man is slicing meat with a knife.
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(a) Most attended object (in blue box) for generating each word using objects
from a pre-trained object detector.

(b) Most attended object (in blue box) for generating each word using objects
re ned by our image conditioning module.

Figure 3.8: Example ofA bathroom with a black door and a white tub.

(a) Most attended obiject (in blue box) for generating each word using objects
from a pre-trained object detector.

(b) Most attended object (in blue box) for generating each word using objects
re ned by our image conditioning module.

Figure 3.9: Example ofA pair of men looking at a tablet on a table.
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3.4 Conclusion

In this work, we address the limitations of using pre-trained frozen object detectors as
the sole input to auto-regressive models in image captioning. We speci cally propose to
add an auxiliary branch in the graphical model, leveraging advances in large pre-scaled
multi-modal models to retrieve (from the same dataset that the object detector is pre-
trained on)contextual attribute and relationship descriptionsurther, we re ne both

the detector outputs and retrieved context descriptors in an image-conditioned manner,
through a simpli ed architectural design that avoids signi cant computational overhead, and
show that such conditioning improves quantitative results. We perform thorough analysis
demonstrating that both retrieved text and image conditioning improve results (and jointly
even more so), that the multi-modal CLIP model is uniquely suited to our approach, and
grounding improvements. We also demonstrate signi cant performance improvements, up

to +7.5% in CIDEr and +1.3% over already strong state of art.
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CHAPTER 4
HAAV: HIERARCHICAL AGGREGATION OF AUGMENTED VIEWS FOR
IMAGE CAPTIONING

Expanding on our earlier success in knowledge augmentation for vision-and-language
(VL) models, this phase of the research enriches these models with a broader array of
knowledge sources. We integrate diverse inputs such as detected objects, text descriptions
from CLIP cross-modal retrieval, and image grid features from CLIP image encoders. This
enrichment provides VL models with more information and knowledge, and thereby a
deeper understanding of visual content. However, it also presents challenges: longer input
sequences and the potential for more noise in the knowledge sources. Our focus, therefore,
is on ef ciently and effectively harnessing these diverse knowledge sources to enhance the

VL models.

4.1 Introduction

A large amount of progress has been made in vision-and-language (VL) tasks such as image
captioning [29, 39], visual question answering [41, 43], and image-text retrieval. For these
tasks, recent methods [107, 108, 115, 116] observe that encoding the input image by an
object detector [59] pre-trained on Visual Genome [38] into a set of detected objects is not
suf cient. To provide information complementary to detected objects, recent works proposed
to encode an input image by different pre-trained models and into different modalities, and
achieve substantial performance improvement by combining these heterogeneous encodings.
For example, some works encode from the visual perspedigestronger object detector
pre-trained on a larger vocabulary and datasets [107] or global image features [110]), while
other works encode from the textual perspecteg.(mage tags [108] and text descriptions

of image regions [116]).
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Figure 4.1: HAAV,HierarchicalAggregation oAugmented/iews, for image captioning

at the step of predicting the worddfd. First, heterogeneous views such as detected
objects [14], image grid features [115], and text descriptions [116] are generated from the
input image by existing methods. We propose to regard these views as augmentations of the
input image, and independently encode each view by a shared transformer encoder ef ciently.
A contrastive loss is incorporated to improve the representation quality of heterogeneous
views. Finally, our proposed hierarchical decoder models the effectiveness of each view
and adaptively weighs them according to their effectiveness for predicting the current word
“sofd.

Given the great success of incorporating various heterogeneous encodingsia, “
one research question emerges naturélbw toef ciently andeffectivelyleverage these
heterogeneous views for caption generatiéio? ef ciency, three factors are particularly
important: computation, parameter count, and label ef ciency. State-of-art VL and image
captioning models are typically a transformer encoder-decoder model [30], which has
undesirable quadratic computational complexity with respect to the input sequence size.
Therefore, as more views are incorporated, each represented by a sequence of tokens, we
should carefully manage the computation and model size. Moreover, on the medium-scale

MS-COCO image captioning benchmark [29]Q.6M training samples), we should take
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label ef ciency into consideration when training the data-hungry [76] transformer model
to avoid negative effects such as over tting. Feffectivenessdifferent views contain
some shared and some complementary information of the input image. Therefore, it is
important to model the effectiveness of views and adaptively weigh them according to their
effectiveness for predicting each word. Take image captioning in Figure 4.1 as an example,
when predicting the current worag6fd, for the incomplete captiontdiack bags sitting on
top of a_?”, if say, the view of detected objects fails to detect sofa in the input image, the
captioning model should down-weigh the less effective view of detected objects and rely
on other more effective views that properly encode the information about sofa. With these
considerations in mind, we propose HAANjerarchicalAggregation ofAugmentedv/iews.
In HAAV, given a set of heterogeneous views of the input image from existing works such
as detected objects [14], image grid features [115], and text descriptions [116], we propose
to (1) regard heterogeneous views as augmentations of the input image, and (2) devise a
hierarchical decoder layer to account for the effectiveness of heterogeneous views.

For (1), by regarding views as augmentations, we naturally choose tosiseeitrans-
former encoder to encode each viesependentlyCompared to methods that concatenate
all views into a long sequence as input [108, 107, 116], where the computational complexity
scales up quadratically with respect to the number of views, our method scales up linearly.
Compared to models that use entire models per view [15, 16, 101, 103] or methods that
encode each view with unshared encoders [19, 117, 118, 119], our method is more parameter
ef cient. Furthermore, data augmentation increases data diversity and thus improves data
ef ciency, which is particularly important for training data-hungry transformer models. Last
but not least, by regarding heterogeneous views generated by different pre-trained models
as augmentations of the input image, we incorporate a contrastive loss in a novel way to
help representation learning of heterogeneous views and increase data ef ciency [120, 121,
122]. Different from how other VL methods [28, 74, 123, 19, 124] incorporate a contrastive

loss, our formulation doesot require annotated pairs.g. human annotated image-caption
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pairs in MS-COCO or image-text pairs scraped from the internet [87]) and can work with
unlabeled image-only data to achieve better performance.

Also crucially, for (2) we devise a hierarchical decoder layer, which modi es the
standard transformer decoder layer by introducing two-tiered cross-attention modules. The
hierarchical decoder rst aggregategthin each view at the token level and then aggregates
acrossviews at the view level. By introducing this hierarchical aggregating structure, we
can better model the effectiveness of views and adaptively weigh them according to their
effectiveness. For example, in section 4.3 Experiment, we show that if we add noise to a
certain view or mask out a prominent region of the input image, the proposed hierarchical
decoder indeed down-weigh the noised and masked view when generating words and
captions.

To sum up, in this work, given a set of heterogeneous views of the input image from
existing works, we focus on how &f ciently andeffectively leverage these views and
make the following contributions: (1) regard heterogeneous views as augmentations of the
input image and propose a novel use of contrastive loss to improve computation, parameter,
and data ef ciency; (2) devise a hierarchical decoder layer to model the effectiveness of
each view and weigh each view accordingly for caption generation; (3) achieve signi cant
improvement of +5.6% CIDEr on MS-COCO over state of the art, and achieve comparable or
often better performance compared with methods using large-scale transformer pre-training
even though we do not do so; and (4) provide thorough ablations and rigorous analyses to

validate our proposed method for ef ciency and effectiveness.

4.2 Method

4.2.1 Overview

In image captioning, given heterogeneous views of the input image from existing works
(see Figure 4.1) such as detected objects [14], image grid features [115], and text descrip-

tions [116], we aim teef ciently andeffectivelyleverage these views for the target image
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captioning (IC) task. Following the successful paradigm of image captioning [14, 16, 116],
an input image is rst encoded by frozen pre-trained models into heterogeneous views
fvi;va; i vjvj0, eachv represented by a sequencededimensional tokens. These views

are then fed into an IC transformer encoder-decoder model, where the IC-encoder encodes
important information fronv into u for the later decoding step, and the IC-decoder gener-
ates captiong conditioned on the encoded views In the rest of the work, since the input
image is encoded into by some frozen pre-trained models from existing works and is not
the focus of this work, for the sake of brevity, we ussput views$ or simply “views for v,

“encoded viewdor u, and ‘encodé for the encoding process by the IC-encoder.

Figure 4.2: Model architecturgLeft) An input image is rst encoded by some frozen
pre-trained models into a set of heterogeneous viewsv,; vsg, each represented by a
sequence afi-dimensional tokens . These input views are regarded as augmentations of

the input image, and thus are encoded independently with a shared transformer encoder into
fuq;u,; usg. (Right) To model the effectiveness of the encoded viemfsr current word
prediction, we propose a hierarchical decoder layer that rst aggregates within each encoded
view u at the token level with a sharéZfossAttn,; module, and then aggregates across the
encoded views at the view level with a CrossAifrmodule. For clarity of illustration, we

only show operations for the currept token and not thg,.;: ; past tokens.

In subsection 4.2.2 we revisit other successful paradigms in heterogeneous view image

captioning: methods that use a separate entire model per view [15, 16, 101, 103] and
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concatenation of views [108, 107, 116]. By comparing the pros and cons of these two
methods, we aim to propose our method that can ef ciently account for the effectiveness
of input heterogeneous views for caption generation. In subsection 4.2.3, we rst propose
to regard input views as augmentations of the input image, and thus naturally choose to
encode each independentlyvith asharedIC-encoder intais. This formulation is more

ef cient in terms of computation, parameter, and label. It also allows us to add a contrastive
loss in a novel way to help representation learning of the encoded vieersd increase

label ef ciency. In subsection 4.2.4, we then proposeaarchical decoder layeto rst
aggregatevithin each encoded view at the token level and then aggregatzossall u

at the view level. By introducing this hierarchical aggregating structure, the decoder better
models the effectiveness of encoded viewsnd adaptively weighs them according to their

effectiveness. The overall model architecture is illustrated in Figure 4.2.

4.2.2 Heterogeneousgiews ImageCaptioning

We start by reviewing two closely related formulations in existing works: (1) combining
separate models for each view [15, 16, 101, 103] and (2) concatenation of input views [108,
107, 116]. For (1)jV] captioning models are trained independently for each input view. The
word probability predicted by these models is averaged as the nal prediction. For (2), all
input views, each represented by a sequence of tokens, are concatenated along the sequence
dimension to form a single long view. The concatenated view is then fed into a single image
captioning model for caption generation.

These two formulations are two extreme cases. In (1), views are encoded and decoded
independently, and the effectiveness of each view is not accounted for to generate the nal
prediction. The computational complexity scales linearly, but the number of parameters also
scales linearly with respect {¥'j. In contrast, in (2), views are encoded and decoded jointly,
and the effectiveness of views for caption generation is modeled internally by the attention

module within the encoder and decoder layers. The number of parameters remains constant,
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but this formulation has undesirable quadratic computational complexity with respect to
jV]j. We ask:can we nd a middle ground between these two formulations that enjoys the
advantages of both3peci cally, we would like to model the effectiveness of views for

caption generation in (2), but at the same time maintain linear computational complexity in

(1) and a constant number of parameters in (2).

4.2.3 Heterogeneougiew Encoding

We rst observe that each input view is generated from the input imageand thus
contains partial information ok. This means that input views can be regarded as
augmentations [125] of the input imagethat describex from different perspectives. Just

like how we use data augmentation in computer vision, we would not concatenate all of the
augmented images into one single image before sending it into the model or use different
encoders to encode different augmented images. Therefore, we propose to decouple the
roles of the IC-encoder and the IC-decoder. Eads encodedndependenthusing a
sharedIC-encoder intou ef ciently for the later decoding step. The IC-decoder then
models the effectiveness of encoded viewand adaptively weighs them according to their
effectiveness. We will focus on the IC-encoder in this section and the IC-decoder in the next
section.

By encoding each view independently, the computational complexity scales up lin-
early ©O(jVj)), which is computationally ef cient. By encoding each view with a shared
IC-encoder, the model size stays const@ntl))), which is parameter ef cient. Data augmen-
tation also increases data diversity and thus improves label ef ciency. Furthermore, since
we regard heterogeneous input views as augmentations of the input image, we propose to
add a contrastive loss [126, 109, 127, 120] to improve the representation quality of encoded
heterogeneous views. In contrastive learning, augmented views from the same input image
are positive pairs and those from different images are negative pairs. The representation of

positive pairs is pulled together in an embedding space while the representation of negative
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pairs is pushed apart. To further increase diversity across heterogeneous views for the
contrastive loss [127, 125, 128, 129], we add channel-wise and sequence-wise dropout
during training. For channel-wise dropout, each channel across views and sequences is
randomly zero-ed out with probabilitx. For sequence-wise dropout, each token, which

is ad-dimensional feature vector, across views is randomly zero-ed out with probability
ps. Note that our goal is not to propose a new contrastive loss here but to incorporate an
existing one in a novel way in the VL setting. Compared to how most other VL pre-training
methods incorporate a contrastive loss [28, 74, 123, 19, 124], where paired annotations such
as image and text pairs annotated by human or scraped from the internet are required, our
formulation only requires input imageithout paired annotations to construct positive and

negative pairs.

4.2.4 Heterogeneousgiew Decoding

Given the encoded views from the IC-encoder, in this section we shift our attention to the
IC-decoder to account for the effectivenessidbr predicting each word. Speci cally, the
IC-decoder should adaptively weigh each encoded viexecording to their effectiveness at
each word prediction step conditioned on previously generated words and all other encoded
viewsu. For example, in Figure 4.1, when predicting the current waafd for the
incomplete sentencaBlack bags sitting on top of 7, if say, the object detector fails to
detect sofa, the decoder should down-weigh the view of detected objects and should leverage
other views that properly encode sofa information to correctly predict the next word. On
the other hand, we spent great efforts in subsection 4.2.3 to encode the views ef ciently.
Therefore, the proposed decoding strategy should be at least as ef cient as the proposed
encoding strategy.

We propose dierarchical decoder layer shown in Figure 4.2, which modi es the
standard transformer decoder layer by introducing the two-tiered cross-attention structure.

First, current wordy,; is contextualized with all previously generated woygs; ; into
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v by the SelfAttn module. Next, to model the effectiveness of each encoded view for
current word prediction, the hierarchical decoder aggregaisn each encoded view
u independently at the token level by a shaf@assAttn,; module. The outputs of
CrossAttn,; from all views are collected inte. Finally, to adaptively weigh all the views
according to their effectiveness for current word prediction, the hierarchical decoder then
aggregatescrossviews u at the view level by th&€rossAttn,, module. We also add a
view-wise dropout to randomly drop an encoded viewvith probability p, during training
to encourage the decoder to better leverage all encoded views instead of focusing on a few
certain ones By introducing this hierarchical aggregation structure, we can better model
the effectiveness of the encoded viewsy CrossAttn,; and adaptively weigh them by
CrossAttn,,.

In terms of computation and parameter ef ciency, the hierarchical decoder layer uses
a sharedCrossAttn,; module to rst aggregate within each view. The computational
complexity scales up linearly, and the model size is constant with respptt. tit then
aggregates across views usingmssAttn,, module with linear computational complexity,
and constant model size with respecfV¥q. Overall, the computational complexity and

model size does not exceed our proposed view encoding strategy in subsection 4.2.3.

4.3 Experiment

4.3.1 ImplementatiorDetails

Our proposed HAAV can be easily incorporated into existing transformer encoder-decoder
IC models. In this work, we choose the state-of-art Xmodal-Ctx [116] as our base model.
Following the conventional training procedure [16, 108, 52], the model is rst trained with
cross-entropy loss and then ne-tuned with SCST [101] loss, which optimizes CIDEr score
by reinforcement learning (note this is done by all compared methods). The dropout rates
Pe, Ps, andpy are all set to 0.1 following [130] without tuning. We reuse the heterogeneous

views from previous methods without modi cations, including detected objects from [14],
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CLIP ViT-B/32 [28] image grid features from [115], and text descriptions of image regions
from [116]. For the contrastive loss, we prepend a learnable [CLS] token for each input
view v before sending it into the IC-encoder and use the encoded [CLS] token as a view-
level representation for computing the contrastive loss. We use MoCo-v2 [110] with an
exponential moving average (EMA) transformer encoder and a memory buffer to compute

the contrastive loss.

4.3.2 Main Results

In Table 4.1, we show the results of our HAAV on the test set of MS-COCO Karpathy
split [53]. It is worth noting that HAAV isot pre-trained on external image-and-text corpus
and instead is trained from scratch only on the MS-COCO image captioning dataset [29].
Therefore, for a fair comparison, we separate these two different settings in Table 4.1,
where methods on the top block use pre-training while those on the bottom are trained
from scratch. In the same trained-from-scratch setting, our HAAV outperforms previous
state-of-art Xmodal-Ctx [116] by 5.6% in CIDEr and 1.3% in BLEU-4. On the other hand,
when compared with methods with transformer pre-training, our HAAV, despite being only
trained on MS-COCO, achieves comparable or often better performance.

We also evaluate our HAAV using an ensemble of four models same as other methods
on the online MS-COCO test server, and report the results in Table Table 4.2. We can see
that our HAAV outperforms previous methods by a large margin across all metrics.

To further demonstrate the label ef ciency of HAAV, we train it on the Karpathy split [53]
of Flickr30K, which only has 0.15M training data (4x smaller than MS-COCO), and show
the results in Table 4.3. The results of other methods are taken from [135]. We can see
that our HAAV outperforms previous state-of-art ORT substantially by 12.9% in CIDEr
and 4.3% in BLEU-4. The signi cant improvement may come from the label ef ciency of
our method, which is particularly important when trained on the smaller-scale dataset of

Flickr30K.
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Table 4.1: Image captioning results on the test set of MS-COCO Karpathy split [53].
Since our HAAV is trained from scratch, we separately compare methods with large-scale
transformer pre-training on the top block, and those trained from scratch on the bottom
block. Our HAAV outperforms previous trained-from-scratch methods by a large margin
and achieves comparable or often better performance compared to methods with large-scale

transformer pre-training.

Method Pretrain Data B-4 M C S
VLP [70] 3M 39.5 29.3 129.3 23.2
X-VLM [131] 16M 404 - 1393 -
Oscar [108] 6.5M 40.5 29.7 137.6 22.8
VinVL [107] 8.8M 40.9 30.9 1404 25.1
GIT[71] 4M 41.3 30.4 139.1 243
ViTCap [132] 4M 41.2 30.1 138.1 24.1
SimMVLMpase[133] 1.8B 39.0 32.9 1348 24.0
SCST[101] None 34.2 26.7 1140 -
Up-Down [14] None 36.3 27.7 120.1 21.4
AoANet [15] None 38.9 29.2 1298 224
M 2 [16] None 39.1 29.1 131.2 226
CLIP-ViL [115] None 40.2 29.7 134.2 238
X-LAN [63] None 395 295 132.0 234
DLCT [134] None 39.8 29.5 133.8 23.0
Xmodal-Ctx [116] None 39.7 30.0 1359 237
HAAV (ours) None 41.0 30.2 1415 239

4.3.3 AblationsandAnalyses

The goal of this work is to propose &ffi cient andeffectiveway to leverage heterogeneous
views. Therefore, in this section we closely examine whether our proposed HAAV achieves
these goals in subsubsection 4.3.3 for ef ciency and subsubsection 4.3.3 for effectiveness.

Following the convention in [15, 116, 61], we only train the model with cross-entropy loss

for all ablations and analyses.

Computation, parameter, and label ef cient

In subsection 4.2.3, we propose to regard input vieves augmentations of the input image
and encode the views independently with a shared IC-encoder. To demonstrate the ef ciency

of our method, in Table 4.4, we show the theoretical computation and parameter complexity
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Table 4.2: MS-COCO test server results

B-1 B-2 B-3 B-4 M R C
Method c5 c40 ¢c5 c40 5 c40 5 c40 5 c40 5 c40 cb5 c40
SCST[101] 78.1 93.7 61.9 86.0 47.0 759 35.2 64.5 27.0 355 56.3 70.7 114.7 116.7
36.9 68,5 27.6 36.7 57.1 72.4 1179 120.5

Up-Down [14] 80.2 95.2 64.1 88.8 49.1 79.4

81.0 95.0 65.8 89.6 514 81.3 394 712 29.1 385 589 745 1269 129.6

AoANet [15]
M 2 [16] 81.6 96.0 66.4 90.8 51.8 82.7 39.7 72.8 294 39.0 59.2 74.8 129.3 132.1
X-LAN [63] 81.9 95.7 66.9 90.5 52.4 825 40.3 724 29.6 39.2 59.5 75.0 131.1 1335

DLCT[134] 824 96.6 67.4 91.7 52.8 83.8 40.6 74.0 29.8 39.6 59.8 753 133.3 1354
HAAV (ours) 84.0 97.6 69.1 93.3 54.3 85.841.7 76.1 30.2 39.9 60.4 75.8 139.1 1423

Table 4.3: Image captioning results on a smaller-scale Flickr30K Karpathy split [53]. We
also demonstrate semi-supervised learning (SSL) for image captioning with labeled data
from Fickr30K and unlabeled data from MS-COCO. Compared to previous state of the arts,
our HAAV achieves signi cant performance improvement, which may come from the label

ef ciency of our method.

Method B-4 M C S
Show & Tell [52] 215 183 417 122
Show, Attend & Tell [56] 23.6 19.2 49.1 13.3
Up-Down [14] 283 216 633 159
M 2 [16] 298 224 684 16.2
ORT [61] 30.1 228 68.8 16.9
HAAV (ours) 343 246 817 18.0
343 251 856 19.0

HAAV + SSL (ours)

as well as the actual training speed and trainable parameters. Since we do not want to trade
performance in pursuit of ef ciency, we also show in Table 4.4 that our method achieves
better performance despite being more ef cient.

Comparison with common aggregation approachesAs described in subsection 4.2.2,
other common approaches include (1) using a separate model per view [101, 16, 15, 14],
which trainsjVj IC models, one for each input view, and averages the predictions of word
probability from each IC model as the nal word prediction, and (2) concatenation of
views [108, 116], which concatenates all input views along the sequence dimension into
a long single view, and feeds the concatenated input views into the IC model for caption

generation. In Table 4.4, using a separate model per view has tgWamodels and
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Table 4.4: Comparison with other encoding strategies in terms of ef ciency and performance.
We train the models on MS-COCO Karpathy split [53] and report the validation results.
All models are trained with cross-entropy loss ony/@ SCST ne-tuning) following the
convention in [15, 116, 61]. Our strategy of shared encoder trained with an additional
contrastive losd .o, achieves the best performance and is computation and parameter
ef cient. Please see Section subsubsection 4.3.3 for more details of different conditions.

Computation Parameter Performance

Conditions Leon complexity iter/se¢ complexity #paramg B-4 M C S

Model per View o(jVvj) 2.23 o(jVvj) 52.5M 385 286 121.1 213
Concatenated views o(jVj® 4.20 o) 13.1M 38.5 28.7 1228 217
Unshared encoders o(jVvj) 5.33 o(jVvj) 20.8M 39.7 29.1 1254 221
Unshared encoders X o(jVvj) 3.96 o(jVvj) 22.7M 39.7 293 1258 222
Shared encoder o(jVvj) 5.97 o) 13.5M 39.7 29.1 1256 221
Ours (Shared encoder) X o(jVvj) 4.83 0O(1) 15.4M 405 294 1276 223

thus is parameters inef cien)(jVj)). Concatenation of views concatenates all views into
one long single view and is computationally expens®éj{/j?)). Compared to these two
approaches, our HAAV has linear computati@(}Vj)) and constant parameted (1))
complexity, and performs consistently better across all metrics by large margins.

Shared v.s. unshared encoder. Another design choice is whether or not to use a
shared encoder for each view. In Table 4.4, in the case of training without a contrastive
loss (v/oL o), using unshared encoders [19, 117, 118, 119] for each view does not bring
any performance bene ts compared to using a shared encoder, but with the cost of higher
parameter complexityd(jVj)). Furthermore, we ablate the proposed contrastivellgss
and found that the unshared encoder does not bene t trggp as much as the shared
encoder. Althougl .o, introduces additional overhead such as extra parameters from the
projection heads and extra computation from pairwise similarity during the training time (not
for inference), the increase in complexity is moderate but the improvement in performance
is signi cant when incorporated into our shared-encoder strategy.

Label ef ciency with fewer training data. To test the label ef ciency of HAAV, in
Figure 4.3 we train the model withlQ; 20; :::; 90g% of labeled data, and compare the

CIDEr score with other common approaches for heterogeneous view image captioning,
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using concatenation of views (red) and a separate model per view ( ), trained on 100% of
data. We can see that HAAV only needs about 40-50% labeled data to achieve comparable
performance. With the same input views and similar model architectures, this indicates that
our method is more label ef cient, likely due to our novel use of heterogeneous views as

augmentations and the contrastive lbgs,.

Figure 4.3: Data ef ciency of HAAV. HAAV (blue) only needs about 40-50% labeled data

to achieve similar performance as other common methods for heterogeneous view image
captioning trained on 100% of data such as using concatenated views (red) and a model per
view ( ). All models are trained with cross-entropy loss only.

Training a data-hungry transformer model on a medium-scale dataset of MS-COCO
(around 0.6M training samples) is prone to over tting. In HAAV, we propose to regard
heterogeneous views as augmentations of the input image and encode the views indepen-
dently with a shared encoder. We claim that this formulation increases data diversity and
is more parameter and label-ef cient. Furthermore, we add a contrastive loss to improve
representation quality of encoded views, which is also bene cial for label ef ciency. In Fig-
ure Figure 4.4, we show the validation curve for concatenated views and HAAV. Compared
to concatenated views, our HAAV indeed suffers less from over tting. Due to over tting,
the CIDEr score of concatenated views drops by 3.6 from the highest to the end of training.

Semi-supervised training. To demonstrate label ef ciency brought by the contrastive

lossL ¢on even further, we train a semi-supervised image captioning model. Speci cally, the
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Figure 4.4: CIDEr validation curve of HAAV.s. concatenated views.

model is trained on the labeled data (image-caption pairs) from Flickr30K, and unlabeled
data (image only) from MS-COCO. Since our contrastive loss is applied differently than
other VL methods and does not require annotated paigsi{uman-annotated image-caption
pairs in MS-COCO), it can be applied on the unlabeled image-only data to aid representation
learning of encoded views. In Table 4.3, with semi-supervised training, the already strong

HAAV achieves an even better performance of +3.9% CIDEr and +1% SPICE.

Effectiveness of hierarchical decoder layer

In subsection 4.2.4, we propose a hierarchical decoder layer to model the effectiveness
of encoded views and adaptively weigh them according to their effectiveness for caption
generation. To verify if the proposed hierarchical decoder achieves this goal, we monitor the
view-level attention weights a@rossAttn,, in two control studies. To show the architectural
design of the proposed hierarchical decoder layer is effective, we compare with other
common designs in Table 4.5.

Adaptive view-level attention weights.We design two control studies in Figure 4.5 to
show how the view-level attention weights@fossAttn, , vary adaptively according to the
effectiveness of an input view. In the rst experiment, we add noise to a view by randomly

zeroing out tokens in a view to make a viéegs effectiveand expect a drop of weights

47



(c) Attention weights of different
(a) Attention weights averaged acrofls) Input image with capattention heads at the step of gener-
heads for a noised view at each cdjpn: a dog laying downating “dog’, which is masked out
tion generation step. beside a little couch in the input image.

Figure 4.5: The view-level attention weights©fossAttn, , vary adaptively according to

the effectiveness of a view at the view level and at the word level when generating a caption
for the center imagga) We add random noise to a view and show that the attention weights
averaged across different attention heads drop consistently at each step of caption generation.
(c) We mask out dog in the input image and show that the attention weights of different
attention heads drop consistently at the step of generating the wog “

toward that noised view. To measure the weights, we take the multi-head attention weights
of CrossAttn,, at the last decoder layer and average the attention weights across heads. In
Figure 4.5a, the weights for the noised view drops consistently at each word prediction step
compared to the same viemithoutadded noise. This means that our hierarchical decoder
indeed learns to adaptively weigh the views according to their effectiveness at the view
level. In the second experiment, we randomly mask out a prominent region of the input
image for a view. For example, we mask out dog in the input image (Figure 4.5b) with
caption ‘a doglaying down beside a little coutiio make a viewless effectivat the step

of generating the worddog’. We expect a drop of the weights toward the masked view

at the step of generating the worddy'. To measure the weights, we take the multi-head
attention weights o€rossAttn,, at the last decoder layer and measure the attention weights
of each head at the step of generating the walolg”. In Figure 4.5c, the weights for

the masked view drops consistently across all attention heads compared to the same view
without masking. This means that our hierarchical decoder indeed learns to adaptively weigh

the input views according to their usefulness at the word level. More results are shown in
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Figure 4.6, Figure 4.7, Figure 4.8, Figure 4.9, Figure 4.10, Figure 4.11

Figure 4.6:(left) The attention weights averaged across different attention heads for a noised
view drop consistently at each caption generation gigmter)Input image with caption:

“two cats inside a window looking at a squirrel outside the wintddwght) The attention
weights of different attention heads drop consistently at the step of generating the word
“squirrel’, which is masked out in the input image.

Figure 4.7:(left) The attention weights averaged across different attention heads for a noised
view drop consistently at each caption generation gigmter)Input image with caption:

“a man is riding a red motorcycle and some buildihggight) The attention weights of
different attention heads drop consistently at the step of generating the mart, twhich

is masked out in the input image.

Design choices of the hierarchical decodetn Table 4.5, we ablate different design
choices of the hierarchical decoder. One simple alternative is to concatenate the encoded
views u along the sequence dimension into a long single view, and use a single cross-
attention module to jointly aggregate the views at the token level. One can also mean-
/max-pool to aggregate across views in place of@nessAttn,, module. Other works
also propose to use a sigmoid/tanh gating mechanism [15] to aggregate across layers [16],
which can be generalized to aggregating across views. In Table 4.5, we can see that our

proposed hierarchical decoder layer with a two-tiered cross-attention structure achieves the
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Figure 4.8:(left) The attention weights averaged across different attention heads for a noised
view drop consistently at each caption generation gisgmter)Input image with caption:

“a dinner plate knife and fork with carrots potatoes and meat on the 'pléteght) The
attention weights of different attention heads drop consistently at the step of generating the
word “knifé’, which is masked out in the input image.

Figure 4.9:(left) The attention weights averaged across different attention heads for a noised
view drop consistently at each caption generation giggnter)Input image with caption: &

man ying into the air while riding a skateboaid (right) The attention weights of different
attention heads drop consistently at the step of generating the wkateboard, which is
masked out in the input image.

Figure 4.10:(left) The attention weights averaged across different attention heads for a
noised view drop consistently at each caption generation tepter)Input image with
caption: ‘cat standing in toilet next to a tile odr (right) The attention weights of different
attention heads drop consistently at the step of generating the wat'dWhich is masked

out in the input image.
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