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SUMMARY

Dynamic optimization solves for the optimal strategy for a system that evolves over time.

It is an integral part of many disciplines such as optimal control theory and robotics.

Sampling-based methods have gained much popularity in recent years for solving dynamic

optimization problems due to their ability to handle discontinuities in the dynamics and

cost function. While many sampling-based dynamic optimization algorithms are devel-

oped, they are based on different theoretical foundations and are often designed for speci�c

applications with heuristics. This thesis aims to bridge the gap between different theories,

derive the general forms of several state-of-the-art sampling-based dynamic optimization

algorithms and their extensions to various problem formulations.

We present three general perspectives for deriving sampling-based dynamic optimiza-

tion algorithms, namely Variational Optimization, Variational Inference and Stochastic

Search. We show the equivalence between Variational Optimization and optimal control

theory under certain assumptions. We justify previously used heuristics with proper prob-

lem formulation and derivation. In addition, we demonstrate that state-of-the-art Model

Predictive Path Integral and Cross Entropy Method algorithms can be recovered as special

cases under these perspectives. We discuss the connections between the perspectives and

the unique algorithmic characteristics of each perspective. A unifying analysis is performed

on the convergence, sampling complexity and variance.

Based on the three perspectives, we develop Model Predictive Control algorithms for

several application scenarios. We �rst apply the different schemes to standard stochastic

optimal control problems. A risk sensitive extension is also derived to optimize with respect

xiv



to the conditional value-at-risk of the cost function. The resulting algorithm performs opti-

mization on non-Gaussian beliefs provided by a particle �lter. We also apply the Stochastic

Search perspective to the complex jump diffusion process and opinion dynamics. Finally,

we propose a general distributed framework for scaling sampling-based dynamic optimiz-

ers for large-scale multi-agent control using consensus Alternating Direction Method of

Multipliers. The effectiveness and applicability of the proposed algorithms are highlighted

by results on various systems from control theory and robotics in simulation. In particular,

the distributed framework is tested on a 200-agent Dubins vehicle formation control task.

xv



CHAPTER 1

INTRODUCTION

1.1 Motivation and Prior Work

Numerical dynamic optimization algorithms have received increasing attention over the

past few decades, due to their applicability to a wide range of problems in reinforcement

learning, controls and robotics. Generally speaking, existing approaches can be classi�ed

into two main categories: gradient- and sampling-based methods. Gradient-based meth-

ods use local approximations of the cost and dynamics functions and iteratively update

the reference trajectory to approach a solution. Popular gradient-based algorithms can be

characterized with three different techniques: 1) The Sequential Quadratic Programming

approach [1, 2] linearizes the dynamics, approximates the cost function quadratically, and

formulates a quadratic program with respect to the control policy. 2) The Pontryagin Max-

imum Principle approach [3] propagates the �rst order approximation of the dynamics and

cost function along the reference trajectory and perform pointwise control policy update.

3) The Differential Dynamic Programming algorithm [4, 5] relies on Bellman's principle

of optimality and uses second order approximation for control policy update. A variety of

gradient-based algorithms of these form and their extensions have demonstrated successful

results in simulated and real-world application scenarios [6, 7, 8, 9].

Gradient information allows the above methods to attain fast convergence in various

settings [10, 11]. Nonetheless, in many practical applications gradient information may

not be available, and thus a different optimization strategy needs to be considered. These

include problems with inherent discontinuities, such as contact dynamics [12], or environ-

ments where only evaluations of the costs and dynamics are provided [13]. Potentially,

one can use smoothing techniques and/or learn data-based models to provide gradient in-
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formation [14, 15]. However, numerical instabilities and poor generalizations may arise.

Sampling-based techniques circumvents the aforementioned limitations and have been ex-

tensively used over the past few years. Even though convergence is typically slower than

their gradient-based counterparts, their ability to handle discontinuities and lack of gradient

information is highly desirable. In addition, sampling-based algorithms are generally more

robust and less prone to local minima compared to their gradient-based counterparts [16].

Sampling-based dynamic optimization methods use a control policy distribution to gen-

erate control trajectory realizations. The control trajectory samples are then used to prop-

agate the dynamics to obtain system state trajectories. The cost of each state-control tra-

jectory is evaluated and used to update the control policy distribution. With the develop-

ment of Graphic Processing Unit (GPU), the sampling, propagation and cost evaluation

steps can often be executed in parallel. This signi�cantly reduces the computation time

for sampling-based approaches and makes them suitable for real world applications. Most

sampling-based dynamic optimizers are characterized by two main components: the sam-

pling distribution and evaluation criterion. The sampling distribution for decision variables

determines the region to be explored. The evaluation criterion measures the importance of

each sample as a function of its cost. The choice of sampling distribution and evaluation cri-

terion depend on the theoretical foundation behind each algorithm. Popular sampling-based

dynamic optimizers like Cross Entropy Method (CEM) [17] and Genetic Algorithm (GA)

[18] are both originated from their static optimization counterparts. Their evaluation crite-

ria are heuristics inspired from rare event estimator and evolutionary process respectively.

Gradient-based Adaptive Stochastic Search (GASS) [19] is another general stochastic opti-

mization scheme that has seen many applications on dynamical systems. GASS optimizes

a control policy distribution from the exponential family via gradient updates on the policy

distribution parameters, for which the gradient always exists despite the discontinuities in

the dynamics and cost function. Recently, the Variational Inference (VI) framework has

also been applied to Stochastic Optimal Control (SOC) problems [20]. By formulating the

2



control problem as an inference one and minimizing the distance between controlled and

target distributions, the VI-SOC framework works directly in the space of control policy

distributions instead of speci�c policy parameterizations in most sampling-based optimiza-

tion frameworks. Variational Optimization (VO) is another variational approach that works

directly with policy distributions. The free energy and relative entropy relationship from

statistical mechanics is leveraged to derive the well-known Information Theoretic Model

Predictive Path Integral (MPPI) algorithm [21].

This thesis focuses on sampling-based optimization for dynamical systems. We sys-

tematically investigate three main perspectives on sampling-based dynamic optimization,

namely Stochastic Search, Variational Inference and Variational Optimization. We compare

between the perspectives and against state-of-the-art sampling-based dynamic optimizers.

A uni�ed analysis on the convergence and sampling complexity of the perspectives is then

provided along with numerical examples. We also apply these perspectives in different sce-

narios. Starting with standard stochastic Model Predictive Control (MPC) and risk sensitive

optimization with Conditional Value-at-Risk (CVaR), we then move on to more complex

dynamical systems like the jump diffusion process and opinion dynamics. Finally, a gen-

eral distributed optimization framework is provided for scaling sampling-based dynamic

optimizers for multi-agent control using the consensus Alternating Direction Method of

Multipliers (ADMM) algorithm.

1.2 Structure of Thesis

The rest of this thesis is organized as follows:

Chapter 2:We review concepts from optimal control and optimization theory relevant

to the derivation and algorithmic development in later chapters.

Chapter 3:This chapter reviews the Stochastic Search, Variational Inference and Vari-

ational Optimization perspectives on sampling-based dynamic optimization. We derive the

policy update law for unimodal Gaussian, Gaussian mixture and stein variational policies.

3



The connections between perspectives are discussed along with the advantages and dis-

advantages of each perspective. Finally, a uni�ed analysis is performed on the problem

formulation, convergence and sample complexity of the different perspectives.

Chapter 4: This chapter develops sampling-based MPC algorithms for different ap-

plication scenarios. We start with standard SOC where the objective is the expected cost.

Risk sensitive SOC is also formulated where the optimization is performed with respect

to the CVaR of the cost and an adaptive MPC algorithm is developed. We then consider

the complex jump diffusion process and derive the MPC algorithm from both Stochastic

Search (SS) and VO perspectives. We further extend the applicability of sampling-based

dynamic optimization to opinion dynamics. We conclude the chapter with a general dis-

tributed framework for scaling sampling-based dynamic optimizers for large scale multi-

agent control via consensus ADMM. The algorithms proposed are validated with simulated

experiments.

Chapter 5:We conclude the thesis and discuss possible future research directions.

1.3 Publications

The line of research discussed in this thesis resulted in the following articles:

Published papers:

• Ziyi Wang, Grady Williams, and Evangelos A. Theodorou. "Information theoretic

model predictive control on jump diffusion processes." In 2019 American Control

Conference (ACC), pp. 1663-1670. IEEE, 2019.

• George I. Boutselis, Ziyi Wang, and Evangelos A. Theodorou. "Constrained sampling-

based trajectory optimization using stochastic approximation." In 2020 IEEE Inter-

national Conference on Robotics and Automation (ICRA), pp. 2522-2528. IEEE,

2020.

• Ioannis Exarchos, Marcus Aloysius Pereira, Ziyi Wang, and Evangelos Theodorou.
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"NOVAS: Non-convex Optimization via Adaptive Stochastic Search for End-to-end

Learning and Control." In International Conference on Learning Representations.

2020.

• Ziyi Wang, Oswin So, Keuntaek Lee, and Evangelos A. Theodorou. "Adaptive risk

sensitive model predictive control with stochastic search." In Learning for Dynamics

and Control, pp. 510-522. PMLR, 2021.

• Ziyi Wang, Oswin So, Jason Gibson, Bogdan Vlahov, Manan Gandhi, Guan-Horng

Liu, and Evangelos Theodorou. "Variational Inference MPC using Tsallis Diver-

gence." In Proceedings of Robotics: Science and Systems, 2021.

• Ethan N. Evans, Ziyi Wang, Adam G. Frim, Michael R. DeWeese, and Evangelos A.

Theodorou. "Stochastic optimization for learning quantum state feedback control."

In Physical Review A.

Under review papers:

• Ziyi Wang, and Evangelos A. Theodorou. "Opinion Dynamics Steering using Stochas-

tic Search."

Under preparation papers:

• Ziyi Wang, Augustinos Saravanos, Hassan A. Almubarak, Oswin So, Evangelos A.

Theodorou. "Sampling-Based Optimization for Model Predictive and Large Scale

Stochastic Control."

• Ziyi Wang, Augustinos Saravanos, Evangelos A. Theodorou. "Feedback Model Pre-

dictive Path Integral Control with Robust Covariance Steering."

The following articles are published during my doctorate but are not part of this thesis:

• Marcus A. Pereira* , Ziyi Wang* , Ioannis Exarchos, and Evangelos A. Theodorou.

"Learning Deep Stochastic Optimal Control Policies using Forward-Backward SDEs."

In Proceedings of Robotics: Science and Systems, 2019.
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• Ziyi Wang, Keuntaek Lee, Marcus A. Pereira, Ioannis Exarchos, and Evangelos A.

Theodorou. "Deep forward-backward sdes for min-max control." In 2019 IEEE 58th

Conference on Decision and Control (CDC), pp. 6807-6814. IEEE, 2019.

• Keuntaek Lee, Ziyi Wang, Bogdan Vlahov, Harleen Brar, and Evangelos A. Theodorou.

"Ensemble bayesian decision making with redundant deep perceptual control poli-

cies." In 2019 18th IEEE International Conference On Machine Learning And Ap-

plications (ICMLA), pp. 831-837. IEEE, 2019.

• Marcus Pereira* , Ziyi Wang* , Tianrong Chen* , Emily Reed, and Evangelos Theodorou.

"Feynman-kac neural network architectures for stochastic control using second-order

fbsde theory." In Learning for Dynamics and Control, pp. 728-738. PMLR, 2020.

• Marcus Pereira, Ziyi Wang, Ioannis Exarchos, and Evangelos Theodorou. "Safe

Optimal Control Using Stochastic Barrier Functions and Deep Forward-Backward

SDEs." In Conference on Robot Learning, pp. 1783-1801. PMLR, 2021.

• Tianrong Chen, Ziyi Wang, Ioannis Exarchos, and Evangelos Theodorou. "Large-

scale multi-agent deep fbsdes." In International Conference on Machine Learning,

pp. 1740-1748. PMLR, 2021.

• Oswin So, Ziyi Wang, and Evangelos A. Theodorou. "Maximum entropy differential

dynamic programming." In 2022 International Conference on Robotics and Automa-

tion (ICRA), pp. 3422-3428. IEEE, 2022.

• Tianrong Chen, Ziyi Wang, and Evangelos A. Theodorou. "Deep Graphic FBSDEs

for Opinion Dynamics Stochastic Control." In 2022 IEEE 61st Conference on Deci-

sion and Control (CDC), IEEE, 2022.

* : Equal contribution
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CHAPTER 2

TECHNICAL BACKGROUND

In this chapter we state some mathematical preliminaries and review background mate-

rial including previous literature relating to our problems. Since we will be introducing

concepts from various disciplines, each subsection will have its own notation.

2.1 Optimization Basics

We �rst consider a standard unconstrained optimization problem

x � = argmin
x

f (x); (2.1)

wherex 2 Rn andf : Rn ! R is a twice differentiable objective function. The goal is to

�nd an optimal decisionx � such that

f (x � ) � f (x); 8x 2 Rn : (2.2)

Choices ofx � that satisfy eq. (2.2) is theglobal minimum, which always exists for convex

optimization problems. For non-convex problems,local minimiamight exist where

f (x � ) � f (x); 8kx � x � k � �: (2.3)

Here the choice ofx � is only optimal in a region of radius� around it. Local and global

maxima are similarly de�ned. In particular, maximization problems can be easily converted

to minimization ones by optimizing with respect to� f .
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The necessary condition forx � to be optimal is

r f (x � ) = 0 ; (2.4)

and the suf�cient condition for optimality is

r 2f (x � ) � 0: (2.5)

For simple problems, the optimal solution can be obtained by explicitly solving eq. (2.4)

and veri�ed with eq. (2.5). For many practical problems, however, closed form solution

can not be obtained easily and a scheme to approximate the solution is needed.

2.1.1 GradientMethod

We now introduce one of the most important and popular technique for solving general op-

timization methods: gradient descent. Starting from an initial estimatex0, gradient descent

iteratively update the candidate solution through

xk+1 = xk � � kr f (xk); (2.6)

where� k � 0 is the stepsize at iterationk. The choice of stepsize can be constant,� k = � ,

diminishing,� k ! 0;
P 1

k=0 � k = 1 , or solved through an additional linesearch optimiza-

tion step as

� k = argmin
�

f (xk � � r f (xk)) : (2.7)

The convergence analysis of gradient descent under different stepsize selection schemes

can be found in [22]. Variations of gradient descent, such as accelerated gradient descent

[23] and momentum gradient descent [24], enjoy improved performance and accelerated

convergence.
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2.1.2 ConstrainedOptimization

In this section, we review several concepts from constrained optimization relevant to subse-

quent chapters. A detailed exposition can be found in [25]. Consider a general constrained

optimization problem formulation

x � = argmin
x

f (x)

s.t. gi (x) � 0; i 2 I

hi (x) = 0 ; i 2 E;

(2.8)

wheregi ; hi : Rn ! R, andI ; E are the sets of inequality and equality constraints. To

solve eq. (2.8), we de�ne the Lagrangian function as

L (x; �; � ) = f (x) +
X

i 2I

� i gi (x) +
X

i 2E

� i hi (x): (2.9)

Here� i � 0; � i 2 R are called the Lagrange multipliers or dual variables. Intuitively, the

Lagrangian function penalizes constraint violation through the choice of Lagrange multi-

plier, e.g.� i < 0 whenhi (x) > 0. The necessary conditions of optimality for constrained

optimization problems are stated below

Theorem 1(Karush-Kuhn-Tucker (KKT) conditions). Suppose that the functionsgi andhi

are continuously differentiable. Ifx � is a local solution to eq.(2.8), then there are Lagrange
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multipliers� �
i ; � �

i such that

r xL (x � ; � � ; � � ) = 0

gi (x � ) � 0; 8i 2 I

hi (x � ) = 0 ; 8i 2 E

� �
i � 0; 8i 2 I

X

i 2I

� �
i gi (x � ) = 0 :

2.1.3 DistributedOptimization

In this section we provide a brief overview of ADMM and its variations for distributed op-

timization. We refer the readers to [26] for more details. The standard ADMM formulation

considers problems of the form

x � ; z� = argmin
x;z

f (x) + g(z)

s.t.Ax + Bz = c:

(2.10)

Herex 2 Rn ; z 2 Rm are the primal variables,f : Rn ! R; g : Rm ! R; A 2 Rl � n ; B 2

Rl � m ; c 2 Rl . The augmented Lagrangian for the problem (Equation 2.10) can be formu-

lated as

L (x; z; � ) = f (x) + g(z) + � > (Ax + Bz � c) +
�
2

kAx + Bz � ck2; (2.11)

where� 2 Rl is the dual variable for the constraintAx + Bz � c = 0 and � > 0 is

the penalty coef�cient. The augmented Lagrangian is similar to the Lagrangian func-

tion (Equation 2.9) but includes an additional quadratic term for improved performance

for equality constrained problems. Standard ADMM solves the problem via the following
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sequential updates

xk+1 = argmin
x

L (x; zk ; � k) (2.12a)

zk+1 = argmin
z

L (xk+1 ; z; � k) (2.12b)

� k+1 = � k + � (Ax k+1 + Bzk+1 � c): (2.12c)

This can be extended to a multi-block version with objective

f x �
i gi =1 ;��� ;N = min

x1 ;��� ;xN

NX

i =1

f i (x i )

s.t.
NX

i =1

A i x i = c:

(2.13)

The variablesx1; � � � ; xN are updated sequentially as

xk+1
1 = argmin

x1

L (x1; xk
2; � � � ; xk

N ; � k) (2.14a)

... (2.14b)

xk+1
N = argmin

xN

L (xk
1; xk

2; � � � ; xN ; � k) (2.14c)

� k+1 = � k + � (A1xk+1
1 + A2xk+1

2 + � � � + AN xk+1
N � c): (2.14d)

Now we introduce the consensus ADMM for distributed optimization. Consider a sep-

arable optimization problem similar to eq. (2.13) but without the constraint. Each of the

local variablesx i 2 Rn i consists of a subset of the components of the global variable

z 2 Rn . The mapping from local variable indices into global variable index can be written

asm = M (i; j ), which means that local variable component(x i ) j corresponds to global

variable componentzm . The consensus between local and global variables can be achieved

through

(x i ) j = zM (i;j ) ; 8i = 1; � � � ; N; j = 1; � � � ; ni : (2.15)
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Writing zM (i;j ) = (~zi ) j , we can formulate the consensus optimization problem as

f x �
i gi =1 ;��� ;N = argmin

x1 ;��� ;xN

NX

i =1

f i (x i )

s.t.x i � ~zi = 0; 8i = 1; � � � ; N:

(2.16)

The augmented Lagrangian can be formulated as

L (x; z; � ) =
NX

i =1

(f i (x i ) + � >
i (x i � ~zi ) +

�
2

kx i � ~zi k2); (2.17)

and ADMM consists of the following steps

xk+1
i = argmin

x i

f i (x i ) + � k>
i x i +

�
2

kx i � ~zk
i k2 (2.18a)

zk+1 = argmin
NX

i =1

� � k>
i ~zi +

�
2

kxk+1
i � ~zi k2 (2.18b)

� k+1
i = � k

i + � (xk+1
i � ~zk+1

i ): (2.18c)

Note that since the local variable updates are independent from each other, they can be

performed in a distributed fashion. Communications are needed to collect local variables

for the global variable update and to distribute the updated global variables for the Lagrange

multiplier update.

2.2 Optimal Control

Optimal control theory is one of the cornerstones of dynamic optimization. In this section

we review the basic concepts of optimal control theory. We also derive two state-of-the-art

sampling-based dynamic optimization algorithm, namely Model Predictive Path Integral

and Cross Entropy Method.
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2.2.1 DiscreteTime DeterministicFormulation

De�ne x 2 Rnx ; u 2 Rnu as the state and control vectors of a dynamical system, a standard

discrete time optimal control problem can be formulated as

min
u0 ;��� ;uT � 1

J :=
T � 1X

t=0

l (x t ; ut ) + r (xT )

s.t.x t+1 = F (x t ; ut );

(2.19)

whereT is the time horizon,l : Rnx � Rnu ! R is the running cost andr : Rnx ! R is

the terminal cost. The optimization objective is to minimize the total costJ subject to the

discrete-time dynamics described byF : Rnx � Rnu ! Rnx given an initial statex0. Let

us de�ne the value function as

Vt (x t ) := min
ut ;��� ;uT � 1

J: (2.20)

With the de�nition of the value function we can use one of the most important concepts

in optimal control theory, namely Bellman's principle of optimality, to rewrite the value

function as

Vt (x t ) = min
ut

l (x t ; ut ) + Vt (x t+1 ); (2.21)

with terminal conditionVT (xT ) = r (xT ).

2.2.2 ContinuousTimeStochasticFormulation

We will brie�y provide the optimal control problem formulation for the stochastic case in

continuous time. Keeping the same notation as in section 2.2.1, the SOC problem is

min
u

J (x; u) := E
� Z T

0
l (x(t); u(t))dt + r (x(T))

�

s.t.dx = F (x; u)dt + G(x)dw:

(2.22)
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Here the dynamics is described by a stochastic differential equation andw is anw dimen-

sional Brownian motion. The value function can be similarly de�ned as

V(x(t); t) := min
u

J (x; u): (2.23)

The corresponding stochastic Bellman's principle states that

V(x(t); t) = min
u

E
� Z t+ �t

t
l (x; u)dt + V(x(t + �t ); t + �t )

�
: (2.24)

2.2.3 ModelPredictiveControl

While many algorithms have been developed to directly solve problems described by eq. (2.19)

and eq. (2.22) through iterative updates, their performance often become unsatisfactory

when the time horizon is too long or the environment (e.g. dynamics, constraints, etc.)

changes over time. In these cases, it is bene�cial to solve the problem in a Model Predic-

tive Control fashion, which solves a simpler problem for a shorter time window[t; t + H ]

and recedes the horizon. A generic MPC algorithm contains the following steps:

1. Initializex0; f usgs=0 ;��� ;H and sett = 0;

2. PerformK updates forf usgs= t; ��� ;t+ H with a dynamic optimizer givenx t ;

3. Execute the �rst controlut ;

4. Recede horizont = t + 1;

5. Repeat 2-4 forT timesteps or until task completed;

Note that typically a few updates are performed for step 2 as opposed to running until

convergence for trajectory optimization over the entire time horizon.

14



2.2.4 ModelPredictivePathIntegral

In this section we provide a brief derivation of the Model Predictive Path Integral algorithm.

The detailed derivation can be found in [21]. Consider stochastic dynamics of the form

x t+1 = F (x t ; vt ); (2.25)

wherevt � N (ut ; �) is the Gaussian noise-corrupted control input with constant variance.

De�ne V = f v0; � � � ; vT � 1g, p(V) andq(V) as the probability density functions of the un-

controlled (ut = 0; 8t) and controlled input sequence. Using theFree EnergyandRelative

Entropyrelation in statistical mechanics of

Free Energy� Work � Temperature� Entropy; (2.26)

we can obtain the following relation for dynamical systems

� � log
�

Ep(V )

�
exp(�

1
�

S(V)
��

� Eq(V ) [S(V)] + � DKL (q(V) k p(V)) : (2.27)

HereS = C � G is the composition of the state costC(x1; � � � ; xT ) =
P T

t=1 l (x t ) and

mappingG : Rnu � T � 1 ! Rnx � T � 1 from input sequence to state trajectory.

mathcalDKL is the Kullback–Leibler divergence between the controlled and uncontrolled

distributions de�ned asDKL (q(V) k p(V)) = Eq(V )

h
q(V )
p(V )

i
. The inequality can be veri�ed

through Jensen's inequality and is derived in section 3.2. Equation (2.27) shows that the

free energy is a lower bound for the state cost with a regularization term penalizing control

effort. The RHS of eq. (2.27) serves as the optimization objective and can be minimized

by the optimal distribution

q� (V) =
1
�

exp(�
1
�

S(V)p(V); (2.28)
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where� is the normalization constant. We can use the controlled distribution to approach

the optimal one through

U� = argmin
U

DKL (q� (V) k q(V; U)) ; (2.29)

whereU is the control trajectory similarly de�ned asV. The minimization can be solved

explicitly to derive the control update law

u�
t = Eq(V ;U)

2

6
4

1
�

exp

0

B
@�

1
�

S(V) +
T � 1X

t=0

(
1
2

u>
t � � 1ut � v>

t � � 1ut )
| {z }

J

1

C
A vt

3

7
5 : (2.30)

Writing vt = ut + � t with � � N (0; �) and de�ning the total cost

J = S(V) + �
T � 1X

t=0

1
2

u>
t � � 1(ut + 2� t ); (2.31)

the update law can be simpli�ed as

u�
t = ut + Eq(V ;U)

�
1
�

exp
�

�
1
�

J
�

� t

�
: (2.32)

For implementation, the update can be approximated via Monte Carlo sampling as

u�
t = ut +

P M
m=1 exp(� 1

� J m )� m
tP M

m0=1 exp(� 1
� J m0)

: (2.33)

In practice, the cost in eq. (2.33) is normalized during each optimization iteration as~J m =

J m

maxf J m 0g� min f J m 00g
. The additional normalization makes it easier to tune the hyperparame-

ter � .
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2.2.5 CrossEntropyMethod

In this section we review the Cross Entropy Method for dynamic optimization. The readers

are referred to [27] for a full derivation. Using the same de�nition ofS; V; q; p, and the

dynamics, we can de�neJ = S(V) + 1
2

P T � 1
t=0 v>

t Rvt whereR 2 Rnu � nu is the control

cost matrix. The goal of CEM is to estimateEp(V )

�
1f J � 
 g

�
. Here
 is a cost threshold.

A good unbiased estimator can be obtained by minimizing the variance of the importance

sampled estimator

q� (V) = argmin
q

Var
�

1f J � 
 g
p(V)
q(V)

�
: (2.34)

The optimal importance sampling densityq� can be derived as

q� (V) =
1f J � 
 gp(V)

�
; (2.35)

where� is the normalization constant again. Similar to the derivation for MPPI, the optimal

density can be approached by the parameterized distributionq(V; U) through

U� = argmin
U

DKL (q� (V) k q(V; U)) ; (2.36)

which is equivalent to

U� = argmax
U

Eq(V ;U)

�
1f J � 
 g ln q(V; U)

�
: (2.37)

The maximization can be solved explicitly to derive the control update law

u�
t = Eq(V ;U)

�
1
�

1f J � 
 gvt

�
: (2.38)
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Similar to MPPI, the update law can be approximated via

u�
t = ut +

P M
m=1 1f J m � 
 g� m

tP M
m0=1 1f J m 0� 
 g

: (2.39)

To simplify the tuning process, an elite threshold~
 such that
P M

m=1 1f J m � 
 g = ~
M is

typically used.
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CHAPTER 3

DIFFERENT PERSPECTIVES ON DYNAMIC OPTIMIZATION

In this chapter we systematically review three perspectives on sampling-based dynamic

optimization. Throughout the thesis, unless otherwise noted, we consider the optimization

problem for dynamical systems with deterministic discrete time dynamics

x t+1 = F (x t ; ut ); (3.1)

wherex 2 Rnx andu 2 Rnu . Note that continuous time dynamicsdx(t) = f (x(t); u(t))dt

can be discretized asx t+1 = f (x t ; ut )� t for the same form. The optimization problem is

de�ned as the minimization of an arbitrary cost functionJ : Rnx � T � 1 � Rnu � T � 1 ! R on

the state and control trajectory� over time horizonT:

U� = argmin
U

J (� )

s.t. x t+1 = F (x t ; ut ):

(3.2)

Here� = f X; U g with X = f x1; x2; � � � ; xT g andU = f u0; u1; � � � ; uT � 1g.

3.1 Stochastic Search

The Stochastic Search framework proposed in [19] can be applied to dynamic optimization

by assuming a parameterized distribution from the exponential family on the controls such

thatut � p(ut ; � t ). The objective function in eq. (3.2) can be transformed to

� � = argmin
�

E[J (� ; �)] ; (3.3)
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where� = f � 0; � 1; � � � ; � T � 1g. The expectation is taken over the control policyp(� ; �) .

Note that the new objective function is an upper bound on original objectiveE[J (� ; � � )] �

J (� � ), and equality is achieved when all of the probability mass is onU� . For notational

simplicity, we drop the dependence ofJ on � hereon. To facilitate the algorithmic devel-

opment we introduce a shape functionS : R ! R+ , which allows for different weighing

schemes of the cost levels, leading to different optimization behaviors [28]. The shape

function needs to satisfy the following conditions:

(a) S(y) is nondecreasing iny and bounded from above and below for boundedy, with

lower bound being away from zero.

(b) The set of optimal solutionsf arg minU S(J (� ))g is a non-empty subset off arg minU J (� )g.

Common shape functions include: 1) the exponential function,S(y; � ) = exp( �y ),

which leads to the MPPI update law [21]; 2) the sigmoid function,S(y; �; ' ) = 1
1+exp( � � (y� ' )) ,

whereylb is a lower bound for the cost and' is the (1� � )-quantile, which results in an up-

date law similar to CEM but with soft elite threshold� . To be consistent with GASS [19],

we turn the minimization problem into a maximization one by optimizing with respect to

� J before applying the shape function. The problem is then transformed into:

� � = arg max
�

E
h
S

�
� J (� )

�i
: (3.4)

Since the dynamics is deterministic, the pdf of each trajectory can be expressed as

p(� ; �) = p(U; �) such that:

p(U; �) =
T � 1Y

t=0

p(ut ; � t ) (3.5)

where

p(ut ; � t ) = h(ut ) exp
�

� >
t T(ut ) � A(� t )

�
; (3.6)

is the standard form for exponential family distributions.� are the natural parameters of the
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distribution andT(u) are the suf�cient statistics ofu. For a Gaussian distributionN (� t ; �)

with �xed variance, we have

h(ut ) =
1

p
(2� )n j� j

exp
�

�
1
2

u>
t � � 1ut

�
; A(� t ) =

1
2

� >
t � � 1� t ;

T(ut ) = � � 1
2 ut ; � t = � � 1

2 � t :

(3.7)

Finally, we apply another log transformation to obtain a gradient invariant to the scale

of the objective function. The optimization problem becomes:

� � = arg max
�

ln
�

E
h
S

�
� J (� )

�i�
= arg max

�
l (�) : (3.8)

Sinceln : R+ ! R is a strictly increasing function, reformulating the maximization prob-

lem does not change the solution to the original optimal control problem. Now the gradient

can be taken with respect to the distribution parameters at each time step t:

r � t l (�) =

R
S(� J (� ))r � t p(U; � )dU
R

S(� J (� ))p(U; �)d U

=

R
S(� J (� ))p(U; �) r � t ln p(U; �)d U

R
S(� J (� ))p(U; �)d U

:
(3.9)

The termr � t ln p(U; �) can be calculated as:

r � t ln p(U; �) = r � t

� T � 1X

t=0

�
ln h(ut ) + � >

t T(ut ) �
1
2

� >
t � t

� �

= T(ut ) � � t :

(3.10)

Plug it back into the gradient we have:

r � t l (�) =

R
S(� J (� ))p(U; �)( T(ut ) � � t )dU

R
S(� J (� ))p(U; � )dU

: (3.11)
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With the gradient the update rule for� can be found as:

� k+1
t = � k

t + � k

 
E

h
S(� J (� ))( T(ut ) � � k

t )
i

E
h
S(� J (� ))

i

!

: (3.12)

Plugging in the parameters of the Gaussian distribution with �xed variance, the mean up-

date can be found as:

� k+1
t = � k

t + � k

 
E

h
S(� J (� )) � k

t

i

E
h
S(� J (� ))

i

!

; (3.13)

where� � N (0; �) such thatuk
t = � k

t + � k
t . If we want to also update the variance of the

Gaussian distribution, the distribution parameters are:

h(ut ) =
1

p
(2� )n

; A(� t ) = ln
Z

h(ut ) exp
�
� >

t T(ut )
�
dut

T(ut ) =

2

6
4

ut ;

vec(utu>
t )

3

7
5 ; � t =

2

6
4

� � 1
t � t

vec(� 1
2 � � 1

t )

3

7
5 ;

(3.14)

with the resulting update law as:

� k+1
t = � k

t + � k

 
E

h
S(� J (� ))( T(ut ) � E[T(ut )])

i

E
h
S(� J (� ))

i

!

: (3.15)

Plugging in the mean part of the update law we get:

� k+1
t = � k+1

t

�
� k

t

� � 1
� k

t + � k � k+1
t

 
E

h
S(� J (� ))( ut � � k

t )
i

E
h
S(� J (� ))

i

!

; (3.16)

and the variance update law will be

�
� k+1

t

� � 1
=

�
� k

t

� � 1
� 2� k

 
E

h
S(� J (� ))( utu>

t � (� k
t + � k

t � k>
t ))

i

E
h
S(� J (� ))

i

!

: (3.17)
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These update laws can be approximated via Monte Carlo sampling as in section 2.2.4 and

section 2.2.5. A sampling-based dynamic optimizer can then be developed with the follow-

ing steps:

1. Initialize control policy distribution.

2. SampleM control trajectoriesf Umgm=1 ;��� ;M ; um
t � p(ut ; � t ).

3. Propagate state trajectoriesf X mgm=1 ;��� ;M ; xm
t+1 = F (xm

t ; um
t ).

4. Compute trajectory costsJ m .

5. Update control policy distribution.

6. Repeat 2 to 5 until convergence.

The same steps can be used to develop algorithms from control policy distribution updates

for perspectives derived throughout the rest of this chapter and are henceforth omitted. This

framework can be readily extended to problems with stochastic dynamics by optimizing the

expected cost with respect to the system stochasticity. An additional step is then needed to

sampleN state trajectories per control trajectory sample.

3.2 Variational Optimization

In this section we take a Variational Optimization approach to derive an optimal control

policy distribution. Consider the stochastic optimization problem of the form:

U� = argmin
U

E[J (X ) + H (U)]

s.t. x t+1 = F (x t ; ut ; wt );

(3.18)

where the functionsJ andU are state and control costs respectively. Note that this separa-

tion is a special case of the cost functionJ de�ned in previous sections. We de�ne theFree
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Energyof a dynamical system as

F (J (X )) = � log
�

Ep(� )

h
exp

�
�

1
�

J (X )
� i�

; (3.19)

wherep(� ) is the path probability associated with zero controls. Now suppose thatq(� )

is the path probability associated with the optimized control policy, andq(� ) andp(� ) are

absolutely continuous with each other, we have the following relation

F (J (X )) = � log
�

Eq(� )

h
exp

�
�

1
�

J (X )
� p(� )

q(� )

i�
: (3.20)

Since logarithm is a concave function, we can apply Jensen's inequality and obtain

� F (J (X )) �
�

Eq(� ) [J (X )] + � DKL (q(� ) k p(� ))
�

: (3.21)

The �rst term on the right hand side is the expected state cost, and the second term is a

regularizer for the controlled distribution. These two terms characterize the new objective

function for the variational distribution and is lower bounded by the free energy. With this

we can de�ne the variational optimization problem as

q� (� ) = argmin
q

Eq(� ) [J (X )] + � DKL (q(� ) k p(� )) : (3.22)

The optimal distribution for the variational optimization problem can be found in closed

form as

q� (� ) =
exp(� 1

� J (X ))p(� )

Ep(� ) [exp(� 1
� J (X ))]

: (3.23)

The optimal distribution can be plugged into the inequality in eq. (3.21) to verify that

the negative free energy is a tight lower bound. More details on the variational optimization

perspective can be found in [29].
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3.2.1 Connectionto StochasticOptimalControl

In this section we demonstrate the connection between the VO approach and SOC theory.

In particular, we show equivalence between the free energy and the value function. To facil-

itate the analysis, we work with continuous time SOC formulation. Consider the following

SOC problem

u� = argmin
u

E
� Z T

0
(Q(x(t)) +

1
2

u> Ru)dt + QT (x(T))
�

| {z }
J (x(t );u)

dx = A(x)dt + B(x)(udt +
p

� dw);

(3.24)

where� is the inverse temperature as de�ned earlier.Q 2 Rnx � nx ; R 2 Rnu � nu are the

state and control cost matrices, andA : Rnx ! Rnx ; B : Rnu ! Rnx are the drift and

actuation functions. Note that this is a special case of the general formulation in eq. (2.22)

with quadratic control cost and af�ne control. Despite the additional assumptions on the

form of the cost and dynamics functions, many problems in optimal control and robotics

can be represented in this form. The dynamics can be discretized as

x t+1 = x t + A(x t )�t + B(x t )(ut �t +
p

��w t ) = F (x t ; ut + �w t ): (3.25)

We can de�ne the value function as

V(x(t); t) = inf
u

J (x(t); u); V(x(T); T) = QT (x(T)): (3.26)

Using stochastic Bellman's principle [30], the value function's solution can be shown to

satisfy the Hamilton-Jacobi-Bellman equation

@tV +
1
2

� tr
�
r xx V BB>

�
+ r xV > A + Q �

1
2

r xV > BR � 1B > r xV = 0: (3.27)
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We chooseR = I and introduce (x; t ) = exp( � 1
� V(x; t )) to get

@t  +
1
2

� tr
�
r xx  BB >

�
+ r x  > A �

1
�

 Q = 0; (3.28)

with

@tV = � �
1
 

@t  

r xV = � �
1
 

r x  

r xx V = � �
1

 2
r x  r x  > � �

1
 

r xx  :

The Feynman-Kac lemma [31] states that for the PDE in eq. (3.28), the solution can be

written as

 (x; t ) = E
�
exp

� Z T

0
�

1
�

(Q(x(t)) +
1
2

u> u)dt
��

= E
�
exp

�
�

1
�

J
��

; (3.29)

where the second inequality denotes time discretization. From the de�nition of free energy

and , we can observe the equivalence between free energy and value function. This con-

nection shows that for the formulation considered in eq. (3.24), the optimal solution for the

VO and SOC problems are the same.

3.2.2 RenyiVO

While the VO approach introduced above results in an optimal policy distribution of the

form in eq. (3.23), the update law does not incorporate the normalization of the cost func-

tion in the MPPI update, which was added as a necessary heuristic to robustify computation

[32, 33]. Here we show that when using the� � Renyi divergence [34], the normalization

of the cost function arises in a natural way by using the proper choice of the� parameter

and making it adaptive. Starting from the Renyi divergence de�nition and following the
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steps of the VO approach we have:

q(U; �) � = argmin
q(U;�)

D�
�
q� (U)jjq(U; �)

�
= argmin

q(U;�)

1
� � 1

logEq�

" �
q�

q

� � � 1
#

; (3.30)

where� > 0 andlim � ! 0 D� = DKL . An iterative scheme can be derived as

qk+1 = argmin
q(U;�)

D� (q� (U) k q(U; �))

= argmin
q(U;�)

1
� � 1

log
Z �

q� (U)
q(U; �)

� � � 1

q� (U)dU

= argmin
q(U;�)

1
� � 1

log
Z �

q� (U)p(U)
p(U)q(U; �)

� � � 1

q� (U)dU

= argmin
q(U;�)

1
� � 1

log
Z �

q� (U)
p(U)

� � � 1�
p(U)

q(U; �)

� � � 1

q� (U)dU

= argmin
q(U;�)

1
� � 1

log
Z �

q� (U)
p(U)

� � �
p(U)

q(U; �)

� � � 1

p(U)dU

= argmin
q(U;�)

1
� � 1

log
Z �

q� (U)
p(U)

� � �
p(U)

q(U; �)

� �

q(U; �)d U:

(3.31)

For a Gaussian distribution with mean� , the update law can be derived by setting the

gradient of the objective with respect to� to zero

� k+1 =
Eqk (U;�)

��
exp

�
� 1

� J (� )
�� �

U
�

Eqk (U;�)

��
exp

�
� 1

� J (� )
�� � � : (3.32)

By de�ning the� parameter in the Renyi divergence as� = 1
max J � min J one can derive the

MPPI update law with the normalization of the costJ to range[0; 1].

3.3 Variational Inference

In this section we provide the Variational Inference perspective on the stochastic dynamic

optimizaion problem. We can formulate the SOC problem as an inference problem and

apply methods from VI. To apply VI to SOC, we introduce a dummy optimality variable

o 2 f 0; 1g with o = 1 indicating that the trajectory� is optimal. Table 3.1 compares
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Table 3.1: Notation comparison between Variational Inference and Variational Inference-
Stochastic Optimal Control.

VI VI-SOC

Notation Meaning Notation Meaning

x data o optimality
z latent variable � trajectory
p(z) prior distribution p(� ) prior distribution
q(z) variational distribution q(� ) controlled distribution
p(xjz) generative model p(oj� ) optimality likelihood
p(zjx) posterior distribution p(� jo) optimal distribution

the differences in notation between conventional VI methods and SOC formulated as a VI

problem.

The objective of VI-SOC is to sample from the posterior distribution

p(� jo = 1) =
p(o = 1j� )p(� )

p(o = 1)
=

p(o = 1j� )
p(o = 1)

p(x0)
T � 1Y

t=0

p(x t+1 jx t ; ut )p(ut ): (3.33)

Herep(x t+1 jx t ; ut ) is the state transition probability,p(x0) is the initial state distribution

andp(ut ) is some prior control distribution (e.g. zero mean Gaussian or uniform distri-

bution). For simplicity, we useo to indicateo = 1 ando0 for o = 0 from here on. We

can now formulate the VI-SOC objective as minimizing the distance between a controlled

distributionq(� ) and the target distributionp(� jo)

q� (� ) = argmin
q(� )

DKL (q(� ) k p(� jo))

= argmin
q(� )

Eq(� )

"

log
p(X jU)q(U)

p(oj� )
p(o) p(X jU)p(U)

#

= argmin
q(� )

Eq(� )

"

� logp(oj� ) +
T � 1X

t=0

log
q(ut )
p(ut )

#

;

(3.34)

where the constantp(o) is dropped. The �rst term in the objective measures the likelihood

of a trajectory being optimal while the second term serves as regularization.
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Splitting the expectation in the �rst term, we get

q� (U) = argmin
q(U)

n
� Eq(U) [Ep(X jU) [logp(oj� )]] + DKL (q(U) k p(U))

o
; (3.35)

wherep(U) andq(U) represent
Q T � 1

t=0 p(ut ) and
Q T � 1

t=0 q(ut ) respectively due to indepen-

dence andp(X jU) = p(x0)
Q T � 1

t=0 p(x t+1 jx t ; ut ).

Optimality Likelihood

The optimality likelihood in eq. (3.35) can be parameterized by a non-increasing function

of the trajectory costJ (X; U ) asp(oj� ) := f (J (X; U )). The monotonicity requirement

ensures that trajectories incurring higher costs are always less likely to be optimal. Com-

mon choices off includef (x) = exp( � x) andf (x) = 1f x � 
 g. In this paper, we choose

f (x) = exp( � x) such thatlogp(oj� ) = � J (X; U ). To avoid excessive notation, we abuse

the notation to de�neJ := Ep(X jU) [J (X; U )] and theM -sample empirical approximation

of the expectationJ :=
P M

m=1 [J m (X; U )]. Hence, eq. (3.35) takes the form

q� (U) = argmin
q(U)

Eq(U) [J ] + DKL (q(U) k p(U)) ; (3.36)

which can be interpreted as an application of the famous maximum entropy principle.

3.3.1 TsallisVI

In this section, we use the Tsallis divergence as the regularization function and derive

the Tsallis Variational Inference (TVI) framework for SOC. First, we de�ne the deformed

logarithm and exponential as

logr (x) =
xr � 1 � 1

r � 1
; expr (x) = (1 + ( r � 1)x)

1
r � 1
+ ; (3.37)
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where(�)+ := max(0; �) andr > 1. Usinglogr andexpr we can de�ne the Tsallis entropy

and the corresponding Tsallis divergence [35] as

Sr (q(z)) := � Eq[logr q(z)] = �
1

r � 1

� Z
q(z)r dz � 1

�
; (3.38)

and

Dr (q(z) k p(z)) := Eq

�
logr

q(z)
p(z)

�
=

1
r � 1

 Z
q(z)

�
q(z)
p(z)

� r � 1

dz � 1

!

: (3.39)

Note that asr ! 1, logr ! log, expr ! exp, Dr ! D KL andSr ! S , whereS is the

Shannon entropy.

Versions of Tsallis Statistics:

In our de�nition of the deformed logarithm and exponential in eq. (3.37), we use the vari-

abler instead of theq used in most literature to avoid assigning multiple meanings toq.

Also, our de�nition oflogr andexpr differ from its original de�nitions [36], but the original

can be recovered withr 0 = 2 � r , wherer 0 corresponding to the value used in [36]. Addi-

tionally, there are multiple formulations of the Tsallis entropy differing in their de�nitions

of the internal energy and how expectations are taken [35, 37, 38]. We have chosen to use

the formulation from [35] due to its simplicity in computing the expectation. However, as

shown in [39], they are equivalent and can be recovered from each other via a change of

variables.

We can now de�ne a new objective by replacing the KL divergence regularizer in

eq. (3.36) with the Tsallis divergence and introducing a parameter� that multiplies the

optimality likelihood to make the regularization strength tunable:

q� (U) = argmin
q(U)

� � 1Eq(U) [J ] + Dr (q(U) k p(U)) : (3.40)
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The controlled distribution has to satisfy the additional constraint of
R

q(U) dU = 1. The

optimal policy distributionq� can be explicitly solved for by constructing the Lagrangian

as

L = � � 1Eq(U) [J ] + Dr (q(U) k p(U)) + � (
Z

q(U)dU � 1) (3.41)

Setting the gradient to zero we have

rL = � � 1J +
r

r � 1

�
q(U)
p(U)

� r � 1

� � = 0 (3.42)

) q� =
�

r � 1
r

� 1
r � 1 �

� � � � 1J
� 1

r � 1 p(U): (3.43)

Rede�ning� � 1 = � (r � 1)~� � 1 and integrating both sides to 1, we get

q� (U) =
expr

�
� ~� � 1J

�
p(U)

R
expr

�
� ~� � 1J

�
p(U) dU

: (3.44)

We can now use eq. (3.44) to obtain the optimal control distribution by transforming the

prior distribution.

Reparameterization

To facilitate the analysis, we focus on theexpr term in eq. (3.44). Reparametrizing~� =

(r � 1)
 , we get

expr (� ~� � 1J ) =
�

1 �
J



� 1
r � 1

+

=

8
>><

>>:

exp
�

1
r � 1 log

�
1 � J




��
; J < 


0; J � 

;

(3.45)

where
 is now the threshold beyond which the optimality weight is set to 0.

The reparameterization adjusts the original parameter~� at every iteration to maintain
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Figure 3.1: Reparameterizedexpr (eq:(3.45)). Left: r is varied with �xed 
 = 0:5. It is
clear thatexpr ! 1J � 0:5 asr ! 1 . Right: 
 is adjusted accordingly such thatexpr ! exp
asr ! 1.

the same threshold
 , which is a more intuitive parameter. In addition, we have observed

that the reparameterized framework is easier to tune and achieves better performance than

the original formulation. Therefore, we focus our analysis and simulations on only the

reparameterized version hereon after. Note that in practice, it is easier to de�ne anelite

fraction, which adjusts
 based on the scale of the costs, instead of using
 for easier

tuning.

Figure 3.1 illustrates the shapes of the function corresponding to differentr and
 val-

ues. ForJ < 
 , asr ! 1 , expr (� ~� � 1J ) ! 1. Hence,expr (� ~� � 1J ) converges pointwise

to the step function1f J � 
 g with r ! 1 . On the other hand, for any0 < J

 < 1, we have

that
expr (� ~� � 10)

expr (� ~� � 1J )
= exp

�
�

1
r � 1

log
�

1 �
J



��
; (3.46)

which tends to1 asr ! 1. Hence,exp
�

1
r � 1 log

�
1 � J




��
converges to1f J =0 g asr ! 1.

3.4 Policy Distributions

In general, it is computationally inef�cient to sample from the optimal distributionq� (U)

via eq. (3.23) and eq. (3.44) directly. Instead, we can approximateq� (U) by some policy
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� (U) lying in a class� of tractable distributions and solve for an iterative update law by

minimizing the KL divergence between� (U) andq� (U):

� k+1 (U) = argmin
� (U)2 �

DKL (q� (U) k � (U)) : (3.47)

However, because one can only evaluateq� (U) at a �nite number of pointsf UmgM
m=1 , we

instead approximateq� (U) by the empirical distribution~q� (U) with weightswm :

~q� (U) =
MX

m=1

wm1f U= Um g; wm =
q� (Um )

P M
m0=1 q� (Um0)

: (3.48)

For each of the following update laws, we make use of the following equality:

qk+1 (U) = argmin
�

DKL (~q� (U) k � (U))

= argmin
�

Z
~q� (U) log ~q� (U)dU �

Z
~q� (U) log � (U)dU:

(3.49)

We can drop the �rst term as it doesn't relate to theargminq:

qk+1 (U) = argmin
�

�
Z

~q� (U) log � (U)dU

= argmax
�

Z
~q� (U) log � (U)dU

= argmax
�

MX

m=1

wm logq(Um ):

(3.50)

3.4.1 UnimodalGaussian

For a unimodal Gaussian policy distribution with parameters� := f (� t ; � t )gT � 1
t=0 , the p.d.f.

for each timestep's control has the form

N (ut ; � t ; � t ) =
1

p
(2� )nu j� t j

exp
�

�
1
2

(ut � � t )> � � 1
t (ut � � t )

�
; (3.51)
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where we have that

r � t logN (ut ; � t ; � t ) = ( ut � � t )> � � 1
t (3.52)

r � � 1
t

logN (ut ; � t ; � t ) =
1
2

� t �
1
2

(ut � � t )(ut � � t )> : (3.53)

Minimizing the KL divergence between� (U) and~q� (U) and using eq. (3.49), we have

0 =
MX

m=1

wm r � t logN (Um ; � t ; � t ) (3.54)

0 =
MX

m=1

wm r � t logN (um
t ; � t ; � t ): (3.55)

Using eqs. (3.52) and (3.53) then results in the update laws pp

3.4.2 GaussianMixture

Alternatively, the policy distribution can be aL-mode mixture of Gaussian distribution with

parameters� := f � lgL
l=1 for � l := ( � l ; f � l;t ; � l;t gT � 1

t=0 ), where� l is the mixture weight for

thelth component. With this we have

� (U; �) =
T � 1Y

t=0

� t (ut ; � t ) (3.56)

� t (ut ; � t ) :=
LX

l=1

� lN (ut ; � l ; � l ): (3.57)

It is not straightforward to directly minimize the KL divergence between� (U; �) and

~q� (U). Instead, we can use the Expectation Maximization (EM) and introduce the latent

variablesf ZmgM
m=1 , Zm 2 [L] which form a categorical distributionq(Z ) over each of the

L mixtures and denotes which mixture each sampleUm was sampled from. Then, we can
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write log� (U; �) as

log� (U; �) =
Z

q(z) log � (U; �)d z

=
Z

q(z) log
� (U; �) p(zjU; �)

p(zjU; �)
dz

=
Z

q(z) log
p(U; z; �)

q(z)
dz �

Z
q(z) log

p(zjU; �)
q(z)

dz

= F (q;�) + DKL (q k p) :

(3.58)

HereF (q;�) is the evidence lower bound or ELBO, and provides a lower bound for the

log likelihood logp(U; �) . Now, to optimizeF (q;�) , we estimateq(z) via p(zjU; � k),

where� k is the previous iteration's parameters. Then, the ELBO becomes

F (q;�) =
Z

q(z) log
p(U; z; �)

q(z)
dz

=
Z

q(z) log p(U; z; �)d z �
Z

q(z) log q(z)dz

=
Z

p(zjU; � k) log p(U; z; �)d z �
Z

p(zjU; � k) log p(zjU; � k)dz

= Q(� ; � k) + H (zjU):

(3.59)

Since the second term is a function of� k and thus is not dependent on� , it suf�ces to

optimizeQ(� ; � k). To do so, the EM algorithm separates this into two steps:

1. E-step: Computep(zjU; � k).

2. M-step: Computeargmax� Q(� ; � k).

An iterative update scheme for thek + 1th iteration can be derived as

� k+1
l =

N l
P L

l0=1 N l0
; � k+1

l;t =
1
N l

MX

m=1

� l (um
t )wmum

t ; (3.60)

� k+1
l;t =

1
N l

MX

m=1

� l (um
t )wm (um

t � � k+1
l;t )(um

t � � k+1
l;t )> ; (3.61)
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where

� l (um
t ) =

� k
l N (um

t j� k
l;t ; � k

l;t )
P L

l0=1 � k
l0N (um

t j� k
l0;t ; � k

l0;t )
; N l =

MX

m=1

T � 1X

t=0

� l (um
t )wm : (3.62)

The detailed derivation can be found in [40].

3.4.3 SteinVariationalPolicy

The policy can also be a non-parametric distribution approximated by a set of particles

� := f � lgL
l=1 for some parametrized policŷ� (U; �) known as Stein particles [41]. We

follow [42] and takê� to be a unimodal Gaussian with �xed variance, where� 2 Rnx � (T � 1)

corresponds to the mean. The update law of each Stein particle for thek + 1th iteration has

the form

� k+1
l =� k

l + � �̂ � (� k
l ); �̂ � (�) =

LX

l=1

k̂(� l ; �) G(� l ) + r � l k̂(� l ; �) ; (3.63)

G(� l ) =
P S

s=1 w(l;s)r � log �̂ (Um ; � l )
P S

s=1 w(l;s)
; (3.64)

where theM is chosen such thatM = LS, w(l;s) = w(m+ L (l � 1)) , andS denotes the number

of rollouts for each of theL particle. The �rst term in eq. (3.63) measures the optimality

of each particle and̂k is a kernel function that acts as a repulsive force in the second

term. Intuitively, r k̂ pushes particles apart when they are close and prevents them from

collapsing into a single mode. As noted in [43], Stein Variational Gradient Descent (SVGD)

becomes less effective as the dimensionality of the particles increases due to the inverse

relationship between the repulsion force in the update law and the dimensionality. Hence,

we follow [42] in choosing a sum of local kernel functions as our choice ofk̂. In addition,

we use radial basis function kernelk̂(�; � 0) = exp ( k� � � 0k2
2=h) in this thesis withh =

med(� l )2=logL. We refer the readers to the appendix of [40] for the detailed derivation.
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Table 3.2: Comparison of the minimization objective and the update law for a unimodal
Gaussian policy with �xed variance between different dynamic optimization approaches.

Approach Objective (Minimize) Update Law

Tsallis VI E[J ] + � Dr (q k p) � k+1
t =

P M
m=1

expr (� � � 1J m )um
t

P M
m 0=1 expr (� � � 1J m 0)

Reparameterized TVI E[J ] + � Dr (q k p) � k+1
t =

P M
m=1

(1� J m


 )
1

r � 1
+

um
t

P M
m 0=1

�
1� J m 0




� 1
r � 1

+

VO/MPPI E[J ] + � DKL (q k p) � k+1
t =

P M
m=1

exp(� � � 1J m )um
t

P M
m 0=1 exp(� � � 1J m 0)

SS E[S(� J )] � k+1
t = � k

t +
P M

m=1
S(J m )( um

t � 1
M

P M
m 00=1 (um 00

t ))
P M

m 0=1 S(J m 0)

CEM E[J ] � k+1
t = �� k

t + (1 � � )
P M

m=1
1f J m � 
 g um

tP N
m 0=1 1

f J m 0� 
 g

3.5 Connections between Perspectives

In this section, we compare between the different perspectives derived and against state-

of-the-art sampling-based dynamic optimization algorithms such as MPPI and CEM. A

comparison of problem formulations and update laws for different approaches with a uni-

modal Gaussian policy is in table 3.2.

CEM [17] is widely used in reinforcement learning and optimal control problems [44,

27]. As shown in section 2.2.5, the objective of CEM is to minimize the expected cost

E[J ]. The policy update law for CEM is based on a heuristic indicator function1f J � 
 g that

averages the samples whose cost is below the elite threshold
 . In practice, a elite fraction

is used instead of the unnormalized elite threshold.

It can be observed that the VO and VI perspectives share a similar objective func-

tion with the expected cost/negative log optimality likelihood and a regularization term.

Both perspectives optimize directly with respect to the policy distribution, and the form of

optimal policy distribution depends on the regularization term. From section 3.2 and sec-

tion 3.3, we know that the objective of standard VO can be recovered from TVI by taking

r ! 1, which results in an update law similar to that of MPPI with unnormalized cost.
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Figure 3.2: Comparison of different perspectives.

Normalization can be incorporated through the use of Renyi divergence as shown in sec-

tion 3.2.2. On the other hand, the CEM update law is a special case of the reparameterized

TVI by taking r ! 1 with 
 corresponding to the unnormalized elite fraction.

SS is a general stochastic optimization framework for policy distributions from the

exponential family, and optimization is performed with respect to the policy distribution

parameters via gradient descent. The form of the update is dictated by the choice of shape

function S(�) that transforms the cost function. As shown in table 3.2, the update law of

VO and TVI perspectives, as well as MPPI and CEM can all be derived through the SS

update and recovered with different shape functions. MPPI/VO corresponds toS(x; � ) =

exp(1
� x). A soft CEM update can be derived by takingS(x; �; ' ) = 1

1+exp( � � (x� ' )) . The

step function in CEM can be recovered with� ! 1 . TVI update law and its reparam-

eterized version are recovered withS(x; �; r ) = exp r (
1
� x) andS(x; 
; r ) =

�
1 + x




� 1
r � 1

+

respectively.

Figure 3.2 summarizes the relations between the perspectives. Despite the connec-

tions between them, there exist unique characteristics associated with each perspective as

a result of its theoretical foundation. From section 3.2.1, we know that the VO approach
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bridges variational optimization and optimal control theory, grounding the method on well-

established concepts. The VI perspective offers �exibility in algorithmic design with the

choice of regularizing divergence and optimality likelihood function. Both variational ap-

proaches optimizes directly with respect to the distribution, allowing a wide selection of

policy distribution compared to the more restricting exponential family for SS. On the

other hand, SS is a general framework that recovers the update law of all other approaches.

It provides a uni�ed platform for the theoretical analysis of different perspectives in sec-

tion 3.6. Its optimization formulation also allows for the use of many popular optimization

techniques for improved performance, such as accelerated gradient descent.

3.6 Analysis

3.6.1 Uni�ed ProblemFormulation

From the connection between TVI, VO/MPPI and CEM through SS shown in section 3.5,

with the appropriate selection of the shape function, the update laws of TVI, MPPI and

CEM can be derived from the SS framework. For the optimization problem formulation

min
�

Ep(X jU);� (U;�) [S(J (X; U ))]; (3.65)

TVI corresponds toS(J ) = exp r (� ~� � 1J )), MPPI corresponds toS(J ) = exp( � � � 1J ),

and CEM corresponds toS(J ) = 1J � 
 .

To analyze degree of risk aversion of each problem formulation, we can look at its

Taylor series expansion. For a cost likelihood functionc(J� ) whereJ� is a stochastic cost

term parametrized by the parameter� , the Taylor series expansion aroundE[J� ] := ~J� has

the form:

c(J� ) = c( ~J� ) + c0( ~J� )
�

J� � ~J�

�
+

1
2

c00( ~J� )
�

J� � ~J�

� 2
+ O(J 3

� ): (3.66)
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Taking the expectation:

E[c(J� )] � c( ~J� ) +
1
2

c00( ~J� ) Var( J� ): (3.67)

On the other hand, if we de�ne the certainty equivalent costJ� CE such thatc(J� CE ) =

E[c(J� )], we have that

f (J� CE ) = c( ~J� ) + c0( ~J� )
�

J� CE � ~J�

�
+ O(J�

2
CE ): (3.68)

Hence,

c0( ~J� )
�

J� CE � ~J�

�
�

1
2

c00( ~J� ) Var( J� ): (3.69)

De�ning � A := ~J� � J� CE as theAbsolute Risk Premium(which is anegativequantity for

costminimization as opposed to apositive quantity forutility/reward maximization), we

now have that

� A �
� 1
2

c00( ~J� )

c0( ~J� )
Var(J� ) (3.70)

=
1
2

A( ~J� ) Var( J� ); (3.71)

whereA(�) is the Absolute Risk Aversion (ARA) coef�cient [45], de�ned by

A(J ) = �
c00(J )
c0(J )

: (3.72)

The ARA coef�cient, de�ned as� S00(J )
S0(J ) for eq. (3.65), measures a scaled ratio of terms

corresponding to the mean and variance terms in the Taylor series expansion of the objec-

tive. Negative value of the coef�cient corresponds to a risk-averse objective, and positive

value of the coef�cient corresponds to risk-seeking behavior. ARA is originally used for
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utility maximization, where a larger ARA corresponds to greater risk aversion. This is the

opposite in our case when we are performing cost minimization. The ARA coef�cient of

TVI is

ATsallis(J ) = �
r � 2

(r � 1)(
 � J )
: (3.73)

The ARA coef�cients for MPPI and CEM are

AMPPI(J ) =
1
�

; (3.74)

ACEM(J ) = lim
k!1

� k tanh
�

1
2

k(
 � J )
�

: (3.75)

SinceAMPPI is a positive constant, it corresponds to a risk-seeking algorithm. For a cost

below the elite threshold,J < 
 , ACEM = �1 andATsallis 7 0 for r 7 2. This leads

to the Tsallis VI-SOC framework achieving lower variance than MPPI. For the same elite

threshold
 and a properly selectedr , we hypothesize that TVI results in lower mean cost

than CEM since CEM penalizes variance in�nitely harder than the mean and assigns equal

weights to all elite samples.

3.6.2 Convergence

In this section we prove the convergence as well as the rate of convergence for the sampling-

based dynamic optimization framework. In section 3.5, it was shown that the update law

of different perspectives can be derived from the SS perspective. The analysis is performed

on the SS formulation and can be applied to other frameworks via speci�c choices of shape

functionS(�). In [19], the convergence and rate of convergence is demonstrated for static

optimization problems. Here we restate the proof for dynamic optimization. Consider the

SS dynamic optimization problem formulation

� � = arg max
�

ln (E [S (� J )]) ; (3.76)

41



with corresponding update law at each time step as

� k+1
t = � k

t + � kE
�

S(� J )(T(uk
t ) � E[T(uk

t )])
E [S(� J )]

�
: (3.77)

The step size� k is introduced to facilitate convergence. The expectation can be approxi-

mated with Monte Carlo (MC) sampling. We now follow the same steps in [19] to show

convergence.

To start off, we can write the update laws in the form of a generalized Robins-Monro

algorithm as

� k+1
t = � k

t + � k
t [D(� k

t ) + � k
t ] (3.78)

whereD(� k
t ) represents the true update and� k

t , which behaves like a noise term, denotes

the difference between the MC approximation,~D(� k
t ), and the true update. Now we make

a few standard assumptions:

Assumption 1. (a) The step size sequencef � kg satis�es � k > 0 for all k, � k & 0 as

k ! 1 , and
P 1

k � k = 1 .

(b) The sample size for approximationM k = M 0k� where� > 0. In addition,f � kg and

f N kg jointly satis�es� k=
p

M k = O(k� � ) for some constant� > 1.

(c) The suf�cient statistic functionx 7! T(x) is bounded.

With these assumptions, we can apply Theorem 1 in [19] to show thatf � k
t g converges

w.p.1 to either a limiting set or a unique equilibrium point� �
t of the problem.

We proceed with the assumption thatf � k
t g converges to a unique equilibrium point� �

t .

De�ne JD (� ) = r � D(� ) as the Hessian matrix of the objective function. Assume thatJD

is continuous and symmetric negative de�nite in a neighborhood of� �
t and select a step

size sequence of� k = � 0=k� with � 0 > 0 and0 < � < 1, and a polinomially increasing
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sample size sequenceM k = M 0k� with M 0 > 1 and� > 0. We can rewrite eq. (3.78) as

� k+1
t = � k

t + � 0k� � D(� k
t ) + � 0k� � � k

t (3.79)

by subtracting� �
t on both sizes and setting� k

t = � k
t � � �

t . Using a Taylor expansion of

D(� k
t ) around� � and the fact thatD(� � ) = 0 we get

� k+1
t = � k

t + � 0k� � JD (~� k
t )� k

t + � 0k� � � k
t (3.80)

where~� k
t lies between� k

t and� �
t . We can rewrite this as

� k+1
t = ( I � k� � � k

t )� k
t + k� (� + � )=2� 0W k

t (3.81)

where

� k
t = � � 0JD (~� k

t )

W k
t = k(� � � )=2D(� k

t )

for some positive constant� . With the previous assumptions, we know that� k
t ! � t with

� = � � 0JD (� �
t ) since� k

t converges to� �
t . If we let � > � andM k = M 0k� � � , then

there exists a positive semi-de�nite matrix� such thatlimk!1 E[W k
t W k>

t ] = � w.p.1 and

limk!1 E[1kW k
t k2 � rk � kW k

t k2] = 0 8r > 0. With this we can apply Theorem 2 in [46] and

obtain

k
�
2 (� k

t � � �
t ) dist�! N (0; QMQ> ) (3.82)

whereQ is an orthogonal matrix such thatQ> (� � 0JD (� �
t ))Q = � with � being a diagonal

matrix and the(i; j )th entry ofM is given byM (i;j ) = (( � 0)2Q> � Q)(i;j )(� (i;i ) + � (j;j ))� 1.
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3.6.3 SampleComplexity

In this section, we investigate the sampling complexity for the expectation approximation

of the update law via MC sampling. For notational simplicity, the controls and their corre-

sponding policy parameters are assumed to be 1-dimensional. The results can be extended

to the multivariate case straightforwardly by analyzing a single dimension at a time. Con-

sider a generic update law of the form

� k+1 = � k +
E [S(� J )� (U)]

E [S(� J )]
; (3.83)

whereS(�) denotes the shape function and� (U) = ( T(U) � E[T(U)]). The MC approxi-

mation is performed through

�̂ k+1 = � k +
P M

m=1 (S(� J m )� (Um ))
P M

m0=1 (S(� J m0))
: (3.84)

Following the sampling complexity results in [47] for MPPI, we make the standard,

easy to satisfy assumptions below

Assumption 2. (a) The error bound of MC approximation� 1 is smaller than the nor-

malization termE[S(� J )]. i.e. � 1 < E[S(� J )]

(b) The cost function is non-negativeJ � 0.

Under assumption 2, we can derive the following theorem.

Theorem 2. The error between the true policy update(Equation 3.83)and its MC approx-

imation can be bounded as:

� k+1
t �

E2� 1

E1 � � 1
�

�
1 �

� 1

E1 � � 1

�
� 2 � �̂ k+1

t � � k+1
t +

E2� 1

E1 � � 1
+

�
1 +

� 1

E1 � � 1

�
� 2;

(3.85)
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with

P
�

jÊ1 � E1j � � 1

�
� � 1 = exp

�
�

2� 2
1

M

�
(3.86a)

P
�

jÊ2 � E2j � � 2

�
� � 2 =

 (T(ut ))
M� 2

2(E[S(� J )]2)
; (3.86b)

where

E1 = E[S(� J )]; Ê1 =
MX

m=1

(S(� J m ))

E2 = E[S(� J )� (ut )]=E1; Ê2 =
MX

m=1

(S(� J m )� (um
t )) =Ê1

 (T(ut )) =
q

M 4 � 4M 1M 3 + 6M 2M 2
1 � 3M 4

1 + M 2 � M 2
1 :

HereM i = E[T(ut ) i ] denotes thei -th moment ofT(ut ). The probability bound in eq.(3.85)

is the product of the bounds in eq.(3.86a)and eq.(3.86b).

Proof. To prove the theorem, we write the update law for a single timestep in a concise

form

� k+1
t = � k

t +
�

E[S(� J )]
E[S(� J )]

�
E[S(� J )� (ut )]

E[S(� J )]
= � k

t + AB; (3.87)

whereA = E[S(� J )]
E[S(� J )] andB = E[S(� J )� (ut )]

E[S(� J )] . Similarly, we write the approximation as

�̂ k+1
t = � k

t +

 
E[S(� J )]

P M
m0=1 (S(� J m ))

! P M
m=1 (S(� J m )� (um

t ))
E[S(� J )]

= � k
t + ÂB̂; (3.88)

with Â = E[S(� J )]
P M

m 0=1 (S(� J m ))
andB̂ =

P M
m =1 (S(� J m )� (um

t ))
E[S(� J )] . The approximation error is� k

t � �̂ k
t =

AB � ÂB̂ . For choices of shape functionS(�) 2 [0; 1], we get eq. (3.86a) from Hoeffding's

inequality. Note that all shape functions in this paper are bounded in[0; 1]. With this we

can boundÂ aroundA = 1 as

1 �
� 1

E1 � � 1
� Â � 1 +

� 1

E1 � � 1
: (3.89)
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Assumption 2(a) indicates that both limits of the bound forÂ are positive. Therefore, the

parameter error bound is upper bounded by the product of the bound forÂ andB̂ , with B̂

asB � � 2 � B̂ � B + � 2. The product can be computed as

�
1 �

� 1

E1 � � 1

�
(B � � 2) � ÂB̂ �

�
1 +

� 1

E1 � � 1

�
(B + � 2)

) � k+1
t �

B� 1

E1 � � 1
�

�
1 �

� 1

E1 � � 1

�
� 2 � �̂ k+1

t � � k+1
t +

B� 1

E1 � � 1
+

�
1 +

� 1

E1 � � 1

�
� 2:

To obtain the error bound� 2, we �rst derive a boundVar
h

S(� J )� (ut )
E[S(� J )]

i
in the following

lemma.

Lemma 1. The bound on the variance of weighted policy parameter depends onE[S(� J )]

and moments ofT(ut ) as

Var
�

S(� J )� (ut )
E[S(� J )]

�
=

Var (S(� J )� (ut ))
E[S(� J )]2

�
 (T(ut ))

E[S(� J )]2
: (3.90)

Proof. Using the de�nition of variance and covariance we get

Var (S(� J )� (ut )) = Cov( S(� J )2; � (ut )2) + E[S(� J )2]E[� (ut )2] � E[S(� J )� (ut )]2

� Cov(S(� J )2; � (ut )2) + E[S(� J )2]E[� (ut )2]

�
�
Var(S(� J )2) Var( � (ut )2)

� 1
2 + E[S(� J )2]E[� (ut )2]

�
�
Var( � (ut )2)

� 1
2 + E[� (ut )2]

=  (T(ut ))

where the second inequality results from the Cauchy Schwartz inequalityCov(X; Y ) �
p

Var(X ) Var( Y) and the last inequality results fromE[S(� J )2] � 1andVar(S(� J )2) �
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Figure 3.3: Comparison of mean cost and cost variance for the numerical analysis system
eq. (3.91). The cost achieved using the updatedu from a single update step, averaged over
4096different seeds, is shown over the entire range of the hyperparameter set for CEM,
MPPI and Tsallis VI-SOC. The hyperparameters which minimize the mean and standard
deviation of the cost are shown as a cyan and orange star respectively.

1, which is derived from the property of bounded random variable

Var(S(� J )) � (1 � E[S(� J )])E[S(� J )] � E[S(� J )] � 1:

With eq. (3.90), eq. (3.86b) can be derived through Chebyshev's inequality and the

proof for theorem 2 is completed.

Theorem 2 provides a probabilistic bound on the MC approximated parameter update

�̂ k+1
t from the desired one� k+1

t . For cases where the expected transformed costE[S(� J )]

and moments of policy parameter's suf�cient statisticsM i can be explicitly calculated, the

risks� 1; � 2 can be analyzed based on the number of samplesM and error bounds� 1; � 2. The

risks decrease as the number of samples increase with� 1 = O(e� M ) and� 2 = O(1=M).

47



Figure 3.4: A comparison of the updated means for CEM, MPPI and TVI using the best
set of hyperparameters on a single realization of64 noisy samples ofu (green) for the
numerical analysis system. Each sample is a noisy realization.

3.6.4 NumericalExample

Static Optimization

We verify the analysis in section 3.6.1 that TVI results in greater variance reduction by

comparing theexpr cost transform with the CEM and MPPI cost transforms on the follow-

ing simple single-stage stochastic optimization problem:

min
u

E�

2

4
� �

2e
�
2 (�� 2 � 2u)erf

�
�� 2 � up

2�

�
� c

d
+ 0:1�

3

5 ; (3.91)

where� � N (0; 1), erf(�) is the corresponding error function, the constants� and� are

chosen to be� = 0:2; � = 2:5, andc andd are chosen such that the noiseless objective

function is normalized between0 and1 for u 2 [� 5; 5]. Figure 3.4 plots the objective

function near its minimum and the noisy objective values.

To ensure that only the weight computation of the three methods is tested, we sample64

instances ofu uniformly from[� 5; 5]and use the same set of samples for all three methods.

We use the update law corresponding to the unimodal Gaussian with �xed variance for each
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Table 3.3: Comparison on a simple single stage stochastic optimization problem eq. (3.91).
The best values are boldfaced.

Algorithm Cost (Mean) Cost (Std Dev) Mean Control Error

Tsallis 2.65 × 10�4 4.80 × 10�4 2.20 × 10�2

CEM 5.36 × 10�4 9.26 × 10�4 5.04 × 10�2

MPPI 7.95 × 10�4 1.16 × 10�3 4.33 × 10�2

Table 3.4: Mean cost and standard deviation comparison for a point mass system over 20
seeds.

CEM MPPI Tsallis

Mean 2:734� 102 3:29� 102 2:725 � 102

Std Dev 2:3 6:27 2:76

algorithm and compare the resulting mean and standard deviation of the cost obtained from

each method after a single optimization iteration. A grid search is performed over4096

different hyperparameters, and the optimization metric is computed as the cost averaged

over4096random seeds. The results for the best performing hyperparameters are shown

in table 3.3 and agree with our intuition that the objective function of TVI should result in

a lower variance compared to MPPI and a lower mean compared to CEM. In addition, in

�g. 3.3, we observe that mean cost increases slower as the elite fraction decreases from the

optimal value than when increases, while the opposite is true for cost standard deviation.

Simple Dynamic Optimization

We also tested the mean cost and cost standard deviation of the different frameworks on a

simple dynamic optimization problem. The task is to control a point mass starting from an

initial position to reach a target location while avoiding an obstacle. The point mass system

is characterized by the deterministic double integrator dynamics. Each framework is tuned

with the Neural Network Intelligence (NNI) AutoML tool [48] on 1 seed and tested on 20

random seeds. The results are included in table 3.4. We can observe that while TVI has the

lowest mean cost, CEM results in the lowest cost standard deviation.
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CHAPTER 4

APPLICATIONS

In this chapter, sampling-based MPC algorithms are derived from the perspectives in chap-

ter 3 for different application scenarios and problem formulations. In particular, we con-

sider standard SOC, risk sensitive SOC, jump diffusion process, opinion dynamics and

distributed multi-agent control problems.

4.1 Stochastic Model Predictive Control

4.1.1 Algorithm

With the update laws derived in chapter 3 and a choice of the cost transformation func-

tion, we can construct a MPC algorithm, summarized in algorithm 1.

Given the initial state distributionp(x0) and a prior policy distribution,N � M initial

states are sampled. Given the initial states,M control trajectories are sampled from the

policy distribution. For each control trajectory sample,N state trajectories are propagated

for a total ofN � M rollouts. The state transitions at each timestep are sampled from

the stochastic dynamicsF (x; u; � ) where� corresponds to system stochasticity (zero mean

Gaussian� � N (0; � 2
� I ) used in this thesis). The cost of each trajectory is normalized to

[0; 1] for numerical stability and easier tuning. Depending on the choice of policy distribu-

tion class, the policy parameters are updated based on the update laws in section 3.4.

For the �rst iteration, we perform additional warm-up iterations by running the opti-

mization loop (line 5 to 14) for a largerK warmup iterations before executing the �rst control

and performingK optimization iterations in the ensuing MPC steps.

Control Selection: With the optimized policy distribution from the sampling-based

stochastic MPC framework, the control to be executed on the real system is selected differ-
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Algorithm 1 Sampling-based Stochastic MPC

1: Given: p(x0): initial state distribution;M : number of policy samples;N : number of
state samples;T: MPC horizon;T0: number of MPC steps;K : optimization iterations
per MPC step

2: Initialize � 0
0

3: f xn;m
0 gN;M

n;m =1 � p(x0)
4: for t0 = 0 to T0 � 1 do
5: for k = 0 to K do
6: for m = 1 to M in parallel do
7: for n = 1 to N in parallel do
8: X n;m ; Um = f rollout(x

n;m
0 ; � k

t0)
9: J n;m = f cost(X n;m ; Um )

10: end for
11: J m = 1

N

P N
n=1 f ( J n;m � min J n;m

max J n;m � min J n;m )
12: end for
13: � k+1

t0 = f update(f J m ; UmgM
m=1 )

14: end for
15: ExecuteqK (ut0;0)
16: � 0

t0+1 = f recede(� K
t0 )

17: end for

ently based on the choice of policy class. For the unimodal Gaussian policy, the mean of

the distribution is used. For the Gaussian mixture policy, the mean of the model with the

highest mixture weight is executed. In terms of the Stein policy, the Stein particle with the

highest weight is used.

Receding Horizon: After the control execution, the policy distribution is shifted to

warm start the optimization at the next MPC timestep. Let� 0be the next iteration's starting

sequence and� be the current iteration's sequence and set� 0
t = � t+1 for t = 0; :::; T � 2.

Finally, set the last item in the new sequence as� 0
T � 1 = � T � 1. This is known as the receding

horizon technique in MPC.

4.1.2 SimulationResults

In this section, we compare TVI algorithm against MPPI and CEM, which represent state-

of-the-art sampling-based SOC algorithms. Since in practice, the shape functions used in

SS corresponds to the ones which result in MPPI and CEM, we have chosen to only com-
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pare to MPPI and CEM. We showcase the scalability and performance of the TVI algorithm

on 2D point mass, quadcopter, ant, manipulator and humanoid systems in simulation under

the 3 aforementioned policy distributions.

The dynamics for the planar navigation and quadcopter tasks are solved via an Euler

discretization. Details of the dynamics can be found in [49]. For the manipulator, ant, and

humanoid tasks, we use the GPU-accelerated Isaac-Gym [50] to sample trajectory rollouts

in parallel. Additional system stochasticity is injected to each system through the controls

channel such thatF (x t ; ut ; � t ) = F (x t ; ut + � t ).

The hyperparameters and system con�gurations for all simulations are included in the

Appendix of [40]. To ensure fair comparisons, all hyperparameters for each method are

tuned using a combination of the TPE algorithm [51] from the NNI AutoML framework

and hand tuning.

Figure 4.1: Setup for the Planar Navigation task. The goal is for the robot (orange dot)
to reach the goal location (red cross) while avoiding the obstacles (blue squares) in the
middle. A crash cost of10000is incurred for crashing into the obstacles.

Planar Navigation

We �rst test the different algorithms on a point-mass planar navigation problem. The task

is for the point-mass with double-integrator stochastic dynamics to navigate through an

obstacle �eld to reach the target location. The dynamics and obstacle �eld are set up the
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Table 4.1: Comparisons of mean and standard deviation of cost between TVI, MPPI and
CEM on different systems and policy classes. The policy classes are de�ned as Unimodal
Gaussian (UG), Gaussian Mixture (GM), and Stein (S). Note that the negative of the re-
ward is used for the locomotion tasks (ant and humanoid). The mean and standard devia-
tion reduction percentages are included to the right where positive values correspond to a
reduction.

MPPI CEM Tsallis Tsallis vs MPPI Tsallis vs CEM

System Policy Mean Std Mean Std Mean Std � Mean% � Std% � Mean% � Std%

Planar
Navigation

UG 30 023.7 3644.1 34 617.5 2523.3 28 714.7 570.2 4.4 84.4 17.1 77.4

GM 39 313.8 8924.8 53 385.3 5494.0 31 369.2 5683.2 20.2 36.3 41.2 �3.4

S 38 225.0 5169.9 38 847.6 6641.8 33 324.5 4006.4 12.8 22.5 14.2 39.7

Quadcopter

UG 15 266.2 1374.0 15 756.8 2707.1 14 673.4 1458.4 3.9 �6.1 6.9 46.1

GM 22 145.5 4007.3 17 654.1 1593.9 16 430.6 1498.2 25.8 62.6 6.9 6.0

S 29 238.3 5084.3 21 064.7 2218.0 15 976.0 1218.3 45.4 76.0 24.2 45.1

Franka

UG 64.2 8.4 66.4 18.4 57.4 5.5 10.6 34.5 13.6 70.1

GM 67.2 8.3 68.7 13.0 59.2 5.4 12.0 34.9 13.9 58.5

S 72.4 4.2 80.4 14.0 71.8 3.3 0.8 21.4 10.7 76.4

Ant

UG �528.7 54.1 �652.6 26.7 �692.9 37.2 31.1 31.3 6.2 �39.0

GM �621.0 55.5 �659.1 53.6 �663.8 36.3 6.9 34.7 0.7 32.4

S �673.7 36.1 �670.0 32.2 �677.4 13.4 0.6 62.8 1.1 58.3

Humanoid

UG �423.8 233.8 �660.8 208.5 �899.3 80.1 112.2 65.7 36.1 61.6

GM �592.9 170.2 �725.9 164.9 �738.1 103.8 24.5 39.0 1.7 37.1

S �794.7 174.0 �840.8 168.1 �919.7 105.9 15.7 39.2 9.4 37.0

same way as [42], which is demonstrated in �g. 4.1. If a crash occurs, a crash cost is

incurred and no further movement is allowed.

Quadcopter

We also set up a quadcopter 3-D navigation task. The task is for the quadcopter to reach

a target location while avoiding obstacles. The quadcopter dynamics are taken from [52].

The quadcopter task is similiar to the planar navigation task, where the system is expected

to �y through a randomly generated forest to reach the target location. If a crash occurs, a

crash cost is incurred and no further movement is allowed.
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Franka Manipulator

We next test on the Franka manipulator modi�ed to have 7-DOF by removing the last joint

and �xing the �ngers. The objective of this task is to move the end effector around the

obstacles to the goal. An illustration of the task is in �g. 4.2. It is worth noting that no

crash cost is in place for the Franka manipulator. Instead, contact is included as a part of

the simulation dynamics.

Figure 4.2: Task setup for Franka manipulator. The goal is to reach the red block while
avoiding the pink and green obstacles.

Ant

We also consider the task of locomotion. We test on the ant system, which has29 state

dimensions,8 control dimensions, and is a widely used testbed for Reinforcement Learning

(RL) algorithms.

Humanoid

Finally, we test our approach on the complex humanoid locomotion task. The humanoid

system has56state dimensions,21control dimensions, and has very unstable dynamics.
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4.1.3 Discussion

In table 4.1, we can see the results of each experiment summarized between each robotic

system, policy parameterization, and choice of SOC framework. Across all systems we can

see TVI results in lower means and variances in most policy parameterizations. The trend

continues even as the complexity of the dynamics increases showing that the �exibility

provided by the TVI framework is useful even in high dimensional systems.

First in the planar navigation case, we see that TVI outperforms the other algorithms

in almost all policy parameterizations. During testing, there was high variability in the tra-

jectories computed by each algorithm. The best performing algorithms would have a large

increase in velocity towards the goal state, and would have enough variation in sampled

trajectories to ”see“ obstacles via large costs in order to avoid them. When comparing the

trajectories computed through the GM policy parameterization we tend to see a reduced

ability to stabilize at the goal resulting in larger costs overall when compared to other pa-

rameterizations. For these systems, the Stein policy results in longer trajectories to the goal.

Next in the Quadcopter experiments, we observe that the TVI outperforms both MPPI and

CEM in mean cost for the unimodal Gaussian and Stein policies. When looking at the high

dimensional simulation environments, we see the same trend of TVI reducing the mean and

variance in comparison to CEM and MPPI holds even for complex systems with contact

dynamics.

The performance of the TVI can be attributed to the ability of the algorithm to sam-

ple policies that are low cost (via the elite fraction), but then improve beyond the CEM

by performing the cost weighted averaging similar to MPPI. These characteristics of TVI

are additionally heavily related to the choice of hyperparameters. From hand tuning, we

observe that reducing the elite fraction generally results in lower mean cost but higher stan-

dard deviation and vice versa. As the cost transform approaches that of CEM or MPPI,

the mean and standard deviation approaches their corresponding value. This veri�es that

the TVI framework can be thought of as an interpolation between CEM and MPPI to a
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certain degree. The best performing con�guration is usually somewhere in between these

two extremes.

Finally note that even though the TVI framework is typically used over multiple iter-

ations in optimization schemes where the parameters can evolve as the optimization pro-

gresses, we have shown the bene�ts even in MPC mode, where a single iteration of opti-

mization is performed, reiterating the empirical result that a single step has higher reduction

in mean cost and variance compared to traditional MPC methods.
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4.2 Risk Sensitive Optimization

While the expected cost problem formulation in section 4.1 is popular for stochastic dy-

namic optimization problems, it only considers the mean performance and ignores the

effects of different cost distributions. In many applications, however, it is desirable to

consider the risk associated with the long tail events with high cost or low reward related

to a policy instead of its performance on average. A simple but practical risk measure is

the variance or mean-plus-variance [53, 54]. A major problem with variance is that it is

a symmetric risk measure. The undesired high cost scenario is penalized the same way

as the desired low cost outcome. Common asymmetric risk measures include exponential

utility [55, 56], which quanti�es the exponential growth of risk as the cost increases, and

Value-at-Risk (VaR) [57], VaR
 (X ) = inf f t : P(X � t) � 
 g, which quanti�es statisti-

cally the
 -quantile of the uncertain cost distribution with
 2 (0; 1) being the risk level.

While exponential utility and VaR penalize one side of the cost distribution as desired, they

are notcoherentrisk measures (see [58] Appendix A for de�nition) [59]. CVaR [60] is a

natural extension to VaR de�ned as CVaR
 (X ) = 1
1� 


R1

 VaRr (X )dr , which is equivalent

to the conditional expectation beyond VaR,E[X jX � VaR
 (X )], if X has continuous dis-

tribution. The main advantages of CVaR as a risk measure are that it is coherent, measures

only the worst cases compared to exponential utility, but takes into account the entire tail

instead of only the
 -quantile compared to VaR. Figure Figure 4.3 illustrates the difference

between risk measures on three distributions. Comparing the top and middle distributions,

it is clear that symmetric risk measures cannot capture the risk associated with a heavy tail.

From the middle and bottom distributions, it can be observed that CVaR is more sensitive

to the tail distribution than VaR.

CVaR has been used as a risk metric extensively in the �eld of �nance [61, 62, 63],

power utility [64, 65], supply chain management [66], etc. In recent years, it is also seeing a

rise in popularity in robotics research. However, CVaR optimization for dynamical systems

57



Figure 4.3: Comparison of different risk measures across three different distributions of
costs. The0:1 right-tail of each distributions is shaded in blue for clarity. The mean is
unable to account for tail risk and is thus lower in the bottom two distributions. Mean-
plus-variance is indifferent between the top and middle distributions. VaR, CVaR and ex-
ponential utility are higher in the bottom two distribution due to the longer tail. VaR only
takes into account the0:9-quantile and is thus indifferent between the middle and bottom
distributions.

suffers from the problem of time inconsistency [67], meaning that the optimal policy at a

particular timestep might be suboptimal at a future time. We encourage the readers to refer

to [68] Section 6.8.5 for the mathematical de�nition of time consistency and [69] Example

2 for an intuitive example on the time inconsistency of CVaR. The time inconsistency

makes directly applying popular methods in SOC and RL that originated from dynamic

programming to the CVaR optimization problem hard.

In this section, we extend the risk-sensitive formulation of GASS [70] and present Risk

Sensitive Stochastic Search (RS3), a general framework for solving CVaR optimization for

dynamical systems. The resulting algorithm bypasses the problem of time-inconsistency

by directly performing stochastic gradient descent on the sampling distribution parame-

ters. The framework is capable of handling uncertain initial states, parameters, and system

stochasticity.

4.2.1 ProblemFormulationandDerivation

In this section we useEp(x) [f (x)] to denote the integral
R


 x
f (x)p(x)dx andp(x) is dropped

from the expectation for simplicity when it is clear which distribution the expectation is
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taken with respect to. We consider the problem of minimizing the CVaR of cost function

U� = argmin
U2U

CVaR
 [J (X; U )]; (4.1)

subject to nonlinear stochastic dynamics

x t+1 � p(x t+1 jx t ; ut ; � ): (4.2)

Here we haveU � Rnu � T as the set of admissible control sequences, and� is the system

parameters. This formulation in eq. (4.1) is capable of handling uncertainties in state transi-

tion, p(x t+1 jx t ; ut ), parameters,p(� ), and initial condition,p(x0). The CVaR is computed

with respect to the uncertainty distributions. Assuming thatp(x t+1 jx t ; ut ; � ), p(x0) and

p(� ) are independent continuous density functions andJ is continuous, the minimization

problem in eq. (4.1) can be rewritten as

U� = argmin
U2U

Ep(� ) [J (X; U )jJ � VaR
 (J )]: (4.3)

wherep(� ) = p(x0)p(� )
Q T

t=0 p(x t+1 jx t ; ut ) is the joint pdf of all uncertainty distribu-

tions. We parameterize the controlu with a policy � � characterized by its parameters� .

The policy can be of any functional form, i.e. open-loop (ut = vt ; � t = vt ), linear feedback

(ut = ktx t + vt ; � t = f kt ; vtg) or a deep neural network. Following the steps for SS in sec-

tion 3.1, we de�ne a sampling distribution for the policy parameters from the exponential

family with a pdf of the form

p(� t ; � t ) = h(� t ) exp
�

� T
t T(� t ) � A(� t )

�
; (4.4)
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where� are the natural parameters of the distribution andT(� ) are the suf�cient statistics

of � . The minimization is now performed with respect to the natural parameters

� � = argmin
� 2 �

Ep(�;� ) [J (X; U )jJ � VaR
 (J )]: (4.5)

The expectation is now taken with respect to the joint distribution of uncertainty and sam-

pling distribution. We then turn the minimization proble into a maximization one by opti-

mizing with respect to� J , apply the shape function and logarithmic function to obtain the

transformed objective

� � = argmax
� 2 �

ln E[S(� CVaR
 [J (X; U )])] = argmax
� 2 �

l (� ): (4.6)

We can now take its gradient with respect to the parameters. Writing the expectation as an

integral with respect to the path probabilityp(X; U ; � ) we get

E
�
S

�
� CVaR
 [J (X; U )]

� �
=

Z


 �

S
�

�
Z


 �

J (X; U )p(X; U ; � )d�
�

d�; (4.7)

where
 � is de�ned such thatJ � VaR
 (J ) if and only if � 2 
 � , and
 � is de�ned such

that� � t (x t ) 2 Ut ; 8t. The path probability distribution can be decomposed as

p(X; U ; � ) = p(xT jxT � 1; � � (xT � 1); � )p(� T � 1; � T � 1) � � � p(x0)p(� ) (4.8)

= p(x0)p(� )
T � 1Y

t=0

p(x t+1 jx t ; � � (x t ); � )

| {z }
p(� )

T � 1Y

t=0

p(� t ; � t )

| {z }
p(� )

: (4.9)

Note that since the uncertainty and sampling distribution are independent, their joint dis-

tribution can be broken into the product of the two. The gradient of the objective function
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eq. (4.6) with respect to the parameters can be taken as

r � l (� ) =
E[S(� CVaR
 [J (X; U )])r �

� P T � 1
t=0 ln p(� t ; � t )

�
]

E[S(� CVaR
 [J (X; U )])]
: (4.10)

The detailed derivation can be found in [58] Appendix B. The gradient of the log parameter

distribution at each time step can be calculated as

r � t ln p(� t ; � t ) = r � t ln
�

h(� t ) exp
�
� T

t T(� t ) � A(� t )
� �

(4.11)

= r � t

�
� T

t T(� t ) � A(� t )
�

(4.12)

= T(� t ) � r � t A(� t ): (4.13)

Plugging it back into the gradient of the cost function, we get

r � t l (� ) =
E[S(� CVaR
 [J (X; U )])(T(� t ) � r � t A(� t ))]

E[S(� CVaR
 [J (X; U )])]
: (4.14)

With this, we have a gradient ascent update law for the parameters as

� k+1
t = � f � k

t + � kr � t l (�
k)g: (4.15)

where� is the projection operator ensuring the control constraints and the step size se-

quence� k satis�es the typical assumptions in Stochastic Approximation (SA):

� k > 0 8k; lim
k!1

� k = 0;
1X

k=0

� k = 1 (4.16)
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Practical Considerations

Numerical Approximation: The CVaR of the cost can be approximated [71] with

Ĉ 

m = V̂ 


m +
1

N (1 � 
 )

NX

n=1

�
Jn;m � V̂ 


m

� +
(4.17)

V̂ 

m = inf

(

x :
1
N

NX

n=1

1f Jn;m � xg � 


)

: (4.18)

The outer expectation can be approximated asE[S(� CVaR
 [J (X; U )])] = 1
M

P M
m=1 S(� Ĉ 


m ).

Note the expectation and CVaR in eq. (4.14) are computed as averages over costs de�ned

on entire trajectories.

Model Predictive Control Formulation: The parameter update in Equation (4.15) can be

used for trajectory optimization as well as in a receding horizon or MPC fashion. MPC is

a powerful algorithmic approach for nonlinear feedback control which is essential in tasks

that involve risk measures or high order statistical characteristics of cost functions. In this

paper we will leverage parallelization using GPUs to implement eq. (4.15) in MPC fashion.

Adaptive Stochastic Search:The MPC formulation allows online interaction with the

stochastic system dynamics. Data from this online interaction can be used to feed adap-

tive or state estimation schemes that update the probability distributionp(� ) in an online

fashion. In this work, we make use of a nonlinear state estimator, namely a particle �lter,

to propagate and update distributionp(� ) over time. The resulting control architecture is a

sampling-based risk-sensitive adaptive MPC scheme that optimizes CVaR while adapting

the probability distribution over parametric uncertainties. The details of this approach are

further explained in the next section.

4.2.2 Algorithm

In this section we present the RS3 algorithm implemented in MPC fashion, as shown

in Algorithm 2 and Algorithm 3. At initial time, the policy parameter distribution's natural
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Algorithm 2 Stochastic Search for CVaR Optimization
Given:
F : Transition Model;K : Optimization Iterations;M : Number of Control Samples;N :
Number of CVaR Optimization Samples;T: Number of timesteps;� : System parameters
vector;� 0: Initial step size;� 1: Step size decay rate;� � : Policy; 
 : Risk level;
Initialize:
� 0: natural parameters for policy;S: Shape function;
while task not completeddo

f xn
0gn=1 ;:::;N  StateEstimator()

f � ngn=1 ;:::;N  SampleSystemParameters()
for k  1 to K do

� k  � 0
k � 1

f � m;k gm=1 ;:::;M � p(� ; � k)
for m  1 to M in parallel do

for n  1 to N in parallel do
for t  0 to T � 1 do

un;m
k;t � � � k (xn;m

t )
xn;m

t+1 � p(xn;m
t+1 jxn;m

t ; un;m
k;t ; � n )

end for
Compute cost:J n;m (X n;m ; Um

k )
end for
Ĉm  ComputeCVaR(S(� J n;m ); 
 )

end for
� k+1  UpdateParametersf Ĉmg; � k ; f � m;k g)

end for
Perform Polyak averaging:��  1

K

P K
i =1 � i

Sample policy parameters�� � p(� ; �� )
Apply policy: � �� for � timesteps
Recede horizon:� 0 = ! (� K ; � )

end while

Algorithm 3 Parameter Update
Given:
M : Number of Control Samples;� k : Stepsize;f � kg: Policy samples;f Ĉg: CVaR
values;� : Projection operator for control constraints;
�  u
�  min(Ĉ)
�  

P M
m=1 exp (� (Ĉm � � ))

for n  1 to M do
! m  1

� exp (� (Ĉm � � ))

r m
u = � m � 1

M

P M
m=1 � m

end for
� k+1 = � f � k + � k

P M
m=1 r m

u g
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parameters are initialized. Given an initial state and parameter distribution provided by an

estimator,N i.i.d. samples are obtained. In the presence of uncertain parameters in the

model, each sample is also associated with an i.i.d. sample of the model parameter distri-

bution.M policies are sampled from the policy parameter distribution and each copy of the

policy is applied to allN samples of the initial states. In the case of stochastic dynamics,

the states of each of theN samples are propagated with an independent realization of the

stochastic dynamics. A cost is then calculated for each of the totalN � M trajectories.

For each policy sample, its associated CVaR cost is approximated with theN cost samples

using eq. (4.17) and eq. (4.18). Using the CVaR values, the policy parameter distributions'

natural parameters can be updated using eq. (4.14) and eq. (4.15). In our simulations, we

use Gaussian distributions with �xed variance to sample policy parameters, for which the

suf�cient statistics areT(� t ) = � t andr � t A(� t ) = E[T(� t )]. The parameter update step

is detailed in algorithm 3. In this work, the projection step is done via clamping. As is

common in SA algorithms, Polyak averaging is performed on the natural parameters to im-

prove the convergence rate [72]. With the Polyak averaged natural parameters�� , an optimal

policy can be sampled and applied to the system for� timesteps. Finally, we apply a shift

operator! (�; � ) that recedes the optimization horizon and outputs~� t = � t+ � . The last�

timesteps of the natural parameters are re-initialized.

Note that the RS3 algorithm can handle any or all uncertainties from initial state dis-

tribution, uncertain parameters and stochastic dynamics provided that i.i.d. samples can

be generated from the uncertain distribution. To turn off a source of uncertainty, one can

simply set the distribution as a Dirac delta function centered at the true value of initial state

or parameter (or 0 in the case of stochastic dynamics).

In our simulation examples of belief space control, we use a particle �lter to provide

the initial state distribution. To handle uncertain model parameters, we augment the states

by the uncertain parameters and use a particle �lter to learn its distribution (detailed in [58]

Appendix C). In both cases, i.i.d. particles from non-Gaussian distributions can be directly
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used in the RS3 algorithm. However, we want to stress that any �lter can be used together

with the RS3 algorithm.

4.2.3 SimulationResults

In this section, we showcase the general applicability of RS3 in dealing various types of

uncertainty. 1)External noise:Comparing its performance against the Sample-based Dis-

tributional Policy Gradients (SDPG) algorithm for CVaR optimization. 2)Uncertain sys-

tem parameters:combining it with a particle �lter to perform risk sensitive control in belief

space. 3)Uncertain initial condition: This can be found in [58] Appendix D.

All simulations were performed with a risk level of0:9. The open loop policy� � (x) = �

is used for all simulations, where� directly maps to the controls. The multivariate normal

distribution is chosen as the sampling distribution, and we use the method proposed in [73]

to handle the box control constraints in the simulation tasks by sampling from a truncated

multivariate normal distribution. The tuning parameters of all simulations are included in

the Appendix of [58].

Comparison Against SDPG

The SDPG algorithm [74, 75] is one of the most recent work on optimizing CVaR for

dynamical systems. SDPG [74] and the risk-sensitive version of SDPG [75] are actor-critic

type policy gradient algorithms in the distributional RL [76] setting.

The actor network parameterizes the policy and the critic network learns the return

distribution by reparameterizing simple Gaussian noise samples. The risk-sensitive version

of SDPG [75] is an extension of the naive SDPG [74] algorithm by using CVaR as a loss

function to train the actor network to learn a risk-sensitive policy. In this paper, We compare

RS3 and the risk-sensitive SDPG on two classic control systems in OpenAI Gym [77], a

pendulum and a cartpole.

Typical RL algorithms always receive some state feedback either fully or partially from
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Table 4.2: Reward comparison results between RS3 (ours) vs. risk-sensitive SDPG [75]

System Pendulum Cartpole
Noise Variance 0.3 1.0 2.0 3.0 0.3 1.0 2.0

Mean 169.2 172.0 177.0 183.1 291.0 299.3 311.9
RS3 VaR 170.3 175.9 185.1 196.1 291.9 302.5 320.1

CVaR 170.7 177.6 189.3 203.7 292.3 304.2 326.9
Mean 171.1 173.4 178.4 185.2 302.1 430.4 591.3

SDPG VaR 172.4 177.9 188.3 201.1 302.6 607.9 650.8
CVaR 172.9 179.5 191.6 206.8 302.8 617.8 659.6

Figure 4.4: The histograms of the �nal cost in the case of injected control noise sampled
from N (0; 1): Left: Pendulum,Right: Cartpole.

environments. Thus, to fairly compare against SDPG, we exploited an MPC scheme in

RS3 to implicitly receive the state feedback and perform a receding-horizon optimization.

In addition, as SDPG is unable to handle uncertainty in the initial states and controls, we

consider deterministic initial states and system dynamics with additive noise h the control

channels. To match the RS3 framework, the Gym environment's controls were modi�ed to

be continuous and use a quadratic cost function instead of the typical RL reward function

-1, 0, or +1 implemented in Gym. The cost function used in the simulation can be found in

[58] Appendix D.1.1. All other training parameters for risk-sensitive SDPG were the same

as the parameters used in the original work [75].

Under the aforementioned conditions, RS3 is shown to outperform SDPG overall by

converging to a lower CVaR value, especially in the case of larger noise levels. The mean,

VaR, and CVaR values of the �nal costs obtained from both algorithms for the pendulum

and cartpole simulation are shown in Table 4.2 and a comparison of the histogram of the
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�nal costs are shown in Figure 4.4. The state, control, and cost histograms for all the

simulation in Table 4.2 can be found in [58] Appendix D.1.

It is clearly shown in Figure 4.4 that the distribution of the �nal cost has sharper tail on

the high cost region in RS3's results compared to SDPG's. As a result, the mean, VaR, and

CVaR of RS3's �nal costs are smaller than SDPG's.

The reason why our method outperforms the RL framework is that we perform online

update of our policy whereas the RL policy is �xed after training. This disadvantage of

RL algorithms comes from the nature of RL. Once a model is trained on a speci�c dataset

or with a speci�c noise pro�le, the model fails to output correct predictions under a new

environment or given unseen inputs or noise. Our online optimization scheme solves this

issue and �ts better in risk-sensitive control.

Belief Space Optimization

Figure 4.5: Nonlinear belief space optimization with
uncertain pendulum mass in the Pendulum problem.

We next show results for the

uncertain parameter case from

the pendulum, cartpole and quad-

copter systems. In each trajec-

tory plot, the dotted lines repre-

sent estimates from the particle �l-

ter with the error bars showing the

� 3� uncertainties of the nonlinear

belief. The solid line represents

the ground truth states.

Pendulum:

We �rst apply RS3 to a pendulum for a swingup task with unknown pendulum mass.

We assume deterministic initial condition and state transition model. The pendulum's true

67



mass is set to2 kg. The prior for pendulum mass is set to beN (5:0; 4:0). The initial

statesx = [ �; _� ] are drawn from a normal distribution with mean[�; 0] and covariance

matrix diag([0:1; 0:1]). We assume full-state observability with additive measurement noise

� � N (0; 1). From Figure 4.5, we can observe that RS3 is able to correctly estimate the

mass of the pendulum in the parameter estimation case. Without parameter estimation, RS3

overestimates the control effort required and overshoots the target angle.

Figure 4.6: Nonlinear belief space optimization with
uncertain pole mass in the Cartpole problem.

Cartpole:

We apply the proposed al-

gorithm to the task of cartpole

swingup with with unknown pole

mass. The prior over the mass

of the pole is a normal distribu-

tion N (5:0; 5:0) and the true value

is 0:1 kg. Our algorithm is able

to learn the true mass of the pole

and successfully perform a swing

up (Figure 4.6). We compare this

with the case of not estimating the mass of the pole, where the algorithm does not sample

from the correct dynamics and is unable to correctly optimize for a trajectory that success-

fully swings up.

Quadcopter: Finally, we apply our algorithm to the quadcopter system (dynamics can be

found in [49]), where the task is to �y a quadcopter with states[x; y; z; _x; _y; _z; r; p; y; _r; _p; _y]

from position[0; 0; 0] to [2; 2; 2]. The drag coef�cient of the system is unknown, the prior

over the drag is a normal distributionN (0:5; 0:5) and the true value is0:1. The algorithm

is once again able to learn the correct drag coef�cient and manages to pilot the quadcopter

to the target position without signi�cant overshoot despite the drag coef�cient being500%

larger than the mean of the prior (Figure 4.7). For the case where we do not perform

68



Figure 4.7: Nonlinear belief space optimization with uncertain drag coef�cient in the quad-
copter problem. RS3 with parameter estimation is able to converge much closer in roll,
pitch and pitch velocity compared to without parameter estimation.

parameter estimation, since the prior of the drag coef�cient is greater than the actual value,

the control policy found by the RS3 framework results in overshooting behavior before

convergence, although it still manages to converge to the target state due to the robustness

from optimizing for CVaR.
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4.3 Jump Diffusion Process

In this section, we derive a stochastic MPC algorithm for jump diffusion processes char-

acterized by Gaussian and compound Poisson noises. The resulting update law is derived

from both the VO and SS perspectives.

4.3.1 ProblemFormulationandDerivation

Consider a stochastic system with statex t and controlut at time t. We assume the dynamics

also has additive noise from Brownian motiondw 2 Rnw and marked-jump processdP 2

Rnp with constant jump rate. We can formulate our stochastic optimal control problem as:

U� = arg min
U2U

EQ

h
� (xT ; T) +

Z T

t0

L (x t ; ut ; t)dt
i
; (4.19)

whereU is the set of admissible control sequences, and the expectation is taken with respect

to the probability measureQ induced by the controlled dynamics:

dx t = F (x t ; ut ; t)dt + B(x t ; t)dw(1) + H (x t ; Q; t)dP (1) ; (4.20)

with E[dP (1) ] = � (1) dt and� (1) is the jump rate. We assume zero mean normal distribution

for the mark distribution,� Q (q; t) � N (0; � J ). For the cost function we consider a state-

dependent cost and a quadratic control cost:

L (x t ; ut ; t) = q(x t ; t) +
1
2

u>
t R(x t ; t)ut : (4.21)

We consider dynamics af�ne in control:

F (x t ; ut ; t) = f (x t ; t) + G(x t ; t)ut : (4.22)

The proof for existence and uniqueness of solution to the problem we are considering can
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be found in [78].

4.3.2 VO Approach

In this section we present the derivation of our sampling based stochastic trajectory opti-

mization method for jump diffusion processes using an information theoretic approach.

Recall that the free energy of a dynamical system is de�ned as

F (S(X )) = � log
�

EP

h
exp

�
�

1
�

S(X )
� i�

; (4.23)

whereS(X ) = � (xT ; T)+
RT

t0
q(x t ; t)dt. The expectation is taken with respect toP, which

is the probability measure induced by the uncontrolled dynamics:

dx t = f (x t ; t)dt + B(x t ; t)dw(0) + H (x t ; Q; t)dP (0) ; (4.24)

with E[dP(0) ] = � (0) dt and the same mark distribution as the controlled dynamics. Now

suppose probability distributionsQ andP as de�ned previously are absolutely continuous

with each other, we have the inequality

� F (S(X )) � EQ[S(X )] + � DKL (Q k P): (4.25)

The derivation here is the same as in section 3.2. To �nd the KL-Divergence betweenQ

andP, we needdQ
dP , which can be found using Girsanov's theorem [79]:

dQ
dP

= exp
� 1

2

Z T

t0

u>
t G(x t ; t)> �( x t ; t)� 1G(x t ; t)utdt

+
Z T

t0

u>
t G(x t ; t)> �( x t ; t)� 1B(x t ; t)dw(1)

�
Z T

t0

(( 
 J � 1)� (0) )dt
�

�
P (0) (t )Y

k=1


 J (T �
k )
 M (Qk ; T �

k );

(4.26)

where�( x t ; t) = B(x t ; t)B (x t ; t)T , 
 J (t) is the ratio of jump rates in the two dynamics,
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RT
0 � (1) dt =

RT
0 
 J (t)� (0) dt, and
 M (q; t) is the scaling between the mark distributions,

R
Q1

� (1)
Q (q; t)dq =

R
Q0


 M (q; t)� (0)
Q (q; t)dq = 1.

Here we consider the case where the change of measure only includes changes in drift,

and the jump rates and mark distributions are the same. Therefore, both
 J and
 M have

the value 1, and the last two terms can be dropped. Additionally, sincedw(1) is a Brownian

motion with respect toQ, we getEQ

hRT
0 dw(1)

i
= 0. The KL-Divergence then simpli�es

to:

DKL (Q k P) = EQ

h1
2

Z T

t0

u>
t G(x t ; t)> �( x t ; t)� 1G(x t ; t)utdt

i
: (4.27)

Using this result, if we assume the control cost matrix has the form,

R(x t ; t) = �G (x t ; t)> �( x t ; t)� 1G(x t ; t); (4.28)

we get

EQ[S(X )] + � DKL (Q k P) = EQ

h
S(X ) +

1
2

Z T

t0

u>
t R(x t ; t)utdt

i
: (4.29)

Note that this is equivalent to a cost function. With this we have shown that the free

energy serves as the lower bound for our stochastic optimal control problem, and we can

rewrite eq. (4.25) as a minimization problem:

� F (S(X )) = inf
Q

h
EQ[S(X )] + � DKL (Q k P)

i
: (4.30)

In this minimization problem we have a state cost and a control cost in the form of KL-

Divergence, which penalizes deviation from the uncontrolled distribution. We now de�ne

the optimal measure that achieves the lower bound as:

dQ�

dP
=

exp(� 1
� S(X ))

EP[exp(� 1
� S(X ))]

: (4.31)
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With this we can solve the minimization problem de�ned by eq. (4.30) by moving the

probability distributionQ induced by some control as close to the optimal distribution as

possible. The distance can be represented by the KL-Divergence between the two distribu-

tions and the problem becomes:

U� = arg min
U2U

DKL (Q� k Q): (4.32)

KL-Divergence Minimization

Applying the de�nition of KL-Divergence we have:

DKL (Q� k Q) = EQ�

h
log

� dQ�

dQ

�i

= EQ�

h
log

� dQ�

dP
dP
dQ

�i
:

(4.33)

We already havedQ�

dP from its de�nition. For dP
dQ , we can use Girsanov's theorem:

dP
dQ

= exp
� 1

2

Z T

t0

u>
t G(x t ; t)> �( x t ; t)� 1G(x t ; t)utdt

�
Z T

t0

u>
t G(x t ; t)> �( x t ; t)� 1B(x t ; t)dw(0)

�
:

(4.34)

Setting the terms inside the exponential asD(X; U ) and plugging the results back in

eq. (4.33) we have:

DKL (Q� k Q) =

EQ�

h
�

1
�

S(X ) � log(EP[exp(�
1
�

S(X ))]) + D(X; U )
i
:

(4.35)

SinceS(X ) is not dependent on the control we can drop the �rst two terms from the

minimization. Now we discretize the control as step functionsut = uj if j � t � t <
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(j + 1)� t with j = f 0; 1; � � � ; N � 1g. Then we have:

D(X; U ) =
N � 1X

j =0

 
1
2

u>
j

Z t j +1

t j

G(x t ; t)dtu j � u>
j

Z t j +1

t j

B(x t ; t)dw(0)

!

; (4.36)

where

G(x t ; t) = G(x t ; t)> �( x t ; t)� 1G(x t ; t) (4.37)

B(x t ; t) = G(x t ; t)> �( x t ; t)� 1B(x t ; t) (4.38)

N = T=� t: (4.39)

Note that eachuj does not depend on the trajectory taken, so we can taken them out of

the expectation:

EQ�

h
D(X; U )

i
=

N � 1X

j =0

 
1
2

u>
j EQ�

hZ t j +1

t j

G(x t ; t)dt
i
uj

� u>
j EQ� [

Z t j +1

t j

B(x t ; t)dw(0) ]

!

:

(4.40)

We can approximate the two integrals for small enough� t as:

Z t j +1

t j

G(x t ; t)dt � G (x t j ; t j )� t (4.41)

Z t j +1

t j

B(x t ; t)dw(0) � B (x t j ; t j )�
(0)
j

p
� t; (4.42)

where� (0)
j is a vector with standard normal variable in each entry,� (0)

j � N (0; � D ). Then

we can �nd u�
j by taking the gradient with respect touj , setting it to zero and solving for

uj . The optimal control is found as:

u�
j =

1
� t

EQ�

h
G(x t j ; t j )

i � 1
EQ�

h
B(x t j ; t j )�

(0)
j

p
� t

i
: (4.43)
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Importance Sampling

We have obtained the optimal control in the form of expectation with respect to the optimal

distribution. We can not sample from the optimal distribution, but we can sample from the

uncontrolled distributionP to approximate the controls. Therefore, we need to change the

expectation through multiplying bydP
dP and using the Radon-Nikodym derivativedQ�

dP :

u�
j =

1
� t

EP

hexp(� 1
� S(X ))G(x t j ; t j )

EP[exp(� 1
� S(X ))]

i � 1

� EP

hexp(� 1
� S(X ))B(x t j ; t j )�

(0)
j

p
� t

EP[exp(� 1
� S(X ))]

i
:

(4.44)

The equation can be further simpli�ed sinceG(x t j ; t j ) andB(x t j ; t j ) are deterministic at

time t j :

u�
j =

1
� t

G(x t j ; t j )� 1B(x t j ; t j )EP

hexp(� 1
� S(X ))� (0)

j

p
� t

EP[exp(� 1
� S(X ))]

i
: (4.45)

Note that the expectations are taken with respect to the uncontrolled dynamics. This

is not ideal since it means waiting for random Gaussian and jump noise to generate a

meaningful trajectory. Therefore, we need to change the sampling distribution to the control

induced distribution. In addition, we can also change the sampling variance to� (1)
D = c� (0)

D

to increase the state space explored. To perform importance sampling we multiply bydQ
dQ

and change from the zero mean� (0)
j

p
� t to the non zero meanG(x)uj � t + � (1)

j

p
� t:

u�
j = uj +

1
� t

G(x t j ; t j )� 1B(x t j ; t j )EQ

hexp(� 1
� S(X ))� (1)

j

p
� t dP

dQ

EQ[exp(� 1
� S(X )) dP

dQ ]

i
: (4.46)
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We can use Girsanov's theorem again to getdP
dQ :

dP
dQ

= exp

 

�
1
2

N � 1X

j =0

�
u>

j G(x t j )
> � � 1G(x t j )uj � t

+ u>
j G(x t j )

> � � 1B(x t j )�
(1)
j

p
� t

+ (1 � c� 1)� (1)>
j B(x t j )

> � � 1B(x t j )�
(1)
j � t

�
!

:

(4.47)

The last terms comes from the change of sampling variance and the detailed derivation

can be found in [80]. The addition of these terms can be added into the state cost:

~S(X ) = � (x tN ; tN ) +
N � 1X

j =0

~q(x t j ; uj ; t j )� t; (4.48)

where

~q(x t j ; uj ; t j ) = q(x t j ; t j ) +
1
2

u>
j Ruj + �u >

j B
� (1)

jp
� t

+
1
2

� (1 � c� 1)� (1)>
j B(x t j )

> � � 1B(x t j )�
(1)
j =� t:

(4.49)

With the new state cost we can obtain the �nal expression of optimal control update

rule:

u�
j = uj + G(x t j ; t j )� 1B(x t j ; t j )

� EQ[exp(� 1
�

~S(X ))
� (1)

jp
� t

]

EQ[exp(� 1
�

~S(X ))]

�
: (4.50)

The term inside the square brackets is approximated as:

P M
m=1 exp(� 1

�
~S(X m ))

� m
jp
� tP M

m=1 exp(� 1
�

~S(X m ))
; (4.51)

usingM sample trajectories.
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4.3.3 SSApproach

Consider a system with the same de�nition of state, control and dynamics as in the previous

section, the optimal control problem can be de�ned in the same way:

U� = arg min
U2U

E[J (X; U )]; (4.52)

whereJ is an arbitrary cost function. We can introduce an exponential shape function

L(y) = exp( y) to rede�ne the optimal control problem as a maximization problem:

U� = arg max
U2U

E
h
L

�
�

1
�

J (X; U )
�i

: (4.53)

The expectation is taken over the control policy, which is parameterized by a set of

parameters� 2 � that we have control over. Finally, we transform the maximization

problem with a logarithm function:

� � = arg max
� 2 �

ln
�

E
h
L

�
�

1
�

J (X; U )
�i�

= arg max
� 2 �

l (� ):
(4.54)

Probability Distribution Parameterization

Assume a time discretization of control policy with step functions, and the stochastic con-

trol policy at each time instant has additive Gaussian and jump noise around some mean,

uj = � j + � D;j + � J;j � P. We have the diffusion term� D;j � N (0; � D ) and the jump

term � J;j � N (0; � J ) with known variances, andE[� P] = � � t with known jump rate

� . Assuming stochasticity enters the system through the control channels, the probability

density/mass function of each trajectory can be expressed asp(X; U ; � ) = p(U; � ) since the

dynamics is deterministic. Assume the noise at each time instant is i.i.d., then the pdf/pmf

of each trajectory can be expressed as:
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p(U; � ) =
N � 1Y

j =0

p(uj ; � j ): (4.55)

Although there is no closed form expression for the pdf/pmf of the entire trajectory, the

pdf/pmf at each time instant can be written out explicitly. For small enough� t such that

� � t � 1, the zero-one jump law [79] applies and the jump noise has Bernoulli distribution

with probability of jump being� � t. In addition, when jump occurs,uj � N (� j ; � D +� J )

is normally distributed with the variance as the sum of diffusion and jump noise since the

sum of two normally distributed random variable is still normal. Therefore the pdf/pmf can

be expressed as:

p(uj ; � j ) = I j (� � t)

 
1

p
(2� )n j� D + � J j

exp
�

�
1
2

(uj � � j )> (� D + � J )� 1(uj � � j )
�

!

+ (1 � I j )(1 � � � t)

 
1

p
(2� )n j� D j

exp
�

�
1
2

(uj � � j )> � � 1
D (uj � � j )

�
!

= h(uj ) exp
�

� >
j T(uj ) � A(� j )

�
;

(4.56)

where

h(uj ) = I j (� � t)

 
1

p
(2� )n j� D + � J j

exp
�

�
1
2

u>
j (� D + � J )� 1uj

�
!

+ (1 � I j )(1 � � � t)

 
1

p
(2� )n j� D j

exp
�

�
1
2

u>
j � � 1

D uj

�
!

A(� j ) =
1
2

� >
j (� D + I j � J )� 1� j

T(uj ) = (� D + I j � J )� 1
2 uj

� j = (� D + I j � J )� 1
2 � j :

(4.57)

The termI j term is an indicator function withI j = 1 when jump occurs andI j = 0 when
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there is no jump.

Gradient Descent

From section 3.1 we know the gradient with respect to� j has the form:

r � j l (� ) =

R
L(� 1

� J (X; U ))p(U; � )(T(uj ) � � j )dU
R

L(� 1
� J (X; U ))p(U; � )dU

: (4.58)

With the pdf/pmf de�ned earlier the update rule for� can be found as:

� k+1
j = � k

j + � k

 R
L(� 1

� J (X; U ))p(U; � )(T(uj ) � � k
j )dU

R
L(� 1

� J (X; U ))p(U; � )dU

!

= � k
j + � k

 
E

h
L(� 1

� J (X; U ))( T(uj ) � � k
j )

i

E
h
L(� 1

� J (X; U ))
i

!

:

(4.59)

Then� j can be substituted in for� j :

(� D + I j � J )� 1
2 � k+1

j = (� D + I j � J )� 1
2 � k

j

+ � k

 
E

h
L(� 1

� J (X; U ))(� D + I j � J )� 1
2 (uj � � k

j )
i

E
h
L(� 1

� J (X; U ))
i

!

:
(4.60)

The �nal update law can be obtained as:

� k+1
j = � k

j + � k

 
E

h
L(� 1

� J (X; U ))( uj � � k
j )

i

E
h
L(� 1

� J (X; U ))
i

!

= � k
j + � k

 
E

h
exp(� 1

� J (X; U ))( � k
D;j + I j � k

J;j )
i

E
h

exp(� 1
� J (X; U ))

i

!

:

(4.61)

The update law (Equation 4.61) is very close to the one (Equation 4.51) obtained from

the VO approach. In the case of noise entering the system through control channels only,

B andH matrices are the same asG, and the matrix transformG� 1B, which maps from
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state space to control space, goes to identity. Taking step size� = 1, the two control laws

differ only in the extra terms resulted from importance sampling.

4.3.4 Algorithm

From both approaches, we get an iterative update law for the optimal control policy at

each timestep. This allows for the algorithm to be implemented in a MPC fashion. In the

MPC setting, after the optimal control sequence is obtained, only the �rst control action

is executed and re-optimization occurs from the new initial states. Since an entire optimal

control sequence is given at every timestep, we can keep the un-executed control sequence

to warm start optimization for the next iteration. This is very important for increasing the

performance of the algorithm as we are reusing information from previous optimization

iterations. The description of the proposed algorithm is given in algorithm 4.

The algorithm is based on the assumption that both Gaussian and jump noise affect

the states through the control channels. Jump noise is simulated using the zero-one jump

law, which states that if� � t � 1, the probability of more than one jump occuring at each

timestep can be neglected. A jump timerp is sampled from a uniform distribution to check

whether jump occurs at each timestep. When a jump occurs, a zero mean Gaussian vector

determines the magnitude of jump noise in each control channel.

4.3.5 SimulationResults

We compare the MPC algorithm for jump diffusion processes against the original MPPI

algorithm in [81] that doesn't account for jump noise on a cart pole and quadrotor in simu-

lation with arti�cial Gaussian and jump noise. To avoid confusion, we refer to the algorithm

presented in this paper as the jump MPPI algorithm and the algorithm without jump noise

in sampling as the MPPI algorithm. In the trajectory plots the mean trajectory and 95%

con�dence interval are plotted. Note that the con�dence intervals are not labeled explicitly

but shaded with the same color as mean trajectories. The red line indicates the target state.
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Figure 4.8: Comparison of jump MPPI and MPPI on a cartpole.Top left: cart position;
Top right: pole angle; Botton left: Gaussian noise; Botton right: Poisson noise.

Cart Pole

Table 4.3: Success rates of jump MPPI and MPPI algorithm on a cart pole

Jump noise Jump MPPI MPPI
� = 0:25; � J = 1 100% 100%
� = 0:25; � J = 1:5 96% 91%
� = 0:25; � J = 2 96% 81%
� = 0:25; � J = 3 88% 61%
� = 0:1; � J = 2 97% 92%
� = 0:5; � J = 2 91% 73%

We applied the both algorithms on a standard cart pole system in simulation. The

task is to swing up and stabilize the cart pole. We used 1000 trajectories during sampling

and ran each algorithm for 100 trials. We tested the robustness of both algorithms by

varying the jump amplitude and rate while keeping Gaussian noise the same. In table 4.3,

we demonstrate the simulation results. The jump MPPI algorithm has a higher success

rate in stabilizing the cart pole. Speci�cally, with only small jump noise, both algorithms

managed to balance the cart pole. As the jump amplitude increased, both algorithms started

to fail, but the new algorithm has a higher success rate of stabilizing the pole than the old

algorithm. For a �xed jump amplitude, increasing the jump rate results in lower success

rates in both algorithms and vice versa.
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Figure 4.9: Comparison of jump MPPI and MPPI algorithm on a quadrotor with 3000
trajectories in sampling.Top left: x position; Top right: y position; Botton left: z position;
Botton right: roll angle.

Figure 4.10: Comparison of jump MPPI and MPPI algorithm on a quadrotor with 3000
trajectories in sampling.Top left: x velocity; Top right: y velocity; Botton left: z velocity;
Botton right: roll rate.

Figure 4.8 demonstrates the responses of both algorithms in a trial when MPPI failed.

The pole angle plot and the Poisson noise plot show that MPPI failed after a noise spike

and had to restabilize the pole. On the other hand, the new algorithm experienced noise

spikes of similar magnitude and maintained balance. The cart position plot shows that the

new algorithm managed to maintain balance ef�ciently around the origin.
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Table 4.4: Success rates of jump MPPI and MPPI algorithm on a quadrotor

Jump noise New MPPI Old MPPI
� = 0:2; � J = 5 100% 100%
� = 0:2; � J = 10 100% 98%
� = 0:2; � J = 20 100% 97%
� = 0:2; � J = 30 100% 87%
� = 0:1; � J = 20 100% 98%
� = 0:5; � J = 20 100% 91%

Quadrotor

We also applied both algorithms on a quadrotor system in simulation. The task is to �y

from an initial position to a target position. Since it is a more complex system we increased

the number of sampling trajectories to 3000 and ran each algorithm for 100 trials. Again

we varied the jump amplitude and rate while keeping Gaussian noise the same. Table 4.4

lists the simulation results. Similar to the cartpole simulation, we found that the jump

MPPI algorithm has a higher success rate in completing the task. Speci�cally, with only

small jump noise, both algorithms could carry out the task perfectly. As we increased

the jump noise amplitude, the failure rate of the MPPI algorithm increased while the new

algorithm maintained perfect task completion rate. Additionally, for a jump amplitude large

enough that the MPPI algorithm has a non zero failure rate, increasing the jump rate further

increases the failure rate of the MPPI algorithm and vice versa.

In �g. 4.9 and �g. 4.10, we compare the response of the two algorithms for one test

case (� = 0:2; � J = 20). The plots include the mean and 95% con�dence region of the

responses. The x and y position plots show that the mean of trajectories resulted from both

algorithms follow a similar path to the target, but the variance of trajectories resulted from

the MPPI algorithm is much larger. From the z position plot, we observe that the variance

of trajectories resulted from the MPPI algorithm is signi�cantly larger than the jump MPPI

algorithm since there are three crash runs. From the x and y velocity plots we �nd distinct
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Figure 4.11: Comparison of old and new algorithm on a quadrotor with 6000 trajectories in
sampling.Top left: x position; Top right: y position; Botton left: z position; Botton right:
roll angle.

areas where the variance of both algorithms increase. These areas correspond to the high

variance regions of the position plots.

We also took two test cases (� = 0:2; � J = 5 and� = 0:2; � J = 20) and ran both algo-

rithms with 6000 sampling trajectories. Figure 4.11 and �g. 4.12 show the response of both

algorithms with high jump noise amplitude. Doubling the sampling trajectories resulted

in one less crash run for the MPPI algorithm, while the jump MPPI algorithm maintained

perfect success rate. From the x and y position plots, we observe that the variance for both

algorithms are smaller than the case with fewer sampling trajectories. There is one region

in the z position plot where the variance for the MPPI algorithm increases signi�cantly due

to the crash runs. The results suggest that increasing the number of sampling trajectories

correspond to a decrease in variance in generated trajectories. The decrease is resulted from

better approximation of the expectation with more samples.

In �g. 4.13 we compare the total variance (sum of variance in all states over the entire

time horizon for all trajectories) of both algorithms with two jump noise levels using 3000

and 6000 sampling trajectories. We �nd that with low jump noise amplitude, the MPPI al-

gorithm results in slightly lower variance than the jump MPPI algorithm. The jump MPPI

algorithm tends to generate trajectories that oscillate around the target location since the dy-
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Figure 4.12: Comparison of old and new algorithm on a quadrotor with 6000 trajectories
in sampling.Top left: x velocity; Top right: y velocity; Botton left: z velocity; Botton right:
roll rate.

Figure 4.13: Comparison of total variance of trajectories resulted from jump MPPI and
MPPI algorithm under high (� J =20) and low (� J =5) levels of jump noise amplitude with
3000 and 6000 trajectories in sampling (� =0.2).

namics is perturbed more during sampling. For the case of high jump noise amplitude, the

difference in variance between the two algorithms is signi�cantly reduced with increased

sampling trajectories. This is due to the bene�t of better exploration by including jump

noise is reduced with increased sampling trajectories.
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Algorithm 4 MPPI Control on Jump Diffusion

Given:
M : Number of samples;
N : Number of timesteps;
(u0; u1; � � � ; uN � 1): Initial control sequence;
x0: Initial states;
� t; f; G; B; H : System/sampling dynamics;
�; q; �; R : Cost function parameters;
c;� D ; � J ; � : Noise parameters
uinit : Value for new control initialization;
while task not completeddo

for m = 0 to M � 1 do
Updatex0;
Sample"m =

�
� m

0 ; � � � ; � m
N � 1

�
; � m

i 2 N (0; c� D );
for i = 0 to N � 1 do

p = U(0; 1);
if p < � � t then

� j = N (0; � J )
x i +1 = x i + ( f + Gui )� t + B� m

i

p
� t + H� j

p
� t;

� m
i = � m

i + � j ;
else

x i +1 = x i + ( f + Gui )� t + B� m
i

p
� t;

end if
~S(X m ) = ~S(X m ) + ~q(x i ; ui ; � m

i );
end for

end for
for i = 0 to N � 1 do

ui = ui +
P M

m =1 exp
�

� 1
�

~S(X m )
�

� m
ip
� t

P M
m =1 exp

�
� 1

�
~S(X m )

� ;

end for
Execute control policyu0;
for i = 0 to N � 2 do

ui = ui +1 ;
end for
uN � 1 = uinit ;

end while
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4.4 Opinion Dynamics

In this section, we apply the SS framework to the opinion dynamics model proposed in [82],

which is a stochastic model of drift in human beliefs under neighbor in�uence. We consider

the problem of opinion dynamics steering for partially actuated population in which only

a subset of all agents in the population can be controlled. We derive the update law for an

open loop and a feedback policy. In addition, we design an adaptive feedback policy that

optimizes with respect to which agents to actuate while keeping the active agent set size

constant in expectation.

4.4.1 ProblemFormulationandDerivation

We �rst introduce the opinion dynamics model [82]. Consider a group ofN agents with

each agent having the state (opinion)x i
t over a discrete time horizonT. The dynamics of

each agent is modeled as follows:

x i
t+1 = (1 � � )x i

t + �f (X i
t ) + �w i

t ; (4.62)

where the �rst two terms denote the drift and the last term represent the state �uctuations in

the form of independent Gaussian noise. Here� 2 [0; 1] is thesusceptibility to local in�u-

ence. The functionf (X i (t)) is thecenter of biasand characterizes how the neighborhood

affects the agent's opinion. The neighborhoodX i
t and bias functionf are de�ned as:

X i
t = f x j

t ; 8j 2 f 1; � � � ; N g ni j kx i
t � x j

t k2 � � g; (4.63)

and

f (X i
t ) =

1
jX i

t j

X

j 2X i
t

x j : (4.64)
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Figure 4.14: Schematic of neighborhood of agent i. The color indicates the state of each
agent and the neighborhood consists of agents whose state is similar to the ego agent.

Here jX i
t j denotes the size of the neighborhood set. The neighborhood, as illustrated in

�g. 4.14, is de�ned as a 2-norm ball around the agent's current state that "pulls" the agent

towards its mean state. In this work we consider an actuation model that directly in�uences

the agent's state in the form ofui
t added to eq. (4.62). In most practical scenarios, however,

not all agents in a population can be actuated. In this case we model two sets of agents

within the same population, namely a set of passive agentsI P the opinion of which is

only in�uenced only by other agents and the active setI A of agents whose state can be

actuated based on an objective function. In mathematical terms this leads to the following

representation:

x i
t+1 = (1 � � )x i

t + �f (X i
t ) + �w i

t ; 8i 2 I P (4.65)

x i
t+1 = (1 � � )x i

t + �f (X i
t ) + ui

t + �w i
t ; 8i 2 I A : (4.66)
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We can now formulate the opinion steering problem and apply the stochastic search frame-

work for 3 different policies. The opinion steering problem can be formulated as:

� � = argmin
�

E

"
TX

t=1

 
NX

i =1

qkx i
t � � k2

2 +
X

i 2 I A

r kui
tk

2
2

!#

s.t.x i
t+1 = (1 � � )x i

t + �f (X i
t ) + �w i

t ; 8i 2 I P

x i
t+1 = (1 � � )x i

t + �f (X i
t ) + � (x i

t ; � t ) + �w i
t ; 8i 2 I A

x i
0 � p(x0):

(4.67)

The goal is to steer the partially controlled population from an initial distribution to a target

state� . Since the problem formulation �ts the form considered in section 3.1, the stochastic

search framework can be readily applied to the problem with iterative update law derived

in eq. (3.12).

Open loop and feedback Policy

With the generic update law for distribution's natural parameters, we can derive speci�c

parameter updates for an open loop,ui
t = � i

t ; � t = f � i
tgi = I A , and a feedback policy,ui

t =

K xx i
t + kt ; � t = f K t ; ktg. Note that the same feedforward and feedback terms are applied

to all controlled agents. In both cases, we assume that the policy parameters are sampled

from a Gaussian distributionN (�; �) with �xed variance and varying mean. In this case

the distribution parameter is only the mean� . The natural parameters and suf�cient statistic

of the distribution are� (� ) = � � � 1
2 andT(� ) = � � � 1

2 respectively. Plugging these into

eq. (3.12) we get:

� k+1
t �

� 1
2

t = � k
t �

� 1
2

t + � k
E

h
S(� J )( � t � � 1

2 � E[� t � � 1
2 ])

i

E [S(� J )]

) � k+1
t = � k

t + � k E
�
S(� J )( � t � � k

t )
�

E [S(� J )]
:

(4.68)
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The expectation can be approximated via Monte Carlo sampling as:

� k+1
t = � k

t + � k

P M
m=1 S(� J m )( � m

t � � k
t )

P M
m0=1 S(� J m0)

: (4.69)

Adaptive feedback Policy

Alternatively, we can formulate an adaptive feedback policy that also optimizes with re-

spect to which agents are actuated. Assume that the percentage of actuated agents� is

�xed jI A j = �N . The active agent setI A is now part of the optimization. We assign an

actuation indicator variableai to each agent in the population that represents whether the

agent is actuated. Each variable is sampled from the Bernoulli distribution and has an as-

sociated parameterpi that denotes the probability of actuation. Since the active agent set

changes throughout optimization, a feedback policyui
t = K tx i

t is applied to the actuated

agents as opposed to the open loop policy.

The optimization is then performed with respect to both the policy parameters� and

actuation probabilityp as

� � ; p� = argmin
�;p

E

"
TX

t=1

 
NX

i =1

qkx i
t � � k2

2 +
X

i 2 I A

r kui
tk

2
2

!#

s.t.x i
t+1 = F (x i

t ; � (x i
t ; � t ); pi ; wi

t )

x i
0 � p(x0):

(4.70)

The feedback policy parameters are again assumed to be sampled from a Gaussian distribu-

tion and can be updated using eq. (4.69). For the Bernoulli random variables representing

the actuation probability, the natural parameters and suf�cient statistic of the distribution

are� (� ) = log p
1� p andT(a) = a. Plugging these into the parameter update (Equation 3.12)
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we get:

log
pk+1

i

1 � pk+1
i

= log
pk

i

1 � pk
i

+ � k E[S(� J )(ai � E[ai ])]
E[S(� J )]

) log
1 � pk+1

i

pk+1
i

= log
1 � pk

i

pk
i

� � k E[S(� J )(ai � pk
i )]

E[S(� J )]

)
1

pk+1
i

� 1 = (
1
pk

i
� 1) exp

�
� � k E[S(� J )(ai � pk

i )]
E[S(� J )]

�

(4.71)

which leads to the actuation probability update:

pk+1
i =

�
1 + (

1
pk

i
� 1) exp

�
� � k E[S(� J )(ai � pk

i )]
E[S(� J )]

�� � 1

(4.72)

The expectation can also be approximated via sampling as:

pk+1
i =

 

1 + (
1
pk

i
� 1) exp

 

� � k

P M
m=1 S(� J m )(am

i � pk
i )

P M
m0=1 S(� J m0)

!! � 1

(4.73)

Since the actuation probability update (Equation 4.73) and policy parameter update (Equation 4.69)

are independent, they can be performed simultaneously during each optimization iteration.

4.4.2 Algorithm

We present the adaptive feedback stochastic search algorithm for opinion dynamics

control implemented in MPC fashion, as shown in algorithm 5.

At initial time, the feedback policy is initialized asN (0; �) , and the actuation probabil-

ities are initialized asp0 = � . At each MPC step, the current state is used to initialize theM

trajectory rollouts. For each rollout, the actuation variableai;m is sampled from a Bernoulli

distribution withai;m = 1 indicating that the agent is actuated. The feedback policy param-

eterK t and noisewi
t are then sampled for each timestep and used to propagate the dynamics

over the planning horizon. A cost is computed for each state-control trajectory rollout and

used to update the feedback policy parameter and actuation probability distributions. Note
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Algorithm 5 Adaptive Feedback Stochastic Search Controller

Given: susceptibility:� ; noise level:� ; neighborhood size:� ; active portion:� ; plan-
ning horizonT; MPC horizon:Tmpc; initial distribution: p(x0); Number of samples:M ;
Number of agents:N ; Sampling variance� ; Step size:� ;
Sample initial statex0 � p(x0);
Initialize policyp0; � 0;
for tmpc = 0 to Tmpc do

Copy initial statef x̂ i
0gi =1 ;��� ;N = x i

tmpc
;

for m = 1 to M do
for i = 1 to N do

Sampleai:m � Bernoulli(pi;t mpc);
for t = 0 to T � 1 do

SampleK m
t � N (� tmpc

t ; �) ;
Samplewm

t � N (0; � 2)
Compute controlui;m

t = K m
t x̂ i

t ;
if ai;m = 0 then

Propagate passive dynamicsx̂ i
t+1 (Equation 4.65);

else
Propagate active dynamicsx̂ i

t+1 (Equation 4.66);
end if

end for
end for
Compute costJ m (X̂ m ; Um );

end for
Update� tmpc+1 (Equation 4.69);
Update�ptmpc+1 (Equation 4.73);
Normalize actuation probabilityptmpc+1 = �N �pt mpc+1

P N
i =1 �p

t mpc+1
i

;

Execute control� tmpc+1
0 ;

for t = 0 to T � 1 do
Recede horizon� tmpc+1

t = � tmpc+1
t+1 ;

end for
end for

that the actuation probability update (Equation 4.73) can lead to changing active agent set

size. To avoid this issue, a normalization step is performed after the update. This ensures

that the expected active agent set size remains constant asE[ 1
N

P N
i =1 pk

i ] = � throughout

optimization. The active agent set for the current MPC step is decided based on a new set

of actuation indicators sampled from the updated actuation probabilities. The �rst updated

feedback policy is then applied to the current state. Finally, we recede the optimization
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(a) Baseline (b) Uncontrolled (c) Open loop policy

(d) Feedback policy (e) Adaptive feedback policy (f) Comparison

Figure 4.15: Comparison of different policies for the unifying polarized opinion setup. (a)
- (e) are the population density plot over time, and (e) compares the state trajectory of each
agent.

horizon and re-initialize the feedback policy at the last timestep.

Note that the outlined algorithm performs a single iteration of optimization update at

each MPC step. In addition, only the �rst policy step is executed every time. The proposed

algorithm can be straightforwardly generalized to multiple optimization iterations and pol-

icy execution. On the other hand, a single realization of the dynamics noise is sampled for

each rollout. This corresponds to the stochastic approximation scheme [83] from stochastic

optimization literature. A batched version of the algorithm can be derived similar to [58].

4.4.3 SimulationResults

In this section we present the simulation results of the proposed algorithm for opinion

dynamics control in two different scenarios. We compare the performance of the following
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policies:

• Open loop: ui
t = � i

t ; 8i 2 I A

• Feedback:ui
t = K tx i

t + kt ; � t = f K t ; ktg; 8i 2 I A

• Adaptive feedback:ui
t = K tx i

t ; � t = K t ; 8ai = 1

against a hand-designed feedback control ofui
t = � � x i

t as the baseline. The baseline

control has the �avor of pinning control as a function of the distance to the desired state,

but it is unaware of the neighborhood. In addition, the control-free dynamics is included as

a reference for the equilibrium population distribution.

Simulation Setup

In both scenarios, we set the population sizeN as 200, active portion� as0:25, suscepti-

bility to local in�uence � as0:8, noise level� as0:1, and neighborhood size� as1. The

state of each agent is bounded in[� 3; 3]. The active agents are randomly generated based

on the active agent set size. For the cost function, state cost coef�cientq = 5 and control

cost coef�cientr = 0:1 are used. For the stochastic search controller, the planning horizon

T is 10 and the algorithm is receded overTmpc = 150 MPC steps. During optimization,

500 samples are generated and the sigmoid shape function is used to transform the cost

function with ; �; y lb values that correspond to a0:1 elite threshold. A constant step size

� of 1 is used.

Opinion Dynamics Steering

We �rst demonstrate the capability of the proposed framework on a unimodal steering task.

The initial state of each agent is sampled from a uniform distribution in[� 1; 1]. The goal

is to steer all agents to+2. From the state trajectories comparison plot in �g. 4.16, we can

observe that the uncontrolled population stays around the neutral position. The baseline

policy steers the active agents to the target position, but the passive agents remain around
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Figure 4.16: State trajectory comparison of different policies for the opinion steering setup
with 25% actuation percentage.

neutral position. While all three stochastic search policies manage to steer the population

to the target location, the open loop policy reaches the desired state much more slowly than

the feedback and adaptive feedback policies. Note that the feedback policy trajectories are

split, with the passive agents trailing the active one, while the adaptive policy avoids the

lag by adjusting the active agent set.

Unifying Polarized Opinion

We also test the different policies in a unifying polarized opinion setup. The initial state

distribution in this case consists of two modes: Uniform(2; 3) and Uniform(� 3; � 2). The

goal is to bring both modes to the neutral position. Since the neighborhood size� = 1 and

noise level� = 0:1, the agents in each mode are only in�uenced by other agents in the same

mode. Therefore, the uncontrolled population stays in the polarized bimodal distribution,
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as shown in �g. 4.15b. On the other hand, similar to the previous simulation setup, the

baseline policy steers the active agents to the neutral position right away, but they lose the

in�uence on the passive agents from the two modes, as shown in �g. 4.15a. From �g. 4.15c

to �g. 4.15e, we observe that all three policies manage to bring all agents to the neutral

position, with open loop policy being the slowest and adaptive feedback policy being the

fastest. A comparison of all policies against the baseline and uncontrolled case is included

in �g. 4.15f.

An additional comparison is performed for the same setup but with active portion�

and0:1. From �g. 4.17, we observe that the adaptive feedback policy performs similarly

to �g. 4.15f despite working with a much smaller active agent set. On the other hand, it

takes the open loop and feedback policy much longer to steer the distribution. Note that the

feedback policy trajectories indicate that the number of active agent in the negative mode is

smaller than that of the positive mode, leading to worse steering performance for the mode.

Discussions

While open loop policy has been widely popular for sampling based MPC [21, 58, 84], the

results of this paper showcase the power of feedback policy. Despite the implicit feedback

through the MPC setup, explicit policy feedback parameterization results in faster conver-

gence in both scenarios. In addition, the adaptive feedback policy can handle very small

active portion with comparable performance.

96




	Title Page
	Acknowledgments
	Table of Contents
	List of Tables
	List of Figures
	List of Acronyms
	Summary
	1 | Introduction
	Motivation and Prior Work
	Structure of Thesis
	Publications

	2 | Technical Background
	Optimization Basics
	Optimal Control

	3 | Different Perspectives on Dynamic Optimization
	Stochastic Search
	Variational Optimization
	Variational Inference
	Policy Distributions
	Connections between Perspectives
	Analysis

	4 | Applications
	Stochastic Model Predictive Control
	Risk Sensitive Optimization
	Jump Diffusion Process
	Opinion Dynamics
	Distributed Multi-Agent Control

	5 | Conclusions and Future Work
	References

