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SUMMARY

In seminal work [1] Allen Newell proposedPhysical Symbol Systemsas a necessary and suf�cient condition

for arti�cial general intelligence (AGI ). Newell described these systems as being able to manipulate and create

physical symbols: symbols with a meaning grounded in the physical world. Over forty years later, Large

Language Models (LLMs ) have emerged as the dominant technology in AI with the clearest potential to

ful�ll this description. LLMs, pre-trained on trillions of tokens worth of human text, contain vast amounts

of symbolic knowledge about the physical world. Amazingly, these models also exhibit the ability toreason

about their world knowledge to problem solve and even generate novel discoveries [2, 3].

Towards Newell's dream, this thesis studies thereasoning capabilitiesof LLMs across complex technical

domains. Inspired by physical symbol systems, we delineate two types of reasoning for investigation.Closed-

ended reasoning(which by abuse of notation we often simply refer to as reasoning) we regard as a subset

of symbol manipulation during which LLMs strategically and ef�ciently manipulate symbols for problem

solving according to a set of inference rules. In contrast,open-ended reasoningmakes use of a model's symbol

creation abilities to generate new data, abstractions, or even new inference rules in order to solve non-linear

problems or discover new knowledge. With this motivation in mind, we present three distinct but related

contributions towards understanding and improving the (open-ended) reasoning ability of existing LLMs.

The Impact of Data-structure on Scaling Laws: Fundamental to understanding the downstream reasoning

capabilities of LLMs are the scaling laws they exhibit during pre-training. This is because models with a lower

pre-training loss consistently exhibit better reasoning capability. We present an approximation and statistical

theory for transformers (the dominant LLM model architecture) which shows these scaling laws crucially

depend on thecomplexityof the training data manifold as measured by its intrinsic dimension. We then show

the training data's intrinsic dimension determines scaling law exponents in practice in a way well-predicted by

our theory.

Learning to Reason with Reinforcement Learning: As de�ned above, reasoning is the ef�cient applica-

tion of symbol manipulation rules to reach a desired problem state. This perspective can be used to naturally

frame reasoning as a sparsely rewarded reinforcement learning (RL) problem. We begin our investigation by

engineering a novel, �rst of its kind framework for large scale RL for LLMs with an emphasis on resource

ef�ciency. To demonstrate its utility, we successfully reproduce several high-pro�le reinforcement learning

from human feedback (RLHF ) works from industry. We then apply our framework to improve the reasoning

capability of LLMs on math problems. We show signi�cant gains across a variety of training setups (varying

model initialization, reward, etc...) but identify theexploration capabilityof models as a limiting factor. To

improve exploration we propose a novel synthetic data generation pipeline to trainre�nementmodels capable



of identifying and self-correcting previous mistakes.

Open-ended Synthetic Reasoning Data Generation: Our experiments using RL to improve LLM

reasoning focused primarily on generating and reinforcing syntheticsolutionsto a �xed set of problems. This

limits the diversity of possible problem-solution pairs and the scalability of existing methods to more complex

domains with fewer available problems. To address these limitations we investigate the capability of models

to engage in open-ended reasoning via generation of synthetic problem-solutionpQ; Aqpairs. We begin by

surveying the intersection ofQuality-Diversitymethods with algorithms for synthetic data generation. This

leads us to identify model solution quality as the �eld-wide primary metric for model improvement, with

solution diversity largely an afterthought. As a step towards jointly improving the quality and diversity of a

model's open-ended reasoning capability we proposeSPARQ: Synthetic Problem Generation for Reasoning

via Quality-Diversity Algorithms. Using this method we generate large quantities of synthetic problem-solution

training data, leading to signi�cantly improved in-distribution and out-of-distribution (OOD) performance.

During ablations we demonstrate improved data quality most bene�ts in-distribution generalization whereas

diversity most bene�ts OOD generalization.



CHAPTER 1

INTRODUCTION

What is reasoning? What is knowledge? Eminent mathematician Barry Mazur's answer to the second

question would be that knowledge is an in�nite cheese [4]: a vast, amorphous landscape with uncountably

many �avorful nooks, varied textures, and gaping holes. When zoomed too far in or too far out, it can be

hard to grasp any underlying structure. But zoom in just the right amount and patterns start to emerge. By

identifying and connecting these patterns we can start to nibble away at the cheese of knowledge, slowly

building understanding. In this context,open-ended reasoningis then the process via which basic patterns

are identi�ed and used to create useful tools. Using these tools we can delve deeper into the cheese. Often,

this type of reasoning requires some signi�cant exploration, building foundational knowledge to �nd the right

abstractions for the domain of interest. In contrast,closed-endedreasoning (which we will often simply refer

to as reasoning) is the process by which these basic abstractions and tools are combined ef�ciently to resolve

the �ner structure of the cheese, once the right basic ideas are nailed down. The dif�culty in this form of

reasoning often stems from faithfully and rigorously applying existing tools and abstractions to generate new

knowledge, as opposed to creating useful new tools or abstractions themselves.

This distinction between two types of reasoning is motivated by similar observations across many different

scienti�c disciplines. InPhysical Symbol Systems[1] Allen Newell proposed the physical symbol system as a

necessary and suf�cient condition for arti�cial general intelligence (AGI ). Newell described these systems as

being able to create and manipulatephysical symbols: symbols with a physical meaning grounded in the world.

In our context, we might view symbol creation as a form of open-ended reasoning about the physical world.

And symbol manipulation as a form of closed-ended reasoning on top of the symbols created via open-ended

reasoning. Famed mathematician Alexander Grothendieck [5] described his foundational work as akin to

building houses (in a manner analogous to open-ended reasoning) in which other mathematicians could then

reside to do their own work. He contributed numerous fundamental de�nitions and theorems to what would

eventually become the �elds of algebraic geometry and homological algebra. More broadly, the practice of

applied sciencerelies on foundational tools and knowledge supplied by thebasic sciences(though we note in

practice the distinction between these two disciplines is not as clear cut as we make it out to be). In the same

spirit, open-ended reasoning can be applied to complex, under-explored, open-ended domains to extract the

basic knowledge and tools with which closed-ended reasoning can be performed.
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1.1 Large Language Models

How LLMs are trained Over forty years later, Large Language Models (LLMs ) [6] have emerged as the

dominant technology in AI closest to ful�lling Allen Newell's vision of AGI. During theirpre-trainingphase,

LLMs are trained on trillions of tokens worth of human text [7], conferring vast amounts of symbolic knowledge

about the physical world. Given a set of parameters� PRp, a large language model is conventionally trained

to minimize the next-token cross-entropy loss

Lp� q �
l¸

i � 1

p� pwi |w0; :::; wi � 1q

The attention mechanism via transformers [8] provides the core network architecture. Training samples

s � p w1; :::; wl qare drawn from large pre-training datasets assembled via scrapes of the internet. This results

in a model with comprehensive world knowledge and numerous latent capabilities. However, these capabilities

can be dif�cult to access, with techniques like few-shot prompting [9] and chain-of-thought (CoT) prompting

[10] being developed for better elicitation. Many works [11, 12, 13] have investigated the�ne-tunability of

LLMs to confer or elicit additional knowledge and/or capability. In [11] pre-trained LLMs were �ne-tuned

on a large, diverse set of tasks including summarization, QA, and translation among many others. The

resulting models exhibited impressivezero-shotgeneralization to unseen tasks. This laid the foundation for

the now commonsupervised �ne-tuning(SFT) phase of LLM development during which LLMs are �ne-tuned

after pre-training on large sets of instruction following data to improve instruction following and capability

elicitation [14, 15]. Then, in January of 2023, OpenAI releasedInstruct-GPT [16]: a �ne-tuned LLM trained

using reinforcement learning from human feedback (RLHF ) [17] to optimize LLM response utility when

interacting with users. This �nal training phase is applied on top of the SFT phase, yielding substantial gains

in model preference win-rates.

LLM capabilities and reasoning (or lackthereof) Due to their vast world knowledge and �exible medium

for ingesting data (via text) it is easy to apply LLMs to many tasks and domains. This has resulted in many

direct applications of pre-trained and �ne-tuned language models to math [18], science [19, 20], causality [21,

22], law [23], writing [24], and code [25]. Key to the successful application of LLMs in all above domains

is their ability to reason (in the closed sense) about the concepts and tools already present in each domain.

Initial versions of these models struggled to perform relatively simple types of reasoning involving grade

school math [26], arithmetic [27], and everyday commonsense scenarios [28]. However, model capability as
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rapidly progressed, facilitating impressive performance on high-school and even college level mathematics

and science [29, 30, 31]. One major reason for this jump in performance is the introduction ofthinking models

[32, 33]: LLMs capable of performing trial-and-error type CoT until they reach a plausible answer.

Yet, despite these impressive advances in closed reasoning capability, even today LLMs still struggle

with skills necessary for good performance on the open-ended counterpart. All models struggle to generalize

signi�cantly beyond their pre-training data (for example see results on length generalization for addition [34])

and rely heavily on memorization [35]. Chapter 3 will in part investigate the exploration capabilities of models

during RL, �nding this to be a bottleneck limiting additional improvement. While undeniably a big step

forward, even recently introduced thinking models fall prey to this issue, with analyses indicating models go

about trial-end-error exploration in a fairly random, meandering fashion [36].

1.2 Contributions

Hopeu�ly our motivation for the thesis is now clear. The goal is as the follows:

Understand and improve the (open-ended) reasoning capabilities of LLMs.

Toward this goal, we organize our contributions into three chapters. Each deals with one of three distinct

but closely connected domains with the potential to signi�cantly impact model reasoning capability:scaling

laws, reinforcement learning, andsynthetic data. Chapter 2 begins with a theoretical analysis of transformer

scaling laws. We show loss decreases as a power law with exponent determined by the complexity (via

intrinsic dimension) of the underlying training data. We then demonstrate the effect of intrinsic data structure

in practice. Next, motivated by our scaling law takeaways, Chapter 3 examines and presents new algorithms for

improving LLM reasoning capability with RL. We show RL to be a powerful tool for improving LLM reasoning

performance, but �nd it handicapped by model exploration ability. To improve exploration we propose a novel

synthetic data generation pipeline to trainre�nementmodels capable of identifying and self-correcting previous

mistakes. Finally, Chapter 4 explores the intersection of synthetic data generation algorithms with open-

endedness methods. This leads to a novel self-improvement style algorithm for generating high-quality and

diverse reasoning data. During ablations we demonstrate improved data quality most bene�ts in-distribution

generalization whereas diversity most bene�ts OOD generalization.

We begin our approach with the driving force behind the emergence of all pre-trained LLM capabilities:

scaling laws.
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Figure 1.1: Left: Data manifoldM „ RD . Right: Predicted and empirical data scaling behavior on
OpenWebText.

1.2.1 The Impact of Data-structure on Scaling Laws

Fundamental to understanding the downstream reasoning capabilities of LLMs are the scaling laws they exhibit

during pre-training. This is because models with a lower pre-training loss consistently exhibit better reasoning

capability [37, 38, 39]. Of particular interest is understanding and predicting how pre-training loss (and thus

reasoning capability) scales with data, parameter, and compute size. In Chapter 2 we present an approximation

and statistical theory for transformers (the dominant LLM model architecture) which predicts data and model

scaling laws during pre-trining.

Often we are given a target functionf with some regularity and a �nite number of training samples

tpX i ; Yi quni � 1, Yi � f pX i q, drawn according to some distributionQ on a manifoldM with intrinsic dimension

d embedded inRD . We can then choose a parameterized model classF (the neural network architecture) to

establish bounds on the population risk (generalization error) of the form

»

M

�
f � pxq � f̂ n pxq

� 2
dQpxq ¤ ~Opn� c 1

c 2 � d q

with c1; c2 being constants depending on the regularity off . The empirical risk minimizer (ERM) f̂ n

minimizes the empirical risk (training loss)

f̂ n � argmin
f � PF

1
n

n¸

i � 1

�
f � pX i q � Yi

� 2
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Figure 1.2:Left: Caricature of RL process.Right: Reasoning improvement as a function of number of
interactions.

Crucially, we assume the training data lies on a low-dimensional manifoldM with intrinsic dimension

far smaller than the ambient dimensionR D . This is reasonable assumption, as it has long been believed

low-dimensionality of natural data greatly plays a large role in the success of deep learning methods [40]. We

then empirically demonstrate the effect of intrinsic data dimension on scaling laws, �nding agreement with our

theoretical predictions for the data scaling exponent.

1.2.2 Learning to Reason with Reinforcement Learning

The need for RL Our theory + experiments in Chapter 2 show that the complexity of training data (deter-

mined by intrinsic dimension) impacts the data and model scaling behavior of LLM pre-training. Thus, as

tasks become increasingly complex, scaling will prove more and more dif�cult. Yet it is exactly these kinds of

complex tasks we have little data for. What do we do about this? Reinforcement learning, whereby models

generate their own solutions to problems, offers one possible avenue of success.

As de�ned above, reasoning is the ef�cient application of symbol manipulation rules to reach a desired

problem state. This perspective can be used to naturally frame reasoning as a sparsely rewarded reinforcement

learning (RL) problem. To simplify matters, we consider only mathematical reasoning problems of the form

pQ; AqwhereQ is the problem statement andA is an intended numerical �nal answer (sometimes with an

optional intermediate CoT). Formally, we set the state spaceS to be a sequence of tokensw1; :::; wl each from

a vocabularyV „ N. We set the action spaceA � V. Finally, we set the reward of each action in each state

to be 0 except for the �nal actionwl in a terminal state which is 1wl is the correct solution to the reasoning

problem and0 otherwise. The reward and state transition dynamics are deterministic.

In Chapter 3 we begin our effort to improve LLM reasoning via RL by engineering a trlX: novel, �rst of

its kind framework for large scale RL for LLMs with an emphasis on resource ef�ciency. To demonstrate its

utility, we successfully reproduce several high-pro�le reinforcement learning from human feedback (RLHF )
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works from industry including Learning to Summarize from OpenAI [41] and Anthropic's Helpful Harmless

agent [42]. This includes an evaluation of both online algorithms (e.g. Proximal Policy Optimization [43]) and

of�ine algorithms (e.g. Implicit Language Q Learning [44]).

We then apply our training framework to improve the reasoning capability of LLMs on math problems. We

carefully benchmark several algorithms, �nding the potential for signi�cant gains via online on-policy methods.

We additionally ablate across a variety of training hyperpatemers including model size, SFT initialization,

inference temperature and value network architecture, �nding all can have a signi�cant impact on �nal

performance. In particular, we observe the impressive ability of RL to improve the reasoning benchmark

performance on GSM8K [26] of a seven billion parameter pre-trained model from 3% to 31% without the

need for any human annotate data. However, via an analysis of the pass@n performance of RL �ne-tuned

models, we conclude the exploration capability of supervised �ne-tuned models remains largely unchanged

after RL �ne-tuning. This suggests improving model exploration and output diversity as a key ingredient in

getting more out of RL for reasoning.

Towards improving model exploration, we propose a novel synthetic data generation pipeline to train

re�nementmodels capable of identifying and self-correcting previous mistakes. We show applying these

learned re�nements to initial model drafts improves the pass@n performance of re�nement models over their

baseline counterparts. Further, as part of this algorithm we learn a synthetic process based reward model

(PRM) [45] which is useful for identifying the location of reasoning errors and potentially of independent

interest.

1.2.3 Open-ended Synthetic Reasoning Data Generation

The need for open-ended synthetic data From Chapter 2 we know the quantity of training data is critical to

improving downstream reasoning ability, especially as tasks become increasing dif�cult. Yet for increasingly

complex tasks we have less and less data available. Chapter 3 suggests RL as possible alternative: given

a set of training problemsQ1; :::; Qn the model generate its own synthetic solutionsA1
1; :::; Ak

n and further

self-improve reasoning ability. However, this approach suffer from two limitations: 1) the set of problems

Q1,...,Qn is �xed. Increasing the number of problems can signi�cantly bene�t the performance of RL

�ne-tuned models, yet on its own cannot generate new ones. 2) A bottleneck limiting further improvement

from RL is the exploration of LLMs: the model's ability to generate diverse and interesting solutions when

sampled multiple times. Good exploration is an essential skill for any model capable of open-ended reasoning.

Open-ended synthetic data generation aims to solve both of these problems by generating high-quality, diverse

problem-solution pairspQ; Aqwhile reinforcing LLM output diversity.

In Chapter 4 we investigate the capability of models to engage in open-ended reasoning via generation of
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Figure 1.3:Left: Venn diagram of synthetic data generation methods organized by effect on data quality,
diversity, and complexity.Right: Relative model self-improvement verus number of synthetic problems
generated via SPARQ.

synthetic problem-solutionpQ; Aqpairs. We begin by surveying the intersection ofQuality-Diversitymethods

with algorithms for synthetic data generation. First, we catalogue many different approaches to measuring

data quality, diversity, and complexity (QDC). We determine the overall utility of a particular metric by

assessing three key qualities: (1)applicability, how widely applicable the metric is across domains, (2)cost,

how expensive is the metric to compute, and (3)performance, how closely does the metric correlate with

downstream model performance. We then seek to understand the effects of data QDC on generalization. We

�nd evidence from multiple papers suggesting data quality most bene�ts in-distribution generalization while

data diversity bene�ts out-of-distribution (OOD) generalization.

With a better understanding of how to de�ne data QDC and its impact on model generalization, we begin

taxonomizing synthetic data generation methods by the QDC composition of the resulting data. We break

the data generation pipeline into several components including 1) the method used to sample outputs from

a base LLM 2) the method used to �lter resulting data and 3) the method used to distill the synthetic data

back into a student model. We �nd the majority of methods focus largely on promoting data quality, either

through sampling a large state-of-the-art model or aggressive �ltering. Further, another key consideration

when generating data is the particular base LLM used to when sampling outputs. Often, different LLMs

will have both different distributions for the quality of generated data and diversity of generated data (for

example, base LLMs tend to be have signi�cantly more diverse outputs than �ne-tuned models). Thus, the

resulting synthetic data's QDC composition can depend signi�cantly on the QDC output distribution of the

base LLM. We make the case that the vast majority of models are heavily optimized for response quality only

during standard training and evaluation pipelines. As a result, the output diversity of most models suffers,

negatively impacting the diversity of synthetic data. This observation underscores the fundamental importance
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of balancing both model output quality and diversity when generating synthetic data.

As a step towards jointly improving the quality and diversity of a model's open-ended reasoning capability

we proposeSPARQ: Synthetic Problem Generation for Reasoning via Quality-Diversity Algorithms. The

algorithms starts by sampling synthetic problem-solutionpQ; Aqpairs via prompting an instruction-tuned

model. We then assign a quality score topQ; Aq by estimating its dif�culty using monte-carlo solution

rollouts of a student modelS� 2 . Diversity is measured �rst by prompting an instruction-tuned model to

annotatepQ; Aqwith relevant skills used in the solution (e.g.A may use a combination of thepigeonhole

principle with binomial theorem). The diversity of a collection of problems is then measured simply by

counting the number of unique skills. Given these quality and diversity measures for synthetic problems,

we propose a MAP-Elites inspired data generation algorithm [46]. Using this algorithm we generate large

quantities of synthetic problem-solution training data, leading to signi�cantly improved in-distribution and

out-of-distribution (OOD) performance. During ablations we demonstrate improved data quality most bene�ts

in-distribution generalization whereas diversity most bene�ts OOD generalization. Figure 1.3 demonstrates

the relative self-improvement of 2B and 9B Gemma models [47] via SPARQ.

1.2.4 ContributedPapers

The chapters in this thesis comprise the following works:

• The Impact of Data-structure on Scaling Laws:

– Understanding scaling laws with statistical and approximation theory for transformer neural

networks on intrinsically low-dimensional data[48]

• Learning to Reason with Reinforcement Learning:

– trlX: A framework for large scale reinforcement learning from human feedback[49]

– Teaching large language models to reason with reinforcement learning[50]

– Glore: When, where, and how to improve llm reasoning via global and local re�nements[51]

• Open-ended Synthetic Reasoning Data Generation:

– Surveying the effects of quality, diversity, and complexity in synthetic data from large language

models[52]

– SPARQ: Synthetic Problem Generation for Reasoning via Quality-Diversity Algorithms[53]
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CHAPTER 2

THE IMPACT OF DATA-STRUCTURE ON SCALING LAWS

2.1 Introduction

A number of works [37, 38, 39] demonstrate lower pre-training loss consistently leads to a model with

better reasoning capability. For example, [54] plots the pre-training loss of over 20 different open-source

models against benchmark performance on GSM8K. They show on average a decrease of 0.3 loss can lead

an increase of over 15% test accuracy (which translates into 150 new problems correctly solved at test time).

This suggests better understanding pre-training, via scaling laws, to be an essential step towards improving

reasoning capability.

In fact, scaling laws drive more than just the reasoning capability of LLMs. Deep learning has made

remarkable breakthroughs in various real-world applications, such as natural language processing [55, 56,

57, 8], computer vision [58, 59, 60], healthcare [61], and robotics [62]. A neural scaling law between the

generalization error (or test loss) and several quantities, including the model size, the training data size, and

the amount of compute, plays a key role in the performance of neural networks. Perhaps the best known

example of such scaling laws are for transformer-based LLMs. Recent works in [63, 64, 65, 66] demonstrated

a power law between the test loss and the network size, the training data size, and the amount of compute

for transformer-based LLMs. Yet, despite sustained widespread interest, a rigorous understanding of why

transformer scaling lawsexist is still missing.

Understanding the theory behind neural scaling laws provides invaluable insights into practical applications

of deep learning. A mathematical principal of neural scaling laws enables researchers and practitioners

to describe and analyze the performance of neural networks with precision and rigor. The neural scaling

law between the generalization error and the network size can be partially explained via neural network

representation theory [67]. Further, the neural scaling law between the generalization error and the training

data sizen can be explained via statistical estimation theory. For feedforward neural networks [68] and

convolutional residual networks [69], a generalization error bound has been established for regression. [68,

69] predictedGeneralization Error� n� c{D wheren is the training data size,D is the data dimension andc

is a constant. This predicted rate of convergence is extremely slow for high dimensional data whenD is large,

while the rate of convergence observed in real-world applications is signi�cantly faster, which reveals a gap

between theory and practice.

This gap can be bridged by exploiting low-dimensional structures of data. Real-world data sets often
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exhibit low-dimensional geometric structures due to rich local regularities, global symmetries, or repetitive

patterns [70, 71]. According to [72, Figure 1], the intrinsic dimension of CIFAR-100, CelebA and ImageNet

datasets are about20; 20 and40 respectively. When the low-dimensional geometric structure of data is

modeled by a manifold, the predicted scaling for regression, classi�cation and distribution estimation becomes

Generalization Error� n� c{d, wheren is the training data size,d is the intrinsic dimension of the data

manifold, andc is a constant [73, 74, 75, 76]. In [77], the neural scaling law between the test loss and the

network size was predicted to beTest loss� p sizeq� 4{d whered is the intrinsic dimension of data. While the

theoretical studies focus on feedforward neural networks [73, 76] and convolutional residual networks [74], a

generalization to transformer-based neural networks [8] is of great interest but widely open.

Here we establish mathematical approximation and statistical estimation theories to predict and justify the

scaling law between the generalization error and the model/data size for transformer neural networks. We

consider regression of a� -Hölder continuous functionf : M Ñ R whereM is ad-dimensional compact

Riemannian manifold isometrically embedded inRD . After embedding the inputx PM € RD to a proper

sequence, we apply a transformer network on the embedded sequence to learn the functionf . Our main results

are on the statistical estimation and universal approximation theories of Hölder continuous functions onM by

transformer neural networks.

Statistical Theory: In Theorem 1, we consider the global empirical risk minimizerT̂n from n i.i.d.

training datatpx i ; f px i qquni � 1, given by

T̂n � argminTPT
1
n

° n
i � 1

�
Tpx i q � f px i q

� 2
; (2.1)

under a properly chosen transformer network architectureT . We prove that, the generalization error ofT̂n

satis�es

E}T̂n � f }2
L 2 pQq ¤ ~O

�
Dd2n� 2 �

2 � � d
�

(2.2)

whereQ denotes the distribution ofx, and ~O hides constants andlogn terms.

Approximation Theory: In Theorem 2, we construct a transformer network to universally approximate

� -Hölder continuous functions onM with an arbitrarily given accuracy" . Notably, the network is shallow,

requiring onlyO
�

logpdq
�

independent of the desired accuracy� to approximatef locally. This highlights

a major advantage of Transformers over feed-forward ReLU networks, which requireO
�

logp1
� q

�
layers to

achieve the same accuracy.

In our proof, we embed the entries ofx � r x1; : : : ; xD s PM into tokens such that thex i 's appear in a

sequence. Our proof for the approximation theory explicitly constructs transformers to realize the interaction
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between different tokens ef�ciently via a crucialInteraction Lemma3. This lemma allows us to �exibly

implement many common operations including addition, multiplication, and parallelization, and so may of

independent interest. In our proof for the statistical theory, we calculate the covering number of our transformer

network class, which is also of independent interest.

Neural Scaling Laws and the Intrinsic Dimension:Our generalization error bound in(2.2)predicts the

following neural scaling law between the generalization error and the data sizen:

Squared Generalization Error:� E}T̂n � f }2
L 2 pQq À n� � D ; where� D �

2�
2� � d

; (2.3)

with suf�cient data. Our approximation theory in Theorem 2 predicts the following neural scaling law between

the approximation error and the network sizeN :

Squared Approximation Error:� inf TPT }T � f }2
L 8 pM q À N � � N ; where� N � 2�

d (2.4)

for a suf�ciently large network classT . Our prediction of the power scaling law is consistent with our own

empirical observations, and those in [65] and [78]. More importantly, our theory quanti�es the power� D ; � N

in terms of the intrinsic dimension of data.

Experimental Validation on LLMs: After establishing our theory we seek to validate it in practice by

predicting empirical scaling laws for LLMs trained on natural language data. To test our predictions for the

data scaling law, we pretrain a series of small (125 million parameter) LLMs on three datasets [79, 80, 81]. We

�nd close agreement (� 0:02) between our predicted scaling exponent� D and the observed exponents�̂ D . To

evaluate our predictions for the model scaling exponent� N , we rely on publicly available scaling suites [78,

82] whose intrinsic data dimensions we can estimate. We �nd our predictions are still close but less accurate

for � N . Finally, we carry out a series of ablations investigating factors impacting the estimated intrinsic data

dimensiond. For a �xed dataset, we �nd the estimatedd is stable with respect to several factors including the

model size, model embedding dimension, and context length1.

In summary, we make the following contributions:

• A novel approximation theory for transformers approximating Hölder continuous functions on ad-

dimensional manifold, requiringOplogpdqqdepth independent of the accuracy� .

• A novel computation of the covering number of our transformer network class. This is used to establish

generalization bounds exponentially depending on the intrinsic dimensiond.

1Code is available at https://github.com/Dahoas/transformer_manifolds_learning
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• Empirical experiments demonstrating our theory predicts data scaling laws for LLMs as a function of

the estimated intrinsic data dimensiond.

• An empirical study of several factors affecting the estimated intrinsic data dimension for transformers

including model size, embedding dimension, layer depth, and context length.

We will present our main theory in Section 2.3, numerical validation of our theory and the prediction of

neural scaling laws in Section 4.3.2. We will discuss related work in Section 2.5 and conclude in Section

4.3.4. Our pre-training hyperparameters are given in Appendix A.1. The derivation of neural scaling laws is

presented in Appendix C.7. Our notation is given in Appendix C.1, and proofs are presented in Appendix C.3

and C.4.

2.2 Preliminaries

Let pM ; gq be ad-dimensional compact Riemannian manifold isometrically embedded inRD . Roughly

speaking a manifold is a set which is locally Euclidean i.e. there exists a function� continuously mapping

a small patch onM into Euclidean space. This can be formalized withopen setsandcharts. At each

point x P M we have atangent spaceTx M which, for a manifold embedded inRD , is thed-dimensional

plane tangent to the manifold atx. We sayM is Riemannian because it is equipped with a smooth metric

gx : Tx M � Tx M Ñ R (wherex is a basepoint) which can be thought of as a local inner product. We can

de�ne the Riemannian distancedM : M � M Ñ R onM as

dM px; yq � inf t Lp
 q|
 is aC1pM qcurve such that
 p0q � x; 
 p1q � yu;

i.e. the length of the shortest path orgeodesicconnectingx and y. An isometric embeddingof the d-

dimensionalM in RD is an embedding that preserves the Riemannian metric ofM , including the Riemannian

distance. For more rigorous statements, see the classic reference [83].

Given a manifoldM and a collection of open setst Ui ui PI coveringM , a partition of unity (PoU) is a

collection of functionst f i ui PI onM satisfying i)
°

i PI f i pxq � 1 for x PM , ii) f i � 0 outsideUi .

Let 0   � ¤ 1. A � � Hölder continuous functionf then satis�es}f pxq � f pyq} ¤ H � }x � y} � for some

constantH � ¡ 0 and for anyx; y in the domain. Note, when� � 1, we have the class of Lipschitz functions.

2.3 Transformer Generalization and Approximation Theory

In this chapter we establish statistical estimation and mathematical approximation theory of transformers for

the regression of Hölder functions on a low-dimensional manifold. We start by de�ning transformer neural
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networks.

2.3.1 TransformerNeuralNetworks

De�nition 1 (Transformer Neural Network). We de�ne a transformer neural networkT as a composition of

functions of the form

Tpxq � D � BL T � ::: � B1 � pPE� Epxqq (2.5)

which is parameterized by

• L T : The number of transformer blocksBi in T.

• m: The maximum number of attention heads per transformer block.

• L FFN: The max depth of the feed-forward layers per block.

• wFFN: The max width of the feed-forward layers per block.

• dembd : The token embedding dimension.

• D : The input dimension.

• l : The number of hidden tokens.

• � : A bound on the magnitude of network parameters.

We de�ne each component of the composition as

• x PRD is the input.

• A linear embedding layerE : RD Ñ Rdembd � l . In this work we will always takeE � E 1 � U where

U P Rl � D andE 1 P Rdembd � 1 applied columnwise is �xed. We call embedded outputH � Epxqthe

�rst embedding matrixwhose columns are referred to astokens.

• PEPRdembd � l is a �xed matrix implementing the transformerpositional encoding.

• Transformer blocksBi : Rd� l Ñ Rd� l for i P t1; :::; L T u which are residual compositions of multi-

headed attention (MHA) layersMHA and feed-forward layersFFN acting token-wise.

• A decoding layerD : Rdembd � l Ñ R which is �xed to outputting the �rst element of the last column.

We use the ReLU activation function� pxq � maxp0; xqin the network.
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For a complete de�nition of the components of the transformer neural networks, we refer to Appendix C.2.

The transformer networkT may sometimes be writtenT� which makes explicit the dependence on learnable

weights� . We can also de�ne a class of transformer neural networksT of interest.

De�nition 2 (Transformer Network Class). We de�ne a class of transformer networks as

T pL T ; L FFN; wFFN; l; dembd ; m; R; � q �
!

T� | T� is in (2.5) with at mostm attention heads in each block,

L FFN layer feed-forward networks with hidden widthwFFN;

dembd token dimension; l hidden tokens;

and have}T� }L 8 pRD q ¤ R; }� }8 ¤ �
)

where}T� }L 8 pRD q ¤ R bounds the output ofT and}� }8 bounds the weight magnitude ofT� .

2.3.2 Assumptions

We consider a manifoldM and the target functionf : M Ñ R, with the following assumptions:

Assumption 1(Manifold). LetM be a compact Riemannian manifold with intrinsic dimensiond isometrically

embedded inRD . BecauseM is compact, there existsM ¡ 0 such that}x}8 ¤ M for x P M . Additionally,

we assumeM has positivereach� ¡ 0.

Assumption 2(Target function). The target functionf : M Ñ R is � -Hölder continuous onM , for some

0   � ¤ 1 and Hölder constantH f ¡ 0, and in addition}f }L 8 pM q ¤ R for someR ¡ 0.

In Assumption 1, the reach [84, 85]� of M can be de�ned as

� � inf t r ¡ 0 : Dx � y PM ; v PRD such thatr � } x � v} � } y � v} � inf zPM }z � v}u:

Informally, reach is the smallest distance at which a projection onto the manifold is no longer unique. In

practice this can be used to establish a bound on the number of charts covering the manifold.

2.3.3 TransformerGeneralizationTheory

Givenn training samplestpx i ; f px i qquni � 1 wheret x i un
i � 1 are i.i.d. samples of a distributionQ supported

on M , we aim tolearn an approximation̂Tn to f by minimizing the empirical risk(2.1) over a class of a

transformer neural networksT pL T ; L FFN; wFFN; l; dembd ; m; R; � q. The corresponding generalization error is
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given by

E}T̂n � f }L 2 pQq � E
b ³

M

�
T̂n pxq � f pxq

� 2
dQpxq: (2.6)

If M andf satisfy Assumptions 1 and 2, we prove the following generalization error bound.

Theorem 1. LetM; �; R; H f ¡ 0, 0   � ¤ 1, d; D P N, M andf satisfy Assumption 1 and 2 respectively.

Givenn training samplestpx i ; f px i qquni � 1 wheret x i un
i � 1 are i.i.d. samples of a distributionQ supported on

M , if we use the transformer neural network classT pL T ; L FFN; wFFN; l; dembd ; m; R; � qwith parameters

L T � O
�

logpdq
�
; L FFN � O

�
logpnq

�
; wFFN � O

�
1
�
; l � O

�
dn

d
2 � � d

�

dembd � O
�
1
�
; m � O

�
dn

d
2 � � d

�
; � � O

�
d2n

2d
2 � � d

�

in the empirical risk minimization(2.1), whereO
�

�
�

hides terms inCM (the number of charts),D; H f ; M ,

then the empirical risk minimizer̂Tn given by(2.1)satis�es

E
»

M

�
T̂n pxq � f pxq

� 2
dQ ¤ ~O

�
Dd2n

� 2 �
2 � � d

�

where ~O hides logarithmic terms inn; d and linear terms inCM .

Theorem 1 is proved in Appendix C.4, via a bias-variance decomposition. The bias represents the

approximation error off by transformer neural networks, and the variance represents the stochastic error

in the parameter estimation of transformer neural networks. To quantify the bias, we explicitly construct a

transformer neural network to universally approximate� -Hölder continuous functions onM , to be detailed

in Section 2.3.4. The variance is bounded by a novel calculation of the covering number of the transformer

network class used in Theorem 1.

2.3.4 TransformerApproximationTheory

Theorem 2. Let M; �; R; H f ¡ 0, 0   � ¤ 1, d; D P N andM satisfy Assumption 1. For any� P p0; 1q,

there exists a transformer neural network classT pL T ; L FFN; wFFN; l; dembd ; m; R; � qwith parameters

L T � O
�

logpdq
�
; L FFN � O

�
logp� � 1q

�
; wFFN � O

�
1
�
; l � O

�
d� � d

�
�

dembd � O
�
1
�
; m � O

�
d� � d

�
�
; � � O

�
d2� � 2d

�
�
;
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Figure 2.1: Diagram of the transformer architecture constructed in Theorem 2.T computes approximations
of f pxqon each local chartUn „ M by �rst projecting x to the tangent coordinates inRd via � n pxqand
then approximatingf pxqwith local Taylor polynomials. A shallow sub-network computes indicators1Un for
each local chart in parallel. The results of the two sub-networks are then multiplied together and summed to
produce the �nal result. HereH i denotes the embedding matrix before thei th transformer block Bi .

whereO
�
�
�

hides terms inCM ; D; H f ; � , such that for any target functionf satisfying Assumption 2, if the net-

work parameters� are properly chosen, then the network yields a functionT� PT pL T ; L FFN; wFFN; l; dembd ; m; R; � q

with the approximation error

}T� � f }L 8 pM q ¤ �

Theorem 2 is proved in Appendix C.3.2. In our proof, we decomposef pxqas a sum of terms over local

neighborhoodsU1; :::; UCM „ M coveringM . Approximations on overlapping neighborhoods containingx

will then be combined via a partition of unity (PoU) t � n uCM
n � 1 which subordinatest Un uCM

n � 1. This will give

us the expressionf pxq �
° CM

n � 1 f n pxq1Un pxqwith f n � f � n : M Ñ R. On each local neighborhoodUn ,

we project the inputx PM „ RD to the tangent coordinate inr0; 1sd. This will give us the followinglocal

decompositionof the target function:

f pxq �
° CM

n � 1
~f n � � n pxq1Un pxq (2.7)

where ~f n � f n � � � 1
n : r0; 1sd Ñ R and� n : M Ñ r 0; 1sd is a projection onto the local tangent space. We

then construct transformers to approximate the~f n ; � n ; 1Un components in(2.7). A diagram of the constructed

transformer network approximatingf : M Ñ R is given in Figure 2.1. The following key lemma is used to

ef�ciently approximate each low-dimensional function~f n ond-dimensional coordinates.

Lemma 1. Let H f ; R ¡ 0, d P N and0   � ¤ 1. For any� P p0; 1q, there exists a transformer neural
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network classT pL T ; L FFN; wFFN; l; dembd ; m; R; � qwith parameters

L T � O
�

logpdq
�
; L FFN � O

�
1
�
; wFFN � O

�
1
�
; l � O

�
d� � d

�
�

dembd � O
�
1
�
; m � O

�
d� � d

�
�
; � � O

�
d2� � 2d

�
�
;

whereO
�

�
�

hides terms inH f , such that, for any� -Hölder continuous functionf : r0; 1sd Ñ R, with Hölder

constant no more thanH f and }f }L 8 pr0;1sd q ¤ R, if the network parameters� are properly chosen, this

transformer network yields a functionT� PT pL T ; L FFN; wFFN; l; dembd ; m; R; � qsuch that

}T� � f }L 8 pr0;1sd q ¤ �:

Lemma 1 is proved in Appendix C.3.1. We develop a novel lemma -Interaction Lemma3, implementing a

highly-sparse pairwise interaction between two arbitrary tokensht 1 ; ht 2 , as a crucial architectural building

block allowing us to easily implement more complex functions, architecture serialization, and parallelization

(7). This result highlights a distinct advantage of transformer function approximation over ReLU function

approximation [67]:A transformer network only needs a constantO
�

logpdq
�

number of layers to

approximate f : r0; 1sd Ñ R independent of the desired accuracy� . In contrast, the depth of ReLU feed-

forward networks is in the order oflogp� � 1q[67] This is desirable from an empirical point of view, where

wider networks instead of deeper ones tend to achieve superior performance [65, 86].

2.4 Predicting Empirical Scaling Laws and Validation on LLMs

Our theory provides practical insights by predicting neural scaling laws for transformers, as given in(2.3)and

(2.4), by explicitly quantifying the data scaling exponent� D and the model scaling exponent� N as a function

of the intrinsic dimension (ID) d. If we assume the language modeling objective has Lipschitz regularity such

that � � 1 in Assumption 2, then Theorem 1 predicts the scaling law between the squared generalization

error and the data sizen, as given in(2.3), with � D � 2
2� d , and the model scaling law with exponent given

by � N � 2
d . For a full derivation refer to Section C.7. We will observe how well our theory predicts these

exponents both by pretraining small models from scratch and evaluating existing open-source model suites

[78].

In the following, we denote� D and� N as the scaling exponents predicted by our theory, where we

numerically estimate the intrinsic dimension of data, denoted bydD . The empirical exponents are denoted

by �̂ D and�̂ N . To obtain the data scaling exponent�̂ D , we plot the test loss (comparable to squared error)

versus the data sizen in log-log scale, �t the log-log curve with a line, and then obtain�̂ D from the magnitude
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Figure 2.2: Observed and predicted data scaling laws on OpenWebText, The Stack-SQL, and Tiny Stories
pretraining datasets. All estimates are closep� 0:02qand appear to re�ect varying levels of pretraining data
complexity.Note: �̂ D denotes the empirically observed data scaling exponent and� D denotes the theoretically
estimated exponent.

of the slope. The model scaling exponent�̂ N is obtained similarly.

Estimating the ID of Text To predict scaling exponents, we must �rst estimate the intrinsic dimension

of our pretraining datasetD. While we can do this directly for image datasets [87, 88], we cannot do this

directly for textual datasets. Instead, we will estimate the intrinsic dimension of the input data by estimating

the intrinsic dimension of token embeddings. Speci�cally, we will represent each input token with its

corresponding �nal-layer token embedding. Given a pretraining test setDtest we embed a randoml � 1024

length subsequence from each documentD k PDtest. We then randomly sub-sample32 �nal-layer tokens from

the embedded subsequence and shuf�e together all the embeddings. To estimate the ID of the embeddings we

use the Maximum Likelihood Estimation ID algorithm [89, 90] withK � 20 neighbors. We split the sampled

embedding tokens into batches of4096and run the MLE estimator on each batch, averaging together for the

�nal result. Unless otherwise speci�ed, we embed each documentD k PDtest using a 125 million parameter

modelM with L T � 12 layers and embedding dimensiondembd � 768. We �rst pretrainM on the fullDtrain

for 200; 000steps or until convergence.

Intrinsic dimension predicts the empirical data scaling exponent̂� D To validate our prediction of the

dataset scaling exponent� D we pretrain a series of 125 million parameter GPT-style LLMs on three different

datasets: OpenWebText [79], the SQL portion of The Stack [81], and Tiny Stories [80]. We train across three

orders of dataset size to �t scaling laws. Detailed hyperparameters can be found in the Appendix A.1. We

report the observed scaling laws in log scale in Figure 2.2. In addition, we plot our predicted test loss whose

slope is given by� D � 2
2� dD

wheredD is the our estimated intrinsic dimension.

Empirically, we �nd all three datasets produce nearly log-linear laws whose exponents lie between

0:1   �̂ D   0:15. Tiny Stories has the largest exponent, indicating the fastest rate of convergence, followed

by the SQL dataset, followed by OpenWebText. This matches our rough intuition, since Tiny Stories is

a synthetically generated dataset with less complexity than the other two datasets and thus easier to learn.

The predicted exponents� D generally over-estimatê� D but otherwise closely match up to� 0:02absolute
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Figure 2.3: Observed and predicted model scaling laws in model size on GPT2 and Pythia scaling suites.� N

denotes the empirically observed scaling exponent, and�̂ N denotes the theoretically predicted exponent.Note:
we estimate� N for GPT2 using OpenWebText.

error. Additionally, the predicted� D re�ect the previouly mentioned differences in complexity of pretraining

datasets. In particular, Tiny Stories has a smaller estimated ID than both OpenWebText and SQL, resulting in

a larger predicted� D as desired.

Predicting empirical model scaling exponent̂� N with intrinsic dimension To validate our predictions

of the model scaling exponent� N � 2
dD

, we evaluate two model scaling suites: GPT2 [82] and Pythia [78].

We refer to [65] for GPT2'ŝ� N and estimatê� N using OpenWebText as a proxy for GPT2's pretraining data.

We compute� N for Pythia by evaluating each model on The Pile's test set [91]. We also estimatedD on the

publicly available pretraining data to predict� N . The results are reported in Figure 2.3. Our predicted� N

under-estimates the empirical�̂ N . We conjecture this to be due to a number of factors including possible

under-training of the largest models and the intrinsic entropy of the data distribution.

Ablating the impact of model architecture on the estimated ID Practical application of our theory

relies on a good estimate of the intrinsic dimension. However, there are many factors potentially biasing our

estimate. Of particular interest is the embedding model's embedding dimension, depth, context length, and

number of parameters. We ablate these factors in Figure 2.4, plotting estimated ID against each factor.

Overall, we �nd the estimated ID is fairly stable across each factor. As the number of parameters increases,

the estimated ID of The Pile slightly increases from 15.56, via a 410 million parameter model, to 20.02

with a 12.8 billion parameter model. ID on OpenWebText behaves similarly when increasing the embedding

dimension, increasing from 15.56 whendembd � 768to 18.68 whendembd � 1536. When �xing a single

model, we �nd the ID across intermediate embedding layers is small initially but then increases and decreases

again, stabilizing around the ID of the �nal layer. We observe that the ID appears to inversely correlate with

sequence length, decreasing from15:86 for very short sequences to12:9 for sequences around1024tokens.

Predicting � N from � D (and vice versa) without estimating ID Above we estimated� D and� N by
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Figure 2.4:Top left: Estimated ID vs. number of parameters.Top right: Estimated ID vs. the embedding
dimension.Bottom left: Variation of estimated ID across model layers.Bottom right: Variation of estimated
ID across context position.

�rst estimating the intrinsic dimensiond for a model's pretraining dataset. However, estimatingd may not

always be possible when pretraining data is not public. Alternatively, we can predict� D in terms of� N (and

vice versa) without ever needing to estimated:

� D �
2

2 � d
�

21
d

21
d � 1

�
� N

� N � 1
; � N �

� D

1 � � D

See Table 2.1 for ID-free estimations of empirically observed exponents in the literature [77, 92].

Table 2.1: ID-free estimation of scaling exponents for GPT-2 and Chincilla.

GPT-2 Chinchilla
�̂ N � 0:076 � D � 0:070 �̂ N � 0:34 � D � 0:25
�̂ D � 0:095 � N � 0:106 �̂ D � 0:28 � N � 0:33

2.5 Related Work

The theoretical properties and advantages of transformers have been studied from many different perspectives

[93, 94, 95, 96, 97]. Most related to us are [98, 99, 100, 101] in which transformers were studied from an

approximation viewpoint. The work in [98] proved that transformer models are universal approximators of

continuous permutation equivariant sequence-to-sequence functions with compact support, while the network
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size suffers from the curse of dimensionality (the number of entries in the input sequence). [101] studied the

approximation and estimation ability of Transformers as seq-to-seq functions with in�nite dimensional input,

where anisotropic smoothness avoids the curse of dimensionality.

In the applications of Large Language Models (LLMs), empirical �ndings have demonstrated some

correlation between the performance of transformers and the low-dimensional data structures [102, 72, 103,

104]. [102] investigated the intrinsic dimension of embeddings in transformer architectures, and suggested

an encoder and decoder embedding property. Most similar to our work is [77] which demonstrates an

empirical connection between neural scaling laws and the intrinsic dimension of data. While they brie�y

discuss predictions for LLMs, their theory works best for predicting student-teacher model setups and image

classi�cation tasks which seem to enjoy more regularity (and a faster rate of convergence) than language

modeling. Despite these empirical �ndings, we are not aware of any rigorous theoretical justi�cation connecting

the scaling laws of transformers with the intrinsic dimension of data.

2.6 Conclusion

Conclusion Here we establish statistical and approximation theory results for transformers approximating

Hölder continuous functions on low-dimensional data manifolds. The resulting bound on the generalization

error suffers from exponential dependence only in the intrinsic dimensiond. The constructed approximations of

low-dimensional functions are shallow, requiring onlyO
�

logpdq
�

layers independent of the desired accuracy.

We demonstrate this theory is accurate in practice by predicting scaling laws in both model size and data size

for LLMs trained on natural language datasets. We pay careful attention to the sensitivity of the estimated

intrinsic data dimension, �nding it is relatively stable with respect to several relevant hyperparameters.
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CHAPTER 3

LEARNING TO REASON WITH REINFORCEMENT LEARNING

Our theory + experiments in Chapter 2 show that the complexity of training data (determined by intrinsic

dimension) impacts the data and model scaling behavior of LLM pre-training. Thus, as tasks become

increasingly complex, scaling will prove more and more dif�cult. Yet it is exactly these kinds of complex tasks

we have little data for. What do we do about this? Reinforcement learning, whereby models generate their

own solutions to problems, offers one possible avenue of success.

The �rst signs of the potential for purely data-driven AI systems to match and surpass human reasoning

ability came in the mid-to-late 2010s with the release of systems like AlphaGo [105], AlphaStar [106], and

OpenAI Five [107]. These systems were trained using reinforcement learning (RL) to attain superhuman

performance at complex videogames involving long time horizons, partial information, and multiple agents.

However, these systems were trained only for single speci�c games, failing to generalize widely to other

complex games let alone tasks in the real-world. Then, in 2020, OpenAI released GPT-3 [9]: a large language

model (LLM ) capable of performing well across a wide variety of natural language commonsense reasoning

tasks [108, 109]. The impressive level of generalization exhibited by GPT-3, due to massive pre-training and

task-speci�c few-shot prompting, opened a new world of possibilities for AI reasoning. Just two years later, in

2022, Minverva [110] was released as the �rst LLM pre-trained to perform well on mathematics reasoning

tasks. The largest model (540 billion parameters) set a state-of-the-art record on the popular MATH benchmark

containing high-school olympiad style questions [111]. In July 2024, just two years after Minerva, AlphaProof

[112] became the �rst AI system to achieveIMO silver medal performance: nearly matching the ability

of top high-school math olympiad competitors around the world. This demonstrates the powerful result of

combining RL with pre-trained LLMs.

In this chapter we investigate in great detail the fusion of RL with LLMs to solve math reasoning problems.

We begin our investigation in Section 3.2 by engineering a novel, �rst of its kind framework for large scale

RL for LLMs with an emphasis on resource ef�ciency. To demonstrate its utility, we successfully reproduce

several high-pro�le reinforcement learning from human feedback (RLHF ) works from industry. In Section

3.3 we then apply our framework to improve the reasoning capability of LLMs on math problems. We show

signi�cant gains across a variety of training setups (varying model initialization, reward, etc...) but identify the

exploration capabilityof models as a limiting factor. In Section 3.4, to improve exploration, we propose a

novel synthetic data generation pipeline to trainre�nementmodels capable of identifying and self-correcting
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previous mistakes.

3.1 Preliminaries

De�nitions All RL problems are de�ned as a Markov Decision Process (MDP) 4-tuplepS; A ; Pa ; R aq. An

MDP provides a formal mathematical framework for modeling sequential decision-making in situations where

outcomes are partly random and partly under the control of a decision-maker. It consists of a state spaceS,

action spaceA , a dynamics transition functionPa : S � A � A Ñ R specifying the probability of moving to

a new state given a current state and action, and a reward functionR a : S � A Ñ R indicating the reward

received after transitioning to a new state.

An agent's behavior within an MDP is dictated by its policy� : S � A Ñ R, interpreted as a probability

distribution over possible actions in a states PS. Given a time horizonH , the returnG of a policy� is the

(optionally) discounted sum of rewards at each timestep. I.e.

G �
Ḩ

t � 1


 t Rt

whereRt is the reward received by the agent at time-stept and0   
 ¤ 1 is an optional discount factor. Note,

because both the policy and transition dynamics can be stochastic,G is a random variable. The goal of an RL

algorithm is typically to �nd the optimal policy� � : a policy maximizing the expected returnEG.

Often, value functions are used to evaluate the goodness of being in a particular state for particular policy

� . Formally, given a states P S and policy� , a value functionV� measures the expected return of� in states.

The Q-value functionQ� measures the expected return of� in states after taking actiona.

Algorithms In 2013, the Deep Q-network (DQN) [113] revolutionized RL by using a deep neural network

to represent the Q-value functions. Deep Q-networks are an example of an online but off-policy RL algorithm:

online because a policy interacts with an environment to gain experience data, but off-policy because policy

gathering data is distinct from the policy being learned. In contrast, Proximal policy optimization (PPO) [43]

is an online on-policy RL algorithm. On-policy algorithms use the policy being to directly interact with the

environment. The policy update for learning� � is the constructed using data generated during the interaction

phase phase. Additionally, PPO allows a neural network� � directly parameterize a policy (as opposed to

a Q-value function). Thus, during policy updates, the student policy� � is updated via gradient descent by

directly maximizing for higher return via the objective
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J p� q � Et

�
min p

� pat |st q
� oldpat |st q

Â t ; clipp1 � �; 1 � �;
� pat |st q

� oldpat |st q
qÂ t q

�

whereÂ t estimates theadvantagei.e. difference betweenQps; aq(the expected return after taking actiona

at states) and valueVpsq(the expected return at states). � old is a lagging version� introduced to maintain

udpate stability.

Expert iteration (EI) [105] is also online but more off-policy than PPO. An initial expert policy approxima-

tion �̂ �
0 is sampled on the entire train setK times per question before any policy improvement. The�̂ �

0 is often

constructed using repeated sampling from an initial policy� 0. For example, AlphaZero [114] and subsequent

work [115] combine� 0 with Monte Carlo Tree Search. Sampling�̂ �
0 constructs an initial set of rolloutsD1

which are then distilled back into a policy� 1 via a standard cross-entropy loss:
°

� PD

° H
t � 1 � logp� � pat |st qq.

This process can be repeated to construct policy� i �ne-tuned on datasetD i � Ri YD i � 1 whereRi corresponds

to exploration done by� i � 1.

Return conditioned RL algorithms [116, 117] seeks to train policies conditioned on both the current state

s and desired returnR when sampling an action. This is motivated by a desire to learn return controllable

policies which can change depending on the desired level of performance. Best performance can then be

sampled by conditioning on the highest possible return. Training can be done either in an online fashion where

interaction data is generated and labeled with the subsequent return, or in an of�ine function is return-labeled

interaction data is already available.

Finally, given access to an expert policy� � or a dataset of its ineractions, behavior cloning can be used to

produce a new policŷ� simply by training a network� � to predict the actions of� � via cross-entropy loss.

This can be thought of as an RL analog of LLM supervised �ne-tuning.

3.2 trlX: An at-scale framework for Large language model Reinforcement Learning

Since 2019, the prevailing training paradigm for large-language models [118, 119, 120] has comprised two

parts: First a pre-training phase during which models are trained on a large corpus of text. Pretraining produces

a general-purpose model which has learned the syntax and some semantics of natural text but is not easily

controllable for any particular task. Fine-tuning is then used to adapt this general-purpose pre-trained model to

a smaller, specialized corpus. However, this often comes with a decrease in model performance on other tasks.

Further, the resulting model can be dif�cult to work with, requiring extensive prompt engineering.

Reinforcement learning from human feedback (RLHF), has presented itself as an additional third stage

of the language model training pipeline. In this stage, gathered human preference data is used to supervise
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�ne-tune the pre-trained model and then train areward model. The reward model assigns scalar values to

(prompt, response) pairs that correspond to human preference. The supervised �ne-tuned model can then

be trained using Proximal Policy Optimization (PPO) [121], an online reinforcement learning algorithm, to

optimize against the learned reward model. The resulting models are better aligned with human preferences,

leading to win-rates over the base model by up to 80% [122, 123, 124], and producing more desirable and less

harmful text with less prompting.

Table 3.1: trlX feature comparisons with other libraries. * between this paper being accepted for publication
and its actual release, this feature was added to trl. ** trl supports naive pipeline parallelism, which is far
slower.

RL Algorithms Parallelization Strategies Features

Online Of�ine Tensor Pipeline Sequence LoRA Sweeps

RL4LM 3
trl 3 * 3 ** 3
DS Chat 3 3 3 3
trlX (ours) 3 3 3 3 3 3 3

However, the study of RLHF models in the academic community has been limited thus far by a need for

open-source training frameworks and datasets. Online reinforcement learning via PPO is compute expensive

and challenging to scale as we must store three copies of the model in memory during training. To address

these issues we present trlX: a library supporting online and of�ine RLHF �ne-tuning for language models

of up to and exceeding 70 billion parameters. At smaller scales, we emphasize low-resource accessibility by

incorporating features such as Hydra model architectures [125], LoRA adapters [126], and DeepSpeed [127],

which, when combined, can reduce memory overhead on GPT-J [128] by up to 75% with minimal impact on

the achieved reward. trlX training at this scale is compatible with most encoder-decoder and decoder-only

architecture supported on the popular Hugging Face Hub [129]. For large, 20 billion parameter plus, training

jobs we implement support for tensor, sequence, and pipeline parallelism via both the GPT-NeoX library [130]

and NeMO-Megatron [131].

trlX also supportsImplicit Language Q Learning, ILQL, as an of�ine alternative to online RL methods.

We �nd �ne-tuning via ILQL achieves preference win-rates with baselines close to PPO but at a fraction of

the compute cost. Further ILQL is more robust to reward model over�tting, which online algorithms can

suffer from. To evaluate our framework we provide open-source replications of well-known papers from the

RLHF literature including learning summaries from human feedback [41] and Helpful/Harmless preference

learning for a general purpose language assistant [123]. We �nd models trained with trlX achieve preference

win-rates, as judged by human annotators, over baselines at rates comparable to the original works, validating
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our implementation. We open-source all supervised �ne-tuned models, reward models, and RLHF models for

further research, as well as the training framework, trlX.

In summary, we make the following contributions:

• trlX as an open-source library for reinforcement learning from human feedback supporting model sizes

up to and exceeding 70 billion parameters. This includes benchmark examples implementing the �rst

known open-source replications of several well known RLHF models, offering insights into training and

evaluation.

• A novel evaluation of of�ine RL based �ne-tuning for preference learning at scale.

• Release of all models at all scales involved in the training pipeline including supervised-�ne tuned,

reward, and RL tuned models.

3.2.1 Background

Reinforcement Learning from Human Feedback Reinforcement learning from human feedback attempts to

improve agent performance, either in sample ef�ciency or performance on downstream tasks, by incorporating

some form of human feedback on agent behavior [132, 133, 41]. We focus on the 3-stage �ne-tuning pipeline

outlined by [41] in which researchers �rst assemble a dataset of human-annotated preferences, then train a

reward model to predict these preferences, and lastly train a policy to maximize the score of the resulting

reward model. Similarly structured pipelines have been adapted to train many of the most recent interactive

natural language assistance tools [134, 124, 123, 125].

Nevertheless, collecting human preferences at scale can be cost-inef�cient. Recent work by [135] proposes

tractable oversight by using synthetic AI preferences instead of direct human labels. Similar works by [136,

137, 138] generate instruction-following datasets by querying already aligned models liketext-davinci-003

to generate both task and instruction-following responses.

Scalable Training Frameworks There are many notable choices of distributed training frameworks for

large-scale language model pre-training and �ne-tuning, each implementing various parallelism schemes.

These include DeepSpeed [127], Megatron-LM [139, 131], the GPT-NeoX library [130] which combines

DeepSpeed and Megatron-LM, Fairseq [140, 141], and T5X [142] for TPU-based training.

However, none of these frameworks are designed explicitly to support �ne-tuning via RL and would,

therefore, require signi�cant work to retro�t. More recently, RL-speci�c �ne-tuning libraries have become

available. RL4LM's [143] implements online algorithms for �ne-tuning mid-sized language models with

reinforcement learning from human feedback and supports an impressive range of tasks and metrics. TRL
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[144], initially a smaller-scale library for transformer reinforcement learning, is a re-implementation of [145]

in PyTorch for doing sentiment-based �ne-tuning. It has since been expanded in a manner similar to trlX to

include training with DeepSpeed via Hugging Face accelerate. More recently, DeepSpeed-Chat [146] was

released allowing for larger model training with better throughput. However, they do not allow for more

advanced forms of parallelism supported in trlX.

3.2.2 Trainingwith trlX

trlX is designed to help mitigate the heavy computational costs felt by low-resource users while still allowing

high-resource users the ability to get good performance. Roughly we break our users into three separate

resource pro�les:

1. Single GPU users. In this low-resource use case we recommend our native PyTorch integration plus

memory saving features including Hydra architectures, low-rank adaptors, and 8-bit adam [147].

2. Multi-GPU users. In this mid-resource user case we recommend our integration with Hugging Face

accelerate [148] leveraging DeepSpeed plus memory saving features. We use this integration to

comfortably train up to 20 billion parameter language models on a single node.

3. Multi-Node users. In this high-resource user case we recommend our integration with GPT-NeoX or

NeMO-Megatron which allows for higher gpu ef�ciency and scaling than accelerate and DeepSpeed. We

use this integration to train models up to 70 billion parameters: an unprecedented scale for open-source

RLHF models.

The framework is built around a base trainer from which integration speci�c trainers can inherit. Indepen-

dently, online and of�ine algorithms are implemented allowing for reuse in separate integrations. In particular

trlX supports PPO and A2C for online RL and ILQL for of�ine RL. The most expensive part of online PPO

training is the model rollout, which can take up to 10x as long as a combined forward and backward pass. To

ef�ciently maximize batch size for both rollouts and optimization steps, we decouple the rollout inference

batch size from the PPO batch size via an orchestrator class. This allows online models to perform batched

rollouts to reduce the amount of bottleneck time spent infering each model.

We integrate closely with the Hugging Face ecosystem, allowing for the training of most encoder-decoder

and decoder-only models on the Hugging Face Hub, including widely used models such as T5 [119] and

Flan-T5 [13], GPT-J [128], Pythia [149], OPT [141], and LLaMA [150, 151].

Fine-tuning large language models via human feedback with PPO is prohibitively expensive in terms of

memory and FLOPs, requiring the user to store a student model, reference model, and similarly sized reward
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model in memory at all times. Additionally, reinforcement learning is notoriously brittle to hyperparameter

choice, often requiring extensive sweeping to �nd optimal settings. To mitigate these costs we support

parameter saving techniques like LoRA [126] and a Hydra model architecture design [125] which allows for

shared frozen layers between policy, value, and reference networks. Similarly, ILQL models require non-

standard Q-value heads and generation capabilities which are implemented separately for both integrations.

Memory and Compute Saving Features

To benchmark the effect of memory and compute saving features on performance, we run a series of experi-

ments on a baseline sentiments task for model sizes ranging from 125 million to 20 billion parameters. For

each model size, we freeze a percentage of the model's layers in the Hydra architecture and observe the effect

on reward, train time, and required memory. We also experiment with applying LORA adapters of various

ranks to all transformer matrices. Models are taken from the Pythia suite [149] and trained for 6000 steps with

a global batch size of 32 on 8x80gb A100s.

Figure 3.1 demonstrates across all model sizes about half the layers can be frozen before a maximum

attainable reward is not achieved. Interestingly, freezing all but two of a model's layers more adversely affects

the larger models. We speculate this is due to larger models learning the majority of complex task-speci�c

features in their middle layers, with downstream layers making minor adjustments.

Figure 3.1: Max reward achieved as a function of the number of model layers unfrozen. Each model achieves
its maximum attainable reward with around half its layers frozen.

Figure 3.2 demonstrates the effect of layer freezing on memory savings. This is particularly useful for
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larger models since otherwise we must separately load the frozen reference model into GPU memory for

inference. With all but two layers frozen we save both memory and computation costs for all but two layers of

the reference. In particular, for larger model sizes we can save nearly 50% of the required memory while still

achieving the maximum reward.

Figure 3.2: Hydra memory consumption as a function of the number of a unfrozen layers.

On less toy problems we also observe layer freezing helps stabilize the training process by reducing KL

divergence from the base model. This helps mitigate the need for the a KL based penalty via a frozen reference

model, in some cases allowing for it to be removed entirely. Further in some cases partial freezing even

imparts a bene�cial inductive bias, allowing the model to achieve a higher reward than when trained with all

parameters unfrozen.

Similar bene�ts memory-saving and regularizing bene�ts can be seen with LoRA-based �ne-tuning. When

tuning all layers training with LORA rank 1 achieves max reward on the sentiments benchmark. At the

6.9 billion parameter scale LORA training �netunes only 0.03 percent of the model parameters and reduces

memory usage by 3 times. LORA training can be combined with layer freezing to achieve further memory

savings. With both optimizations RLHF can be performed for medium scale models even on a single consumer-

grade GPU. These memory savings and performance bene�ts carry over to the of�ine training regime with

ILQL as well (see table 3.2), where we see equal or better performance to full �netuning. We theorize that

limiting the rank of the parameter updates as well as freezing model layers provide bene�cial regularization

effects for both online and of�ine RL training.
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Table 3.2: Benchmarks for ILQL's time to max reward on Anthropic's Helpful QA dialogue dataset. All
non-LoRA hyperparameters are kept the same as the base models, except for learning rate which is set to
2:0 � 10� 4. For GPT-NeoX-20B LoRA, the last 8 layers are trained with LoRA, for Pythia 6.9B LoRA, all
layers are trained with LoRA.

Model Max Reward Time (min)

Pythia 6.9B -1.77 286
w/ LoRA -1.68 58

GPT-NeoX 20B -1.88 312
w/ LoRA -1.89 28

Comparison with other Frameworks

As we showed in section 3.2, trlX is the only framework to support of�ine RL �ne-tuning as well as the

only framework to support large model �ne-tuning at scale with pipeline, sequential, and tensor parallelism.

Additionally, we are the most feature complete, including tools for parameter ef�cient �ne-tuning and

distributed hyperparameter sweeps. We include 10 plus benchmark examples, providing end-to-end pipelines

for several well known RLHF tasks.

DeepSpeed-Chat vs trlX trlX is competitive with existing open-source RLHF implementations at scale for

online RL. We compare against DeepSpeed-Chat [146], a concurrent work on RLHF for LLMs that implements

PPO. See section 3.2.2 for a performance comparison between DeepSpeed-Chat and trlX. Note that the 30B

and 60B parameters performance �gure for DeepSpeed-Chat uses LoRA based training, whereas trlX uses full

parameter �netuning. We keep the rest of the benchmark settings the same as the published DeepSpeed-Chat

scripts.

Table 3.3: Comparison of trlX and DeepSpeed-Chat training speed for online RL (PPO) for OPT architecture,
measured in samples/s/GPU.� Performance for 30B and 60B DeepSpeed-Chat converted from Table 2 of
[146], 4 hours to train on 131.9k samples using 64 GPUs.: For OPT 66B, we use Hydra with 50% trainable
parameters.

Parameters DS-Chat trlX
OPT 1.3B 2.1 2.0
OPT 6.7B 0.44 0.41
OPT 30B 0.14� (LoRA) 0.12
OPT 60B 0.076� (LoRA) 0.043:

3.2.3 BenchmarksandResults

We benchmark trlX on two popular RLHF tasks: OpenAI's learning to summarize TL;DR dataset [41] and

Anthropic's Helpful QA dataset [152]. We release all associated code and models as open-source for further
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study.

Training setup and Hyperparameters Unless otherwise noted, we use the same �xed set of hyperparameters

listed in the appendix across all training runs. We �nd good performance is particularly sensitive to some

parameters:

• Batch size: Larger batch sizes of at least 128 global samples per iteration are used. This reduces

variance across runs and stabilizes performance.

• Reward normalization: Upon rollout collection we normalize all rewards by a running standard

deviation estimate. We �nd this normalization, notably without subtraction by the running mean,

signi�cantly improves performance. Additionally, we do a second normalization of the advantages at

the batch level.

• Learning rate: Learning rate is chosen to be5E� 6, an order of magnitude smaller relative to supervised

�ne-tuning.

Summarization

Setup Learning to Summarize from Human feedback [41] introduces the TL;DR dataset. The �rst component,

consisting of 129,772 Reddit posts, is utilized for supervised �ne-tuning. The second component, utilized

for training the reward model, consists of 92,534 samples in the training dataset and 83,629 samples in the

validation set.

We start by training supervised �ne-tuned (SFT) by �ne-tuning 440M, 1.4B, 6.9B, and 20B models from

the Pythia suite on the SFT dataset. We use the AdamW optimizer with the learning rate is1E � 5 followed

by a linear scheduler with a short warm-up. The best model is be selected by Average-ROUGE score on the

validation set.

To train our reward models (RMs) we initialize with SFT checkpoints, replacing the causal head with a

scalar output. Using the second component of the dataset we then minimize the pairwise preference loss [41].

We �nd our best performing reward model is the 6.9 billion parameter Pythia model trained with a batch size

of 32.

With a trained reward model we are now able to perform RL based �ne-tuning of models from 440M to

20B. Posts from both components of the TL;DR dataset are used during training. We use the best performing

reward model, 6.9B, as our reward signal for all experiments. To train models online we initialize from the

SFT checkpoints and use PPO with four epochs per batch and a KL penalty with a coef�cient of 0.005. We

keep 8 layers unfrozen. To train the of�ine models we label posts from both components of the dataset and
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Figure 3.3: Win rate of ILQL, PPO �ne-tuned models against their relative SFT baselines on summarization
task. Note comparisons were done against the same-sized SFT baseline (e.g. 6B SFT against 6B PPO). The
OpenAI baseline, measured as the win-rate of their 6B model over human generated summaries, is included
for reference.

their associated summaries with� 1 respectively. We note labeling in this way performs better than labeling

the data with the learned RM. This reward labeled dataset is then used to train a base model using the ILQL

algorithm. Notably, we do not initialize from the SFT checkpoint as we saw minimal bene�t in the of�ine

regime.

Results We attach a table in the appendix showing the result of the ROUGE scores in the test set of the

TL;DR dataset of SFT and PPO trained on the 6.9B model. In comparison with [41], the trend of the ROUGE

score is similar, with the SFT model performing slightly better than the PPO model.

More critically, we conduct a human evaluation to better evaluate how well our online PPO and of�ine

ILQL models adhere to human preferences as compared to the the baseline SFT. To do so we select stories

from a subset of prompts from the test portion of our dataset and ask annotators to choose between two

candidate summaries. In particular for each model size we run two evaluations: A comparison of PPO to SFT

and a comparison of ILQL to SFT. In addition to choosing between two candidate summarizations, we ask

users to score thecoverage, clarity, andinconsistencyon a 1-7 Likert scale. The results are reported in �g. 3.3

and �g. 3.4.

We evaluate each model via relative improvement over the its corresponding SFT baseline, in part to

demonstrate the effectiveness of RLHF on even small model sizes.
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Figure 3.4: 20B model Likert scores for coverage, clarity, and inconsistency.

ILQL slightly underperforms PPO at a fraction of the cost Figure 3.3 demonstrates both ILQL and

PPO achieving greater than 10% win-rates across most model sizes. At 6B and 20B our PPO model achieves

greater than 70% win-rate against its SFT baseline. We also see ILQL models are very competitive, despite

requiring much less compute to train. Interestingly, we observe ILQL produces distinctly shorter, more concise

summaries than PPO and even the SFT baseline. Despite this ILQL is still often preferred over the longer SFT

baseline due to better coverage of key points. This suggests more sophisticated of�ine training methods could

potentially be developed as more compute ef�cient alternative version of PPO.

Helpful QA Dialogue

Setup Helpful Harmless RLHF [152], or HH-RLHF for short, consists of 118k sample interactions between

a user and an AI assistant. It can be broken further into three parts: An initial dataset of 42k prompt, response

triples created by a prompted language model, 40k samples creates by re-ranking responses from the same

prompted model, and a �nal set of 22k responses from an initial RLHF model. The �rst two parts are called

thestaticsubset. We use the helpful portion of the static dataset for training and evaluation. Each interaction

sample consists of a dialogue history ending with an utterance from the user. This is followed by a preferred

or chosenassistant response and arejectedresponse.

We train supervised �ne-tuned SFT baseline models by �ne-tuning vanilla models models ranging from

160M, 1.4B, 6.9B and 20B parameters on the chosen responses for each sample. Training is done for one

epoch with alr � 5E � 5. Note we mask loss on the dialogue history, only backpropping loss on the response

tokens. This serves as our baseline.
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Figure 3.5: Accuracy of reward model on test set against number of training comparisons. We observe roughly
1.8% increase in model accuracy per 10k training samples.

We then independently train reward models of sizes 160m-20B by. As with summarization, we warm

start by initializing from the SFT models. As above we train for one epoch withlr � 5 � 10� 6. We observe

adding the supervised warm-up increases test accuracy up to2%. Our highest performing model is a 6 billion

parameter GPT-J, which achieves 0.72 accuracy on the static test set. We use this as the default reward model

RM for all RL based �ne-tuning.

With our RM we can �ne-tune our baseline SFT models using trlX. Our training dataset consists of a set of

input prompts taken from the entire static dataset. We augment this with multi-turn prompts and responses

generated synthetically bytext-davinici-003 . Details on how this synthetic data is created can be found in

the appendix. Altogether this forms 200k prompts for our RL training dataset.

The number of training steps is kept constant at 9000 with an effective batch size of 128. A learning rate

between1 � 10� 6 and8 � 10� 6 is used for different model sizes. We keep eight layers unfrozen. A constant KL

penalty of coef�cent of 0.005 is used. We call the resulting series of models PPO.

In particular, we found it critical to train with a suf�ciently large batch to ensure robust PPO gradient

estimates. Additionally, if training is run for too long or the KL penalty is too weak we observe heavy over�t

to the reward model. We practice early stopping to prevent such over�t. Larger batch sizes also have the added

effect of mitigating over�t simply by decreasing the total number of steps over the prompt dataset.

In addition to PPO we train models at sizes from 160M to 20B using ILQL. We assign a reward of +1

to the chosen trajectories and a reward of -1 to the rejected trajectories. We call the resulting set of models

ILQL. Surprisingly the� 1 reward assignment empirically outperforms labeling chosen and rejected responses
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Figure 3.6: Mean performance of models zero-shot on HellaSwag, TriviaQA, LAMBADA, Arc Easy, Arc
Challenge, and Open Book QA. A table of full results is shared in the appendix.

via rewards learned from the RM. We believe this is because while RM rewards are denser, they are also in

some cases inaccurate and as a result the expected inequalityr chosen ¡ r rejected for a given dialogue is not

respected, introducing noise. Whereas a� 1 assignment stays faithful to the underlying human preferences.

This assignment has the added bene�t of requiring far less compute as no reward model needs to be learned.

In addition to the above models we also train and evaluate a �nal set Vanilla-PPO which applies PPO based

RL �ne-tuning via our RM without initializing from the supervised SFT checkpoints. We found this is only

feasible for larger models, 6B and 20B, which are able to successfully optimize reward. This underscores the

importance of collecting supervised �ne-tuning data for for suf�ciently dif�cult tasks and weak models.

Results We then evaluate vanilla models, SFT models, PPO models, Vanilla-PPO models, and ILQL models

on a set of common academic benchmarks including LAMBADA, ARC, OpenBookQA, TriviaQA, and

HellaSwag using [153]. Figure 3.6 plots the mean accuracy of each model class on the benchmarks. A full

table is included in the appendix. We �nd supervised �ne-tuning signi�cantly impacts performance. We note

when done improperly, e.g. by �ne-tuning on entire dialogues instead of responses, the effect is even more

pronounced. RL based �ne-tuning on top of SFT improves results slightly but not signi�cantly.

The `Alignment Tax' comes from SFT Surprisingly in contrast �ne-tuning with RL without as done in the

Vanilla-PPO models incurs much less penalty and in the 6.9B case even slightly improves performance. This

answers questions about the existence of analignment taxwhen �ne-tuning with RLHF. OpenAI reported such
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Figure 3.7: Win rate of prompted, PPO RLHF, and ILQL RLHF models at 160M, 1.4B, 6.9B, and 20B
parameters. Comparisons were done against the same-sized SFT baseline (.e.g 6.9B SFT against 6.9B PPO).

a tax with InstructGPT [124], particularly after supervised �ne-tuning, but did not report results for strictly

RL based �ne-tuning. Conversely Anthropic [123] demonstrated small gains in benchmark performance

for suf�ciently large models after RL based �ne-tuning but do not utilize an SFT warm-up. These results

suggest such a tax is primarily due to the supervised �ne-tuning instead of RL based �ne-tuning. We note one

technique is to mix pre-training data into the SFT and RL �ne-tuning distributions, as done in [124].

This suggests to us the importance of a high-quality SFT training dataset to mitigate benchmark reduction

while also appropriately learning the desired behavior.

In addition to automatic benchmark evaluation we conduct a human evaluation in which labelers choose

between responses generated by a model and the comparably sized supervised �ne-tuned baseline. The results

are reported in �g. 3.7. Note we examine win-rate of models against a baseline of the same size, in contrast to

previous work [123, 124]. We attach annotator instructions in the appendix.

RLHF can bene�t smaller models too Across all model sizes we observe at least a 60% win-rate between

the PPO trained model and the SFT baseline. Additionally the of�ine trained ILQL models are very competitive,

similarly achieving at least a 60% win-rate with a small fraction of the compute. Further we qualitatively

observe ILQL is signi�cantly more robust to reward over�t in contrast to online PPO based �ne-tuning. In

contrast the online regime requires a combination of large batch sizes and early stopping to mitigate such

reward over�t. Finally we remark the prompted baseline is already relatively strong likely due to the task

already being suf�ciently in distribution for larger models. This is further supported by the ability of large

vanilla models to successfully optimize reward with no supervised �ne-tuning.
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In addition to collecting win-rates we also collect Likert scores on a scale of 1-7 for response Helpfulness,

Harmfulness, and Honesty. Results are reported in the appendix.

3.2.4 Conclusion

We present trlX as an open-source framework for training large language models at scale using reinforcement

learning from human feedback. We hope researcher access to trlX as an open-source implementation of the

RLHF pipeline will help facilitate this research. While it is highly performant, PPO suffers from limitations

both in dif�culty during implementation and in hyperparameter sensitivity at train time. Of�ine methods

such as ILQL are both easier to implement and more compute ef�cient, but still do not achieve the same

performance as PPO.

3.3 Teaching Language Models to Reason with Reinforcement Learning

The reasoning abilities of large language models (LLMs ) are rapidly improving as measured by their per-

formance on numerous math, science and code benchmarks [154, 155, 156, 157, 158, 159, 160, 161, 162,

30, 163, 27, 164]. Simultaneously, Reinforcement Learning from Human Feedback (RLHF) [165, 166,

124] and instruction �ne-tuning [167, 168] have made signi�cant progress in aligning LLMs with human

preferences. Improvements in model instructability have further increased apparent model capability by

making complex behaviors more accessible via instruction prompting. This has led to a number of increasingly

sophisticated prompting strategies augmenting LLM reasoning capabilities such as Chain-of-Thought [169] or

Tree-of-Thoughts [170].

Previous work in reinforcement learning (RL) such as AlphaGo [114], AlphaStar [171], and OpenAI

Dota 2 [172] demonstrate that RL techniques can be used to train neural networks capable of sophisticated

planning and reasoning in game environments. Cicero [173] in particular succeeds in combining an RL trained

planning agent with a dialogue �ne-tuned LLM to achieve nearly super-human performance in the board game

Diplomacy. Given these previous successes and the inherent interactive nature of problem solving, applying

RL to LLM reasoning seems a natural next step. In this paper, we study how ideas from RL can be used to

improve the reasoning capabilities of LLMs across a variety of reward schemes and model initializations.

We begin by comparing the performance of different RL algorithms on reasoning tasks� de�ned as a

distribution of question answer tuplespQ; Aq. The task� can be extended to de�ne aMarkov Decision Process

(MDP) 4-tuplepS; A ; Pa ; Raqwhere tokens serve as both actions and accumulated state with deterministic

dynamics. By default we use a sparse reward of� 1 if the �nal answer is correct but also experiment with

dense rewards matching intermediate steps in a reference solution and rewards synthetically generated using
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a reward model. We evaluate models with 7B and 13B parameters both starting from supervised �ne-tuned

(SFT) checkpoints and pre-trained checkpoints. We report four metrics assessing model performance on a

task speci�c test set: 1) maj@1 score computed by greedily sampling once per question, 2) maj@96 score

computed by sampling K = 96 times per question and uniformly voting on the �nal answer, 3) rerank@96

score computed by sampling K = 96 times and choosing the �nal answer using an Outcome-Based Reward

Model (ORM), and 4) pass@96 score computed by sampling the model K = 96 times and taking the best

result according to the ground truth answer.

We �nd that overall the simplest method, Expert Iteration (EI) [174], performs best across all metrics for

most reward setups and model initializations. Surprisingly, EI is nearly as sample ef�cient as more sophisticated

algorithms like Proximal Policy Optimization (PPO), both requiring only a few thousand samples to converge

even when initialized from a pretrained checkpoint. We also observe the gap between pretrained model

performance and SFT model performance signi�cantly shrinks (  10% gap on GSM8K) after RL �ne-tuning,

with larger models having a smaller gap. Additionally, previous work identi�ed a tradeoff between test time

maj@1 performance and pass@96 performance during supervised �ne-tuning [154], with continued training

increasing maj@1 score at the expense of pass@96 score. We identify the limited diversity of the dataset as a

core reason for this. We show that RL �ne-tuning can improve both metrics simultaneously due to the fact that

RL generates its own data during training, resulting in a more diverse set of examples to learn from.

We then discuss why EI and return conditioned RL are competitive with PPO, suggesting two principal

factors. Firstly, the reasoning tasks we consider have entirely deterministic dynamics: a setting in which direct

behavior cloning and return conditioned RL is known to do well [117]. In contrast, PPO often succeeds in

environments with a high degree of stochasticity [175]. Second, we identify a lack of sophisticated exploration

carried out by models during RL �ne-tuning. This limitation signi�cantly impacts any performance or sample

complexity advantages PPO may have when �ne-tuning the pretrained model. We come to this conclusion

from a number of observations, noting in particular quickly saturating pass@96 scores early in RL training.

We conclude with a discussion of the impacts of our observations on RLHF and the future of LLM �ne-tuning

via RL.

In summary we make the following contributions:

• A comprehensive study of PPO �ne-tuning of LLMs on reasoning tasks using different types of rewards,

model sizes and initializations.

• A comparison to expert iteration and return-conditioned RL from which we �nd expert iteration reliably

attains the best performance and competitive sample complexity across the board.

• A discussion of the implications of our �ndings for RLHF and the future of RL �ne-tuning for LLMs,
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identifying exploration as a major limiting factor.

3.3.1 RelatedWork

LLM Reasoning: State-of-the-art large language models [176, 151, 165, 177] demonstrate increasingly

impressive abilties on hard reasoning tasks as studied by a wide range of math, science, and code benchmarks

[154, 155, 156, 157, 158, 159, 160, 161, 162, 30, 163, 27, 164].Chain of thought(CoT) [169] and related

techniques [178, 170, 179] have emerged as dominant methods sigin�cantly boosting LLM performance on

these types of tasks. CoT methods allow LLMs to defer giving their �nal answer by �rst generating a "chain

of thought" involving intermediate computations needed to correctly solve the problem.

Another line of work combines base LLM reasoning capabilities with planning and search algorithms

to further boost performance on a wide range of tasks [170, 179, 180, 181, 182]. Tree of thought [170] for

example combines LLMs with a breadth �rst search algorithm, relying on the LLM to both propose actions and

evaluate state. Other works combine LLMs with tools [115, 183, 184] further boosting reasoning capability.

Combining GPT-4 with a python code interpreter for generation and self-veri�cation achieves an impressive

84% on the hard MATH benchmark [30, 184].

Other works focus on LLMs for mathematical reasoning in natural language [154, 185, 186, 187, 27, 188,

189]. Particularly relevant to our study is [154] which �ne-tunes GPT-3 on supervised math word problem

(MWP) reasoning traces. In addition they train solution veri�ers called Outcome Based Reward Models

(ORMs) which predict the probability of correctly solving a questionQ giving a pre�x of intermediate steps

Pi � p S1; :::; Si q i.e. ppis_correctpAq|Q; Pi qwhereA is a solution with pre�xPi . Process based reward

models (PRMs) [190, 187] can also be trained to instead look at the step-level accuracy of solutions. More

recent work [191] utlizies a PRM distilled from GPT-4 feedback as a reward signal during PPO.

RL for LLM �ne-tuning: Reinforcement Learning from Human Feedback (RLHF) is perhaps the most

well-known application of RL techniques for �ne-tuning LLMs. RLHF [17, 166, 192, 124, 165, 125, 193, 143]

most often works by training areward modelto capture human preferences over a task� . The reward model is

then used to score LLM responses to prompts from the task after which policy improvement is performed.

PPO is most often used [124, 165] but several recent works including ReST [194], Reward-Ranked Fine-tuning

[195], and AlpacaFarm [196] all demonstrate simply �ne-tuning on high return responses with the standard

cross-entropy loss can attain comparable performance. We broadly refer to this class of algorithms as Expert

Iteration.

A large body of work studying RL for LLM �ne-tuning also exists outside of the RLHF sphere. Work

on text games [197, 198] and other interactive textual environments [199, 200] seek to ground LLMs via

interaction and RL. RL has also been applied to improving model performance on controllable generation and
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question answering tasks [201, 202]. Various forms of expert iteration have also been applied to improve LLM

reasoning capabilities [203, 204, 205, 190]. For example “Scaling Relationship on Learning Mathematical

Reasoning with Large Language Models” [204] applies a single round of expert iteration across multiple

model sizes on GSM8K. They observe sizeable gains in all metrics for smaller models, with gains diminishing

for larger models. A related body of work studies RL for code generation [206, 207, 208]. [207] in particular

reports a huge increase in StarCoder's [209] maj@1 performance after a single round of expert iteration,

jumping from� 30% to� 60%.

Despite all the above work, it remains unclear exactly what factors account for the biggest impact during

RL �ne-tuning due to wide variance in tasks, pretraining data, supervised �ne-tuning data, RL algorithm used,

and the reward source. Our work conducts a thorough analysis of all these factors to understand exactly how

different algorithms compare when applied to improving LLM reasoning capability. As a result we are able to

identify key bottlenecks to further LLM improvement via RL and provide a discussion on promising future

directions.

3.3.2 Methods

Reasoning as an RL problem

We study the performance and sample complexity requirements for various RL algorithms when �ne-tuning

LLMs on reasoning tasks. We consider Expert Iteration (EI) [174], Proximal Policy Optimization (PPO) [121],

and Return-Conditioned RL (RCRL) [117] as representative algorithms from the RL literature. In general, the

goal of all RL algorithms is to maximize the expected future returnEA � � pQq;pQ; �qP� RpAqof a student policy

� on task� . We call the highest return policy theoptimal policy� � . Each of our chosen algorithms goes about

�nding � � in a different way.

PPO is an example of anonlineRL algorithm. Online algorithms engage in both an exploration phase and

a policy improvement phase which updates� � using data generated during the exploration phase. PPO is also

anon-policyalgorithm which samples model rollouts during exploration from the student policy� � being

trained. During policy improvement, the student� � updates its parameters via gradient descent by directly

maximizing for reward with the objective

J p� q � Et

�
min p

� pat |st q
� oldpat |st q

Â t ; clipp1 � �; 1 � �;
� pat |st q

� oldpat |st q
qÂ t q

�

whereÂ t estimates theadvantagei.e. difference betweenQps; aq(the expected return after taking actiona at

states) and valueVpsq(the expected return at states).
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In practice, for PPO we sample 1024 rollouts at a time with a temperature of 0.7 andN � 4 rollouts per

question. Training is then run on these samples forK � 4 PPO epochs with a batch size of 256. Additionally,

we train using LoRA [126] withr � 128. Training is run for 4000 gradient steps. The best checkpoint is then

selected via performance on a validation set.

Expert iteration is also online but more off-policy than PPO. An initial expert policy approximation

�̂ �
0 is sampled on the entire train setK times per question before any policy improvement. The�̂ �

0 is often

constructed using repeated sampling from an initial policy� 0. For example, AlphaZero [114] and subsequent

work [115] combine� 0 with Monte Carlo Tree Search. Sampling�̂ �
0 constructs an initial set of rolloutsD1

which are then distilled back into a policy� 1 via a standard cross-entropy loss:
°

� PD

° H
t � 1 � logp� � pat |st qq.

This process can be repeated to construct policy� i �ne-tuned on datasetD i � Ri YD i � 1 whereRi corresponds

to exploration done by� i � 1.

In our setting we construct an approximation to the optimal policy�̂ � by rejection sampling our student

policy � � . After generatingK samplesS1; :::; SK on a questionQ we constructD1 by �ltering all pQ; Si q

pairs with return below a thresholdT. De-duplication is then performed on the remaining samples.

In practice, during the expert iteration exploration phase we sample each question in the train setK � 96

times with temperatureT � 1:0. To construct the training set we �lter out incorrect solutions and duplicates.

Importantly, �ne-tuning is then done from the pretrained base model with the same hyperparameters as SFT.

This is repeated until performance on a validation set saturates.

Return Conditioned RL Return conditioned RL algorithms seek to train policies conditioned on both the

current states and desired returnR when sampling an action. This is motivated by a desire to learn return

conditionable policies which can change depending on the desired return. Best performance can then be

sampled by conditioning on the highest possible return.

We consider an of�ine version of this class of algorithms similar to a decision transformer [116]. A training

datasetD is constructed by generating state, action, return� � pp st ; at ; gt qqHt � 1 trajectories. Training is done

by predicting the action given state and return:
°

� PD

° H
t � 1 � logp� � pat |st ; gt qq. In practice we construct

D by sampling solutionsS � p S1; :::; SL q, where eachSi is an intermediate step, from our best EI trained

policy � EI given a questionQ. We generate return labels for each stepSi by sampling� EI K many times

from Pi � p S1; :::; Si q. This results in binary labelsl1; ::; lK evaluating the correctness of the generated �nal

answers.Si is then labeled as “[GOOD]” if the average return1
K

° K
k � 1 lk ¥ T and otherwise is labeled as

“[BAD]”. Typically we set T � 0:5. We then �lter the dataset to ensure a balanced number of correct and

incorrect solutions.

Outcome Based Reward ModelingMultiple works [154, 190] train Outcome Based Reward models

ORMs asveri�ers of candidate solutions to word problems. The ORM can then be used to rerank mul-
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Table 3.4: Results when initializing from SFT. EIn denotes n rounds of expert iteration until convergence with
n � 2 for 7B andn � 2 for 13B. : Note all reranking is done using an ORM trained with samples from EIn .
Results from other works are included on the bottom for reference. N/A stands for not available.� Llema
results reported for 7B/34B sizes without �ne-tuning.�� GPT-3 results reported for 7B/175B sizes.��� GPT-4
size unknown.

maj@1 maj@96 rerank@96: pass@96

7B 13B 7B 13B 7B 13B 7B 13B

SFT 0.41 0.48 0.47 0.53 0.54 0.68 0.72 0.84
EIn 0.48 0.53 0.55 0.59 0.64 0.71 0.8 0.88
ORM EIn 0.48 0.53 0.54 0.58 0.65 0.71 0.81 0.87
ORM RCRL 0.45 0.51 0.5 0.56 0.54 0.69 0.73 0.83
Sparse PPO 0.44 0.51 0.49 0.55 0.58 0.67 0.77 0.85
Dense PPO 0.43 0.50 0.47 0.54 0.53 0.65 0.71 0.81
Sparse ORM PPO 0.46 0.51 0.51 0.55 0.59 0.67 0.79 0.83
Dense ORM PPO 0.46 0.51 0.52 0.55 0.59 0.67 0.76 0.83

Llema� 0.40 0.62 0.54 0.69 N/A N/A
RFT 0.47 0.54 0.58 0.65 N/A N/A
WizardMath 0.55 0.64 N/A N/A N/A
GPT-3�� 0.2 0.31 N/A 0.39 0.55 0.71 NA
GPT-4��� 0.91 N/A N/A N/A

tiple candidate solutions generated by a student model, signi�cantly boosting performance. Training data

for the ORM is generated using a student policy� by samplingK solutions per questionQ in the task

dataset. The ORM is trained as a classi�er by predicting the probability of reaching the correct �nal answer

ppis_correct(A) |Q; Pi qfrom an intermediate sequence of stepsPi � p S1; :::; Si q, Pi „ A � p S1; :::; SL q.

3.3.3 Experiments

We conduct our evaluations on GSM8K and SVAMP [27]: two math word problem benchmarks. In addition

on GSM8K we consider two data regimes: �rst with SFT data and then without SFT data. We evaluate all

models using greedy sampling (maj@1) accuracy as well majority vote at 96 samples (maj@96), ORM based

reranking at 96 samples (rerank@96), and best of 96 sample (pass@96) accuracy. Unless otherwise speci�ed,

test-time sampling is done greedily for maj@1 and with a temperature of 0.7 otherwise. We sample the RCRL

models one step/line at a time, conditioning on the “[GOOD]” token. We note while the notion of a “step” is

not clearly de�ned in general, in our case we can simply regard each step as ending with a sentence or newline.

All experiments are done using instruction-tuned Llama-2 7B and Llama-2 13B models.

Results with SFT Initialization

When given access to SFT data, we �rst supervise �ne-tune Llama-2 models for 4 epochs with a global batch

size of 128 and an initial lr of 2e-5 decayed to 2e-7 with a cosine warmup schedule. We call the resulting
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Figure 3.8: Sample complexities of SFT initialized
models on GSM8K. EI achieves better performance
than PPO with the same order of magnitude of sam-
ples.

Figure 3.9: Accuracy of EI models on GSM8K test
vs. number of iterations. Performance seems plateaus
for SFT initialized models after two iterations. The
pretrained checkpoints converge after four iterations.

modelsSFT. When �ne-tuning with PPO we initialize using this checkpoint. In contrast, for both EI and

RCRL we generate data with the SFT checkpoint but reset training to start from the pretrained base model.

Similarly to [205], we �nd this model resetting is crucial for achieving best performance. Results for both 7B

and 13B models are reported in Table 3.4.

Expert iteration achieves the best performance with competitive sample complexity

Surprisingly, we �nd EI achieves the best performance with a maj@1 accuracy of 0.485 and 0.53 on 7B

and 13B models respectively. For both model sizes the best greedy accuracy is achieved aftern � 2 expert

iterations (see Fig. 3.9), after which performance plateaus. In total, EI gives a sizable improvement of around

7% over the SFT baseline. Similar gains can be seen in maj@96, rerank@96, and pass@96 scores with.

PPO models underperform EI, with ORM guided PPO giving the biggest improvement of around 5%

over the SFT baseline. Again, maj@96, rerank@96, and pass@96 accuracies show similar improvements.

Interestingly, despite further training on top of the SFT initialization, PPO models retain competitive rerank@96

and pass@96 scores when compared to regression we see after further supervised �ne-tuning. We believe this

is due to the relatively more diverse nature of the exploration dataset used to update the model.

Finally, RCRL models under-perform EI models despite training on EI generated data with an even

balance between `[GOOD]' and `[BAD]' step labels. This matches similar results from [210] which use only

sparse labels for the entire rollout. Further, when sampling the RCRL model unconditionally the model often

generates the perfectly valid steps following a `[BAD]' label resulting in a correct �nal answer. These results

suggest RCRL models are not correctly learning what constitutes a `[GOOD]' versus `[BAD]'. This suggests

RCRL models are unable to usefully incorporate information from partially correct solutions at train time. An
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ablation on the ratio of positive to negative labels �nds a balanced ratio yields the worst performance, with

increasing the amount of positive data leading to better results.

In Figure 3.8 we plot the number of model rollouts against model performance in log-scale. PPO models

achieve their best accuracies after around 60,000 rollouts while EI models train with an order of magnitude

more. However, the resulting train time in both cases is about a day. This is largely due to memory requirements

from PPO, resulting in lower rollout throughput and smaller mini-batch sizes at train time. Additionally, in

the SFT case we did not experiment with reducing the number of samples fromK � 96per question for EI.

However, we expect this number can be signi�cantly reduced without impacting performance. For a more

thorough investigation of sample complexity requirements, see Figure 3.12.

Extra guidance from ORMs or dense rewards provides little bene�t Overall, the ORM slightly

improves PPO performance and negligibly impacts EI performance. For both algorithms it provides an

improvement in terms of sample complexity. However, this does not change �nal performance. See Figures

3.10 and 3.11 which plot the performance against number of model rollouts for differnt reward regimes.

Giving dense rewards at best provides no extra bene�t to performance when given either heuristically or

via the ORM. Giving a heuristic dense reward even slightly harms model performance relative to the sparse

setting. Recall we give intermediate reward by comparing intermediate model generated steps to the reference

solution. This likely encourages more over�t to exact solutions in the train set, limiting solution diversity.

Figure 3.10: maj@1 scores of EI and ORM aided
EI models over the course of training. The ORM
improves sample ef�ciency but not performance.

Figure 3.11: maj@1 scores of PPO and ORM guided
PPO models over the course of training. As with EI
models, the ORM improves sample ef�ciency but not
performance.

RL improves maj@1 accuracy without impacting pass@96 performanceLooking at the pass@96

accuracies more closely, we see most similarly sized models are within 3% of the best result. This demonstrates

with enough sampling, most models are able to solve a very similar range of problems. Further, while the
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Table 3.5: Results for 7B/13B models whennot using SFT initialization on GSM8K. Sparse PPO performs
slightly better than EIin this setting.� Note all reranking is done using an ORM trained with samples from EIn

model.

maj@1 maj@n rerank@n: pass@n

7B 13B 7B 13B 7B 13B 7B 13B

Prompted 0.05 0.03 0.14 0.18 0.17 0.24 0.22 0.27
EIn 0.31 0.4 0.35 0.47 0.39 0.63 0.450.83
ORM EI 0.28 0.37 0.33 0.43 0.37 0.59 0.42 0.76
Sparse PPO 0.32 0.41 0.37 0.48 0.41 0.65 0.5 0.83
Sparse ORM PPO 0.29 0.38 0.34 0.44 0.4 0.62 0.49 0.81
Dense ORM PPO 0.29 0.39 0.35 0.45 0.41 0.64 0.5 0.82

Table 3.6: Results for 7B/13B models whennot using SFT initialization on SVAMP. EIn denotes the best EI
model aftern iterations. EI outperforms PPO.

maj@1 maj@n rerank@n: pass@n

7B 13B 7B 13B 7B 13B 7B 13B

Prompted 0.06 0.05 0.2 0.25 0.24 0.29 0.3 0.36
EIn 0.58 0.69 0.6 0.75 0.62 0.78 0.70 0.93
Sparse PPO 0.44 0.51 0.55 0.66 0.58 0.73 0.72 0.89
Sparse ORM PPO 0.43 0.51 0.52 0.64 0.54 0.71 0.65 0.85
Dense ORM PPO 0.44 0.52 0.51 0.63 0.55 0.73 0.67 0.85

pass@96 accuracy of our best EI model initially seems much higher than the SFT checkpoint, this is only

because the SFT checkpoint has undergone much more training on a less diverse dataset. Simply supervised

�ne-tuning for half as many steps results in a checkpoint with maj@1 = 0.36 but pass@96 = 0.76. This further

suggests RL training mostly impacts maj@1 accuracy without signi�cantly improving on a pass@n accuracy

which can be achieved with a light amount of supervised �ne-tuning.

The proximity of pass@96 accuracies among most models is in sharp contrast to the rerank@96 per-

formance. Here we �ndEI models enjoy around a 5% lead over other models. At �rst glance this seems

contradictory with relatively similar pass@96 performance. However, we believe a non-trivial percentage of

this gap is due toover�t of the ORM to the EI model which was used to generate its training data.

Results with no SFT Initialization

We now consider the case when no SFT data is available for training. For questions in both SVAMP and

GSM8K we give pretrained models access to a two-shot prompt with samples drawn from the GSM8K

validation set. For EI models, we remove these prompts after the �rst round of exploration, instead relying on

the generated SFT data. As in the case with SFT data, we run both algorithms until performance saturates. For

PPO this happens after 250 steps on SVAMP and 1000 steps on GSM8K. For EI, this happens aftern � 5
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Figure 3.12: Sample complexities on GSM8K from
pretrained initialization.

Figure 3.13: Sample complexities on SVAMP. Sur-
prisingly, EI appears nearly as sample ef�cient as
PPO.

rounds of exploration and distillation. Results on both datasets are reported in Tables 3.5 and 3.6.

EI achieves the best performance overallEven without SFT data, EI achieves the best performance

on SVAMP, improving 7B/13B pretrained greedy model accuracies over 50% from 0.06/0.05 to 0.58/0.69%,

respectively. PPO performs slightly better than EI on GSM8K, improving from 0.05/0.03 to 0.31/0.4. Both

algorithms achieve comparable pass@96 scores across modes sizes, further supporting our observations from

the SFT regime that EI mostly improves maj@1 scores relative to PPO. The prompted 13B model on GSM8K

even attains 0.83 pass@96 accuracy which is close to the 0.84 pass@96 score achieved by the SFT model,

despite having no access to SFT data itself.

EI has the same sample complexity as PPOAs before we plot the reward versus number of model

rollouts for PPO and EI in Figures 3.12 and 3.13. On GSM8K PPO models attain their best maj@1 accuracies

after only 30,000 rollouts and on SVAMP even less. Surprisingly, EI models have the same sample complexity

as PPO on SVAMP, requiring more samples to converge but also converging to a much higher accuracy. EI

still appears to have higher sample complexity on GSM8K, however as noted before this may be due to

oversampling each prompt during the exploration phase. To test this, we reduce the number of samples per

prompt each round of EI fromK � 96 to K � 4. The resulting EI models require more iterations to converge

but require far less total samples, also converging in accuracy only a few percentage points lower thanK � 96

samples per prompt. WithK � 4 rollouts per promptEI has the same sample complexity as PPOon

GSM8K.

This is a particularly surprising �nding when compared to the performance of EI and PPO on more classical

RL problems training a neural network from scratch. Often PPO enjoys far better sample complexity in these

settings. One major difference here is the initialization of our student from a pretrained model which imparts a
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very strong bias on the kind of behaviors and exploration encountered during RL training. Both the extremely

small sample complexity and the comparability of EI and PPO in this setting provide more evidence that

models are not truly engaging in complex exploration, but instead primarily drawing on what they already

know from the pre-training phase.

Implementation Details

It is well known RL training can be quite sensitive to architectural and hyperparameter choices. This is

even more so the case for LLM �ne-tuning. In this section we ablate and discuss the factors we found most

important in our tasks.

PPO model architecture and training parametersTo save memory we use a joint architecture for the

PPO policy and value heads. We found it important to use a relatively large value branch (L=4 transformer

layers) and detach the gradients coming from the value branch to the policy trunk. Without detachment we

found value gradients interfere with policy gradients, as similarly observed in [192], causing instability with a

big update to either branch. See Figure 3.14 which compares maj@1 score of a student with a large value

branch and detached value gradients versus the default.

Figure 3.14: maj@1 performance of PPO �ne-tuned
models against architectural changes. Note, we ini-
tialize training from a 7B SFT model with maj@1 =
0.29.

Figure 3.15: Best K of N sampling parameters versus
maj@1 score during training. K=4, N=4 yields a fast
runtime and best performance.

Low rank adaptation (LoRA) [126] with rankr � 128helped signi�cantly to further stabilize a full layer

�ne-tuning while still maintaining performance [211]. A large enough batch size (BS = 256) and a small lr =

1e-6 also helped with stabilization. We additionally experimented with a partial �ne-tune of only the top M

layers. This saved memory but at the cost of a few percentage points of performance.

We also found a non-trivial KL penalty of0:05 to be critical for preventing model collapse after more
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Table 3.7: Results for full supervised �ne-tune (SFT4), half supervised �ne-tune (SFT2) and their PPO
�ne-tunes. Fine-tuning for only two epochs gets pass@96 = 0.76. This decreases to 0.72 with two additional
epochs of �ne-tuning.

maj@1 maj@96 Rerank@96 pass@96

SFT2 0.36 0.45 0.53 0.76
SFT4 0.41 0.47 0.54 0.72
PPO2 0.43 0.48 0.59 0.8
PPO4 0.44 0.49 0.58 0.77

than a hundred gradient updates. This is in contrast to [165] who do not see a signi�cant need for the KL

constraint. We attribute its importance here to the somewhat unnatural distribution of text found in the the

reasoning tasks which consist of broken natural language and computations enclosed in�x+y=z� tags. For

tasks with distributions closer to pure natural language dialogue, such as those considered in [165], the KL

constraint seems less necessary.

Sampling parameters affect explorationWe found the best temperature to use for good exploration

during PPO training heavily depends on the initialization. When starting from an SFT checkpoint we choose

T = 0.7. However, sampling on a high temperature when starting from the pretrained prompted model often

results in collapse. In these cases we choose a low temperature (T = 0.2). Potentially better results for PPO

could likely be achieved by annealing the exploration temperature over the course of training. We similarly

experimented with the sampling temperature used during exploration in EI, ultimately deciding onT � 1:0 to

maximize solution diversity without sampling too many degenerate solutions.

We also experimented with best K of N (KoN) sampling during PPO training to promote more solution

diversity. In this setup the K highest reward samples of N rollouts from a single prompt are kept for training

and the rest are discarded. Choosing parameters K! N prioritize high reward samples and discard low reward

ones, resulting in a training distribution more similar to the curated EI dataset.

However, one important consideration is the impact of the K/N ratio on training time and sample complexity,

with smaller ratios taking proportionally longer. For example, K=1,N=8 takes 8 times as long as the default

K=1,N=1. Further, we ultimately found little bene�t to small K/N ratios with most con�gurations yielding

decreased performance over K=1,N=1. In practice we found setting K=4, N=4 worked best. See Figure 3.15

which compares the performance of various choices of K and N.

Model size and initialization affect explorationWe found both the quality of the student initialization

and the size of the student signi�cantly affected the type of exploration engaged in during training. In particular

larger models engaged in more diverse explorationwhile models with worse generalization engaged in

less diverse exploration(see Figure 3.16). This in turn directly impacts model performance when trained on

exploration data, with models engaging in more diverse exploration improving more from RL training.
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Figure 3.16: Solution diversity in GSM8K and SVAMP respectively. Exact diversity identi�es two solutions
if they have exactly the same sequence text. Trace diversity identi�es two solutions if they have the same
sequene of arithmetic operations. The positive subset contains only correct solutions.

To further examine the observations about over�tting, we supervise �ne-tune a Llama-2-7B model for half

as many steps than the SFT model reported in Table 3.4. We call the model trained for four epochs SFT4 and

the model trained for two epochs SFT2. Despite half the training, SFT2 has similar Rerank@96 and superior

pass@96 scores to SFT4 with the main difference being the maj@1 accuracies. When sampled K = 96 times on

each train prompt, SFT2 produces on average 3.7 unique correct solutions compared to SFT4 which produces

2.9 unique correct solutions. We also �nd SFT2 bene�ts signi�cantly more from RL �ne-tuning than SFT4,

jumping from maj@1=0.36 to maj@1=0.43. It's important to note some of this improvement also happens

with continued SFT training, however at the cost to model output diversity and pass@96 performance.

We believeRL �ne-tuning is less prone to over�tting when compared to static SFT �ne-tuning precisely

because of the exploration process which generates its own training data. This results in in more diverse solution

paths than the SFT training set, ameliorating over�t. This is also in line with recent work that found RLHF

to result in better (out-of-distribution) generalization than SFT on summarization and instruction following

tasks [212]. This bene�t can be found both PPO and EI which have almost 10% pass@96 improvement over

continued SFT (yet a much smaller pass@96 improvement over a light SFT). To support this hypothesis we

plot the diversities of EI models over each iteration in Figure 3.16, respectively. Figure 3.16 also shows larger

models generate more diverse solutions.
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3.3.4 DiscussionandConclusions

Our study resulted in the following �ndings:

1. All the tested RL algorithms perform similarly on reasoning tasks, with Expert Iteration performing best

in most cases.

2. Both EI and PPO converge relatively quickly even without supervised �ne-tuning, requiring only

� 60,000 model rollouts.

3. Neither algorithm bene�ts signi�cantly from ORM guidance or a denser reward.

4. EI and PPO �ne-tuning simultaneously improves maj@1 score and pass@n score in contrast with SFT.

The improvement of both maj@1 and pass@n performance noted above is due to the ability of online RL

algorithms to dynamically grow diverse sets of training examples via synthetic data generation. This allows

for longer training/more gradient updates on the same model without adversely impacting output diversity and

pass@n scores. In contrast, SFT training occurs on a static dataset. This limits how much training can occur

before maj@1 over�t occurs and output diversity suffers. However, RL training does not signi�cantly improve

pass@n score beyond what can be achieved with light supervised �ne-tuning. This suggests even with RL

training our best models are not discovering solutions beyond what can be discovered with (light) supervised

�ne-tuning given the same rollout budget.

This observation, taken together with the fast convergence of both online algorithms and the low-impact of

ORM guidance and dense rewards, suggests models are not engaging in a signi�cant amount of exploration

beyond pretraining/SFT data. Regardless of the type of algorithm used or the quality of the reward, all student

models engage in similar exploration, resulting in similar performance.

Crucial in our setting is the usage of a pretrained model imparting a strong exploration prior. Without such

a prior, exploration in a high-dimensional textual action space would be impossible. However, this prior also

appears to constrain the exploration engaged in at the beginning of training, with additional SFT training only

making things worse. We view the discovery of new techniques encouraging complex, rich exploration of

reasoning problems as fundamental to progress in LLM reasoning capability. More sophisticted prompting

strategies such as Tree of Thought [170] and combining LLM generative abilities with evolutionary algorithms

[213] have already begun to make progress in this direction.

In addition to the limited exploration noted above, we also note reasoning environments are entirely

deterministic. This is a setting in which EI and RCRL algorithms are already known to work well theoretically

[117]. PPO enjoys more advantage in environemnts with a high degree of stochasticity. We also note prior
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work in RLHF �nds PPO outperforms EI type approaches in human preference satisfaction and instruction

following [194, 196, 212]. Importantly, in our setting we always have a reliable ground truth reward to

optimize. However, in RLHF, models must optimize against an unreliable reward model, often resulting

in over-optimization [214]. The relatively superior performance of PPO over EI on RLHF tasks versus

reasoning tasks suggests PPO better mitigates such over-optimization. This is not too surprising since PPO

training penalizes student models diverging from the initial policy via both its clipped objective and additional

KL-constraint. In contrast, EI training has no such protection built in.

3.4 Teaching Large Language Models to Re�ne Incorrect Reasoning

State-of-the-art large language models (LLMs ) exhibit a wide range of downstream capabilities after pre-

training. This includes the ability to re�ne their reasoning on math, science, or coding problems [176, 151,

177]. However, under close inspection, this re�nement ability is quite brittle, often unable to even identify

when a solution needs re�nement [215]. When LLMs do produce successful re�nements on hard reasoning

tasks this is often due to the incorporation of external forms of feedback, e.g. feedback from humans or code,

stronger models, or other tools [184, 216]. In this work, we carefully examine and improve the self-re�nement

abilities of LLMs on reasoning tasks without any external feedback other than the ground truth answers of the

training problems. Notably, this means we make no use of data or feedback from humans or stronger models.

To do so we start by heuristically decomposing the re�nement problem into three parts: �rstly decidingwhen

to re�ne, thenwhereto re�ne, and �nally howto re�ne.

Outcome Based Reward Models (ORMs) [154], �rst introduced as an estimator of �nal answer correctness

given a question to do solution reranking, are a natural choice for addressing step one. For deciding where to

re�ne, we carefully examine the generalization of ORMs to intermediate steps. We �nd the accuracy of the

underlying data generating policy� directly affects the ORM's ability to learn correctness of intermediate

solutions steps. This leads to the ORM often under-estimating the solvability of a problem from an intermediate

stepSi . The result is high false-negative rates when used to classify steps with errors. Process Based Reward

Models (PRMs) instead are trained to directly estimate the correctness of each step. Yet this requires extensive

human labeling of model-generated solution steps as valid or invalid. In an effort to improve our ability to give

intermediate step feedback, we introduce the Stepwise ORMs (SORMs) which explicitly predict labels at

each step indicating the presence of an error. We generate SORM training data by sampling a student policy�

many times at a stepSi in solutionS, labelingSi as valid if we successfully reach the �nal answer. From an

RL perspective, this can be interpreted as learning (a lower bound of) the optimal value functionV � of the

reasoning task via approximation of the optimal policy� � with rejection sampling. The resulting SORM gives
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better intermediate step-level feedback, allowing us to give information to the re�nement model about both

whenandwhereto re�ne. The re�nement model must then only decidehowto re�ne.

We initially train global re�nement models capable of re�ning the entire reasoning trace without any

feedback beyond an initial draft solutionD. The training data is generated synthetically, by pairing correct

solutions with incorrect solutions as in [217]. An evaluation of the global re�nement model con�rms its

inability to correctly identify when to re�ne, demonstrating the need for an ORM. Reusing the SORM training

data, we train alocal re�nement model which uses the feedback given by the SORM to identify the �rst

incorrect reasoning step. We then compare the performance of global versus local re�nements on a test set of

incorrect solution drafts, �nding similar re�nement accuracy but on largely disjoint sets of problems. In this

sense the global and local re�nement models are complementary, with local re�nements often able to solve

problems global re�nements cannot and vice versa. To obtain our best results we combine both global and

local re�nements, using the ORM to choose the most promising one by acting as a reranker of both plus the

initial draft. Using this strategy, we can improve the accuracy of an already strong RL �ne-tuned Llama-2 13B

mode from 53% to 65% when greedily sampled.

In summary we make the following contributions:

• Decompose the re�nement problem into three parts, namely decidingwhen, where, and howto re�ne a

solution by leveraging reward models (RMs).

• Highlight the limitations of ORMs in judging the correctness of intermediate steps, despite their ability

to judge the correctness of the �nal answer.

• Introduce the step-wise ORM (SORM) to re�ne which is trained only on synthetic data and can more

accurately evaluate intermediate steps than the ORM.

• Propose a new method for re�ning LLM reasoning that decideswhento re�ne using an ORM,whereto

re�ne using a SORM, andhowto re�ne using both global and local re�nements. We �nd the two types

of re�nement are complementary, each able to solve a large class of problems the other cannot.

• Demonstrate performance improvements of up to 12% on GSM8K for a 13B LLaMA-2 model using

our approach.

3.4.1 Background

Reasoning: We de�ne a reasoning task� as a distribution of (natural language) question/answer pairs

pQ; Aq � � . The answer could be either a single �nal answer, typically a numerical value in case of math

problems for ease of evaluation, or include a CoT style solution trace justifying a numerical �nal answer. We

52



often further write the answerA as consisting of atomic stepsA � p S1; :::; SL qwith the �nal answer being

given on stepL . The notion of a start of a new "step" is problem dependent but in our case always corresponds

to a newline token.

Reward Modeling: Given a reinforcement learning (RL) environment, a reward model can be trained to

approximate the reward coming from an actiona in states [17]. In the language setting, reward models are

trained to approximate the reward given to a response generated by a LLM [124]. The reward is generally

sparse and given at the end of a generation as in the case of RLHF [17, 166] where a contrastive preference

model is learned for RL and rejection sampling.

Similar to this is theOutcome-based Reward Model(ORM) �rst proposed as a �nal answer veri�er used

to rerank GSM8K solutions [154]. Formally, we say the ORM estimatesppis_correct pAq|Q; AqwhereQ

is a question andA is a model generated answer. Training data for the ORM is generated by sampling an

underlying student model� many times on questions from a reasoning task� . The ORM is then trained to

predictppis_correct pAq|Q; Pi qwherePi is pre�x of intermediate stepspS1; :::; Si qandA is any hypothetical

continuation ofPi sampled from� . i.e., at intermediate steps we may interpret the ORM as estimating the

probability of Pi leading to the correct �nal answer. We may sometimes writeORM � to emphasize the

ORM's dependence on its data generating student model� . More recently,Process-based Reward Models

(PRMs) have been proposed to directly supervise the correctness of each step in a solutionA � p S1; :::; SL q

[187, 190]. Formally, we write a PRM predictsppis_correct pSi q|Pi ; QqwhereSi is the last step ofPi .

Re�nement: We de�ne a re�nement of a draft solutionAD and questionQ as a new solutionAR generated

by conditioning on bothQ andAD . We consider both global re�nement models, which take as input only

Q; AD and predictppAR |Q; AD q, and local re�nement models, which take as input an extra parameterE

indicating the location of an error inAD , to predictppAR |Q; AD ; Eq.

Notation: For the rest of the paper we refer to the pre-trained LLM �ne-tuned for downstream tasks as the

base model. We �ne-tune the base model, either on supervised data or using RL, to produce a student model

that generates answersA given a questionQ. Sometimes we may also write the student model as a policy

� implicitly depending on learnable parameters� . DTASK will be used to denote a dataset for TASK� with

train splitD train
TASK and test splitD test

TASK being implicit. We will useQ to denote a question andA1; :::; Ak to

denote solution traces. Sometimes we will writeA � p S1; :::; SL qwhich decomposes the solution traceA

into intermediate stepsSi . Pi � p S1; :::; Si qwill be used to denote the pre�x of steps up toSi . Additionally

we will sometimes useAGR andALR to represent global and local re�nements ofAD . V � denotes the value

function of policy� . V � denotes the optimal value function with dependence on the background task implicit.
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3.4.2 RelatedWorks

LLM Reasoning: State-of-the-art (SOTA) large language models (LLMs ) [176, 151, 165, 177] demonstrate

increasingly impressive abilities on hard reasoning tasks as studied by a wide range of math, science, and

code benchmarks [154, 155, 156, 157, 158, 159, 160, 161, 30, 163, 162, 27, 164].Chain of thought(CoT)

[169] and related techniques [178, 170, 179] have emerged as dominant methods signi�cantly boosting LLM

performance on these types of tasks. CoT methods allow LLMs to defer giving their �nal answer by �rst

generating a "chain of thought" involving intermediate computations needed to correctly solve the problem.

LLM Re�nement: Intimately related to reasoning ability is a model's ability to re�ne previous answers.

This work studies the ability of large language models to self-re�ne their CoT solutions to math reasoning

tasks. Several works [181, 218, 184] demonstrate SOTA LLM self-re�ning and self-critiquing abilities on

a range of tasks via prompting and/or tool usage. However, recent work [215] argues even for the strongest

models such techniques struggle on hard, open-ended reasoning tasks where the model itself must decide

when to stop re�nement.

Other papers use hand-crafted data augmentation [219] or gather human data [220, 221, 222, 223, 224]

while still others use techniques from reinforcement learning to generate critiques [225, 226] for larger models.

Most related to us is [217] which trains global re�nement models in an implicit reinforcement learning like

manner by pairinglow-valuerollouts withhigh-valuerollouts.

Process-based reward modeling (PRMs) [190, 187] gives a denser, step-by-step reward for the "correctness"

of a particular step without explicitly modeling the step's impact on the correctness of the �nal answer. Both

ORMs and PRMs are most often used as rerankers over large numbers of candidate solutions, with PRMs

generally outperforming ORMs [187]. However, PRMs areexpensive to train, requiring extensive human

annotation of each step. [190] directly compares the performance of a 70B ORM vs PRM on GSM8K, �nding

both performing similarly when used as a reward for RL and for reranking. They qualitatively note the ORM

appears to somewhat generalize to intermediate steps in a manner similar to a PRM but do not quantitatively

ablate this observation over multiple models or tasks. [227] attempt to train synthetic stepwise veri�ers similar

to a PRM which are then used for Monte Carlo Tree Search. Concurrent work [228] proposes training a

synthetic process based reward model in a manner similar to our SORM. They then use the RM downstream

for RL �ne-tuning and rejection sampling.

In contrast to the above works we conduct a careful comparison of ORM/SORM veri�cation abilities at

the step level. We then propose to utilize the ORM/SORM for re�nement. We accomplish this by generating

fully synthetic stepwise labels which allow us to train both the SORM and re�nement models.
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3.4.3 Method

We start by decomposing the re�nement problem into three stages: First, learningwhena draftD is correct

and when it needs re�nement. Second, learningwhereto begin re�nement by identifying the �rst incorrect

step. Third, learninghowto correct the initial draft. We can naturally address step one by using the ORM

which is trained to predict the probability of a draft being correct. This alleviates some of the dif�culty, now

only requiring the re�ner to identify where and when to re�ne. Additionally, when doing local re�nement, we

propose using the (S)ORM to localize the position of the �rst error. This simpli�es the task even more, as now

the local re�ner must only decide how to �x the error and continue from there.

Localizing errors with Reward Models: To identify errors at the step level we can leverage the ORM by

taking its intermediate predictionORM � pQ; Pi qat a stepSi wherePi � p S1; :::; Si qis the pre�x of all steps

up toSi . Recall the ORM is trained to predict the likelihood a solution with pre�xPi results in a correct �nal

answer. Importantly, the likelihood inferred from this training data is heavily dependent on the data generating

policy � . For this reason we sometimes include the subscriptORM � , omitting it when not needed.

To best understand the behavior of the ORM's prediction at an intermediate stepSi , we can interpret it as

thevalue functionof � . Recall the value functionV � of a policy� is computed asV � pSq � E� � � pSqRp� qi.e.

the mean return of the policy� from the stateS. In the context of reasoning problems, the states we consider

are of the formS � p Q; S1; :::; Si qwith questionQ and intermediate stepsSj . In our setting by default there

is only a sparse reward of� 1 given at the terminal state for a correct �nal answer.

We can writeORM � pQ; Pi q � ppis_correct(A) |Q; Pi ; � qwherePi � p S1; :::; Si qis the pre�x of all

prior steps andis_correct(A) is the event that a full solutionA sampled from� with pre�x Pi has the correct

�nal answer. We can then writeEA � � pQ;P i qRpAq � EA � � pQ;P i q1is_correct(A) � ppis_correct(A) |Q; Pi ; � q.

Therefore, an approximation to the value function of a policy� is predicting exactly the same thing as the

outcome-based reward model at an intermediate stepS. So we may treat theORM as approximating a value

function for the student model � used to generate its training data.

Ideally we might want to use the ORM to identify where a mistake was made by �nding the �rst stepSi

such thatORM pQ; Pi q ¤ 0:5 i.e. Pi is likely to result in the wrong answer. However, because the ORM

is acting as a value function for� , it tends tohallucinate error stepssimply because it expects the data

generating student� to fail. For example, if� almost always fails problems involving division, the ORM will

assign low probability of success to a division problem even before the student takes its �rst step. In these

cases we say the ORM isoverly pessimistic. This is not ideal when using the ORM to identify the location of

mistakes.

Learning a Step-Wise ORM (SORM): Another natural candidate which could be used to identify
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Figure 3.17: Diagram for three-stage re�nement training pipeline. First we RL �ne-tune the base model
to produce a strong student policy� . Then we generate ORM/SORM training data by sampling� on the
training data. Finally, we generate re�nement data by pairing together incorrect rollouts with correct rollouts
globally and locally. Note,pQ; A; l qdenotes a question, answer pair with binary correctness labell . A SORM
training samplepQ; Pi ; l i ; Tqincludes a pre�x of stepspS1; :::; Si q, a binary correctness labell i for the pre�x,
and the set of veri�cation rollutsT1; :::; TK from Pi verifying correctness ofPi . Global correction pairing
is used to produce global re�nement training data by pairing incorrect ORM rollouts with correct ORM
rollouts. Analgously, local correction pairing pairs incorrect veri�ctionsT� of (incorrect)Pi � 1 with correct
veri�cations T� of Pi . This then produces a labelE � i � 1 indicating an error at stepi � 1 in the initial draft
AD � T� and re�nementAR � T� .
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mistakes at each step is a Process Based Reward Model (PRM) [187]. A PRM estimates the probability

of correctness of a stepSi , ppSi correct |Q; S1; S2; :::; Si qindependently of its impact on the �nal answer.

However, this would be expensive, requiring collecting human annotated samples. Instead, we propose to

approximate theoptimal value functionV � of the reasoning task.V � corresponds to the value function of the

optimal policywhich is able to successfully solve the reasoning task from any logically valid intermediate

stateSj . Such an optimal value function would haveV � pQ; S1; :::; Si q � 1 for a solution pre�x with no

mistakes, andV � pQ; S1; :::; Si q � 0 if the pre�x already contains a mistake which will result in an incorrect

�nal answer. We call models we train to directly approximateV � stepwise ORMs orSORMs.

As discussed in [190], the ORM possesses some knowledge of intermediate solution correctness, allowing

it to approximate a PRM. However, we �nd in practice this property is dependent on the size of the base model

and the dif�culty of the task� , with ORMs trained on data from larger students and easier tasks giving better

approximations to a PRM. When interpreting the ORM as a value functionV � of the data generating student,

this makes sense. A larger, more capable student will better approximate the optimal policy� � , resulting in a

better approximation of the ORM toV � .

Training pipeline

Recall, we assume no access to data from humans or better models for �ne-tuning. Thus we must generate all

training data synthetically for both global and local re�nement. Additionally we must generate data for both

the ORM and SORM. We divide our proposed training pipeline in three steps. See Figure 3.17 for a diagram

outlining each step.

Step 1: Fine-tuning a student model

To produce base checkpoints from which we can generate ORM/SORM training data and initial re�nement

draftsAD we �ne-tune models using Expert Iteration (EI) [114]. This is done by sampling the student model

K � 96 times per question and �ltering out rollouts with incorrect �nal answers. De-duplication is then

performed on the remaining samples to construct a new �netuning datasetR 1. We then combine this with

any available SFT data producingD1 which we use to again �ne-tune the pre-trained model. This process is

repeated until the maj@1 score of each subsequent �ne-tune converges. Note, the �ne-tuning dataset used at

stepi is D i � Ri Y D i � 1: the union of rollouts generated at theith step with previously generated training data

(D0 � H or SFT). In the case of GSM8K we �rst �ne-tune each pre-trained model on the given supervised

�ne-tuning (SFT) data. For SVAMP, which has no CoT SFT data, we 1-shot prompted the pretrained model to

generate solutions used to construct an initial EI dataset. We call the resulting model the student model or

student policy� .

Step 2: Training the ORM/SORM
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We generate ORM training data by sampling the RL �ne-tuned student policy� K times per prompt. As

usual, we then label each intermediate stepSi as correct if the �nal answer is correct and incorrect otherwise.

To generate training data for our SORM we sample an approximation of the optimal policy� � at each step

Si in a model generated solution and check correctness of the �nal answer. We aim to approximate� � via

rejection sampling of our student policy� � . Concretely, to produce a training label for a stepSi in model

generated rolloutS, we sample the student policy� for K rollouts starting from the pre�xPi � p S1; :::; Si q.

This produces verifying tracesT1; :::; TK with correct �nal answers indicated byl1; :::; lK . We then labelSi

aspositive if maxj l j � 1 i.e. we can �nd the correct �nal answer starting fromSi . In practice we sample

K � 8 rollouts per step, each generating at most 300 tokens. Otherwise we labelSi asnegative . We then

train the SORM in exactly the same manner as the ORM, predicting the appropriate label after each step in a

solution.

SORM data post-processingTo improve our approximation to the optimal policy via rejection sampling

we apply several post-processing steps:1) If a stepSi has a positive labell i we setl j � 1 for j ¤ i . I.e. all

steps before a positive steps are labeled as positive. This accounts for particularly hard problems where the

student is able to �nd the solution withK samples from the stepSi but not any prior stepSj , j   i . 2) We

enforce aconsistency constrainton the verifying rollouts, requiring each intermediate resultRi computed

on stepSi of the solution to be used later on. This helps prevent false positives by requiring a veri�cation to

make full use of the previous steps it's verifying. In practice we implement this by checking for eachRi as a

string in the suf�x afterPi . 3) We balance the number of positive and negative labels at each pre�x length in

the training dataset. This is crucial, as otherwise there is an imbalance of positive labels towards the start of

solutions and negative labels towards the end. This imbalance is easy for SORMs to exploit, leading to models

which almost always predict apositive label in the �rst few steps anegative label towards the end.

As an additional baseline we consider theBalanced ORM which simply balances the number of positives

and negatives per question in the ORM training dataset. This is done in an attempt to mitigate the overly

pessimisstic behavior of the ORM described earlier.

Our SORM approximation is motivated by observations from concurrent work which shows our student

� does not need to engage in too much exploration, i.e. sampling, to solve most problems suf�ciently

in distribution of pretraining data. This suggests rejection sampling to be capable of providing a decent

approximation to the optimal policy. Additionally, the deterministic dynamics of the reasoning environment

allows us to only sample once from the optimal policy� � to computeV � at a pre�x Pi . This further reduces

our sampling requirements, while also allowing us to conclude that if rejection sampling can solve the problem

from a pre�x Pi , then� � will also solve the problem fromPi . Note of course rejection sampling will be

weaker than� � , resulting in the SORM being an under-approximation ofV � .
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Step 3: Training re�nement models

To train a local re�nement model we need a dataset of the formpQ; AD ; AR ; EqwhereQ is a question,

AD is an initial draft,E labels the location of the �rst error inAD indicating where to re�ne, andAR is a

re�nement with the correct �nal answer. In pratice,E is communicated to the local re�nement as a “[BAD]”

token pre�xing the incorrect stepSi in the draft. Then, at test time, we need a model predictingppE|Q; AD q

to localize errors in the draft. Conveniently, we explicitly train the SORM to predict the correctness of each

step inAD . Thus, to produceE we infer the SORM on all steps and return the index of the �rst step with

predicted correctness below a thresholdT. Further,we can construct a re�nement training dataset with

error annotations using the SORM dataset. Given an incorrect model rolloutA � p S1; S2; :::; SL qwe can

locate stepSi as containing the �rst error by identifyingl i � 0 as the �rst zero label in the trace. We then pair

A with a correct verifying traceT from the previous (correct) stepSi � 1. This creates a training pairpA; T q

where we label the �rst error inA asE � i . See Figure D.1 for an example.

We construct a dataset for global re�nement similarly using the ORM training dataset. This is done by

pairing incorrect rolloutsA incorrect with correct rolloutsAcorrect for the same questionQ. This constructs a

training tuplepQ; A incorrect; Acorrectq. To maintain a format similar to local re�nement, we put arBAD stoken

at the very start of the incorrect rollout. We combine both re�nement datasets to train a model capable of both

global and local re�nement.

3.4.4 Evaluation

We construct a test set for both the ORM/SORM and re�nement models by sampling the student model

greedily on test questionsQ from the task� . For each benchmark this gives us a test set with prompts of the

form pQ; AD qwhereQ is the problem andAD is an initial draft. For both benchmarks we refer to this as

thepQ; D qtest set. To generate intermediate step labels we use the same process as used to generate SORM

training data. We evalaute the ORM and SORM on this test set by comparing their predictions to these ground

truth labels.

To evaluate the global re�nement performance we greedily infer the re�ner on eachpQ; AD q sample

and compare the resulting re�nementAGR to the ground truth. To evaluate the local re�nement model we

�rst annotate eachpQ; AD qpair with the location of its �rst error using the ORM or SORM. This forms a

pQ; AD ; Eqtriplet which we use to greedily sample the local re�ner.

For our best results, we propose to sample both a global re�nementAGR and a local re�nementALR for

a draftAD and choose the best solution using the ORM reranker. This strategy stems from our observation

that global and local re�nements each solve complementary, partially non-overlapping subsets of problems

the student initially fails on. Thus combining both re�nements with the draft signi�cantly expands the set of
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Figure 3.18:Evaluation Pipeline for global and local re�nement models. We �rst sample a draftAD from the
student model then sample global and local re�nements. The ORM is then used to determine which response
to select as the �nal answer among these three candidate solutions.

problems we can solve. Additionally, using the ORM to rerank re�nements allows for a cleaner comparison

against a best-of-three baseline from the draft-generating student� . See Figure 3.18 for a diagram of the

evaluation pipeline.

3.4.5 Results

We evaluate our re�nement pipeline on the GSM8K [154] and SVAMP [27] math word problem benchmarks.

We �ne-tune Llama-2 7B and 13B to produce all downstream models including the ORM, SORM, and

re�nement models. Note, the evaluation of each model size is self-contained, not utilizing any data or feedback

from models of a different size. maj@1 model scores via greedy sampling will be used to evaluate model

performance. Hyperparamters for each phase of training are supplied in Section A.1 of the appendix.

Table 3.8: Step-level accuracy of 7B/13B ORM
and SORM on test set labels. Note: the test sets
are well balanced with positive labels representing
45%-55% of samples. The SORM has better step
level accuracy than ORM on the harder GSM8K
benchmark but comparable step level accuracy on
SVAMP.

GSM8K SVAMP

7B 13B 7B 13B

ORM 0.74 0.73 0.77 0.85
Balanced ORM 0.73 0.74 0.77 0.83
SORM 0.79 0.81 0.78 0.87

Table 3.9: Final answer accuracy of 7B/13B ORM
and SORM on test set labels. Note: the test sets
are well balanced with positive labels represent-
ing 45%-55% of samples. The ORM has better
accuracy than the SORM at predicting �nal an-
swer correctness.

GSM8K SVAMP

7B 13B 7B 13B

ORM 0.82 0.85 0.75 0.82
Balanced ORM 0.8 0.82 0.73 0.79
SORM 0.79 0.8 0.74 0.79
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Evaluting the ORM and SORM

SORMs are better than ORMs at evaluating intermediate answers:On GSM8K the SORM improves over

the intermediate step accuracy of the ORM by up to 8% from 73% to 81% (See Table 3.8). This con�rms the

ORM does a reasonable job estimating intermediate step correctness but can still be improved, particularly for

smaller models on a hard tasks like GSM8K. We'll see this difference in label accuracy also translates into a

difference in re�nement �nal accuracy, where it is critical for the ORM/SORM to reliably identify locations of

mistakes. In comparison, the balanced ORM underperforms, having comparable intermediate accuracy to the

ORM. This is despite qualitiatively appearing to �x the ORM's over-pessimism, as the balanced ORM assigns

roughly 50% chance of success to all questions. We also examine the types of errors models make, �nding the

SORMs to have a balanced numbers of false positives and negatives when using a 0.5 as the classi�cation

threshold.

ORMs better approximate V � on easier tasks:On SVAMP the ORM has better step accuracy than on

GSM8K (see Table 3.8), particularly the 13B model. As a result the SORM offers less improvement. Most

questions in GSM8K are relatively more dif�cult, requiring at least 4 steps to solve. In contrast, most questions

in SVAMP require at most three key steps. This small number of steps likely makes it easier for the ORM to

generalize. Additionally, the EI models trained on SVAMP reach on average 15% higher accuracy than the

same sized model on GSM8K. This makes the base student model a closer approximation to� � on SVAMP,

making the ORM a closer approximation toV � .

The importance of a strong data generating student� is further highlighted by the difference in accuracies

between 7B and 13B models on SVAMP. The 7B student EI model gets an accuracy of 58%, whereas the

13B model gets an accuracy of 70%. Correspondingly, the 13B ORM model performs much better at on

intermediate steps than the 7B model. Yet in contrast the 13B ORM on GSM8K performs slightly worse at

intermediate steps than 7B. This is perhaps partially explained by the performance of the 13B EI student on

GSM8K which only improves 5% over the 7B student.

ORMs are better than SORMs at evaluating �nal answers:Despite the SORM being generally better at

predicting intermediate steps, it is slightly worse at predicting �nal answer correctness compared to the ORM.

This is true for both benchmarks, with the 13B SORM on GSM8K lagging by 5% (See Table 3.9). However,

part of this difference is likely due to statistical biases the ORM is able to exploit, improving �nal answer

accuracy at the cost of over-pessimism. For example, if the problem involves division, the ORM knows the

student is likely to fail and immediately predicts a low probability of success. In contrast the SORM is forced

to be more optimistic, attempting to carefully examine the correctness of each intermediate step.

Unfortunately, the inaccuracy of the SORM as a �nal answer predictor also makes it slightly worse as
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Figure 3.19: Plot of ORM, balanced ORM, and SORM rerank accuracies with the same SFT student (maj@1
= 0.36). Note: SORM by itself does not use balanced step labels or consistent veri�ers as additional pre-
processing steps as described in Section 3.4.3. When we add in both steps, reranking performance signi�cantly
improves to nearly match the ORM's performance.

a �nal answer reranker. For this reason we always use the ORM whenever reranking candidate drafts and

re�nements. A more detailed comparison of reranking accuracies on GSM8K is done in Figure 3.19. Note,

this comparison is done using ORMs and SORMs derived from a student model trained using only supervised

�ne-tuning on GSM8K. Rerank accuracies are computed by sampling the studentK times and scoring each

rollout with the ranker. The rollout with the highest score is then chosen as the �nal answer.

Figure 3.19 also plots rerank accuracies for SORM models trained on data without additional postproccess-

ing. The best performing SORM uses only consistent verifying rollouts and per-step balanced labels, justifying

these as good postprocessing choices.

Evaluating global and local re�nements

Now, with a better understanding of our SORMs' capabilities, we can apply them for re�nement. Recall that

to decidewhento accept a re�nementAR we use the ORM as a reranker on the draftAD and re�nementAR .

When performing local re�nement we can additionally use both the ORM and SORM to identify the location of

the �rst mistake inAD . For the ORM we do this by labeling the �rst stepSi such thatORM pSi q ¤ T � 0:5

whereT is a threshold hyperparameter. We identify the �rst error analogously with the SORM. We report

results on both GSM8K and SVAMPpQ; D qtest sets in Figure 3.20. Note, we being evaluation without using

the ORM as a reranker. This is done to con�rm others' observations that re�ners struggle knowing when to

re�ne on their own.

Both global and local re�nement models struggle with knowing when to re�ne: On both benchmarks

global and local re�nements show little improvement to overall model accuracy. GSM8K 7B global re�nements

even decreases overall accuracy, with the other models improving by at most 1%. The local re�nements

improve overall accuracy more, likely due to the presence of the “[BAD]" token indicating the location (and
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Figure 3.20: Re�nement accuracies on GSM8K and SVAMP. All re�nement models struggle identifying
correct drafts which do not need re�nement. Signi�cant improvements are seen when only re�ning incorrect
drafts.

therefore presence) of the �rst mistake. This underscores the importance of an ORM for choosing when to

re�ne an incorrect draft. We also note that bigger models produce better re�nements.

Global and local re�nements �x similar percentages of incorrect drafts: To understand how well our

re�ners perform when re�nement is needed we also report results when applying re�nement to only incorrect

drafts from the test set in Figure 3.20. In this case both global and local re�nements do much better, improving

overall accuracy by an average of 10% on GSM8K and 8% on SVAMP. This demonstrates the re�ners have

learned how to re�ne, they simply often do not know when.

It is initially somewhat surprising global re�nements are able to �x a similar percentage of drafts as local

re�nements. Local re�nements receive extra information fromE, presumably strictly improving performance

over the global re�ner. In reality, the providedE is noisy as it must be predicted by an imperfect ORM/SORM.

We see that even the difference in label accuracy bewteen the ORM and SORM results in a nontrivial difference

in re�nement accuracy.

Additionally, global re�nements have the advantage of optionally restarting a solution from scratch. A local

re�nement model is trained to reuse the pre�x of a solution preceding a “[BAD]” token under the assumption

this pre�x has no errors. However, even if this pre�x has valid reasoning, it may be alow-valuesolution

path for the student. For example, a student who often fails to correctly divide may bene�t from starting the

problem from scratch in a way that doesn't require any use of division. global re�nements can take advantage

of this, whereas local re�nements may be commited to valid reasoning with a low chance of successfully

completing. See Figure D.1 for examples illustrating this point.

Global and local re�nements solve partially disjoint, complementary sets of problems:To better

understand how global and local re�nements compare we examine the overlap between the problems they
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Table 3.10: Re�nement accuracy on incorrect model answers. Local re�nement + SORM denotes using the
SORM to highlight the �rst incorrect reasoning step for the local re�nement model. We �nd re�ning both
globally and locally with the SORM can �x up to 41% of problems the model previously failed.

GSM8K 7B GSM8K 13B SVAMP 7B SVAMP 13B

Global Re�nement 0.203 0.281 0.14 0.255
Local Re�nement + ORM 0.182 0.262 0.09 0.229
Local Re�nement + SORM 0.211 0.283 0.11 0.237
Global Re�nement + Local Re�nement + ORM 0.252 0.384 0.173 0.35
Global Re�nement + Local Re�nement + SORM 0.280 0.412 0.19 0.37

Figure 3.21: Accuracy of reranked re�nements on all drafts compared to greedy and best of 3 samples from the
student (Bo3) baselines. On GSM8K, reranking re�nements using the ORM improves over the Bo3 baseline
by up to 9% and up to 13% with a perfect reranker.

correctly solve. The last two rows of Table 3.10 show that,when combined, global and local re�nements

can �x 41% of incorrect GSM8K drafts from the 13B student. Alone, global re�nement and local re�nement

with the SORM �xes only 28% of problems. Yet, when taking the best of both types of re�nement for the

same question, we signi�cantly improve performance across all combinations of benchmarks and model sizes.

This shows local re�nement is able to solve a large set of problems global re�nement cannot, and vice versa.

Best performance at test time can then be achieved if we have a way of selecting which of the two re�nements

is appropriate.

Fortunately, we can use the ORM as a reranker for exactly the task of choosing between global and local

re�nements. Additionally, we can consider the initial draft as a third possible option as a way of deciding if

we want to re�ne at all. Figure 3.21 shows the results of reranking the draft, global, and local re�nement for

each question. Since we are effectively sampling three times, we include as a baseline the best of three (Bo3)

samples from the EI student. We additionally report overall accuracy if we had a perfect reranker capable of

always choosing the correct solution.

Reranking the draft + re�nements improves over the draft accuracy by on average 8% across models and
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benchmarks. When comparing with the Bo3 baseline we still see signi�cant improvements of around 8% on

GSM8K. On SVAMP, reranked Bo3 is a much more competitive baseline, itself giving a large improvement

over the draft accuracy. An even bigger improvement can be seen when using an oracle reranker, with the 13B

re�ner improving 11% over even Bo3 on GSM8K.

3.4.6 ConclusionandFutureWork

In this paper we study the use of reward models for both identifyingwhento re�ne andwhereto re�ne LLM

reasoning. We found ORM models generalize to some extent to evaluating the accuracy of intermediate steps

on easier reasoning tasks but struggle on harder tasks where the training data generating policy� is further

from � � . We then propose to approximate the optimal policy� � via rejection sampling and post-processing,

allowing us to generate training labels for intermediate stepsSi used to train SORM models. We �nd the

SORM generalizes better on intermediate test steps than the ORM, but at the cost of �nal answer accuracy.

We then reused the ORM/SORM training data to train a global/local re�nement models. We found each type

of re�nement strategy helped solve a largely unique set of problems, allowing us to combine both via ORM

reranking for best performance.

Future work can be classi�ed as either: 1) improving the reliability and verbosity of local error critiquesE

by providing more information onhowto re�ne or 2) augmenting the type of information local re�ners use to

generate correct solutions. Our study of both ORMs and SORMs reveals large room for improvement when

verifying step level reasoning. Allowing veri�er models to generate chains of thought appears to offer some

bene�t [229]. Further augmenting verifying CoT with tools [184] allows GPT-4 to effectively solve MATH

[30]. But it remains unclear how much GPT-4 relies on the tool to solve the problem versus actually uses the

tool to augment its own understanding ofwhya step is wrong.

Another promising direction treats iterative re�nement as a form ofin-context explorationsimilar in spirit

to ideas from algorithm distillation [230]. Here, the aim is to minimize the number of in-context model rollouts

needed to �gure outhowto re�ne. This also closely relates to work aiming to augment the exploration abilities

of SOTA LLMs, a direction we believe is critical to future success. The right iterative local self-re�nement

strategies might hopefully allow models to access complex behaviors previously inaccessible with naieve iid

repeated sampling. Thinking models like OpenAI's o1 [32] and Deepseek's R1 [33] have since shown great

progress in this direction.
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CHAPTER 4

OPEN-ENDED SYNTHETIC REASONING DATA GENERATION

From Chapter 2 we know the quantity of training data is critical to improving downstream reasoning ability,

especially as tasks become increasing dif�cult. Yet for increasingly complex tasks we have less and less

data available. Chapter 3 suggests RL as possible alternative: given a set of training problemsQ1; :::; Qn the

model generate its own synthetic solutionsA1
1; :::; Ak

n and further self-improve reasoning ability. However,

this approach suffer from two limitations: 1) the set of problemsQ1,...,Qn is �xed. Increasing the number of

problems can signi�cantly bene�t the performance of RL �ne-tuned models, yet on its own cannot generate

new ones. 2) A bottleneck limiting further improvement from RL is the exploration of LLMs: the model's

ability to generate diverse and interesting solutions when sampled multiple times. Good exploration is an

essential skill for any model capable of open-ended reasoning.

Fortunately, both of the above problems are core motivators for the increasingly popular �eld ofopen-

endedness[231]. Open-endedness as a �eld focuses on the study and creation ofopen-ended processeswhich

continually createnovelandinterestingartifacts when run inde�nitely. Importantly, this process is largely

undirected, the only goal being to explore anddiscoveras many novel and interesting solutions as possible.

Open-ended/quality-diversity inspired algorithms such as Map-Elites [46] have found an increasing number

applications when combined with LLMs [232, 2, 233]. Inspired by the paradigm of open-endedness, in this

chapter we survey the intersection ofQuality-Diversitymethods with algorithms for synthetic data generation.

This leads us to identify model solution quality as the �eld-wide primary metric for model improvement, with

solution diversity largely an afterthought. As a step towards jointly improving the quality and diversity of a

model's open-ended reasoning capability we proposeSPARQ: Synthetic Problem Generation for Reasoning

via Quality-Diversity Algorithms. Using this method we generate large quantities of synthetic problem-solution

training data, leading to signi�cantly improved in-distribution and out-of-distribution (OOD) performance.

During ablations we demonstrate improved data quality most bene�ts in-distribution generalization whereas

diversity most bene�ts OOD generalization.
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4.1 An abbreviated survey of the Quality, Diversity, and Complexity of Synthetic Data Generation

Algorithms

4.1.1 Introduction

Synthetic data generation has emerged as a promising approach to enhance the capabilities of large language

models beyond traditional supervised �ne-tuning datasets. This development has led to the creation of a diverse

set of synthetic data generation algorithms for a variety of tasks and domains. The majority of these algorithms

follow a two-step process: First, leverage existing large language models to gather a large set of task prompts

and sample continuations. Second, �lter the generated dataset to eliminate “low-quality” samples. Their

main goal is to maximize the “quality” and quantity of synthetically generated data. Relatively little effort

is spent seeking to carefully understand what intrinsic characteristics of the data most impact downstream

generalization. While these algorithms are a natural place to start, this type of approach is inef�cient, leading

to most synthetically generated data being discarded [234].

This survey aims to clarify the impact of synthetic data generation on downstream model generalization

by analyzing three key data characteristics:quality, diversity, andcomplexity. Informally, quality measures

the “noisiness”, “correctness”, or “alignment” of data with a desired target distributionQ. Diversity measures

the “self-similarity” or “coverage” of data. Complexity intuitively captures some notion of the “dif�culty”

or “compositionality” of data. We choose these characteristics for their importance so far in assessing and

building arti�cial open-ended systems, an emerging paradigm that can be applied to iterative self-improvement

of models [235]. The �eld of Quality-Diversity has established quality and diversity measures as effective

proxies in encouraging increasingly novel and interesting/learnable/valuable synthetic artifacts, often of

increasing complexity, and synthetic data generation is natural application of this framework [236, 237, 238].

The importance of data quality, diversity, and complexity is also re�ected in many prominent synthetic data

generation methods, which explicitly or implicitly aim to maximize at least one of the above (though rarely all

three together) [239, 240, 241].

Through this quality-diversity-complexity (QDC) lens we investigate the following research question:

• RQ: How do existing synthetic data generation algorithms promote quality, diversity, and complexity?

The answers to this question can enable the design of more sample-ef�cient synthetic data generation algorithms

with better model generalization and self-improvement abilities.

We begin by taxonomizing existing synthetic data generation approaches through the QDC perspective.

This is done by classifying common components of synthetic data pipelines as “quality-promoting”, “diversity-

promoting”, or “complexity-promoting”. This results in a continuum of methods which mix and match various
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Figure 4.1: A summary of our research questions, and key �ndings discussed in greater detail in the relevant
sections and subsections.

components, resulting in synthetic data with varying degrees of quality, diversity, and complexity. We �nd

the majority of algorithms employ relatively simple methods of promoting quality, often by sampling from

a large SOTA model. Similarly, many methods promote diversity simply by initializing sampling using

a large seed-dataset. Often complexity is not explicitly considered at all. We then discuss theimpact of

QDC data characteristics on the synthetic data generation process itselfwith applications to model

self-improvement. We �nd several works suggesting a trade-off between models generating high-quality data

and models generating highly diverse data, i.e., a trade-off between model output quality and model output

diversity. We argue that, due to this trade-off, future algorithms for synthetic data generation must carefully

balance QDC mixtures of synthetic training data for optimal self-improvement. However, the majority of

algorithms and benchmarks today optimize for quality alone. As a result, model output diversity and the

potential for bigger self-improvement gains suffer. Finally, we highlight a few approaches directly inspired

by more classical quality diversity (QD) search algorithms [242, 46] (cf. QD paragraph in section 4.1.1),

which attempt to more explicitly control the quality and diversity of generated data. TheseQD synthetic data

generation algorithmsexplicitly aim to generate data which has both maximal quality and diversity in a sample

ef�cient way, thus receiving the bene�ts of both characteristics.

We then conclude the survey in Section 4.2.1 by reviewing the key takeaways highlighted at the end of

earlier sections. Notable takeaways include:
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Takeaways

• Many existing models/methods are heavily optimized and evaluated for model output quality, thereby

limiting synthetic data diversity.

We also summarize the list of collected open problems highlighted at the end of earlier sections. Notable

open questions include:

Open Questions

• Establishing benchmarks jointly measuring the qualityand diversityof model output and synthetic

data.

• Designing better algorithms explicitly controlling for trade-offs between model output quality and

output diversity.

• Better understanding of the trade-offs between complexity and the other two characteristics.

See Figure 4.1 for a visual outline of the survey's organization and key takeaways.

Though not present in the main text, in Appendix Section B we also survey numerous existing de�nitions

and measures of data quality, diversity, and complexity. This leads us into a discussion of the effects of data

QDC in training data on model generalization.

Related Topics and Surveys

Synthetic Data Generation Synthetic data generation algorithms utilize generative models to create “syn-

thetic” data points which can be used downstream for training, benchmarking, etc. A few recent surveys

have investigated synthetic data generation [243, 244, 245, 246]. [243] provide a broad overview of synthetic

data generation across both vision and language throughout the past decade. Speci�cally, they highlight

the dif�culty of benchmarking existing algorithms. [244] and [245] focus their surveys on synthetic data

generation practices that have developed more recently, with a primary spotlight on LLMs. Discussion is

centered around applications in various domains (e.g., reasoning and multi-modality). Less emphasis is put

on comparing characteristics of the data generated by different algorithms in the same domain. [246] look at

LLM-driven synthetic data generation, curation, and evaluation of synthetic data without as much emphasis on

downstream impacts.

Data Selection Data selection is the task of selecting a susbet of desirable training samples from a larger

training datasetD. It plays an important role in a number of synthetic data generation pipelines, and is an
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important topic that has been previously surveyed [247, 248, 249]. [247] present a systematic survey of data

selection methods focused on language model pre-training, and of particular importance to the current work,

they point out that data selection methods generally fall under one of two categories:distribution matching

anddistribution diversi�cationmethods, which are closely related to quality and diversity, respectively. [248]

present a survey of data selection methods for instruction tuning, �nding that methods can be categorized

into three groups: quality-based, diversity-based, and importance-based. [249] also present a survey on data

selection for instruction tuning; however, their work focuses on describing how a sample of popular datasets

were created.

Quality-diversity (QD) and open-endedness Quality-diversity (QD) algorithms [236, 237, 238] are a

class of search algorithms originating from evolutionary computation [242, 46] that aim for both quality and

diversity among a population of solutions and artifacts, two of the key dataset attributes covered in this survey.

Such methods are inspired by the creativity of natural evolution in discovering diverse solutions (e.g. species)

that also excel within the diverse niches they �ll in the environment, and evolve into increasingly diverse and

�t species in the population. QD combines traditional objective optimization with insights from novelty search

[250], an open-ended algorithm that overcomes local optimality through the continual accumulation of novel

solutions. By generating and maintaining a collection of diverse solutions, and then selecting for the next

generation of solutions that are either increasingly novel, or optimized improvements to existing solutions

within similar niches, QD leverages this growing collection to discover more diverse, high-quality solutions

without having to trade off between quality and diversity. QD methods have been applied recently for their

illuminating search capabilities towards generating diverse, high-quality synthetic data for training models (cf.

Section 4.2). QD research is aligned with the study of open-ended systems, or open-endedness (OE) [251, 252],

a broader term for the �eld that emerged from the study of open-ended evolution [253]. OE studies systems

designed to generate and discover continually “novel" and “interesting" outcomes, and takes inspiration from

real-world open-ended processes such as natural evolution, and human collective innovation. OE has become

a key subject for providing new ways to tackle challenges in AI research, for example, towards generating

open-ended synthetic data from which models can learn [254, 255, 235, 233]. LLM-based tools may provide

new opportunities to advance surveyed methods in synthetic data generation, as OE and evolutionary methods

are becoming more integrated with LLM components [232, 256, 257, 258, 259].

4.2 QDC-Promoting Mechanisms in Synthetic Data Algorithms

Now, in Section 4.2, we will discuss existing methods for synthetic data generation through the lens of

quality, diversity, and complexity. We do this by identifying and categorizing mechanisms for promoting the
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Figure 4.2: Venn diagram of quality, diversity, and complexity seeking algorithms.

quality, diversity, and complexity of synthetic data created by generation algorithms. This allows us to start

categorizing generation algorithms themselves as being “quality-seeking”, “diversity-seeking”, “complexity-

seeking”, or some mixture thereof. As in Section B.2, we also discuss the interplay between quality, diversity,

and complexity promoting mechanisms in synthetic data generation algorithms and the resulting effects on

downstream model capability. Of particular interest to us isthe impact of quality, diversity, and complexity

in synthetic data when used for recursive model self-improvement: either through reinforcement learning

or other means.

Most existing methods for synthetic data pipelines can be broken into three iterable phases:

1. Data generation

2. Data �ltration

3. Data distillation

The dataset generation phase proceeds by sampling many responses to input prompts in training data, yielding

a synthetic datasetD0. During dataset �ltration, the generated samples are �ltered using a chosen objective

functionO : 
 Ñ R, yielding D1
0 „ D0. Finally, during dataset distillation the remaining datasetD1

0 is
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Figure 4.3: Mechanisms for promoting data quality in synthetic data generation.

distilled into a student modelM , i.e., M is trained onD1
0 to improve its performance. Note thatM can

be either the same model used for data generation or an entirely different model. We �nd the majority of

approaches rely on a large, SOTA LLM to maximize answer quality during generation. The most common

approach to maintaining diversity is through the use of a large seed-dataset of input prompts. Even this simple

combination can be effective without any �ltering provided the SOTA LLM consistently produces enough

high-quality solutions. However, more sophisticated algorithms can be used to encourage better sample

quality, diversity, and complexity during the entire process. Various sampling algorithms can be applied to

improve the QDC of generated data. Complex �lters can be applied to control and trade-off levels of QDC.

Training procedures beyond the standard next token prediction loss can be used to improve model output

quality, diversity, and complexity. Toward this end we highlight a small set of algorithms, largely inspired

by techniques from QD literature [46], which encourage sampling directly maximizing both quality and

diversity. Finally, we discuss the impact of quality, diversity, and complexity on the capability of synthetic data

generation itself, as well as the resulting effects on recursive self-improvement algorithms. We highlight an

apparent trade-off between model output quality and model output diversity and the importance of balancing

both for optimal improvement. Further, we note that most existing models are heavily optimized for answer

quality (via maximizing single response pass@1 scores) and discuss how this comes at the expense of better

output diversity in synthetic data.

Quality-Promoting Mechanisms

1. Quality Mechanisms in Data Generation One simple yet effective approach generates data using large

SOTA LLMs (e.g. GPT-4), which guarantees a certain level of quality relative to weaker, less capable models

[260, 240, 261, 262, 263, 264, 38, 265, 266, 267]. For example, Unnatural Instructions [266] use 3 examples
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from Supernatural instructions and ask the pretrained model to generate a fourth. They repeat this process

with 5 different seeds, generating 15 instruction examples to automatically produce 64k diverse triplets of

instructions, inputs and outputs. This is an instance ofprompt generationwhich generates both the an input

prompt the LLM and the expected response. Distillation into the weaker student model can then be done

via supervised �ne-tuning, sometimes even with minimal data �ltering. Alpaca, Vicuna [264], and many

derivatives take this approach by �ne-tuning LLaMa [7] on continuations generated with InstructGPT [16],

ChatGPT and GPT-4. These are examples ofresponse generationwhere input prompts are sourced beforehand

and only synthetic responses are generated. The Phi model series [240, 261, 262, 263] and Orca [260] generate

complex chain of thought reasoning traces across a variety of domains using GPT-4. For example, from [260],

“Orca learns from rich signals from GPT-4 including explanation traces; step-by-step thought processes; and

other complex instructions, guided by teacher assistance from ChatGPT.” Many papers have also applied the

same recipe to generate synthetic data for math and reasoning problems [268, 269, 270, 271]. TinyGSM [269]

generates millions of GSM8K [272] style questions using GPT-4 to �ne-tune a small generator and veri�er.

Even with minimal �ltering only done on questions which have bad code syntax, the resulting models achieve

nearly 70% pass@1 accuracy on GSM8K. Using a veri�er to rerank multiple solutions improves this by 12%.

[273] generate a dataset of pairwise preferences by prompting multiple models with varying parameter counts,

quantities of in-context demonstrations, and qualities of in-context demonstrations. They make the assumption

that larger models with higher quality and quantity of in-context examplesshouldgenerally be preferred to

smaller models with fewer and lower quality demonstrations.

Chain of thought prompting [10] and all its derivatives [274] can be used to generate informative, higher-

quality step by step responses to prompts. This type of output is used in nearly all data generation schemes.

[275] employ meta-prompting to generate better LLM prompts, improving quality on downstream tasks.

Reinforcement learning from contrastive distillation [276] independently prompts an LLM to generate a “good”

sample and a “bad” sample for a task and then trains a reward model using this synthetically generated data.

Contrastive decoding [277] samples text that maximizes the difference between expert log-probabilities and

amateur log-probabilities, subject to plausibility constraints which restrict the search space to tokens with

suf�ciently high probability under the expert LM. Another method for improving the quality of generated data

is by training a critique model to generate natural language feedback on a model's response, which can then be

followed by a re�nement stage to improve quality [278]. West-of-N sampling [279] draws inspiration from

best-of-N sampling and de�nes the chosen and rejected continuations to be the best and worst N samples. One

downside of this method is that it requires an initial reward model to make the initial ranking judgments.
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2. Quality Mechanisms in Data Filtration Aside from using a strong teacher model, the primary way

quality is maintained during the synthetic data pipeline is through aggressive �ltering with various quality

metrics discussed in Section B.1. Many works [234, 280, 281] demonstrate that �ltering can indeed improve

performance of the student model. Some �ltering can be done at thesyntactic levelto ensure generated outputs

follow an expected structure. For example, [266] �lter out all samples not in prompt-response format. More

complexsemantic �lteringcan also be done assessing the content of generate samples. Several popular and

effective semantic measures of quality can be used including data �ltered via human ratings, contrastive reward

models, outcome based reward models, or even process based reward models (see Sec B.1 for more quality

measures). AlpaGasus [280] �lters the synthetically generated Alpaca instruction tuning dataset from 52k

samples to 9k samples via Likert-scale quality annotations from ChatGPT, with a threshold� of 4.5, manually

selected by looking at the histogram of the scores. [282] �lter common synthetically generated chat datasets

for quality using a trained contrastive reward model. SPIN [283] iteratively trains an instruction-tuned model

by generating synthetic data and prompting the model to distinguish between synthetic and human-generated

responses.

Quality in Reinforcement Learning for LLMs Additionally, nearly all RL-based approaches for LLM

�ne-tuning promote quality via their choice of reward function used. Approaches including ReST [284],

ReSTEM [285], Expert Iteration [50, 51], and Reward Ranked �ne-tuning [286, 54] assume access to a �xed

set of prompts and generate data by conditioning an initial LLM to generate responses on this prompt set. On

training data with a ground truth reference often exact match on the �nal answer. When this is not feasible,

again reward models can be trained to judge correctness as is commonly done during RLHF [12, 42]. For

example, ReST [284], which trains an LLM to do translation, alternates between a “Grow” step, which samples

many candidate translations on a set English paragraphs and �lters them using a pre-trained reward model, and

an “Improve” step which �ne-tunes the generator LLM on the �ltered data. They use reward models to judge

the quality of the translation and �lter out samples below a certain threshold.

3. Quality Mechanisms in Data Distillation More sophisticated RL algorithms in�uence model output

quality both by rewarding high-quality samples and penalizing low-quality samples [287, 288, 43, 289, 290]

thus further improving model output quality. DPO [287] formulates a contrastive objective between the log

probabilities of high-quality samples and low-quality samples. Iterative DPO [288, 290] iteratively samples

synthetic data and trains a policy using the DPO objective. On-policy policy-gradient algorithms such as PPO

[43] and REINFORCE [291, 289] can be used to directly optimize for the given reward. In addition to RLHF

training, both PPO and REINFORCE have been successfully applied to improving LLM reasoning capability
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Figure 4.4: Mechanisms for promoting data diversity in synthetic data.

[292, 50, 293, 294]. [50] �nd training with outcome-based reward models trained using data from the SFT

policy improves RL sample ef�ciency. [292] and [293] both �nd that RL training using dense process-based

rewards can lead to performance improvements over sparse terminal ground truth or model-based outcome

rewards. Also related is unlikelihood training [295] which combines the standard log-likelihood objective with

an “unlikelihood” objective penalizing undesirable tokens at each step.

Diversity-Promoting Mechanisms

Of equal importance to promoting quality in synthetic data is the promotion of diversity. Here we survey the

impact of components of synthetic data generation pipelines on data diversity.

1. Diversity in Data Generation In contrast to most quality-promoting mechanisms, most diversity-

promoting mechanisms take effect during the initial data generation phase. We group these into several

categories of techniques.

Diverse Decoding Strategies Changing the sampling temperature is one of the simplest ways to alter

the model output diversity [296]. [50] experimented with different sampling temperatures and rollout prompts

when training using PPO. They found that the best temperature depended on the initialization of the model

being trained, with higher temperatures useful for SFT-initialized models and lower temperatures useful for

prompted pre-trained models. [297] generate task speci�c data by prompting large pre-trained models. They

�nd that varying top-k, top-p and nucleus sampling [298] can also improve output diversity where diversity is

measured by Self-Bleu score [295, 298]. Nucleus sampling [298] is designed to reduce token repetition and

promote output diversity while maintaining �delity and coherence of the generated text. Nucleus sampling

proceeds at each step by truncating the token distribution at the �rstk tokens with cumulative probability

above some chosen threshold0   p ¤ 1 and re-normalizing.
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Impact of prompting on output diversity Varying LLM prompts is another simple yet highly effective

method of introducing more diversity into LLM outputs. [299] prompt GPT to generate diverse plans to solve

coding problems. [300] try several prompting strategies to improve math problem solution output diversity

including prompting with multiple personas (also explored in [301]), working backwards, and the method

of elimination. [271] prompt for solutions to problems based on the desired subject/skills. [302] try varying

prompt length and prompt style. [297] adopt task-speci�c prompts depending on the domain. [303] and [304]

show that maintaining and selecting for a continually changing in-context examples pool in an evolutionary

fashion is important for overcoming limited output diversity from (�ne-tuned) LLMs, leading to improved

diversity in responses from LLMs, while maintaining/improving output quality in code generation and task

prompt generation domains respectively. [300] devise a multi-stage process of creating diverse prompts by

�rst identifying appropriate approaches for solving a problem, then identifying relevant personas to imitate

and �nally using the cross-product of approaches and personas to generate a set of diverse candidate prompts.

Similarly, [302] generate diverse prompts by explicitly specifying the desired attributes (e.g. length and style).

[276] create diversity across their chosen and rejected continuations by employing contrasting prompts. They

use a positive prompt designed to encourage adhering to the given principles for the chosen continuation, and

a negative prompt designed to encourage violations of the same principles. [305] utilize an LLM to act as both

a data generator and a critic which assesses sample correctness and novelty. Sample generation is done by

mutating an existing problem with respect to a set of mutation “principles”. The novelty of the new sample is

then assessed relative to its parent.

Impact of diverse seed datasets All synthetic data generation algorithms start from a set of initial seed

prompts from which data is generated. In principle, algorithms successfully bootstrapping from a limited

set of prompts are more desirable, as they are in some sense generating truly synthetic data. In practice

however, the size of the set of seed prompts, and the manner in which they are transformed, dramatically

affects diversity. We call algorithms which do not rely on a large set of seed promptsgenerationalgorithms.

We call algorithms which do leverage large sets of seed promptsadaptationalgorithms. These two categories

are mainly differentiated by the scale of the seed dataset.

Self-instruct [241] is an example of a dataset generation algorithm which generates an instruction following

dataset from less than 500 seed prompts. These examples are used to prompt the pre-trained LLM to produce

new instructions. Any low-quality or overly similar responses are then removed, and the remaining instructions

are reintegrated into the task pool for further iterations. [271] presents a hybrid method which generates

solutions to math problems in natural language and then converts them to a representation in code. Metamath

[268] prompts GPT-4 to rephrase existing seed questions in addition to generating new solutions. In contrast

to dataset generation algorithms, dataset adaptation algorithms typically generate data using much larger seed

76



datasets. Because the seed datasets are so large, often the focus is on annotating or transforming instead of

generating entirely new samples. Toolformer [306] uses GPT-J [307] to annotate common-crawl with tool calls

lowering the perplexity of subsequent tokens. The annotated samples are then used to construct a synthetic

�ne-tuning dataset. prompt2model [296] and DataTune [308] are given a target task and retrieve relevant

publicly available �ne-tuning datasets, using an LLM to adapt the retrieved data to the format of the given

task. Several papers [296, 309, 310] use LLMs to generate labels for unlabeled datasets using self-consistency

techniques. [311] annotate a pre-training dataset with self-notes improving the model's downstream predictions.

[312] scrape “educational” websites for STEM instruction style data, �ltering out high-quality samples using a

FastText classi�er and GPT-4. Rephrasing is then done using Qwen-72B with CoT reasoning added in when

necessary. This broadly improves benchmark performance across the board. [313] propose a recipe for task

speci�c dataset transformation. The method generates new data from existing one with the aim of boosting

performance for a speci�c task. The newly generated data can be used for pre-training. [314] synthetically

generate a knowledge-enhanced corpus for language model training by verbalizing a Wikipedia knowledge

graph.

Many algorithms exist which exhibit characteristics of both dataset generation and dataset adaptation

algorithms. Cosmopedia [315] is a hybrid method which generates a new pre-training dataset by sampling

continuations from strategically selected prompts in an existing corpus. Data Advisor [316] proposes a

systematic framework where one LLM acts as an advisor to monitor dataset coverage, identify underrepresented

aspects, and guide another LLM's generation of samples to �ll these gaps. Backtranslation methods in machine

translation [317] and Instruction backtranslation [318] both operate on large amounts of unstructured prompt

data and generate large amounts of synthetic data by backtranslating to the target domain.

Augmenting with external tools Integrating LLMs with tools can also be used to improve model output

diversity. [319] annotate program repair tasks with execution traces and generate zero-shot critiques and

re�nements (improving output quality and diversity). [320, 321] leverage a Python interpreter to engage in

more diverse self-corrections.

Search Combining LLMs with external search algorithms can also be used to improve model output

diversity. The most naive example of this is i.i.d. sampling [272]. Tree of thoughts [322] proposed combining

generative LLMs with breadth �rst search and an LLM for state evaluation to improve state diversity in Game

of 24, creative writing and crosswords. Monte Carlo Tree Search (MCTS) has also been used in an attempt

to �nd more diverse solutions [323]. Stream of Search [308] demonstrates the search process can also be

performed fully in-context. Self-re�ection techniques [324, 325] can also be seen as a type of in-context search

process. [51, 326, 327, 328] generate re�nement data synthetically for reasoning tasks, demonstrating that

sampling more re�nements can achieve better diversity than i.i.d generation. [329] use LLMs to self-check
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solutions as process based reasoner and improve multi-sample solution accuracy with weighted voting. Also

related is the use of LLM-generated plans [299, 330] in natural language which can improve the diversity of

generated code.

Several recent papers [331, 332, 327, 333] compare the performance of various inference time strategies

(parallel i.i.d. sampling, Monte Carlo Tree Search, REBALANCE [333], Self-re�ection) when sampling

with large vs. small models with a �xed compute budget. [331] show that Llama-2-7B [14] can obtain 72%

accuracy on MATH when i.i.d sampled 256 times despite achieving less than 20% accuracy when sampled

once. [332] �nds that repeated i.i.d. sampling scales log-linearly across many benchmarks (GSM8K, MATH,

MiniF2f [334]). Additionally they �nd sampling smaller, cheaper models can outperform sampling larger,

expensive models at the same cost budget. However, the bene�t of smaller models greatly depends on problem

complexity, with harder problems being less amenable to ef�cient sampling with smaller models. [327, 333]

make similar observations, additionally comparing i.i.d. sampling to more sophisticated search strategies

leading to improvements in output diversity as measured by pass@n performance.

Model Ensembling [54] show that sampling multiple models results in more diverse samples than

sampling from a single model. Using multiple training checkpoints of a single LLM can also improve diversity

[269]. [273] generate a dataset of pairwise preferences by prompting multiple models with varying parameter

counts, quantities of in-context demonstrations, and qualities of in-context demonstrations. They make the

assumption that larger models with higher quality and quantity of in-context examplesshouldgenerally be

preferred to smaller models with fewer and lower quality demonstrations.

2. Diversity Mechanisms in Data Filtration As discussed in Section B.2, there are many notions of data

diversity that can be used to �lter training data. Most prominent are various forms of deduplication [335, 336]

which de-bias pre-training data away from frequently occurring strings of text. Synthetic solutions to math

word problems can be deduplicated by their order of operations [337, 50] resulting in improved downstream

performance. [323] measure semantic similarity of reasoning steps using heuristics and LLM-as-a-judge

to combine semantic similar actions. [338] measure the diversity of synthetic chat data by tagging it with

topics/skills using prompted LLM classi�ers. Dataset diversity can then be measured as the number/overlap of

unique tags in a dataset.

3. Diversity Mechanisms in Data Distillation While the vast majority of methods for improving model

output diversity are done at inference time, some work exists attempting to train models for improved

output diversity [339, 340, 341, 50]. [341] introduce a mutual information based objective that improves

dialogue diversity as measured with Bleu score. [339] train a language model to generate factual data by
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Figure 4.5: Mechanisms for promoting data complexity in synthetic data generation.

directly optimizing for the frequency of each fact in a given context. They use this to generate a dataset of

synthetic biographies which is measured to be more diverse when counting the number of unique biographical

combinations. [340] combine the standard log-likelihood loss with a regularization term maximizing response

entropy. Resulting models attain higher pass@n scores when �ne-tuned on reasoning benchmarks. [50, 285]

�nd that simply training on synthetic reasoning solutions with diverse solution paths outperforms the pass@n

score of a SFT baseline.

Complexity-Promoting Mechanisms

Finally, we come to the impact of synthetic data generation components on data complexity.

1. Complexity Mechanisms in Data Generation Perhaps one of the best examples of generating increas-

ingly complex data using LLMs is given by the WizardLM series [239, 342, 343, 344]. [239] prompt GPT-4 to

“evolve” samples from seed instruction datasets towards both increasingly complex and increasingly simple

solutions. Follow-up works [342, 343] apply similar ideas to generate large amounts of synthetic instruction

following data in code and math domains respectively. In addition, [343] gather feedback from GPT-4 to train

correctness and instructiveness reward models used for RL on the generated data. [344] further generalize the

evolution process, evolving not just the samples but also the prompts used to guide the evolution of sample

complexity.

2. Complexity Mechanisms in Data Filtration As covered in Section B.2, there are many competing

measures of complexity that can be applied to �lter data. Tree instruct [345] measures the complexity of

instruction following samples by decomposing instructions into a semantic tree structure. Complexity can

then be measured by counting the number of nodes in the tree and �ltering out data below a certain number

of nodes. InsTag [338] can also be used to measure instruction complexity by counting the number of tags
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describing an instruction sample. [346] propose a new measure of complexity using GPT-4 to judge multiple

samples in-context at the same time. They demonstrate �ltering instruction following data with this measure

outperforms �lteration with alternative complexity measures.

3. Complexity Mechanisms in Data Distillation Curriculum learning training approaches order training

data/environments in increasing levels of complexity in the hope this will allow models to generalize to more

complex tasks. For example, [347], [348], [349], [350], and [351] all apply a complexity-based curricula

to language model pre-training. The underlying measure of complexity for all these methods is a variant of

entropy, as measured by the language model itself. Curriculum learning has also been used during post-training.

Unlike the pre-training curricula, [352] use a curriculum that considers the dif�culty of the subject matter

(e.g. high school vs. college-level questions) for instruction tuning. Additionally, [353] extract an ordered

set of “skills” from a dataset (either for instruction tuning or continued pre-training), and develop a learning

curriculum based on the ordering of skill dif�culty.

Weak to strong [354] is a recent LLM alignment approach aiming to supervise strong models through the

use of already aligned weaker models. [293] apply weak to strong ideas to train process-based reward models

on MATH problems. They �nd that training PRMs on easier questions sometimes allows models to generalize

better than training models on all available data. This provides more evidence that the appropriate level of

complexity in training depends heavily on the capability of the model being trained.

Recap The past three sections have explored the impact of various components in synthetic data generation

pipelines on data quality, diversity, and complexity. Quality, diversity, or complexity-promoting components

can be found in all three stages of the pipeline ranging from data generation to �ltration to distillation.

Takeaways

• Synthetic data quality, diversity, and complexity can be controlled during any of the three stages of

synthetic data pipelines.

Given the existence of quality-diversity trade-offs discussed in Section B.2, we can ask similar questions

about the effect of quality promoting components on synthetic data diversity levels and vice versa. For example,

how will the QD composition of an algorithm sampling only for quality, and then �ltering via deduplication

for diversity, compare to the QD composition of an algorithm sampling data for diversity and then �ltering

for quality? How will a distillation algorithm designed to improve model output quality affect model output

diversity? Answers to these questions will help us design moreef�cient synthetic data generation algorithms
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capable of generating a new datasetD with a target number of samples and QDC composition. More ef�cient

algorithms may require less compute or external resources (e.g. the size of a seed dataset).

Open Questions

• Quantitatively, what effect do various component choices have on QDC trade-offs in the resulting

synthetic data?

• How ef�cient is one algorithm versus another in terms of the amount of compute expended to generate

a target number of samples with a desired QDC composition?

Impacts on Recursive Self-Improvement

QDC trade-offs in the model output distribution Up until now, we have primarily considered synthetic

data generation as a static, single iteration process: we sample data from a single frozen modelT� , �lter it in

some way, and then distill into another modelS� . Many papers (including those employing online RL for

LLM training) iterate this pipeline multiple times by using the same modelM as both the generatorT� and the

studentS� . This forms the basis of iterative self-improvement. It is a signi�cant departure from the single

iteration regime as now QDC composition of training data from the previous round will directly affect the QDC

composition of synthetically generated data in the next round. From the model's perspective, the model must

attain good performance (i.e., output quality) while also exhibiting good exploration (i.e., output diversity) and

complexity to drive gains in future rounds. In other words, the distilled model at each iteration must be capable

of generating synthetic data sets with suf�cient QDC to drive future self-improvement forward. Inspired by

our discussion on the trade-off between quality and diversity in static datasets, the following two questions

emerge:

• Q1: How does the QDC composition of training data affect the quality, diversity, and complexity of the

model output distribution?

• Q2: Are there trade-offs between model output quality, output diversity, and output complexity?

In a partial answer toQ2, indeed it seems to be the case that some trade-off between model output quality

and model output diversity exists. For example, standard RLHF practices [42] heavily optimize models for

answer quality with little to no components promoting answer diversity. It is often anecdotally observed

RLHF models suffer from a lack of diversity when compared to their base model and even SFT counterparts.

[355] carefully investigate these claims, �nding RLHF models generalize better than SFT models but have
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Figure 4.6: Trade-off between pass@1 (output quality) versus pass@100 (output diversity) throughout training.

worse sample diversity. [356] show that RL for LLM �ne-tuning with no KL penalty minimizes a reverse KL

objective with the target distribution de�ned by the reward function. As a result, the trained model tends to

collapse to a few high-reward samples. However, adding in the KL penalty regularizes this behavior, preventing

collapse (and therefore potentially preserving output diversity if the reference policy is diverse). However,

such a penalty can also prevent improvement to output diversity/exploration capability, as the student policy

may not diverge too far from the reference [357].

In the reasoning setting, [272] plot the pass@1 versus pass@n performance of SFT models trained on

GSM8K math word problems over several epochs. They show pass@1 and pass@100 scores both sharply

increase early on during training. However, pass@n performance quickly peaks and starts decreasing while

pass@1 performance continues to improve. This demonstrates another signi�cant trade-off between model

output quality and diversity. More recent works [50, 285] �nd similar behavior with RL �ne-tuned models:

pass@1 performance is greatly improved over the SFT baseline yet pass@n performance is not. However,

[50] also �nd that simply training on more diverse data improves the pass@n and diversity of solutions of the

resulting models. This suggests that the output quality and diversity of models can be controlled in part by the

composition of quality and diversity in training data.

Better benchmarking of model QDC output distribution A better understanding of the relationship

between model output quality and model output diversity is fundamental to the development ef�cient and

effective iterative self-improvement algorithms. Models optimizing too heavily for diversity will fail to

improve performance at the target task. Models optimizing too heavily for quality will struggle to explore

diversely and quickly converge in the self-improvement process. However, we observe that the vast majority

of model benchmarking work focuses almost exclusively on evaluating answer quality [111, 358, 272, 29,

288] by evaluating against a single expected answer. Comparatively few benchmarks exist which are equipped

to evaluate solution diversity [359]. This disparity is likely due to the relative dif�culty of checking for
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solution quality (checking for a single expected answer is easy) versus solution diversity. The majority of self-

improvement/RL approaches also only reward answer quality [284, 42, 50, 293, 285]. However, considering

the importance of model output diversity for synthetic data generation and self-improvement capabilities,

evaluation of model output diversity is also essential. Since the majority of benchmarks and self-improvement

algorithms are designed only to optimize for answer quality, it is likely that answer diversity suffers. This

emphasizes the need for better benchmarking of both model output diversity and the balance between quality

and diversity.

Takeaways

• Model output quality and model output diversity trade off.

• Many current models are benchmarked and optimized only for quality with output diversity likely

suffering as a result.

Additionally, there are very few works investigating the role of complexity in iterative self-improvement

algorithms for LLMs. As in Section B.2, better understanding the relationship between model output

complexity, quality, and diversity will be essential for future algorithm development.

Open Questions

• How can we better benchmark model output diversity?

• How can we design self-improvement algorithms balancing output quality and diversity for optimal

improvement?

• What is the relationship between model output complexity, quality, and diversity?

QDC-Aware Synthetic Data Generation Algorithms

In the previous section we identi�ed a trade-off between model output quality and model output diversity

analogous to the trade-offs in training data from Section B.2. As a result, certain components of the synthetic

data generation which promote quality may worsen dataset diversity and vice-versa. Most algorithms fail to

take this trade-off into account. Further, very little research has been done investigating the synergistic and

antagonistic effects of various pipeline components on dataset quality, diversity and complexity. However,

a small set of synthetic data generation algorithms do attempt to directly optimize for both characteristics
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during the generation, �ltration, or distillation phases. We call such algorithmsquality-diversity synthetic data

generation algorithms. Several of these algorithms are designed using tools from the quality-diversity and

novelty search literature [232, 360, 303, 233, 301].

1. QDC Mechanisms in Data Generation One of the most widely known QD algorithms is MAP-Elites

[46]. Given a sample space
 , MAP-Elites describes each! P 
 via a set of designed behavioral descriptors

T1; :::; Tk : 
 Ñ N. These are used to discretize the sample space
 into a hyper-grid. The algorithm's goal

is then to ef�ciently explore the grid (thereby maximizing diversity) while also selecting for high-quality

solutions according to a pre-de�ned quality objectiveQ. New solutions are sampled from old solutions via a

pre-de�ned mutation operator. By mutating increasingly high-quality solutions across many different parts of

the grid, MAP-Elites attempts to simultaneously maximize sample quality and sample diversity. Evolution

through Language Models (ELM ) [232] was one of the �rst works to combine MAP-Elites with LLMs

acting as a sophisticated mutation operator. They apply the LLM mutation driven algorithm to a synthetic

robotic racing task where varioussodaracercon�gurations are de�ned programmatically. The LLM is used to

ef�ciently mutate programmatic con�gurations, improving over less sophisticated mutation baselines. Since

the task is synthetic, various notions of behavioral diversity are de�ned manually.

Quality-Diversity through Human Feedback (QDHF) [360] proposes to learn a sample-level diversity

functionD by collecting human preference triplespy1; y2; y3; y1 � yi qwherey1 � y2 indicatesy1 is more

similar toy2 than toy3. The diversity model is then trained with a contrastive objective on these preference

triplets. MAP-Elites is then used to discover diverse and high-quality samples across several tasks. QDAIF

[303] extends the applicability of MAP-Elites to text generation domains by utilizing LLMs to both mutate

and evaluate text through natural language AI feedback. Rainbow Teaming [233] applies MAP-Elites to

generate adversarial red-teaming prompts for LLMs, using LLMs as a judge to evaluate responses. ACES

[361] proposes a goal conditioned version of MAP-Elites for python program generation, utilizing LLMs

to describe the relevant programming techniques used in a solution. Quality diversity generative sampling

(QDGS) is used to repair biases in classi�ers and improve diversity [362]. [363] explore varying decoding

strategies at inference time to balance quality and diversity.

2. QDC Mechanisms in Data Filtration The above QDC generation algorithms focus on controlling

both quality and diversity during the data generation phase. A number of recent papers also investigate

balancing synthetic dataset quality and diversity in the data �ltration phase. InsTag measures both dataset

diversity and complexity via LLM-generated attributes [338]. ChatGPT is used to tag instructions by intention

for each label, after which tags are combined if they are suf�ciently similar. Dataset diversity is then measured

by the diversity of tags occurring in the dataset. Complexity of a sample is measured by the number of tags
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it has. They then �lter publicly available chat datasets to produce complex, highly diverse �ne-tuning data.

[346] propose new quality and complexity measures using in-context multi-sample comparison. They compare

a number of quality, diversity, and complexity metrics on chat data, �nding attribute based measurements

coming from LLMs perform best.

3. QDC Mechanisms in Data Distillation [364] propose diversity-rewarded CFG distillation, which

combines a distillation objective for maintaining generation quality, with a reinforcement learning objective

that explicitly rewards diversity across generations. Their approach �rst distills classi�er-free guidance (CFG)

into model weights to preserve quality without the typical inference overhead, and then uses a diversity reward

based on embedding similarity to encourage varied outputs. They further demonstrate that interpolating

between models trained with different diversity coef�cients creates a controllable quality-diversity front at

deployment time. These results suggest that QDC-aware distillation strategies can effectively balance quality

and diversity while reducing computational costs compared to traditional inference-time techniques. In a

similar direction, [365] train an LLM to dynamically select its own sampling temperature using DPO.

Takeaways

• QDC synthetic data algorithms try to directly balance the quality and diversity of synthetic data.

While there exist several quality-diversity inspired algorithms for synthetic data generation, rarely is

complexity simultaneously taken into account as a third important factor. We highlight this gap as an important

open question.

Open Questions

• How can we design synthetic data algorithms jointly balancing quality, diversity,and complexity?

4.2.1 ConclusionsandOpenQuestions

Conclusions We taxonomized synthetic data generation algorithms in terms of the components each use to

promote synthetic data quality, diversity, and complexity. Many algorithms promote quality by sampling from

a large, SOTA LLM and maximize diversity by expanding the dataset of seed prompts. Very few algorithms

explicitly consider trade-offs between quality, diversity, and complexity or attempt to maximize all three

together. We then investigated the effect of training data QDC composition on the QDC of resulting synthetic

data. We found a trade-off between model output quality and output diversity, resulting in higher-quality

but less diverse synthetic data. Further, we observed that the majority of models today are evaluated almost
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exclusively for output quality, thereby limiting output diversity and the diversity of generated synthetic data.

We argued that future algorithms for synthetic data generation and self-improvement should carefully trade-off

data QDC composition and highlighted a number of works going in this direction.

Open Questions Our discussions on QDC in synthetic data highlight many open questions and potential

directions for future research. Most important is the development of new synthetic data generation algorithms

for self-improvement that optimally trade off QDC composition both in training data and model output

distribution. Development of such algorithms will also require better benchmarking of model outputdiversity

andcomplexityin addition to quality. Better benchmarking will allow researchers to identify the frontier

of model output QDC trade-offs and �nd techniques moving the entire frontier forward. In particular, in

comparison to quality and diversity, complexity in both data and model output has been understudied. Better

understanding of what factors affect data/model complexity and how complexity is affected by quality and

diversity will be crucial to future algorithm design. Finally, development of better measures of quality,

diversity, and complexity will be necessary as tasks become increasingly complex and open-ended. Ideally,

these measures should be general purpose, inexpensive to compute, and correlate well with downstream

metrics of interest.

4.3 SPARQ

The quantity of high-quality problem statements is one of the most impactful factors affecting the downstream

performance of both supervised �ne-tuned (SFT) and RL �ne-tuned models [271, 285]. However, the vast

majority of synthetic data generation approaches either (1) generate only new solutions to a �xed problem set

[271, 366, 50] or (2) generate new problems using a large state-of-the-art oracle without carefully �ltering

the resulting problem data for quality and correctness [270, 268]. These approaches sidestep a key dif�culty

in problem generation: the lack of a ground truth signal which can be used to �lter out illogical/invalid

problems. As a result, these approaches are not scalable to generating new problem-solution pairs whose

dif�culty exceeds the capabilities of existing SOTA models. Additionally, the restriction to natural data limits

problem-solution diversity, especially in the increasingly complex domains in which models are applied.

In this work we present Synthetic Problem Generation for Reasoning via Quality-Diversity Algorithms

(SPARQ), a novel synthetic data generation algorithm producing high-quality and diverse problem-solution

pairs using a single student modelS� 2 (Gemma-2-9b[47]) and seed datasetD. The key idea behindSPARQis

to use monte-carlo rollouts fromS� 2 to estimate thesolve-rate(i.e., "dif�culty") of a problem-solution pair

pQ; Aqfor S� 2 . We then use the solve-rate as a proxy for problem quality, allowing us to �lter out low-quality

generations which are either too hard/impossible or too easy. We demonstrate that generating and �ltering data
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based on this quality score signi�cantly improves the pass@1 accuracy of the MATH [111] SFTGemma-2-9b

student from 38% to 47%. An ablation con�rms that increased average train problem quality correlates well

with improved downstream performance.

We then investigate the role of problem diversity in problem generation and downstream generalization

usingSPARQ. Problem diversity is measured �rst by annotating problem-solution pairspQ; Aq with the

skill/technique set used in solvingQ. For example,Q may require a combination of thepigeonhole principle

andalgebra in the correct solution. Representing problems with their most relevant skills allows us to measure

the overall diversity of a set of problems by examining thecoverage(number of unique skills) andredundancy

(i.e., number of repeated skills). Given a �xed sample budgetN , we �nd increasing problem diversity does

not improvein-distribution generalization relative to a randomly selected training data baseline. However, we

�nd models trained on more diverse synthetic data generalize better to out-of-distribution (OOD) tasks as the

amount of compute used to solve the task increases.

In summary, we make the following contributions:

1. We introduce thesolve-rateof a problemQ with respect toS� 2 as an effective way of measuring and

�ltering by synthetic problem quality.

2. We presentSPARQ, a new approach for synthetic problem generation that directly optimizes for the

data quality and diversity. Training on the resulting data leads to an absolute downstream improvement

over the baseline of 9%.

3. We carefully ablate the impact of quality and diversity of synthetic data generated withSPARQon model

generalization, revealing increased quality to correlate well with better in-distribution generalization

and diversity to bene�t OOD generalization.

4.3.1 Synthetic Problem Generation for Reasoning via Quality-Diversity Algorithms

Setup and notation Let � 1 PRd1 ; � 2 PRd2 be optionally distinct model parameters. Suppose we are given

a generating language modelG� 1 and student modelS� 2 . Fix a tokenized vocabularyV � t 1; :::; Vu „ N

for someV P N. Let the task� be a distribution of problem-solution pairspQ; Aq PVL Q � VL A where

L Q ; L A PN are the maximum context lengths of problems and solutions respectively. LetD be a seed dataset

of n PN problem-solution pairspQi ; A i q � � .

A high-level synthetic data generation recipe GivenD we initialize aworking setsetW p0q of mutation

candidates meant to hold high-quality samples for future mutation. We also initialize anarchiveA p0q which

accumulates all generated data regardless of quality. Our synthetic data generation algorithm then proceeds in

two phases: data generation and data �ltration. Thedata generationphase proceeds iteratively at roundt by
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Figure 4.7: Diagram of the synthetic training data generation pipeline withSPARQ. Phase 1:Data generation
begins withDseedinitializing the working set. SamplespQ; Aqare iteratively selected from the working setW
via the selection distributionC and mutated via the generatorG� 1 . All new mutations are stored in the archive
A . The quality of new samplespQ1; A1q is assessed via the dif�culty student modelS� 2 has solving forA1

givenQ1. The working set update functionU then updatesW with new samplepQ1; A1q. Phase 2:After data
generation, data �ltration proceeds by removing all low-quality samples from the archiveA . Each remaining
questionQ is then paired with its successful veri�cationsSk forming synthetic training tuplespQ; Sk q.

sampling a batch of problem-solution pairspQpt q
i ; Apt q

i q � C of sizeb PN from the working setW pt q using the

mutation selection distributionCpt q P � pW pt qq. MutationspQ1pt q
i ; A1pt q

i q � G� 1 p�|pQi ; A i qqare then sampled

using the generatorG� 1 . We callpQpt q
i ; Apt q

i qthe parent andpQ1pt q
i ; A1pt q

i qthe child or mutation ofpQpt q
i ; Apt q

i q.

We then measure theQUALITY of the new pairspQ1pt q
i ; A1pt q

i qand update the working setW pt q Ñ W pt � 1q

via the update functionUpt q. The update functionUpt q
�

W pt q; tpQ1pt q
1 ; A1pt q

1 q; :::; pQ1pt q
b ; A1pt q

b qu
	

Ñ W pt � 1q

inserts the high-quality subset of new mutations intoW pt q and removes excess low-quality data inW pt q to

produceW pt � 1q. Finally, we take the union of new mutationstpQ1pt q
1 ; A1pt q

1 q; :::; pQ1pt q
b ; A1pt q

b qu
”

A pt q to

produceA pt � 1q. Note: when it is clear we will suppress the notational dependence on the roundt.

Once all rounds of data generation conclude, thedata �ltration phase begins. During this phase, every

synthetic pairpQ; Aq PA in the archiveA resulting from the data generation phase is �ltered by evaluating

whetherQUALITY ppQ; Aqq ¡ 0. The remaining data is used to construct a new training datasetD1. Figure 4.7

shows a diagram of the entire pipeline.

Measuring data quality Given an arbitrary problem-solution pairpQ; Aqthe key idea behind our approach

is to use the average score the student modelS� 2 receives when solvingQ. We call this quantity thesolve-rate

of S� 2 onQ which is computed viaK many rolloutsS1; : : : ; SK � S� 2 p�|Qqi.e.
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SOLVERATEppQ; Aq; S� q:�
1
K

Ķ

k � 1

is_correctpQ; A; Sk q

whereis_correctpQ; A; Sk qis 1 if Si agrees with the intended solutionA (in practice we check for the same

numerical �nal solution) else0; it is for this reason we call each rolloutSk � S� 2 p�|Qqa veri�cation of Q.

Intuitively, the solve-rate ofpQ; Aqmeasures the dif�culty ofQ for studentS� 2 . We use the solve-rate of a

problemQ to de�ne a quality score forQ as

QUALITY ppQ; Aq; S� q �

$
''&

''%

1 � SOLVERATEppQ; Aq; S� q; Tl ¤ SOLVERATEppQ; Aq; S� q ¤ Tu

0 otherwise

which de�nes the quality of a problem as one minus its solve-rate for problems with a solve-rate between

Tl andTu and0 otherwise. We introduce the thresholds0   Tl   Tu   1 for three reasons: (a) to remove

impossible problems i.e. those which are never veri�ed byS� 2 ; (b) to attempt to remove problems which are

sometimes veri�ed byS� 2 but contain reasoning errors in their intended solutionA; c) to remove trivial pairs

too easy for the student. Note: we call such pairspQ; Aqcontaining a reasoning error inA invalid.

Evaluating the quality of a pairpQ; Aqwith its solve-rate comes with the added bene�t that successful

veri�cations Sk of Q produced byS� 2 can be added to the training data for free. Thus our �nal training samples

are of the formpQ; SqwhereQ is a high-quality problem generated byG� 1 andS is a successful veri�cation

of Q via S� 2 . Since we will be trainingS� 2 with this newD1
train this makes all training solutions entirely

self-generated.

Measuring data diversity In addition to data quality, we are also interested in thediversityof synthetically

generated data. Abstractly, the diversity measureDIV : Ppsupportp� qq Ñ R is a function from sample subsets

of the task� to R measuring some notion of the subset'scoverageof � or self-redundancy. Concretely,

we propose to measure the diversity of a set of problem-solution pairstpQ1; A1q; :::; pQn ; An quvia their

representation asskill-sets. Informally, theskill-setof a pairpQ; Aqis the alphabetically ordered k-tuple of

semantic skills� ppQ; Aqq � � � p � 1; :::; � k qwhich are used inA to solveQ. For example,Q might require a

combination ofalgebra(� 1) andpolynomial factoring(� 2) for a correct solution. This representation enables

a number of diversity measures. For this work we simply count the number of unique skills in a problem set

tpQ1; A1q; :::; pQn ; An qu, i.e.
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DIVptpQ1; A1q; :::; pQn ; An quq � |t � j : � � � ppQi ; A i qq; 1 ¤ j ¤ ku|

We limit the set of all possible skills ast � 1; :::; � M uwith �xed size M PM.

Variations on the high-level data generation recipe

In Section 4.3.1 we de�ned a novel high-level data generation pipeline for producing high-quality synthetic

data. However, the choices of sample selection distributionC and working set update functionU are left

unde�ned. Here we detail four different implementations of the above pipeline with different choices forC

andU affecting the resulting quality and diversity of generated data.

Static uniform data generation Our simplest method isstatic uniform data generation. Mutation parent

samples are selected uniformly at random from the working setW, that is, the sample selection function

C is uniform. The update functionU keeps the working setW �xed. As a result, only samples from the

seed-dataset are sampled for mutation.

Static diverse data generation We modify the above implementation slightly by partitioning the working set

W into equivalence classesrQ; As� by identifying samples with the same skill-sets� . Formally,rQ; As� �

tpQ; Aq : � ppQ; Aqq � � u. In a slight abuse of notation, we also call each equivalence class askill-set. C

then samples uniformly �rst over skill-sets and then over class elements with the skill-set.

Dynamic uniform data generation We again slightly modify the static uniform generation procedure by

iteratively updating the working setW to contain theT PN highest-quality samples in the archiveA . This

is done by inserting high-quality mutations and removing the lowest-quality samples fromW pt q to produce

W pt � 1q. Samples for mutation are selected uniformly fromW as in static uniform generation.

Dynamic diverse data generation Finally, inspired by algorithms from the quality-diversity literature [46,

361, 233], we combine the modi�cations proposed in the above two methods to proposedynamic diverse

data generation. As with static diverse generation, we partition the working setW pt q into skill-set based

equivalence classes which are sampled uniformly to produce mutation parents. After mutation, we assign the

skill-sets� 1; :::; � n to new sample mutations and insert high-quality samplespQ; Aqinto their corresponding

skill-set classrQ; As� ppQ;A qq. For each class we enforce a uniform population limitT� � T by removing

the lowest-quality samples in a class when new high-quality samples are added. Intuitively, the goal of this

quality-diversity driven data generation algorithm is to generate maximally diverse, high-quality problems

with as many unique skill-sets and dif�culty levels as possible.
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Figure 4.8: Performance of the downstreamGemma-2-9Bmodels trained on synthetic data generated with
SPARQ. Left: In-distribution performance of students on MATH test. On the x-axis is the number of
synthetically generated problem-solution pairs. On the y-axis is MATH performance. Each curve plots the
performance of a different data generation strategy.Right: OOD performance of downstream students on the
AIME benchmark after training with 100K generated problems. On the x-axis is the number of inference-time
solutions. On the y-axis is AIME pass@n accuracy.

4.3.2 Experiments

Setup We applySPARQto improve the math reasoning abilities of LLMs. As our seed datasetD we use

the 7.5K train set from MATH [111]. We utilize the Gemma-2 model series [47], always takingGemma-2-9b

as our student modelS� 2 . To produce a strong student modelS� 2 we �ne-tune the pre-trainedGemma-2-9bon

D for 3 epochs. Unless otherwise speci�ed, we use the instruction tunedGemma-2-27b-itas our problem

generatorG� 1 . K � 16rollouts are used to assess problem-solution quality. A solve-rate thresholding between

Tl � 0:1 andTu � 0:9 is used to measure problem quality. In the diversity-driven methods, we use the

M � 100most commonly occurring skills inD with combinations of size at mostk � 3 to measure diversity.

Gemma-2-9b-itis used to identify the problem skill-sets.

We run each data generation method with a mutation batch size of 64 for a maximum of 5K steps. This

results in an archiveA with 320K synthetic problem-solution pairs. Note: because each problem requires

K � 16 veri�cations for the quality evaluation, a total of 5 million synthetic solutions are generated (per

method) in addition to problem statements and skill classi�cations. We �nd that the vast majority of generated

problems are too dif�cult forS� 2 to solve, resulting in aSOLVERATE of 0. As a result, the average �nal

size of a synthetically generated training datasetDtrain comes out to around 80K unique problems with

QUALITY pQq ¡ 0 and a corresponding 500KpQ; Sqproblem-veri�cation pairs.

Main Results for Problem Generation

Self-synthetically generated data signi�cantly improves over the SFT baseline Figure 4.8 illustrates the

in-distrbution and OOD performance of downstream models trained on the resulting data from each variant of

SPARQ. We �nd training on data generated by every method improves over the SFT baseline. In particular,
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the static uniform method improves by up to an absolute 9%, increasing from 38% to 47%. Downstream

performance also bene�ts from scaling the size of the problem set: tripling the number of generated problems

leads to a roughly 1.5% performance increase. When scaling the inference compute during OOD evaluation,

the static uniform method improves over the SFT baseline from 20% to 25% (withK � 96 inference samples).

The OOD performance improvement can be seen at all inference compute budgets, increasing as the budget

increases. This demonstrates the problems generated byG� 1 do not over�t to the initial seed datasetD, allowing

for an OOD improvement.

Dynamic diverse (QD) methods produce the most diverse dataFigure 4.9 plots the diversity, as measured

by number of unique problem skill-sets, of the un�ltered data archives and �ltered train datasets produced

by each method against the number of generated problems. All methods discover novel combinations of

skills to produce a more diverse archive as the number of generated problems increases. The dynamic diverse

method, combining dynamic updates to the working set with a diversity-focused partitioning of the working

set, produces the most diverse data by discovering 5000 new skill combinations after 100K problems. In

contrast, the static uniform method produces the least diverse data, discovering 4250 combinations. This

gap becomes even larger when restricting to the training subset: dynamic diverse training data contains 3000

skill-sets, whereas static uniform training data contains only 2000. As a result, the training data generated by

dynamic diverse methods is signi�cantly more diverse than data generated by static uniform methods.

Static uniform models perform best downstream Despite the more diverse nature of dynamic diversely

generated data, the static uniformly generated data leads to the best downstream models both in-distribution and

OOD. This gap persists across all problem generation sizes, with the dynamic diverse method reaching a �nal

in-distribution performance of 44% vs. 47% with static uniform generation. This relatively small difference in

in-distribution performance is perhaps unsurprising, as our seed dataset D is already closely aligned with the

test set. Generating more diverse data that covers a wider range of problems does not appear to be as bene�cial

for improving performance on the distribution from whichD was generated. This underscores a critical point:

selecting theright notion of diversity when generating data depends crucially on the downstream tasks of

interest.

Perhaps more surprisingly, the static uniform method also shows superior performance in the OOD setting,

once again outperforming the other approaches. The dynamic uniform approach, which iteratively updates

the working set with the highest-quality mutations, comes close but still under-performs. The gap between

these two methods could be due to a key dif�culty the dynamic method faces, namely the reliability of the

QUALITY measure. We have no guarantee that the problem-solution pairpQ; Aqwith a low solve-rate (and

thus high-quality) contains logically valid reasoning. As a result, it becomes dif�cult to �lter out high-quality
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Figure 4.9: Coverage (number of unique skill-sets discovered) vs. number of problems generated. The QD
algorithm achieves consistently higher coverage than static generation.Note: the train subset considers only
generated problems with quality greater than0.

but logically-invalid problems from the working set. This has the following unintended negative effect on our

working set: when such a high-quality invalid sample is selected for mutation, it becomes likely to generate

yet more high-quality but logically invalid data. This allows for dynamic generation methods in particular

to reward hack theQUALITY measure. In the next paragraph we conduct an initial investigation into this

relationship, con�rming that dif�cult but solvable problems are more likely to be invalid. However, in Section

4.3.2 we also con�rm that training on higher-quality samples leads to better performance, suggesting that

invalid samples can still be helpful at train time (while unhelpful during problem generation).

High-quality problems can be noisy Our results demonstrate the solve-rate based quality measure for

�ltering synthetically generated problem-solution pairs. However, we are by no means guaranteed a high-

quality pairpQ; Aqis alogically valid pair, i.e. the problem and intended solution do not contain reasoning

errors (instead we simply havepQ; Aq is dif�cult for S� 2 to solve according to the intended solutionA).

Intuitively, we might expect problems with a higher solve-rate (and thus lower quality) to have higher

chance of being valid: simply becauseS� 2 consistently arrives at the intended solution. We investigate this

relationship empirically by labeling the correctness of syntheticpQ; Aqpairs by using a SOTA reasoning

model (Gemini-2.5-flash ) to labelQ with alternative solutionsA1. The �nal solutions ofA andA1 are then

compared and used to labelpQ; Aqasvalid if A, A1 agree andinvalid otherwise.

In Figure 4.10 we bin these labeled problems into varying solve-rate levels and plot the average validity of

samples in each bin. The plot demonstrates a strong correlation between the likely validity of a problem and

its solve-rate, and thus a strongly inverse relationship between validity and quality. Speci�cally, the harder

a problem is forS� 2 to solve, the more likely it is to be invalid. Surprisingly, as demonstrated above, this

does not result in decreased �ne-tuning performance when training on higher quality problems. This suggests

�ne-tuning to be robust to potentially high levels of invalid reasoning/noise in training data.

93



Figure 4.10: Average problem solve-rate versus problem validity. A higher solve-rate strongly correlates with
validity, suggesting harder problems are less likely to be logically valid.

Figure 4.11:Left: In-distribution data scaling curves for various �ltering strategies. On the x-axis is the
number of training samplesN (distinct from the number of generated problems in Figure 4.8). On the y-axis
is MATH performance of �ne-students. Each curve plots the performance of a different data �ltering strategy.
Right: OOD inference scaling curves for �ltering strategies trained withN � 215 samples. On the x-axis is
the number of inference-time samples. On the y-axis is pass@n performance on AIME. Each curve plots the
performance of a different data �ltering strategy.

Results for Problem Filtering with a Fixed Training Sample Budget

In the previous section, we examined the downstream performance of four variants ofSPARQwhile keeping

the phase 2 �ltering strategy constant. We showed the static uniform synthetic data generation method improves

over baseline SFT performance. However, the dynamic uniform method designed to jointly improve both the

quality and diversity of data under-performs naive static uniform generation. In an attempt to better understand

how training data quality and diversity affect model performance, we now �x a single data generation method

and explore different �ltering approaches that result in different levels quality and diversity. In particular, we

conduct a series of ablations on the archiveA su of 300K problems generated via the static uniform method.

We pre-process the archive by removing all pairs withQUALITY pQ; Aq � 0, leaving approximately

150KpQ; Aqpairs. We then select a single successful verifying rolloutSQ for eachQ. This gives us a train

sample poolD1
train � tp Q; SQ q : pQ; �q PA su; SQ veri�es Qu with no repeated questions. Finally, for each
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experiment, we will �x a sample budgetN P N and �lter D1
train to produce a smaller training dataset with

target levels of data quality and diversity. We then trainS� 2 on the subset and evaluate its in-distribution and

OOD performance.

Fix a sample budget212 ¤ N ¤ 215. We constructN � sample training mixtures in the following ways:

• Quality: To ablate different levels of quality with the same �xedN , we sample training pairspQ; Sk q

from D1
train from a Gaussian distribution with mean qualitym and standard deviation0:1. We sample

using four differentm ranging from0:2 to 0:8 and ensure that each selectedQ is unique.Max quality

refers to the subset sampled with mean qualitym � 0:8.

• Diversity: We sample a maximally diverseN � sample subset by partitioning samples into their

respective skill-sets/niches. We then select the subset of skill-setsS � t � i u which maximizes the

number of unique skills� i
j in S. Representative samples are uniformly selected from each skill-set and

added to the training subset.

• QD: We jointly optimize data quality and diversity by selecting a diverse set of skill-sets and then

sampling high-quality problems within each problem skill-set.

• Random: As a baseline we uniformly randomly sample a subset of sizeN from D1
train.

Jointly �ltering for quality and diversity performs best Figure 4.11 shows the in-distribution and OOD

performance of the �ltered data subsets. We �nd that the mixture �ltered to optimize both data quality and

diversity performs best both in-distribution and OOD at nearly all training sample budgets. The best performing

QD �ltered model achieves 45.5% accuracy on the MATH test set with just 32K training samples: within 1.5%

of the best static uniform model trained on 500K samples. QD �ltering also consistently improves over the

randomly �ltered baseline, at times by up to 3%.

Filtering for quality bene�ts in-distribution performance, �ltering for diversity bene�ts OOD Contrary

to our �ndings in Section 4.3.2, here we see �ltering to maximize data diversity (even without quality) leads

to superior OOD performance comparable to models trained on the QD subset. WithK � 96 samples the

diversely trained model improves over the random baseline by 6% (from 19% to 25%). Notably, the superiority

of the diversely trained model is not clear until at leastK � 16samples, after which the gap with Quality and

Random continues to widen. This suggests thatdiversely trained models may scale better with inference

compute. Finally, the left side of Figure 4.12 illustrates the OOD performance of each method withK � 96

inference samples against the size of training data. We �nd the OOD performance comparisons for each

method stay consistent across different amounts of training data. However, for in-distribution performance, a
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Figure 4.12:Left: AIME pass@96 performance of �lter methods versus number of training samples.Right:
Mean training sample quality versus MATH test performance.

model trained on only high-quality (but not diverse) data performs better. As in Section 4.3.2, this suggests

quality is more bene�cial than diversity for in-distribution performance.

Higher-quality data correlates with better performance So far we have yet to con�rm training on higher-

quality data yields better downstream model performance. We do so by sub-samplingD1
train via a Gaussian

distribution with quality meanm one of0:2; 0:4; 0:6; 0:8. The right side of Figure 4.12 plots the MATH test

performance of models trained on subsets with different mean levels of quality. For training sets with size

greater than or equal to 8192, we see quality has a positive impact on performance. This con�rms our choice

of quality measure via the studentS� 2 solve-rate to be a viable proxy for data quality. When selectingN � 215

samples, �ltering for data with a mean quality of0:8. vs. 0:2 can lead to over 2.5% absolute improvement.

Note this occurs even in spite of our �ndings in Section 4.3.2 showing harder problems are likely to contain

logical mistakes. This suggests thatS� 2 bene�ts from harder problems during training even with moderate

levels of noise.

Towards more performant methods for QD-driven synthetic data generation In Section 4.3.2 we found

that directly optimizing for higher quality samples (as done in dynamic generation methods) or more diverse

samples (as done diverse methods) failed to improve over the simpler static uniform approach. Yet, our current

investigation in Section 4.3.2 demonstrates bene�ts when directly �ltering for quality and diversity given the

larger datasetD1
train. This suggests several avenues for improving QD-driven variants ofSPARQ. Firstly, the

algorithms in Section 4.3.2 are compute equalized (i.e., the same number of problems are generated) but not

training sample equalized (i.e., one algorithm may generate more viable training samples than another). This

translates into a difference in training sampleyield-ratewhere the static uniform algorithm produces viable

samples for training more consistently. Secondly, the hackablity of our proposedQuality measure becomes an

important concern. Dynamic generation methods will insert high-quality but logically invalid samples into the

working set, resulting in a higher percentage of high-quality but logically invalid samples in the future.
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Towards Recursive Self-Improvement

Figure 4.13:Left: % improvement of end-to-end static self-problem generation (same model as generator and
veri�er). Right: Improvement from scaling problem generator model size.Gemma-2-9Bacts as the student
S� 2 .

In our previous experiments we usedGemma-2-27B-itas the generatorG� 1 and a �ne-tunedGemma-2-9B

asS� 2 . As a result, while all solutions in the training data are self-generated by the studentS� 2 , the problems

are not.1 Now, we apply our methods so that the same models (Gemma-2-2B, Gemma-2-9B) act uniquely as both

the generatorG� 1 and studentS� 2 . Results for the % relative improvement of each model over its respective

SFT baseline via static uniform data generation are reported in Figure 4.13.

Models can self-improve by generating their own problems After generating 300K problem-solution

pairs, we �nd the 9B model self-improves by a relative 20% and the 2B model self-improves by a relative 15%.

Smaller improvements persist when generating less data. On the right side of Figure 4.13 we also plot the

absolute performance of the 9B student when trained using problems generated by a generator of varying size.

This shows larger models generate problems more useful for the self-improvement ofS� 2 . For example, using

a small 2B generator results in only 5% improvement over the baseline. Scaling up the generatorG� 1 adds

another 2.5% and 1.5% improvement cumulatively. These results suggest that applying static uniform data

generation to larger models bene�ts both from an increase in the model's problem solving ability and the

model's ability to generate good questions.

4.3.3 RelatedWorks

Synthetic data generation for reasoning Many works have shown the bene�t of synthetic data generation

for reasoning by distilling from a large teacher model to a smaller student [268, 270, 367, 368, 369]. Other

works (many using RL for LLMs) generate only novel solutions to a �xed problem set [50, 285, 33]. More

recently, [370] and [371] used small-sized LLMs to generate novel problem and solution pairs to reasoning

problems in a formal environment. This differs from our work where we do not rely on any ground truth

1Note that in most self-improvement style works the problems are �xed and thus not self-generated.
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environment (e.g. Lean) to evaluate the quality of novel problems. [372] used small-sized LLMs to jointly

generate and verify novel code problems. Related ideas to the solve-rate based quality measure used in this

work have been used in open-ended reinforcement learning [373] to prioritize ef�cient level sampling. Most

related, [361] uses a similar metric with a quality-diversity algorithm to generate dif�cult programming puzzles

for a novel benchmark programming benchmark. In contrast, our work focuses on applying QD inspired ideas

for training data generation and thoroughly ablating the effects of our quality and diversity measures on model

performance.

QD x LLMs The number of works at the intersection of Quality-Diversity methods has been increasing

rapidly over the last several years [232, 303, 256, 257, 374, 258, 259, 374, 52]. [232] were the �rst to utilize

LLMs in evolutionary loop by evolving racing agents. [303] utilized AI feedback to iteratively synthesize

high-quality poetry. [257] utilized powerful LLMs to generate a diverse set of RL environments for training

open-ended agents. See [52] for an in-depth review of the intersection of QD with LLMs for synthetic data

generation.

4.3.4 ConclusionandLimitations

In this work, we presentedSPARQ, a new approach for generating high-quality and diverse synthetic math

problem by optimizing both data quality and diversity. We �nd that training on the resulting data withSPARQ

gave absolute improvements of up to 9% over an SFT baseline and scaled with both the size of the problem

generator and the amount of generated problem data. Further, we conducted thorough ablations into the

effects of data quality and diversity, �nding that training on high-quality data leads to better in-distribution

generalization and training on more diverse data can lead to better OOD generalization. Future work might

address some of the current method's limitations by focusing on designing better QD inspired data generation

algorithms with improved training sample yield rates and mitigating over-optimization of our quality measure.

Finally, we note as with any work involving generative models, the broader impact of the models involved may

re�ect and propagate existing societal biases present in their training data
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CHAPTER 5

CONCLUSION

The core goal of this thesis is to lay groundwork towards the eventual development of truly open-ended

AI reasoning. Arriving at this point will have far-reaching consequences for the limits of human scienti�c

discovery. Not only will models be adept inhabitants of the existing houses of human knowledge, but also

increasingly active contributors to foundations of the future.

Towards this goal we have presented work investigating LLMs across three distinct but closely connected

domains with the potential to signi�cantly impact model reasoning capability:scaling laws, reinforcement

learning, andsynthetic data. Chapter 2 established theoretical foundations for LLM scaling laws. We showed

the intrinsic complexity of a task determines a model's scaling behavior in both theory and practice. As a result,

more complex tasks, which naturally admit less available data, require more samples during training. Chapter

3 demonstrated the effectiveness of RL for reasoning but also found model exploration critically lacking:

a skill essential for open-ended reasoning and improvement. As part of these efforts we developed trlX: a

novel RL training framework for large scale language models. In an effort to improve model exploration, we

also presented a synthetic data pipeline for training re�nement models capable of self-correcting reasoning

mistakes. Finally, in Chapter 4 we surveyed numerous algorithms for synthetic data generation through their

intersections with methods from the open-endedness literature. We found majority of algorithms rely largely

on oracle data generators and fail to adequately balance the quality and diversity of the resulting data. Then, as

one possible path towards open-ended reasoning through self-improvement, we presented a quality-diversity

inspired algorithm for synthetic data generation of math reasoning problems.

Future Directions Much work remains before models are capable of the type of open-ended reasoning

aspirationally described in Section??. One signi�cant opportunity for improvement is a �eld-wide shift towards

benchmarking models not only for the quality of their outputs but also for their diversity and creativity. These

are skills essential for open-ended reasoning and will yield signi�cant bene�ts to future applications of RL and

synthetic data generation. Integrating solution diversity as a �rst-class citizen in standard model development

pipelines will require the creation of new benchmarks, training methodologies, and data generation algorithms.

Additionally, of signi�cant interest is the role o1/r1 thinking models play in open-ended reasoning and

discovery. While a major leap forward, these models still exhibit rudimentary exploration strategies [36].

Efforts toward improving the compute ef�ciency and quality of in-context exploration also likely have a
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signi�cant role to play towards our goal. Finally, as we approach the existence of agents capable of true

open-ended reasoning, we should discuss what role we expect them to play in the development of future

scienti�c foundations. How will they function as tools and what degree of autonomy will they have? This will

require signi�cant amounts of research involving scalable oversight [375] and alignment [376].
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APPENDIX A

EXPERIMENT HYPERPARAMETERS

A.1 Scaling law pretraining hyperparameters

Table A.1: Default hyperparameters for all training jobs. All training was done on four RTX 6000s.

Architecture hparams

num layers 12
num attention heads 12
embedding dimension 768
context length 1024

Optimization hparams

Optimizer AdamW
max lr 6e-4
min lr 6e-5
lr schedule linear warmup + cosine decay
warmup steps 2000
max steps 200,000
global batch size 1920

Table A.1 lists the default hyper-parameters we use for pretraining. All training was done on four RTX

6000s.

A.2 Re�nement training hyperparameters

Table A.2: Hyperparameters for all training jobs. A cosine decay lr schedule is used in all cases.

Expert Iteration (S)ORM Re�ners

Epochs 4 1 1
max lr 2e-5 2e-6 2e-5
min lr 2e-7 2e-7 2e-7
Batch size 128 256 128

Table A.2 lists all hyperparameters used when training re�nement models. All training was done on eight

80gb A100s.

A.3 SPARQ training hyperparameters

We �ne-tune the pre-trained version ofS� 2 for a single epoch on the resultingDtrain. We use a learning rate

lr � 2e � 6 with a cosine schedule decaying to2e � 7 with a batch size of 16. Training is done on a slice of
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8x8 TPUv4s.
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APPENDIX B

DEFINING AND SURVEYING THE EFFECTS OF DATA QUALITY, DIVERSITY, AND

COMPLEXITY

In Section B.1 we investigateRQ1. We begin by providing abstract, high-level de�nitions of quality, diversity

and complexity in data. Informally, each characteristic is fairly intuitive: quality measures the “noisiness” or

“correctness” of data, diversity measures the “coverage” and “self-similarity” of data, and complexity measures

the “dif�culty” or “compositionality” of data. Yet, despite these intuitive informal de�nitions, many different

practical measures for each characteristic exist in the literature, and these practical measures vary in their

utility. Some are generally applicable, others domain-speci�c. Some correlate with downstream metrics of

interest, while others do not (depending on the task).

Then, armed with a better understanding of how data quality, diversity, and complexity are measured in

practice, in Section B.2 we survey the effects of each characteristic on model performance. We come away

with three key takeaways in answer toRQ2:

• Data quality is essential forin-distributiongeneralization.

• Data diversity is essential forout-of-distribution(OOD) generalization.

• Appropriate levels of data complexity bene�t both in-distribution and OOD generalization.

Further, trade-offs often arise between the quality and diversity of training data. In such situations, decisions

must be made on how to prioritize the three characteristics. This gives rise to a potential QDCgeneralization

frontier as different mixtures of quality, diversity, and complexity change how downstream models generalize.

Finally, in Section B.3 we survey evolutionary/quality-diversity algorithms for synthetic data generation

with LLMs outside of common benchmarks tasks.

B.1 De�ning Data Quality, Diversity, and Complexity

Suppose we have some sample space
 � X � Y where each! � p x; yq P
 is an input-output sample pair.

Further suppose we have a set of tasks� 1; :::; � k de�ned as probability measures on
 . Finally, suppose we are

given a largen-sample training datasetD P 
 n and a modelM � . Note thatD need not necessarily be sampled

depending on the tasks� 1; :::; � k . Given some objective/lossl , it is often of interest to �nd characteristics of

D which can be used to predict the downstream performance ofM � on tasks� 1; :::; � k . In this survey we are
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