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It is well known that geometry presupposes not only the concept of space but also the first
fundamental notions for constructions in space as given in advance.

Bernhard Riemann
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SUMMARY

A robot that can probabalistically infer its state and uncertainties while exploiting dif-
ferential geometry is capable of achieving more consistent, more accurate, robust state
estimation. Itis being proposed that ultra-wideband, a cutting-edge technology, that is also
highly unpredictable, can be used to give autonomy to a magnetic-wheeled crawler robot
for the application of metal structure inspection. Thus, ultra-wideband technology is eval-
uated based on its sensitivity to metal surfaces at varying heights, as well as its response to
varying grid sizes between receivers in experiments featuring a Turtlebot and an RTK-GPS.
Then, a novel methodology for ultra-wideband grid initialization is presented featuring a
simulation of a ship hull with an ultra-wideband grid. Finally, a metal structure is con-
sidered as a parallelizable manifold with a bivariate b-spline representation, and the matrix
exponential correspondence between a Lie group and its Lie algebra for the Special Orthog-
onal Group is applied within the Extended Kalman Filter framework. These considerations
constitute theManifold Invariant Extended Kalman Filter (M-IEKFa novel approach to
more robust state estimation. The lIter is derived, presented, and evaluated in compari-
son with a modi ed standard approach: tianifold-Constrained Extended Kalman Filter
(MC-EKF), which uses zero-noise virtual measurements to constrain the state estimate.
Then, for a real proof of concept, an experiment using a magnetic-wheeled crawler robot
with ultra-wideband localization on a surface consisting of curved metal plates is carried
out giving viability to the approach in the real-world application of autonomous metal

structure inspection.
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CHAPTER 1
INTRODUCTION

1.1 Background

The inspiration for this work was found within the context of a joint European funded ini-
tiative to transform the current state of ship inspection processes from a system of manually
operated service robots to a robust, autonomous, robotic solution. The project in its entirety
combines an integrated network of unmanned air vehicles (UAV), autonomous underwater
vehicles (AUV), and magnetic-wheeled crawler robots to detect corrosion patches on the
ship hull, as well as to clean surfaces as needed, and ultimately: to provide a complete,
global overview of the ship hull pertaining to inspection as seen in Figure 1.1. Routine
inspection is of the utmost importance in avoiding environmental catastrophe and in main-
taining proper safety standards. Although, large scale inspection is a dangerous activity in
itself that requires a remarkable amount of human attention. Moreover, it is expensive and
time consuming. Therefore, implementing an autonomous system would be safer and more
cost effective. However, with such high stakes, being able to consistently have the most ac-
curate localization is paramount to realizing the goal of this initiative. As with any robot,
to be able to complete its task autonomously, it must be able to utilize some technique for
estimating its position and orientation by localizing with respect to its environment. In this
case, the environment consists of the sides of a ship, also referred to as the ship hull. With
the magnetic-wheeled crawler robots attached directly to the ship hull, they therefore hold
the primary responsibility in carrying out the most signi cant part of the inspection process
meaning that having the highest quality of state estimation for the crawlers is of particular

interest.



There are in nitely many localization methodologies that could be developed to solve
this problem, and given the complexity and scope, along with the collaborative nature of the
task, the nal solution will surely include a mixture of approaches operating concurrently.
This work focuses on providing the proof of concept of one such approach, speci cally: us-
ing ultra-wideband (UWB) localization to give autonomy to the magnetic-wheeled crawler
robots for the inspection of the portion of the ship hull above the waterline. UWB localiza-
tion has been thoroughly validated by many works mostly for its use in indoor positioning
systems. One such example can be seen here [1]. Thus, pushing the boundary of what is
possible by solving an outdoor positioning system application with UWB localization is

signi cant.

Figure 1.1: The team of robots autonomously collaborate to complete the goal of inspecting
the ship hull. This initiative is calleBugWright2 More information can be gathered from
the website [2].



1.2 Outline

First, an evaluation of UWB technology is carried out in Chapter 2. It was decided that
the two major criteria to understand how UWB responds in this environment are the poten-
tial for metal surface re ection and its response to increasing distance between the UWB
beacons of the localization grid. Therefore, experiments involving UWB technology called
the Module Development and Evaluation kit (MDEK1001), a metal surface, a Turtlebot, a
Real-time Kinematic Global Positioning System (RTK-GPS), and Bluetooth Low-energy
(BLE) are carried out. After the limitations and uncertainties of the equipment were ob-
served and quanti ed, Chapter 3 presents a novel methodology for UWB localization grid
initialization, and how to use the measurements it gives so that Itering techniques can be
applied. Thus, a simple enactment of a probabilistic state estimation technique with trilat-
eration is derived, explained, and implemented, featuring a simulation of a ship hull with
a UWB localization grid. Finally, to address some matters of contention within the sim-
ple estimation framework, concepts from the eld of differential geometry are integrated
within the Extended Kalman Filter in Chapter 4. First, a modi ed standard solution which
integrates surface constraints into the Iter is derived, Menifold-Constrained Extended
Kalman Filter (MC-EKF) for comparison with a more robust approach. Then, by consid-
ering a metal structure as a parallelizeble manifold with a bivariate b-spline representation,
and by utilizing the property of invariance associated with the correspondence between a
Lie group and its Lie algebra, thdanifold Invariant Extended Kalman Filter (M-IEKF)

a novel approach for more consistent, more accurate, robust state estimation is derived and
its performance is evaluated. The lIters are compared in the ship hull simulation on a por-
tion of the metal structure which has signi cant curvature. Then, a real experiment with
a magnetic-wheeled crawler robot using UWB localization on a curved metal plates was

performed, showing its viability with real equipment.



With the UWB evaluation of Chapter 2, the UWB grid initialization and localization of
Chapter 3, and the M-IEKF of Chapter 4, in Chapter 5 a complete algorithm is given so that
UWSB localization on manifolds for autonomous metal structure inspection can be applied.
The remainder of Chapter 1 provides an in-depth discussion of all the associated subjects.
Given the interdisciplinary nature of this work, combining electromagnetic wave analysis,
specialized probabilistic robotics, incorporation of differential geometry, and the imple-
mentation of unpredictable technology all at once, special attention has been given towards
explaining complex ideas concisely with enough information in the hopes that future work
that builds upon these concepts without starting from the beginning can be achievable for

other researchers in related domains.



1.3 Metal Structure Inspection

When rst considering the task at hand, one must consider current strategies for autonomous
metal structure inspection, of which can take on many forms. In particular, fundamental
guestions must be investigated suchwkich sensors will be used for localizatiodthd,

which Itering techniques achieve the best state estimatiddf®e type of infrastructure

that is frequently constructed out of metal and has been given a lot of focus in robotic
inspection is bridges. One example proposes the use of UAVs equipped with 3D lidar to
create a map of the bridge structure, and an RTK-GPS to track the position of the robot
at the same time as seen here [3]. Although, when under the bridge, blocked satellite sig-
nals cause RTK-GPS measurements to be invalid. Therefore, an inertial measurement unit
(IMU) which gives the orientation of the robot, can be applied for visual-inertial odometry.
This integration of mapping and localization is referred to as simultaneous localization and
mapping (SLAM) which is further explained here [4]. Also, this notion of combining mul-
tiple sensors' inputs is a common method that allows the pose of the robot to be estimated
by considering multiple different types of measurements. This technique is called sensor
fusion, and in general improves the performance of localization techniques as seen here
[5]. Others have opted to design wheeled crawler robots for bridge inspection that adhere
to the metal beams of the structure with magnets embedded in their wheels such as the
crawler seen here [6]. In that example, the crawler is equipped with a 3D depth camera and
a Hokuyo laser scanner for mapping along with Hall effect sensors, infrared sensors, and
an IMU for localization. Hall sensors detect the magnetic eld of the wheels, extracting the
velocity and distance traveled of the robot, while infrared sensors measures the range be-
tween the robot and the metal surfaces. These measurements provide enough information
to localize the robot along the beams of the bridge by utilizing an edge avoidance algo-

rithm.



Of course, every metal structure inspection task has different speci cations resulting
in a vast diversity of robots and localization systems. For example, another magnetic-
wheeled crawler robot designed for vessel inspection, seen here [7], is much smaller and
very lightweight, therefore it is not able to be equipped with large, heavy sensors. Instead
for localization, an external tracking device is installed onto the vessel surface with a high
resolution camera and a range nding laser to track an LED attached to the back of the
robot, requiring direct line of sight (LOS) between the robot and tracker. With many speci-
cations having been considered in choosing a magnetic-wheeled crawler, in this work, the
Altiscan from Roboplanet, seen Figure 1.2, was chosen. This magnetic-wheeled crawler is
currently manually controlled and equipped with an ultrasonic sensor, thereby being per-
fect for inspecting metal structures for corrosion. Information about using acoustics for

corrosion detection can be seen here [8].

Figure 1.2: The Altiscan by Roboplanet inspecting a ship hull. This image is from their
website where further speci cations can be seen [9].



Vessels, and in particular large cargo ships, can protrude up to and exceed fty meters
above water level, especially when unloaded. Therefore, with these expansive dimensions,
to complete the inspection most ef ciently and in it's entirety, utilizing a combination of
robots will be advantageous. This is also known as swarm-intelligent inspection systems,
where one robot can serve as a beacon or landmark for another robot such that improved
collaborative localization is achieved as seen here [10]. Given that the magnetic-wheeled
crawler robots have a relatively slow velocity, they could easily be paired with a UAV as
a slow moving landmark, thus improving the swarms overall localization and further vali-
date the importance of the crawlers' state estimation. Similarly, given that these crawlers
are designed with the incredibly useful feature of being able to go above and below water
level, they could similarly be paired with an AUV. Once the localization method is chosen,
the task of re ning the state estimation begins. As a base example for inspiration in regards
to crawlers on ship hulls, one example that uses odometry, as well as IMU sensor fusion
for localization, is seen here [11]. They note that the use of odometry causes drifting as
the readings from the encoders in the wheels of the robot accumulate error. No matter how
high quality wheel encoders are, they have this propensity to accumulate tiny errors. For
example, if the robot drives over a tiny bump, wheel slippage can occur, thus indicating a
false shift in displacement and orientation of the robot. They attempted to correct this drift
by correcting the orientation with an IMU, however it might be more bene cial to add a

sensor that corrects the actual position to mitigate this error.



1.4 Ultra-wideband Technology

There are various positioning technologies that come to mind as obvious candidates for
robot localization such as RTK-GPS, Wi-Fi, BLE, etc., and many works, such as this one
[12], have already weighed the pros and cons of these methods in comparison with UWB.
Every one of these technologies could be better than the other depending on the application
as seen in the previous section by the diversity of methods for metal structure inspection.
Therefore, it may not be obvious why UWB technology, a cutting-edge technology, also
not without its own drawbacks, is arguably the most viable option for this application. To
compare a few of the other options: RTK-GPS, which can achieve extraordinarily precise
positioning estimates, unfortunately fails without a clear line of sight with multiple satel-
lites which many times is not possible due to weather. Furthermore, when tracking very
closely to buildings or a cargo ship, even with a relatively clear line of sight, the signals
may become easily occluded by the large objects. Further information about the accuracy
associated with RTK-GPS is examined here [13]. As another option for consideration,
Wi- would seem like a great choice because of the already existing, dense, and easily
expandable infrastructure, along with its ability to transmit packets of data, but it is also
unreliable due to its sensitivity to interference especially as signal strength decreases with
distance. However, in certain scenarios it can see great results as seen here [14]. BLE
would also seem like a good choice, but some long range BLE devices can under-perform
at farther distances outdoors when tracking moving objects, and having to re-establish the
connection before being able to proceed is somewhat troublesome. Again, in certain close-
range indoor applications, this can be quite suitable as seen here [15]. Essentially, it comes
down to several factors: range needed for the application, reliable data transmission, and

robustness against interference.



The UWB wave frequency range is between 3.1 GHz to 10.6 GHz, giving a bandwidth
of roughly 7 GHz. The major characteristic which highlights UWB as more robust is this
notion of having a large bandwidth interval. Most works using UWB cite this as the an
advantageous quality for its use, such as this one [16]. This feature allows the waves to
experience less interference while reliably transmitting small packets of data such as mea-
surements needed for localization. Due to its large bandwidth spectrum, other waves with
smaller bandwidths that would normally cause interference as wave paths cross or de ect
off surrounding objects only interfere with a small portion of the UWB wave resulting
in the integrity of the transmission being maintained. More discussion of how designing
ultra-wideband antennas for improved performance is given here [17]. The transmission
happens within nanoseconds, therefore the rate of the impulses are well suited for object
tracking, even with objects moving at relatively higher speeds. However, it should be noted
that UWB uses very low power, therefore readings up to distances of 30 m maximum are
to be expected. More information about the range interval and corresponding precision of
UWB can be seen here [18]. These factors can also depend on the quality of the equipment
used. As there are many companies producing UWB technology at different cost points
for different applications, results may vary. Usually a UWB kit will contain a certain num-
ber of beacons, each of which have a small built-in single board computer with default
rmware generally programmed with one of two different architectures called two way
ranging (TWR) or time difference of arrival (TDOA) as explained here [19]. The TWR
approach is where one beacon sends a message called a poll to see which other beacons are
available. The other will send back a message, hence the name Two Way Ranging. The
time to get back the response is then divided by two and the time of ight or time of arrival
(TOA) that the wave takes for transmission between two UWB beacons is known. It should
be noted that sometimes additional signals are sent back and forth, thus the the total time

is added and divided accordingly.



Finally, the range between them is computed by multiplying this time by the speed of
light. To visualize TWR, refer to Figure 1.3. The TDOA approach is where one beacon
sends a message called a blink which arrives at all the other beacons at different times,
assuming that they are at different distances. Then, clocks within the beacons are syn-
chonized so that the difference in the TOAs can be determined. To visualize TDOA, refer
to Figure 1.4. However, this is challenging because the clock frequencies experience inher-
ent drifting due to the way the crystal oscillators in the radios are designed. Discussion of
synchronization can be found here [20]. Once they are synchronized, the differences can be
accounted for and the TOAs can be determined for the computation of the ranges. It should
be noted that because the radios in the beacons are omni-directional, there is no information
about the direction between beacons given. Only the distance can be determined, but by
setting up an array or grid of UWB beacons, given measurements from different points, it
can be shown that reliable tracking of multiple moving targets with respect to the beacons
is achievable as seen here [21]. This example also highlights the robustness to multi-path
interference, that UWB waves will not interfere with each other. From now on, note that in
tracking scenarios, the UWBs in a xed grid are commonly referred to as anchors, and the
moving beacon being tracked is called a tag. In these cases, if the tag is attached to a robot,
given multiple range measurements from different anchors to the tag, its position can be

determined.
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Figure 1.3: Note that the tag | sends a polling message (green arrows) to the ancAgys (
and then the anchors reply (blue arrows). The TOAs are then computed and transmitted to
the robot.

Figure 1.4: The tagl() sends a blink (green circles) which arrives at separate tithéasr(
each anchor. The anchors synchronize (blue arrows) to a main arfehpr Then, that
anchor sends the result of the TOAs to the tag.

11



1.5 Ultra-wideband Localization

In its most basic form, the position calculation for UWB breaks down into a purely geo-
metric problem referred to as trilateration. This concept is explained here [22]. Note that
this technique uses lateral distance measurements as opposed to the more familiar concept
of triangulation which uses angular measurements. To aid in the following explanation,
view Figure 1.5. Imagine a set of anchofs,(A;; A3) in a formation, each with a sphere
originating at its position of a radius equal to the range between each anchor and the tag
(T) respectively. If it is assumed for the purpose of understanding that the ranges have no
error, the point of the intersection of the spheres is the location denot&d rygeneral,

the calculation of this position is computed by making some simplifying assumptions and
then solving the set of Euclidean distance equations which represent the aforementioned
radii between the anchors' and tag's coordinates. However, given that there is a margin
of error in each range measurement due to the inherent uncertainty of the sensors, in the
most optimistic case one could expect +/- 5cm, but realistically more should be expected.
This could be visualized as an area of uncertainty surrountimdnich is de ned by the
spheres' intersections. For an example of the analysis of this uncertainty in UWB trilat-
eration, check here [23]. Some approaches seek to improve trilateration by adding extra
anchors. Thus, the implementation of a least squares approach can be used to solve the
system of non-linear equations. An example of minimizing the the root mean square error
of the system of range equations to determine the best solution is shown here [24]. As
every centimeter of improvement makes UWB localization that much more viable, other
researchers have introduced novel non-trilateration based methods for improved position

estimation with UWB.
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Figure 1.5: Shown is an anchor gridl A3) with ranges represented as radii (blue
arrows) of circles (green) between the anchors anda@fwhose position is determined
by trilateration. All positions are relative to the reference fratb&B).

One such approach utilizes a version of the well-known iterative closest point algo-
rithm, modi ed to use a point to sphere correspondence to determine the translation of
the tag where the anchors must lie on spheres centered at the tag as it moves [25]. Then,
the translation of the spheres are computed and the position of the tag can be determined.
However, before any of these approaches can be implemented, one must take a step back
to consider that position is always relative. In this case, the position will be determined rel-
ative to an anchorA;) which will act as the origin of the UWB reference framéW B).

Further, the other beacon positions must be determined with respect to this reference frame

for there to be enough equations to solve for the position of the tag.
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One example of a way to solve this anchor positioning problem is given by the user
manual of the UWB equipment that will be used later on in this work seen here [26]. If
A is the origin, their approach requires thay, is in thex direction,A, is in they direc-
tion, andAgs is set to form approximately a square with the other anchors. Further, they
require that all anchors are at a constant, pre-measured height from the ground, and that
there is LOS between all anchors. This is a bit restrictive, because they are trying to gain
the highest accuracy. However, with so many restrictions, it becomes impractical for real
applications. By combining something like their approach with a Kalman lIter, perhaps
some exibility could be gained in anchor position determination as seen here [27]. Al-
though UWB localization has mostly been validated for indoor object tracking, given that
more specialized techniques are being developed to reduce the margin of error, why not
push the boundary to more outdoor applications? In this case, a grid of UWB beacons
could be temporarily installed on the side of a metal structure or a ship hull. Thus, one
must considenyvhat sources of error will be introduced in this more volatile environment?

Of course there are many, but three main sources come to mind: non-line of sight (NLOS),
metal surface re ection, and error from increasing distance. However, as ship hulls are de-
signed to minimize drag due to friction, there will be very few protrusions along the surface
that would act as blockades to inhibit signal transmission. Therefore, NLOS errors are not
of particular interest here. If this weren't the case, then it is shown that UWB is robust only
against certain materials during NLOS as seen here [28]. Something more relevant to be
checked in this case is whether the UWB waves will re ect off the metal surfaces, given
that ship hulls consist entirely of metal. In fact, tests with metal plates have been shown
to increase inaccuracies by twice as much for UWB as seen here [29]. Furthermore, given
the diversity of UWB equipment, the limitations, uncertainties, and errors with increasing

range should be determined.
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To understand why range, height, and material is important, one must step a bit into
the study of physics pertaining to electromagnetic waves. For example, delay spread is
de ned as the difference in the time of arrival of the rst and last path of a transmission,
computed as a function of antenna height and path loss. A description of this for UWB is
found here [30]. Path loss is a function of the power transmitted and received, de ned by
the Friis Transmission Equation. By lowering the height of a UWB antenna, at some point
the Fresnel zone, an ellipsoidal region between a transmitter and receiver, will become
occluded and the path loss will be increased. As a visual aid of the Fresnel Zone, refer to
Figure 1.6. Some discussion of the Friis Transmission Equation and the Fresnel Zone in
relation to UWB is also explained here [31]. In another way, path loss can increase with
the distance between receivers due to the fact that radiation intensity obeys the Inverse-
square law. If re ectance is determined to be a problem, then it would be manifested in
the generation of multiple paths in the transmission. Given that re ectance of a material
is dependant on permittivity according to the Fresnel coef cients, and knowing that metal
has high permittitvity, these factors could increase the delay spread causing interference
and over-exaggerated range measurements as the time of ight arti cially increases during
transmission. However, it is also possible that the high bandwidth of UWB will be robust
enough to withstand these potential errors. Once this uncertainty has been characterized,

localization techniques can be explored and implemented.

Figure 1.6: The fresnel zone is an ellipsoidal region (blue) surrounding the signal transition
(green) from a tagT() to an anchorA1l). If the zone is occluded by a metal plate (grey),
then it could experience multi-path issues.
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1.6 State Estimation

Navigating with an inherently unpredictable mechanical system through an unknown en-
vironment autonomously with restrictive, limited sensors is an arduous if not seemingly
impossible task. To increase the probability of success, one can achieve some results by
applying a model that receives an input from the described chaotic mess to at least make
some concise actions. However, as the teradelimplies, it only gives a simplistic struc-

ture that accounts for just some of the known factors, when in fact models are not com-
pletely reliable to completely resemble reality. In general these models can also be used in
conjunction with probability theory and calculus for applications in robotics to make the
best possible guesses about what the believed state is. Thus, it is said that, “A robot that
carries a notion of its own uncertainty and that acts accordingly is superior to one that does
not”. The book from which this quote comes from also lays out much of the following
discussion of probabilistic robotics and Itering techniques, seen here [32]. Given some
fundamental governing ideas such as Bayes' Theorem, the Markovian assumption, and the
Law of Total Probability, a framework coined Bayesian Itering provides this notion of un-
certainty, or perhaps surety, to the robot. The idea that if all previous beliefs of something
form a probability distribution, then given a new piece of information, one can make the
most informed decision has become somewhat of a cornerstone in the domain of robotics.
The framework of interest generally consists of two main steps: the rst being called the
prediction, which in this case is a propagation function, where the robot experiences a dis-
placement from its previously estimated state. Secondly, the update compares a function to

a measurement reading from a sensor and corrects the prediction.
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Two Iters that are commonly used to achieve this are called the Patrticle Filter and the
Kalman Filter. The main difference being that a Particle Filters allows for multiple hy-
potheses of the belief of a state. More speci cally, Particle Filters use random sampling of
a large group of particles, each of which could represent the true state, resulting in distri-
butions that can take on different non-Gaussian forms depending on the parameters being
estimated. In contrast, Kalman Filters predict and update the mean and covariance of a
Gaussian or normal distribution based on the uncertainties in the propagation and mea-
surement models. It does this by taking an average of the two models, weighted by their
covariances. To see how the mean and covariance transform during the Itering process,
refer to Figure 1.7. The propagation model of the magnetic-wheeled crawler robot is based
on its odometry readings from the revolution of the encoders within its wheels. Given the
radius of the wheels and the distance from the centroid of the robot to the wheel, the dis-
placement of the robot can be calculated. The measurement model can be different for
every case, but by using UWB localization, it will consist of trilateration measurements of
the robot's position. If the propagation or measurement models are nonlinear equations,
the Extended Kalman Filter (EKF) must be used because nonlinear functions produce non-
Gaussian distrbutions, meaning that the computation of a mean and covariance will not
have useful meaning. Given that many interesting phenomena in the world behave non-
linearly, approximations of the Kalman Filter are common. As non-linear functions are
locally linear, the derivative, or the Jacobian for matrices, can be implemented as an ap-
proximation of the non-linear function at a point, and this is in fact the approximation that
the EKF uses. However, this can also lead to dif culties if the equations are very com-
plex. To avoid this, others have chosen to use the Unscented Kalman Filter (UKF), a Iter
that uses sigma points which are chosen around the original mean. An example of this
formulation for UWB can be seen here [33]. These points then experience the non-linear
transformation, and a new mean and covariance are computed with the transformed sigma

points.
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Figure 1.7: Starting with an initial mean and covariance (top left), the distribution rst
experiences a deterministic shift to the right during propagation (top right). Then, given
that it is a predicted value, the covariance spreads in stochastic diffusion (bottom right).
Finally, it is corrected by a measurement, causing the covariance to shrink and the mean to
shift again (bottom left).

It can be dif cult to determine which method is better for any given situation, but when
devising new lter variants two metrics of quality should always be considered: accuracy
and consistency. Accuracy is simply a measure of deviation from the true state, and con-
sistency is a measure of how reliably the Iter can converge accurately. As the EKF is an
approximation of its linear counter part, it is sub-optimal to begin with giving plenty of
room for improvement. The rst thing to recognize is the fact that there is no built-in, intel-
ligent way of handling outliers. If an erroneous reading of odometry due to wheel slippage
or an over-exaggerated UWB measurement due to metal surface re ection is given, then

the distribution will be built on that outlying data affecting the next estimation.
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One way to address this issue is pre- Itering. This is done by verifying if input data
is within some threshold of what is possible. An example of a frequency-domain UWB
pre- Iter can be seen here [34]. Next, to consider a simple variation of the Kalman Fil-
ter, there is this notion of loose or tight coupling. When a lIter is loosely coupled, this
means that there are multiple update functions receiving different measurement data with
the mean and covariance of one update being the input to the other. One such example
is this maneuverable melting probe seen here [35], which propagates on a rotating screw,
uses an IMU for orientation correction, and acoustic ranges for trilateration in two sepa-
rate updates. Given that small measurement errors can compound during trilateration along
with potential delays when waiting for the ranges and making the computation, it might be
more advantageous to use a tightly coupled Iter. These errors can be lessened because the
position and orientation are corrected in the same update which is said to give better per-
formance and accuracy by triggering a full update even if the ranges are not yet received.
An example can be seen here [36]. Another simple variation is where the update function
is iterated until convergence, which is generally used to enhance performance when con-
sidering signi cant non-linearities as seen here [37]. Still, others have proposed estimating
the error of the state as opposed to the actual state itself, generally when trying to avoid
complex dynamics models as seen here [38]. Even though these classical methods for state
estimation exist, they do not consider the fact that the magnetic-wheeled crawler of this
work is a planar robot with three degrees of freedom. Imagine if there is a right-handed
coordinate system as a local reference frame attached to the robot, then the odometry gives
information about its translation in theandy direction along with its rotation about its
z-axis, hence its knowledge is con ned to a plane. This leaves the roll, pitcly, aochpo-
nents essentially indeterminable. Therefore, the state estimation will drift from the actual

surface in the direction, and the yaw will be mostly subjugated to the will of the odome-

try.
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As already explained, previous works have used IMUs to try solving the problem, how-
ever a full IMU (magnetometer, accelerometer, and gyroscope) cannot be reliably used to
update the full orientation of the robot in this case. This is because under certain condi-
tions, magnetometers, which use magnetic elds to determine the yaw of the robot, become
unreliable as explained here [39]. In this case, the metal surface and the magnetic wheels of
the robot could create magnetic distortions. Although, a gyroscope, which measures angu-
lar velocities, and an accelerometer, which measures linear accelerations, could be useful
for determining the robots heading with respect to gravity, and there have been some inter-
esting works pertaining to IMU/UWB sensor fusion such as this one here [40]. However,
this work will consider other methods such as exploiting geometric properties to solve the
problem. One way to do this involves enforcing constraints within the Iter by including
additional virtual, zero-noise measurements to the update function. This is explained in a
general case here [41]. In this speci ¢ case, one constraint will force the robot to the sur-
face, and another will orient the robot such thaz#asxis is collinear with the normal to the
surface. However, to enforce these constraints, the equation of the surface representing the
metal structure must be known, and furthermore the surface must be differentaible if the
normal to the surface at a point is to be determined by computing the gradient, a necessary
computation in achieving collinearity. Given that there are not equations for generic metal
structures, one was realized. A bivariate b-spline representation is a suf cient and adapt-
able approximation composed of piece-wise polynomial functions of two variablkasd
y), capable of tting a variety of complex shapes while maintaining continuity in its deriva-
tives. More information about splines can be found here [42]. This surface representation
can be evaluated at any point, and being a polynomial, the derivatives are easily obtained.

To visualize a bivariate b-spline surface, refer to Figure 1.8.
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Figure 1.8: Here is what a bivariate b-spline representation of a surface looks like. Notice
that it is composed of at least eight b-splines (four in each direction). Each b-spline goes
through the endpoints, but the points in the middle only in uence the curvature of each
b-spline.

Most, if not all structures have a CAD model mesh grid made of vertices that can be
extracted and interpolated, resulting in the equation of a metal structure. To see an example
of a b-spline representation of the curved portion of a ship hull that will be used later, refer
to Figure 1.9. However, if the surface doesn't have a CAD model, an alternative solution
must be used. With LIDAR, one can generate a point cloud representation of the surface
by simply scanning it for a moment. To see an example of what the cloud that was used
later on looks like, refer to Figure 1.10. Thus, with the bivariate b-spline, the previously
described geometric constraints can be enforced at any point on the surface as zero-noise,
virtual measurements within a lter that will be referred to as Manifold-Constrained
Extended Kalman Filter (MC-EKF)However, given that the equation of the surface is

known, then there remains more robust approaches to be explored.
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Figure 1.9: This gure was produced by taking the vertices of the ship hull CAD, and inter-
polating it at all the points shown in the grid. Given that the ship hull is a very long surface,
it was decided to pre-compute this section as well as the derivatives at these speci ed points

to be called on as needed during the estimation process.

Figure 1.10: This is a point cloud produced by LiDAR. The equipment used has a dome
shape, thus the circular pattern. It was simply pointed at the surface for a moment, and
some extraneous features were processed out. Note that this is before the bivariate b-spline
was computed, therefore this is simply a dense collection of data points.
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1.7 Manifolds

As one enters the realm of differential geometry, it is quite easy to be overwhelmed by a
lot of new terminology. Thus, a simpli ed background knowledge to introduce manifolds
and related concepts will be given based on a book found here [43]. First, by considering
a metal structure from a geometric perspective, it can be described as a two-dimensional,
Riemannian manifold embedded in three-dimensional Euclidean space. A manifold is a
topological space which can have some curvature, yet locally behaves as Euclidean space.
Every point on the manifold has a neighborhood which is a subset of the manifold with local
coordinates, also called a local chart, such that there is a mapping from the neighborhood
of the manifold to Euclidean space. When two neighborhoods intersect, the change in
coordinates from one to another, also called the transition map, is a diffeomorphism if
it is a differentiable, invertible, and bijective map. If this is also true for every pair of
intersecting neighborhoods covering the manifold to form what is called an atlas, then it is

a differentiable manifold. Simply, it is smooth. This can be visualized here Figure 1.11.

Figure 1.11: Shown is a differentiable manifol () with two mappings'( and ) from
neighborhood$) andV in Euclidean space?. The transition function is given by *' .
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If it is also given a metric de ned by the inner product, which in Euclidean space is
the dot product, then the measurement of lengths and angles in this arbitrary curved space
can now be made, thus it is a Riemannian manifold. Furthermore, one can de ne an af ne
connection, called the covariant derivative along a curve, which is again another curved
space generalization of what is the regular derivative in Euclidean space. If given the vec-
tor of a tangent space at a point on the manifold, one can transport this vector to another
tangent space along a curve on the manifold by using the covariant derivative. Hence, the
covariant derivative literally connects tangent spaces of which the complete set is referred
to as the tangent bundle. If the tangent bundle is the trivial bundle such that the surface
can be parametrized, then the manifold is called a parallelizable manifold, meaning that
smooth vector elds exist which can de ne a basis for the tangent space at every point. To

visualize what a parallelizable manifold looks like, refer to Figure 1.12.

Figure 1.12: Shown is a parallelizable manifoM {. Note that the basis for the tangent
space [,M ) is shown by the vectors at poipt B1 andB2 make a basis, an is a
normal vector. Together, an orthonormal frame can be de ned at any point. This gure
originated from here [44].
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This makes sense given that the equation of the surface is known so that the gradi-
ent and tangent vectors can be computed. Given that the tangent bundle is connected, it
should be noted that by choosing a speci ¢ connection called the Levi-Civita or Rieman-
nian connection, it can be computed directly from the metric by using Christoffel symbols.
This connection then ensures that the angle between two vectors is preserved if they are
transported. When angles are preserved, the transported vector remains parallel with the
original, hence this is called parallel transport. However, being parallel in curved space is
not as intuitive as it is in euclidean space. Further, if a vector is parallel transported along a
curve that has an acceleration of zero and is the minimal distance between two points, then
the curve is called a geodesic. This distance minimizing curve is analogous to a straight
line in Euclidean space. Given a vector in a tangent space at a point on the manifold, it is
possible to de ne a transformation along a geodesic in the direction of the vector to a point
at a distance equal to the magnitude of the vector. Therefore, a vector in the tangent space
can be mapped to a point on the manifold by this transformation called the exponential

map. To visualize this mapping, refer to Figure 1.13.

Figure 1.13: Shown is a poinpY on a manifold 1 ) with a vector ¢) in the tangent space
(To,M ) at that point. A sphere is shown for clarity, however this could be any arbitrary
manifold. The exponential magXp,) takes a vector from the tangent space and maps it
along a geodesic { to a point €xp, (v)) on the manifold.

25



The equation of this transformation is not easy to determine, because it is dependent
on the geodesic which is a second-order non-linear ordinary differential equation. This
is impractical to use in real applications, therefore other more ef cient methods called
retractions are of interest. A speci c retraction called Riemannian optimization is a nu-
merical approximation that stays true to the real exponential mapping, doesn't jeopardize
convergence, is computationally not very expensive, and in this case accurately generates
geodesics accurately up to the rst order. An in-depth explanation of optimization on ma-
trix manifolds is given here [45]. It turns out that the standard exponential function for
matrices, which is de ned by a power series expansion, satis es the desired conditions and
is then called the exponential retraction. Intuitively, this makes sense as the exponential
function is the gradually compounding of small actions. Therefore, this could be thought
of as the accumulation of small pushes along the geodesic until convergence to some point
on the manifold, however this note is purely conjecture. Furthermore, by estimating a min-
imal state representation in the tangent space, de ned by the planarity of the robot, and
given a relationship with the manifold, the complete state can be de ned by projecting to
the manifold. Thus, one can de ne a Manifold EKF. In an attempt to simplify things, some
have adopted a symbolic representation of this to apply these concepts more elegantly writ-
ten as the box-plus (), box-minus ( ), and circle-plus () operators. Speci cally, adds
two vectors in a tangent space and projects the result to a point on the maniflbfracts
two vectors in a tangent space, andepresents the projection to the manifold. These op-
erations are useful in describing Manifold EKFs, but not necessary. Further explanation
of their use is given here [46]. The result of implementing Manifold Iters has been stud-
ied showing signi cantly more consistent, more accurate results compared to other lters
such as the standard EKF and the standard UKF. An example of the derivation and analysis
of such a lter applied to UAVs is seen here [47]. However, these types of Iters have
still been shown to suffer from inconsistencies even while achieving greater accuracy on

average.
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1.8 Invariance

Even though the approach which adds constraints into the standard EKF and the approach
which considers a minimal state representation on manifolds both take into account the
planarity of the robot in some way to achieve improved performance, the question still re-
mains: where do the inconsistencies inherent in these Iters come fréteeall that the

EKF uses the Jacobian which is a locally linear approximation of a non-linear function.
Linearization introduces inconsistencies which cause an arti cially shrunken covariance,
overcon dence in the estimate, and eventually leading to a divergence to an incorrect solu-
tion. Some explanation of this can be seen here [48]. More generally, during deterministic
and stochastic rigid body transformations with respect to a global frame, the estimation is
affected by the generation of unexpected information on certain variables even if it was
not intended for new information to be gained, again arti cially shrinking the covariance.
Further, note that the initialization of the covariance can also instigate the divergence to an
incorrect solution. This problem of overcon dence in incorrect solutions is also referred
to as optimistic estimation. It can be especially persistent with regards to the orientation
estimate. When this occurs, the estimation errors that build up are then ampli ed by the
Kalman gain which becomes de-stabilized over time. Knowledge of inconsistencies and
invariance can be gained here [49]. When consistency is sacri ced in this way, the loss of
accuracy follows, and therefore these approaches are yet to achieve robustness. To solve
this problem, the previous discussion of differential geometry can be taken a step further.
A Lie group is a differentiable manifold that is also a group. A group is a set of elements
with operations that satisfy the mathemtical properties of closure, associativity, the identity
transformation, and inversion. An introduction to Lie groups for the following discussion

is given here [50].
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In robotics, one could argue that the most useful Lie group is the Special Euclidean
Group which comprises all translations, rotations, and combinations therein which pre-
serve the magnitude of a vector being transformed. A group that represents a planar robot
could be de ned by all two-dimensional translations and rotations in a plane written as a
product of all real numbers in two-dimensional space with the two-dimensional Special Or-
thogonal Group€? SO(2)). The Special Orthogonal Group Q (n)) is very signi cant
because it includes the set of all orthonormal matrices, also called rotation matrices, which
can be used to represent the orientation of a robot. Given that the surface is a parallelizable
manifold, an element of this Lie group can be identi ed at any point, because the rotation
matrix at any point of the manifold can be set as equivalent to an orthonormal basis of the
tangent space at that point. Lie groups also have a special correspondence between what's
called a Lie algebra and itself. A Lie algebra is a tangent space de ned by the identity
element of the group, which is therefore determined by differentiating the group action and
evaluating it at the identity. For example, the Lie algebra of the Special Orthogonal Group
is the set of skew-symmetric matrices. Recall that there is a mapping from the tangent
space to the manifold called the exponential map, thus the correspondence between the
Lie group and its Lie algebra is the matrix exponential. This is in fact true for all matrix
manifolds which are subgroups of the General Linear Group. The signi cance of this is
that when you choose an element of the Lie algebra, you are also choosing an invariant
vector eld in the Lie group such that under left or right transformations, the differential
map of the transformation of two vectors preserves the metric. Simply, it's an isometric

transformation. To visualize an invariant vector eld, refer to Figure 1.14.
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Figure 1.14: Shown is the Lie group of intereS(J(2)) and its corresponding Lie algebra
(TpSO(2)) at the identity (). By choosing a vector in the Lie algebra, an invariant vector
eld is also chosen (red arrows).

If invariant under left and right transformations, then it can be said that the metric is bi-
invariant. By implementing this concept f&O (2) within the Kalman Filter framework,
it turns out that the Kalman gain actually becomes independant of the state, therefore elim-
inating the dependency on the random generation of information that is known to cause
inconsistencies. By eliminating this dependency in the Kalman gain, convergence, and
therefore consistency, is guaranteed. Filters that take advantage of this property are thus
called Invariant EKFs. One such example can be found here [51]. Finally, by combining
knowledge of manifolds and invariance, a novel approach to more consistent, more accu-
rate, robust state estimation, was developed. WitiMaeifold Invariant Extended Kalman
Filter (M-IEKF), UWB localization is a viable technique for autonomous metal structure
inspection. The original presentation of this lter can be found here [44], also attached
in Appendix A. However, a much more in-depth description of its derivation is given in

Chapter 4.
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CHAPTER 2
THE EVALUATION OF ULTRA-WIDEBAND

2.1 Ultra-wideband Equipment

Chapter 1 gave the context of this work along with a broad explanation of the overarching
themes and related concepts. Before any algorithms or complex Iters are presented, a log-
ical rststep would be to evaluate UWB technology. As this technology will be responsible
for providing localization to the robot for the task of metal structure inspection, equipment
was sought out to provide a proof of concept. The equipment must provide accurate po-
sitioning, it must be possible to build a localization network that covers a large area, it
must be able to track multiple robots at once, and it should provide a proof of concept.
There are many great products, however one in particular met all of these speci cations:
the MDEK1001 by Qorvo's Decawave. The kit consists of twelve UWB beacons called
Decawave Modules (DWM1001) with the capability of forming a localization grid that can
track up to eight tags at once with four anchors, or one tag with eleven anchors. Plus, mul-
tiple kits can be combined for a larger grid. However, it should be noted that only the four
closest anchor to tag ranges can be delivered at a time. Each DWM1001 consists of several
main items: a DWM1000 UWB tranciever, a Nordic nRF52832 Bluetooth Microprocessor,

a STMicroelectronics LIS2DH12TR Three Axis Motion Detector Accelerometer, on board

rmware, and of course power management.
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The DWM1000 is an IEEE802.15.4-2011 UWB compliant wireless transceiver mod-
ule. This standard is a protocal architecture which consists of a physical layer (PHY) to
manage the channel, signal, and energy controls, and a medium access control (MAC)
which enables the transmission. The Nordic nRF52832 allows the beacon to be connected
to via BLE which proved to be quite important, because it allows a robot to communicate
messages to a beacon, recon gure it, or subscribe to messages from the beacon without
having to physically connect to it. The STMicroelectronics LIS2DH12TR Accelerome-
ter was tested, but was not used in this application. All the components integrated together
constitute a DWM1001 UWB module. It has a maximum update rate of 10 Hz, a max range
of 30 m, and a precision of 10 cm, according to Decawave. In general, it takes nanoseconds
to send a message via UWB, however 10 Hz is the frequency of update in this case. This is
due to the time for TWR implementation and range publishing. The ranges are always pub-
lished from the tag to the robot. A full kit of twelve DWM1001s constites one MDEK1001.

In Figure 2.1, three DWM1001s are shown. All pertinent speci cations and usage infor-
mation can be found in Decawave's user manual here [52], and their rmware application
programming interface (API) manual here [53]. The rmware in each DWM1001 is De-
cawave's positioning and networking stack (PANS). This is an architecture that links the
beacons together into a real-time location system (RTLS). Speci cally, it is an implemen-
tation of the TWR approach, along with two separate APIs: one through BLE and another
through the serial peripheral interface (SPI). Thus, there are many built in functions. De-
cawave intended their product to be used with their Android application, however that
would have been somewhat con ning and not customizable enough for a robotics applica-
tion without taking on the tremendous task of redesigning their rmware. A much simpler
option was to use Robot Operating System (ROS) [54], which is an open source collection
of middleware commonly used to control robots giving the programmer the freedom to op-

erate each and very subsystem as they wish.
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Figure 2.1: Shown is part of Decawave's MDEK1001, which was used in all experimenta-
tion of this work. The tag (black sticker) is connected via SPI through USB to the robot.

One anchor (blue sticker) is connected via BLE to the robot as indicated by the blue LED.
Another anchor (green sticker) is simply transmitting messages via UWB to the tag.

ROS creates a web of nodes connected by topics of which data is transferred through
from node to node. Thus, a middleware called the mdeker [55] was designed using
ROS to allow the robot to access and utilize the APIs via SPI or BLE. This allowed the robot
to gather the information needed for localization. It also allows for range measurements
to be easily recorded for the following evaluation. The evaluation consists of experiments
to characterize how the range measurements are affected by the height of the beacons with
respect to a metal surface, and experiments that characterize the reliability of the range
measurements as a robot moves within a UWB localization grid. With these tests, some
idea about the uncertainties and limitations of the equipment will be determined which will

be useful for localization.
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2.2 Surface Re ection Experiments

To evaluate the effects of varying the height of the UWB beacons, several experiments
were carried out over a metal surface, as well as over a grassy eld for comparison. The
experiments were at two different distances between the beacons: 5m and 10 m. Refer to
Figure 2.2 to see how the UWB beacons were set-up in the eld with a height of 30 cm from
the ground. This con guration was used as a datum for comparison with the metal plate
experiments, because it was assumed that being over the ground would result in a minimal
amount of re ection, and that 30 cm would be high enough to avoid interference with the
Fresnel zone. Recall the discussion of this problem in Chapter 1. Refer to Figure 2.3 to
see the set-up of the UWB beacons for the metal plate experiments which had the UWB
beacons at heights of 30cm, 15cm, and 5cm with respect to the plates at various times.
For each experiment, a tag collected samples of the range between itself and an anchor
for a long enough time period to construct a distribution of the range data. The following
analysis shows these distributions as histograms, along with a trend that was recognized,

and a table of their statistics.

Figure 2.2: Shown are two UWB beacons over the grass. The tag (front right) is connected
via SPI and transmitting to an anchor (red sticker).
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Figure 2.3: Shown are two UWB beacons over the metal plates. Again a tag and anchor
are transmitting UWB signals.

Starting the analysis with Figure 2.4, notice that at a height of 30 cm over the ground
compared to the same height over the metal, the distributions have relatively similar spreads
with all the values being concentrated within roughly +/- 6 cm, and with one main peak.
However, at this range of 5m, note that the distribution is a bit fuller over the grass. Next,
the beacons were spaced out further at 10 m to see if the range increase would affect the
result. In Figure 2.5, again the distributions produced by the beacons at a height of 30 cm
were compared, but with this farther range. Their distributions still look similar as the
previous experiment, however the spread of range values has nearly doubled for the distri-
bution over the metal. Also note that the one over the metal has become a bit more full, but
not as much as the one over the ground. With these results as a starting point, the bound-

aries were pushed a bit farther.
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Figure 2.4: A comparison of the UWB beacons transmitting over ground vs. metal at a
height of 30 cm with a range of 5m.

Figure 2.5: A comparison of the UWB beacons transmitting over ground vs. metal at a
height of 30 cm with a range of 10 m.
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Continuing with the closer range of 5 m, Figure 2.6 shows a side by side comparison
of the distributions created when the beacons were placed at a height of 15cm and 5cm
respectively from the metal plate. At 15cm, it still behaves similarly as before, however
at 5cm, the distribution clearly becomes problematic with many outliers, the largest being
at approximatley 40 cm away from the mean. To exacerbate the issue further, the same
experiment was done, but with a farther range of 10 m show in Figure 2.7. At this point
given that the distribution has become multimodal, it seems that the height boundary for

the UWB equipment with respect to the metal plate should be at 15 cm at least.

Figure 2.6: A comparison of the UWB beacons transmitting over metal at heights of 15cm
and 5cm with a range of 5m.
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Figure 2.7: A comparison of the UWB beacons transmitting over metal at heights of 15cm
and 5 cm with a range of 10 m.

To visualize all of the previous results as a trend, Figure 2.8 shows how the standard
deviation of the ranges turns out to be a function of height from the metal surface. Notice
how it approaches the ground datum as the height is increased. It also points out that at
some point between 15cm and 5cm, there is a great increase in potential error which is
most likely attributed by the interruption of the Fresnel zone. In table Table 2.1, the values

which characterize the distributions of these experiments are displayed.
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Figure 2.8: Shown are the trends for UWB transmission at two different ranges over metal
compared to the ground datum at varying heights.

Table 2.1: Statistical comparison of all metal re ection experiments.

Type Height (cm) Range (m) Samples Mean (m) Stdev. (cm)

Ground 30 5 212 4918 1.97
Metal 5 5 129 4.981 8.91
Metal 15 5 118 4,987 2.07
Metal 30 5 97 4,978 1.82

Ground 30 10 180 9.874 2.12
Metal 5 10 119 9.888 21.1
Metal 15 10 122 9.792 3.22
Metal 30 10 121 9.834 2.60
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2.3 Ultra-wideband Range Accuracy Experiments

To evaluate the effects that varying the range between UWB beacons has on the measure-
ments, several experiments were carried out. Recall that the beacons must be arranged in a
grid for multiple ranges to be used and a position to be determined. Thus, three differently
spaced UWB localization grids were set up in quadrilaterals spaced approximately at 10 m,
20 m, and 30 m, which are being called close, middle, and far respectively. A Turtlebot was
customized with a UWB tag and an RTK-GPS module attachments so that it could collect
measurements from both. The customized equipment can be seen in Figure 2.9. Notice
how the RTK-GPS is on top so that satellite signals are not blocked by anything, and the
UWB beacon has space below. Also the poles that hold up the platform are made of wood
SO as to minimize any multi-path effects that could arise from metal surface re ections.
Small stands were also made to hold the UWB beacons so they could be placed in a grid.
As mentioned previously, RTK-GPS is not suitable for the task of autonomous metal struc-
ture inspection, however these experiments were performed with dense satellite coverage
and minimal blockage from large structures. Therefore, given that its precision is within
millimeters in these conditions, it is viable for a ground truth comparison with UWB. The
experiments were carried out with standard open source drivers for the Turtlebot and for
the RTK-GPS. The custom made mdakver middleware was also used again to collect
four tag-to-anchor ranges at a time from the UWB localization grid. The RTK-GPS uses
two modules, one that is stationary on a tripod throughout the experiments, and another
that is attached to the object being tracked. After the stands that compose the UWB grid
were in place, the RTK-GPS tracking module was rst used to lock in their ground truth
positions. Then, it was placed on-top of the Turtlebot. Thus, the RTK-GPS measurements
are taken as the calculation of the Euclidean distances between each anchor and the tag
position at any given time. The Turtlebot was controlled via Wi- from a eld laptop and

driven around a parking lot, as shown here Figure 2.10.
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Figure 2.9: A Turtlebot equipped with a UWB localization grid and an RTK-GPS.

Figure 2.10: The Turtlebot is ready to drive around at Georgia Tech Lorraine while collect-
ing UWB and RTK-GPS measurements.
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By comparing how the ranges respond under close and middle grid spacing, one can
further characterize the uncertainties that are to be expected while using UWB localization
outdoors. In the following gures, each data point represents a reading by the RTK-GPS.
The error is calculated as the magnitude of the difference between the range according
to the RTK-GPS and the range according to a UWB beacon measured from an anchor to
the tag. The ranges from each anchor were evaluated separately starting with Figure 2.11
which shows the error in Range 1 froki to the robot for close and middle spacing. Notice
how with close spacing, Range 1 experiences error that is on average about 10 cm, which is
consistent with Decawave's claims. However, when pushing the spacing out a bit farther,
Range 1 experienced a sharp peak in error at one point up to 1.4 m. This highlights the
unpredictability of UWB technology, and these types of error will need to be accounted for

in the future by pre- Itering when necessary.

Figure 2.11: Shown are two different UWB grids with close (left) and middle (right) spac-
ing respectively denoted by the anchofg.(The robot has driven on a random path inside
each grid. The error in Range 1 at each point is indicated by the colorbar.
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Now, by taking a look at Range 2 in Figure 2.12, notice that with close spacing, Range
2 also had a moment where the error spiked, however it was not as drastic in that it was
only off by 0.4m. This is still quite a signi cant amount. In fact, with middle spacing,
Range 2 was consistently higher, which can be seen in the light blue tint of the path. Also,
note that as Range 2 surpassed the 10 m range, the error jumped higher. By taking a look
at Figure 2.13, one can also see consistently higher errors up to 0.3 m for Range 3, even
with close spacing. However, the path was a bit farther away #@compared to the
others. With middle spacing, as Range 3 increased up to 15 m, the error became very high,
so much so that it would be unusable. Thus, some idea about the limitations are starting
to form for UWB being used in outdoor applications and the many unpredictable, uncon-

trolled variables that are therein.

Figure 2.12: Shown are two different UWB grids with close (left) and middle (right) spac-
ing respectively denoted by the anchofg.(The robot has driven on a random path inside
each grid. The error in Range 2 at each point is indicated by the colorbar.
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Figure 2.13: Shown are two different UWB grids with close (left) and middle (right) spac-
ing respectively denoted by the anchot9.(The robot has driven on a random path inside
each grid. The error in Range 3 at each point is indicated by the colorbar.

Continuing with the nal range in Figure 2.14. The results seems to verify the key
points mentioned in the previous gures. Note that with close spacing, the error is fairly
consistently just over 20cm. Notice that with middle spacing, the segment of the path
which was closer to the anchor showed less error, but after the range surpassed approxi-
matley 10 m, the error increased further. With each range considered separately, recall in
Chapter 1 the discussion of trilateration, that one could imagine a sphere centered at each
anchor with a radius equal to the range from that anchor to the tag. Thus, the intersection of
the circles would be the position of the tag. By adding the error to the ranges, the position
of the tag will actually lie within a region of overlapping circles, which could be thought
of as an area of uncertainty. Thus, by averaging the error of all four ranges for each point,
one can start to characterize the size of this region. In Figure 2.15, one can see that with
close spacing, this region is going to have a radius of roughly 20 cm around the tag, and

with middle spacing, this region will be a little bit larger than that at certain points.
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Figure 2.14: Shown are two different UWB grids with close (left) and middle (right) spac-
ing respectively denoted by the anchot9.(The robot has driven on a random path inside
each grid. The error in Range 4 at each point is indicated by the colorbar.

Figure 2.15: Shown are two different UWB grids with close (left) and middle (right) spac-
ing respectively denoted by the anchohg.(The robot has driven on a random path inside
each grid. The average error of the four ranges at each point is indicated by the colorbar.
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Finally to push the equipment to the limit, anchors three and four were moved to about
40m, as shown in Figure 2.16. Note that Range 3 and Range 4 are not shown because
they failed to register due to the far distance. Ranges 1 and 2 showed similar errors as in
the previous experiments, however at the nal measurements shown which occurred near
the middle of the grid, the measurements stopped updating and locked into a xed value
of 19.5m. This was in fact the farthest distance that the beacons were able to record in
this environment during these experiments. With these results so far, a soft limit where
the range becomes a bit more unpredictable and a hard limit where the ranges fail to be

received have been determined.

Figure 2.16: Shown is the error in Range 1 (left) and Range 2 (right) with far spacing
denoted by the anchoré\]. The robot has driven on a random path inside the grid. The
error in each range is shown by the colorbars respectively.
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