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SUMMARY

With the strong growth in e-commerce and distribution volume comes a demand for

more ef�cient logistics infrastructure to support the development. Thus, third-party logis-

tics service providers (3PLs) are facing increased demands for their services. This thesis

focuses on the application of analytics-based, data-driven approaches to improve 3PL's

service offerings.

In chapter 2, we introduce a capacity decision-making framework for 3PLs to dynam-

ically manage its assets. We address the three layers of analytics: descriptive, predictive,

and prescriptive analytics and show how a 3PL can implement these to transform into a

proactive hyperconnected logistics player.

In chapter 3, we introduce the demand and capacity management problem that cold-

chain logistics player face when operating temperature-controlled warehouses. At each

time step, the 3PL decides whether to change the temperature of their storing rooms (ca-

pacity management) and whether to accept or reject an incoming customer request for

temperature controlled space (demand management). We show that optimal solutions are

not feasible for the problem size and introduce data-driven rollout-based algorithms that

outperform greedy heuristics.

In chapter 4, we discuss the development of a simulation model that allows a deeper

understanding of the trade-off between order consolidation and timely order ful�llment

in multi-order picking systems in warehouses. We propose a domain informed, regret-

based threshold policy that addresses the trade-off and compare its performance to greedy

heuristics.

xiv



CHAPTER 1

INTRODUCTION

1.1 Logistics Service Providers

As the name suggests, logistics service providers offer logistics services to their customers.

Logistics service providers are also called third-party logistics providers, or 3PL for short.

They build the backbone of many industries and have an impact on our day-to-day life

through transporting and warehousing groceries, medicine, and all other goods. During the

COVID-19 pandemic which started in 2020, many consumers faced supply chain disrup-

tions when suddenly supermarket shelves were not always �lled and appreciated for the

�rst time the importance of logistics and supply chain. 3PLs are a big driver of the econ-

omy. The global market for third-party logistics was valued at USD 956.80 billion in 2021

and is expected to expand at a compound annual growth rate (CAGR) of 8.6% from 2022

to 2030 [1].

Many of the 3PL companies are known to end-consumers, such as UPS and DHL;

but most of 3PLs are not commonly known, even though many products that we use on a

daily basis �ow through their logistics networks. 3PL services are not limited to general

distribution and simple warehousing. Some 3PLs perform specialized services, such as

temperature-controlled warehousing or tyre logistics.

1.1.1 Serviceofferings

For many companies, logistics might not be their core competency, so they happily hand the

task over to a third party. Automotive, fashion, consumer goods, cruise, and e-commerce

companies are some examples of customers of 3PL service providers. Typically, they con-

tract a 3PL to lower cost by leveraging the 3PL's network and reduce their own back of�ce.
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Engaging a third party allows the company to easily scale their business as they are not

limited by their own logistics capacity, similar to why companies buy cloud computing

services rather than building their own data centers.

3PLs offer a variety of services along the supply chain to support their customers'

distribution and warehousing needs. They transport raw materials to factories, offer ware-

housing services, operate cross docks, and manage their customers' inventory. In many

cases, a 3PL will house multiple customers under the same warehouse. This is referred to

asmulti-tenancy warehousing. 3PLs often also offer Value Added Services (VAS) such as

kitting, picking, labeling, or packing. Some 3PL also offer special VAS such as blast freez-

ing to freeze products, or ripening fruits such as bananas in atmosphere controlled ripening

rooms. Given the wide array and complexity of services provided, a 3PL is typically con-

nected to the customer's IT system for seamless processes.

1.1.2 Third-partylogisticsprovider(3PL)vs. fourth-partylogisticsprovider(4PL)

3PLs are engaged as a third party to provide transportation, warehousing, and other ser-

vices. They are the third party in addition to the buyer of logistics services and their cus-

tomers. For example, a potato producer sells goods to their customer, a grocery chain.

Rather than transporting the goods themselves, or asking the grocery company to pick

them up, they engage a 3PL to provide transportation.

The other relevant logistics provider is a fourth-party logistics provider. Fourth-party

logistics provider or 4PL refers to a company that offers logistics services without owning

any assets themselves, unlike 3PL that own their own truck �eet, and/ or warehouse net-

work. 4PL are supply chain integrators and offer their customers all logistics services by

managing the logistics services provided by logistics companies that offer the necessary

assets. They often abstract everything away for their customers and are the single point of

contact for the hiring company. When using a 4PL, a company completely outsources their

logistics, including the logistics strategy, operations and support.

2



While considering further extensions of 3PL and 4PL is fertile ground for intriguing

academic exercises, we shall restrict our considerations to 3PL and 4PL, for which the

economics and logistics rationale lies on �rmer footing.

1.1.3 Problemspace

Academic work often focuses on the selection of, and integration with a 3PL [2], [3],

environmental sustainability [4], [5], and innovation management [6] at 3PLs. Selecting

an appropriate 3PL is a multi-criteria decision-making problem that often involves hard to

quantify criteria. More recently, there has been an increase in literature on the impact of

e-commerce on logistics systems [7].

Figure 1.1: Problem space at third-party logistics providers (3PL), with examples for each
dimension

Rather than considering the problem from the point of view of a customer trying to �nd

the best logistics service provider or trying to best integrate with one, in this work we are

3



concerned with the problems and the decisions 3PLs are confronted with. We aim to build

frameworks and algorithms for 3PLs to improve their service offerings to their customers

while maximizing revenue for themselves. In this section we discuss the problem space at

a 3PL.

Our model of the 3PL problem space is concerned with three planning horizons: op-

erational, tactical, and strategic. Operational decisions have an immediate impact and are

made in real-time. There are many decisions to be made per period and the periods have

very short lengths such as seconds or minutes. Typically, operational decisions have a

low economic impact per decision but carry importance because of the high volume of

decisions. For example, an e-commerce company needs to constantly decide from which

warehouse to ful�ll a customer's order. On the other side of the spectrum are strategic

decisions such as the location of a new ful�llment center. These decisions have an impact

over the next �ve to ten years or longer and are typically associated with a high investment

and/or economic impact. Few strategic decisions are made in a single period and periods

often last months or even years. Tactical decisions lie between operational and strategic

decisions or problems. They often have an impact on the upcoming day or week and have

a medium economical impact.

Decisions are made at different levels of the supply chain. The facility level refers to

four walls of a single warehouse or room in a warehouse. A campus is a combination

of multiple rooms in a warehouse or multiple warehouses that can be distributed over a

small geographical region such as a city. The network refers to the 3PL's own network.

For example, this could be a 3PL's network consisting of a hundred warehouses in North

America. Beyond that, is the hyperconnected network of customers, partners, and different

supply chain players. Refer to Figure 1.1 for the full model and examples of decisions to

be made at each of the described levels.

4



1.2 Dynamic Decision Making

In this thesis we are concerned with dynamic decision-making problems that a 3PL faces.

In many cases, decisions are made repeatedly and sequentially over a �nite horizon. The

result of one decision impacts the environment based on which the next decision is made.

Thus, the decisions interact with each other. Because of the underlying uncertainty, such

as in the demand, the agent needs to be able to dynamically adjust their decision.

Many research �elds are concerned with ideas around dynamic decision-making, such

as (approximate) dynamic programming [8], optimal control [9], and reinforcement learn-

ing [10], [11]. In the following, we use the language prevalent in reinforcement learning.

Reinforcement learning is concerned with learning how to perform sequential decisions

in an environment to maximize reward. The reward is given to the agent based on the taken

action. As the agent interacts with the environment and receives reward signals, they learn

and improve their decision-making. The decision-making is based on a policy which maps

a current state of the environment to an action. Note that the action taken at a certain period

can have an effect on a later period. The agent aims to learn the immediate and future

effects of their actions in order to maximize total reward over the decision-making horizon.

For example, in the worker allocation problem in a facility, the goal is to assign workers

to tasks so that the throughput of the facility is maximised, and cycle times and number

of required workers is minimized. Workers are assigned to a task based on the current

warehouse state. After the assignment, the reward (e.g. throughput) in that time period

indicates how good that particular assignment decision was. If the throughput was high,

the decision was good, and the action is reinforced through the positive feedback. If, on the

other hand, the throughput was low, the feedback is seen as an indicator that the decision

was not good.

5



1.2.1 MarkovDecisionProcess

A dynamic sequential decision making problem can be formalized as a Markov Decision

Process. A Markov Decision Process is de�ned by a discrete state spaceS = f 1; 2; : : : ; jSjg,

a set of actionsA , a reward or cost functionR(s; a) for a states and actiona, and a transi-

tion matrixPs;a(s0) that provides the probability of moving to a states0 2 S given an action

a 2 A and a states 2 S. Finally, let � : S 7! A be the mapping from state to action, also

referred to as the policy, and let� be the set of all possible policies.

In each time step, an action is taken. After the action has been executed, a new state

is observed and the reward is collected. In Markov Decision Processes, given the current

state and action, the next state does not depend on the past. The next action is then chosen

based on the new state and the process repeats itself. Given a planning horizonT, we de�ne

the total reward collected over the �nite planning horizon as:
TP

t=0
R(st ; at ). The goal of the

learner is to search and �nd a policy� 2 � which maximises the total reward. We are

speci�cally interested in maximising the expected total reward. This can be characterized

by the value functionv� (s0), which tells us the value of policy� given an initial states0.

The value function is de�ned as

v� (s0) = E

"
TX

t=0

Rt (st ; � (st ))
�
�
� s0

#

:

This value function follows the necessary condition for optimality called Bellman Equation

and is a recursion of expected rewards. At any statest 2 S and the optimal policy, the

respective Bellman optimality equation is

v(st ) = max
at

f Rt (st ; at ) + E[v(st+1 )]g ; 8st

where the transition probability matrix is folded into the expectation of the equation. To

maximize the expected total reward, we need to solve the Bellman equation. For suf�-
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ciently small action and state spaces, a dynamic programming approach such as backward

induction can be used to solve the equation. The larger the state space grows, the harder it

is to solve this equation because it is no longer tractable to iterate through the state space.

This is commonly called the curse of dimensionality. To this end, we propose approxima-

tion algorithms and heuristics to solve some of the problems a 3PL faces.

1.3 Contribution

In chapter 2, we introduce an analytics-based framework for 3PLs to build their capability

in data-driven logistics capacity management. The framework addresses the three layers of

analytics: descriptive analytics, predictive analytics, and prescriptive analytics. For each

layer we show outcome orientated activities that the 3PL can take to improve their capacity

management. We highlight the difference between the data-driven foundation of descriptive

analytics and the model based foundation of prescriptive analytics. Prescriptive analytics

refers to advanced analytics and decision-making with data. It is the type of analytics that

is leveraged in chapter 3 and chapter 4 of this thesis.

We give a detailed presentation of the implementation of the framework at a major

3PL in the second half of chapter 2. For each layer we present the implemented module

and the challenges that arise during the implementation of the theoretical framework in the

real world. We offer a detailed description of the technical implementation. We conclude

the chapter on a set of three impact assessment. Chapter 2 was partially published in the

proceedings of the International Physical Internet Conference (IPIC) in 2020.

In the following two chapters, we closely study prescriptive analytics techniques ap-

plied to different levels of the supply chain, starting on a campus level and moving towards

the facility level. We analyse decision-making problems and propose data-driven solution

approaches.

Chapter 3 addresses the tactical decisions a 3PL needs to take when offering temperature-

controlled warehouse capacity to their customers. The 3PL can accept and reject incoming
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customer requests, and change the temperature of rooms in the warehouse. We propose

algorithms that approximate the value of feasible actions based on post-decision rollouts

and compare them to a hindsight information based linear program solution and the perfor-

mance of a greedy algorithm. We perform extensive experiments on instances with differ-

ent capacity settings and revenue structures. In all experiments, our method performs better

than the greedy approach, in which all feasible customer requests are accepted. The most

industry relevant is the under-capacitated setting when there is more demand than available

capacity. At this setting a 3PL needs to carefully address the trade-off between accept-

ing requests now and keeping capacity for future lucrative requests. Our rollout-method

improves over greedy by up to over 20% in the under-capacitated setting.

In chapter 4, we discuss the development of a simulation model that allows a deeper

understanding of batching decisions to address the trade-off between order consolidation

and timely order ful�llment in multi-order picking systems as part of omni-channel retail

operations. Based on the current warehouse state, a store employee needs to either start

walking to pick orders associated with a pick tour or wait another time period while work-

ing on different tasks to potentially take advantage of a batching effect. The environment is

characterized by heterogeneous order-to-service times. The user of the simulation program

has the ability to set a plethora of warehouse parameters and order parameters. Through

the warehouse layout, the warehouse size, distances, and tour set-up times are set. The

model allows for peaks that have an increased order arrival probability. It also allows for

priority orders that demand a different order-to-service time, because of premium customer

associated with the order. We develop a domain informed, regret-based threshold policy

that addresses the trade-off and compare its performance to greedy heuristics.

In chapter 5, we summarize the research �ndings of this PhD thesis, explain the contri-

butions and weaknesses of the conducted research and propose potential future research.
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CHAPTER 2

ANALYTICS FRAMEWORK FOR LOGISTICS SERVICE PROVIDERS

2.1 Introduction

The traditional third-party logistics provider (3PL) has long-term contracts with its cus-

tomers, negotiated when existing contract terms come to an end, and when aspiring to sign

new customers. This 3PL is very asset intensive, reaping revenues from owning assets

and offering them to their customers for a �xed and typically long period of time. This

traditional 3PL is well adapted to the world of past decades. Indeed, in a world that is

only slowly changing, this traditional 3PL can be successful through its double focus on

long-term selling and planning from one side, and on steady operational excellence from

the other side.

Today however, the world is ever more characterized by volatility, uncertainty, com-

plexity and ambiguity (VUCA, [12]). In the logistics environment, VUCA's volatility and

uncertainty induce a highly competitive market with companies having products with short

product life cycles and many promotions [13], which then translates into high �uctuations

in demand for logistic services and capacity. As depicted in Figure 2.1a, these �uctua-

tions result in situations where warehouses face a risk of over�owing, or capacity becomes

available and remains unused, calling for improved capacity management.

VUCA's complexity is notably induced by the increasing product portfolio of clients

and the increased pressure for reliable timeliness, resulting in a higher number of individual

SKUs (stock keeping units) to be managed by warehouses in a fast-pace, often omnichan-

nel context. This creates a high pressure environment for competitiveness, ef�ciency and

sustainability for all logistics companies, and thus for logistics service provider. To become

an advanced player in this context, the company needs to be able to dynamically manage its
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assets, countering the VUCA world with vision, understanding, clarity and agility so that it

can reduce and manage risks, exploit available capacity, and develop capacity options (e.g.

Figure 2.1b). It can do so by adopting the hyperconnected paradigm through the Physical

Internet ([14], [15], [16], [17]), with more dynamic and open interconnection with clients

on one side, and with other logistics web players on the other side. Client interconnectivity

enables higher information and communication capabilities, and dynamic elaboration of

win-win service and capacity offers. Logistics player interconnectivity enables to enhance

the services and capacity options that can be leveraged to smartly ful�ll client needs.

(a) Impact of demand volatility on ware-
house capacity

(b) Successfully managed demand volatility

Figure 2.1: Demand volatility impacts: unaddressed (a) and successfully managed (b)

Becoming an advanced hyperconnected logistics service provider in the VUCA Physi-

cal Internet world requires a full transformation along many threads. Our contribution lies

in one of these required threads: the ability to manage 3PL capacity in a smart, dynamic,

hyperconnected way. As a key enabler for this transformation, we hereafter propose a

three-layer decision-making framework that includes a descriptive layer, a predictive layer

and a prescriptive layer. We argue that implementing and leveraging this analytics-based

framework to build 3PL capability in logistics capacity management is a necessary step

towards thriving in a VUCA Physical Internet world.
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2.2 Literature Review

Third-party logistics provider have an increasingly important role in today's supply chains,

becoming the core orchestrator of many companies' supply chains. They therefore face a

need to improve their ef�ciency and effectiveness ([18]). Despite these developments, to

the best of our knowledge, there is no research focusing on capacity management for lo-

gistics service providers and their facilities. Research concerning 3PLs is often (1) written

from the point of view of other industry companies that are looking to use the services of

3PLs, (2) analyzing 3PL market development, or (3) analyzing the competitiveness of lo-

gistics providers. While these are observational studies, they fall short of proposing frame-

works for 3PLs to work with. Hertz and Alfredsson ([19]) analyse the development of

companies that enter the �eld of 3PL business from being integrators, standard shipping

�rms or traditional brokers. Marchet et al. ([20]) �nd that while 3PLs operate in a compet-

itive market, only 25% of 3PLs are at the technical ef�ciency frontier and only 10% have

innovative processes.

The notion of descriptive, predictive and prescriptive analytics has been discussed in

the world of business analytics and in the context of supply chain analytics. Souza ([21])

notably showcases that analytics is not new in supply chain management and that with the

increasing amount of data available, opportunities for the application of analytics increase.

The research that is most related to our framework is the framework developed by Hahn and

Packowski ([22]) for supply chain management. Their framework associates descriptive,

predicative, and prescriptive analytic approach with types of use cases and methodological

requirements from a business perspective, and with decision support systems concepts and

formal types of IT systems from an information technology perspective.

Their four use case types are monitor-and-navigate, sense-and-respond, predict-and-act,

and plan-and-optimize. The use cases are associated by pairs to methodologies, respec-

tively: monitoring and reporting, data modeling and mining, forecasting and simulation,
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strategic and operational planning. Descriptive analytics is mainly data-driven and rely-

ing on systems such as Enterprise Resource Planning (ERP) systems, expert systems, and

business intelligence (BI) systems. Prescriptive analytics is mainly model driven, enabled

by advanced planning systems (APS). Predictive analytics stands between them, borrowing

from both model and data-driven concepts, and relying on APS, BI, and expert systems.

Borrowing from Hahn and Packowski ([22]), we adapt it to address the speci�c chal-

lenges of hyperconnected 3PLs and expand it to encompass the activities related to manag-

ing capacity in multi-tenant 3PL facilities.

2.3 Traditional 3PL vs Hyperconnected 3PL

In general, 3PLs may provide a variety of services to their customers, notably transporta-

tion, forwarding, warehousing, and value-added services (VAS) such as relabeling/ repack-

aging, assembly/ installation, and blast freezing. Here, we focus on 3PLs that own or lease,

and operate, deep storage warehouses, distribution centers as well as ful�llment centers.

The customers of these 3PLs are producers, distributors, and/or retailers (brick-and-mortar,

e-commerce, and omnichannel). So, some of the customers are upstream in the supply

chain while others are downstream. Traditionally, these 3PLs sign contracts with larger

customers that tend to be long-term agreements that are renegotiated every three to �ve

years. They often serve smaller customers on an as-needed basis, accommodating their

small �ow and storage of pallets and cases. Naturally, this leads to multi-tenant warehouse

environments where multiple customers share one facility of the 3PL. The multi-tenant

characteristic is the critical complexity factor justifying the emphasis on smart capacity

management capabilities addressed in this paper. Each customer has unique dynamic pat-

terns relative to their inbound �ow, storage needs, and outbound �ow. The sum of these

multiple customer-speci�c patterns can create signi�cant disruptions, some positive, some

negative, and some potentially both, yet all have to be addressed. Relative to disruptions,

consider for example a case where it becomes clear that a major customer tenant of a 3PL
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is to use signi�cantly less storage space and throughput capacity than allowed in its con-

tract, such as illustrated in Figure 2.1b. Normally, its contract has it pay for the storage

space, whether or not it uses that space, yet it is to be charged for operational inbound and

outbound activities only if these actually occur. Negatively, this means that the 3PL is to

have less revenues from that client, a fact attenuated somewhat as this client will require

less resources to serve it, and thus induce less costs. Positively, this can be smartly turned

into an opportunity if the 3PL recognizes the situation fast enough and is capable of offer-

ing the time-window-speci�c extra availability of space and throughput capacity to other

customers, in a win-win mode for the customer tenant at the source of this opportunity.

Relative to risks needing to be managed, consider over�ows as an example. Over�ows

happen when 3PLs, similarly as airlines with passengers, book more �ow and storage than

they are capable of dealing with concurrently, betting on the stochasticity to smooth re-

quirements, or simply due to them not having planned their capacity commitments cor-

rectly. Over�ows create havoc as excessive concurrent truck arrivals and excessive total

goods inventory in a warehouse cause serious productivity disruptions with lack of avail-

able docks, too many trucks and trailers waiting in the yard and beyond, almost no available

storage bays, overspill of stock in aisles, and huge congestion due to high �ow intensity and

disrupted aisles, potentially leading to an ultimate complete operational deadlock. Risks

of over�owing need to be managed smartly. Indeed, 3PLs usually like tenants to use their

allotted capacity at a high level inducing lucrative high inbound and outbound operations

and revenues. Yet, when most tenants use near their maximal contractually allotted capac-

ity, and some going overboard, there is signi�cant risk of overpassing a threshold leading

into over�ow and deadlock. This risk and reward trade-off needs to be carefully managed.

A hyperconnected 3PL is to face the same challenges as traditional 3PLs, yet with

higher intensity and dexterity. Let us consider �rst the intensity perspective. In the Physical
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Internet, the clients of logistics service providers aim to seamlessly and dynamically deploy

their products in a way enabling them to offer their customers fast, cheap, convenient, and

reliable ful�llment services. They want to be able to shift products to locations best �tting

the swiftly-changing market patterns, and to do so in an ef�cient and economical way. This

leads them to request shorter and/or more �exible contracts with less restrictive commit-

ments blocking them from their aspirations toward best serving their customers. Also, the

Physical Internet openly interconnects logistics networks, which induces each node of the

overall logistics web to be prepared to deal with more customers, as long as they respect and

use the standardized protocols, interfaces and modular encapsulation. This means poten-

tially more contracts of shorter duration with more distinct clients. Overall, this heightens

the intensity of the capacity management challenges, requiring 3PLs to act according to a

higher clock speed, and with more agility, adaptability, and resilience.

Let us now consider the dexterity perspective. In the Physical Internet, logistics ser-

vice providers are to be interconnected much more and better on multiple layers, including

physical, digital, operational, transactional, legal, and personal layers, with clients and

other logistic service providers. This interconnection is not to be achieved solely through

long-term contracts, alliances, and consortia, but rather through accepting to act according

to standardized protocols, leveraging standardized interfaces notably embedded in digital

platforms and marketplaces, and using standardized modular containers across industries

and across territories. The hyperconnected 3PLs are notably to exchange operational and

transactional data on a much faster and intense pace with their clients and other logistics

service providers used by their clients and/or offering capacity options leverageable for

dealing with dynamic surges in capacity requirements. Exchanging plans and forecasts

with clients, focused on their intersection space, is to be customary, enabling both to best

anticipate and respond to forthcoming certain and uncertain changes. The same goes �rst,

amongst the facilities and business units of a single logistics provider, and second, between
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hyperconnected logistics service providers. Each provider becomes a source of capacity

options for the others, and everyone is part of the multi-service-provider supply web of

multiple clients, having to interact to ensure smooth, seamless, and ef�cient overall per-

formance. Overall this heightens the required dexterity of logistics service providers in

meeting capacity management challenges, equipped with interconnected smart tools, and

trained to think, plan and act in the Physical Internet to achieve the necessary ef�ciency,

agility, adaptability, and resilience.

The combination of heightened intensity and dexterity puts signi�cant pressure on rais-

ing the capabilities of 3PLs for managing their capacity in a much more proactive way,

fed by data from interconnected sources within their own organization and with interacting

clients and other logistics providers, through direct links or platforms. As a contribution

to this quest, the framework introduced in this chapter guides the development of decision

support technologies and processes for hyperconnected 3PL capacity management.

2.4 Data-driven Capacity Management Decision-making Framework

The decision-making framework, depicted in Figure 2.2, links three components: the type

of analytics approach, namely descriptive, predictive, and prescriptive; the key groups of

outcome-oriented activities; and the data-driven and/or model-based foundations. Each

analytics approach is linked to a set of outcome-oriented activities, and each of these is

calibrated in terms of its relative reliance on data-driven vs model-based foundations.

The decision-making framework has three layers of analytics approaches: the descrip-

tive layer, the predictive layer and the prescriptive layer. This is line with the works of

[22], and as described in the landmark work of [23] in the update to their work from 2007

that introduced business analytics. Some analytics professionals also argue that a fourth

layer should be explicitly identi�ed, that is diagnostic analytics, referring to the analysis
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Figure 2.2: Data-driven Model-based Logistics Provider Capacity Management Frame-
work

of why something happened (e.g. [24]). In the framework, even though we recognize

the importance of diagnostic analysis, we have not made it a fourth layer, but rather in-

corporated analytical diagnosis in each of the analytical layers. To predict future activity

successfully (predictive layer), one needs to be aware of the underlying factors that result

in certain activities. At the descriptive layer, the reason for certain �ow activities are a

result of market movement. To understand the why of certain �ows, market factors are

therefore incorporated into the descriptive layer. For example, during the initial impact of

the COVID-19 pandemic in the USA, for the American 3PL storage usage changed. Some

customers saw increased inventory, while others saw decreasing inventory not being able

to keep up with the market. In the descriptive layer, it is not only suf�cient to highlight the

shifts of inventory, it is also important to help diagnose why these happening. Overall, in

this example, the COVID-19 crisis is a root cause, yet it must help to understand why some

activities climbed while others went down, here notably linking with increasing demand

on the market for essential products, and decreasing capacity in COVID-19 affected supply

chains. Seeking to raise alerts and to identify causes is at the core of the framework, at the

three analytics layers.

We hereafter describe the framework further by focusing on each of the three analyt-
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ics layers and their outcome-oriented activities. Each layer concerns three aspects of the

capacity management task: the market, the customer and its own network. We empha-

size how the layers combine to allow an effective management of storage and throughput

capacity in 3PLs' facilities.

2.4.1 Descriptivelayer

The descriptive layer allows monitoring of the current activity of the overall market, of the

facility network and at the level of an individual warehouse. It offers near real-time insights

and visibility across its network to decision-makers. It is in line with the well-recognized

importance of visibility as a core attribute of 3PLs, along being a neutral arbitrator and

collaborator ([18]).

On a facility level, the descriptive layer must let a decision-maker see the current storage

and throughput capacity available, current throughput demand, storage demand but also

customer service level. More importantly, it should allow to highlight the usage of this

capacity per combinations of warehouses and customers. Questions such as “How much

capacity does Customer X currently use in our facilities?” should be easily answered overall

and per facility.

Relative to monitoring capability, the descriptive layer should also allow a 3PL decision-

maker to look at the historical development of the activities in speci�c facilities. In addition

to usage, the descriptive layer should offer visibility over �ows in the network: storage, in-

bound and outbound �ows have to be monitored, and tracing should be kept over time.

Lastly, a fully implemented descriptive layer also allows visibility into the general 3PL

market, customer activities and current contracts. Since this last aspect depends on outside

information, it is harder to implement in the early Physical Internet phases and thus, the

initial focus of 3PLs is expected to be within the 3PL organization, and then gradually

evolve to encompass this wide-angle out-of-the-box visibility.

Monitoring, analyzing, diagnosing, and synthesizing the current and historical activities
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provide the decision-maker facts, insights, intuition about the state of the activities and how

they generally behave. Monitoring facts, states, and events is clearly data-driven. Analysis

is fed by the monitored data, yet is often sustained by some high-level descriptive model to

structure the approach. Diagnosis builds on monitoring and analysis, being strongly data-

driven, yet often builds upon rule-based models and cause-and-effects models. Synthesis

builds on monitoring, analysis and diagnosis, and is mostly still relying on human-centric

skills combining reasoning, mental models, intuition, and discussions.

When attempting to move forward and decide on future actions, descriptive analytics

sets the stage, yet it becomes critical to understand and project future capabilities and ca-

pacities, which is the focus of the predictive layer of the framework.

2.4.2 Predictivelayer

The predictive layer aims to offer reliable forecasts of forthcoming capacity and through-

put demand and as a result capacity utilization, future service levels, and �ows throughout

the network. For prediction purposes, this layer builds upon hybrid time-series forecasting

methods ([25]) based on traditional methods such as ARIMA and machine learning tech-

niques ([26]) such as neural networks. At the predictive layer, the power of the Physical In-

ternet comes increasingly into play. Through hyperconnectivity with its customers, the 3PL

may gain access to their current demand and/or supply logs and predictions. These predic-

tions can include the customers' production plan and potentially privacy-protected point-

of-sale (POS) data that it receives from its retailers, or the equivalent from e-commerce

websites. This source offers richer data than the data generated internally by the 3PL,

which represents solely its own history. In the predictive layer, the forecasts from the 3PL

and the forecasts from the customer should then be ensembled into an overall forecast as

depicted in Figure 2.3.

Such ensembled forecasts, generated by combining several forecasts, have long been

known to have the potential for better accuracy (e.g. [27]) and have become a core part
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Figure 2.3: Possible information �ow in predictive layer

of the �elds of ensemble learning and statistical learning ([28]). In our initial experiments

at the 3PL, ensembled forecasts have shown to have a higher accuracy, resulting in lower

forecast errors compared to forecast based on internal data only.

Strengthened by the hyperconnectivity and the customers' forecasts, the predictive layer

then should project expected future warehouse activity while explicitly recognizing the

uncertainty in its prediction. It is important to note that it is usually impossible to reach

100% accuracy in predictions and it is thus important for the decision-maker to understand

the accuracy reliability of a forecast. To support this understanding, uncertainties should

be clearly exposed by the descriptive layer through prediction intervals, such as X% lower

bound, most probable, and X% upper bound. As X climbs to higher levels, such as 99.9%,

the prediction interval gets wider. It usually also gets higher as the future horizon covering

the prediction is farther away (e.g. for tomorrow, next Monday, Thanksgiving) and usually

gets relatively smaller with higher aggregation (for a speci�c day vs a week or a month).

Explicitly acknowledging uncertainty and prediction accuracy is fundamental to assess the

forthcoming future correctly and to enable well-informed decision making.
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2.4.3 Prescriptivelayer

The prescriptive layer aims to offer decision facilitation capability. It builds upon the de-

scriptive layer and the predictive layer, and enables decisions based upon the output of

these layers. It is the �nal layer in the framework and offers the 3PL support in decisions

concerning the market, the network and individual facilities. Activities such as accepting,

rejecting and seeking customers and new contracting opportunities that fall into the area

of business development are supported through the information available in the descriptive

layer. It also helps to assign customers to facilities within the 3PL's network and can sug-

gest potential assignment adaptations. In addition to these strategic and tactical activities

concerning the customers, the prescriptive layer can also suggest adaptations of the �ow,

throughput and capacity of facilities in the network (as seen in Figure 2.2).

The prescriptive layer should help the 3PL to plan for future growth and contraction.

Future growth of a customer might expand beyond the capacity available at a facility. To

preclude related service failure, the 3PL can act proactively with the support of the pre-

scriptive layer. It could for example reassign this customer to a facility that allows for this

growth or move another customer to a suitable facility. To onboard a new customer into

the 3PL's network, the planning ability of the prescriptive layer should offer an analysis of

suitable facilities. It will conduct a feasibility analysis based on storage capacity, through-

put capacity and the availability of other necessary services such as the capability to handle

a speci�c type of product.

The prescriptive layer should be able to support more complex capacity planning, en-

compassing multiple clients over multiple sites. Figure 2.4 provides a simple yet realistic

example of such dynamic planning. On the left side are provided the storage capacity re-

quirement predictions for clients using two facilities in the 3PL's network. In a logistic

campus, buildings A and B each currently host three distinct customers. Building A is

projected to over�ow as capacity requirements from client C are to climb, while building B

is projected to be gradually less utilized, mostly related to declining capacity requirements
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from client F. Smart planning through the prescriptive layer has led to a reshuf�ing plan

with clients D and E shifted to building A, and client C shifted to building B, resulting in

smoothing the capacity requirements over the two buildings and avoiding both over�ow

and underusage, as depicted on the right side of Figure 2.4.

Figure 2.4: Example of reshuf�ing suggestion in the prescriptive layer addressing storage
capacity

The prescriptive layer can to a degree offer decision automation capability, in the line

autonomous analytics as proposed by [23]. Some decisions can be taken by software agent,

without direct human intervention beyond setting the agent's rules and methods, especially

those requiring fast response time and taken repetitively over many instances. For most

of the higher-impact, more strategic decisions, the prescriptive layer is rather to provide

support to human decision-makers. For example software agents can make recommen-

dations and assessing their impact according to multiple metrics, notably through simula-
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tion, optimization, and machine learning based methodologies, and then letting the human

decision-maker at the 3PL reject, accept, or modify them.

2.5 Application of the framework at a 3PL

In the following section, we offer a deeper insight into the application of the framework at

a 3PL. This work results from a research collaboration between a major US based 3PL that

operates temperature controlled warehouses and the Physical Internet Center at Georgia

Tech.1 The �rst phase, which is the focus of this subsection of the research collabora-

tion, was conducted between 2020 and 2021. Further phases are planned to complete the

implementation of the analytics framework.

We �rst introduce the overall vision of the research collaboration and then address each

of the framework's layers and their translation into the business. For each layer or module,

we discuss the goal and the implementation within the information technology system of

the 3PL. For the predictive layer, a detailed discussion of investigated forecasting methods

and their prediction results can be found in [29]. We discuss the technical implementa-

tion and constraints, followed by three impact assessments to highlight the impact of the

framework on the business of the 3PL.

2.5.1 Vision of theresearchcollaboration

The motivation for the research collaboration is driven by the opportunity that data offers a

3PL for capacity management depicted in Figure 2.1 at the beginning of this chapter. The

3PL's overall goal is the creation of an advantage over other 3PL players by offering their

customers additional insights and preventing service disruptions. They also aim to take full

advantage of the warehouse space available at all times.

Throughout the collaboration, the work was driven from two angles. On one hand, the

vision for the project was built. What would be achievable if the team had all data and re-

1Joined work with B. Montreuil, X. Pan, A. Pothen, M. Rabot, and H. Wang.
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sources possible? What can the 3PL achieve through hyperconnectivity with its customers

and partners to achieve enhanced prediction and planning capacity? We investigated what

shared value can be generated, what data needs to be shared, and what constraints need to

be addressed. We called this the top-down approach.

On the other hand lies the bottom-up thread through which we investigated and imple-

mented what was possible at the time. This thread focused on the use of the data available

to the team to predict and plan capacity, starting with an initial focus on just one subset of

the 3PL's warehouse network.

The long-term goal that goes beyond the �rst phase of the research collaboration is the

the merge of both threads into a hyperconnected capacity management platform. As part

of this section, we focus on the bottom-up thread of the collaboration.

Translation of the framework into analytics modules for the business

The three layers of the data-driven capacity management decision-making framework were

translated into a data-driven capacity management platform with three main analytics mod-

ules (Table 2.1). The descriptive layer of the framework, which is concerned with moni-

toring, analyzing, synthesizing, and diagnosing past and current market and customer ac-

tivities, storage, in and outbound �ow activities and throughput and storage usage, was

implemented into a module called “Monitor.”

The “Predictor” module is based on the predictive layer of the framework, which is

focused on forecasting, predicting and assessing future market and customer activities,

storage, in and outbound �ow activities and throughput and storage usage.

Finally, the prescriptive layer, which is concerned with the decision-making for the

capacity management at the 3PL was implemented as the “Planner” module at the 3PL.
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Table 2.1: Framework layers and their corresponding analytics modules

Layer in the framework Implemented analytics module
Descriptive layer Monitor
Predictive layer Predictor
Prescriptive layer Planner

2.5.2 Monitor

The Monitor is a comprehensive visualization platform aiming to improve the 3PL's de-

scriptive modeling for monitoring throughput and storage demand, and capacity usage.

The Monitor allows proactive KPI-health checks and aims to offer near real-time insights

into the network's current capacity. In the following, we describe the Monitor module, its

implementation, and the necessary preparation.

Exploratory data analysis

An exploratory data analysis or EDA is the �rst step for a data science team when working

towards the understanding of an unknown data set [30]. Additionally to the data analysis it-

self, we conducted discovery meetings with several functional groups and organized a visit

to one of the 3PL's warehouse sites to gain the context of the business setting. We view

this as an important step when approaching any new data-driven project as understand-

ing the underlying business is an important factor towards understanding the data itself.

During the discovery meetings, we obtained information about the business structure, cus-

tomer relationships, warehouse design and operation, pricing, and �nance. The knowledge

acquired during these meetings guided the development of the data-driven capacity man-

agement platform. Through the EDA, we gained insights into three aspects of the data: the

facilities of the 3PL and the overall activity, the customers and their share, and the item

characteristics stored in the facilities.

We started the analysis with one representative facility suggested by the 3PL. For this

facility, we analysed all three aspects. First, on the facility level, we investigated the av-

24



erage and over time inbound and outbound activities at the facility level and the customer

level, the share of customers of the overall activity and storage capacity, and �nally the

characteristics of the facilities themselves. These characteristics include, among others, the

storage capacity for all rooms, and the available racks in the facilities. For each customer,

we analysed their portfolio distribution, the origin of inbound transaction and the desti-

nation of outbound transactions. Finally, we also analysed the share of cool, frozen, and

other temperature leveled products in the facilities. Overall, this EDA gave us a solid �rst

understanding of the type of goods in the warehouse, and the evolution and seasonality, if

present, of the goods and overall warehouse activities.

As part of the EDA, we also investigated the quality of the data that we received. Miss-

ing data, duplicate rows, and inconsistent supplier or consignee names are common issues

in any data set according to our experience.

Input data

The data retrieval process involved the expected challenges of any data discovery project.

Typical for companies that do not yet possess analytics thinking nor have data analysis as

part of their core, the available data was limited and the data was not clean. Typical for

logistics companies, the data originated from many different systems. Through the gradual

acquisition of new facilities from different sellers, logistics companies often not only ac-

quire new facilities but also need to integrate new information systems into existing ones.

In our experience, this is especially true for warehouse management systems (WMS). Often

many different warehouse management systems exist in parallel. One big concern is the

non-standardized characteristics of WMS that track different data, save different data, and

allow for different types of transactions and interfaces. Often new facilities are not fastly

on-boarded or consolidated into one standard information system due to budget or time

constraints in the responsible IT department. For this reason data at logistics companies is

often siloed into many different systems which presents a hurdle to a data science project
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Figure 2.5: Pre-processing of data for the Monitor

such as this development of a data-driven capacity management platform.

Transaction data on inbound and outbound activity was available for the past two years

prior to the start of the research collaboration. The transaction data set has one row per

inbound or outbound transaction that includes information on the SKU, the amount of

goods (in cases), the origin or destination, and owner. This transaction data can than be

joined with information from the item master �le that stores information on weight and

temperature, among others.

Additionally, the team had access to data �les on the facilities' storage and through-

put capacity, rack surveys, occupancy, offered value-added services, as well as expansion

programs, and the pipeline of potential future projects and customers.

Pre-processing

The available raw data needs to be pre-processed before being used as an input into the

modules. The pre-processing includes ensuring that all columns are containing one type

of data and unit, and standardizing all �elds, cleaning customer names for standardization,

�lling in missing data or deleting corresponding rows, deleting duplicates, and formatting

text �elds. Irrelevant rows such the ones to track empty pallets were deleted (see Fig-

ure 2.5). Additionally, we evaluated which columns of the data sets are necessary for the
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modules. Others were deleted and not included in the �nal data table to reduce the overall

memory cost. Moving forward the same pre-processing steps will need to be performed on

the raw data to create the same data formats and columns. The standardization of the data

is crucial as it is later fed into the visualization platform which requires the data to be of

the pre-de�ned format. Since only monthly snapshots of the inventory data were available,

we used the inbound and outbound transaction data sets to create daily inventory levels.

Based on a month's inventory snapshot, outbound transactions are subtracted and inbound

transactions are added to the overall inventory to arrive at a speci�c date's inventory level.

For every date that has an inventory snapshot available, the calculated inventory level is

corrected to the snapshot based level to correct for trailing inaccuracies.

User interface

The user interface was built in Power BI. Power BI is a business intelligence software by

Microsoft that lets users create interactive visualizations that can be shared and continu-

ously updated. This software was used by the Georgia Tech team due to the wish of the

3PL, because they already had experiences with including Power BI dashboards into their

overall IT system. The Power BI dashboards are the interface between the capacity man-

agement platform and the decision-makers in the company.

Power BI allows users to connect a data source through data queries into data models

(tables) that are then pulled to create data reports and dashboards that allow the user to

interact with the data through �lters, slicers etc. The data �ow is one directional. Thus,

changes in the data visualization do not impact the modelled data or the data source.

For the Monitor module we created three separate pages to the Power BI report: Moni-

tor - Network, Monitor - Customer Shares, and Monitor - Time Series. Each of these pages

consists of a KPI ribbon at the top, a �eld for �lters on the left and a section for alerts on

the right of the page. The middle of the page contains the in-depth information about the

module's page itself (see Figure 2.6). This allocation of information on a report page stays
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Figure 2.6: Each report page consists of a KPI ribbon at the top, a �lter panel to the left, an
alert panel to the right, and the in depth module information in the center.

consistent across all pages and modules.

The KPI ribbon contains historical information about overall storage capacity and usage

per site, the throughput capacity and current usage level, and an info box about the usage

level of their contracted capacity on a customer level. The �lter panel allows the user to

select speci�c sites in the 3PL's network or speci�c customers. Filters are synced across

different pages. The alert panel contains risk information on potential site over�ows or

customers that are at risk to go over their allotted capacity.

On the “Monitor - Network” page, the center contains a map with the sites and a pie

chart that indicates the current overall usage level. It also shows a stacked cumulative graph

of all capacity currently used across the �ltered sites. The “Monitor - Customer Shares”

page shows the customer split in terms of storage usage, the inbound and outbound activity

as pie charts, and a graph with storage usage over time. Finally, the “Monitor - Time Series”

page shows detailed inventory activity over time.

28



2.5.3 Predictor

The Predictor module is the implementation of the predictive layer at the 3PL. It aims

to forecast, predict, and assess future market and customer needs for the 3PL's services,

as well as �ow activity and throughput and storage usage. In the following, we describe

the time series speci�c EDA, data preparation, the algorithms investigated, performance

measures, and ensemble methods that were used to further improve forecasting results.

Exploratory data analysis - Time series

The time series speci�c EDA is done to reveal seasonality within a data set that consists of

repeated measurements over a time frame such as the inbound and outbound activity data

that we investigated in this project. We conducted data decomposition to understand the

trends and seasonality of inbound and outbound activity at all warehousing sites. To detect

outlier data points in the time series data, assuming the distribution of data is approximately

normal, we de�ned outliers to be data points that fall outside of the interval

[lower bound, upper bound] = [ � � 1:96� �; � � 1:96� � ];

which gives us a coverage of 95%. This means 95% of values are expected to fall into the

interval. Through this outlier de�nition, we were able to detect various relevant holidays

such as New Years, Christmas, and the American Independence Day. We also detected

various other days that were associated with unusual inbound activity. Some of these we

were able to match with other local events such as sport events. This analysis was done for

all sites' inbound and outbound activity to determine trends, seasonality, and outlier values

which were partially later used as inputs into the algorithms described later in this section.
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Figure 2.7: Data split for Predictor module with limited data

Data preparation

As described above, only limited historical data were available to build the Monitor and to

train and test prediction algorithms for the Predictor. Due to this data availability constraint,

the data had to be split in the following manner (Figure 2.7). One year of the two years of

historical data was used to initialize and update the model; the following six months of data

were used to tune the model parameters and continue to update the models; and �nally the

last six months were withhold from the model to compute error metrics and evaluate and

compare the performance of different algorithms. Due to this limited data availability at

this point, we expect the model performance to improve in the future as new activity data is

fed daily into the models. Prediction power will likely improve over time as more historical

data re�ecting the yearly seasonality becomes available.

Figure 2.7 shows the data split for the daily outbound activity in pallets. Additionally,

we built models to predict the warehouse inbound activity. For both types of activities the

same amount of historical data was available. As described in subsection 2.5.2, inventory

data was only available for infrequent dates in time. Thus, we build two independent fore-

casts for the inbound and the outbound activity and then aggregated the two forecasts into

an overall inventory usage forecast.
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Algorithms

In this section, we present the forecasting methods that we considered to predict future

warehouse capacity usage. Through the pre-processing of the data and the exploratory data

analysis described above, we found that the data is a time series and thus inbound activity

on one day depends on the previous observations of the inbound activity on previous days.

The EDA also revealed multiple seasonality patterns such as week-in-month and month-in-

year seasonality.

A baseline method serves as a sanity check when training and testing forecasting mod-

els and machine learning models in general. It typically is a �xed naive prediction such as

the mean of the training data and proposed methods should at least outperform the baseline

method to be considered. In this work we used the mean of all historical observations to

make naive future predictions.

For this project, we compared four forecasting methods based on the traditional expo-

nential smoothing approaches and their upgraded versions popularized by the Holt-Winter's

method [31] and we also considered tree-based machine learning methods. The forecast-

ing methods include (1) the Holt-Winter method, (2) the double seasonal (DS) exponential

smoothing method [32], (3) the multiple seasonality (MS) method proposed by Goud et al.

([33]), and (4) the Bouchard-Montreuil (BM) method [34] that allows for more complex

seasonality patterns. The tree-based methods considered are vanilla random forests, and

the extreme gradient boosted random forest algorithm called XGBoost [35] that is based

on the boosting framework introduced by [36]. In this framework, trees that make up for

the shortcomings of already present trees are continuously added to the model to build a

powerful ensemble method. For a description of the MS and BM method and XGBoost in

the context of this project, and a detailed comparison of the discussed algorithms and their

performance in this project, see [29].
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Model performance

A �nal model is the best model chosen based on its computational cost and its performance

on the training data set. Various forecast accuracy measurements are available to assess

the forecast model's performance that can be divided into groups based on the underlying

measures [37].

Let yt be an pallet activity observation at timet and ~yt the predicted value. Then the

error of prediction is the difference between the two values. One scale-dependent measure

that we considered is the Mean Absolute Error (MAE) (see Equation 2.1). The MAE is not

as sensitive as other scale-dependent outliers such as the RMSE [37]. We found that it has

the advantage of an intuitive interpretation when presenting the work to the 3PL. It shows

the discrepancy between forecast and real observation in the number of pallets that enter or

exit the warehouse.

MAE =
P N

t=0 jyt � ~yt j
N

(2.1)

The Mean Absolute Percentage Error (MAPE) (see Equation 2.2) is a percentage based

measure. These type of measures have the advantage of being independent of scale because

of the usage of a percentage and therefore can be used to compare performance across dif-

ferent data sets. This is useful for the purpose of this project as we implement independent

forecasts for many different warehouse sites. Disadvantages include that percentage based

measures are unde�ned whenyt = 0 which happens in system with scarce demand pat-

terns and it is biased towards putting higher penalty towards overestimating predictions

than underestimating [38].

MAPE =
1
N

NX

t=0

jyt � ~yt j
yt

(2.2)

To mitigate the disadvantages of the MAPE measure, various measures have been pro-

posed. The Median Absolute Percentage Error (MdAPE) reduces the impact of outliers
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compared to the MAPE. The Mean Arctangent Absolute Percentage Error (MAAPE) pre-

vents the division by zero problem by taking using the bounded inverse tangent of the

absolute percentage error [39]. For a further discussion of MAAPE and its application in

this project, see [29].

In the Predictor, forecasts are used to predict short-term activity and long-term activity.

Thus, it is important for the forecast models to predict the activity in the near future accu-

rately as well as the activity in a couple of months from the date of forecast. To evaluate the

performance of forecasting algorithms, the team built a custom performance measurement

function weighting different time horizons, forecast granularity, and other forecast proper-

ties. As described by [29], a higher focus was set on short-term forecasts as this is in line

with the intended use of the platform based on our discovery meetings with the 3PL. For a

detailed discussions on weights and the multi-purpose accuracy criterion measurement and

results, see [29].

To further test the performance of our models, we conducted a comparison test with

an online forecasting service. The goal was to cross-check the performance of our models

to the performance of the models of an independent third party. The service allows users

to upload a historical time series data set and it returns forecasts for future dates. To the

user the service appears as a black box as data is uploaded and the future predictions are

returned. The forecasting service states that it selects the right model and optimizes it. In

our comparison our models' prediction showed over 50% improvement over the predictions

we received from the forecasting service (see Figure 2.8).

Forecast improvement through ensemble models

Through the use of forecast data from one of the 3PL's customers, we were able to improve

the outbound activity forecast's accuracy. To use the data from the customer in conjunction

with the forecasts already developed for the Predictor, we implemented a weighted average
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Figure 2.8: Comparison of forecast performance between online service at our forecast
over six months

ensemble algorithm.

ensembled forecast= � 1 � customer forecast+ � 2 � Predictor forecast (2.3)

where0 � ai � 1 8 i and
P 2

i =1 � i = 1. Other components can be added to the weighted

average method to include data from other sources or other models. The sum over all

components should always sum to 1.� is learned and is dynamic. It can be made time

dependent.

Figure 2.9 shows two results for one of the built ensemble models. The ensembled

method that has a 0.53 weight on the customer forecast has an MAE that improved by 21%

over the forecast that solely uses the 3PL's data. The �gure shows two separate prediction

intervals for one warehouse site. The detailed labeling has been removed due to privacy

protection. Each of the two graphs shows a time frame of about ten weeks of warehousing

activity in pallets. The blue lines are the forecasts by the Predictor module as described

above. The red line is the forecast data from the 3PL's customer. The green line shows

the forecast of the ensemble method (Equation 2.3) of the two forecasts. All predictions

are based on the �rst day of each interval and are made for the upcoming ten weeks. The

black line represents the actual observed data. The ensembled forecast results in a better

prediction than either of the two forecasts achieves by itself.
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Figure 2.9: Ensembled model improves MAE by 21% compared to forecast that only uses
3PL's time series data (in this example).

2.5.4 Planner

The Planner module is the implementation of the prescriptive layer at the 3PL. It aims

to support the decision-making on customer and contracting opportunities, assignment of

customers to sites in the network and the capacity in the network. Unlike the Monitor and

the Predictor module, the Planner module has not been fully implemented yet and is aimed

to be completed in the second phase of the research collaboration with the 3PL.

Through conversations during the discovery meetings and continued discussions with

the 3PL, it became clear that the support of customer move decision has the highest priority

for the Planner module. The decision on where to place a new or existing customer is a

decision that the 3PL regularly takes. The available data offers an opportunity for a data-

driven module to support these activities. Thus, we started the implementation activities for

the Planner module with a report that provides candidate sites for new business opportu-

nities by checking feasibility of throughput, storage and network integration against given

site constraints.

When a new customer request for storage arrives, the 3PL needs to evaluate the oppor-
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Figure 2.10: Process overview of throughput capability report

tunity and, if they accept it, accommodate the customer in the 3PL's network. With the

Monitor and Predictor, potential service disruptions can be detected and the 3PL can act

before the existing customers outgrow the building. In both cases, the 3PL needs to analyse

the customer and its needs and the available warehouse sites.

A building needs to meet a number of customer requirements. The customer's project

is typically associated with a number of pallets that need to be stored and the daily volume

that needs to be handled. In addition, the customer might require picking, packing, and

other value-added services (VAS). Some customers might require access to rail.

In our experience, warehouse sites in the networks of 3PLs are distinct from each other

in their service offerings. For example, while some buildings might have access to rail,

and some buildings offer case picking, others might not. Buildings are often different

in terms of storage capacity, throughput capacity, type of racking, VAS offering. These

differences often arise because the buildings were built in different years with different

requirements and by different companies. Some buildings might be built by the 3PL itself

and others might have been bought from another 3PL. Furthermore, the 3PL's network

typically spans across a large geographical region such as all of North America so that
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the locations of the buildings are also different. The differences in building characteristics

highlight the dif�culty of making customer move decisions from one site to another site or

the assignment of a new customer to a site.

Details on the customer request and the characteristics of all available sites are the

inputs to the module. A customer request includes a location, number of pallets positions,

case pick rates, needed VAS, and, if available, a SKU portfolio and other requirements.

To build the list of site recommendations, we �rst �lter all sites according to hard con-

straints and then rank the remaining sites by soft criteria. We start with a pool of candidate

sites that are all within a certain distance of the originally requested location. This distance

has a large size such as for example 500 miles. Then we remove sites that do not meet the

hard constraints de�ned by the 3PL. Here, the hard constraints include rail availability if

required by customer, dock door availability, VAS availability if required by customer, and

available storage capacity to support the customer. The remaining sites represent the viable

sites to support the customer opportunity and are ranked according to the distance to the

original site, storage and throughput capacity such as available pick faces, and ideally the

impact on the pro�tability of the site. To calculate the impact on the network for an existing

customer that is to move, the overall change in distances to inbound origins and outbound

destinations is calculated for the current side and the proposed side.

The assessment of the throughput and storage capacity feasibility includes an assess-

ment at the current inventory levels, as well as at future inventory levels based on the

Predictor output. In Figure 2.11, the process is illustrated on the basis of the throughput

capability. The information on the new or existing customer includes projected future out-

bound and inbound activities based on the requested pallets positions and pick rates. For

each side, these are added to future activity provided by the Predictor to arrive at the pro-

jected activity for each site including the new opportunity. Finally, the overall throughput

capacity is calculated and compared to each site's capacity based on the location master

data and rack survey. This information is then fed into the overall module through the
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Figure 2.11: The Planner module provides candidate sites for customer moves by checking
feasibility of throughput, storage and network integration against given site constraints.

throughput feasibility report.

The �nal output for the customer move decision part of the Planner module is a list of all

feasible warehouse sites of the 3PL that the customer could be moved to. The list is ranked

by multiple factors. Currently this list is to include storage capacity, pick face capacity,

and case pick rate, the site's pro�tability and the network integration. Currently, only the

storage, throughput information and the network integration are implemented. More data

is needed to model the remaining factors. For an illustration of the �nal output table see

Figure 2.11.

2.5.5 Noteson technicalimplementation

In this section, we provide technical details on the implementation of the capacity manage-

ment platform at the 3PL. We �rst discuss the choice of Power BI2 as the main interface

and its advantages and disadvantages. Then we present the inner workings of the platform

and the interaction between the three modules. We end this subsection on a discussion on

the scalability of the platform.

2This subsection is based on our work with PowerBI in 2020. Since then, the PowerBI's capabilities might
have changed.
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Power BI

Power BI was chosen by the 3PL to be the main interface between the capacity management

platform and the user and decision-maker. It is a tool to visualize data and build customize

reports for users3 to interact with the data.

It is important to understand that Power BI is a visualization tool. While the user can

interact with the data through the interface, these interactions are not fed back into the

system. The user cannot make a decision such as assigning a customer from one site to

another in Power BI for the transaction to be executed. The information strictly �ows into

one direction only as illustrated in Figure 2.12.

Once a data source is connected (such as for example AWS Redshift), data can be

queried from the source and subsequently modelled. Data modelling refers to the process

of establishing relationships between different tables. For example the Monitor output

table has a column called “customer ID”. It is connected to the column “customer ID” in

the table “lookuptablecustomer” from where the customer name can be retrieved from the

column “customer name”. Once the data is modelled, it can be incorporated into reports

where slicers and �lters etc. can be applied.

Using an existing tool such as Power BI provides many advantages such as pre-built

functionalities. It also holds disadvantages because some desired features might not be

available. Power BI offers a wide range of visualizations that are customizable and let the

user interact with the data. These include KPIs, maps, charts and graphs etc. Additionally,

the user building reports can enable the use of scripting languages such as Python to create

their own visualizations if desired visualizations are not available. Note however, that the

scripted visualizations are slower to load and the user is not able to interact with them.

For example, one cannot drill in or zoom into a Python based graph like it is possible with

native Power BI graphs. Power BI also offers intuitive �ltering, slicing, drilling and the

3Note that we speak about two types of Power BI users: 1) Users that implement reports in Power BI
(typically Data Scientists, in this case us) and 2) users that are consumers of reports and the �nal capacity
management platform (Supply Chain Analysts). It is clear from context which user is referred to.
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Figure 2.12: One-directional information �ow in Power BI through the four components

possibility to save graphs as images and export data from reports.

One of the main advantages and the reason why the 3PL requested the use of Power

BI is its integration with the existing information technology at the company. Like many

other companies, the 3PL is using the Microsoft Of�ce suite. The basic features in Power

BI resemble Excel features and thus make it intuitive for users that are already familiar

with Microsoft Excel to onboard to Power BI. Furthermore, the �nal reports are easy to

share through the desktop and mobile application which facilitates collaborations within

the company.

Another advantage is the built-in alert feature. Speci�c alerts can be set up by the

end user for any data �elds in the report. We used this feature, for example, aiming to

automatically send e-mails to decision-makers when the forecasts in the Predictor indicate

a potentially forthcoming service disruption at a site. The general manager would then get

an e-mail in their inbox with the alert and could access the report to further investigate the

origin of the alert.

Disadvantages of the use of Power BI appear when the platform is used to handle large

volumes of data and numerous data tables within one report. Reports are currently limited

to 10 GB; the more complex data tables are and the bigger the volume, the longer the

report refreshing takes. While Python scripts allow for customized visuals, they have longer

running times that Power BI computations when changing �lters or refreshing. For this

40



reason, it is important to address the scalability of the capacity management platform and

to de�ne standardized processes.

Back end and interaction between modules

To build the logic or core of the capacity management platform, we relied on Python as

the main programming language, SQL as the data query language to interact with the data

bases, and AWS as the cloud service to host raw data, databases, and carry out the necessary

computations.

Figure 2.13 shows the information �ow that is at the core of the capacity management

platform. It connects the Monitor, Predictor and Planner and its inputs and outputs. In

the �gure inputs are connected to the module with orange arrows. Green arrows show the

output from modules to the visualizations and purple arrows indicated intermediate �ows

that connect the output from one module with another. For example the output of the Mon-

itor.py �le provides inputs to the Predictor.py �le4. The brain icon indicates computations

and the data base icon indicates the storage of data.

All outputs are presented to the user through the Power BI interface. The inputs are

provided by the 3PL and include the inventory activity, inventory snapshots, the item mas-

ter, and information on each site through the facility master and rack surveys. These are

saved as raw data in an S3 bucket in AWS. From these buckets they are called by the

Python scripts. Monitor.py takes the historical and most recent inventory information and

pre-processes it. Outputs are data tables that are the clean versions of the raw input data.

These data tables are saved in the relational data base service Redshift.

The training of the Predictor module is not depicted in Figure 2.13. It only contains the

already trained module which is updated daily with newly available data (“fresh inventory

information”) that is cleaned in the Monitor.py �le. The information for the alert panels of

the Power BI reports is calculated in the alert.py �le. It takes inputs from the cleaned data

4The �le extension.py indicates a Python �le.

41



Figure 2.13: Information �ow at the core of the capacity management platform

of the Monitor for current alerts and inputs from the Predictor for future alerts. All alerts

are saved in the alert table and are show in the alert panels as part of the Power BI reports.

The Planner module uses the output from the Predictor and meta data on the facilities

to suggest planning recommendations. These are then saved in a separate table in Redshift.

Dashboardtables.py performs all necessary utility calculations and creates lookup tables

such as tables that connect customer IDs to customer names and tables that provide the day

of the week based on a date.

At the current state, the Predictor code base holds most of the computations that the

platform requires and it includes all forecasting models. For an overview of the information

�ow in the Predictor see Figure 2.3. The Predictor outputs its forecasts into tables with the

following columns: date, facility ID, customer ID, �eld, and pallets. The �eld indicates the

type of forecast. It either is the inbound or outbound forecast and can also be the lower or

upper bound for these, respectively. Thus, for each date there are six rows per facility and

customer pair. The input to the Predictor comes from the Monitor and includes the date,

facility ID, customer ID, �eld, storage type, number of pallets, and number of cases.
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Platform updates and scalability

To successfully run the data platform, it needs to be regularly updated when fresh data

becomes available. Our team built the platform in such a way that whenever new raw data

is added to an S3 storage bucket, a lambda function is triggered that runs the updates. First,

the pre-processing script is run to prepare the data. Subsequently, the Monitor and the

Predictor Pythons scripts are run to prepare the outputs for Power BI and �nally the alert

script is run. The Planner script is executed on demand.

The models of the Predictor also need to be regularly updated and refreshed. We de�ne

a model update to be the daily operation of adding newly available data to the model. The

model refresh involves relearning the model from scratch or even re-selecting a suitable

model. Model refresh can be based on either a �xed frequency such as monthly or weekly

updates or based on an error thresholdK . In that case the models would be retrained

whenever the forecasting error exceeds the thresholdK . A refresh can also happen based

on a user-de�ned threshold or frequency.

Power BI expects a standardized input. Thus, at all times it needs to be ensured that

the data conforms to the expected format. When adding new sites, it needs to be ensured

that the data for these sites is conform with the de�ned data models. Once a new site is

added, no further action is necessary, because the data tables and reports are continuously

and automatically updated as described above.

2.5.6 Impactassessment

In this section, we brie�y describe the impact of the capacity management platform onto

the business of the 3PL by means of discussing three small impact assessments with a focus

on the Predictor module. An overview of the presented impact assessments can be found

in Figure 2.14.

3PL gains visibility on a facility level
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Figure 2.14: Overview of three impact assessments on the impact of the implementation
on the business of the 3PL

Whereas previously a site's general manager (GM) had little insight into the �ow activity

at their site, they now possess the ability to use the available dashboards to look at past and

current inbound and outbound activity and storage capacity usage (Monitor, see subsec-

tion 2.5.2). The GM can assess the cause of over�ows on a site level and on a individual

customer level. Through the capacity management platform they can set up alerts for spe-

ci�c events, such as when the used capacity goes above the usable capacity of the site. The

platform's predictions allow the GM to assess where risks lie in the future. Through these

insights, they can proactively add and reduce resources to operate the site, such as material

handling equipment, and warehouse associates.

All of the described capabilities have been implemented. Based on conversations with

the 3PL and our own analysis, we evaluate the capabilities gained through the platform for

this case to have a minor business impact through improved tactical decision-making.

3PL gains visibility on regional and district level

With the analytics capacity platform, employees of the 3PL have easy access to information

on the overall capacity and capacity usage on a regional level. A region includes multiple
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facilities and the platform allows to view aggregated information for all facilities in the

region or for a chosen subset. The speci�c sites can be selected in the �lter panel. Having

an aggregated view of the overall region, supports business development functions at the

3PL to make decisions on new opportunities as the necessary information on available

capacity in the region is easily accessible through the platform. The ability to �lter by

speci�c sites in the region allows the decision-maker to also assess potential sites for a new

contract opportunity, or when a customer needs to be moved from one facility to another.

Access to capacity usage and general activity at a regional level also allows the 3PL to

proactively share resources such as material handling equipment and warehouse associates

between different sites during peak times.

All of the described capabilities have been implemented. Based on conversations with

the 3PL and our own analysis, we evaluate the capabilities gained through the platform

for this case to have a signi�cant business impact through improved tactical and strategic

decision-making.

3PL gains visibility on network level

Through the �lter panel and access to data to all sites of the 3PL's network, the capacity

management platform aims to provide the 3PL with detailed insight into their customer

based across the network. With this capability the 3PL will be able to view all inbound

and outbound, as well as storage capacity usage activities on a single customer but also

for consolidation customers. These customers require the 3PL to consolidate products

from multiple sources. The current data access does not allow �ltering to consolidation

customers. Additionally, the �lter panel allows decision-makers at the 3PL to slice the

activity data by a customer's industry and commodity to gain visibility into overall product

categories such as consumer packaged goods, or protein. This visibility into overall product

�ows aims to also highlight opportunities for additional product offerings by the 3PL.

While some of the described capabilities have been implemented, others require further
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investigation and are currently in a state of initial exploration. Based on conversations with

the 3PL and our own analysis, we evaluate the capabilities that would be gained through

the platform for this case to have a signi�cant business impact through improved strategic

decision-making.

2.6 Conclusion and future work

The three-layer decision-making framework for hyperconnected 3PL capacity management

allows logistics service providers to counteract the volatility, uncertainty and complexity

they are faced with. Through the descriptive layer, the hyperconnected service provider

gains insights into the past and current states of the 3PL market, customer activities, con-

tracts, and �ow activity in their network. Based on forward looking predictions of these in

the predictive layer, the prescriptive layer facilitates decision-making concerning customer

and contracting opportunities as well as adapting capacity, assignments and �ow within its

network. This serves as one thread for a 3PL towards a transformation into a proactive

hyperconnected logistics player.

In this work, to the best of our knowledge, we are �rst to introduce an analytics-based

framework for logistics capacity management in the Physical Internet. At each layer of the

framework, there is room for future research.

In the descriptive analytics layer, research is notably needed on which information

should be shared by logistics service providers and clients in the Physical Internet; how

to �lter the wide scope and huge scale of information into high-value, focused, and ac-

tionable knowledge and insights; how to better leverage novel visual analytics, as well as

augmented and virtual reality, technologies; what new key performance indicators should

by developed to leverage the hyperconnected essence of the Physical Internet and thus to

provide 3PLs with fresh and enlightening perspectives.

In the predictive analytics layer, much research is notably needed on interlacing the
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various correlated capacity and throughput predictions, to acknowledge alternative proba-

bilistic future scenarios, and to support risk and resilience management in the context of

hyperconnected logistic service providers.

Fed by the descriptive and predictive layers, the prescriptive analytics layer opens a

wealth of research opportunities for better design and planning of solutions, for better selec-

tion between alternative options, for optimizing client, facility, and network wide decisions

(e.g. expanding on the example from Figure 2.4).

From a deeper perspective, the framework allows to break away from rigid contract-

ing modes having been instituted to ensure conservative and robust guidelines and decision

framework when having to maneuver a complex organization with minimal timely informa-

tion availability, minimal predictive capability, and minimal prescriptive decision-support

capability. It indeed opens up more hyperconnectivity oriented research and innovation

avenues such as considering multiple dynamic external capacity options, and considering

smarter and more agile client contracts.

The framework also uncovers relationships between information available to, and de-

cisions taken by, various organizational units within a logistics service provider. This is

clearly the case between sales, marketing, and business development; information tech-

nology; facilities acquisition, planning and design; transportation and logistics operations.

Much research is needed in synergizing these relationships, and guiding decision makers

within each unit to take smart decisions with a more holistic perspective.

While the framework is currently being implemented at a major 3PL player, the initial

focus is on putting it into action within a single region, developing the methods, mod-

els, and technologies necessary to do so, leveraging cloud technologies. Next efforts are

planned to address the whole North American landscape allowing overall visibility and

decision-making facilitation on a continental level, and ultimately expanding at a multi-

continent international level.
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CHAPTER 3

DATA-DRIVEN DEMAND AND TEMPERATURE CAPACITY MANAGEMENT

IN COLD CHAIN LOGISTICS

3.1 Introduction

In this chapter we are concerned with warehouse capacity management for a third-party

logistics provider (3PL) that offers cold chain services to their customers. The 3PL of-

fers warehouse storage space as well as handling services and other value-added services

to its customers. It operates storage facilities at different temperatures. One facility can

have multiple rooms with different temperatures. The management of warehouse capacity

can be divided into two parts: the management of the demand for the capacity and the

management of the supply of the capacity (capacity management). The demand for the

capacity involves decision-making on pricing and revenue management: If the 3PL offers

high prices, demand for its resources will be low. If the 3PL offers low prices, the demand

will be high. Further, the 3PL needs to decide to accept or reject a customer request. An

acceptance of a lower-valued request now might limit the capacity to accommodate future

high-value customer requests.

On the other hand lies the management of the supply of capacity. The supply refers to

the warehouse capacity that the 3PL offers at a given time in its cold chain network. The

3PL has the ability to manage its capacity through decisions regarding client deployment

through its network. Furthermore, it can change the available capacities by changing the

temperature of its storage rooms. This work is concerned with tactical decisions, rather

than strategical ones. Thus, it is not concerned with the addition of warehouse facilities

or expansion of capacity at operating facilities but rather works with the capacity that is

already available to the logistics provider at their facilities.
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The market size for cold storage in the U.S. alone was 30.26 billion USD in 2021 and

has a projected yearly growth of more than 9.2% over the coming years [40]. This suggests

that the importance of developing smart prescriptive analytics tools for cold chain 3PL will

only increase in the future.

This research is conducted in the context of a large US-based cold chain 3PL. The 3PL

operates around 200 integrated temperature-controlled storage and distribution facilities

in North America, connecting food producers and retailers to customers and consumers.

It is currently implementing the three layer framework proposed by [41]. In this paper,

we provide a method to control demand and supply for a single facility within the 3PL's

network, effectively implementing the prescriptive layer of the framework.

The 3PL offers space to producers and retail companies. Their customer base consists

on one hand of large to small packaged foods, dairy and protein companies, and on the other

hand of super markets and grocery chains. They typically contract space on a yearly basis

with master agreements spanning three to �ve years or longer for warehouses that involve

substantial investments. Long contracts offer the 3PL secure cash �ow which translates

into stable investor support, because of the value associated with committed capacity. For

this reason, 3PLs often consider themselves real estate companies,renting out space to

their customers. However, there is a rising trend and interest for shorter contracts which

require different ways of decision-making form the 3PL.

In this paper, we offer one step towards smarter use of prescriptive analytics for cold

chain 3PLs. We propose data-driven algorithms to address demand management (accept-

ing or declining customer requests), and capacity management (allocating orders to rooms

and adjusting warehouse rooms' temperatures). We provide empirical evidence that our

proposed algorithms outperform greedy approaches, and evaluate them in comparison to

perfect hindsight solutions.
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3.2 Literature Review

The available research work in cold chain logistics focuses primarily on two topics. One

set is concerned with sustaining an unbroken cold chain to ensure the quality of perishables

(for example [42]). On the other side, lies work on route optimization, often with the goal

to decrease the carbon foot print of cold supply chains (for example [43]). Cold chain

warehousing operations are distinct to other operations due to non-linear (energy) cost.

[44] propose an inventory model for cold items that takes this non-linearity into account.

In the revenue management literature, warehouse space can be regarded as the so-called

“reusable resources.” [45] provide near optimal linear programming based policies for

revenue management with reusable resources. Their work is motivated by applications in

workforce management.

To the best of our knowledge, there exists no work that is concerned with the decision-

making a logistics service provider faces when providing temperature-controlled warehous-

ing services. We formulate the revenue and temperature control problem and propose a

rollout based algorithm that outperforms greedy policies in all capacity settings.

3.3 Problem Description and Modelling

3.3.1 Problemstatement

We consider a logistics provider (“the �rm”) that owns temperature-controlled warehouses.

Each warehouse has one or multiple storage rooms that can be used by tenants to store

pallets carrying goods. Some rooms are associated with �xed temperature levels, while

other rooms are con�gurable so the �rm may change their temperature levels. Customers

arrive randomly and sequentially and request storage space from the �rm. Each request

is speci�ed by the storage space needed (measured by the number of pallets), the rental

period, the required temperature level, and a price that the customer is willing to pay for

the provided service. The �rm can either accept or reject customer offers based on the
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current system state.

If the offer is accepted, the �rm decides which room in the warehouse will be used to

satisfy the customer's request. As common in practice, we assume that a contract cannot

be split up across multiple rooms and is thus served from one single room. However,

one room can be used to serve multiple customers at the same time provided that there is

enough capacity. Each room has a maximum pallet position storage capacity. The sum of

all contracts' pallet positions needs to be smaller than the room's capacity.

The key trade-off faced by the �rm is to generate revenues from accepting a current cus-

tomer request while reserving enough storage capacity to accommodate future customers

who may be willing to pay higher prices. Accepting a customer's request for storage will

decrease the ability to serve potential future customers and thus the acceptance or rejection

of incoming customer requests needs to be evaluated carefully. Below, we formulate the

�rm's decision problem using a Markov Decision Process (MDP) model to address this

trade-off.

3.3.2 Statespace

We consider a �nite horizon discrete time model and uset to denote a period (e.g., one

week). The planning horizon is denoted byt = 0; 1; : : : ; T. The temperature-controlled

storage rooms owned by the �rm are indexed byi = 1; : : : ; N . The state of the system at

a given period includes all information on the warehouse (the pallet levels and the current

temperature levels), the accepted customer contracts, and the incoming customer request at

the beginning of periodt.

The �rst part of the system state vector tracks the committed capacities at periodt given

all currently accepted contracts. We letx i� be the usage level in roomi aggregated over all

accepted contracts for period� = t; : : : ; T measured in the number of pallets. Clearly, it

holds thatx i� � yi ; 8i; � , whereyi is the maximum capacity of roomi . Given the existing

contracts, we can represent the historical and future usage levels by a matrixX t 2 RN � T ,

51



Figure 3.1: Example of Markov Chain for temperature control

freezer cooler ambient

increase

decrease

increase

decrease

Note: In this example the room can be set to three different temperatures: freezer, cooler, and ambient. A
transition from a warmer to a cooler temperature takes two periods, whereas a transition from a cooler to a

warmer temperature takes one period. If no temperature changes are made, the a temperature is stable.

where the elements arex t
i� for all i and for all � = 1; : : : ; T. All elements in columns

(� ) indexed smaller thant are seen as �xed, as these values represent past capacity usage

and therefor can no longer be changed. All elements in columns greater thant lie in the

future and are subject to change through the acceptance of new contract requests entering

the system or changes in capacity.

The second part of the state vector is concerned with room temperatures. We assume

that there areK different temperature levels for storage rooms. Temperature levels are to

be interpreted to include conditions such as different humidity levels etc. For simplicity, in

this work all different room conditions are calledtemperature levels. If a room is con�g-

urable, the temperature level can be changed with a penalty waiting period once the shift

has been decided. The temperature in a con�gurable room is modelled as a deterministic

Markov Chain, see Figure 3.1 for an example. Once a change in temperature has been

decided, the shift towards the target temperature will happen. Without a change decisions

the temperature states are stable. The dummy variablekit represents the temperature for

roomi . Let k t = ( kit 8i = 1; : : : ; N ).

The �nal part of the state vector represents incoming customer requests at periodt. For

simplicity, we assume the �rm gets at most one request per period. A customer request

consists of a number of pallet positionspt , a start timemt , a contract lengthl t , a room

temperature� t , and a revenuer t . The requests is represented by the tuplef p; m; l; �; r g.
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Thus a state is represented byst := ( X t ; k t ; (pt ; mt ; l t ; � t ; r t )) .

3.3.3 Action space

The action is split into two parts representing management decisions for demand controlut

and a capacity control vectorat . In the beginning of each periodt, an incoming customer

requests needs to be either accepted to a certain roomi (ut = i ) or rejected (ut = 0). (If

there is no incoming request at timet, we simply letut = 0.) Recall that the request at

periodt is represented by(pt ; mt ; l t ; � t ; r t ). An acceptance can be made if there exists a

room for all � 2 [mt ; mt + l t ] with the right temperature� t andx i� + pt � yi . Customers

will use all of their contracted capacity throughout the contract period. The acceptance

decision also includes the decision of assigning a contract to a roomi if there is more than

one room available meeting the required conditions of the request.

Following the contracting decision, a decision on the room temperature is made. If no

change occurs, all rooms in the warehouse keep their current temperature. If a tempera-

ture increase or decrease decision is made, the temperature will change towards its target

temperature over the coming time steps. The temperature actionat is anN -dimensional

vector with entriesait for each roomi = 1; : : : ; N . Entry ait = 0 indicates no change in

temperature, whereasait = +1 andait = � 1 denote a temperature increase and decrease,

respectively.

The admissible actions following the example provided in Figure 3.1 are shown here:

ait 2

8
>>>>>><

>>>>>>:

f 0; 1g for kit = freezer

f� 1; 0; 1g for kit = cooler

f� 1; 0g for kit = ambient

(3.1)

A temperature can only be changed if a room is empty so that product quality is not

effected by the change.
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3.3.4 Transitions

In a new periodt, a request arrives following an unknown distribution. If a new request

arrives, the contract acceptance decisionut (s), followed by a state transition, as well as the

temperature decisionat (s), followed by another state transition, is be made and executed.

In the following, we describe the state transitions after demand and temperature controls,

respectively.

Transition after demand management decision

If ut = 0 (either no new request or the request is rejected), the capacity matrixX t+1 = X t .

If ut = i for i = 1; : : : ; N , the decision impacts the part of the state that represents the

used capacity. In particular, we update the matrixX t by letting x i�  x i� + pt for � 2

[mt ; mt + l t ] andi being the assigned room.

Transition after temperature management decision

After the capacity update, the temperature decision is made. This decision affects the part

of the state that represents the room temperature:k t . Recall that the state of the temperature

is represented by the Markov Chain depicted in Figure 3.1. When a temperature decision is

made, the room temperatures changes towards the new temperature state by the next time

step.

3.4 Objective

The �rm's objective is to maximize the total revenue collected from the contracted cus-

tomers minus the total operating costs. If there is an incoming request at periodt and the

demand control decision is to accept (i.e.,ut > 0), the �rm receives revenuer t l t , wherer t

is the revenue per period in the contract andl t is the length of the contract.

The �rm incurs operating costs by maintaining cold temperature in the rooms. Typ-
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ically, the fuller the room, the cheaper it is to maintain the temperature. Therefore, we

assume the per period operating cost isci (x it ) for room i = 1; : : : ; N , whereci is a de-

creasing cost function. The total pro�t (reward) at periodt is given byRt (st ; at ; ut ) :=

ut r t l t �
P N

i =1 ci (x it ). (In some numerical examples below, we ignore the operating costs,

although our methodology can be easily extended to the case with nonzero operating costs.)

The sequence of decisions is represented by a policy� . Let � be the set of all admissible

policies. A decision in periodt is given by� (st ) = ( at ; ut ) that selects the contracting

actionut and the temperature actionat . The overall reward for the planning horizon is

v� (s0) = E

"
TX

t=0

Rt (st ; � (st ))
�
�
� s0

#

:

The goal is to �nd an optimal policy� � so thatv� �
(s0) � v� (s0) for all � 2 � .

3.5 Methodology

After discussing the optimal solution approach and why it is intractable, we will discuss the

hindsight approach that offers an upper bound to the problem. We then discuss the baseline

greedy policy that our algorithms are compared to, and �nally introduce our rollout-based

approximation policies.

3.5.1 Optimalsolution

Markov Decision Processes such as the one formulated in this work are solved using dy-

namic programming. To �nd the optimal policy� � , the Bellman equation needs to be

solved:

vt (st ) = max
at ;u t

f Rt (st ; at ; ut ) + E[vt+1 (st+1 )]g ; 8st (3.2)

With the knowledge of the underlying transition functions (see subsection 3.3.4), the Bell-

man Equation can be solved. This is best solution that is obtainable based on the informa-

tion that is on hand at the moment of decision-making.
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However, as the number of rooms in a warehouse and the planning horizon grow, the

state space will also grow and become intractable to solve. Solving the problem with

dynamic programming techniques therefor will only be possible for small problems.

State space analysis

As described in subsection 3.3.2, the state space consists of the usage levels represented

by the matrixX t 2 RN � T and the temperature levelsk t . Consider an example with two

rooms, three temperature levels, a capacity of 1000 per room, and a planning horizon of

50 weeks, the usage level part of the state space alone is(10003� 2). Any optimal method

such as backward induction to solve the system therefore will be incredibly slow. Indeed,

in our numerical experiments, we found that the Bellman equation can be solved only for

suf�ciently small problems (for example with a time horizon of 4 time steps).

In the following, we discuss multiple solution approaches that vary in their access to

data and the underlying distributions. We then empirically evaluate each of the approaches

and discuss the results.

3.5.2 Hindsightsolution

In the MDP model, the �rm makes a decision in each time step regarding the acceptance

of requests and the room temperature. It uses the information available at the time only.

To obtain an upper bound to the solution, we relax this information restriction and allow

hindsight knowledge, i.e., assuming the �rm has knowledge of all future orders. We solve

the following linear program that has future demand patterns available to it.

For the hindsight solution, given a demand instance, a linear program can be formulated

to �nd the optimal decision:

max
IX

i =1

NX

n=1

r i x in (3.3)
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s.t.
NX

n=1

x in � 1 8i (3.4)

IX

i =1

di x in � 1f si � t � ei g � Cn 8t; n (3.5)

x in � i � 1f si � t � ei g � pnt 8i; n; t (3.6)

x in (1 � � i ) � 1f si � t � ei g � 1 � pnt 8i; n; t (3.7)

x in 2 f 0; 1g; pnt 2 f 0; 1g 8i; t; n: (3.8)

The objective of the linear program is to maximise revenue. The binary decision vari-

ableX in 2 f 0; 1g is the rejection or acceptance of a requesti into a roomn. A request can

be at most accepted into one room (�rst constraint). The second binary decision variable

Pnt 2 f 0; 1g indicates if roomn is at the same temperature as the request temperature� i

in periodt. The second constraint ensures that the total capacity used in each room at all

times does not surpass the available capacity. Constraints three and four together ensure

that a request's temperature and the assigned room's temperature match.

When the demand distribution is given, we can estimate the hindsight solution for the

distribution by samplingK demand instances from the distribution and solve the linear

program for each sample, whereK is some large number. Let� k be the optimal value for

one solved linear program (k = 1; : : : ; K ). To estimate the hindsight solution, we take the

mean of these objective values (
P

k=1 ;:::;K � k=K ).

The hindsight solution gives us an upper bound of the objective value of the optimal

policy from dynamic programming, because of the relaxation of knowing the future in ad-

vance unlike the optimal dynamic programming solution that has access to the distribution

only. As such, it also forms an upper bound of all heuristic policies.

In real life, the �rm does not have access to data about future demand. Even the most

accurate forecast will not provide the perfect information that is available in hindsight.

Additionally, since the problem size is too big to be solved to optimality, other methods
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need to be explored. We propose several approximation algorithms to solve the problem

and show their effectiveness empirically.

3.5.3 Greedypolicy

The greedy policy is a myopic baseline policy where all arriving requests are accepted

as long as the acceptance is feasible. A request arriving int is accepted if9 a roomi

for which the capacity constraintx i� + pt � yi ; 8� 2 [mt ; mt + l t ] and the temperature

constraint� t = ki� ; 8� 2 [mt ; mt + l t ] hold, wherex i� is the capacity usage level in room

i at time� , pt is the pallet position,mt the starting time,l t the contract length, and� t the

required temperature associated with the request arriving int. yi is the maximum room

capacity, andki� the temperature in roomi .

The request is accepted into the �rst feasible room, iterating through roomsi = 1; : : : ; N

starting withi = 1. Further, the room temperatures are kept constant at the initialized tem-

perature levelski 0. At initialization the temperature level are uniformly distributed over the

rooms. E.g., if two rooms exists and two temperature levels, one room has one temperature

and the other room the other temperature.

This greedy policy is a myopic policy that is expected to perform poorly, when the

revenue pattern of arriving requests is varied. With this policy, the �rm will not reject a low

revenue request to keep capacity available for a potential future high revenue request. This

baseline policy does not need any data or access to the underlying distribution. It does not

use instance data, nor samples from the distribution to make a decision, nor does it need to

keep track of previous requests.

3.5.4 Rollout-basedapproximationpolicies

Next, we consider rollout algorithms that perform post-decision rollouts at each time step.

The rollout algorithms use a baseline policy as the starting point. In each time step, the

best actiona� is taken, wherea� is returned by a comparison of all feasible actions using a
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rollout policy for each. The post-decision rollout can be represented by

vt (st ) = max
at ;u t

f Rt (st ; at ; ut ) + E[~vt+1 (st+1 )]g ; (3.9)

where~vt+1 is the expected reward from the baseline policy. Compared to the dynamic pro-

gramming algorithm (Equation 3.2), the rollout algorithm only needs solve the backward

induction step for therealizedstatest , rather than all states in the state space, Which is the

reason why it is also known as one-step look-ahead in dynamic programming.

More speci�cally, the rollout algorithm solves our problem as follows. In each time

step, in which a new request arrives,K rollouts for all feasible actions are performed.

During one rollout, the feasible action is performed, and the rollout policy is applied until

the end of the planning horizon for sampled future demand instances. Acceptance and

temperature decisions are made following one of the policies explained below. At the end

of the rollout the overall reward� k is collected. This process is repeated untilK samples

have been rolled out. The overall objective value� a =
P K

k=1 � k is calculate from the

collected rewards of rolling out actiona. Rollouts with the other feasible actions are then

performed on the same samples (correlated sampling). The feasible action that results in

the highest average rollout objective value is chosen.� � = max(� a), wheremax(� a) is

the set of all overall objective values of rolled out actions. The system transitions into the

next state, and the process is repeated.

These approximation policies assume access to the underlying demand distribution.

However, direct access is not necessary. The algorithms only need access to sample paths

from the distribution to compute the rollout objective values. Thus, they need less informa-

tion than the hindsight solution but still need information on the distribution. This demand

distribution can be learned over time and provided to the rollout policies as a demand fore-

cast.

We consider two implementations of the rollout algorithm: the �rst one uses the greedy
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policy as the baseline policy, and the second one uses the hindsight solution is the baseline

policy.

Linear program rollouts

For the linear program based approximation policy, the same linear program as presented

in subsection 3.5.2 is solved at each rollout. In each time step in which a request arrives,

K samples paths for each feasible action are solved. For each feasible action the same

K sample paths are solved to ensure correlated sampling. The �rm then takes the best

acceptance decisiona� with the highest mean objective value. See Algorithm 1 for the

pseudo code for the linear program rollout algorithm.

Greedy rollouts

For the greedy based rollout policy, rollouts follow the greedy policy described in subsec-

tion 3.5.3. At each time step in which a request arrives, greedy rollouts for all feasible

revenue control actions are performed. For each of these actionsK correlated samples are

rolled out. First, the feasible action is taken and the sample state updated accordingly. Then

the sample is solved following the greedy policy which accepts all feasible incoming cus-

tomer requests. The overall rollout value� k is recorded. After rollouts have been performed

for all feasible actions, the �rm takes the acceptance decision with the highest mean rollout

value. The greedy rollout algorithm is de�ned in Algorithm 2. Note that the only difference

to the linear program rollout is in line 20 and 23.

3.6 Experiments

We evaluate the proposed heuristics empirically. In the experiments, the linear program

solution serves as an upper bound as it has perfect hindsight information. The greedy

policy serves as a simple myopic baseline policy.

We run experiments with a hypothetical temperature-controlled warehouse that has two
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Algorithm 1 Linear program rollout algorithm

1: Let K be the number of rolloutst
2: Let LP be the formulation given by Equation 3.3
3: Initialize the starting capacity utilizationX 1

a� = 0; 8a; � . Empty warehouse
4: Initialize the total revenue collectedRev  0
5: for t  1 to planning horizonT do
6: if new requestqt arrival then
7: Let feasible room setR  ;
8: for a  1 to N do . Loop over all rooms
9: Add rooma to R if it satis�es capacity and temperature constraints

10: end for
11: Let Wa be the post-decision value for acceptingqt into rooma
12: Initialize Wa  r t l t ; 8a 2 R . Revenue for accepting orderqt

13: Let Wreject be the post-decision value for rejecting requestqt

14: Initialize Wreject  0
15: for k  1 to K do
16: Sample future requests~S from periodt + 1 to T
17: for eacha 2 R do
18: ~X  X t

19: ~X a� = X t
a� + qt

numb pallets 8� 2 [qt
rentalstart ; qt

rentalend ]
20: Solve LP(~X; ~S) and record optimal valuev� ( ~X; ~S)
21: Wa  Wa + v� ( ~X; ~S)=K
22: end for
23: Solve LP(X t ; ~S) and record optimal valuev� (X t ; ~S)
24: Wreject  Wreject + v� (X t ; ~S)=K
25: end for
26: Pick actiona� with highest post-decision value (Wa or Wreject )
27: if a� in R then . If best action is an accepting action
28: X t+1

a� �  X t
a� � + qt

numb pallets 8� 2 [qt
rentalstart ; qt

rentalend ]
29: Rev  Rev + r t l t
30: else . If best action is rejecting
31: X t+1  X t

32: end if
33: else
34: X t+1  X t . No request arrival
35: end if
36: end for
37: Return the total revenue collected:Rev

different rooms with the same available capacity. Both rooms can serve requests at two

different temperature levels. Each room is initiated at a different temperature, so that at the

beginning of the experiment requests at both temperature levels are servable.
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Algorithm 2 Greedy rollout algorithm

1: Let K be the number of rollouts
2: Let GREEDY be the greedy baseline algorithm discussed in subsection 3.5.3
3: Initialize the starting capacity utilizationX 1

a� = 0; 8a; � . Empty warehouse
4: Initialize the total revenue collectedRev  0
5: for t  1 to planning horizonT do
6: if new requestqt arrival then
7: Let feasible room setR  ;
8: for a  1 to N do . Loop over all rooms
9: Add rooma to R if it satis�es capacity and temperature constraints

10: end for
11: Let Wa be the post-decision value for acceptingqt into rooma
12: Wa  r t l t ; 8a 2 R . Revenue for accepting orderqt

13: Let Wreject be the post-decision value for rejecting requestqt

14: Wreject  0
15: for k  1 to K do
16: Sample future requests~S from periodt + 1 to T
17: for eacha 2 R do
18: ~X  X t

19: ~X a� = X t
a� + qt

numb pallets 8� 2 [qt
rentalstart ; qt

rentalend ]
20: Rollout using GREEDY(~X; ~S) and record valuev( ~X; ~S)
21: Wa  Wa + v( ~X; ~S)=K
22: end for
23: Rollout using GREEDY(X t ; ~S) and record valuev(X t ; ~S)
24: Wreject  Wreject + v(X t ; ~S)=K
25: end for
26: Pick actiona� with highest post-decision value (Wa or Wreject )
27: if a� in R then . If best action is an accepting action
28: X t+1

a� �  X t
a� � + qt

numb pallets 8� 2 [qt
rentalstart ; qt

rentalend ]
29: Rev  Rev + r t l t
30: else . If best action is rejecting
31: X t+1  X t

32: end if
33: else
34: X t+1  X t . No request arrival
35: end if
36: end for
37: Return the total revenue collected:Rev

In each experiment, the algorithms are evaluated at different capacity usage levels. For

example, at the 100% capacity level, the expected demand divided by the available capacity

over time is 1. The expected demand is calculated by multiplying the planning horizon with
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the request arrival probability, the contract length, and the number of pallets per request.

The available capacity is the planning horizon multiplied by the number of rooms and the

capacity per room.

We evaluate the algorithms at a 75%, 100%, 150%, and 200% usage level. The 75%

is an over-capacitated system where more warehouse pallet capacity is available than is

expected to be needed by all incoming request over the planning horizon. At the 100%

level available warehouse capacity matches the demand in expectation. Finally, 150% and

200% are under-capacitated system, where the arriving demand is higher than the available

warehouse space.

In each experiment, the system is run for 200 time steps. A time step is thought to

represent a week, so the time horizon equals to a horizon of four years. Time steps, however

can also be thought of as days or other �tting time periods. There is a clearing period of 35

at the end of the planning horizon when no new requests arrive.

In each time step, there is a 0.2 probability that a new request arrives. All requests have

a contract length of 30 periods. They either start in the next period after the request, or the

period after that. The probability for the request's temperature is uniformly distributed.

During one experiment run, each algorithm is run twenty times for the planning horizon.

At the end, the mean objective values are compared to each other. The approximation algo-

rithms sample the underlying distribution �ve times during their rollouts and each feasible

action's rollout is tested on the same �ve samples to ensure a correlated sample rollout.

We run experiments with different revenue structures. In experiment I, 50% of requests

are considered high value customers and 50% are considered low value customers. The

high value customers have a high revenue associated with their requests and the low value

customers have low revenue, a tenth of the high value customers, associated with their re-

quests. The �rm receives a total revenue ofr t l t if they accept a request. In this experiment,

that means for a low value customer means: revenue of 1 x contract length of 30 = 30 in

revenue and for a high value customer that means: 10 x 30 = 300.
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In experiment II, the revenue structure is more complex. Half of the contract requests

have a revenue of 5 associated with them. These are considered standard customers. Low

value, and high value customers represent 20% of requests each. Additionally, there are

very high value customers. These contracts are associated with a revenue of 20. Very high

value customers only represent 10% of all requests. They are requests by companies that

are willing to pay a lot of money. They might be new customers that usually work with

other 3PL that face a bottleneck and really need their requests accepted to avoid supply

chain disruptions.

The temperature distribution, which results from the linear program solution to the

experiments, is used to initialize the warehouses. Different temperatures might be associ-

ated with different revenues. For example, higher valued requests might always be at one

temperature, while lower valued requests are at another temperature. Due to revenue dis-

tribution of these two experiments, this initialization approach results in one room being at

temperature 1 and the other room at temperature 2.

3.7 Results and discussion

We compare the proposed algorithms' performance to the hindsight solution obtained by

solving the linear program and to the naive greedy heuristics. In all conducted experiment

set-ups, both the greedy based and the LP based rollout policies outperform the greedy

policy. Compared to the hindsight solution (upper bound), rollout policies' reward reaches

at least 70%, and reaches 95% of the hindsight solution in the over-capacitated setting in

experiment II.

3.7.1 Comparisonto hindsightsolution

In the over-capacitated setting, when more storage space is available than demand over

the planning period, all heuristics perform better compared to the upper bound than in the
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Table 3.1: Solution quality compared to hindsight solution experiment I

Expected demand /
available capacity

LP (upper
bound)

Greedy
Rollout

w/ greedy
Rollout
w/ LP

200% (capacity=6)
10560
(100%)

6294
(59.6%)

8226
(77.9%)

8856
(83.7%)

150% (capacity=8)
16398
(100%)

11088
(67.6%)

13800
(84.2%)

14130
(86.2%)

100% (capacity=12)
19050
(100%)

15186
(79.7%)

17508
(91.9%)

16962
(89.0%)

75% (capacity=16)
20682
(100%)

17826
(86.2%)

19020
(92%)

18690
(90.4%)

Table 3.2: Solution quality compared to hindsight solution experiment II

Expected demand /
available capacity

LP (upper
bound)

Greedy
Rollout

w/ greedy
Rollout
w/ LP

200% (capacity=6)
12882
(100%)

7290
(56.6%)

8262
(64.1%)

9096
(70.6%)

150% (capacity=8)
18402
(100%)

13620
(74.0%)

14322
(77.8%)

15120
(82.2%)

100% (capacity=12)
22062
(100%)

18456
(83.7%)

18978
(86.0%)

19914
(90.3%)

75% (capacity=16)
24030
(100%)

21930
(91.3%)

22212
(92.4%)

22818
(95.0%)

under-capacitated setting (see Figure 3.2). This is to be expected. In the over-capacitated

setting almost all requests can be accepted as there is, in expectation, enough warehouse

space available. Since there is more capacity available than incoming requests, no trade-

off needs to be addressed by declining a lower value current request for a potential high

value future request. In experiment I, the greedy policy, rollout with greedy policy, and the

rollout with LP policy obtain 86.2%, 92%, and 90.4% of the upper bound, respectively (see

Table 3.1). In experiment II, 91.3%, 92.4%, and 95%, respectively.

In the under-capacitate settings, on the other hand, warehouse space is not suf�cient to

accomodate all requests. Now, decisions regarding the acceptance of an incoming request

need to carefully be considered to address the trade-off. Accepting a request in the cur-

rent time step could mean that the �rm cannot accommodate a potential request that values
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