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SUMMARY

The objective of this research is to shift Machine Learning algorithms from resource-

extensive server/cloud to compute-limited edge nodes by designing energy-ef�cient ML

systems. Multiple sub-areas of research in this domain are explored for the application of

drone autonomous navigation. Our principal goal is to enable the UAV to autonomously

navigate using Reinforcement Learning, without incurring any additional hardware or sen-

sor cost. Most of the light-weight UAVs are limited in their resources such as compute

capabilities and on-board energy source, and the conventional state-of-the-art ML algo-

rithms can not be directly implemented on them. This research addresses this issue by

devising energy-ef�cient ML algorithms, modifying existing ML algorithms, designing

energy-ef�cient ML accelerators, and leveraging the hardware-algorithm co-design.

RL is notorious for being data-hungry and requires trials and error for it to converge.

Hence it can not be directly implemented on real drones until the issues of safety, data

limitations, and reward generation is addressed. Instead of learning the task from scratch,

just like humans, RL algorithms can bene�t from prior knowledge which can help them

converge to their goals in less time and consume less energy. Multiple drones can be

collectively used to help each other by sharing their locally learned knowledge. Such dis-

tributive systems can help agents learn their respective local tasks faster but may become

vulnerable to attacks in the presence of adversarial agents which needs to be addressed.

Finally, the improvement in energy ef�ciency of RL-based systems achieved from the

algorithmic approaches is limited by the underlying hardware and compute architectures.

Hence, these need to be redesigned in an application-speci�c way exploring and exploiting

the nature of the most commonly used ML operators This can be done by exploring new

compute devices and taking into account the data reuse and data�ow of ML operators

within the architectural design.

This research discusses these issues by addressing them and presenting better alterna-

xvii



tives. It is concluded that energy consumption at multiple levels of hierarchy needs to be

addressed by exploring algorithmic, hardware-based, and algorithm-hardware co-design

approaches.

xviii



CHAPTER 1

INTRODUCTION

1.1 Motivation

Machine Learning (ML) algorithms and Deep Neural Networks (DNNs) are used for a

wide number of varied applications such as computer vision, image and speech recognition,

[1, 2], playing games [3], autonomous driving [4], robotics [5] and disease detection [6].

ML algorithms date back to the early 1980s, with signi�cant contributions seen from the

research community in the last decade. The success of ML is based on its ability to extract

useful high-level features from the provided data. Each layer in the DNN acts as a feature

extractor operating on the output of the previous layer. As we go deep into the network the

features extracted become more and more problem-speci�c. Deeper DNNs have proved

to perform better as compared to shallower ones for complex problems providing state-of-

the-art accuracy even surpassing humans in some tasks. This superior accuracy, however,

comes at the cost of high computational complexity. The deeper a DNN is, the more energy

and time is required to train it and hence the accuracy-energy trade-off.

Recently there has been an increase in the use of IoT devices. According to a recent

survey, the number of IoT devices surpassed 50 billion in the year 2020 [7]. These IoT de-

vices are limited in terms of their resources such as battery and compute capabilities. Most

of the known state-of-the-art ML algorithms cannot be directly implemented on them due

to the large energy and compute gap. For Supervised and Unsupervised machine learning

problems, where the training data is available apriori, this problem is not that worse. In

general, training a DNN takes up more computational resources than using it in the infer-

ence mode. So for these problems, where there is a clear boundary between the training

and inference phase, the DNNs can be trained of�ine on the cloud which has plenty of
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Figure 1.1: Number of IoT devices over the years

computing resources at its disposal. Once the DNN is trained, it can be transferred to the

IoT device which then might be able to use it in the inference phase. The problem is worse

for Reinforcement Learning (RL) based applications. In RL, the learning agent interacts

with the underlying environment to generate data which is then used for training. Due to

the unavailability of the training data pairs apriori, the training needs to happen at the edge

node. Since these edge nodes are resource-constrained, implementing DNN training on

them becomes nearly impossible. Hence energy ef�cient ML systems need to be designed.

1.2 Prior Work

In the past few years, researchers have started to realize the importance of energy ef�ciency

in ML algorithms. A lot of people have started working towards making the existing ML

algorithms energy and latency ef�cient. Instead of using energy-independent Key Perfor-

mance Indices (KPIs), researchers have started using energy-aware KPIs such as perfor-

mance per watt. The work done by researchers in this area can be categorized into three

main approaches and has been summarized in Figure 1.2.
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Figure 1.2: Different approaches to designing energy ef�cient ML systems

1.2.1 Algorithmic Approach

The �rst approach is to address the problem from a purely algorithmic standpoint. This

involves directly reducing the �oating-point operations (FLOPs) required to traverse the

neural network without losing accuracy. Researchers have worked on implementing small

and ef�cient neural networks with similar accuracy. Among the two broad categories,

one category is the Model compression technique [8, 9, 10, 11, 12]. One of the most

common model compression technique is pruning where the network is scanned for un-

necessary or redundant connections [12, 13, 14]. In [11], SVD decomposition is carried

out on the weight matrices of a pre-trained DNN model to get rid of redundant dimensions

while preserving the model accuracy. Researchers in [12] use network pruning on a pre-

trained DNN model and then replaces the weights of DNN which are below a threshold

with zero. The network is trained again to regain the accuracy. This process is carried

out multiple times until there is no room for pruning. Both of these approaches require

the DNN to be trained multiple times which in turn means more compute energy. Another

approach to implementing model compression is using Quantization where the precision

or the width of the network weights is reduced [15, 16, 17, 18, 19]. Quantized neural

networks are introduced in [18], where the weights of the DNN layers are quantized to low

bit precision. [17] uses ef�cient approximations of convolutional layers to generate binary-

weight-networks. The weights representing the layers in the DNN are constrained to have
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Figure 1.3: Brief overview of the energy-ef�cient ML system

binary values reducing the memory requirements.

The second category is to directly train smaller or lightweight networks [20, 21, 22].

They assume no constraint on the underlying hardware architecture these algorithms are

implemented on. In [21], large convolutional �lters are replaced by multiple smaller ones

and down-sampling is carried out late in the network so that the convolution layers have

large activation maps. A reduction of nearly 50 times in the network weights was reported

without compromising on the accuracy. MobileNets [22] are based on a streamlined archi-

tecture that make use of depth-wise separable convolutions resulting in lighter deep neural

networks. The trade-off between the latency and accuracy of the network is controlled by

two simple global hyper-parameters.

1.2.2 Hardwareapproach

The second approach to the problem is from the hardware standpoint, designing energy-

ef�cient DNN accelerators. Current CPU/GPU architectures are highly generic designs

aimed at solving a variety of computational problems. These are temporal architectures

where a centralized processing unit controls the computation unit such as ALUs. These
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ALUs can not communicate with each other and have to fetch the required data from the

memory hierarchy every time a Multiply-Accumulate (MAC) operation is carried out. A

few years ago researchers realized that ML-speci�c compute architectures are required

to further optimize the mapping of ML algorithms onto hardware architecture improving

throughput and accuracy. The fundamental building blocks of DNN are the fully connected

layers and CONV layers which can be highly parallelized. Spatial architectures are pro-

posed which take advantage of the high data reuse characteristics of these building blocks

by forming a chain of these ALUs (called Processing Elements - PEs). These PEs pass the

data among each other without the need for a control unit dictating every data movement.

The required data is fetched from the memory hierarchy once and is passed onto these

chains of PEs until all the processing related to the data is not completed. The routing of

the data from the memory and within the PEs is called data�ow.

Based on these spatial architectures, DNN accelerators have been designed which varies

in the selection of data�ow, signal nature (analog or digital) and the underlying device

characteristics used as the building blocks for the PEs [23, 24, 25, 26, 27, 28]. The two

broad categories are the near-memory and in-memory architectures. In near memory DNN

accelerators [23, 28, 27], memory banks and compute units are separate entities. The archi-

tecture of [28] contains memory buffers for input/output neurons and weights and a Neural

Functional Unit (NFU) which is largely a pipelined version of the typical digital PEs. The

NFU consists of three stages. The �rst stage carries out the synapse multiplication, wherein

the second stage binary tree adders are used to sum the result. The �nal stage consists of the

application of a non-linear activation function. Eyeriss [27] is an accelerator for compact

and sparse neural networks. A hierarchical mesh of PE nodes is used to address different

types of DNN layers with varying data re-use and bandwidth requirements.

In-memory DNN accelerators are generally analog signal architectures where the mem-

ory used to store the synapses also acts as the compute unit. ISAAC [24] designs a complete

pipelined DNN accelerator using memristor crossbar arrays performing dot product in an
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analog manner. eDRAM is used to store the the output of current layer before it is fed into

the crossbar arrays assigned to the next layer. Intra layer pipelining is used to improve the

latency of the accelerator. RAPIDNN [29] carries out a transformation between the neuron

to the memory with the aim of accelerating DNNs in a highly parallel architecture. The

key point is the extraction of DNN weights and input values using a method of clustering

in order to optimize the model for in-memory processing.

1.2.3 Algorithm-hardwareco-design

The most interesting approach that recently has been surfaced is the co-design of ML sys-

tem considering both algorithmic and hardware characteristics of the underlying system.

Such Algorithm-hardware co-designs explore the device characteristics and hence design

the high-level algorithm by taking into account the limitations posed by the hardware. [30]

uses an approach of hardware-aware training, where once the underlying hardware archi-

tecture is de�ned, training is carried out incorporating the hardware constraints into the

training procedure. This results in a DNN which is highly optimized (in terms of FLOPS

and hence energy) for the selected hardware architecture. [31] introduces energy-aware

pruning where based on the energy consumption, the next layer to be pruned is decided

and has shown to perform better than their FLOPs-aware pruning counterpart. [32] uses

Bayesian optimization to co-design deep neural network parameters and accelerator hard-

ware parameters simultaneously maximizing the accuracy of the DNN and the energy ef�-

ciency of the hardware.

1.3 Unmanned Aerial Vehicle - An emerging IoT

Over the past decade, unmanned aerial vehicles (UAV) are emerging as a new form of IoT

device being used in varied applications such as reconnaissance, surveying, rescuing, and

mapping. Irrespective of the application, navigating autonomously is one of the key desir-

able features of UAVs both indoors and outdoors. Several solutions have been proposed
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to make drones autonomous in an indoor environment. There has been signi�cant work

towards using additional dedicated sensing modalities such as RADAR [33] and LIDAR

[34], which provide high accuracy in navigation and obstacle avoidance, thus enabling au-

tonomous �ights possible. But when the payload, cost, and power are taken into account,

such systems are heavy, expensive, and power-hungry, making them almost impossible to

be used in low-cost Micro Aerial Vehicles (MAV). Ultrasonic SONAR is a cheap alterna-

tive but suffers from a lack of accuracy and reduced �eld of view (FOV). They are also line

of sight sensors that need to function in an array to provide a depth map. On the other hand,

over the last decade, there has been signi�cant interest in the use of Neural networks (NN)

for various robotic applications. In recent years, reinforcement learning (RL) has been ex-

tensively explored for enabling a wide array of robotic tasks. The model-free nature of RL

makes it suitable in problems where little or nothing is known about the environment. RL

has been successfully implemented in games and has shown beyond human-level perfor-

mance [35]. However, RL is a data-hungry method and often requires more data compared

to other machine learning techniques to generate comparable results.

In the case of RL for real-time collision avoidance, a major latency bottleneck arises

from the need to train a CNN with the current image frame, which must be completed

before the next image frame is captured. This is illustrated in Figure 1.4 where we show

the relationship between the speed of a drone and the required frame per second (fps) of

the image acquisition system. As shown in Figure 1.4(a), for a given velocity of the drone,

we can calculate the minimum fps requirement of the camera for collision avoidance based

on the corresponding distance traveled between two frames (df rame ), and the minimum

distance between the drone and its obstacles (a measure of clutter in the environment).

From Figure 1.4(b), we observe that the fps requirement increases as the speed of the drone

increases. Since the minimum distance between a drone and its obstacles is lower in typical

indoor environments compared to outdoor environments (i.e., the indoor environment is

more cluttered than outdoor environments), drones in indoor environments require higher
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Figure 1.4: Relationship between the speed of a drone and required fps

fps compared to outdoor environments. As the fps increases, the time available to perform

real-time RL decreases necessitating the high-performance of the computing system. For

small power-constrained drones, it requires signi�cant hardware resources to execute the

training process in RL within the latency and power targets

The performance of machine learning algorithms depends heavily upon the complexity

of the network and the amount of meaningful data available for training. For a complex

task, in general, the deeper the NN, the better the performance (until we hit a limit). Corre-

spondingly, the amount of meaningful data scales too [36] until the point where the task is

not complex enough given the network architecture and performance starts degrading [37].

Training a deeper neural network comes with the cost of increased computations. This

makes it challenging to be implemented on a limited-resource edge node such as a mobile

drone. Simpler NNs with real-time training can be implemented on edge nodes, but this

is achieved only by compromising the performance of the underlying application. So, for

acceptable performance, the network should be deep enough, which comes with:

• Additional compute requirement

• Increased Power consumption

• Increased latency

For a resource-constrained edge node (like a lightweight drone), an additional compute

resource means adding more hardware to the drone decreasing its thrust-to-weight ratio.
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An increased amount of power consumption may drain the battery quicker rendering the

drone useless and increased latency will affect its response time making it far from being

real-time. Hence these additional requirements are in direct contrast with the drone's inher-

ent limitations. Simpler NNs require a reduced amount of computations and are possible to

be implemented on edge nodes. But for a complex enough task, these simpler NNs do not

perform well. So the problem is, for RL-related applications how can we implement neural

network training on resource-constrained edge nodes without losing too much performance

and with reduced power and latency. One direct approach is to use Of�ine Training and

Deployment i.e. training the NN on the cloud, and carrying out inference on the edge

nodes. For tasks involving supervised learning (say classi�cation), this is an effective so-

lution. But for RL-related problems, where there is no clear boundary between the training

and inference phase, this can't be implemented directly. [38] however, uses an approach

where the network is trained on simulated environments posing RL as a supervised learn-

ing problem and then deployed on new unknown environments. This transfer of knowledge

without further �ne-tuning doesn't always work well and is closely tied with the co-relation

or similarity between the train and test environments. The more the similarity between the

training and testing environment the better the performance and vice-versa. [39] learns a

CNN with regressors using supervised learning to follow a pre-determined path and fails

to perform if the environment changes.

1.4 Background on Deep Reinforcement Learning

RL is one of the three basic machine learning paradigms (the other two being supervised

and unsupervised learning) where an agent interacts with the environment taking actions

to maximize the notion of cumulative rewards. The key objective is to learn a control

policy, i.e. optimal state-space to action space mapping, that when implemented results

in maximizing the underlying goal of the agent. As opposed to Supervised Learning (SL)

where the target labels are known, in RL we do not have access to labeled data points.
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Rather, the agent explores the environment by taking actions (random at �rst) receiving

rewards that can be used to quantify the nature of the action taken to be a good or a bad

action. RL can be modeled as a Markov Decision Process (MDP) where the next state of

the system only depends on the current state and the current action taken. The RL MDP

can be de�ned by the tupleM = ( S; A ; P; R; 
 ) whereS is the state space,A is the action

space,P is the MDP transition probabilities,R is the reward function and
 is the discount

factor (details below).

The agent interacts with the environmentE in a sequence of actionsf a0; a1; : : :g, obser-

vationsf s0; s1; : : : ; g, and rewardsf r0; r1; : : :g. At each time instantt, the agent observes

the current statest 2 S whereS is the state space of the MDP i.e. a set of all the possible

states. Based on the current statest , the agent takes an actionat 2 A from a pre-de�ned

set of actions and a rewardr t 2 R is observed. The reward functionR : S � A ! R

is a mapping from the current statest and actionat to a scalarr t . The reward function

R is designed to quantify the underlying goal and is a design parameter. The actionat is

then implemented in the environment and based on the the transition probabilitiesP a new

statest+1 is observed. The state transition probability functionP : S � A ! S is the

probability that the agent will move from states to another statês under the actiona i.e.

Pr[st+1 = ŝjst = s; at = a]. At any iterationt, the objective of RL is to learn a policy

� : S ! A , i.e. a mapping from the current state to action, to maximize the discounted

return starting from the statest . The discounted return is given by

Rt =
1X

k=0


 kr t+ k (1.1)

where
 2 (0; 1) is the discount factor that controls the importance between current and

future rewards. Given a policy� , each state can be assigned a state value

V � (s) = E(Rt jst = s) (1.2)
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which is de�ned as the expected return starting from the states and following the policy� .

Similarly, each state-action pair can be assigned an action value under the policy� given

by

Q� (s; a) = E(Rt jst = s; at = a) (1.3)

In this document, we will consider the model-free RL, where the transition probability

functionP is unknown but can be observed through sampling. Both the value-based and

policy-based methods will be considered to solve the RL problem.

In value-based methods, the RL problem is solved by �nding a policy that maximizes

the value function. Bellman optimality equation can be used to update the action valuesQ

for sampled trajectories/sequence which is given by

Q(s; a) = r + 
max a0Q(s0; a0) (1.4)

With the repeated application of the Bellman optimality equation, the action valuesQ con-

verges. The policy� is then given by

� (s) = arg max
a

Q(s; a) (1.5)

On the other hand, instead of maximizing the value function and then de�ning the

policy in terms of the value function, policy-based methods directly try to infer the optimal

policy without explicitly calculating the value function. The policy is modeled with the

parameter� i.e. � � (s). The problem then becomes in �nding the optimum� that leads to

an optimum policy maximizing the value function i.e.
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� � = arg max
�

Es� � V � � (s): (1.6)

where� is the initial state distribution over the action space. In the rest of the document,

we will use both value-based and policy-based methods. Explicit details will be provided

whenever any of these methods are used.

1.5 Dissertation Overview

The rest of the document is organized as follows. An introduction and formal de�nition of

the application of drone autonomous navigation using reinforcement learning is introduced.

This problem will be used as the underlying application to test the proposed energy-ef�cient

methods. It is shown that conventional vanilla algorithms can not be directly implemented

on compute-limited drones and need to be modi�ed to take into account their limitations.

Then we will move on to proposing different methodologies to address the issue of energy

ef�ciency by using both an algorithmic approach (using transfer learning) and by designing

an energy-ef�cient in-memory ML accelerator using novel STT-MRAM. The scope of the

RL application is then increased from single-agent to multiple agents in a distributed setting

and the issue of adversaries in such a multi-task RL problem is addressed. Finally, an

open-source benchmarking tool for drone RL applications is discussed that was developed

through this research, before concluding the document.
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CHAPTER 2

DRONE AUTONOMOUS NAVIGATION IN REAL ENVIRONMENTS USING RL

In this chapter, we will de�ne the problem of drone autonomous navigation as an RL prob-

lem. We will look at the data, safety, and energy challenges of implementing RL in the

context of drone navigation in real environments and address the issues by proposing a few

solutions.

2.1 Introduction

We explore a single-camera-based autonomous navigation and obstacle avoidance for MAVs

in real environments. Traditional systems employ handcrafted sensing and control algo-

rithms to allow navigation and have led to signi�cant progress in this �eld [40, 41]. Re-

cently, the success of deep neural networks has enticed researchers to study neuromor-

phic models of autonomous navigation [42, 43, 44]. In spite of the success of such ma-

chine learning models, we also recognize that true autonomy in intelligent agents will only

emerge when bio-mimetic systems can perform continuous learning through interactions

with the environment.

The main contributions are as follows:

• Demonstration of end-to-end Deep RL for collision avoidance using monocular im-

ages only and without the use of any other sensing modality.

• Overcoming the issues associated with the implementation of RL in real environ-

ments by designing a suitable reward function that takes into account both the safety

and sensor constraints.

• Using expert data and knowledge-based data aggregation to improve the RL conver-

gence in real-time.
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Figure 2.1: Brief overview of ML based drone autonomous navigation

2.2 Related Work

Our principal goal is to enable the UAV to �y by itself in a real environment, without incur-

ring any additional hardware or sensor cost. Most of the low-cost MAVs come equipped

with an onboard camera and an Inertial Measuring Unit (IMU). So the use of image frames

for navigation is an area of active research. We have studied supervised learning for drone

navigation. [45] collects a data-set of 11,500 videos of crashing and learns a neural network

that classi�es an image as “crash” or “no crash”. Based on that knowledge, the authors use

a handcrafted algorithm to steer and navigate the drone away from obstacles. [46] uses an

indoor data-set and classi�es the images according to the action taken by the drone. They

de�ne a set of �ve actions in the action space of the drone, hence posing the problem as a

classi�cation problem with �ve classes. A supervised image classi�er with three classes is

used [47] in to train a deep neural network for forest navigation. The data set is collected

by mounting three cameras on a hiker's head facing forward, left, and right. [48] uses RL

as the online learning mechanism to navigate a drone in a forest. A camera frame is taken

and is pre-processed before it is fed to the RL system. This pre-processing uses handcrafted

algorithms to extract lower dimensional features from the camera image. [38] uses simu-
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lated environments with a larger set of action space (1681 actions). The agent is trained

for a deep neural network in 9 simulated environments and the performance is reported.

The neural network trained in the simulations is then also tested in the real environment

without any �ne-tuning and has shown to perform well. Unfortunately, the performance of

this approach greatly depends upon the correlation of the simulated and real environment.

For the cases of unknown environments which has limited similarity with the simulated

training environments, the agent is expected to behave poorly.

All of these previous demonstrations and approaches, in spite of their many successes,

either require considerable human/expert intervention, handcrafted algorithms or are im-

plemented of�ine in simulations, where the simulated and the real endowments need to be

nearly identical.

2.3 Problem formulation

The objective of drone autonomous navigation via RL is to learn a control policy by inter-

acting with the environment. The idea is to take actions that lead to a collision-free �ight of

the drone in a real environment. There is no goal position and the objective is to navigate

through the arena safely. Consider the task of obstacle avoidance where the drone interacts

with the environment in a sequence of actions, observations, and reward calculations. At

each time instant, the drone observes the current camera frames. It takes an actiona from

an action spaceA and implements it. Implementing the action moves the drone to a new

position where it observes a new camera frames0. This new camera frame along with the

action taken will quantify a rewardr . The goal of the system is to take actions maximizing

the long term reward, i.e. at each time stept, we need to take an action that eventually leads

us to a sequence of statessi with rewardsr i for i 2 f t + 1; t + 2; :::g such that the future

discounted returnRt =
P T

i = t 
 i � t r i is maximized, where
 2 (0; 1) is the discount factor.

Each of the state-action pair is assigned a Q valueQ(s; a). During the learning phase these
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Q values are updated according to the Bellman optimality equation as follows

Q(s; a) = r + 
max a0Q(s0; a0) (2.1)

Bellman equation update ensures that in a given statest selecting an actionat = maxa0Q(st ; a0)

will result in maximizing the future discounted rewardRt . These Q values are stored as an

approximation of a function with states as input. In Deep Reinforcement Learning (DRL)

the function to estimate these Q values is a deep neural network.

2.4 Challenges of implementing DRL in real environments

RL in real environments for collision avoidance is challenging. The methodologies adopted

in this paper to address them are described in the next section.

2.4.1 Rewardgeneration

In real environments, the position of the agent and its distance from obstacles is not known.

Hence extra sensing capabilities need to be added to the agent giving it a notion of depth

which not only adds to the computation cost but also to the weight of the agent. In this

paper, we demonstrate DRL using a single monocular camera.

2.4.2 Safetyissues

RL works via a trial and error method. It is designed to learn from mistakes. For the task of

collision avoidance, it means that the agent has to collide with the obstacles to learn. This

collision can not only harm the agent, but also the environment. We propose a method of

virtual crashand acrash rewardto address this issue.
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Figure 2.2: Block diagram of the key algorithmic components that enable end-to-end RL
for obstacle avoidance and autonomous �ight in a drone.

2.4.3 Resettingtheagentto asuitableinitial position

RL requires that the agent must be placed at the proper initial position (usually the same)

every time it crashes with an obstacle. In simulations, it is trivially achieved while in

real environments it poses a challenge. We demonstrate a method ofun-doing the drone's

actionsto achieve the same effect as resetting the drone's position.

2.4.4 Largeonlinedata-setrequirement

The amount of data required for implementing RL is large. Such training data requirement

stems from the fact that the agent starts with little knowledge of the environment and takes

random actions to explore it. As opposed to simulations where you can easily collect a large

number of data points, the data-set that can be collected in a real environment is limited.

We use several techniques to address this issue, as described in the next section.

2.5 Navigation in Real Environments via RL (NAV REN-RL)

We propose an end-to-end drone navigation methodology using expert data-aided deep

reinforcement learning on images acquired by a single camera. The end-to-end approach

has been summarized in the block diagram shown in Figure 2.2. We limit the action space
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Figure 2.3: Depth-based dynamic windowing

to three actionsA = f aF ; aL ; aRg where under the actionaF the drone moves forward (by

0:25m), aL the drone turns left (45o) andaR the drone turns right (45o). To address the

issues of real-time DRL, we explore the following solutions keeping in mind the agent's

weight, cost, limited sensing capabilities, and environmental constraints.

2.5.1 Rewardgeneration

Since we are not using any external sensing modalities, the reward needs to be generated

from the image frame itself. We use the depth map of the state towards the generation

of the reward. A depth map of a frame is an image of the same dimension with pixels

intensities corresponding to the depth of the pixel in the input image. In the last few years,

various of�ine learning algorithms have been explored to generate depth maps using a

single image [49, 50, 51]. Due to its superior test accuracy, we use the approach proposed

in [50].

In order for the reward to be simple and meaningful, we use parts of the depth map

towards reward generation. The depth map generated is divided into three windows. The

depth in the windows is used to generate a notion of the distance to the closest obstacle

in each of the three (left, center, and right) directions. This distance is calculated by av-

eraging the smallestn% pixel depth values. The value ofn depends on the nature of the
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Algorithm 1: Reward generation using the depth map

Function RewardFunction( st , at , s0
t ) :

d(st )  depth map ofst

d(s0
t )  depth map ofs0

t
dl (st ); dc(st ); dr (st ) = DepthV alues(d(st ))
dl (s0

t ), dc(s0
t ), dr (s0

t ) = DepthV alues(d(s0
t ))

if at = aF then
r t = dc(s0

t )
else ifat = aL then

r t = dc(s0
t ) + � (dl (st ) � dr (st ))

else
r t = dc(s0

t ) + � (dr (st ) � dl (st ))

if dc(s0
t ) < d thresh then

r t = r crash

return r t

environment. If the environment is expected to have narrow (wide) obstacles, the value of

n is relatively smaller (larger). We note that changing the window size dynamically with

the global depth in the scene aids reward generation and improves accuracy. If the global

depth of the image is greater, then the objects being seen in the frame are farther apart.

We choose the relationship between the global depth and window size empirically to be

[H; W ]=(0:75� global depth+ 0:5) where[H; W ] are the dimensions of the input frame

from the camera. This global depth-based dynamic windowing can be seen in Figure 2.3.

The three local distances to the closest obstacle in corresponding directions are then put

to use towards reward generation according to algorithm 1 where� 2 [0; 1] is a paramet-

ric weight and is taken to be 1/3;dthresh is used to mark the completion of an episode as

explained in the next section.

2.5.2 Addressingsafetyissues

If at any point, the center window shows the distance to the nearest obstacledc to be below

some threshold valuedthresh , the agent stops and considers to have “virtually crashed”. This

virtual crashing marks the end of an episode. Thus the agent does not physically collide

19



with obstacles and signi�cantly reduces the risk of damaging itself or the environment.

Once the agent virtually crashes, a penalizing rewardr crash is provided to the state-action

pair leading to the crash.

2.5.3 Resettingtheagentto asuitableinitial position

In our approach, the agent does not reset to its initial position, rather a new initial position is

selected after the end of every episode. The new initial position is chosen in an autonomous

way making use of the knowledge of the “virtual crash” state-action pair. The action that

led to the collision is undone. The agent accomplishes this by taking the opposite actions

(for e.g. if the forward action led to the virtual crash, the agent after marking it the end of

an episode, moves backward) untildc is at leastdrecover ; a threshold set for recovering from

the crash. A new episode starts from the recovered state and the policy prevents the agent

from selecting the “virtual crash” action for that initial state.

2.5.4 Largeonlinedata

Expert Data D E : We address the requirement of a large training data set by making the

use of Learning from Demonstration (LfD) [37]. At the onset, a human expert navigates

the agent across the arena and collects a limited set of expert data points. The idea of

collecting expert data points is to help the agent through guided exploration. This expert

data set is used towards learning in the following two ways.

• Pre-training phase: The neural network is trained for this small set of expert dataDE

and the weights learned� E are used as initial weights for the online learning phase.

This preserves some knowledge about the environment and gives the agent a good

starting point for exploration.

• Expert data as a part of experience replay: The expert data is also used as a part of

the replay memoryD replay from which the batches of data points are sampled for
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training. Making expert data a persistent part of the experience replay helps avoid

the neural network from forgetting what it had learned in the pre-training phase.

Knowledge-based Data aggregation: The data aggregation is carried out in the follow-

ing two ways:

• When the agent virtually crashes, going forward from that state will lead to a crash

too. If the agent which is in statest moves to the next states0
t by taking an actionat

and virtually crashes, then the data-point(s0
t ; aF ; s0

t ; r crash ) will be aggregated to the

current data points.

• Since opposite actions are selected to recover from crashes, the intermediate states

will lead to a crash as well. For example, the agent in statest moves to next statest+1

by taking an actionat and virtually crashes. Leta0
t be the opposite action toat . If

at 2 f aR ; aL g then the data-points(st+ i ; a0
t ; st+ i � 1; r crash ) and(st+ i ; aF ; st+ i ; r crash )

for i = f 1; 2; 3; :::; nrecover g is aggregated to current data-points wherenrecover is the

number of steps required to recover from the crash. Since going backward does not

belong to our de�ned action spaceA, the data points are not aggregated ifat = aF

2.5.5 Convergenceof DeepRL algorithm

The basic RL algorithm often suffers from limited convergence, which mainly emerges

because the Bellman equation tends to over-estimate the Q-values due to its non-linear

nature. Also, the aggregating nature of the Bellman equation might lead to diverging Q-

values. So, in order to avoid these issues, the following solutions are implemented.

Restricting the range of rewards

The distances to the nearest obstaclef dl ; dc; dr g 2 R+ is the estimated distances in meters.

These distances are scaled down to have values between[0; 1
� +1 ] where� is the weight
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constant used in the reward function. When scaled down, the reward function generates the

reward within the limited range of[� 1; 1]

Clipping Q values in Bellman equation

This ensures that the Q-value updates do not diverge. LetQtarget
� (s; a) = r+ 
 maxa Q(s0; a; � )

be the normal Q-value update where� is the weights of the neural network, then the clipped

Bellman equation is

Q̂target
� (s; a) = clip(Qtarget

� (s; a); � 1; 1) (2.2)

where the functionclip(a; n1; n2) clips the value ton1 or n2 if a is less thann1 or greater

thann2 respectively. The updated equation ensures thatQtarget
� (s; a) 2 [� 1; 1] and does

not diverge.

Use of Double DQN

We address the overestimation of the Q value by using a Double Deep Q Network (DDQN)

[52]. In DDQN two different copies of the neural networks are used. One of the neural

networks (the behavior network,� ) is used for training, while the other network (the target

network,� 0) is used towards the Bellman equation update. The target network is updated

with the weights of the behavior network after everyntarget interval. The updated Bellman

equation looks like

Qtarget
� 0 (s; a) = r + 
 max

a0
Q(s0; a0; � 0) (2.3)

Combining both clipping and DDQN, the updated Bellman equation is:

Q̂target
� 0 (s; a) = clip(r + 
max aQ(s0; a; � 0); � 1; 1) (2.4)
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Algorithm 2: NAV REN-RL Algorithm

Input: Expert data-points:DE

Initialization: Behaviour network:Q� (s) = N(s; � ), Target network:
Q� 0(s) = N(s; � 0), m: Number of pre-training updates,ntarget : Target network
update interval,b� :� annealing coef�cient,nbatch: mini-batch size for training

for i 2 f 1; 2; 3; :::; mg do
Sample a mini-batch of sizenbatch from DE

Evaluate the lossJ� 0(� )
Perform gradient descent to minimizeJ� 0(� ) w.r.t �

end
Initialize the replay memoryD replay  DE

for t 2 f 1; 2; 3; :::g do
st  Camera image, Q(st )  N(st ; � )
Sample an action from behaviour policyat � � b� Q(� )
Implement the actionat on the agent
s0

t  Camera image, Q(s0
t )  N(s0

t ; � )
Generate the rewardr t  RewardFunction (st ; at ; s0

t )
Store the tuple(st ; at ; s0

t ; r t ) in D replay

if virtual crashthen
while not recover from crashdo

Aggregate data-points toD replay

end
end
Sample a mini-batch of sizenbatch from D replay

Evaluate the lossJ� 0(� )
Perform gradient descent to minimizeJ� 0(� ) w.r.t. �
if t modntarget = 0 then

�  � 0

end
end

2.5.6 NetworkArchitecture

We use a modi�ed AlexNet [53] network to estimate the Q values for the states. The input

to the network is the re-sized camera framest . The network consists of 5 convolutional

layers and 3 fully connected layers.
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2.5.7 OnlineLearning

Before the learning process begins, an expert user navigates the agent in the selected envi-

ronment for a certain number of stepsnexpert . The data tuple(si ; ai ; s0
i ; r i ) for each of the

stepsi 2 f 1; 2; 3; :::; nexpert g is generated and saved inDE. Next comes the pre-training

phase where random mini-batches of sizenbatch are selected from the expert dataDE and a

neural networkQ� (s) = N(s; � ) is trained minimizing

J� 0(� ) =
nbatchX

i =1

J (si ; ai ; �; � 0) + �J reg(� ) (2.5)

whereJ (si ; ai ; �; � 0) is the TD loss fori th data-point dictated by the Bellman equation and

Jreg(� ) is regularization loss to help prevent over-�tting the network for the smaller amount

of expert data, and� is a regularization weight. These losses are given by:

J (si ; ai ; �; � 0) = jj Q̂target
� 0 (si ; ai ) � Q(si ; ai ; � )jj 2 (2.6)

Jreg(� ) = jj � jj 2 (2.7)

whereQ̂target
� 0 (st ; at ) is given by Equation 2.4

After the pre-training phase, the online training phase begins. The agent is placed in the

environment and follows a� -greedy policy for actions. withb� as the annealing coef�cient.

� is varied linearly from 0.1 to 0.9 as the number of data points varies from 1 tob� . At

every time stept, the drone saves the data points(st ; at ; s0
t ; r t ) in D replay . A mini-batch

of sizenbatch is randomly sampled from the replay memoryD replay and used to minimize

the loss de�ned in Equation 2.5 through gradient descent. algorithm 2 shows the complete

algorithm, while Table 2.1 lists the hyperparameters used.
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Table 2.1: List of hyper parameters used for training

Learning rate 1e-6 ntarget 200 nbatch 32
� 0.001 dthresh 0.02 r crash -1

2.6 Experimental Results

Real-time experimentation is carried out to validate the proposed approach for drone navi-

gation.

2.6.1 Hardwarespeci�cations

We use a low-cost Parrot AR drone 2.0 which does not have the computational power to

carry out the required processing onboard. Hence, the drone sends the camera frames to a

workstation/cloud equipped with a Core i7 processor and GTX1080 GPUs. Control actions

are communicated back to the drone. We use Tensor�ow to carry out the neural network

computation on the workstation.

2.6.2 Testingenvironments

We use the following two arenas to carry out the experimentation for successful navigation.

ArenaA1: Open Hallway

This is a hallway in an engineering building with glass walls. The drone has to navigate

through the narrow hallways (minimum width of� 1:5m). There are no extra obstacles

between the hallway path except for the water dispenser, benches, and trashcans.

ArenaA2: SC Room

This arena is a cluttered break-out room with couches, chairs, tables, and bar-stools with

narrow passages in between (� 1m).

The layout and �oor plans of these arenas can be seen in the Figure 2.4
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Figure 2.4: Snapshots and the layouts of the arenas used. Top row:A1 Hallway, Bottom
row: A2 SC-room

Figure 2.5: Convergence of RL with and without DDQN and clipping

2.6.3 BaselineAlgorithmsfor Comparison

We compare our method with the following baseline algorithms.

Straight-line controller

This controller always predicts the forward action hence moving the agent in a straight

line in a manner described in [38]. This controller provides a good comparison of the

complexity of the arena.
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