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SUMMARY

This dissertation explores advanced optimization techniques, focusing on both theo-

retical developments in nonconvex stochastic programming and practical applications in

integrated energy systems with carbon capture technologies. The �rst part of this work

delves into the theoretical analysis of decomposition-based global optimization algorithms

for two-stage stochastic programming problems. We rigorously examine the convergence

behavior of state-of-the-art algorithms, highlighting the critical role of value function reg-

ularity that are highly problem speci�c. Our �ndings indicate that while these methods

can offer promising convergence rates under speci�c conditions, the general case remains

challenging due to the inherent irregularities in value functions. This theoretical insight

lays the groundwork for future algorithmic enhancements aimed at improving ef�ciency

and robustness in solving nonconvex stochastic problems.

The second part of the dissertation applies optimization techniques to the practical chal-

lenge of integrating carbon capture technologies with natural gas combined cycle (NGCC)

plants. This integration aims to enhance the operational �exibility and economic viability

of NGCC plants in response to volatile electricity demands and evolving carbon market

conditions. We develop comprehensive optimization frameworks for both single-stage and

multi-stage retro�t integration of NGCC, post-combustion carbon capture (PCC), and di-

rect air capture (DAC) units. The models incorporate detailed operational constraints and

detailed energy market scenarios to evaluate the economic and environmental impacts of

the proposed retro�ts. Key contributions include the development of novel optimization

formulations that account for sorbent dynamics in DAC operations, the development of a

dynamic programming algorithm tailored for large-scale multi-stage retro�tting planning

problems, and the construction of long-term carbon markets with high-resolution electric-

ity demands. The results demonstrate signi�cant potential for enhanced pro�tability and

extended dispatching capabilities of NGCC plants through strategic integration with PCC

xvii



and DAC technologies, especially under favorable carbon pricing and policy incentives.
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CHAPTER 1

INTRODUCTION AND BACKGROUND

1.1 Overview

Mathematical optimization is a fundamental discipline in applied mathematics, essential

for solving complex decision-making problems ef�ciently. It is widely utilized in vari-

ous �elds, including engineering, economics, logistics, and machine learning [1, 2, 3, 4].

Research in optimization encompasses both theoretical advancements and practical appli-

cations, bridging the gap between abstract mathematical concepts and real-world problem-

solving.

Theoretical optimization research is signi�cant as the driving force for the development

of algorithms and mathematical models that can handle increasingly complex problems.

Research directions in optimization theory include exploring the properties of optimization

problems, developing ef�cient and scalable algorithms, creating methods for dealing with

uncertainty and stochasticity in optimization, etc. These advancements are crucial for ex-

panding the practical applicability of optimization techniques across various domains. The

study of algorithmic properties, such as convergence rates, along with the development of

methods to improve computational ef�ciency, is important to many theoretical advance-

ments in this area.

On the application side, optimization models are vital for addressing numerous real-

world challenges across various industries. For instance, in integrated energy systems,

optimization plays a critical role in managing the complexity and variability introduced

by renewable energy sources. The growing need to reduce greenhouse gas emissions has

led to the development of sophisticated models that optimize the operation and design of

energy systems to be both economically viable and environmentally sustainable. These

1



applications often involve optimizing the integration of advanced technologies, such as

carbon capture and storage (CCS), with existing infrastructure to enhance overall system

performance and ensure compliance with environmental regulations.

This dissertation contributes to both the theoretical and application aspects of optimiza-

tion. It is structured around two important topics that re�ect these areas. The �rst topic

focuses on the analysis of decomposition algorithms for solving nonconvex stochastic pro-

gramming problems globally, providing insights into improving algorithmic ef�ciency and

robustness. The second topic involves the practical challenge of integrating carbon capture

technologies with natural gas combined cycle (NGCC) plants. It presents an optimization

framework for co-optimizing the design and operation of NGCC, post-combustion carbon

capture (PCC), and direct air capture (DAC) units, considering both �xed and variable

market conditions to enhance operational �exibility and economic viability.

By addressing both theoretical and application aspects of optimization, this thesis aims

to contribute to developing more ef�cient algorithms and provide practical solutions for the

decarbonization of energy systems.

1.2 Analyzing Decomposition Algorithms for Nonconvex Stochastic Optimization

1.2.1 Motivation

Uncertainty and nonconvexity are two ubiquitous features in design and operations for

complex systems. In chemical processes, for example, uncertainty arises from kinetic pa-

rameters in reaction models [5], raw material quality in production networks [6, 7], and

supply and demand in supply chain planning [8, 9]; nonconvexity is prevalent in molecular

design [10], process synthesis [11], and planning and scheduling [12, 13]. Addressing these

factors systematically plays a key role in the quality of the corresponding optimization so-

lutions. Explicitly accounting for uncertainties often leads to remarkable gains, such as $3

billion increase in net present value for a natural gas network in [14] or 84% cost saving in

an antibody manufacturing process in [15]. Nonconvexity is crucial for capturing the com-
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plex nature of the processes [6], and cannot be simply replaced by linearized/convexi�ed

terms, which may cause the solution to be infeasible or ineffective. Stochastic Program-

ming (SP) is a popular framework to handle uncertainty by utilizing its probability distribu-

tion in a risk-neutral manner [16]. However, applying SP to nonconvex problems ef�ciently

is still a major challenge, which presents signi�cant opportunities for improvement in many

applications, including polygeneration plants [17], �nancial planning [18], and renewable

energy systems [14]. These examples re�ect the growing interest in optimization models

accommodating both uncertainty and nonconvexity to represent the processes accurately.

Nonconvex optimization problems can be solved either locally or globally. Local solu-

tions are usually computationally inexpensive to obtain, but their quality is highly problem-

dependent, affected by starting points, and sometimes leaves considerable room for im-

provement. For example, the gap between local optima and global optima for AC optimal

power �ow problems can be up to 10% [19], which provides opportunities for saving $6

billion annually [20]. In other applications such as chemical equilibrium problems, local

minima of Gibbs free energy will even give incorrect phase and component distributions

[21]. Therefore, global optimality is of particular importance to nonconvex problems, es-

pecially when solution quality is crucial to the problems.

Spatial branch-and-bound (SBB) is the standard method for solving general nonconvex

optimization problems to guaranteed global optimality. Its computational cost grows expo-

nentially with the variable number in the worst case [22]. When an optimization problem

with uncertainty is modeled as a two-stage SP problem with a discrete probability distribu-

tion, the model size grows linearly with the number of scenariosS, which indicates that the

worst-case cost of directly applying SBB to nonconvex SP problems grows exponentially

with S. The order of magnitude ofS can be up to103 either to accurately represent un-

certainty or because there are multiple types of uncertainties that are independent of each

other. This severely limits the direct application of SBB to nonconvex SP problems. Even

if there are techniques that can reduceS from 103 to 10 while approximating the original
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probability distribution closely [23], 10 scenarios still increases the worst-case SBB com-

putational cost by210 � 103. Therefore, it is impossible to directly obtain the global optima

of nonconvex SP problems via SBB, and effective decomposition is the only tractable way

to tackle nonconvex SP problems while guaranteeing global optimality.

A variety of decomposition algorithms have been developed for nonconvex SP prob-

lems aiming to reduce the computational cost by exploiting the special structure of SP

problems. Most of them fall into one of two broad categories: (1) Methods that achieve

linear increases in worst-case complexity in the number of scenariosS and successfully

reduce the computational cost, but are not guaranteed to �nd global solutions; (2) Methods

that guarantee global optimality, but their worst-case complexity scales exponentially inS

in the worst case. None of these methods is ideal for solving nonconvex SP problems with

guaranteed global optimality. Some recent methods [24, 25, 26] manage to outperform

methods in both categories and are able to solve the problems globally with linear worst-

case computational cost scaling withS. However, previous analyses [27, 28] show that

the ef�ciency of SBB algorithms is also strongly affected by the appearance of the “cluster

problem”, which refers to the accumulation of an exponential number of branch-and-bound

nodes in the immediate vicinity of global optima. Such a phenomenon can be mitigated if

the scheme of relaxations of the SBB algorithm has a good Hausdorff convergence order

[29]. Both the Cao and Zavala (CZ) [25] and Li and Grossmann (LG) [26] methods con-

struct single-scenario lower bounds with high Hausdorff convergence order by globally

solving the nonconvex subproblems. However, the ideal Hausdorff convergence orders are

not propagated through summation [30], which necessitates extra derivations to estimate

the Hausdorff convergence order of these bounds. Meanwhile, the LG method achieves

tighter bounds with the cost of updating the Lagrangean multipliers to optimality via the

subgradient method. This extra step can be very costly as it requires iteratively solving

the subproblems, and the subgradient method converges slowly in practice [31]. Lastly,

the numerical results in [25, 26] also show signs of limited scalability with the number of
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�rst-stage variables. Therefore, an extensive analysis has to be done on the CZ and LG

methods to comprehensively estimate their overall ef�ciencies and Hausdorff convergence

orders, which will lay the foundation for developing a new decomposition algorithm with

higher ef�ciency.

1.2.2 SpatialBranch-and-Bound,ClusterProblem,andConvergenceOrder

The general formulation of the SP problem that is of our interest is given below. Let


 � f 1; : : : ; Sg be a discrete set of scenarios. Let�Y � Rny be an interval and, for

each! 2 
 , let �X ! = �X c
! � �X b

! � Rnc
x � f 0; 1gnb

x , where �X c
! is an interval andnx =

nc
x + nb

x . Let g0 : �Y ! Rng0 , g! : �Y � �X ! ! Rng , andf ! : �Y � �X ! ! R, 8 ! 2 
 ,

be continuous (possibly nonconvex) functions. We consider the separable mixed-integer

nonlinear program (MINLP):

min
y ;x 1 ;:::;x S

X

! 2 


f ! (y ; x ! )

s:t : g0(y) � 0

g! (y ; x ! ) � 0; 8 ! 2 


y 2 �Y

x ! 2 �X ! ; 8 ! 2 


(P)

This formulation is the deterministic equivalent of a general nonconvex two-stage SP prob-

lem (without �rst-stage binary variables), where the vectory denotes the �rst stage deci-

sions, whilex ! denotes the second-stage/recourse decisions in scenario! . We assume that

(P) is feasible.

Spatial Branch-and-Bound (SBB) is the standard general method for solving nonconvex

problems to"-global optimality [22], i.e., it is able to �nd a feasible point whose objective

value is within" of the global minimum or insure infeasibility. It iteratively re�nes a

partition of the feasible space and calculates the lower and upper bounds on the optimal
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Figure 1.1: Illustration of fathoming a node in SBB by value dominance. The lower bound
of objective function LBD1 in Y1 is worse than the upper bound UBD2 in Y2, so the global
optimum cannot be inY1. Y1 is fathomed as there is no need to further explore this area.

objective value of the problem restricted to each node in the partition. To accelerate the

process, it is able to fathom nodes via infeasibility (i.e., eliminate nodes where there is

no feasible solution) and via value dominance (i.e., eliminate nodes that cannot possibly

contain the global minimizer, see Figure 1.1). It terminates when the best lower bound and

upper bound converge within the given tolerance". Modern solvers implementing SBB are

able to handle some problems with hundreds of variables within reasonable computational

time [32].

The worst-case computational cost of SBB grows exponentially with the variable num-

bers in the optimization problem [22]. When directly applied to (P), the worst-case SBB

cost isO(2ny + S�nx ), which grows exponentially with the number of scenariosS. Even tens

of scenarios can make a nonconvex SP problem unsolvable by SBB.

The ef�ciency of SBB is affected by many other factors besides the number of vari-

ables, such as branching rules and bounding operations [22]. One phenomenon related to

the SBB ef�ciency is thecluster problem[27], where the algorithm visits an exponential

number of nodes in the vicinity of the global minimizer before termination (see Figure

1.2a). The cluster problem occurs when the lower bounds of objective values are not tight

enough, causing the domain to be partitioned �nely around the global minimizer so that the

algorithm can terminate. This results in an exponential number of nodes within the region

where the objective values are close to the global minimum (< " ) and cannot be fathomed,
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(a) (b)

Figure 1.2: Illustrations of the cluster problem and Hausdorff convergence order: (a) When
the cluster problem occurs, a very large number of nodes (exponential in the variable num-
ber) are visited by SBB prior to termination [29]; (b) The Hausdorff convergence order
captures the relationship between the diameter of a nodeY and the difference between the
minimum of the original functionf and the minimum of its relaxationf cv

Y .

and the algorithm has to visit all of them before termination. When such a phenomenon

happens, the algorithm is signi�cantly slowed down [29]. If an SBB algorithm is applied

to nonconvex SP problems, not only is the number of scenarios scaling important for the

worst-case computational cost estimation, the cluster problem is also an important factor

to take into account, as it indicates whether the actual computational cost around the mini-

mizer is as expensive as exponential in the variable number and close to the worst-case cost.

An ideal algorithm should eliminate cluster problems besides obtain a better computational

scaling with the number of scenarios.

There are a series of detailed analyses on the cause of the cluster problem and how

to mitigate it for different kinds of minima (e.g., for unconstrained ones [27, 28, 29] and

constrained ones [33]). Based on these analyses, the key to avoiding the cluster problem

is that, for a nested sequence of nodes, the lower bounds on those nodes need to converge

to the minima of the objective function restricted to the nodes fast enough as the diameter

of the nodes goes to zero. Formally, for a functionf de�ned on D, let f f cv
Y gY 2 ID be

a collection of functions (called ascheme of convex relaxations) wheref cv
Y is a convex

relaxation off on the intervalY 2 ID andID represents the set of all interval subsets of
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D. Let A � ID. f f cv
Y gY 2 IA is � th order Hausdorff convergent inA if there exists� > 0

such that

min
y 2 Y

f (y) � min
y 2 Y

f cv
Y (y) � � diam(Y)� ; 8 Y 2 A : (1.1)

The Hausdorff convergence order represents the convergence rate of lower bounds (i.e., the

minima of the convex relaxations) with respect to the diameter of the nodes (see Figure

1.2b). Analyses show that a scheme of relaxations with 2nd order Hausdorff convergence is

a necessary condition to eliminate the cluster problem for general nonconvex problems [28,

33]. Therefore, an ideal SBB algorithm for nonconvex SP problems should have a scheme

of relaxations with at least 2nd order Hausdorff convergence order.

1.2.3 ExistingDecompositionMethods

Various decomposition methods have been developed to leverage the unique structure of

SP problems. These techniques decompose the problem into smaller subproblems, each

corresponding to a speci�c scenario. Besides enabling parallel computing, some of these

schemes achieve a worst-case runtime complexity that scales linearly with the number of

scenarios. This decomposed scaling is essential for obtaining the global solution of SP

problems practically.

Most nonconvex SP decomposition algorithms can be divided into two main groups.

The �rst group includes methods that achieve ef�cient scaling and often adapt techniques

from convex optimization like Benders decomposition or outer approximation [34, 35, 36].

These methods, however, do not guarantee a global solution. On the other hand, the second

group comprises methods that ensure global optimality but do not provide the same ef�-

cient scaling [37, 38, 39]. These techniques use decomposition to enhance computational

ef�ciency but eventually depend on an exhaustive search through the entire variable space

to �nd a global solution.

Recently, several new methods have been developed that achieve both global optimal-

ity and the desired decomposed scaling with the number of scenarios. The �rst signi�cant
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breakthrough came with the Nonconvex Generalized Benders Decomposition (NGBD) al-

gorithm by Li and Barton [40], which is unfortunately only suitable for problems with

purely discrete �rst-stage decisions, where worst-case convergence can be ensured through

enumeration. Kannan et al. later extended the NGBD framework to address problems with

mixed-integer �rst stages by employing an SBB search over the continuous �rst-stage deci-

sions [24]. This approach relaxes nodal subproblems by dualizing non-anticipativity con-

straints (NACs) for the continuous �rst-stage decisions, producing a relaxation solvable

by NGBD. In 2019, Cao and Zavala [25] introduced a new approach that applies a B&B

search over all �rst-stage decisions. The lower bound at each B&B node is obtained by

relaxing the NACs of the �rst-stage variables, thus decomposing the problem into single-

scenario subproblems that are then solved globally. This method leverages the insight that

the relaxation error diminishes with successive branching on �rst-stage variables. Also in

2019, Li and Grossmann proposed a method that combines Benders and Lagrangian de-

composition within a B&B search over the �rst-stage variables [26]. The lower bounds

on each node are derived from a Benders master problem, incorporating Lagrangian cuts

related to Cao and Zavala's approach. This ensures convergence by dualizing the NACs for

the �rst-stage variables and decomposing the relaxation into single-scenario subproblems,

with dual multipliers updated via a subgradient method.

These modern decomposition algorithms have achieved great success in several ap-

plications, including thek-center clustering problem with massive sample numbers [41].

However, there is a lack of published work comparing these algorithms either analytically

or numerically, which is crucial for identifying limitations of their overall ef�ciency and for

guiding the design of the next generation of nonconvex stochastic programming algorithms.

1.2.4 Contributions

This dissertation contributes to the �eld by estimating the convergence orders of value func-

tion relaxations used in decomposition-based global optimization algorithms for two-stage
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stochastic programming problems from [25, 26]. In Chapter 2, we interpret two modern

decomposition methods [25, 26] in a uniform SBB-decomposition framework and theoret-

ically analyze the Hausdorff convergence orders of the CZ method and an idealized version

of the LG method, which obtains the best lower bounds in the proposed framework. One

key �nding is that the regularity of scenario value functions is critical for the convergence

behavior of the algorithms, although they are usually irregular in the reduced space. For

the broad class of nonconvex SP problems under consideration, scenario value functions are

typically lower semi-continuous, which limits the convergence order ofall methodswithin

this framework to less than one, indicating the risk of performance degradation because of

the cluster problem.

This analysis leads to important implications for the future design of optimization algo-

rithms. We suggest that further advancements within the current decomposition framework

are unlikely to surpass the convergence rates achieved by the LG method. Instead, we rec-

ommend exploring novel approaches that diverge from the proposed framework which uti-

lizes convex relaxations of scenario value functions. Alternatively, developing an algorithm

that matches the convergence order of the idealized LG method but is computationally more

ef�cient would be highly desirable.

The contributions of this chapter are multifaceted. First, we provide a comprehensive

analysis of the convergence behavior of value function relaxations in decomposition-based

algorithms. Second, we demonstrate the critical role of value function regularity in de-

termining achievable convergence orders. Finally, we propose new research directions to

enhance the ef�ciency of global optimization algorithms for nonconvex stochastic program-

ming problems.
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1.3 Optimizing Integrated Power Plants with Carbon Capture Units

1.3.1 Motivation

Climate change is one of the most pressing global challenges, driven largely by greenhouse

gas emissions from human activities. The Intergovernmental Panel on Climate Change

(IPCC) has repeatedly emphasized the need to reduce CO2 emissions to mitigate the worst

impacts of climate change, including more frequent and severe weather events, rising sea

levels, and disruptions to ecosystems and human societies [42]. Achieving the targets set

by international agreements such as the Paris Agreement requires substantial reductions in

emissions from all sectors, particularly from the energy sector, which is a major contributor

to global CO2 emissions.

Despite signi�cant advancements in renewable energy technologies, traditional fossil-

fuel �red power plants, including coal and natural gas combined cycle (NGCC) plants,

continue to generate a considerable amount of CO2 emissions. Coal-�red power plants are

among the largest sources of carbon emissions globally, releasing signi�cant amounts of

CO2 per unit of electricity produced [43]. Natural gas plants, while cleaner than coal, still

emit substantial amounts of CO2 [43]. The persistence of these emissions underscores the

importance of implementing carbon capture and storage (CCS) technologies to mitigate the

environmental impact of these power plants.

Meanwhile, the operations of existing NGCCs are signi�cantly impacted by the ongo-

ing changes of the energy market. The increasing penetration of renewable energy sources,

such as wind and solar, introduces signi�cant variability and intermittency into the electric-

ity grid. This variability creates challenges for maintaining a stable and reliable electricity

supply, as the output from renewable sources can �uctuate based on weather conditions

and time of day [44]. NGCC plants, often used to balance the grid and provide backup

power, face operational challenges due to these �uctuations. Frequent ramping up and

down to accommodate the variable supply of renewable energy can reduce the ef�ciency
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of NGCC plants and increase maintenance costs, as well as emissions during start-up and

shut-down cycles [45]. This dynamic further complicates decarbonization efforts, high-

lighting the need for �exible and ef�cient CCS technologies to support NGCC plants in a

high-renewable energy grid [46].

Post-combustion carbon capture (PCC) and direct air capture (DAC) are two leading

techniques for mitigating CO2 emissions from power plants and other industrial sources.

PCC involves the removal of CO2 from �ue gas after combustion. This method typically

uses chemical solvents, such as amines, which absorb CO2 from the �ue gas before being

regenerated to release the captured CO2 for storage or utilization [47]. DAC, on the other

hand, captures CO2 directly from the ambient air using sorbents or high-ef�ciency �l-

ters. This technology has the advantage of being location-independent and can potentially

achieve negative emissions by removing existing CO2 from the atmosphere [48]. Both

techniques are crucial in the portfolio of CCS solutions, offering pathways to signi�cantly

reduce greenhouse gas emissions and help combat climate change [49].

However, integrating NGCC plants with carbon capture units presents a set of chal-

lenges that encompass technical, economic, and operational aspects. One key operational

challenge of integrating NGCC with PCC is maintaining the reliability and �exibility of

NGCC plants, which are often used to balance the variability of renewable energy sources.

PCC systems are designed to operate continuously to ensure effective CO2 capture, but this

can con�ict with the �exible operation of NGCC plants that need to ramp up and down in

response to power demands. The frequent cycling of the plant can affect the performance of

the PCC system, leading to potential increases in emissions during start-up and shut-down

phases, as well as wear and tear on the equipment [50].

Meanwhile, the integration of NGCC plants with DAC technology presents its own

set of challenges, primarily related to the high energy requirements and cost of DAC sys-

tems. DAC units typically require substantial amounts of electricity and heat to capture and

process CO2 from the air, which can place additional demands on the NGCC plant [48].
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This integration can lead to increased operational complexity, as the NGCC plant must bal-

ance its primary role of electricity generation with the energy needs of the DAC system.

Moreover, the high capital costs associated with DAC technology, coupled with the on-

going operational expenses, can be economically prohibitive without signi�cant �nancial

incentives or carbon pricing mechanisms [51].

1.3.2 TheFLECCSProgramandNGCC-PCC-DACIntegrationDesign

The FLExible Carbon Capture and Storage (FLECCS) program is a research initiative

funded by ARPA-E aimed at developing advanced CCS technologies to enable power plants

to be more adaptable to �uctuating grid conditions [52]. The Georgia Tech FLECCS team

received funding for both phases of this program to develop an integrated NGCC system

incorporating both PCC and DAC technologies in order to tackle the challenges mentioned

in the previous section [53]. Extensive work has been conducted in each phase, including

DAC sorbent development, NGCC simulation, heat integration scheme design, PCC de-

sign, separation and compression system design, as well as the system optimization. The

optimization work conducted during these phases forms the basis for Chapters 3 and 4 of

this dissertation.

The basic idea of the integrated NGCC-PCC-DAC system is given below. The retro�t

system integrates three main components: a base NGCC plant, a PCC unit using Shell Can-

solv technology, and a DAC unit using a �ber sorbent. The DAC unit captures CO2 directly

from the air, while the PCC unit captures CO2 from the NGCC �ue gas. The electricity

required for the DAC adsorption fans, DAC and PCC auxiliaries, and CO2 compressors is

deducted from the NGCC output. Additionally, part of the steam generated in the HRSG,

which would typically power the low-pressure (LP) turbine, is instead used for the regener-

ation of both the PCC solvent and DAC sorbent, leveraging an innovative heat integration

scheme. This scheme allows dynamic allocation of LP steam between sorbent regeneration

and additional power generation, ensuring that DAC regeneration is provided with mini-
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mal reduction in power output and utilizing low-grade heat effectively, improving overall

ef�ciency.

The system's modular DAC design and heat integration scheme also allow for rapid ad-

justments in DAC usage, enabling �exible responses to �uctuating electricity prices without

needing highly dynamic NGCC-PCC subsystem operations. During high demand periods,

the NGCC-PCC can function with little or no DAC usage. When demand is low, energy

can be diverted to the DAC system to capture more CO2, maintaining pro�table operation

at moderate load factors. In periods of extreme low demand, the DAC system helps avoid

shutdowns, thus preventing signi�cant losses and ensuring continued operational �exibility

and economic viability.

The �exible integration of the NGCC plant with DAC and PCC units addresses several

key issues but also introduces challenges in optimizing the retro�t design. One primary

challenge is determining the appropriate capture capacity for the system. A larger DAC unit

can capture more CO2, enhancing pro�tability when CO2 tax rates are high, but requires

higher capital investment and reduces power generation capacity. Conversely, a smaller

DAC system lowers investment costs and maintains higher power generation but captures

less CO2 and is less responsive to �uctuating electricity prices. Thus, it is necessary to

construct a multiscale model to optimize both the design and operation of the plant to

balance these trade-offs.

Another critical challenge is to manage the variability and uncertainty of future carbon

market and electricity prices. The emerging carbon market is in�uenced by many factors,

such as macroeconomic trends, technological advancements, and policy changes. Policies

like the In�ation Reduction Act (IRA) [54] offer �nancial incentives for carbon capture but

are subject to political and economic conditions, adding complexity to long-term �nancial

assessments. The electricity prices are starting to get strongly in�uenced by the intermittent

nature of renewable energy sources like wind and solar. The power market's hourly and

seasonal variations require the retro�t design to accommodate long-term operation periods,
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covering different demand pro�les. All these dif�culties necessitate evaluating the retro�t

design across multiple long-term, high-resolution energy scenarios for comprehensive as-

sessments.

1.3.3 ExistingStudiesonDAC Technology

DAC emerged as a viable carbon capture strategy in response to the growing awareness

of the need to mitigate climate change. The concept gained traction in the early 2000s,

motivated by the recognition that traditional point-source carbon capture methods alone

would be insuf�cient to meet global carbon reduction targets [55]. It became an attractive

area of research due to its potential to address legacy emissions and provide a way to offset

emissions from hard-to-abate sectors [56]. Early research into DAC materials focused on

chemical absorbents such as sodium hydroxide and calcium hydroxide, which had been

used in submarine and space applications [57]. Over time, the focus shifted to solid sor-

bents, including amine-functionalized materials and metal-organic frameworks (MOFs),

which offered higher selectivity and capacity for CO2 capture [58]. These innovations

have signi�cantly improved the performance and economic feasibility of DAC systems by

reducing the energy required for regeneration and increasing the lifespan of the sorbents

[59].

The advancement of DAC material discovery promoted studies on modeling DAC sys-

tems. Earlier research focused on high-level techno-economic analyses or individual DAC

device designs. Mazzottiet al.analyzed the performance of countercurrent air-liquid con-

tactors within a two-loop hydroxide carbonate system [60]. Sabatinoet al. assessed the

energy ef�ciency and costs of three DAC technologies, concluding that solid sorbent pro-

cesses are more effective than solvent-based ones [61]. Schelleviset al. optimized the

operational parameters for a DAC �xed bed reactor to maximize the energy duty and CO2

productivity considering the impact of weather conditions [62]. Drechsler and Agar de-

signed a new moving belt adsorber for DAC and concluded that the process is suitable
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for use with power-to-gas technology [63]. McQueenet al. investigated the cost of liquid-

solvent DAC systems coupled with different energy resources [64]. Azarabadi and Lackner

compared the capture cost of PCC and DAC for decarbonizing NGCCs [65].

Since 2020, several studies on modeling DAC deployment and operations at the sys-

tem level have been published. Zolfaghariet al. simulated a standalone DAC process and

improved the energy usage via pinch analysis [66]. Arwa and Schell investigated the en-

ergy storage strategy for a standalone DAC system. Zhang and Xu developed a scheduling

scheme for energy systems integrated with PCC, DAC, power-to-gas devices, and com-

bined heat and power generation devices [68]. Wiegneret al. explored the optimal DAC

design and operations in a standalone system or coupled with renewable resources consid-

ering the impact of ambient conditions [69]. Grahamet al.optimized an integrated NGCC

plant with PCC, a lime based DAC system, and a membrane and cryogenic separation sys-

tem over a year [70]. Nevertheless, there is no published work on modeling DAC systems

that take long-term carbon market uncertainties into consideration to date.

1.3.4 Contributions

To address the challenges outlined above, this dissertation contributes to the development

and optimization of integrated NGCC systems with PCC and DAC technologies, focusing

on validating their operational �exibility and economic viability in response to variable

electricity demands and carbon market uncertainties.

First, in Chapter 3, we develop an optimization framework for a single-stage integration

of NGCC, PCC, and DAC units. This framework considers �xed CO2 prices and electricity

price signals over a year, focusing on co-optimizing system design and operation and the

ef�cient allocation of energy and resources to maximize pro�ts while minimizing opera-

tional disruptions. The DAC operations are modeled with a novel formulation to account

for the sorbent dynamics in its temperature swing cycles. The results demonstrate that the

extra �exibility from integration leads to longer dispatch time and higher pro�ts compared
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with the base NGCC.

Next, in Chapter 4, we extend the optimization framework to address long-term car-

bon market uncertainties. This involves modeling a multi-stage retro�t plan for NGCC

plants with increasing carbon capture capacities, allowing for a phased adoption of CCS

technologies. To assess the design comprehensively, we constructed an extensive set of

long-term energy scenarios that incorporates variations in carbon prices, policy shifts, and

high-resolution electricity prices. To tackle the resulting large-scale optimization model,

we developed a novel dynamic programming reformulation and a tailored backward induc-

tion algorithm that are able to solve all instances ef�ciently. Results show that the carbon

prices and government incentives play a key role on the viability of the integration with

CCS units, on both the long-term economic level and the hourly operational level.

The contributions of these chapters lie in the following aspects. First, we provided one

of the �rst optimization models that incorporate energy systems and DAC units. Second,

We developed a novel reformulation for the operational model that involves NGCC start-up

constraints, which signi�cantly reduces the solution time to seconds. Third, we constructed

a set of high-resolution energy scenarios that incorporates both annual carbon prices and

hourly electricity prices, which is crucial for accurately evaluating power plants integrated

with CCS units. Finally, by co-optimizing the design and operation of the proposed NGCC-

PCC-DAC retro�t, we provide a pathway for existing NGCC plants to transition towards

carbon neutrality and potentially achieve negative emissions. The �ndings suggest that,

with appropriate policy support and market incentives, the proposed retro�t design can

play a crucial role in decarbonizing the power section and assisting for a sustainable energy

future.
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CHAPTER 2

CONVERGENCE ORDER ANALYSIS FOR GLOBAL NONCONVEX

STOCHASTIC OPTIMIZATION ALGORITHMS

2.1 Introduction

This chapter uses the notion of convergence order of convex relaxations [71] to analyze the

ef�ciency of decomposition algorithms for solving two-stage nonconvex stochastic pro-

gramming (SP) problems to guaranteed global optimality. Stochastic programming is a

powerful technique for decision making under uncertainty, wherein possible outcomes are

characterized by their probabilities. In two-stage SP problems, the �rst-stage variables rep-

resent decisions that must be made immediately, while the second-stage variables represent

recourse decisionsthat can be made after the uncertainty is resolved. Stochastic program-

ming has many applications, including �nancial planning [72], power grid operations [73],

the design of renewable energy systems [74] and polygeneration plants [75, 76], planning

and scheduling of chemical processes [77], and airline scheduling [78, 79].

Unfortunately, many SP problems are nonconvex [76, 72, 74]. Thus, it is highly de-

sirable to solve such problems using guaranteed global optimization approaches such as

spatial branch-and-bound (B&B). However, a key challenge is that the number of deci-

sion variables in the corresponding deterministic equivalent formulation can become very

large when many scenarios (i.e., realizations of uncertainty) must be considered. Given

the worst-case exponential runtime scaling of B&B, solving these problems globally using

standard B&B methods is intractable in most practical cases.

Instead, a variety of decomposition methods have been developed to exploit the special

structure of SP problems. These techniques aim to decompose the problem into smaller

subproblems corresponding to each scenario, which can then be solved in some iterative
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fashion. In addition to enabling the use of parallel computing, some such schemes also

achieve a worst-case runtime complexity that is linear in the number of scenarios rather

than exponential (at least in the main computationally intensive steps, although the worst-

case number of iterations often cannot be said to be strictly independent of the number

of scenarios; see further discussion in §2.3.1). This decomposed scaling is critical for the

global solution of SP problems to become practical.

Most decomposition methods for nonconvex SP problems fall into two broad cate-

gories. Methods in the �rst category achieve the desired decomposed scaling, but are not

guaranteed to �nd a global solution [34, 35, 36]. These methods often adapt decomposition

approaches for convex problems, such as Benders decomposition or outer approximation,

and apply them to nonconvex problems heuristically. In contrast, methods in the second

category guarantee global optimality, but cannot guarantee the desired scaling [37, 38,

39]. These methods use decomposition techniques to improve computational ef�ciency,

but ultimately rely on an exhaustive search in the full decision variable space to guarantee

convergence to a global solution.

More recently, a few new methods have been developed that can both guarantee global

optimality and achieve the desired decomposed scaling. The �rst method to achieve this

was the Nonconvex Generalized Benders Decomposition (NGBD) algorithm by Li and Bar-

ton [40]. However, NGBD is only applicable to problems with purely discrete �rst-stage

decisions, where convergence can be guaranteed by enumeration in the worst-case. Later,

Kannan et al. extended the NGBD framework to problems with mixed-integer �rst-stages

[24] using a spatial-B&B search over the continuous �rst-stage decisions. To obtain the

lower bounds required by this B&B search, the nodal subproblems are relaxed by dualizing

non-anticipativity constraints (NACs) for the continuous �rst-stage decisions, thereby pro-

ducing a relaxation that can be solved by NGBD. In 2019, Cao and Zavala [25] proposed

an alternative approach that applies a B&B search over all �rst-stage decisions. Here, the

required lower bound on each B&B node is obtained by relaxing non-anticipativity of the
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�rst-stage variables entirely, resulting in a problem that can be decomposed into single-

scenario subproblems. These subproblems are then solved globally. Although ignoring

non-anticipativity results in a relaxation error that would ordinarily prevent convergence

for nonconvex problems, the key insight in Cao and Zavala's algorithm is that this relax-

ation error necessarily diminishes with successive branching on the �rst-stage variables.

Also in 2019, Li and Grossmann [26] proposed a closely related method that also applies a

B&B search over the �rst-stage variables, but the required lower bounds on each node are

obtained by a combination of Benders and Lagrangian decomposition. The lower bound on

each node ultimately comes from the solution of a Benders master problem, but this master

problem includes Lagrangian cuts that are closely related to Cao and Zavala's approach and

are solely responsible for the algorithm's convergence guarantee. To obtain the Lagrangian

cuts, Li and Grossmann dualize the NACs for the �rst-stage variables rather than omitting

them as in Cao and Zavala. This relaxation is then decomposed into single scenario sub-

problems that are solved globally. The dual multipliers are updated in an outer loop using

a subgradient method.

In this chapter, we analyze the convergence rate of the lower bounding schemes in the

decomposition algorithms proposed by Cao and Zavala (CZ) and Li and Grossmann (LG).

We omit analysis of NGBD and its extensions for the reasons discussed below. To describe

our convergence analysis speci�cally, note that both CZ and LG operate by �rst projecting

the problem into the space of �rst-stage decisions, and then running a spatial-B&B search

in this reduced space. This requires methods for computing upper and lower bounds on

the optimal objective value in each subinterval of the search space (i.e., node) generated by

B&B, and all of the complexity of the CZ and LG algorithms, as well as their differences,

lie in these bounding methods. However, setting these details aside, we observe that both

methods terminate only when the outer B&B search terminates, and therefore their per-

formance is subject to existing knowledge about the performance of generic spatial-B&B

algorithms. In this broader context, prior work has shown that a spatial-B&B algorithm
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can only perform well in practice if it avoids the so-calledcluster problem, which refers

to the accumulation of a very large number of B&B nodes in the immediate vicinity of a

global minimizer [27]. Subsequent work has further established critical relationships be-

tween clustering and the strength of the lower bounding method used in each B&B node

[28, 80, 81]. In these analyses, the strength of the lower bounding method is characterized

using the notion of Hausdorff convergence order, which was �rst de�ned for convex relax-

ations of a function in [71] and later for convex relaxations of an optimization problem in

[81]. The key conclusion of these studies is that, to avoid clustering, it is usually necessary

(but not suf�cient) for the lower bounding problem to have second-order Hausdorff con-

vergence. First-order convergence suf�ces for minimizers that lie at constraint boundaries

or nonsmooth points under some special conditions, but these situations cannot be veri�ed

a priori. Therefore, second-order Hausdorff convergence can be considered a prerequisite

for good empirical performance of any spatial-B&B algorithm.

In this context, the aim of this chapter is to apply the notion of Hausdorff convergence

order to analyze the performance of the CZ and LG decomposition algorithms. To do

so, we �rst argue that the subproblems solved in the lower bounding procedures of each

algorithm can be interpreted as de�ning relaxations in the reduced space of �rst-stage de-

cisions. Speci�cally, they de�ne relaxations of thescenario optimal value functions, which

describe the optimal objective values of the scenario recourse problems parameterized by

the �rst-stage decisions. We then analyze the Hausdorff convergence orders of these re-

laxations, which directly impact the occurrence of clustering in the �rst-stage B&B search.

For brevity, any reference to the convergence order of CZ or LG in the remainder of the

article should be understood as referring to the convergence orders of these relaxations

speci�cally. For simplicity, we restrict our entire analysis to the case of purely continu-

ous �rst-stage decisions. Although including integers would not affect our conclusions,

convergence order and cluster analysis are tools for understanding the ef�cacy of spatial

branching and offer no insights into integer branching. For this reason, we do not ana-
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lyze NGBD, which only applies to purely integer �rst-stage decisions, or the extension to

mixed-integer �rst-stage decisions by Kannan et al. [24], which, in the absence of integers,

becomes very similar to the LG algorithm.

We �nd that the convergence orders of CZ and LG depend strongly on the regularity of

the scenario optimal value functions. When all value functions are smooth, LG achieves

second-order Hausdorff convergence, while CZ is only �rst order. Unfortunately, under

standard assumptions, the scenario value functions are only guaranteed to be lower semi-

continuous, which has a signi�cant detrimental impact on both algorithms. When the value

functions are locally Lipschitz but nonsmooth, we �nd that both algorithms become �rst-

order convergent. Worse yet, when the value functions are lower semi-continuous but non-

Lipschitz, both algorithms have a convergence order less than one.

Despite these limitations, we show that the LG method is the best possible in the sense

that it has the same convergence order that would be achieved by using the convex hull

of each scenario value function within the same overarching decomposition scheme. Con-

sequently, our results imply that nonsmoothness of the value function, which is a result

of problem geometry, can make it impossible to achieve suf�ciently high convergence or-

der with this class of algorithm, regardless of the accuracy of the relaxations used. The

implications of this observation for future algorithm design are discussed in Section 2.7.

The remainder of the chapter is organized as follows. Section 2.2 discusses some basic

concepts in convex analysis, formalizes the de�nition of convergence order, and provides

some basic results. Section 2.3 describes the general nonconvex stochastic program we

consider, outlines the general decomposition framework we analyze, and establishes sev-

eral properties of related value functions that are used repeatedly in later sections. Sections

2.4 and 2.5 discuss the methods in [25] and [26] within the proposed decomposition frame-

work and establish the convergence orders of each method under various value function

regularity conditions. Section 2.6 studies four numerical examples to illustrate our con-

vergence results and provide proofs for some claims by counterexample. Finally, the main
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conclusions and implications of our results are discussed in Section 2.7.

2.2 Preliminaries

2.2.1 ConvexAnalysis

This section de�nes several concepts from convex analysis that will be used throughout the

chapter. Let�R � R[ f + 1 ; �1g denote the extended real line. Moreover, for anyx 2 Rn

and� > 0, let B � (x) � f y 2 Rn : ky � xk2 < � g.

De�nition 1 (lower semi-continuity). A function f : Rn ! �R is lower semi-continuous

(lsc) at x 2 Rn if, for every " > 0, there exists� > 0 such thatf (y) � f (x) � " ,

8 y 2 B � (x).

De�nition 2 (effective domain). The effective domainof f : Rn ! �R is de�ned as

domf � f x 2 Rn : f (x) < + 1g .

De�nition 3 (proper function). A function f : Rn ! �R is proper if f (x) > �1 for all

x 2 Rn and there exists at least onex 2 Rn such thatf (x) < + 1 .

De�nition 4 (convex hull of a function). Let f : Rn ! �R. Theconvex hullof f is the

functionconv(f ) : Rn ! �R de�ned by (conv(f ))( x) = inf f � : (x; � ) 2 conv(epi(f ))g,

whereconv(epi(f )) is the convex hull of the epigraph off .

De�nition 5 (convex conjugate and biconjugate). Let f : Rn ! �R. Theconvex conjugate

of f is de�ned asf � : Rn ! �R, where

f � (� ) � sup
�

� T x � f (x) : x 2 Rn
	

;

or, equivalently,

f � (� ) � � inf
�

f (x) � � T x : x 2 Rn
	

:

Thebiconjugate off , denotedf �� : Rn ! �R, is the convex conjugate off � .
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We now prove thatf �� andconv(f ) coincide under certain conditions.

Lemma 1. If f : Rn ! �R is a proper lsc function with bounded effective domain, then:

1. conv(f ) is proper and lsc.

2. dom(conv(f )) = conv(dom( f )) .

3. f �� = conv(f ).

4. inf x f (x) is �nite and argminx f (x) is nonempty and compact.

5. inf x conv(f )(x) is �nite and argminx conv(f )(x) is nonempty and compact.

Proof. Sincef is proper, lsc, and has a bounded domain, it is coercive (see the note under

De�nition 3.25 in [82]). Therefore, by Corollary 3.47 in [82],conv(f ) is proper, lsc,

coercive, anddom(conv(f )) = conv(dom( f )) .

Let cl(conv(f )) be the closure of the convex hull off (i.e., the largest lsc function that

lies belowconv(f )). As explained in the text above Theorem 12.2 in [83], Corollary 12.1.1

in [83] implies thatf � = (cl(conv( f ))) � . By taking the conjugate on both sides, we obtain

f �� = (cl(conv( f ))) �� . But, by applying Theorem 12.2 in [83] tocl(conv(f )) , we see that

(cl (conv(f ))) �� = cl(conv( f )) . Combining these two relations givesf �� = cl(conv( f )) .

But we have already shown thatconv(f ) is lsc, sof �� = cl(conv( f )) = conv( f ).

Sincedomf is bounded,f is level-boundedaccording to De�nition 1.8 in [82]. Sincef

is also proper and lsc, Theorem 1.9 in [82] ensures thatinf x f (x) is �nite andargminx f (x)

is nonempty and compact. Sincedom(conv(f )) = conv(dom( f )) is also bounded, the

same argument holds forconv(f ).

Note that all of the de�nitions above apply only to functions de�ned on all ofRn .

However, any functionf : D ! �R de�ned onD � Rn can be readily extended ontoRn by

assigningf (x) = + 1 for all x 2 RnnD. Throughout this chapter, statements concerning

the lower semi-continuity, properness, convex hull, conjugate, or biconjugate of such a

function should be interpreted as applying to its extension.
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Lemma 2 ([82]). If f 1; f 2 : Rn ! �R are proper lsc functions, thenf 1 + f 2 is lsc. If

dom(f 1) \ dom(f 2) 6= ; , thenf 1 + f 2 is also proper.

Proof. See Proposition 1.39 and the subsequent discussion in [82].

The notation ri below denotes the relative interior of a set.

Theorem 1. Let f 1; : : : ; f m : Rn ! �R be proper convex functions. If
T m

i =1 ri(dom f i ) 6= ; ,

then  
mX

i =1

f i

! �

(� ) = inf
� 1 ;:::; � m

(
mX

i =1

f �
i (� i ) :

mX

i =1

� i = �

)

; 8 � 2 Rn : (2.1)

Moreover, the in�mum is attained for every �xed� 2 Rn .

Proof. See Theorem 16.4 in [83].

2.2.2 ConvexRelaxationsandConvergenceOrder

For anyzL ; zU 2 Rn with zL � zU , de�ne then-dimensional intervalZ = [ zL ; zU ] =

f z 2 Rn : zL � z � zUg. Let IR n denote the set of all nonempty interval subsets ofRn .

Similarly, for anyZ � Rn , let IZ denote the set of all non-empty interval subsets ofZ . For

any Z 2 IR n , de�ne thediameterof Z by diam(Z) = kzU � zL k1 . Moreover, for any

Z; Y 2 IR n , let dH (Z; Y ) denote the Hausdorff distance betweenZ andY, which can be

calculated as

dH (Z; Y ) = max
�
kzL � yL k1 ; kzU � yUk1

�
:

We now de�ne schemes of convex relaxations and their convergence orders. These

de�nitions are essentially those originally put forward in [71], but generalized to consider

extended-real-valued functions. This is necessary because optimal value functions taking

values in�R naturally arise from the decomposition strategies we study and are central to

our analysis (see §2.3.1).
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De�nition 6 (convex relaxation). Let f : D � Rn ! �R and letZ � D be convex.

A function f cv : Z ! �R is a convex relaxation off on Z if f cv is convex onZ and

f cv(z) � f (z), 8 z 2 Z .

De�nition 7 (scheme of convex relaxations). Let f : D � Rn ! �R and letA � D. A

collection of functionsf f cv
Z gZ 2 IA is called ascheme of convex relaxations forf in A if, for

every intervalZ 2 IA, f cv
Z : Z ! �R is a convex relaxation off onZ . Such a scheme called

lsc if f cv
Z is lsc for allZ 2 IA.

For brevity, we use the termscheme of relaxations to refer to schemes of convex relax-

ations often in the remainder of the article.

De�nition 8 (Hausdorff convergence order of a scheme of relaxations). Let f : D � Rn !

�R be a proper lsc function and letf f cv
Z gZ 2 ID be an lsc scheme of convex relaxations forf

in D. Choose anyA � ID and de�neA y � f Z 2 A : Z \ domf 6= ;g . The scheme of

relaxationsis � order Hausdorff convergent inA if there exists� 2 R+ such that

�
�
�
�min

z2 Z
f (z) � min

z2 Z
f cv

Z (z)

�
�
�
� � � diam(Z)� ; 8 Z 2 A y:

The minimizations in De�nition 8 always take �nite values by the de�nition ofA y and

the assumptions onf andf cv
Z . If f is real-valued, eachf cv

Z is continuous, andA is chosen

asID, then De�nition 8 is identical to the de�nition of convergence order used in [80].

It is also closely related to the original de�nition of Hausdorff convergence in [71] (see

discussion in [80]). We adapted the de�nition from [80] due its direct relationship with

the cluster problem. Speci�cally, schemes of objective function relaxations used in spatial-

B&B must necessarily have 2nd order convergence in this sense to avoid clustering near

unconstrained minima where the objective function is smooth [80]. Moreover, 2nd order

convergence is suf�cient to avoid clustering if� is small enough and the Hessian at the

minimizer is positive de�nite (for a general analysis, see [80]).

26



De�nition 8 imposes no requirement on the functionsf cv
Z for Z =2 A y. It also says

nothing about the difference betweendomf anddomf cv
Z for Z 2 A y, which is another

sensible measure of the accuracy off cv
Z insofar as points withf (z) = + 1 are viewed as

infeasible (cf. Part 2 of De�nition 8 in [81]). Since the cluster problem has never been

studied in the extended-real setting, it is not clear whether this de�nition is strong enough

to draw conclusions about clustering similar to those in [80]. Nevertheless, we use this

de�nition exclusively henceforth. Establishing convergence orders according to this def-

inition still allows us to draw concrete conclusions about the possibly of clustering near

any minimax � such thatf is �nite on B � (x � ) for some� > 0, since then we can choose

D = B � (x � ) andA = ID and thereby reduce De�nition 8 to exactly the de�nition used in

[80]. Since minima of this type are certainly possible in general (see Remark 1),2nd-order

Hausdorff convergence in the sense of De�nition 8 can be viewed as a necessary condition

for avoiding clustering.

Finally, we de�ne pointwise convergence, which is a stronger concept than Hausdorff

convergence with some important properties [71]. Since we only use it to facilitate con-

ceptual discussions in later sections where the functions can be restricted to the real-valued

case without issue, we do not attempt to generalize this notion to extended-real-valued

functions.

De�nition 9 (pointwise convergence order of a scheme of relaxations). Let f : D � Rn !

R and letf f cv
Z gZ 2 ID be a scheme of convex relaxations forf in D. Choose anyA � ID.

The scheme of relaxationsis � order pointwise convergent inA if there exists� 2 R+ such

that

f (z) � f cv
Z (z) � � diam(Z)� ; 8 z 2 Z; 8 Z 2 A :

2.3 Problem Statement

Let 
 � f 1; : : : ; Sg be a discrete set of scenarios. Let�Y � Rny be an interval and,

for each! 2 
 , let �X ! = �X c
! � �X b

! � Rnc
x � f 0; 1gnb

x , where �X c
! is an interval and
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nx = nc
x + nb

x . Let g0 : �Y ! Rng0 , g! : �Y � �X ! ! Rng , andf ! : �Y � �X ! ! R, 8 ! 2 
 ,

be continuous (possibly nonconvex) functions. We consider the separable mixed-integer

nonlinear program (MINLP):

min
y ;x 1 ;:::;x S

X

! 2 


f ! (y ; x ! )

s:t : g0(y) � 0

g! (y ; x ! ) � 0; 8 ! 2 


y 2 �Y

x ! 2 �X ! ; 8 ! 2 


(P)

This formulation is the deterministic equivalent of a general nonconvex two-stage SP prob-

lem (without �rst-stage binary variables), where the vectory denotes the �rst stage deci-

sions, whilex ! denotes the second-stage/recourse decisions in scenario! . We assume that

(P) is feasible.

2.3.1 Reduced-SpaceDecompositionStrategy

Directly applying spatial-B&B to (P) has a worst-case computational cost ofO(cny + Snx )

for somec > 0, which is exponential in the number of scenarios,S. Inspired by [25] and

[26], we now outline a general decomposition strategy that achieves much more favorable

scaling with respect toS. This strategy is both an abstraction and a generalization of the CZ

and LG methods in [25, 26]. Although we will only speci�cally analyze the convergence

order of the CZ and LG methods, our analysis will allow us to draw important conclusions

about the possible convergence orders of future algorithms using the same decomposition

strategy.

The �rst step is to project (P) into the space of �rst-stage variables. This projected

problem will be solved using spatial-B&B, which has the advantage that branching only

occurs onny variables rather thanny + Snx . To formalize the projection, we de�ne the
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recourse problem for each �xedy 2 �Y and! 2 
 :

min
x !

f ! (y ; x ! )

s:t : g! (y ; x ! ) � 0

x ! 2 �X !

(V! (y))

Additionally, we de�ne thescenario optimal value functions, which play a central role in

our analysis.

De�nition 10. For each! 2 
 , let F ! denote the set of ally 2 �Y such thatg0(y) � 0

and (V! (y)) is feasible; i.e.,

F ! �
�

y 2 �Y : g0(y) � 0; 9 x ! 2 �X ! s.t. g! (y ; x ! ) � 0
	

: (2.2)

Moreover, de�ne the! -optimal value functionv! : Rny ! �R by

v! (y) �

8
>><

>>:

minx !

�
f ! (y ; x ! ) : g! (y ; x ! ) � 0; x ! 2 �X !

	
if y 2 F !

+ 1 otherwise
: (2.3)

Finally, de�ne thetotal value functionv : Rny ! �R by

v(y) �
X

! 2 


v! (y); (2.4)

and letF � dom(v) = \ ! 2 
 F ! .

Using De�nition 10, theprojected master problemis de�ned as:

min
y 2 �Y

X

! 2 


v! (y): (M)

The following theorem, which is proven in Appendix A.1, shows that (M) is an reformula-

tion of (P).
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Theorem 2. (P) is equivalent to(M). Speci�cally,

(a) (P) is infeasible if and only if the optimal objective value of(M) is + 1 ,

(b) (y � ; x �
1; : : : ; x �

S) is an optimal solution of(P) if and only ify � is an optimal solution

of (M) with v(y � ) < + 1 and, for all ! 2 
 , x �
! is an optimal solution of(V! (y � )) .

The next step in the decomposition strategy is to solve (M) globally using a spatial B&B

scheme with some speci�c features discussed below. Since (M) is equivalent to (P), this

solves the original problem. Of course, applying spatial-B&B to (M) requires methods for

computing upper and lower bounds on (M) restricted to anyY 2 I �Y . The upper bounding

procedure is not relevant for our convergence analysis, but it could consist of, e.g., selecting

a candidatey 2 �Y such thatg0(y) � 0 and then evaluatingv(y). Notably, this can be

done in a decomposed manner by solving (V! (y)) for each! 2 
 to evaluatev! (y) and

then computingv(y) =
P

! 2 
 v! (y). The calculation of a lower bound can be similarly

decomposed by computing a lower bound on eachv! over Y and then summing them

up. More generally, we assume that a lower bound is obtained by constructing a convex

relaxation for eachv! on Y and then summing these up to form a valid lower bounding

problem.

Assumption 1. For each! 2 
 , a method is available for computing an lsc scheme of

relaxations forv! in �Y , denoted by
�

vcv
!;Y

	
Y 2 I�Y

. Moreover, for anyY 2 I �Y , the complexity

of obtainingvcv
!;Y in closed-form is at mostO(cny + nx ) for somec > 0.

Under Assumption 1, it is straightforward to show that an lsc scheme of relaxations for

the total value functionv in �Y is given by the de�nition

vcv
Y (y) �

X

! 2 


vcv
!;Y (y): (2.5)

Accordingly, we assume that a lower bound onY is obtained by solving the following
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relaxed master problem:

min
y 2 Y

X

! 2 


vcv
!;Y (y): (Mcv

Y )

The assumption thatv is relaxed by summing up relaxations for eachv! has a signi�cant

impact on our convergence analysis. We make this assumption because it is true of both

the CZ and LG methods, and more generally because it seems necessary to achieve linear

scaling of the lower bounding procedure withS. This is because we expect the construction

of useful (i.e., convergent) relaxations of value functions to be computationally demanding.

For example, in the CZ and LG methods, the parts of the algorithms that can be interpreted

as constructing eachvcv
!;Y require the global solution of one or more subproblems with

complexityO(cny + nx ) (see Sections 2.4 and 2.5). In general, since (M) is being solved

by a B&B algorithm that branches in they-space only, it is reasonable to expect that any

method for constructing convergent relaxations ofv or v! will scale exponentially in the

dimension of thex-space involved. If this is true, then relaxingv in a centralized manner

carries the unacceptable cost ofO(cny + Snx ), while relaxing eachv! independently reduces

this to O(S � cny + nx ). In Assumption 1, we also insist that the relaxationsvcv
!;Y can be

computed in closed-form so that the relaxed master problem can be solved ef�ciently using

standard local optimization software.

The overall decomposition strategy outlined above involves an outer B&B search that

in the worst case visitsO(ĉny ) nodes for somêc > 0, and methods for computing upper and

lower bounds in each node that have worst-case complexityO(S � cny + nx ). Therefore, this

scheme achieves the decomposed scalingO(ĉny �S�cny + nx ) = O(S�~cny + nx ) for some~c > 0.

Strictly, we cannot guarantee that~c is independent ofS becausêc is problem-dependent

and changingS effectively changes the problem instance that the outer B&B algorithm

operates on. Nevertheless, this decomposition scheme avoids the principle causes of super-

linear scaling inS by devising a B&B scheme that only branches in they-space while still

admitting both upper and lower bounding schemes that scale linearly inS.

Since this general decomposition strategy can be interpreted as simply applying spatial
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B&B to (M) with a particular kind of relaxation forv, previous analyses of spatial B&B

algorithms suggest that the ef�ciency of this approach will be largely dictated by the pres-

ence or absence of the cluster problem. In turn, the possibility of clustering is known to be

dictated by the Hausdorff convergence order of the relaxations used in the lower bounding

problem [28, 81]. Therefore, in the remainder of the article, our goal is to assess the con-

vergence order of the scheme of relaxationsf vcv
Y gY 2 I�Y used in the CZ and LG algorithms.

As discussed previously, we view2nd order convergence as a requirement for good perfor-

mance in general because we cannot rule out the possibility of an unconstrained minimizer

of (M) at a smooth point ofv. However, lower convergence orders may be acceptable in

other cases [28, 81].

Remark1. All previous cluster problem analyses were conducted assuming real-valued

functions, whereas the projected problem (M) has an extended-real-valued objective. There-

fore, the previously established link between Hausdorff convergence order and clustering

may not apply exactly in the present context. Nevertheless, according to the discussion

after De�nition 8, the de�nition of 2nd-order Hausdorff convergence used here can be used

to draw rigorous conclusions about the possibility of clustering at least around minimay �

of (M) such thatv is �nite on B � (y � ) for some� > 0. By De�nition 10, this holds if

g0(y � ) < 0 and complete recourse holds on a neighborhood ofy � .

2.3.2 Propertiesof theValueFunctions

To foreshadow some key results of the chapter, we note that Hausdorff convergence order

is generally not preserved under summations [71]. Therefore, using schemes of relaxations

for each of the! -value functionsv! with Hausdorff convergence orders of 2 or higher does

not guarantee that the scheme of relaxations forv de�ned by (2.5) will have a Hausdorff

convergence order of 2 or higher. Moreover, the extent to which the convergence orders of

the scenario schemes imply anything about the convergence order of the total scheme (2.5)

depends strongly on the regularity of eachv! . Accordingly, we conclude Section 2.3 with

32



some general results concerning the properties ofv! andv. For a more complete discussion

of functions like these, we refer the readers to [84, 85]. For the sake of generality, we state

these results for the restrictions ofv! andv to anyY 2 I �Y . For anyf : D � Rn ! �R and

A � D, let f jA : A ! �R denote the restriction off to A. Moreover, de�nev!;Y � v! jY ,

vY � vjY , F !;Y � domv!;Y = F ! \ Y , andF Y � domvY = F \ Y. Note that choosing

Y = �Y givesv!; �Y = v! , v �Y = v, F !; �Y = F ! , andF �Y = F .

Lemma 3. For anyY 2 I�Y , the functionsvY andv!;Y are lsc. Moreover,F Y andF !;Y

are compact. IfF !;Y 6= ; , thenv!;Y is proper. IfF Y 6= ; , thenvY is proper.

Proof. Sincef ! , g0, andg! are continuous and�X ! is compact for all! , lower semiconti-

nuity of vY andv!;Y follow from Theorem 35 in Chapter 3 of [79].

Pick some! 2 
 . The setF !;Y is bounded due toY being bounded, and is closed

sinceg0 andg! are continuous. ThusF !;Y is compact. Since this is true for all! , F Y =

\ ! 2 
 F !;Y is also compact.

Sincef ! is continuous, it is bounded on�Y � �X ! . Thus, the min in (2.3) is �nite for

any y 2 F ! , and hencev! (y) is �nite for any y 2 F ! . For anyy 2 Y, it follows that

v!;Y (y) = v! (y) is either �nite or + 1 , sov!;Y (y) > �1 , 8 y 2 Y. If F !;Y 6= ; , then

there existsy0 2 Y such thaty0 2 F ! , and hencev!;Y (y0) < + 1 . Thus,v!;Y is proper.

If F Y = \ ! 2 
 F !;Y 6= ; , thenvY is proper by Lemma 2.

Remark2. AlthoughvY andv!;Y are lsc, in general they may be nonsmooth, non-Lipschitz,

or even discontinuous, even when the original objective and constraintsf , g0, andg! are

all smooth.

Some slightly stronger conclusions can be drawn under the assumption that Problem

(P) has relatively complete recourse.
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De�nition 11. For everyY 2 I �Y , de�ne the sets

F 0
Y = f y 2 Y : g0(y) � 0g;

F 

Y =

�
y 2 Y : 9 x ! 2 �X ! s.t. g! (y ; x ! ) � 0; 8 ! 2 


	
:

Problem (P) hasrelatively complete recourseif F 0
�Y � F 


�Y .

Lemma 4. Choose anyY 2 I �Y such thatF 0
Y 6= ; . If Problem(P) has relatively complete

recourse, then:

1. F !;Y = F 0
Y 6= ; , 8 ! 2 
 .

2. v!;Y is proper and lsc for all! 2 
 .

3. vY is proper and lsc.

4. v��
!;Y is the convex hull ofv!;Y and is proper and lsc for all! 2 
 .

5. dom(v��
!;Y ) = conv( F 0

Y ) for all ! 2 
 .

6. The function
P

! 2 
 v��
!;Y is proper and lsc.

Proof. Since (P) has relatively complete recourse,F 0
Y � F 


Y . Therefore,F 0
Y = F Y =

T
! 2 
 F !;Y . In particular, this implies thatF 0

Y � F !;Y for every ! 2 
 . Conversely,

F !;Y � F 0
Y because the former contains more constraints. Therefore, we must have

F !;Y = F 0
Y 6= ; for all ! 2 
 .

SinceF Y = F !;Y 6= ; , v!;Y andvY are proper and lsc by Lemma 3.

Sincev!;Y is lsc and proper, anddom(v!;Y ) � Y is clearly bounded, Lemma 1 ensures

thatv��
!;Y is the convex hull ofv!;Y , v��

!;Y is proper and lsc, anddom(v��
!;Y ) = conv(dom v!;Y ) =

conv(F !;Y ).

Since eachv��
!;Y is proper and lsc and

T
! 2 
 dom(v��

!;Y ) = conv( F 0
Y ) 6= ; ,

P
! 2 
 v��

!;Y

is proper and lsc by Lemma 2.
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Finally, we derive useful expressions for the conjugate and biconjugate ofv! .

Lemma 5. Choose anyY 2 I�Y and ! 2 
 . Assume that(P) has relatively complete

recourse andF 0
Y 6= ; . Then, the conjugate ofv!;Y can be expressed as

v�
!;Y (� ) = �

2

6
6
6
6
6
6
6
6
6
4

min
y ! ;x !

f ! (y ! ; x ! ) � � T y !

s:t : g0(y ! ) � 0

g! (y ! ; x ! ) � 0

y ! 2 Y; x ! 2 �X !

3

7
7
7
7
7
7
7
7
7
5

: (2.6)

Moreover, the biconjugate ofv!;Y is the convex hull ofv!;Y and can be expressed as

v��
!;Y (y) = sup

�

8
>>>>>>>>><

>>>>>>>>>:

� T y +

2

6
6
6
6
6
6
6
6
6
4

min
y ! ;x !

f ! (y ! ; x ! ) � � T y !

s:t : g0(y ! ) � 0

g! (y ! ; x ! ) � 0

y ! 2 Y; x ! 2 �X !

3

7
7
7
7
7
7
7
7
7
5

9
>>>>>>>>>=

>>>>>>>>>;

: (2.7)

Proof. By De�nition 5, the convex conjugate ofv!;Y is

v�
!;Y (� ) = � inf

y

�
v!;Y (y) � � T y

�
:

For any� 2 Rny , de�ne the shorthand

~v�
!;Y (y) � v!;Y (y) � � T y =

8
>><

>>:

v! (y) � � T y; if y 2 Y

+ 1 ; otherwise
:

By Lemma 4,v!;Y is lsc and proper. By Lemma 2, it follows that~v�
!;Y is lsc and proper as

well. Moreover, the effective domain of~v�
!;Y is bounded withinY. Therefore, by Lemma

1, inf y ~v�
!;Y (y) is �nite and argminy ~v�

!;Y (y) is nonempty. Consequently,v�
!;Y can be re-
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formulated as

v�
!;Y (� ) � � min

y 2 Y

�
v! (y) � � T y

�
= �

2

6
6
6
6
6
6
6
6
6
4

min
y ! ;x !

f ! (y ! ; x ! ) � � T y !

s:t : g0(y ! ) � 0

g! (y ! ; x ! ) � 0

y ! 2 Y; x ! 2 �X !

3

7
7
7
7
7
7
7
7
7
5

:

By De�nition 5, the biconjugate ofv!;Y is therefore

v��
!;Y (y) = sup

�

�
� T y � v�

!;Y (� )
�

= sup
�

8
>>>>>>>>><

>>>>>>>>>:

� T y +

2

6
6
6
6
6
6
6
6
6
4

min
y ! ;x !

f ! (y ! ; x ! ) � � T y !

s:t : g0(y ! ) � 0

g! (y ! ; x ! ) � 0

y ! 2 Y; x ! 2 �X !

3

7
7
7
7
7
7
7
7
7
5

9
>>>>>>>>>=

>>>>>>>>>;

:

Finally, v��
!;Y is the convex hull ofv!;Y by Lemma 4.

2.4 Convergence Analysis of Cao and Zavala's Algorithm

This section analyzes the decomposition algorithm for globally solving (P) proposed by

Cao and Zavala (CZ) in [25]. First, the method is described and shown to be an instance of

the general decomposition framework described in §2.3 with a particular de�nition of the

scheme of! -value function relaxationsf vcv
!;Y gY 2 I �Y . Subsequently, the convergence order

of f vcv
!;Y gY 2 I �Y is analyzed.

2.4.1 TheCZ Algorithm andValueFunctionRelaxations

Following the general decomposition strategy in §2.3, the CZ method solves (P) by apply-

ing spatial-B&B to the projected master problem (M). In each B&B nodeY 2 I �Y , the
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required lower bound is computed as follows. First, the restriction of (M) toY is written

in the following extensive form withy duplicated across all scenarios and constrained by

non-anticipativity constraints (NACs):

min
y 1 ;:::;y S ;x 1 ;:::;x S

X

! 2 


f ! (y ! ; x ! )

s:t : g0(y ! ) � 0 8 ! 2 


g! (y ! ; x ! ) � 0 8 ! 2 


y ! = y1 8 ! 2 


y ! 2 Y; x ! 2 �X ! 8 ! 2 


(P-NACY )

Next, the NACs are removed, which gives a relaxation of (P-NACY ):

min
y 1 ;:::;y S ;x 1 ;:::;x S

X

! 2 


f ! (y ! ; x ! )

s:t : g0(y ! ) � 0 8 ! 2 


g! (y ! ; x ! ) � 0 8 ! 2 


y ! 2 Y; x ! 2 �X ! 8 ! 2 


(PCZ
Y )

Since each pair of decisions(y ! ; x ! ) is uncoupled from all other pairs in (PCZ
Y ), this prob-

lem can be decomposed intoS subproblems of dimensionny + nx . The CZ algorithm

obtains a lower bound onY by solving each of these subproblems globally and summing

the results, with a total complexity ofO(S � cny + nx ).

To interpret Cao and Zavala's algorithm as an instance of the general decomposition

framework in Section 2.3, de�ne the! -value function relaxations as follows:

De�nition 12. For everyY 2 I �Y and! 2 
 , de�ne the Cao and Zavala! -value function

37



relaxationvCZ
!;Y : Y ! �R as the following constant function:

vCZ
!;Y (y) � min

y ! 2 Y; x ! 2 �X !

f ! (y ! ; x ! )

s:t : g0(y ! ) � 0

g! (y ! ; x ! ) � 0

(2.8)

Moreover, de�ne the CZ total value function relaxationvCZ
Y : Y ! �R as the constant

function

vCZ
Y (y) �

X

! 2 


vCZ
!;Y (y): (2.9)

Note that the value ofvCZ
!;Y (i.e., the minimized objective value in (2.8)) is determined

by the choice of the intervalY and is independent of the value ofy.

Comparing (2.8) to (2.3), it is clear thatvCZ
!;Y (y) � v! (y), 8 y 2 Y. Moreover,vCZ

!;Y is

constant onY and hence trivially convex. Thus,vCZ
!;Y is a convex relaxation ofv! , and it

follows thatvCZ
Y is a convex relaxation ofv. Using this scheme of relaxations, the relaxed

master problem (Mcv
Y ) becomes

min
y 2 Y

X

! 2 


vCZ
!;Y (y); (MCZ

Y )

which is equivalent to (PCZ
Y ).

Figure 2.1 shows a visualization of the CZ value function relaxations for a simple two-

scenario problem with only one �rst-stage decisiony 2 �Y � [yL ; yU ]. The detailed for-

mulation and derivation of relaxations for this example are given in the appendix. The top

sub�gures show the scenario value functionsv! (solid) and their constant relaxationsvCZ
!;Y

(dashed), while the bottom sub�gure shows the total value functionv = v1 + v2 and its

relaxationvCZ
Y = vCZ

1;Y + vCZ
2;Y . Since the scenario relaxationsvCZ

!;Y are de�ned as the min-

imum of v! on Y, they always touch the corresponding value functions. In contrast, the

total relaxationvCZ
Y does not necessarily touchv and can have a signi�cant Hausdorff error.
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(a) (b)

(c)

Figure 2.1: Visualization of CZ relaxations on a subintervalY for a two-scenario example
with one �rst-stage decision. (a) and (b): Scenario value functionsv!;Y (solid) for ! = 1
and! = 2 with CZ relaxationsvCZ

!;Y (dashed). (c) Total value functionvY = v1;Y + v2;Y

(solid) with the total CZ relaxationvCZ
Y = vCZ

1;Y + vCZ
2;Y (dashed). The double-sided arrow

shows the total Hausdorff error in (c).
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This occurs because the two scenario value functions are not minimized at the same point.

The minimizers forv1, v2, andv arey�
1 = 2:44, y�

2 = 0:63andy� = 2:62respectively. The

implications of this fact for convergence order are further elaborated in the next section.

2.4.2 ConvergenceOrderAnalysis

We now analyze the Hausdorff convergence order of the CZ scheme of total value function

relaxationsf vCZ
Y gY 2 I�Y . We begin by showing that the single-scenario schemesf vCZ

!;Y gY 2 I�Y

have in�nite order Hausdorff convergence. Note that, by the blanket assumption that (P)

is feasible, the optimizations de�ning eachvCZ
!;Y in (2.8) are also feasible. Thus, bothvCZ

!;Y

andvCZ
Y map intoR and are trivially smooth.

Lemma 6. For every ! 2 
 , the scheme of relaxationsf vCZ
!;Y gY 2 I�Y has in�nite order

Hausdorff convergence inI�Y (i.e., De�nition 8 holds for every positive� ).

Proof. Choose any! 2 
 . To prove thatf vCZ
!;Y gY 2 I�Y is in�nite order Hausdorff convergent

in I �Y , we will show that

j min
y 2 Y

v! (y) � min
y 2 Y

vCZ
!;Y (y)j = 0; (2.10)

for every Y 2 I �Y such thatY \ domv! 6= ; . Choosing any suchY and noting that

domv! = F ! , (2.3) implies that

min
y 2 Y

v! (y) = min
y 2 Y \ F !

v! (y) = min
y 2 Y; x ! 2 �X !

f (y ; x ! );

s:t : g0(y) � 0;

g! (y ; x ! ) � 0:

(2.11)
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Similarly, by de�nition of vCZ
!;Y ,

min
y 2 Y

vCZ
!;Y (y) = min

y ! 2 Y; x ! 2 �X !

f (y ! ; x ! );

s:t : g0(y ! ) � 0;

g! (y ! ; x ! ) � 0:

(2.12)

Since (2.11) and (2.12) are equivalent, (2.10) holds.

Lemma 6 shows that the scenario schemesf vCZ
!;Y gY 2 I�Y have the best possible Haus-

dorff convergence order. Unfortunately, in general, Hausdorff convergence order does not

propagate through the summation in (2.9), meaning that the scheme of total value function

relaxationsf vCZ
Y gY 2 I�Y can have lower convergence order. Nevertheless, the next lemma

shows that �rst-order convergence is preserved under summation provided that the! -value

functions are locally Lipschitz continuous.

Lemma 7. For every! 2 
 , let f vcv
!;Y gY 2 I�Y be a �rst order Hausdorff convergent scheme

of relaxations forv! in I �Y and de�nevcv
Y �

P
! 2 
 vcv

!;Y . If eachv! is locally Lipschitz con-

tinuous onF ! , thenf vcv
Y gY 2 I�Y is a �rst order Hausdorff convergent scheme of relaxations

for v in I �Y .

Proof. Choose any! 2 
 . Sincev! is locally Lipschitz continuous inF ! and F ! is

compact (Lemma 3),9 M ! 2 R+ such that (Theorem 2.1.6 in [86])

jv! (y1) � v! (y2)j � M ! ky1 � y2k1 ; 8 y1; y2 2 F ! : (2.13)

Sincef vcv
!;Y gY 2 I�Y is �rst order Hausdorff convergent inI �Y , 9 � ! 2 R+ such that

min
y 2 Y

v! (y) � min
y 2 Y

vcv
!;Y (y) � � ! diam(Y); 8 Y 2 I�Y s.t. Y \ F ! 6= ; : (2.14)

To prove �rst order convergence off vcv
Y gY 2 I�Y , choose anyY 2 I�Y such thatY \ F 6= ; .
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SinceF = \ ! 2 
 F ! , we haveY \ F ! 6= ; , so summing (2.14) gives

X

! 2 


min
y 2 Y

v! (y) �
X

! 2 


min
y 2 Y

vcv
!;Y (y) �

X

! 2 


� ! diam(Y):

Sincemin
y 2 Y

vcv
Y (y) = min

y 2 Y

X

! 2 


vcv
!;Y (y) �

X

! 2 


min
y 2 Y

vcv
!;Y (y),

X

! 2 


min
y 2 Y

v! (y) � min
y 2 Y

vcv
Y (y) �

X

! 2 


� ! diam(Y): (2.15)

To deal with the �rst sum, choose any! 2 
 , anyy �
! 2 argminy 2 Y v! (y), and anyy � 2

argminy 2 Y v(y). SinceY \ F 6= ; , both argmins are nonempty and we must havey �
! ; y � 2

F ! . Thus, by (2.13),

v! (y � ) � v! (y �
! ) � v! (y � ) � M ! diam(Y):

Since the choice of! was arbitrary, this holds for all! 2 
 and summing the second

inequality gives
X

! 2 


v! (y �
! ) �

X

! 2 


v! (y � ) �
X

! 2 


M ! diam(Y):

By the de�nition of y �
! andy � , this is equivalent to

X

! 2 


min
y 2 Y

v! (y) � min
y 2 Y

v(y) �
X

! 2 


M ! diam(Y); (2.16)

It follows that the inequality (2.15) remains true if the �rst summation in (2.15) is replaced

with the smaller value on the right-hand side of (2.16), which gives

min
y 2 Y

v(y) � min
y 2 Y

vcv
Y (y) �

X

! 2 


(M ! + � ! ) diam(Y):

Since the choice ofY was arbitrary,f vcv
Y gY 2 I�Y is �rst order Hausdorff convergent inI �Y .

42



Corollary 1. If eachv! is locally Lipschitz continuous onF ! , thenf vCZ
Y gY 2 I�Y is �rst order

Hausdorff convergent inI �Y .

Proof. By Lemma 6, each scenario schemef vcv
!;Y gY 2 I�Y is in�nite order Hausdorff con-

vergent, and hence trivially �rst order Hausdorff convergent, inI �Y . Therefore, the result

follows immediately from Lemma 7.

The preceding results can be better understood by further considering the visualization

of the CZ relaxations in Figure 2.1. The fact that eachvCZ
!;Y has in�nite order Hausdorff

convergence is represented visually byvCZ
!;Y touchingv! at its minimum. However, sincev1

andv2 are not minimized at the same point inY, this does not imply thatvCZ
Y = vCZ

1;Y + vCZ
2;Y

touchesv = v1 + v2 at its minimum, as shown in the �gure. This illustrates the fact that

Hausdorff convergence order generally does not propagate through summation. However,

according to Corollary 1, the scheme
�

vCZ
Y

	
Y 2 I�Y

is still �rst order Hausdorff convergent in

this case becausev1 andv2 are both smooth and therefore locally Lipschitz continuous on

Y.

The speci�c examples discussed later in Section 2.6 show that Corollary 1 is sharp.

In particular, Example 2.6.1 shows that the Hausdorff convergence order off vCZ
Y gY 2 I�Y

can still be as low as one even for problems where eachv! is smooth rather than only

locally Lipschitz. Moreover, Example 2.6.4 shows thatf vCZ
Y gY 2 I�Y can fail to be even �rst

order Hausdorff convergent if the scenario value functions are not locally Lipschitz. These

observations are summarized in the following theorem, for which the examples in Section

2.6 serve as proof. To state results like this precisely, we will refer toclassesof problems of

the form (P) satisfying certain additional assumptions and say that a scheme of relaxations

has Hausdorff convergence order� in I �Y for a class of problemsif (i) the scheme is at

least order� for every speci�c problem instance in the class, and (ii) there is at least one

instance in the class for which the order is not higher than� . Note that such a statement

does not preclude the scheme from having a higher convergence order for some speci�c
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instances within the class. Rather, the claim is about the best convergence order that can be

guaranteed for the entire class.

Theorem 3. The CZ scheme of relaxationsf vCZ
Y gY 2 I�Y has Hausdorff convergence order

� < 1 for the general class of problems(P). This remains true even for the restricted class

of problems wheref ! , g! , andg0 are smooth and there are no binary decisions. The CZ

scheme has Hausdorff convergence order� = 1 for the restricted class of problems(P)

for which eachv! is locally Lipschitz continuous onF ! . This does not improve, i.e.,�

remains one, for the further restricted class of problems for which eachv! is real-valued

and smooth on all of�Y .

2.5 Convergence Analysis of Li and Grossmann's Algorithm

This section analyzes the decomposition algorithm for globally solving (P) proposed by

Li and Grossmann in [26]. First, the method is described and shown to be an instance of

the general decomposition framework described in §2.3 with a particular de�nition of the

scheme of! -value function relaxationsf vcv
!;Y gY 2 I �Y . Subsequently, the convergence order

of f vcv
!;Y gY 2 I �Y is analyzed.

2.5.1 TheLG Algorithm andValueFunctionRelaxations

Following the general decomposition strategy in §2.3, the LG method solves (P) by ap-

plying spatial-B&B to the projected master problem (M). In each B&B nodeY 2 I �Y ,

the required lower bound is computed by solving a relaxed master problem consisting of

both Benders and Lagrangean cuts. In order to obtain valid Benders cuts, any nonconvex

constraints in the second stage must �rst be relaxed as described in detail in [26]. As a

result, these cuts do not necessarily converge to the true feasible set of the projected master

problem as B&B proceeds, speci�cally because the recourse decision space is not branched

[87, 40]. Thus, the convergence of the LG algorithm relies entirely on the Lagrangean cuts.

Indeed, the convergence proof given in [26] uses only the Lagrangean cuts in the key step
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(see Lemma 4). Since convergence is our primary concern, we omit the Benders cuts in

our analysis. For this reason, we do not assume separability of the �rst and second stage

variables in the constraintsg! (y ; x ! ) � 0 in (P), as is done in [26]. Interestingly, the ide-

alized version of the LG algorithm is very similar to the dual decomposition algorithm for

integer stochastic programming [88].

The Lagrangean cuts are derived from the extensive form of (M) with non-anticipativity

constraints (NACs) given in the previous section as (P-NACY ). By dualizing the NACs

with multipliers� ! 2 Rny rather than dropping them as in the CZ method, one obtains the

Lagrangean function

L Y (y1; : : : ; yS; x1; : : : ; xS; � 1; : : : ; � S) =
X

! 2 


�
f ! (y ! ; x ! ) + � T

! (y1 � y ! )
�

; (2.17)

=
X

! 2 


�
f ! (y ! ; x ! ) � � T

! y !
�

; (2.18)

where� 1 = �
P

! 2 
 nf 1g � ! and� ! = � ! , 8 ! 2 
 n f 1g. Note that
P

! 2 
 � ! = 0.

De�ne LBY (� 1; : : : ; � S) as the minimum of this function overx ! andy ! :

LBY (� 1; : : : ; � S) = min
y 1 ;:::;y S ;
x 1 ;:::;x S

X

! 2 


�
f ! (y ! ; x ! ) � � T

! y !
�

s:t : g0(y ! ) � 0; 8 ! 2 


g! (y ! ; x ! ) � 0; 8 ! 2 


y ! 2 Y; x ! 2 �X ! ; 8 ! 2 


(P-LRY )

Note that this Lagrangean relaxation readily decomposes over the scenarios as:

LBY (� 1; : : : ; � S) =
X

! 2 


2

6
6
6
6
6
6
6
6
6
4

min
y ! ;x !

�
f ! (y ! ; x ! ) � � T

! y !
�

s:t : g0(y ! ) � 0

g! (y ! ; x ! ) � 0

y ! 2 Y; x ! 2 �X !

3

7
7
7
7
7
7
7
7
7
5

(2.19)
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In particular, using Lemma 5,

LBY (� 1; : : : ; � S) = �
X

! 2 


v�
!;Y (� ! ): (2.20)

Moreover, using the fact that
P

! 2 
 � ! = 0, we may write

LBY (� 1; : : : ; � S) =
X

! 2 


�
� T

! y � v�
!;Y (� ! )

�
: (2.21)

Li and Grossmann claim that, under the assumption of relatively complete recourse, not

only is LBY (� 1; : : : ; � S) a valid lower bound for the projected master problem (M) onY,

but furthermore each term in (2.21) is a valid af�ne underestimator of the correspondingv!

onY; i.e.,

v!;Y (y) � � T
! y � v�

!;Y (� ! ); 8 y 2 Y: (2.22)

These facts follow immediately from Lemma 5 here. Speci�cally, Lemma 5 ensures that

v��
Y;w is the convex hull ofvY;w, and hencevY;w(y) � v��

Y;w(y), after which (2.22) follows

from (2.7).

Rather than directly providing the B&B algorithm with the lower bound LBY (� 1; : : : ; � S)

for nodeY for some choice of multipliers, the LG algorithm constructs a relaxed master

problem onY using Lagrangean cuts of the form (2.22) for several choices of multipliers.

Speci�cally, they apply a subgradient algorithm for updating the multipliers in an attempt

to solve the dual problem

sup
� 1 ;:::; � SP
! 2 
 � ! = 0

LBY (� 1; : : : ; � S): (P-LDY )

Then, lettingk 2 f 1; : : : ; K g index the iterations of the subgradient algorithm, the relaxed
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master problem is formed as

min
y 2 Y

� 1 ;:::;� S

X

! 2 


� !

s:t : gcv
Y;0(y) � 0;

� ! � (� k
! )T y � v�

!;Y (� k
! ); 8 ! 2 
 ; 8 k 2 f 1; : : : ; K g

(2.23)

wheregcv
Y;0 is any valid convex relaxation ofg0 onY.

Since the subgradient method often exhibits slow convergence [2], and since each iter-

ation of the subgradient method requires the solution ofS global optimization problems of

sizenx + ny, Li and Grossmann recommend applying a small �xed number of iterations,

not necessarily obtaining a solution of (P-LDY ). Thus, the overall cost of constructing and

solving the relaxed master problem isO(K � S � cny + nx ).

In the absence of additional Benders cuts, it can be shown that the lower bound obtained

by solving (2.23) cannot be tighter than LBY (� �
1; : : : ; � �

S), where(� �
1; : : : ; � �

S) is a set of

multipliers that achieves the supremum in (P-LDY ) (see Remark 3). Accordingly, we focus

our convergence analysis on the ideal case where(� �
1; : : : ; � �

S) is always obtained. First,

we prove that the multipliers(� �
1; : : : ; � �

S) exist, starting with a related lemma.

Lemma 8. Choose anyY 2 I �Y and assume thatF 0
Y 6= ; . If problem(P) has relatively

complete recourse, then
T

! 2 
 ri
�
domv��

!;Y

�
6= ; .

Proof. By Lemma 4,dom(v��
!;Y ) = conv( F 0

Y ) for all ! 2 
 . Therefore,

\

! 2 


ri
�
dom(v��

!;Y )
�

= ri(conv( F 0
Y )) :

SinceF 0
Y is nonempty by assumption,conv(F 0

Y ) is also nonempty. Sinceconv(F 0
Y ) is

also convex,ri(conv(F 0
Y )) is nonempty by Proposition 1.3.2 in [89].

Theorem 4. Assume that Problem(P) has relatively complete recourse. For anyY 2 I �Y ,

if F 0
Y 6= ; , then the supremum in(P-LDY ) is attained; i.e., there exists(� �

1; : : : ; � �
S) such
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that

LB( � �
1; : : : ; � �

S) = sup
� 1 ;:::; � SP
! 2 
 � ! = 0

LBY (� 1; : : : ; � S): (2.24)

Proof. By Lemma 4, the functionsv��
Y;1; : : : ; v��

Y;S are proper and convex. Moreover, by

Lemma 8,
T

! 2 
 ri
�
domv��

!;Y

�
6= ; . Thus, Theorem 1 applies to these functions. The

result of Theorem 1 with� = 0 is that

 
X

! 2 


v��
!;Y

! �

(0) = inf
� 1 ;:::; � SP
! 2 
 � ! = 0

(
X

! 2 


(v��
!;Y )� (� ! )

)

; (2.25)

and moreover the in�mum is attained at some(� �
1; : : : ; � �

S). This equality will be useful

for a later result, but for our purposes here, attainment of the in�mum is the key result of

Theorem 1.

For each! 2 
 , Lemma 4 implies thatconv(v!;Y ) = v��
!;Y is proper. Under this

condition, Theorem 11.1 in [82] ensures thatv�
!;Y is proper, lsc, and convex, and thatv�

!;Y =

(conv(v!;Y )) � . But sinceconv(v!;Y ) = v��
!;Y , this givesv�

!;Y = ( v��
!;Y )� . Substituting this

into (2.25) gives

 
X

! 2 


v��
!;Y

! �

(0) = inf
� 1 ;:::; � SP
! 2 
 � ! = 0

(
X

! 2 


v�
!;Y (� ! )

)

; (2.26)

= � sup
� 1 ;:::; � SP
! 2 
 � ! = 0

(

�
X

! 2 


v�
!;Y (� ! )

)

; (2.27)

= � sup
� 1 ;:::; � SP
! 2 
 � ! = 0

LBY (� 1; : : : ; � S): (2.28)

Since the in�mum in (2.25) is attained, so is the supremum above.

We are now prepared to de�ne the LG! -value function relaxations that allow us to

interpret the idealized LG method as an instance of the general decomposition framework

in Section 2.3.
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De�nition 13. Assume that Problem (P) has relatively complete recourse. For every! 2 


and everyY 2 I �Y such thatF 0
Y 6= ; , de�ne the Li and Grossmann! -value function

relaxationvLG
!;Y : Y ! �R as the af�ne function

vLG
!;Y (y) � (� �

! )T y � v�
!;Y (� �

! ); (2.29)

where(� �
1; : : : ; � �

S) is a set of multipliers that achieves the supremum in (P-LDY ) and

v�
!;Y (� �

! ) is evaluated using (2.6). Moreover, de�ne the LG total value function relaxation

vLG
Y : Y ! �R as the constant function,

vLG
Y (y) �

X

! 2 


vLG
!;Y (y) = LB Y (� �

1; : : : ; � �
S): (2.30)

For thoseY such thatF 0
Y = ; , alternatively de�nevLG

!;Y � + 1 andvLG
Y � + 1 .

Since (2.22) holds for any multipliers, it is clear thatvLG
!;Y (y) is a convex relaxation of

v!;Y , and it follows thatvLG
Y is a convex relaxation ofvY .

To aid in the interpretation of these de�nitions and facilitate our main convergence

results, we now establish a key relationship between the LG total value function relaxation

and the sum of the convex hulls of the scenario value functions.

2.5.2 Relationwith Sumof theScenarioConvexHulls

The general reduced-space B&B strategy outlined in Section 2.3.1 dictates that, in any

given nodeY, relaxationsvcv
!;Y are �rst computed for each scenario independently and

then summed to obtain the total relaxationvcv
Y . It has already been shown that the CZ

and idealized LG methods both follow this approach. Clearly, the best possible relaxation

scheme that �ts within this framework is the one that de�nesvcv
!;Y as the exact convex hull

of eachv!;Y , and this de�nes the total value function relaxation as the sum of these convex

hulls. The following de�nition introduces notation for this scheme.
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De�nition 14. For everyY 2 I �Y and! 2 
 , de�ne the sum-of-convex-hulls (SCH)! -

value function relaxationvSCH
!;Y : Y ! �R as

vSCH
!;Y (y) � v��

!;Y (y): (2.31)

Moreover, de�ne the SCH total value function relaxationvSCH
Y : Y ! �R as

vSCH
Y (y) �

X

! 2 


vSCH
!;Y (y): (2.32)

Note thatvSCH
Y is de�ned as the sum of the convex hullsv��

!;Y , not the convex hull of

the sumvY . Thus, while eachvSCH
!;Y is the best possible convex relaxation ofv!;Y , vSCH

Y is

not necessarily the best possible convex relaxation ofvY . However, it is the best achievable

within the decomposition framework of Section 2.3.1.

We now prove a crucial relationship betweenvLG
Y andvSCH

Y .

Theorem 5. Assume Problem(P) has relatively complete recourse. For anyY 2 I �Y such

thatF 0
Y 6= ; ,

min
y 2 Y

vLG
Y (y) = min

y 2 Y
vSCH

Y (y): (2.33)

Proof. Under these assumptions, it was established in the proof of Theorem 4 (see (2.28))

that

 
X

! 2 


v��
!;Y

! �

(0) = � sup
� 1 ;:::; � SP
! 2 
 � ! = 0

LBY (� 1; : : : ; � S): (2.34)

By De�nition 14, the left-hand side of this equation can be written as(vSCH
Y )� (0) and, by

Theorem 4, the right-hand side can be written as� LBY (� �
1; : : : ; � �

S). Thus, by (2.30),

�
vSCH

Y

� �
(0) = � min

y 2 Y
vLG

Y (y): (2.35)
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But, by de�nition of the conjugate, we also have

�
vSCH

Y

� �
(0) = � inf

y 2 Rn

�
vSCH

Y (y) � 0T y
	

= � inf
y 2 Rn

vSCH
Y (y): (2.36)

By Lemma 4,vSCH
Y is lsc and proper, anddomvSCH

Y = conv(F 0
Y ), which is bounded.

Therefore, Lemma 1 implies thatinf y 2 Rn vSCH
Y (y) is �nite and is achieved at some point in

Y. Therefore,
�
vSCH

Y

� �
(0) = � min

y 2 Rn
vSCH

Y (y): (2.37)

The result now follows by combining (2.35) and (2.37).

Theorem 5 has signi�cant implications for the Hausdorff convergence order of the LG

method, which we explore next in Section 2.5.3. Before doing so, we use Theorem 5 to

establish two other useful facts. First, Remark 3 shows that the lower bound obtained

by solving the LG relaxed master problem (2.23) cannot be better thanLBY (� �
1; : : : ; � �

S),

which justi�es our choice to analyze the convergence ofLBY (� �
1; : : : ; � �

S) as an idealized

version of LG method. Second, Corollary 2 collects some geometrical facts aboutvLG
!;Y that

are useful for visualizing the LG relaxations.

Remark3. Let J � be the optimal value of the LG relaxed master problem (2.23). We are

now in a position to justify the claim in the text before Lemma 8 thatJ � � LBY (� �
1; : : : ; � �

S).

By Theorem 5,

LBY (� �
1; : : : ; � �

S) = min
y 2 Y

X

! 2 


v��
!;Y (y): (2.38)

Then, lettingy y 2 argminy 2 Y

P
! 2 
 v��

!;Y (y) and de�ning � y
! = v��

!;Y (y y), it suf�ces to

show that the point(y y; � y
1; : : : ; � y

S) is feasible in (2.23). This point is clearly feasible in

the Lagrangean cuts in (2.23) since each cut underestimates the correspondingv��
!;Y (y).

Moreover,y y must lie in the effective domain of
P

! 2 
 v��
!;Y , which is equal toconv(F 0

Y )

by Lemma 4, and it follows thatgcv
0 (y y) � 0. Thusy y is feasible in (2.23) andJ � �
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LBY (� �
1; : : : ; � �

S) as claimed.

Corollary 2. Assume Problem (P) has relatively complete recourse and choose anyY 2 I �Y

such thatF 0
Y 6= ; . For every! 2 
 , the LG relaxationvLG

!;Y is an af�ne underesti-

mator of v��
!;Y on Y that touchesv��

!;Y at at least one point inY. Speci�cally, if y y 2

argminy 2 Y vSCH
Y (y), then

vLG
!;Y (y y) = v��

!;Y (y y); 8 ! 2 
 : (2.39)

Proof. The fact thatvLG
!;Y is an af�ne underestimator ofv��

!;Y follows from (2.22) and the

de�nition of the convex hull.

Choose anyy y 2 argminy 2 Y vSCH
Y (y). By Theorem 5,

min
y 2 Y

X

! 2 


vLG
!;Y (y) =

X

! 2 


v��
!;Y (y y): (2.40)

Since
P

! 2 
 vLG
!;Y is constant, it follows that

X

! 2 


vLG
!;Y (y y) =

X

! 2 


v��
!;Y (y y): (2.41)

But clearly we must have

vLG
!;Y (y y) � v��

!;Y (y y); 8 ! 2 
 : (2.42)

If (2.42) holds with strict inequality for any! 2 
 , then summing (2.42) over! 2 


results in a contradiction of (2.41). Thus, (2.39) must hold.

According to Corollary 2, the LG scenario relaxationsvLG
!;Y can be seen as linearizations

of the convex hullsvSCH
!;Y = v��

!;Y about the pointy y that minimizes the sum of the convex

hulls,vSCH
Y . Moreover, the LG total value function relaxationvLG

Y is the constant function

whose value is the minimum ofvSCH
Y . Figure 2.2 shows these relaxations for the same two-
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scenario example previously used for the CZ relaxations in Figure 2.1. The top sub�gures

show the scenario value functionsv!;Y (solid), their convex hullsvSCH
!;Y = v��

!;Y (dotted), and

their relaxationsvLG
!;Y (dashed), while the bottom sub�gure shows the total value function

vY = vY;1 + vY;2 (solid), the sum of the convex hullsvSCH
Y = v��

Y;1 + v��
Y;2 (dotted), and the

total relaxationvLG
Y = vLG

Y;1 + vLG
Y;2 (dashed). Although eachvSCH

!;Y is the convex hull ofv!;Y ,

the sum of the convex hullsvSCH
Y is not the convex hull ofvY and has signi�cant Hausdorff

error. Similarly, although each LG relaxationvLG
!;Y touches the convex hull ofv!;Y , the total

relaxationvLG
Y is not tight to the convex hull ofvY and also has signi�cant Hausdorff error.

As with the CZ relaxations, this loss of accuracy when summing the scenario relaxations

together occurs because the two scenario value functions are not minimized at the same

point. The implications of this fact for convergence order are further elaborated in the next

section. Unlike the CZ relaxations, the LG relaxations have nonzero Hausdorff error in

each scenario because they do not necessarily touch each scenario value functions at their

minima. In contrast, the total value function relaxation is tighter.

2.5.3 ConvergenceOrderAnalysis

We now analyze the Hausdorff convergence order of the LG scheme of total value function

relaxationsf vLG
Y gY 2 I�Y de�ned in De�nition 13. We begin with a key result showing that the

convergence order off vLG
Y gY 2 I�Y is actually equivalent to that of the sum-of-convex-hulls

scheme,f vSCH
Y gY 2 I�Y .

Corollary 3. Assume Problem (P) has relatively complete recourse. The LG scheme of

relaxationsf vLG
Y gY 2 I �Y has the same Hausdorff convergence order inI �Y asf vSCH

Y gY 2 I �Y .

Proof. Choose anyY 2 I �Y such thatv(y) is �nite for at least oney 2 Y; i.e., F Y =

Y \ F 6= ; . It suf�ces to show that, for any suchY, the Hausdorff errors associated with

these two schemes are identical. That is,

min
y 2 Y

v(y) � min
y 2 Y

vLG
Y (y) = min

y 2 Y
v(y) � min

y 2 Y
vSCH

Y (y); (2.43)
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(a) (b)

(c)

Figure 2.2: Visualization of LG and SCH relaxations on a subintervalY for a two-scenario
example with one �rst-stage decision. (a) and (b): Scenario value functionsv!;Y (solid)
for ! = 1 and! = 2 with convex hullsvSCH

!;Y = v��
!;Y (dotted) and LG relaxationsvLG

!;Y
(dashed). (c) Total value functionvY = vY;1 + vY;2 (solid) with the sum of the convex hulls
vSCH

Y = v��
Y;1 + v��

Y;2 (dotted) and the total LG relaxationvLG
Y = vLG

Y;1 + vLG
Y;2 (dashed). The

minimum ofvSCH
Y is denoted byy y.

which holds if and only if

min
y 2 Y

vLG
Y (y) = min

y 2 Y
vSCH

Y (y): (2.44)

But this follows from Theorem 5 becauseF Y 6= ; impliesF 0
Y 6= ; .

Corollary 3 indicates that the idealized LG method achieves the best convergence order

possible within the general decomposition strategy outlined in Section 2.3.1. In particular,

we have the following consequences.

Corollary 4. Assume Problem (P) has relatively complete recourse. The Hausdorff conver-
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gence order off vLG
Y gY 2 I �Y in I �Y is at least as large as the Hausdorff convergence order of

f vCZ
Y gY 2 I �Y in I �Y .

Proof. This follows immediately from Corollary 3

Corollary 5. If eachv! is locally Lipschitz continuous onF ! , thenf vLG
Y gY 2 I�Y is �rst order

Hausdorff convergent inI �Y .

Proof. This follows from Corollaries 4 and 1.

We now exploit the equivalence of the convergence orders off vLG
Y gY 2 I�Y andf vSCH

Y gY 2 I�Y

to establish two important cases where the LG order is higher than one.

Corollary 6. Assume (P) has relatively complete recourse and let~Y be any convex subset of

�Y . If eachv! is �nite-valued and twice continuously differentiable on~Y, thenf vLG
Y gY 2 I�Y

is second order Hausdorff convergent inI~Y.

Proof. Choose any! 2 
 . Sincev! is �nite-valued and twice continuously differen-

tiable, Theorem 10 in [71] establishes that the scheme of convex hulls
�

vSCH
!;Y

	
Y 2 I�Y

=
�

v��
!;Y

	
Y 2 I�Y

is second-order pointwise convergent inI~Y. By Theorem 3 in [71], which

ensures that pointwise convergence orders are preserved under summation, it follows that
�

vSCH
Y

	
Y 2 I�Y

is also second-order pointwise convergent inI~Y. Finally, by Theorem 1 in

[71], second-order pointwise convergence implies second-order Hausdorff convergence.

Therefore,
�

vSCH
Y

	
Y 2 I�Y

is second-order Hausdorff convergent inI~Y.

Corollary 7. Assume (P) has relatively complete recourse and let~Y be any convex subset

of �Y . If eachv! is convex on~Y, thenf vLG
Y gY 2 I�Y is in�nite order Hausdorff convergent in

I~Y (i.e., De�nition 8 holds for every positive� ).

Proof. Choose anyY 2 I~Y and any! 2 
 . If F 0
Y 6= ; , then, by Lemma 4,v!;Y is

proper and lsc, andv��
!;Y is the convex hull ofv!;Y . Sincev!;Y is also convex, it follows

that v!;Y = v��
!;Y . Alternatively, if F 0

Y 6= ; , thenv!;Y = + 1 and, by de�nition of the
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biconjugate,v��
!;Y = + 1 as well. Thus, in either case,v!;Y = v��

!;Y . Since this holds for

all ! 2 
 , we must havevY = vSCH
Y . Therefore,f vSCH

Y gY 2 I�Y has in�nite order Hausdorff

convergence inI~Y and, by Corollary 3,f vLG
Y gY 2 I�Y does as well.

The speci�c examples given in Section 2.6 show that Corollaries 5 and 6 are sharp. In

particular, Example 2.6.1 shows that the Hausdorff convergence order off vLG
Y gY 2 I�Y can be

as low as two for problems where eachv! is smooth. Moreover, Example 2.6.2 shows that

f vLG
Y gY 2 I�Y can fail to be second order Hausdorff convergent if the scenario value functions

are locally Lipschitz but not smooth. Finally, Example 2.6.4 shows thatf vLG
Y gY 2 I�Y can fail

to be even �rst order Hausdorff convergent if the scenario value functions are not locally

Lipschitz. These observations are summarized in the following theorem, for which the

examples serve as proof.

Theorem 6. The LG scheme of relaxationsf vLG
Y gY 2 I�Y has Hausdorff convergence order

� < 1 for the general class of problems(P). This remains true even for the restricted class

of problems wheref ! , g! , andg0 are smooth and there are no binary decisions. The LG

scheme has Hausdorff convergence order� = 1 for the restricted class of problems(P)

for which eachv! is locally Lipschitz continuous onF ! . This improves to� = 2 for the

further restricted class of problems for which eachv! is real-valued and smooth all of�Y .

2.6 Examples

In this section, we use four instances of Problem (P) with value functions exhibiting dif-

ferent levels of regularity to illustrate the key results of the previous sections. These cases

have only a single �rst-stage variabley so that the value functions can be easily visualized

and their regularity can be directly observed.

As all instances have analytical forms for their value functions, we are able to analyti-

cally generate the CZ and LG relaxationsvCZ
!;Y andvLG

!;Y on a given intervalY. This allows

us to calculate the Hausdorff errors directly and demonstrate the convergence properties of
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the two methods without involving implementing details, such as tuning the subgradient

method for the idealized LG method.

2.6.1 SmoothValueFunctions

We �rst consider a 2-scenario case with smooth value functions:

min
p

x1 �
p

x2 + 0:005(y � 10)2

s:t : x1 = y; x2 = y

1 � y � 20:

(P1)

The value functions can be derived analytically as

8
>>>>>><

>>>>>>:

v(y) = 0 :005(y � 10)2

v1(y) = 0 :0025(y � 10)2 +
p

y

v2(y) = 0 :0025(y � 10)2 �
p

y

: (P1-V)

Note that all of these value functions are continuously differentiable at ally in the open

interval(0; + 1 ). These functions are shown in Figure 2.3. The minimum ofv occurs at at

y� = 10.

Figure 2.3: Scenario and total value functions for (P1)

The Hausdorff convergence rates of the CZ and LG methods were analyzed empirically
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(a) (b)

Figure 2.4: Hausdorff errors of (a)vCZ
Y and (b)vLG

Y for (P1) on a nested sequence of inter-
valsY converging toy� = 10. The empirical Hausdorff convergence orders are the limiting
slopes of these curves asdiamY ! 0.

by analytically constructing the total value function relaxations on a nested sequence of

intervalsY centered aty� . The resulting Hausdorff errors are plotted as a function of

the interval diameter on log-log axes in Figure 2.4. The empirical Hausdorff convergence

order can be obtained as the limiting slope of this curve asdiam(Y) ! 0. The CZ method

exhibits �rst-order convergence, which coincides with Corollary 1. In contrast, the LG

method exhibits second-order convergence, which coincides with Corollary 6.

(a) (b) (c)

Figure 2.5: Value functions (solid) and CZ relaxations (dashed) for (P1) onY = [9; 11]:
(a) v1; (b) v2; (c) v.

To explain these results, the CZ and LG relaxations onY = [9; 11] are shown in Fig-

ures 2.5 and 2.6, respectively. In both scenarios, the CZ relaxationvCZ
!;Y touchesv! at its
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(a) (b) (c)

Figure 2.6: Value functions (solid) and LG relaxations (dashed) for (P1) onY = [9; 11]:
(a) v1; (b) v2; (c) v.

minimum. However, since this happens at different points in the two scenarios (the left and

right boundaries ofY, respectively), the total relaxationvCZ
Y misses the minimum ofv at

y� = 10, causing a nonzero Hausdorff error. Asdiam(Y) shrinks, the scenario relaxations

improve to match the new minima ofv1 andv2 (at the new left and right boundaries of

Y), and hence the total relaxation also improves, but the nonzero error remains. In fact,

from the linearity of ofv1 andv2 in these �gures, it can be understood that the total error

will shrink linearly withdiam(Y), but not faster. Given the geometry of the scenario value

functions in this problem, particularly the fact that their minima always occur on opposite

boundaries ofY, faster convergence cannot be obtained with constant scenario relaxations.

In contrast, the LG method produces af�ne relaxations of the scenario value functions.

According to Corollary 2, these relaxations are linearizations of the convex hulls ofv1 and

v2 at the point that minimizes the sum of the convex hulls,yy. By manually constructing the

convex hulls and analyzing the minimum of the SCH relaxation, we can obtain the value

of yy, which is always in the interior of any general interval[10 � "; 10 + "] � Y with

" 2 (0; 1]. We then derive the LG relaxations as linearizations of the convex hulls atyy. As

v1 is concave inY, its convex hullv��
1;Y is the line segment connecting the end points of the

interval, and its LG relaxationvLG
1;Y coincides with the convex hull. Asv2 is convex inY,

its convex hull is itself, and its LG relaxationvLG
2;Y is the linearization ofv2 at yy.
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In Theorem 3, it was claimed that the Hausdorff convergence order of the CZ scheme of

relaxationsf vCZ
Y gY 2 I�Y is not greater than one, even for the restricted class of problems (P)

for which eachv! is real-valued and smooth on all of�Y . In other words, there exist problem

instances for which eachv! is real-valued and smooth on all of�Y , and yetf vCZ
Y gY 2 I�Y still

only exhibits �rst-order convergence. This example is one such instance, and hence it

serves as proof of that claim in Theorem 3. To make this rigorous, we close this section

with a formal argument that the convergence order off vCZ
Y gY 2 I�Y is not larger than one for

this example. Consider the intervalY = [10 � "; 10 + "] for some" > 0 such thatY � �Y .

By (P1-V) and the de�nition of the CZ relaxations,

vCZ
1;Y (y) = min

y2 Y

�
0:0025(y � 10)2 +

p
y
�

;

vCZ
2;Y (y) = min

y2 Y

�
0:0025(y � 10)2 �

p
y
�

:

From the monotonicity ofv1 andv2 (see Figure 2.3), it can be inferred that these minima

are attained atyL = 10 � " andyU = 10 + ", respectively. Therefore,

vCZ
1;Y (y) = 0 :0025"2 +

p
10� ";

vCZ
2;Y (y) = 0 :0025"2 �

p
10 + ":

Accordingly,

vCZ
Y (y) = 0 :005"2 +

� p
10� " �

p
10 + "

�
: (2.45)

Noting that
d

dx

p
x =

1
2

x � 1=2 and
d2

dx2

p
x = �

1
4

x � 3=2;
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the mean value theorem ensures the existence of�; � 0 2 Y such that

p
10 + " =

p
10 +

1
2

10� 1=2 [(10 + ") � 10]�
1
8

(� )� 3=2 [(10 + ") � 10]2 ;

p
10� " =

p
10 +

1
2

10� 1=2 [(10 � ") � 10]�
1
8

(� 0)� 3=2 [(10 � ") � 10]2 :

Plugging these into (2.45) gives,

vCZ
Y (y) = 0 :005"2 +

� p
10 +

1
2

10� 1=2(� " ) �
1
8

(� 0)� 3=2"2

�

�
� p

10 +
1
2

10� 1=2(" ) �
1
8

(� )� 3=2"2

�
;

= 0:005"2 � 10� 1=2" +
1
8

�
(� )� 3=2 � (� 0)� 3=2

	
"2:

Sinceminy2 Y v(y) = 0 , the Hausdorff error onY is

min
y2 Y

v(y) � min
y2 Y

vCZ(y) = 10 � 1=2" �
�

0:005 +
1
8

�
(� )� 3=2 � (� 0)� 3=2

�
�

"2:

Since�; � 0 2 Y � Y = [1; 20], it follows that

min
y2 Y

v(y) � min
y2 Y

vCZ(y) � 10� 1=2" �
�

0:005 +
1
8

�
1� 3=2 � 20� 3=2

�
�

"2:

If the Hausdorff error is bounded above by a multiple of" � , then

� " � � 10� 1=2" �
�

0:005 +
1
8

�
1� 3=2 � 20� 3=2

�
�

"2:

Since the choice of" was arbitrary, this must hold for all" ! 0, which is impossible for

any� > 1. We therefore conclude that CZ has� = 1 for this example.
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2.6.2 NonsmoothValueFunctionsthatCauseWorst-CaseConvergenceRate

We now consider a two-scenario case with nonsmooth but Lipschitz continuous value func-

tions:

min
y;x 1 ;x2

x1y + 1
2

+ x2 � 1

s:t : x2 � � y

x2 � y

y; x1; x2 2 [� 1; 1]

(P2)

The scenario value functions are de�ned for ally 2 �Y = [ � 1; 1] by

v1(y) = min
x12 [� 1;1]

x1y + 1
2

;

v2(y) =

0

B
B
B
B
B
@

min
x22 [� 1;1]

x2 � 1

s:t : x2 � � y

x2 � y

1

C
C
C
C
C
A

:

These can be reduced to simple closed-form expressions as follows. Forv1, note that the

optimal value ofx1 is � 1 wheny is positive and 1 wheny is negative. Forv2, note that the

constraints implyx2 � j yj, and sincex2 is minimized on[� 1; 1], we must havex2 = jyj at

the optimal solution. Using these facts, we obtain

v1(y) =

8
><

>:

� y+1
2 if y � 0

y+1
2 if y < 0

9
>=

>;
=

�j yj + 1
2

;

v2(y) = jyj � 1:

These value functions are shown in Figure 2.7 along with the total value functionv =

v1 + v2. The minimum ofv occurs aty� = 0. Because both scenario value functions

contain absolute value terms in their analytical forms and�Y = [ � 1; 1] contains the origin,

all of the value functions are nonsmooth aty� . However, they are Lipschitz continuous on
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�Y .

Figure 2.7: Scenario and total value functions for (P2).

(a) (b)

Figure 2.8: Hausdorff errors of (a)vCZ
Y and (b)vLG

Y for (P2) on a nested sequence of inter-
valsY converging toy� = 0. The empirical Hausdorff convergence orders are the limiting
slopes of these curves asdiamY ! 0.

The Hausdorff convergence rates of the CZ and LG methods were analyzed empirically

by constructing the total value function relaxations on a nested sequence of intervals of the

form Y = [ � "; " ] with 0 < " � 1. The resulting Hausdorff errors are shown in Figure 2.8.

Based on the slopes of these curves asdiam(Y) ! 0, it is observed that both methods have

only �rst-order Hausdorff convergence. This is consistent with Corollaries 1 and 5, which

ensure that both methods are �rst-order convergent for problems with locally Lipschitz

continuous scenario value functions. In contrast, Corollary 6, which ensures second-order

convergence of the LG method, is not applicable here because the scenario value functions
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are nonsmooth. Interestingly, in light of Corollary 3, which shows thatvLG
Y has the same

Hausdorff convergence order asvSCH
Y , these empirical results indicate that even using the

convex hull of each scenario value function results in only �rst order convergence for this

problem. To verify this, note thatv2 is its own convex hull, while the convex hull ofv1 on

any Y = [ � "; " ] � �Y is simply the constant� " +1
2 . Accordingly, the Hausdorff error for

vSCH
Y is

dH = min
y2 Y

v(y) � min
y2 Y

vSCH
Y (y);

= min
y2 Y

�
�j yj + 1

2
+ jyj � 1

�
� min

y2 Y

�
� " + 1

2
+ jyj � 1

�
;

= min
y2 Y

�
jyj � 1

2

�
� min

y2 Y

�
jyj �

1 + "
2

�
;

= �
1
2

�
�

�
1 + "

2

�
;

=
"
2

:

Thus, evenvSCH
Y is only �rst-order convergent. This proves the claim in Theorem 6 that the

convergence order of the LG relaxations is only one in the class of problems (P) for which

eachv! is locally Lipschitz continuous on�Y, but not necessarily smooth (in other words,

smoothness is necessary in Corollary 6).

To better understand these results, the CZ, LG, and SCH relaxations are shown in Figure

2.9. It can be seen that that the CZ and LG methods produce identical scenario relaxations

in this case, while all three methods produce the same total relaxation. Visually, the low

convergence order for this example can be attributed to the fact that no convex underesti-

mator forv1 can provide a suf�ciently accurate lower bound aty = 0. The shape ofv1,

particularly the nonsmoothness and nonconvexity aty = 0, simply prevent any convex

function from approachingv1(0) at a superlinear rate asY shrinks. Sincey = 0 is the

minimum of the total value function, this situation limits the Hausdorff convergence order

to one.
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Figure 2.9: Value functions with CZ, LG, and SCH relaxations for (P2) onY = [ � 1; 1].

2.6.3 NonsmoothValueFunctionsthatDo Not CauseWorst-CaseConvergenceRate

Next, we consider a three-scenario case that also has Lipschitz continuous but nonsmooth

value functions, but for which the LG methods maintains second order convergence:

min 5y � 10x1 � 20x2 � 30x3

s:t : 2y � x1 � 10

4:5y � x2 � 10

10y � x3 � 10

x1y � 20

x2y � 20

x3y � 20

2
p

x1 + 5 log(x1 + 2) � 35

4:5
p

x2 + 5 log(x2 + 2) � 35

10
p

x3 + 5 log(x3 + 2) � 35

y 2 [0; 20]; x1; x2; x3 � 0

(P3)
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The value functions can be derived analytically as

v1(y) =

8
>>>>>><

>>>>>>:

+ 1 ; y < 5 or y > 20

5
3y � 10� (2y � 10); 5 � y < 6:53

5
3y � 10� 20

y ; 6:53 � y � 20

;

v2(y) =

8
>>>>>><

>>>>>>:

+ 1 ; y < 2:22or y > 20

5
3y � 20� (4:5y � 10); 2:22 � y < 3:49

5
3y � 20� 20

y ; 3:49 � y � 20

;

v3(y) =

8
>>>>>>>>>><

>>>>>>>>>>:

+ 1 ; y < 1 or y > 20

5
3y � 30� (10y � 10); 1 � y < 1:18

5
3y � 30� 1:82; 1:18 � y < 10:99

5
3y � 30� 20

y ; 10:99 � y � 20

:

These piecewise functions are shown in Figure 2.10. Each scenario value function is

nonsmooth at different points and the total value function is nonsmooth at the minimum,

y� = 6:53, which is also the minimum ofv1. Also note that this problem does not have

relatively complete recourse, as indicated by the fact that the value functions in Figure

2.10 do not extend over the entire domain,�Y = [0; 20]. However, it does have relatively

complete recourse within any suf�ciently small intervalY aroundy� , so this ultimately has

no impact on the convergence behavior or the applicability of any of our theoretical results.

The Hausdorff convergence rates of the CZ and LG methods were analyzed empirically

by constructing the total value function relaxations on a nested sequence of intervalsY

centered aty� . The resulting Hausdorff errors are shown in Figure 2.11. The limiting

slopes asdiam(Y) ! 0 indicate that the CZ method exhibits �rst-order convergence as

expected (Corollary 1). In contrast, the LG method exhibits second-order convergence,

which is better than the minimum ensured by Corollary 5 for problems with Lipschitz but
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Figure 2.10: Scenario and total value functions for (P3)

(a) (b)

Figure 2.11: Hausdorff errors of (a)vCZ
Y and (b)vLG

Y for (P3) on a nested sequence of
intervalsY converging toy� = 6:53. The empirical Hausdorff convergence orders are the
limiting slopes of these curves asdiamY ! 0.

nonsmooth scenario value functions.

The CZ and LG relaxations onY = [6; 7] are shown in Figures 2.12 and 2.13, respec-

tively. Similar to the previous examples, the behavior of the CZ method can be understood

by observing the gaps betweenv! andvCZ
!;Y at y� for scenarios two and three, which will

clearly improve only linearly asdiam(Y) shrinks. Meanwhile, LG relaxations in this case

can be derived as follows. By manually constructing the convex hulls and analyzing the

minimum of the SCH relaxation, it can be shown thatyy = y� for any general interval

[y� � "; y � + "] � Y with " 2 (0; 0:47]. We then derive the LG relaxations as the lineariza-

tions of the convex hulls atyy. As v2 is concave onY, its convex hull is the line segment
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connecting the two end points ofY and its LG relaxation coincides with the convex hull.

As v3 is linear onY, its convex hull and its LG relaxation both coincide with itself. As

the sum of the slopes of three relaxations is zero, the LG relaxation forv1 can be derived

from its determined slope and the value ofv1 at yy. This results in zero errors between

v! andvLG
!;Y for scenarios one and three, and a small error for scenario two. In particular,

the nonsmoothness inv1 does not preventvLG
1;Y from touchingv1 at y� . Accordingly, the

total Hausdorff error comes solely from the gap for scenario two, which diminishes with

the square ofdiam(Y) becausev2 is smooth andvLG
2;Y = v��

2;Y (by Theorem 10 in [71],

the convex hull of any smooth function is at least second-order pointwise and thus at least

second-order Hausdorff).

(a) (b)

(c) (d)

Figure 2.12: Lower bounds from Cao and Zavala's method for (P3) atY = [6; 7]: (a) vs1;
(b) vs2; (c) vs3; (d) v
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(a) (b)

(c) (d)

Figure 2.13: Lower bounds from Li and Grossmann's method for (P3) atY = [6; 7]: (a)
vs1; (b) vs2; (c) vs3; (d) v

This example shows that, although the LG method is only guaranteed to be �rst-order

convergent for arbitrary problems with Lipschitz but nonsmooth value functions, it can

exhibit higher-order convergence for speci�c problems. This is also true of the CZ method,

although the occurrence of second-order convergence seems much less likely and we have

not observed it.

2.6.4 Non-LipschitzValueFunctions

Lastly, we consider a two-scenario case whose scenario value functions are not even locally

Lipschitz continuous and show that both methods can have convergence orders less than
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one:

min x2 � x1

s:t : x2
2 � y

x2
2 � � y

x4
1 = y2

x1; x2 2 [0; 1]

y 2 [� 1; 1]

(P4)

The scenario value functions are given by:

v1(y) = min � x1

s:t : x4
1 = y2

x1 2 [0; 1]

v2(y) = min x2

s:t : x2
2 � y

x2
2 � � y

x2 2 [0; 1]

For anyy 2 [� 1; 1], the optimal solution of the �rst subproblem above must satisfy

x4
1 = y2, which implies that(x2

1)2 = jyj2. Since both sides of this equation square a

nonnegative number andz 7! z2 is injective on[0; 1 ), we must also havex2
1 = jyj. Since

x1 is nonnegative, it follows thatx1 =
p

jyj. Therefore,v1(y) = �
p

jyj. Similarly, the

optimal solution of the second subproblem above must satisfyx2
2 � y andx2

2 � � y, which

together are equivalent to the constraintx2
2 � j yj. Sincejyj � 0, if the optimal solution

satis�es x2
2 > jyj, thenx2 can be further reduced, which contradicts optimality. Thus,

we must havex2
2 = jyj. Sincex2 is nonnegative, it follows thatx2 =

p
jyj. Therefore,

v2(y) =
p

jyj. Summingv1 andv2, the total value function isv(y) = 0 , 8 y 2 [� 1; 1].

These value functions are shown in Figure 2.14.
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Figure 2.14: Scenario and total value functions for (P4)

It is well known thatz 7!
p

z is not locally Lipschitz continuous atz = 0 (i.e., its

slope is unbounded in a neighborhood ofz = 0), and hence bothv1 andv2 fail to be locally

Lipschitz continuous aty = 0 (their derivatives aresign(y)

2
p

jyj
and� sign(y)

2
p

jyj
, respectively, both of

which tend to�1 asy ! 0). To see how this impacts convergence, Hausdorff convergence

rates were analyzed empirically using a nested sequence of intervalsY = [ � "; " ] centered

at y� = 0 (note that this is a minimizer ofv becausev is constant). The results are shown

in Figure 2.15. The limiting slopes asdiam(Y) ! 0 indicate that the CZ and LG methods

both exhibit a Hausdorff convergence order of� = 1
2 . Of course, this does not contradict

Corollaries 1 and 5, which claim� = 1 for both methods, because the assumption of locally

Lipschitz continuous value functions is violated here.

In light of Corollary 3, which shows thatvLG
Y has the same Hausdorff convergence order

asvSCH
Y , these empirical results indicate that even using the convex hull of each scenario

value function results in only� = 1
2 . To verify this, choose any" 2 (0; 1] and letY =

[� "; " ]. The scenario convex hulls arev��
1;Y (y) = �

p
" andv��

2;Y (y) = jyjp
" . Accordingly, the

Hausdorff error forvSCH
Y is

dH = min
y2 Y

v(y) � min
y2 Y

vSCH
Y (y);

= min
y2 Y

(0) � min
y2 Y

�
�

p
" +

jyj
p

"

�
;

=
p

":
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Thus, evenvSCH
Y has only� = 1

2 . This proves the claims in Theorems 3 and 6 that the

CZ and LG relaxations have Hausdorff convergence orders� < 1 for the general class of

problems (P), even whenf ! , g! , andg0 are smooth and there are no binary decisions (in

other words, the Lipschitz conditions in Corollaries 1 and 5 are necessary for �rst-order

convergence).

(a) (b)

Figure 2.15: Hausdorff errors of (a)vCZ
Y and (b)vLG

Y for (P4) on a nested sequence of
intervalsY converging toy� = 0. The empirical Hausdorff convergence orders are the
limiting slopes of these curves asdiamY ! 0.

The value function relaxations produced by the CZ and LG methods on�Y are shown

in Figure 2.16 (both methods produce identical relaxations in this case). Visually, the low

convergence order for this example can be attributed to the fact that no convex underesti-

mator forv1 can provide a suf�ciently accurate lower bound aty = 0. The shape ofv1,

particularly the non-Lipschitz behavior and nonconvexity aty = 0, prevent any convex

function from approachingv1(0) at even a linear rate asY shrinks. Sincey = 0 is a min-

imum of the total value function, this situation limits the Hausdorff convergence order to

less than one.
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(a) (b) (c)

Figure 2.16: Lower bounds from Li and Grossmann's or Cao and Zavala's method for (P4)
atY = [0; 1]: (a) vs1; (b) vs2; (c) v

2.7 Conclusions

In this chapter, we analyzed the Hausdorff convergence orders of the value function re-

laxations used by the decomposition-based global optimization algorithms for two-stage

stochastic programming problems recently proposed by Cao and Zavala (CZ) and Li and

Grossmann (LG) [25, 26]. We found that the regularity of the scenario value functions

plays a key role in the convergence behavior of these methods, and even dictates the best

possible convergence order achievable by any method that �ts within the general decompo-

sition strategy outlined in §2.3.1 (i.e., the order of the sum-of-convex-hulls (SCH) method).

For the general class of problems (P), the scenario value functions are only guaranteed to

be lower semi-continuous, and this remains true even under the assumption thatf ! , g! , and

g0 are smooth and there are no binary decisions. As a consequence, all three methods (CZ,

LG, and SCH) were shown to have convergence orders less than one in general. However,

if we restrict our attention to classes of problems with more regular scenario value func-

tions, then higher convergence orders can be guaranteed. The main results are summarized

in Table 2.1.

Existing analyses of B&B ef�ciency, particularly through the lense of the cluster prob-

lem, suggest that second-oder convergence is necessary to achieve good empirical perfor-

mance in general, at least in the case of unconstrained minima [80] (note that unconstrained
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Table 2.1: Hausdorff convergence orders for classes of problems with different value func-
tion regularity

Regularity ofv! CZ LG SCH

Twice continuously differentiable 1 2 2
Locally Lipschitz continuous 1 1 1

Lower semi-continuous < 1 < 1 < 1

minima are not rare in our context, since a minimumy of v can be unconstrained in the

�rst-stage space�Y while still having optimal recourse decisionsx ! that are constrained in

the scenario subproblems). In light of this fact, Table 2.1 shows that the value function

relaxations used by the LG method offer a signi�cant advantage over those used by the

CZ method. Speci�cally, they achieve the desired second-order convergence in the case of

smooth value functions. Of course, this advantage comes at the cost of a signi�cantly more

expensive lower bounding procedure. Another key conclusion is that the LG relaxations

achieve the best possible convergence order for all cases in Table 2.1. Unfortunately, neither

method achieves second-order convergence in general. This is expected to cause signi�cant

performance degradation for some problems, speci�cally when the use of other strategies

such as cuts and domain reduction fail to terminate the search early in the B&B tree, and

hence termination relies on convergence of the lower bounds under extensive branching.

This indeed seems to explain the slow convergence of the CZ and LG algorithms for some

speci�c examples in [25, 26].

Interestingly, the analysis in [28] shows that �rst-order convergence is suf�cient to

avoid clustering for problems with nonsmooth objectives under some technical condi-

tions. This seems to dovetail neatly with our conclusion that both CZ and LG are �rst-

order for Lipschitz problems, potentially putting the results in Table 2.1 in a more pos-

itive light. However, in the context of decomposition methods, we need to consider the

(non)smoothness of both the total value functionv and scenario value functionsv! . The

result in [28] requires nonsmoothness ofv, whereas our results show that �rst-order con-

vergence is induced by nonsmoothness inv! . Thus, for problems like our last example,
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wherev! is not smooth butv is, clustering cannot be avoided with �rst-order convergence.

Hence, the nonsmooth results at the scenario level do not automatically translate to relaxed

clustering requirements for the total function, reinforcing our stance that second-order con-

vergence is essential to circumvent cluster effects.

A major conclusion of this study is that even the SCH method, which uses the convex

hull of eachv! and therefore produces the best relaxations possible within our general de-

composition framework, does not achieve second-order Hausdorff convergence in general.

Like CZ and LG, its convergence order is limited by value function regularity, which can-

not be easily determined for a given problem in advance. One useful way to interpret the

effect of regularity is through the notion of pointwise convergence. In the case of smooth

value functions, the convex hullsv��
!;Y have second-order pointwise convergence, and this

property is preserved through the summationvSCH
Y =

P
! 2 
 v��

!;Y and implies second-order

Hausdorff convergence of the total relaxationvSCH
Y . In contrast, for nonsmoothv!;Y , even

the convex hulls may fail to be second-order pointwise convergent. Consequently, although

v��
!;Y is a perfect underestimator ofv!;Y in the Hausdorff sense, it may still converge tov!;Y

slowly at speci�c points. Ify � is such a point, for even one scenario, then the total relax-

ationvSCH
Y =

P
! 2 
 v��

!;Y will also converge slowly aty � , and hence slowly in the Hausdorff

sense. In sum, Hausdorff convergence is not preserved through summations, and although

pointwise convergence is, no scheme of relaxations can ensure second-order pointwise con-

vergence for nonsmooth value functions.

This discussion hopefully makes it clear that our main negative conclusion – the fact

that even the best possible relaxation scheme does not achieve the desired convergence

order – is intimately linked to our insistence that eachv! is relaxed separately and then

summed to obtain to the �nal relaxation ofv. At present, this seems to be a necessary

feature of our general decomposition framework in order to maintain linear scaling with

respect toS (see discussion in §2.3.1). This has signi�cant implications for future algo-

rithm developments. In particular, it implies that any new developments that can be inter-
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preted as producing tighter scenario relaxations than those used by CZ and LG, but which

still follow the general framework in §2.3.1, will not improve the convergence rate already

achieved by LG and hence will not avoid clustering in general (although it could clearly

improve empirical performance). Instead, new methods outside the proposed framework

are needed. One approach worth investigating is to somehow construct nonconvex un-

derestimators of eachv! in parallel, sum them to obtain a nonconvex underestimator of

v, and then convexify this underestimatorafter the summation. Such nonconvex under-

estimators could of course be tighter thanv��
!;Y and might be made to have second-order

pointwise convergence. This property would then be preserved through summation, and

potentially through the post-convexi�cation of that sum. At the same time, linear scaling

of the lower bounding procedure with respect toS could still be achieved, provided that

most of the computational effort is involved in constructing the underestimators of eachv!

rather than in the post-convexi�cation of their sum. Further analysis of the practicality of

such a scheme is left for future work.

The �ndings discussed above should be interpreted with a few caveats in mind. First,

we analyzed a highly idealized version of the LG algorithm. This version omits several

features that are important for relaxation accuracy and B&B performance, although not for

convergence order. On the other hand, our version also uses optimal Lagrange multipliers,

which is generally not practical. It is currently unclear whether LG might still achieve the

best possible convergence orders when using multipliers that are `good enough' in some

sense, but this is certainly not true of arbitrary suboptimal multipliers, since the CZ method

is equivalent to LG with� = 0. Second, the results in Table 2.1 are forclassesof problems.

They do not preclude a given method from achieving a higher convergence order for a spe-

ci�c problem instance within a class. At present, we don't have a strong sense for whether

the values in Table 2.1 are the norm in each class, or are more like worst-case values only

achieved by a few pathological cases. Further empirical studies are needed to answer this

question. Based on our limited experience, we speculate that lower-than-�rst-order con-
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vergence is rare for all methods, �rst-order convergence is effectively universal for the CZ

method, and the LG method, at least in its idealized form, likely achieves second-order

convergence fairly often for problems that do not have smooth value functions. Finally,

low convergence order does not guarantee that clustering and poor B&B performance will

actually be observed for a speci�c problem instance. Although the cluster analyses in [28,

80, 81] provide useful guidance, they are based on several simplifying assumptions that

leave them somewhat detached from real B&B codes. Thus, further empirical studies are

needed to determine whether improved convergence order ispractically effective in miti-

gating the cluster effect for decomposition methods in the reduced space, and thus whether

second-order convergenceshould be a high priority for future decomposition method de-

velopment relative to, say, developing methods with the same convergence properties as

the LG method but lower cost-per-node.
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CHAPTER 3

SINGLE-STAGE OPTIMIZATION OF INTEGRATED NGCC PLANTS WITH

DIRECT AIR CAPTURE

3.1 Introduction

Natural gas plays a crucial role in the energy market and is a major source of greenhouse

gas emissions. In the United States, 40% of the electricity generated in 2020 was by natu-

ral gas combustion, which emitted 1.6 gigatonnes of CO2 [90]. The natural gas combined

cycle (NGCC) is the most widely used gas combustion technology [91] and is expected

to continue contributing signi�cantly in the future [92], where penetration of variable re-

newable energy (VRE) is predicted to increase and carbon emissions are to be signi�cantly

reduced [93, 94]. Gas �red plants stand out among conventional power plants for support-

ing VRE because of their high ef�ciency and relatively low carbon emissions, but they also

face new challenges in meeting highly variable demands and further reducing emissions

[95, 96, 97].

Carbon capture and storage (CCS) techniques are the leading measures for reducing the

emissions associated with fossil fuel use. Several CCS technologies have been proposed

for use with NGCC plants, e.g., aqueous amine capture [98], Ca-looping [99], polymeric

membranes [100], and low-temperature sorbents [101]. Most of these can be categorized

as post-combustion carbon capture (PCC) techniques, meaning that they capture CO2 af-

ter combustion [100]. Coupling CCS with NGCC faces several challenges, one of which

is reacting to volatile electricity prices caused by the increasing penetration of variable

renewable power [102]. Although the NGCC system can respond to demand changes rela-

tively easily, traditional CCS techniques, such as amine scrubbing, are usually less �exible

and may perform poorly with changing operating conditions [103, 104]. Direct air capture
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(DAC) refers to negative emission techniques that directly extract CO2 from ambient air.

Compared with PCC, DAC is more �exible because it decouples carbon capture from the

point of emission both spatially and temporally. However, it is usually more energy inten-

sive because of the low concentration of CO2 in the air (400 ppm), and scale-up is a key

issue for its commercialization [105, 102]. Therefore, it remains an unsolved challenge to

develop a �exible and ef�cient integrated NGCC-CCS system.

To address this challenge, the Georgia Tech FLECCS team recently proposed a novel

NGCC retro�t design that combines well-studied PCC technology (amine scrubbing) with

a modular DAC unit to achieve �exible power generation with negative CO2 emissions,

leveraging recent progress in poly(ethylenimine) �ber sorbents for DAC [106]. The details

of the proposed retro�t design can be found in the Supplementary Information (SI). The

link to the full SI is attached in Appendix B. A key feature of this combined system is that

the heat required for DAC sorbent regeneration is provided directly from the NGCC heat

recovery steam generator (HRSG). Speci�cally, using a novel heat integration scheme, a

fraction of the low-pressure (LP) steam generated in the HRSG can be dynamically allo-

cated between sorbent regeneration and additional power generation in the LP steam tur-

bine. Since this is done with LP steam, the energy for DAC regeneration can be provided

with only a moderate reduction in power generation. In particular, the heat of the steam

condensation can be recovered by the DAC system, increasing the useful energy recovered

from the combustion of natural gas. This addresses a key limitation of DAC because the

high heat requirement is provided with low-grade heat as a byproduct of power generation,

rather than by direct combustion as is common in stand-alone DAC systems. Another key

feature of the combined system is that both the heat integration scheme and the modular

DAC design support rapid changes in DAC usage. Such dynamic operation of the DAC

unit allows the combined system to respond �exibly to volatile electricity prices without

requiring highly dynamic operation of the NGCC-PCC subsystem. When the power de-

mand is high, the NGCC-PCC can operate as usual with little or no DAC usage. In con-
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trast, when the demand is low, energy can be diverted to the DAC system to capture more

CO2, enabling the NGCC-PCC subsystem to continue running pro�tably with a moderate

load factor. Finally, during periods of very low demand, the DAC offers a means to avoid

shutdowns without incurring signi�cant losses.

This �exible integration resolves key issues for both the NGCC plant and the DAC sys-

tem, but it also creates several challenges for optimizing the retro�t design. The �rst one is

the sizing of the DAC unit, which has a tradeoff with the system operational performance.

When the DAC unit is large, it has a higher CO2 capture capacity and may increase the

pro�tability of the retro�t when the CO2 tax rate is high. However, such a design requires

higher capital investment and has lower power generation capacity. When the retro�t has

a small DAC system, the investment cost is lower and the retro�t is able to generate more

power, but it captures less CO2 and is less responsive to changing electricity prices. There-

fore, it is necessary to take this tradeoff into consideration and optimize the design and

operation of the plant simultaneously. The second challenge comes from the variability

and uncertainty of the electricity prices in the future. As several renewable energy sources

(e.g., wind and solar energy) vary hourly and seasonally, the power market is also affected

and varies in a similar manner, which requires the optimal design to account for long oper-

ation periods to cover different power demand pro�les. Moreover, the future energy market

may vary signi�cantly because of geographic locations and/or energy policies and regula-

tions, so it is necessary to evaluate the retro�t design with multiple energy scenarios for

comprehensive assessment. Therefore, it is a crucial step to develop an integrated design

and operation optimization model and solve it with multiple future energy scenarios to

thoroughly characterize the system's performance.

Prior work has considered the integrated design and operation of several other energy

systems, such as biofuel and petroleum supply chains [107], microgrids [108, 109], inte-

grated urban energy systems [110], renewable fuel and power production networks [111],

and residential combined heat and power (CHP) systems [112]. Most of these models
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considered variable electricity demands over a long period to account for the variability

caused by renewable energies [108, 109, 110, 111, 112]. However, there are few papers on

similar optimization models for energy systems involving DAC operations. Most existing

research articles on DAC development focus on high-level techno-economic analyses or in-

dividual DAC device designs. Zolfaghariet al.did a bibliometric analysis of existing DAC

research and identi�ed process optimization as one of the main research needs for moving

DAC to market [113]. Mazzottiet al. studied the operating conditions for countercurrent

air-liquid contactors in a two-loop hydroxide carbonate system and optimized its avoided

cost with three different packing materials [60]. Sabatinoet al. evaluated the energy ef�-

ciency and cost of three DAC technologies using rate-based models and revealed that solid

sorbent-based processes perform better than solvent-based processes [61]. Schelleviset al.

optimized the operational parameters for a �xed bed reactor system for DAC to maximize

the energy duty and CO2 productivity and studied the impact of weather conditions [62].

Drechsler and Agar designed a novel moving belt adsorber for DAC and concluded that

the process is suitable for use with power-to-gas technology [63]. Azarabadi and Lackner

developed a general formula for calculating the net present value (NPV) of any type of

DAC sorbent as a function of cycle time, loading capacity, and rate of degradation [114].

McQueenet al. investigated the cost of liquid-solvent DAC systems coupled with differ-

ent energy resources [64]. Azarabadi and Lackner analyzed the capture cost of PCC and

DAC separately for decarbonizing NGCC and found that DAC may be cheaper for non-

retro�ttable NGCCs [65]. To the best of our knowledge, there is no published work on

integrated design and operation modeling for systems with DAC units.

In this work, we model the system adopted from the retro�t design and co-optimize the

design and the operations of the system in various future energy scenarios. The design de-

cision in the optimization problem is the size of the DAC system, which is composed of two

parts (the sorbent amount and the size of the adsorption system). The operational decisions

are hourly operations of each subcomponent responding to changing electricity prices for a
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whole year for different energy scenarios, among which the major degrees of freedom are

the load factor of the combustion turbine and DAC CO2 capture rate. The operations of all

units except DAC are formulated with high-�delity simulation data at different load levels.

We develop a novel DAC model that accounts for the sorbent dynamics in its temperature

swing cycle based on the experimental data [106] over �nely discretized periods, which in-

troduces extra �exibility into the operations and further improves the system pro�tability.

Moreover, a start-up procedure is also modeled to accommodate extreme periods when the

electricity price is very low for long durations and it is necessary to shut the system down

to reduce cost. To formulate the logic of this procedure, several binary variables are intro-

duced in each hour. The corresponding optimization problem is a large-scale mixed-integer

linear program (MILP) and can be directly solved within a reasonable length of time. The

solutions show that a large DAC unit is preferred in most scenarios with a medium or high

CO2 price. In all scenarios, the retro�tted plant has longer dispatch time than the base

NGCC and is more pro�table. The modular DAC allows the system to react quickly to the

changing electricity prices by switching between different operation modes. This chapter

is the �rst work that co-optimizes the design and operations of integrated NGCC and DAC

plants subject to varying electricity demands and reveals the feasibility of combining DAC

with existing NGCCs to enable carbon-negative power generation. Based on the model,

detailed and comprehensive economic analyses of the integrated system are also provided

to reveal the �nancial viability of the retro�t design with DAC in a series of future energy

scenarios.

The rest of the chapter is organized as follows: Section 3.2 presents a high-level overview

of the NGCC-PCC-DAC retro�t; Section 3.3 provides the problem statement and intro-

duces the methodology for NPV estimation; Section 3.4 lists the complete formulation for

the integrated design and operation model; Section 3.5 presents the solutions and corre-

sponding sensitivity analyses; Section 3.6 concludes the overall work and discusses future

directions. The details of the retro�t design, system costing, the system start-up, and the
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NPV calculation are provided in the SI.

3.2 Process Overview

Figure 3.1: Block diagram of the NGCC-PCC-DAC retro�t

This section gives a brief overview of the retro�t design to keep the article self con-

tained. The retro�t integrates three main components: a base NGCC plant, a post-combustion

capture (PCC) unit, and a direct air capture (DAC) unit. The block diagram is shown in

Figure 3.1 and more details can be found in the SI.

The base NGCC plant is the B31A plant described in [115]. This plant includes two gas

turbines, two heat recovery steam generator (HRSG) systems, and one steam turbine train

with high-pressure (HP), intermediate-pressure (IP), and low-pressure (LP) turbines. The

PCC unit uses standard amine scrubbing technology similar to that used in the B31B plant

(Shell Cansolv) in [115]. This unit has a �xed capacity and is designed to capture 97% of

the CO2 in the gas turbine �ue gas. In contrast, the DAC unit uses a solid �ber sorbent
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and captures CO2 directly from the air [106]. The DAC unit has three subcomponents: a

set of modules containing the �ber sorbent; the adsorption system, where fans blow air

through the modules; and the desorption system, where steam is �owed directly through

the modules to regenerate the sorbent. The characteristics of the adsorbent are based on

data in [106]. The adsorption time for a single module is assumed to be 30 minutes, and

the desorption time is 15 minutes. The sorbent captures 0.8 mol CO2 per kilogram per

cycle. The capacity of the DAC system is a design choice and must be determined by the

optimization model and consists of three distinct components: the total mass of sorbent and

the amount that can undergo adsorption/desorption simultaneously.

The power usage of the DAC adsorption fans, DAC and PCC auxiliaries, and CO2

compressors is deducted from the electricity generated by the NGCC turbines. Similarly,

a portion of the steam generated in the HRSG that would normally be used to generate

power in the LP turbine must be used to provide heat for regeneration of the PCC solvent

and DAC sorbent. The retro�t design uses a novel heat integration scheme that enables

this regeneration heat to be supplied with minimal impact on the power output of the plant.

Moreover, the amount of heat supplied can be changed rapidly to support �exible operation

via the redesigned LP steam system. The operating point of the PCC unit only changes as

needed to follow the load factor of the NGCC, which can vary between 50% and 100%.

In contrast, the proportion of LP steam used for DAC can be changed independently of the

load factor. Combined with the modular design of the DAC unit, this allows the system to

vary the amount of adsorption and regeneration happening in 15 minute intervals to adjust

the focus between power generation and CO2 capture. More information for the LP steam

system redesign can be found in the SI.

At any �xed value of the NGCC load factor, the heat provided for DAC regeneration

can be varied continuously between two extreme cases or “modes” de�ned as follows:

1. min DAC: The system prioritizes power generation by using the minimum DAC cap-

ture rate. This rate is nonzero because the heat integration scheme is such that a �xed
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proportion of the LP steam is always sent to the DAC unit.

2. max DAC: The system prioritizes carbon capture by using the maximum DAC cap-

ture rate, and hence producing the least power.

When the NGCC is at 100% load, the available LP steam supports the regeneration of at

most 996 tonne of sorbent per cycle. As regeneration takes 1/3 of the total cycle time, this

corresponds to 2989 tonne sorbent in total and a capture capacity of 136 tonne CO2/h when

the DAC unit runs in full cycles. Assuming the DAC system has this amount of sorbent and

runs in full cycles, the estimated power generation and emission rates of the two operation

modes are given in Table 3.1. At 100% load, the min DAC mode has 81% of the power

generation capacity of the base NGCC, but has a relatively small negative CO2 emission

rate (-0.043 tonne CO2/MWh). In contrast, the max DAC mode has a much larger negative

emission rate (-0.273 tonne CO2/MWh) but a lower power generation capacity. Although

the DAC system size used here may not be optimal, these results show that the retro�t has

a negative emission rate in both modes at any load level, which con�rms the ability of this

design to generate power with negative emissions. Note that the energy used by the DAC

system is produced entirely by the NGCC plant, so its carbon footprint is fully accounted

for in the NGCC emissions. Thus, the system is truly carbon-negative.

Table 3.1: Net power (MW) and CO2 emission rate (tonne CO2/MWh) of base NGCC and
retro�t system (in two modes) at different load levels assuming the DAC size is �xed to
2989 tonne sorbent

load %
base NGCC retro�t (min DAC) retro�t (max DAC)

net power emission ratenet power emission ratenet power emission rate

100% 716 0.361 581 -0.043 475 -0.273
90% 656 0.367 529 -0.046 425 -0.301
80% 593 0.376 476 -0.047 376 -0.321
70% 528 0.384 420 -0.050 326 -0.351
60% 464 0.393 366 -0.053 276 -0.395
50% 402 0.370 306 -0.047 224 -0.285
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3.3 Problem Statement

To assess the value of our retro�t design in various future scenarios, we aim to co-optimize

the design and operations of the NGCC-PCC-DAC plant described in the previous section.

The objective is to maximize the NPV of the plant over 22 years subject to a given set of

time-varying marginal electricity price signals and CO2 prices. The design decisions are the

sizes of two components of the DAC system; speci�cally, the size of the adsorption system

and the total amount of sorbent. The cost of the regeneration system is a function of the size

of the adsorption system, so the regeneration capacity is not included as a separate decision

in the model. The operational decisions are the operations of each unit in each time period

(15 minutes for DAC, 1 hour for other units) over 1 year (364 days/8736 hours). The major

operational degrees of freedom in each time period are the load factor of the gas turbine,

the amount of DAC sorbent allocated for adsorption and desorption, and the decision to

shut down or start up the plant.

The marginal electricity price signals and CO2 prices are chosen to generate a compre-

hensive set of future energy market scenarios. The CO2 prices considered, which serve as

both emission penalties and negative emission credits, are 100, 150, 225, and 300 $/tonne

CO2, which covers low to high CO2 price scenarios. The electricity price signals are from

[116, 117] both of which provide hourly, year-long electricity prices for various market

scenarios in 2030/2035, including the impacts of green technologies such as hydrogen and

battery storage, and were speci�cally developed for analyzing �exible generation technolo-

gies with carbon capture. Five price signals (ERCOT, CAISO, NYISO, MISO-W, PJM-W)

from [116] correspond to different regions. Since they only provided price signals corre-

sponding to CO2 prices of 100 and 150 $/tonne, we used the latter signals in our model

for CO2 prices of $150/tonne and above (150, 225, and 300 $/tonne). Four country-wide

price signals (BaseCaseTax, HighWindTax, HighSolarTax, WinterNYTax) from [117] cor-

respond to different energy scenarios, all of which were generated with a CO2 price of only
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$60/tonne. We used these price signals in our model for all four CO2 prices we consider.

In total, we consider 36 different scenarios.

3.3.1 NPV Estimation

This subsection describes the methodology and assumptions used for calculating the NPV,

which affects the objective function and costing constraints described in Section 3.4. We

calculate the NPV of the project of retro�tting an existing NGCC plant, from the perspec-

tive of the owner of that plant. Accordingly, the capital cost used in the NPV calculation

is only the cost of retro�tting the system. Speci�cally, it does not include the cost of the

NGCC itself. On the other hand, the operating pro�t used in the NPV calculation only

includes the additional pro�t made by the retro�t relative to the base plant, which accounts

for opportunity cost of the retro�t. This is done by �rst calculating the annual pro�ts for

the original and retro�t plants independently (using two separate optimization models) and

then subtracting them. The methodology is summarized in Figure 3.2. Note that the op-

erational pro�ts for both systems include similar terms except that the retro�t has a CO2

transportation and storage cost and a CO2 credit instead of a CO2 penalty. The optimization

model used to determine the optimal operations of the base plant in each scenario is just a

simpli�ed version of the retro�t model and is described in Appendix B.2.

An alternative to this approach is to calculate the NPV from the perspective of an entity

that does not own an existing NGCC. In this case, the capital expenditure also includes

buying a used NGCC plant, but the operating pro�t includes the full pro�ts of operating the

retro�t (obtained directly from the optimization model for the retro�t). We decided against

this approach because it requires calculating the residual value of a used NGCC plant, and

we were unable to obtain a reliable estimate of this cost from the open literature.

The following assumptions used in our NPV calculation are adopted from [118, 119]:

• 2-year construction period and 20-year operation period for the retro�t

• 25.74% income tax rate, 2.94% interest rate
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Figure 3.2: Schematic of the retro�t NPV estimation methodology. Red and green blocks
represent calculated costs and sales, respectively, while white blocks represent costs that
cancel and need not be calculated.

• Deprecation method: 20-year 150% declining balance

• Distribution of total overnight capital (TOC) over the capital expenditure: 2-year,

30%/70%

• CO2 transportation cost: $10/tonne CO2

• Fuel cost: $3.63/GJ ($3.83/MMBtu)

• Operational pro�t is the same in each year of the 20-year operation period

For a more detailed description of the NPV calculation and its correspondence with the

optimization model, see Section 4 of the SI.

3.4 Integrated Design and Operation Model

This section presents the retro�t optimization model. A novel model for the DAC subsys-

tem is �rst described in Section 3.4.1. The model equations for the remaining components

are affected by the operating mode of the plant, which may be shut down, starting up, or

dispatching normally. Thus, the operation modes and transition logic are described next

in Section 3.4.2. Several of the key equations describing the NGCC subsystem are also

covered in that section. The PCC and CO2 compression subsystem models are described

in Sections 3.4.3–3.4.4. The steam and power balances linking the system components are
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then described in Sections 3.4.5–3.4.6. The cost and pro�t terms are given in Section 3.4.7.

Finally, Section 3.4.8 describes the objective function.

All variables in the model are named according to the following convention. The �rst

letter indicates if the variable is a decision variable (e.g.,x/y/z) or a model parameter (e.g.,

a/b). The following letters describe the physical quantity the term is related to, with the

�rst letter capitalized; e.g., Steam, CO2, Power, etc. Superscripts are used as descriptive

supplements; e.g.,xCO2PCC
t represents the CO2 amount captured by the PCC unit. Finally,

subscripts are indices specifying the time period and, in some cases, the operating mode. A

complete nomenclature table is given in Appendix B.1. All decision variables are required

to be nonnegative unless speci�ed otherwise.

3.4.1 DAC Constraints

Our model involves two levels of time discretization. All variables except the design deci-

sions are discretized into one-hour time periods to match the hourly electricity price signals.

These are indexed byt 2 T, whereT � f 0; : : : ; 8736g and the0th hour is used to set up ini-

tial conditions. However, because the DAC adsorption and regeneration steps can be done

in 30 and 15 minutes, respectively, variables related to DAC operations are further dis-

cretized into 15-minute sub-periods. These are indexed byt0 2 T0, whereT0 � f 0; : : : ; 4g.

The last element ofT0 represents the end of the hour and all variables with this index must

equal the same variable at the beginning of the next hour; i.e.,x t;4 = x t+1 ;0 (see Figure

3.3).

Figure 3.3: Schematic of time discretization of the DAC system
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The total mass of sorbent is denoted byxSorbenttotal. At any instant(t; t 0), some amount

of this sorbent is fresh, some is saturated, and some is midway through the adsorption

step (adsorption takes two 15-minute time periods). These three states are denoted by

the superscripts F, S, and A1. Although the amounts of sorbent in these states should be

discrete because the sorbent is packed into �xed modules, we model them as continuous

variables for simplicity given that the number of modules will be large. All sorbent is fresh

at the initial time and the system must return to this state at the �nal time.

xSorbentA1
0;0 = 0 (3.1a)

xSorbentF0;0 = xSorbenttotal (3.1b)

xSorbentS0;0 = 0 (3.1c)

xSorbentA1
8736;4 = 0 (3.1d)

xSorbentF8736;4 = xSorbenttotal (3.1e)

xSorbentS8736;4 = 0 (3.1f)

The DAC model also involves two control variables. These arexSorbentA0
t;t 0, which denotes

the mass of fresh sorbent that is allocated to undergo adsorption during the period beginning

at (t; t 0), andxSorbentRt;t 0, which denotes the mass of saturated sorbent that is allocated to

undergo regeneration during the period beginning at(t; t 0).

The relationships between these variables in successive time periods is summarized in

Figure 3.4. Fort0 2 �T0 � f 0; 1; 2; 3g, the mass of sorbent in the A1 state at(t; t 0+ 1) is the

amount allocated to A0 at(t; t 0). Similarly, the mass of fresh sorbent at(t; t 0+ 1) is equal

to that at(t; t 0) plus the mass allocated for regeneration at(t; t 0) minus the mass allocated

for adsorption at(t; t 0). Finally, the mass of saturated sorbent at(t; t 0 + 1) is determined

from the masses that are saturated, allocated for regeneration, and �nishing adsorption at
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Figure 3.4: Schematic of DAC sorbent state cycle

(t; t 0).

xSorbentA1
t;t 0+1 = xSorbentA0

t;t 0; 8 t 2 T; t0 2 �T0 (3.2a)

xSorbentFt;t 0+1 = xSorbentFt;t 0 � xSorbentA0
t;t 0 + xSorbentRt;t 0; 8 t 2 T; t0 2 �T0 (3.2b)

xSorbentSt;t 0+1 = xSorbentSt;t 0 � xSorbentRt;t 0 + xSorbentA1
t;t 0; 8 t 2 T; t0 2 �T0 (3.2c)

The amounts of sorbent allocated to begin adsorption and regeneration at(t; t 0) cannot

exceed the amounts of fresh and saturated sorbent available at(t; t 0), respectively.

xSorbentA0
t;t 0 � xSorbentFt;t 0; 8 t 2 T; t0 2 �T0 (3.3a)

xSorbentRt;t 0 � xSorbentSt;t 0; 8 t 2 T; t0 2 �T0 (3.3b)

The state variables at the beginning of hourt are the same as those at the end of hour

(t � 1) for t 2 �T � f 1; : : : ; 8736g.

xSorbentA1
t;0 = xSorbentA1

t � 1;4; 8 t 2 �T (3.4a)

xSorbentFt;0 = xSorbentFt � 1;4; 8 t 2 �T (3.4b)

xSorbentSt;0 = xSorbentSt� 1;4; 8 t 2 �T (3.4c)

91



The amount of CO2 released from the regenerated DAC sorbent and sent to compression

during the time period beginning(t; t 0) is proportional to the amount of R sorbent.

xCO2DAC
t;t 0 = aCO2DAC,capacity� xSorbentRt;t 0; 8 t 2 T; t0 2 �T0 (3.5)

The DAC system requires steam for regeneration and power for adsorption. Thus, the

DAC steam usage during period(t; t 0) is proportional to the amount of CO2 released, while

the power usage is proportional to the total amount of sorbent undergoing adsorption.

xSteamDAC
t;t 0 = aSteamDAC � xCO2DAC

t;t 0 ; 8 t 2 T; t0 2 �T0 (3.6)

xPowerDAC
t;t 0 = aPowerDAC �aCO2DAC,capacity� (xSorbentA0

t;t 0+ xSorbentA1
t;t 0); 8 t 2 T; t0 2 �T0

(3.7)

The �ow rate of air into the DAC modules is needed for sizing the adsorption system

and is also proportional to the total amount of sorbent undergoing adsorption.

xAiradsorb
t;t 0 = aAirDAC,adsorb� (xSorbentA0

t;t 0 + xSorbentA1
t;t 0); 8 t 2 T; t0 2 �T0 (3.8)

3.4.2 OperationModes

Several of the electricity price scenarios in [116, 117] contain long periods of near-zero

prices caused by high penetration of renewables. It was deemed necessary to allow the

plant to shut down during these periods to avoid large losses. However, this creates several

modeling challenges. Although shutdown can feasibly be done within one hour, NGCC

start-up is a lengthy and complex procedure even without PCC and DAC.

We considered several approaches for modeling the start-up procedure with varying

degrees of �exibility. In practice, distinct procedures are used for warm starts and cold

starts, determined by how long the plant has been shut down. Warm starts require less time

and incur smaller penalties associated with fuel consumption, emissions, and equipment
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fatigue. Modeling both of these possibilities is more realistic and offers more �exibility,

but requires four distinct operating modes (off, warm start, cold start, and dispatch). Pre-

liminary experiments indicated that including a warm start mode signi�cantly increased

model complexity without offering much value relative to cold starts. Speci�cally, since

practical considerations limit the system to a small number of start-ups per year (5 in our

model), the difference in cost between warm and cold starts had only a small effect on

NPV. Since the base NGCC plant has two gas turbines and two HRSG systems in parallel,

we also considered the possibility of allowing one turbine-HRSG pair to shut down while

the other continues operating. This signi�cantly increases operational �exibility because it

effectively allows the NGCC load factor to vary from 25–100% rather than only 50–100%.

However, this also resulted in a very complex model requiring additional partial start-up

and shut-down modes. Preliminary experiments indicated that the partial shut-down capa-

bility was only useful in scenarios with low CO2 price, where the NPV was negative in

any case. Thus, we decided to include only three modes in the �nal model: complete shut

down, cold start of the entire system, and normal dispatch between 50% and 100% load

factor.

A start-up procedure for the retro�t plant was devised based on published data for

NGCC cold starts and knowledge of the PCC steam requirements. The details are cov-

ered in Section 3 of SI. This analysis suggests a 9-hour start-up and provides estimates

of the load factor, fuel usage, and overall CO2 emissions in each hour. The NGCC load

steadily increases throughout the procedure as shown in Figure 3.5. The PCC unit starts to

capture CO2 at hour 2.22, while the DAC unit is unused due to limited steam availability.

These units together determine the CO2 emissions during start-up.

The model permits the system to be shut down or started up in any time period. When

start-up is initiated, the system must follow the complete 9-hour procedure before tran-

sitioning to the normal dispatch mode. This allows the model to accurately capture the

pro�ts and costs incurred during start up. Including this capability in the model requires
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Figure 3.5: Total gas turbine power pro�le during start-up

introducing two sets of variables. First, we introduce several binary variables to represent

the operating mode and model the mode transition logic. This is discussed in Section 3.4.2.

Second, we introducedisaggregatedversions of several key variables, which are duplicates

of these variables that allow us to enforce distinct sets of constraints in each mode. These

are discussed in Section 3.4.2.

Mode Indicator Variables and Switching Constraints

We use three binary variables to model the three operation modes. The variableyt is 1 if the

system is on (during start-up or in the normal dispatch mode) and 0 otherwise. The variable

zt is 1 if the system is in the start-up procedure and 0 otherwise. The variablez0
t is 1 if

the system switches from off to start-up at hourt and 0 otherwise. These variables can be

used to represent all three modes of the plant. An example of the desired behavior of these

variables is given in Table 3.2. The table indicates that the plant is off through hourt and

then begins the start up procedure in hour(t +1) (z0
t+1 = 1). The plant remains in the start-

up mode through hour(t + 9) and switches to the dispatch mode in hour(t + 10). When

the system is off,yt = zt = 0. When it is in the normal dispatch mode,yt = 1; zt = 0.

Finally, when it is in the start-up mode,yt = zt = 1.

The meaning of these binary variables described above is enforced by the following
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Table 3.2: Correspondence between system modes and binary variable values

hour � � � t t + 1 t + 2 � � � t + 9 t + 10 � � �

system mode � � � off start-up start-up � � � start-up dispatch � � �
yt � � � 0 1 1 � � � 1 1 � � �
zt � � � 0 1 1 � � � 1 0 � � �
z0

t � � � 0 1 0 � � � 0 0 � � �

constraints. The variablez0
t is determined byyt at the current and previous time steps.

z0
t � yt � yt � 1; 8 t 2 �T (3.9)

If the system begins the start-up procedure in hourt, thenyt = 1 andyt � 1 = 0, which

forcesz0
t to 1. Otherwise,yt = yt � 1 and the solver will always forcez0

t to 0 becausez0
t

multiplies a start-up cost in the objective function (see (3.48)). The initial value ofz0
t is

speci�ed to be 0.

z0
0 = 0 (3.10)

If the system switches to the start-up mode at hourt, it is required to stay there for the

next 8 hours. Therefore, ifz0
t = 1, then we must haveyt+ t00� 1 = zt+ t00� 1 = 1, 8 t 2 Tst �

f 1; : : : ; 9g. This is enforced by the following equations.

yt �
X

t002 T st; t � t00+1 � 0

z0
t � t00+1 ; 8 t 2 T (3.11a)

zt =
X

t002 T st; t � t00+1 � 0

z0
t � t00+1 ; 8 t 2 T (3.11b)

The right-hand side of (3.11a) and (3.11b) is the sum ofz0
t from 8 hours before hourt to t,

inclusive. When the system switches to start-up(t00� 1) hours before hourt, z0
t � t00+1 = 1,

enforcingyt andzt to be 1 in the next 8 hours until hourt. Once the start-up ends, (3.11b)

forceszt to be 0. Asyt 2 f 0; 1g, (3.11a) enforces the right-hand side term to not exceed 1,

i.e., the system cannot initiate start-up twice within 9 hours.
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To avoid equipment wear, the total number of start ups is limited to 5 for the year.

X

t2 T

z0
t � 5 (3.12)

Disaggregated Variables for Dispatch and Start-Up

During start-up, the NGCC load factor follows a �xed trajectory. In contrast, it is a degree

of freedom in the dispatch mode. Thus, different sets of constraints must be enforced in

each mode. This is accomplished using disjunctions. The basic idea of the formulation is

explained below. For more information on disjunctive programming, see [120, 121].

Let M � f st; dispg, where “st” represents start-up and “disp” represents dispatch.

Certain variables (listed below) are formulated as the sum ofdisaggregatedvariables that

represent the quantity in each of these two modes. Speci�cally, these variables satisfy

x t =
X

m2 M

xD
t;m ; 8 t 2 T; (3.13)

wherex t is the overall variable andxD
t;m is the disaggregated variable for modem. For

each variable treated this way, additional constraints described in this section will ensured

that xD
t;m = 0 unless modem is active in periodt. Thus, the overall variable is always

equal to the disaggregated variable for the active mode. We do not introduce disaggregated

variables for the `off' mode. When the system is off, (3.13) forces the total variable to

zero, which is the desired behavior. The complete list of variablesx t that are modelled this

manner is:

• xLoadt (NGCC load factor),

• xFuelt (fuel consumption),

• xCO2�ue
t (amount of CO2 in �ue gas),

• xPowerHP
t =xPowerIPt (HP/IP steam turbine power),

• xSteamDAC,base
t (basic DAC steam),
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• xSteamalloc
t (allocable steam), and

• xPoweraux
t (auxiliary power).

The meaning of the steam variables above is explained in Section 3.4.5.

We now present the constraints that are enforced on the disaggregated variables in each

mode, beginning with start-up. During start-up, the load factor follows a �xed trajectory

described by the values(aLoadst
1 ; aLoadst

2 ; : : : ; aLoadst
9 ). This is enforced by

xLoadD
t;st =

X

t002 T st; t � t00+1 � 0

aLoadst
t00 � z0

t � t00+1 ; 8 t 2 T (3.14)

If a start-up procedure has not been initiated in the past 9 hours, thenz0
t � t00+1 = 0 for all

t002 Tst and thereforexLoadD
t;st = 0. This is the desired behavior because in this case the

system is either in the “off” or “dispatch” mode. Alternatively, if a start-up was initiated in

the past 9 hours, then thenz0
t � t00+1 = 1 for somet002 Tst and hencexLoadD

t;st = aLoadst
t00.

This re�ects the fact that the current hourt is the(t00)th hour of the start-up procedure.

The fuel usage and CO2 emissions also follow �xed trajectories during start-up. How-

ever, we do not model these explicitly. Instead, the total cost of the fuel used and emissions

generated during start-up are lumped into the start-up costaCostst used in Section 3.4.8,

and the disaggregated fuel and emission variables are simply set to 0.

xFuelDt;st = 0; 8 t 2 T (3.15a)

xCO2D,�ue
t;st = 0; 8 t 2 T (3.15b)

This simpli�cation is possible because the unit fuel cost and emission penalty are �xed, and

hence the total cost is independent of the exact timing of fuel use and emissions during the

start-up period. In contrast, the load factor trajectory is modelled explicitly because load

factor effects power generation, and the electricity price changes every hour.

The steam production during start-up is assumed to be only enough to operate the PCC
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unit and generate enough electricity to cover the auxiliary power demand. Therefore, the

following terms are all assumed to be 0 in the start-up mode.

xPowerD,HP
t;st = 0; 8 t 2 T (3.16a)

xPowerD,IP
t;st = 0; 8 t 2 T (3.16b)

xSteamD,DAC,base
t;st = 0; 8 t 2 T (3.16c)

xSteamD,allocable
t;st = 0; 8 t 2 T (3.16d)

xPowerD,aux
t;st = 0; 8 t 2 T (3.16e)

We now describe the constraints for the normal dispatch mode. This mode is ac-

tive whenyt = 1 and zt = 0 and inactive otherwise. The load factor during dispatch

(xLoadD
t;disp) is bounded between 50% and 100%. To facilitate mode switching, it is helpful

to express this as the requirement thatxLoadD
t;disp is a convex combination of the extreme

pointsaLoad1 = 50 andaLoad2 = 100.

xLoadD
t;disp =

X

k2 K

aLoadk � � t;k 8 t 2 T (3.17)

Above,K � f 1; 2g and� t;k 2 [0; 1]. The sum of the weights is determined by

X

k2 K

� t;k = yt � zt ; 8 t 2 T (3.18)

During the dispatch mode, the right-hand side is 1, which ensures thatxLoadD
t;disp is a

convex combination of the extreme points. In either the start-up (yt = zt = 1) or off

(yt = zt = 0) modes, the right-hand side is zero, which ensures thatxLoadD
t;disp = 0, as

desired.

Based on detailed �owsheet simulations of the retro�t design over a range of load fac-

tors, it was determined that the remaining disaggregated variables in the dispatch mode can
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be linearly correlated to the load factor with minimal error. Appendix B.3 discusses the

�tting procedure and justi�es the use of linear correlations. Details about the underlying

simulations can be found in the SI. Correlations for the fuel consumption, amount of CO2

in the �ue gas, and power generated by the HP and IP turbines are given below. The in-

tercept terms are multiplied by(yt � zt ) to ensure that these variables are zero when the

system is not in the dispatch mode.

xFuelDt;disp = aFuel � xLoadD
t;disp + bFuel � (yt � zt ); 8 t 2 T (3.19)

xCO2D,�ue
t;disp = aCO2�ue � xLoadD

t;disp + bCO2�ue � (yt � zt ); 8 t 2 T (3.20)

xPowerD,HP
t;disp = aPowerHP � xLoadD

t;disp + bPowerHP � (yt � zt ); 8 t 2 T (3.21a)

xPowerD,IP
t;disp = aPowerIP � xLoadD

t;disp + bPowerIP � (yt � zt ); 8 t 2 T (3.21b)

The LP steam is split into several parts as explained further in Section 3.4.5. This includes

the DAC base steam (xSteamD,base
t;disp ) and the allocable steam (xSteamD,DAC,allocable

t;disp ).

xSteamD,DAC,base
t;disp = aSteamDAC,base� xLoadD

t;disp + bSteamDAC,base� (yt � zt ); 8 t 2 T

(3.22a)

xSteamD,allocable
t;disp = aSteamalloc � xLoadD

t;disp + bSteamalloc � (yt � zt ); 8 t 2 T (3.22b)

Finally, the total auxiliary power of the plant is

xPowerD,aux
t;disp = aPoweraux � xLoadD

t;disp + bPoweraux � (yt � zt ); 8 t 2 T (3.23)

If yt = 0, then the system is off and the disaggregated load variables for both dispatch
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and start-up should be 0. Using a big-M parameterM , this is enforced by

xLoadD
t;m � M � yt ; 8 t 2 T; m 2 M (3.24)

3.4.3 PCCConstraints

The PCC unit always captures a �xed fraction (aCO2PCC) of the CO2 in the �ue gas.

xCO2PCC
t = aCO2PCC � xCO2�ue

t ; 8 t 2 T (3.25)

The leftover CO2 in the �ue gas after it passes the PCC is vented.

xCO2vent,PCC
t = xCO2�ue

t � xCO2PCC
t ; 8 t 2 T (3.26)

The steam and power usage of the PCC is proportional to the CO2 captured by PCC.

xSteamPCC
t = aSteamPCC � xCO2PCC

t ; 8 t 2 T (3.27)

xPowerPCC
t = aPowerPCC � xCO2PCC

t ; 8 t 2 T (3.28)

3.4.4 CO2 CompressionandVenting

The PCC and DAC compressor powers depend on the amount of CO2 captured.

xPowercompr
t = aPowercompr,PCC� xCO2PCC

t + aPowercompr,DAC �
X

t02 �T 0

xCO2DAC
t;t 0 ; 8 t 2 T

(3.29)

The CO2 stream leaving the DAC unit contains signi�cant O2, which must be reduced

to meet speci�cations for typical CO2 pipelines (� 10 ppm). This is done by a distillation

unit prior to compression, which causes a decrease in the �nal amount of CO2 captured
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(aCO2vent,DAC). This CO2 must be excluded from the total CO2 captured.

xCO2cap,total
t = � xCO2vent,PCC

t + (1 � aCO2vent,DAC) �
X

t02 �T 0

xCO2DAC
t;t 0 ; 8 t 2 T (3.30)

The total captured CO2 amount (xCO2cap,total
t ) can be negative if the DAC unit is too small

or the CO2 captured by DAC is too little.

3.4.5 LP SteamAllocation

Following the heat integration scheme described in the SI, the LP steam generated by the

HRSG is divided into several parts. A �xed fraction of it is sent to the PCC unit for solvent

regeneration, and another �xed fraction is sent to the DAC unit for sorbent regeneration

(xSteamDAC ;base
t ). The rest is called the allocable steam (xSteamallocable

t ) and can be dis-

tributed freely between power generation via the LP steam turbine (xSteamLP
t ) and addi-

tional sorbent regeneration in the DAC unit (xSteamDAC ;extra
t ). The correlations between

the load factor and the allocable and DAC base steams have been given in Section 3.4.2.

The partitioning of the allocable steam is given below.

xSteamallocable
t = xSteamDAC,extra

t + xSteamLP
t ; 8 t 2 T (3.31)

The total available steam for DAC is the sum of the two parts described above.

xSteamDAC,total
t = xSteamDAC,base

t + xSteamDAC,extra
t ; 8 t 2 T (3.32)

The available DAC steam in each 15 minute period (xSteamDAC
t;t 0 ) cannot exceed 1/4 of

the steam available in each hour.

1
4

xSteamDAC,total
t � xSteamDAC

t;t 0 ; 8 t 2 T; t0 2 �T0 (3.33)
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3.4.6 PowerConstraints

The total gas turbine power is a linear function of the load factor.

xPowerGT
t = aPowerGT � xLoadt + bPowerGT � yt ; 8 t 2 T (3.34)

The HP and IP steam turbine power constraints have been described in Section 3.4.2.

The LP steam turbine power is proportional to the amount of steam allocated to it.

xPowerLP
t = aPowerLP � xSteamLP

t ; 8 t 2 T (3.35)

The total steam turbine power is the sum of the HP, IP, and LP steam turbine powers.

xPowerST
t = xPowerHP

t + xPowerIPt + xPowerLP
t ; 8 t 2 T (3.36)

The gross power generated is the sum of the gas and steam turbine powers.

xPowertotal
t = xPowerGT

t + xPowerST
t ; 8 t 2 T (3.37)

The net power is the total power minus the power usage of all other units. The auxiliary

power has been described in Section 3.4.2.

xPowernet
t = xPowertotal

t � xPowerPCC
t �

X

t02 �T 0

xPowerDAC
t;t 0 � xPowercompr

t � xPoweraux
t ; 8 t 2 T

(3.38)

3.4.7 CostsandPro�ts

Capital Cost

The total plant cost (TPC) of the DAC system (xCostDAC,TPC) includes the cost of the sor-

bent modules and the adsorption system. These costs are proportional to the total sorbent
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mass and the maximum adsorption �ow rate, respectively. The cost of the desorption sys-

tem is proportional to the maximum adsorption �owrate and is included inaCostadsorb.

xCostDAC,TPC = xCostsorbent+ xCostadsorb (3.39)

xCostsorbent= aCostsorbent� xSorbenttotal (3.40)

xCostadsorb= aCostadsorb� xAiradsorb,max (3.41)

The air �ow rate in each time period must be less than the maximum designed for.

xAiradsorb,max� xAiradsorb
t;t 0 ; 8 t 2 T; t0 2 �T0 (3.42)

Operational Cost

The operational cost consists of the �xed O&M cost of the DAC system (xCostDAC,FOM),

the variable O&M cost (xCostVOM
t ), the fuel cost (xCostfuel

t ), the CO2 transportation and

storage cost (xCostCO2,TS
t ), and the start-up cost (xCostst

t ). The �xed O&M costs of other

units are �xed and thus are not included in the model. The DAC �xed O&M cost is a linear

function of its capital cost.

xCostDAC,FOM = aCostDAC,FOM � xCostDAC,TPC + bCostDAC,FOM (3.43)

The variable O&M cost for each unit is proportional to either the load factor or the CO2
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capture in each hour.

xCostNGCC,VOM
t = aCostNGCC,VOM � xLoadt ; 8 t 2 T (3.44a)

xCostPCC,VOM
t = aCostPCC,VOM � xLoadt ; 8 t 2 T (3.44b)

xCostDAC,VOM
t = aCostDAC,VOM �

X

t02 �T 0

xCO2DAC
t;t 0 ; 8 t 2 T (3.44c)

xCostPCC,compr,VOM
t = aCostPCC,compr,VOM� xLoadt ; 8 t 2 T (3.44d)

xCostDAC,compr,VOM
t = aCostDAC,compr,VOM �

X

t02 �T 0

xCO2DAC
t;t 0 ; 8 t 2 T (3.44e)

xCostVOM
t = xCostNGCC,VOM

t + xCostPCC,VOM
t + xCostDAC,VOM

t +

xCostPCC,compr,VOM
t + xCostDAC,compr,VOM

t ; 8 t 2 T
(3.45)

The fuel cost depends on the hourly fuel consumption.

xCostfuel
t = aCostfuel � xFuelt ; 8 t 2 T (3.46)

The CO2 transportation and storage cost is linearly correlated to the total CO2 captured.

xCostCO2,TS
t = aCostCO2,TS�

 

xCO2PCC
t +

X

t02 �T 0

xCO2DAC
t;t 0

!

; 8 t 2 T (3.47)

The start-up cost is incurred in every hour where the system switches from the “off”

mode to the “start-up” mode (i.e.,z0
t = 1).

xCostst
t = aCostst � z0

t ; 8 t 2 T (3.48)

The total hourly operational cost is the sum of all of the terms above.

xCostop
t = xCostfuel

t + xCostCO2,TS
t + xCostst

t + xCostVOM
t ; 8 t 2 T (3.49)
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Pro�ts

The CO2 credit the system earns in each hour is proportional to the total CO2 captured.

xPro�t CO2
t = aPriceCO2 � xCO2cap,total

t ; 8 t 2 T (3.50)

The electricity value the system creates in each hour is the product of the net power

generation and the current electricity price.

xPro�t elec
t = aPriceelec

t � xPowernet
t ; 8 t 2 T (3.51)

3.4.8 ObjectiveFunction

The objective of the model is the NPV of the system, which is determined from the capital

cost, operational cost, and pro�t terms above. The coef�cientsaCostop andaCostcap weigh

the capital and operational costs appropriately based on their roles in the NPV calculation.

These coef�cients are derived in Section 4.2 of the SI.

max aCostop �

"
X

t2 �T

�
xPro�t CO2

t + xPro�t elec
t � xCostop

t

�
� xCostDAC,FOM

#

� aCostcap � xCostDAC,TPC

(3.52)

3.5 Results

The optimization model was implemented in Pyomo [122] and was instantiated for 36

energy scenarios. Each instance has 847,497 constraints and 777,599 variables (including

26,211 binary variables). The instances were solved on an 3.10 Ghz Intel Core i9 processor

(16 cores) with 32 GB RAM using Gurobi 9.5 [123] with a maximum solution time of 1h

and a maximum optimality gap of 1%. The solution times are shown in Table 3.5. All

cases converged within the given optimality gap except for ERCOT-100 (6.4%), NYISO-
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100 (4.0%), MISO-W-100 (1.9%), and MISO-W-150 (1.2%). Looking ahead to Table 3.8,

it can be seen that the solution time is low (� 1000 s) when the optimal DAC system size

is the maximum value that can be supported by the available steam (2989 tonne sorbent).

When a smaller DAC size is optimal, the solution time is signi�cantly higher (> 1000 s).

3.5.1 NPV Resultswith VaryingCO2 pricesandElectricityPriceSignals

The NPV values for all scenarios are listed in Table 3.6. The NPV values are negative for

all scenarios with CO2 prices of 100 and 150 $/tonne and positive for all scenarios with

CO2 prices of 225 and 300 $/tonne. The main reason for the negative NPVs at low CO2

prices is the capital cost of the added units. This is illustrated in the cash �ow table for

case ERCOT-150 in Table 3.7. Although the retro�t earns $67M each year (the pro�t of the

base NGCC is deducted in the selling column “S”), the capital cost is $1.34B in PV, which

is approximately 1.5 times the total pro�t of the retro�t over 20 years. Even if the NPV is

negative in low CO2 price scenarios, the retro�t still signi�cantly improves the pro�tability

and environmental impact of the existing NGCC plant, which is further revealed with the

annual cost and pro�t breakdown in Table 3.3.

Table 3.3: Annual cost/pro�t breakdown and average load factor for the base case NGCC
and the proposed retro�t with ERCOT price signal and CO2 price $150/tonne ($)

NGCC retro�t

electricity value 70 920 000 158 530 000
start-up cost �1 030 000 �400 000
CO2 credit/penalty �39 630 000 101 670 000
CO2 transportation 0 �21 430 000
fuel cost �18 820 000 �98 610 000
�xed O&M cost �19 470 000 �57 340 000
variable O&M cost �1 330 000 �25 170 000
pro�t �9 360 000 57 250 000

average load factor 12.45% 58.86%

The base NGCC has a much lower average load factor (12.45%) than the retro�t which

leads to its $9M annual loss. This is because the penalty cost for its emission prevents it
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from dispatching during low-electricity-price hours, which along with the limit on start-up

times causes the NGCC to only run in several high-electricity-price periods and to stay shut

down during the rest of the time horizon. On the other hand, the retro�t can pro�t from the

CO2 capture throughout the dispatching periods and is less affected by the low electricity

prices, thus having a higher average load factor (58.86%). Besides the higher electricity

value, the retro�t saves $39M from emissions and earns $101M from the extra CO2 capture

by the DAC unit. Moreover, it has a lower start-up cost as the PCC unit captures most CO2

emissions during the start-up procedure. In total, the retro�t pro�ts $67M more than the

base and outperforms it both economically and environmentally.

Table 3.4 further shows the advantages of the retro�t at high CO2 prices. When the CO2

price is $300/tonne, the base NGCC model reveals that the best strategy is not to dispatch at

all because the power pro�t is less than the CO2 penalty. Meanwhile, the retro�t maintains a

high average load (70%) with no shutdowns (indicated by the 0 start-up cost, also explained

later in Figure 3.6). This high dispatch allows the retro�t to earn $146M from power sales

and $286M from CO2 capture, leading to $212M more pro�t than the base NGCC. This

shows that the base NGCC will perform extremely poorly (0 dispatch) in high CO2 price

scenarios, while the retro�t is a highly pro�table option ($1.19B NPV for this case) with

positive environmental impacts.

Table 3.4: Annual cost/pro�t breakdown and average load factor for the base case NGCC
and the proposed retro�t with ERCOT price signal and CO2 price $300/tonne ($)

NGCC retro�t

electricity value 0 150 170 000
start-up cost 0 0
CO2 credit/penalty 0 289 390 000
CO2 transportation 0 �27 440 000
fuel cost 0 �119 460 000
�xed O&M cost �19 470 000 �60 230 000
variable O&M cost 0 �30 620 000
pro�t �19 470 000 201 800 000

average load factor 0.00% 70.24%
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Table 3.5: Optimization model solution times for all energy scenarios (s)

ERCOT CAISO NYISO MISO-W PJM-W BaseCaseTax HighWindTax HighSolarTax WinterNYTax

100 3600 1861 3600 3600 1984 1422 1770 1701 1462
150 1404 2744 1571 3600 1678 781 821 872 799
225 724 726 693 591 649 617 603 617 573
300 646 595 630 560 538 607 599 571 551

Table 3.6: Retro�t NPV values for different electricity price signals and CO2 prices (million $)

ERCOT CAISO NYISO MISO-W PJM-W BaseCaseTax HighWindTax HighSolarTax WinterNYTax

100 �1003 �724 �981 �912 �699 �903 �1007 �995 �743
150 �405 �379 �595 �724 �149 �304 �447 �420 �165
225 409 756 291 59 938 609 431 479 715
300 1191 1591 1079 830 1767 1520 1312 1385 1608
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Table 3.7: Cash �ow table for the retro�t with ERCOT electricity price signal and CO2 price of $150/tonne ($)

year CTDC CWC
� D CExcl. Dep. S net earnings cash �ow PV cum. PV

2021 �409 410 000 0 0 0 0 0 �409 410 000 �409 410 000 �409 410 000
2022 �955 280 000 0 0 0 0 0 �955 280 000 �927 730 000 �1 337 130 000
2023 0 0 102 350 000 202 950 000 269 550 000 �26 540 000 75 810 000 71 500 000 �1 265 630 000
2024 0 0 94 680 000 202 950 000 269 550 000 �20 840 000 73 830 000 67 630 000 �1 198 010 000
2025 0 0 87 570 000 202 950 000 269 550 000 �15 570 000 72 000 000 64 050 000 �1 133 960 000
2026 0 0 81 010 000 202 950 000 269 550 000 �10 690 000 70 310 000 60 740 000 �1 073 220 000
2027 0 0 74 930 000 202 950 000 269 550 000 �6 180 000 68 750 000 57 680 000 �1 015 540 000
2028 0 0 69 310 000 202 950 000 269 550 000 �2 010 000 67 300 000 54 840 000 �960 710 000
2029 0 0 64 110 000 202 950 000 269 550 000 1 850 000 65 960 000 52 190 000 �908 510 000
2030 0 0 59 300 000 202 950 000 269 550 000 5 420 000 64 730 000 49 740 000 �858 770 000
2031 0 0 54 860 000 202 950 000 269 550 000 8 730 000 63 580 000 47 450 000 �811 320 000
2032 0 0 50 740 000 202 950 000 269 550 000 11 780 000 62 520 000 45 310 000 �766 010 000
2033 0 0 46 940 000 202 950 000 269 550 000 14 610 000 61 540 000 43 320 000 �722 690 000
2034 0 0 43 420 000 202 950 000 269 550 000 17 220 000 60 640 000 41 450 000 �681 250 000
2035 0 0 40 160 000 202 950 000 269 550 000 19 640 000 59 800 000 39 700 000 �641 550 000
2036 0 0 37 150 000 202 950 000 269 550 000 21 880 000 59 020 000 38 050 000 �603 500 000
2037 0 0 34 360 000 202 950 000 269 550 000 23 940 000 58 310 000 36 500 000 �566 990 000
2038 0 0 31 780 000 202 950 000 269 550 000 25 860 000 57 640 000 35 050 000 �531 950 000
2039 0 0 29 400 000 202 950 000 269 550 000 27 630 000 57 030 000 33 680 000 �498 270 000
2040 0 0 27 200 000 202 950 000 269 550 000 29 270 000 56 460 000 32 380 000 �465 890 000
2041 0 0 25 160 000 202 950 000 269 550 000 30 780 000 55 940 000 31 150 000 �434 740 000
2042 0 0 23 270 000 202 950 000 269 550 000 32 180 000 55 450 000 29 990 000 �404 750 000
� : Working capital, assumed to be 0 according to [118]. See Section 4 of the SI for more information.

Table 3.8: Optimal retro�t DAC sizes for different electricity price signals and CO2 prices (tonne sorbent)

ERCOT CAISO NYISO MISO-W PJM-W BaseCaseTax HighWindTax HighSolarTax WinterNYTax

100 730 730 0 0 730 2271 2271 2271 2271
150 2271 2271 2271 2271 2271 2989 2989 2989 2989
225 2989 2989 2989 2989 2989 2989 2989 2989 2989
300 2989 2989 2989 2989 2989 2989 2989 2989 2989
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3.5.2 Impactof CO2 PriceonDispatching

Figure 3.6 shows the retro�t load factors for the �rst 2000 hours of the ERCOT price signal

with different CO2 prices. The average load factors are 49.77%, 58.86%, 70.22%, and

70.24% for $100, $150, $225, and $300, respectively. Although the load factor follows

similar trends in all four scenarios (high load at high electricity prices, low load at low

prices), the minimum load factors are different. When the CO2 price is high ($225, $300),

the load factor is always kept above 50% to support DAC CO2 capture, even when the

electricity price is low. Although the electricity price still affects the load factor, the DAC

enables continuous operation and allows the system to pro�t at any electricity price. In

contrast, when the CO2 price is low ($100, $150), periods of low electricity price cause the

system to shut down (0% load) rather than operate at 50% and capture CO2.

3.5.3 DAC SystemBehavior

The DAC sorbent usage was also studied in different price scenarios. Figures 3.7 and

3.8(a) show the mass of DAC sorbent in various states from 1600h to 2000h of operation

for ERCOT price signal with CO2 prices of 300 and 150 $/tonne, respectively. In the �g-

ures, the sorbent masses are colored into �ve regions whose meanings are slightly different

from the �ve DAC sorbent variables. Speci�cally, the “adsorption”, “15-min adsorption”,

and “regeneration” bars correspond to the sorbent masses that are undergoing adsorption

(�rst/second 15 min) and desorption at each time point in the solution, respectively. They

coincide with the values of the sorbent variablesxSorbentA0
t;t 0, xSorbentA1

t;t 0 andxSorbentRt;t 0.

The “fresh” and “saturated” bars correspond toidle fresh and saturated sorbent separately

and do not directly coincide with sorbent variables. The “fresh” amount equals the differ-

ence betweenxSorbentFt;t 0 andxSorbentA0
t;t 0, and the “saturated” amount equals the differ-

ence betweenxSorbentSt;t 0 andxSorbentRt;t 0. At $300/tonne CO2, the plant has a large DAC

system and Figure 3.7 shows that the major mode of operation is to have 2/3 of the sorbent

undergoing adsorption and 1/3 undergoing regeneration. Since adsorption takes twice as
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Figure 3.6: Comparison of hourly load factors for the retro�t for the �rst 2,000 hours of the
of the ERCOT price signal with different CO2 prices

long as regeneration, this coincides with the “full cycle” operation of the DAC system. That

is, it is rarely optimal to store fresh or saturated sorbent as an arbitrage strategy.

Similarly, when the CO2 price is low and a smaller DAC system is built (2271 tonne

sorbent), the behavior of the DAC system is still mostly full-cycle as long as the plant is on.

This can be con�rmed by comparing Figure 3.8(a) with the load pro�le in Figure 3.8(b).

When system is on, the distribution of the DAC sorbent follows the 2/3-adsorption-1/3-

regeneration pattern.
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Figure 3.7: DAC sorbent distribution from hour 1600 to hour 2000 of case ERCOT-300

Figure 3.8: (a) DAC sorbent distribution from hour 1600 to hour 2000 of case ERCOT-150;
(b) load factor from hour 1600 to hour 2000 of case ERCOT-150

3.5.4 OptimalDAC Sizes

The optimal DAC sizes, represented by the sorbent amount, for each scenario are listed

in Table 3.8. The size of the adsorption system is proportional to the sorbent amount
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in every case (which corresponds to the DAC running in full cycle), thus not presented

separately. Among 36 scenarios, only four numbers where chosen as the optimal DAC sizes

(0, 730, 2271, 2989 tonne sorbent), even if it is a continuous variable. The nonzero sizes

are signi�cant numbers related to the LP steam allocated for DAC sorbent regeneration.

As Section 3.5.3 showed, the DAC unit runs in full cycle most of the time and 1/3 of the

sorbent is in regeneration per cycle. These nonzero sizes correspond to 243, 757, and 996

tonne sorbent in regeneration, respectively, which coincide with the maximal regeneration

amounts limited by the DAC steam with different NGCC load factors and LP steam split

modes (`min DAC' and `max DAC'):

• 243 tonne: 100% load factor, min DAC;

• 757 tonne: 50% load factor, max DAC;

• 996 tonne: 100% load factor, max DAC.

This indicates that a certain extreme point with respect to the load factor and the steam split

is preferred in a certain scenario in the sense of maximizing the overall pro�t with the given

electricity prices and CO2 price. The extreme point is then used to determine the DAC size

in that scenario. We note that this result is a special case and in general it is not guaranteed

that the DAC size always corresponds to an extreme point with respect to the load factor

and the steam split.

For the price signals from [116], plants with small DAC systems or no DAC at all

are preferred for low CO2 price scenarios ($100), medium-size DACs (76% of maximum

capacity) are recommended for medium CO2 price scenarios ($150), and plants with large

DAC systems are preferred for all high CO2 price scenarios ($225, $300). With the price

signals from [117], medium DAC is preferred for $100 CO2 price scenarios, and large

DAC is preferred for $150/225/300 CO2 price scenarios. Combined with Table 3.6, these

results indicate that the DAC system plays a positive role in increasing NPV except in the

extreme low CO2 price cases, as otherwise the solver would choose zero DAC capacity to

improve the NPV. In other words, the DAC system is economically viable in most scenarios.
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Meanwhile, the solution with no DAC at $100 CO2 price (e.g., NYISO-100) indicates

that the negative NPV is mainly caused by the capital cost of other units (especially PCC,

$887M).

3.5.5 NPV SensitivityAnalyses

PCC Capital Cost

The cost of the PCC unit accounts for more than half of the total capital cost in our NPV

estimates and is one of the main causes of the negative NPV values at low CO2 prices. Con-

sequently, we became interested in examining the potential impact of reducing the capital

cost of PCC on the overall NPV performance of the system. Updated NPV values with

a 25% reduction in PCC TOC and �xed O&M cost are listed in Table 3.9. This change

caused a $280M increase in each entry, bringing the NPVs for the $150/tonne CO2 scenar-

ios closer to zero (the WinterNYTax case has a positive NPV). The PCC TOC estimation

used in our NPV calculation also includes the term “other owner's costs” described in the

costing guidelines in [115], which is 17.79% of the PCC TPC. According to [115], this cost

serves as another layer of contingency on top of the process contingencies, which may be

redundant and impact the NPV values negatively. To assess its effect, the NPV values with

both 25% PCC TOC reduction and other owner's costs removed are listed in Table 3.10.

This causes a further increase of $167M in each entry, causing the NPV values for 7 out of

9 scenarios to be near-zero or positive at $150/tonne CO2. Therefore, it is likely that the

system will remain pro�table even at low CO2 prices with the PCC capital cost reductions

above.

Natural Gas Price

The natural gas cost is also crucial to the economic performance of NGCC systems as it

affects the cost of power generation and, indirectly, the cost of CO2 capture. The gas price

was �xed to $3.63/GJ ($3.83/MMBtu) in all previous calculations, which is relatively op-

114



timistic, and may be higher in the future. Therefore, the NPV values for all scenarios were

re-evaluated with natural gas prices of $4.27/GJ ($4.5/MMBtu) and $5.69/GJ ($6/MMBtu).

The results are listed in Tables 3.11 and 3.12. Compared with the original values (Table

3.6), the increase in natural gas price decreases the NPV in all scenarios, but to differing

degrees. This is because each scenario has a different total fuel consumption, which leads

to different impacts on NPV. When the natural gas price is $4.27/GJ ($4.5/MMBtu), the

general trend of NPV with respect to scenario is similar to the base case, i.e., the NPV is

negative when the CO2 price is no more than $150/tonne CO2, and is almost always pos-

itive when the CO2 price is no less than $225/tonne CO2. When the natural gas price is

$5.69/GJ ($6/MMBtu), the NPV values are further reduced and are only guaranteed to be

positive when the CO2 price is $300/tonne CO2. It is worth noting that the price signals

would also change signi�cantly with the natural gas price, whose impact is not considered

here.

3.6 Conclusions

An integrated design and operation problem for a novel NGCC-PCC-DAC retro�t pro-

cess was modeled and solved with different time-varying electricity price signals and CO2

prices. A novel formulation for sorbent cycling was developed to represent DAC opera-

tions. The system start-up and shutdown was modeled with disjunctions to deal with long

periods of low electricity price. The solutions showed that a medium CO2 price (150–225

$/tonne) is necessary for a positive NPV. But, even with a low CO2 price, adding �exibility

to the NGCC system via the heat integration and the modular DAC design still signi�-

cantly extends the dispatching hours and increases the system pro�tability. It is indicated

that �exibility plays a key role in system performance with volatile electricity prices in the

future.

One signi�cant limitation of our analysis is that we used price-takers model, which as-

sumes that we are given �xed electricity and CO2 prices and are able to respond to those
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prices in whatever way is optimal for our process. Our model does not consider the poten-

tial impact of our technology on those prices, nor does it account for the effects of other

technologies that may become viable in the high CO2 price scenarios we considered. It

would be more realistic to consider dynamic prices determined by the marginal genera-

tion and CO2 abatement technologies. However, this would require integrating our process

model into a more complex grid-scale model that also includes competing technologies,

which falls outside the scope of this chapter.

Another limitation is the assumption that the electricity price signal for the whole year is

known a priori, which is unrealistic in practice and overestimates process performance. In

future work, we are interested in treating the electricity price as an uncertainty and solving

the problem via stochastic programming or rolling-horizon predictive control techniques.
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Table 3.9: Retro�t NPV values with 25% PCC cost reduction for different electricity price signals and CO2 prices (million $)

ERCOT CAISO NYISO MISO-W PJM-W BaseCaseTax HighWindTax HighSolarTax WinterNYTax

100 �726 �447 �704 �635 �422 �626 �730 �718 �466
150 �128 �102 �318 �447 128 �27 �170 �143 112
225 687 1033 568 336 1215 886 708 756 992
300 1468 1868 1356 1107 2044 1797 1589 1662 1885

Table 3.10: Retro�t NPV values with other owner's costs removed and 25% PCC cost reduction for different electricity price signals and
CO2 prices (million $)

ERCOT CAISO NYISO MISO-W PJM-W BaseCaseTax HighWindTax HighSolarTax WinterNYTax

100 �558 �279 �536 �467 �255 �459 �562 �551 �299
150 40 65 �151 �280 295 140 �2 24 280
225 854 1201 735 504 1383 1054 875 924 1160
300 1635 2035 1524 1274 2212 1965 1757 1829 2052

Table 3.11: Retro�t NPV values with natural gas price = $4.27/GJ ($4.5/MMBtu) for different electricity price signals and CO2 prices
(million $)

ERCOT CAISO NYISO MISO-W PJM-W BaseCaseTax HighWindTax HighSolarTax WinterNYTax

100 �1085 �751 �1010 �960 �791 �1159 �1217 �1228 �1006
150 �555 �423 �721 �830 �245 �568 �706 �677 �441
225 188 555 85 �154 699 339 167 219 438
300 966 1365 863 609 1511 1245 1046 1116 1323
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Table 3.12: Retro�t NPV values with natural gas price = $5.69/GJ ($6/MMBtu) for different electricity price signals and CO2 prices
(million $)

ERCOT CAISO NYISO MISO-W PJM-W BaseCaseTax HighWindTax HighSolarTax WinterNYTax

100 �1176 �836 �1085 �1086 �980 �1272 �1289 �1285 �1245
150 �902 �545 �944 �1025 �516 �1157 �1275 �1245 �1057
225 �315 77 �388 �636 164 �260 �418 �358 �181
300 463 858 379 126 969 635 456 528 702
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CHAPTER 4

MULTI-STAGE RETROFIT PLANNING OF INTEGRATED NGCC PLANTS

WITH DIRECT AIR CAPTURE

4.1 Introduction

As the leading power generation technique in the United States [124, 125], natural gas

combined cycle (NGCC) faces imminent challenges in the changing energy landscape.

As the penetration of renewable energy increases, the energy market is becoming more

and more volatile: In California, the “duck curve” for the daily demand is replace by the

“canyon curve”, characterized by a deeper midday drop in net load and a steeper evening

rise, due to the increased solar capacity [126, 127]. In Germany, the high share of solar

power led to record-breaking extended periods of negative electricity prices in 2024 [128,

129]. These volatile electricity demands, along with the urgent need to reduce emissions

to combat climate change, pose signi�cant �nancial and operational challenges for existing

NGCC plants.

Over the years, integrating NGCC with carbon capture techniques, particularly post-

combustion carbon capture (PCC), has been investigated for reducing the carbon footprint

while maintaining high dispatch ef�ciency [130, 131, 132]. PCC is a set of well-studied

carbon capture technologies that capture CO2 from �ue gas after combustion and has been

successfully commercialized. However, its operations are generally less �exible compared

to NGCC and may perform poorly under variable conditions [103, 104]. This issue is exac-

erbated by the volatile energy market mentioned above, which often necessitates frequent

start-ups and shutdowns of NGCC plants to save costs, raising concerns about the feasibil-

ity of the integrated system in a highly �uctuating market. Meanwhile, direct air capture

has gained increasing popularity as a maturing carbon removal technology. It is considered
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more �exible than PCC because it decouples the carbon capture from the point of emis-

sion, making it a promising candidate for decarbonizing NGCCs. However, its operating

cost is signi�cantly higher due to the diluted CO2 concentration in the ambient air [133],

challenging the �nancial justi�cation for such integration.

To tackle all these challenges, our team recently proposed a novel multi-stage NGCC

retro�t plan that incorporates both PCC and DAC techniques, enabling an incremental path-

way for NGCC decarbonization. In this design, the PCC unit is designated to capture up

to 97% of CO2 emissions from the NGCC, while DAC units are added to reach carbon

negativity and enhance system �exibility. This retro�t design includes eight stages with

increasing carbon capture capacities, allowing plant owners to gradually adopt carbon cap-

ture technologies, thereby mitigating technological risks and offering adaptability in policy

compliance. This design incorporates state-of-the-art DAC material and system design. At

the material level, a modular hollow �ber Poly(ethylenimine)-loaded polymer/silica sor-

bent [106] was selected for its low pressure drop and excellent process scalability. At the

system level, a novel heat integration scheme was developed to support DAC sorbent regen-

eration with hot water, utilizing low-grade heat from NGCC to satisfy the intense energy

requirement of DAC. In addition, the scheme allows dynamic heat allocations which in-

creases system �exibility in response to power demand changes. The integrated system

can allocate more heat to the NGCC steam turbine to dispatch additional power when the

electricity price is high and divert heat to capture more CO2 when prices are low.

Although the innovative design resolves some of the key issues in integrating NGCC

with carbon capture units, evaluating the �nancial viability of such a design is highly chal-

lenging. First, the system pro�tability depends primarily on the carbon market and elec-

tricity prices. The carbon market, still in its formative years, evolves slowly and is in�u-

enced by macroeconomic trends, technological advancements, and policy changes, making

it highly uncertain. The current electricity demand-supply dynamics are in�uenced by

hourly prices, which are also directly impacted by the carbon market through the impo-
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sition of emission taxes, further complicating �nancial projections. Moreover, bills sup-

porting carbon removal technologies, such as the In�ation Reduction Act (IRA) [54], add

another layer of complexity. These policies provide �nancial incentives for carbon capture

but are subject to political shifts and economic conditions. Therefore, it is necessary to for-

mulate a multiscale model for the proposed design and evaluate it across various long-term

energy scenarios, ensuring alignment with the yearly evolution of the carbon market and

the hourly �uctuations in energy demand. Finally, it is crucial to incorporate start-ups and

shutdowns into hourly operations as effective means to save costs. As start-up is a 9-hour

consecutive procedure [134], modeling this decision introduces another complexity to the

system dynamics.

Several studies on modeling DAC deployment and operations at the system level have

been published recently. Zolfaghariet al. simulated a standalone DAC process and im-

proved the energy usage via pinch analysis [66]. Arwa and Schell investigated the energy

storage strategy for a standalone DAC system. Zhang and Xu developed a scheduling

scheme for energy systems integrated with PCC, DAC, power-to-gas devices, and com-

bined heat and power generation devices [68]. Wiegneret al. explored the optimal DAC

design and operations in a standalone system or coupled with renewable resources consid-

ering the impact of ambient conditions [69]. Grahamet al.optimized an integrated NGCC

plant with PCC, a lime based DAC system, and a membrane and cryogenic separation sys-

tem over a year [70]. Our prior work modeled a single-stage integration design of NGCC,

PCC, and DAC units based on �xed CO2 prices and electricity price signals up to a year

[134]. To date, there is no published work on modeling DAC systems that take carbon

market uncertainties into consideration.

In this work, we model the novel multi-stage NGCC-PCC-DAC retro�t design and co-

optimize the retro�t and operational decisions across various future energy scenarios from

2030 to 2050. Each integration con�guration, supported with detailed unit design and sim-

ulation, is formulated in a retro�t pathway allowing for annual system progression with
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increasing carbon capture capabilities. The operational decisions of the NGCC system and

the DAC unit are modeled on an hourly basis for the entire time horizon to accurately re�ect

system pro�tability along with carbon market development. To account for uncertainties

in the carbon market, we constructed 12 energy scenarios covering three base CO2 market

price trajectories and two types of carbon capture credits from U.S. bills (IRA and 45Q).

In addition, we generated hourly electricity price signals associated with each base CO2

price. The CO2 prices and electricity prices are used together to determine the pro�tability

of each retro�t design. To tackle the resulting large-scale mixed-integer linear program

(MILP) instances, we developed a new dynamic programming reformulation of the op-

erational model with start-up constraints and a tailored backward induction algorithm to

ef�ciently solve the model to optimality. The solution showcased annual retro�t progres-

sion patterns and operational responses to volatile power demands across different retro�t

stages and scenarios, both revealing the �nancial signi�cance of IRA and 45Q credits.

Lastly, a sensitivity analysis demonstrated that integrated carbon-negative systems, given a

suf�ciently high CO2 price, are able to remain operational without frequent start-ups and

shutdowns despite �uctuating electricity prices.

The rest of the work is organized as follows. Section 4.2 presents a high-level overview

of the proposed multi-stage retro�t design. Section 4.3 provides the problem statement and

the energy scenario setup. Section 4.4 lists the formulation of the full optimization model.

Section 4.5 introduces the model reformulation and the tailored algorithm. Section 4.6

shows the retro�t results, the operational performance, and the sensitivity analysis. Section

4.7 concludes the overall work and discusses future directions.

4.2 Process Overview

This section provides a brief overview of the multi-stage retro�t design. The block dia-

gram is shown in Figure 4.1. The original NGCC plant is the B32A case in [135], which

includes two gas turbines, two heat recovery steam generator (HRSG) systems, and one
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Figure 4.1: Block diagram of the proposed DAC retro�t

steam turbine train with high-pressure (HP), intermediate-pressure (IP), and low-pressure

(LP) turbines. The PCC unit uses standard amine scrubbing technology similar to that used

in the B32B.95 case (Shell Cansolv) in [135]. The DAC unit features modular hollow �ber

Poly(ethylenimine)-loaded polymer/silica sorbents [106] and a novel unit design, which

will be described in a separate publication. The captured CO2 is sent to the compressors

before sequestration. The NGCC unit supports energy consumptions of the newly added

units in the form of electricity, steam (for PCC regeneration), and hot water (for DAC re-

generation, which is the major difference from Figure 3.1). The heat integration scheme

allows variable steam allocation between the LP steam turbine and the DAC unit (in the

form of hot water) for �exible responses to power demand changes. The operating point

of the PCC unit follows the load factor of the NGCC, which can vary between 50% and

100%.

The retro�t design includes seven retro�t stages with varying carbon capture capabil-
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Table 4.1: Overview of retro�t stages

retro�t stage PCC capacity (TPH) DAC capacity (TPH) net power (MW) emission (TPH)

1 0 0 983 343
2 110 0 868 233
3 220 0 760 123
4 330 0 660 13
5 110 166 814 67
6 220 166 706 -43
7 110 332 759 -99
8 220 332 651 -209

ities and dispatch capacities, as listed in Table 4.1 along with the unretro�tted case. The

capture capacities in the stages were determined by the DAC unit design (110 TPH block

as the minimum unit), PCC capture rates, and available heat from NGCC. These stages can

be categorized into three groups. In the �rst group (Stages 2, 3, 4), one, two, and three

sets of DAC blocks are installed to the NGCC plant without any PCC capacity. Each block

has a capture capacity of 110 tonne CO2 per hour (TPH). The second group (Stages 5, 6)

involves the installation of a PCC unit to capture CO2 from the �ue gas of one HRSG sys-

tem, resulting in an overall capture rate of 47.5%. This group also includes DAC capacities

of 110 or 220 TPH. The third group (Stages 7, 8) extends the PCC capture to the second

HRSG system and increases the capture rate to 97%. Stages 6, 7, and 8 allow for a carbon-

negative integrated system when the DAC unit operates at full capacity. No PCC case is

combined with 330 TPH of DAC, as the steam amount from the NGCC unit is not enough

to support both units simultaneously.

4.3 Problem Statement

The overarching objective of our optimization model is to maximize the net present value

(NPV) of an existing NGCC plant considering the proposed staged retro�t design in various

long-term future energy scenarios. If the integration with the carbon capture units makes

the NGCC more pro�table, it will result in a higher NPV and such a design will be selected

in the optimization model solution; Otherwise, the NGCC will remain unretro�tted. The
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time horizon is set to be from 2030 to 2050, where 2030 is considered to be the earliest

time when the DAC technique in this work is commercially ready for deployment.

The model includes yearly retro�t decisions and hourly operational decisions. As pre-

sented in §4.2, there are 8 retro�t stages considered in the model: unretro�tted NGCC, the

“DAC only” case (with three DAC sizes), the “Half PCC” and “Full PCC” cases (both of

which have two DAC sizes). The system is allowed to progress into one of the feasible

next stages at the beginning of each year after 2030, where any stage progression with the

carbon capture capacity increasing is viewed as feasible. More speci�cally, both the DAC

capacity and the PCC capacity in the next year need to be no less than the ones in the

previous year. For example, a “DAC only” case with 110 TPH DAC capacity in 2033 can

progress into “Half PCC” with 220 TPH DAC capacity. Note that a “DAC only” case with

330 TPH DAC capacity cannot proceed into designs with PCC capacities as the remaining

LP steam is not enough to support the PCC unit.

The main operational decisions involve the load factor of the NGCC unit, the LP steam

split, and system start-up/shutdown. The NGCC load factor determines the overall power

and heat output, as well as emission levels. The LP steam split decides the allocation of

the steam usage between power dispatching and DAC sorbent regeneration (once the DAC

unit is installed). The start-up and shutdown decisions allow the system to be turned off to

save costs when it is unpro�table, which is subject to the electricity price, the CO2 price,

and the retro�t stage the system is in.

Besides generating pro�t from dispatching power to the grid, our model incorporates

several carbon-related costs and revenue terms:

• An emission tax is applied to the total CO2 vented from the system. When the PCC is

installed, its capture contribution directly reduces the amount of vented CO2, thereby

decreasing the emission tax.

• A DAC capture credit is applied to the CO2 captured by the DAC system.
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• A PCC capture credit may be applied to the PCC-captured CO2 when “45Q” is in-

cluded in the energy scenario (explained next). This credit is in addition to the PCC

contribution in reducing the emission tax.

• A CO2 sequestration cost is applied to CO2 captured from both the PCC and DAC

systems.

The pro�tability of the overall system depends heavily on the uncertain carbon and elec-

tricity prices over the proposed time horizon, which are in�uenced by numerous factors. To

provide a comprehensive economic assessment of our design, we constructed twelve long-

term energy scenarios to estimate system pro�tability and determine the optimal retro�t

path under various conditions. The con�guration of these scenarios is explained in §4.3.1.

Other modeling assumptions and the methodology of economic assessment are listed in

§4.3.2.

4.3.1 EnergyScenarioSetup

Each energy scenario is composed of annual CO2 prices from 2030 to 2050 and the cor-

responding hourly electricity prices for each year. There are three base CO2 price series

sourced from a publicly accessible Bloomberg report [136] and visualized in Figure 4.2.

The “high” and “low” series were derived from the “removal scenario” and “voluntary mar-

ket scenario” series in the report, while the “medium” series is an interpolation between the

two. The low CO2 series represents the situation where all carbon offset approaches, in-

cluding avoidance offsets like avoided deforestation, are allowed. In such a scenario, the

market will be oversupplied and the prices will average just $21/tonne. The high CO2 series

assumes that the avoidance offsets will be outlawed and only carbon removal is accepted,

which leads to a higher price trajectory that averages $168/tonne and peaks at $253/tonne

in 2038. The medium CO2 series averages $94/tonne and peaks at $136/tonne in 2039.

Assuming a carbon cap-and-trade market exists, these prices are applied to the system

emission taxes and DAC capture credits. In addition to the base CO2 prices, the In�ation
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Figure 4.2: Base CO2 price series from [136]

Reduction Act (IRA) and the 45Q Credit (45Q) are considered for DAC and PCC capture,

respectively. If IRA is applied, the DAC capture credit is set to $180/tonne for the entire

time horizon. This credit price replaces the market prices unless the market price exceeds

this amount, in which case the DAC credit follows the market prices. If 45Q is applied,

a new PCC capture credit is set at $85/tonne for the �rst twelve years. The combination

of the three CO2 price trajectories and two credit terms form the CO2 components in our

twelve energy scenarios, depicted in Figure 4.3. Note that when the high base CO2 price

trajectory exceed the IRA credit level, it replaces the IRA credits as the capture credit for

DAC until the end of the time horizon.

Figure 4.3: CO2 price setup in energy scenarios

For each base CO2 price in the three trajectories, we generated an hourly electricity

price series using GenX. GenX is a con�gurable open-source electricity resource capacity

expansion modeling system in Julia, capable of conducting various types of electricity

system planning studies [137]. One of its key features is its ability to simulate hourly
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electricity demand under different energy policy and carbon market conditions, making

it the only open-source tool currently capable of generating hourly electricity prices under

various CO2 market prices. To apply the base CO2 prices in the capacity expansion planning

model, we updated the CO2 tax level on fossil-fuel �red power plants in the input generator

data of the “Basecase ” scenario in [117], following a similar set of assumptions in the

original dataset for a nationwide grid system. The resulting electricity prices are used

as hourly prices for the corresponding years in our energy scenarios, with the minimum

electricity prices adjusted to zero instead of allowing negative values.

4.3.2 ModelingAssumptionsandEconomicAssessmentMethodology

In addition to the energy scenarios, our main modeling assumptions include:

1. No construction time consumption accounted for in the model. In other words,

retro�tting the NGCC system does not affect its operational period.

2. The NGCC is allowed to start up and shut down a maximum of 5 times per year to

avoid equipment fatigue, unless speci�ed otherwise.

3. Each start-up requires a consecutive 9-hour procedure based on our previous model-

ing work [134], while shutdowns can be done instantly.

4. The load range of the NGCC unit during normal dispatching is set between 50% and

100%, with the ability to adjust its load factor freely within this range each hour.

We calculate the NPV from the perspective of the owner of an existing NGCC, exclud-

ing the the capital cost of the NGCC. Accordingly, we also model an unretro�tted NGCC

in the same energy scenarios and calculate its NPV to represent the opportunity cost of not

applying our retro�t design. Note that “unretro�tted” is included as the staring point in

our retro�t path, so if the proposed retro�t is unpro�table, the model will default to this

baseline, resulting in the same NPV.

We adopted the following economic data from [118, 119]:
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1. 25.74% income tax rate, 2.94% interest rate

2. Deprecation method: 20-year 150% declining balance, starting from the year after

retro�t

3. Distribution of capital cost over the capital expenditure: 2-year, 30%/70%

4. CO2 transportation cost: $10/tonne CO2

5. Fuel cost: $3.63/GJ ($3.83/MMBtu)

4.4 Full Optimization Model

The complete optimization model is described in this section. It is made of two sets of

decisions with different time granularities: (1) retro�t decisions to be made annually, and

(2) operational decisions to be made hourly each year. The retro�t decisions determine the

capital investments for the newly added units and the operational behaviors in power dis-

patching, carbon emission and capture. In turn, the operational decisions (including NGCC

load level, heat allocation, and start-up/shutdown activities) re�ect the system pro�tability

subject to the electricity signals and CO2 prices at the hour. These two decision sets are

tightly coupled and together determine the overall �nancial viability of the proposed retro�t

design under speci�c energy scenarios.

In addition to common linear programming expressions, this model also utilizes dis-

junctive programming [121] formulations. Disjunctive programming is a technique that

use boolean variables and disjuncts to represents sets of disjunctive discrete decisions on

a high level, which is suitable for formulating retro�t decisions and operational modes in

a concise manner. Notationally, we use capitalized letters (W, Y) to represent boolean

variables, while their corresponding small letters (w, y) represent the associated binary

variables. Typical continuous variables start withx followed by the entities represented,

e.g., Power, CO2, Heat, etc. Parameters are named in the similar way except they start with
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a or b. A complete nomenclature table is given in Appendix C.1. All continuous variables

are required to be nonnegative unless speci�ed otherwise.

This section is organized as follows: §4.4.1 describes the rules of annual retro�t pro-

gression; §4.4.2 lists the operational decisions of the system, where the operational mode

rules are de�ned �rst and the behaviors of each unit are provided next; §4.4.3 provides the

costs and pro�ts associated with the retro�t and operational decisions; Finally, the objective

function is provided last in §4.4.4.

4.4.1 Retro�t StageProgressionLogic

As stated in §4.2, there are 8 possible retro�t stages with different PCC and DAC capacities.

We allow the system to progress from a prior stage into a latter one in the given pathways

every year. To model this, we �rst de�ne index sets. LetN := f 2030; : : : ; 2050g denote

the set of years in the time horizon, andN 0 := N n f 2030g denote the year set without

the initial year. LetI := f 1; : : : ; 8g denote the retro�t stages. The progress paths can be

de�ned by I � I � I which is composed of retro�t stage pairs(i; i 0), wherei represents

the prior stage andi 0 represents the new stage in a retro�t path.

The following boolean variables are de�ned to represent the retro�t decisions and

retro�t stages, respectively:

• Wn;i;i 0 for n 2 N 0; (i; i 0) 2 I : If the system progresses from stagei into stagei 0 at

the beginning of yearn;

• W 0
n;i for n 2 N; i 2 I : If system is in retro�t stagei in yearn.

At the beginning of each year, the system has the freedom to progress into one of the

feasible next stages or stay in the same stage:

Y(i;i 0)2I Wn;i;i 0; 8 n 2 N 0; (4.1)

where the exclusively-or sign (Y) means that one of the retro�t paths inI has to be chosen
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every year. Note that we allowi 0 = i to represent the decision that the system stays in the

same stage.

In each year, the system can only be in one stage:

Yi 2 I W 0
n;i ; 8 n 2 N: (4.2)

The two variables are linked in the following constraint:

Wn;i;i 0 () W 0
n� 1;i ^ W 0

n;i 0; 8 n 2 N 0; (i; i 0) 2 I : (4.3)

Progressions that are not included inI are forbidden:

W 0
n� 1;i Y W 0

n;i 0; 8 n 2 N 0; (i; i 0) 2 I � I n I : (4.4)

Lastly, the system starts at Stage 1 (i.e., unretro�tted NGCC) at the beginning of the

time horizon:

W 0
2030;1 = True: (4.5)

4.4.2 SystemOperations

As stated in §4.2, the system has three operational decisions: (1) adjusting the NGCC load

factor in the given range, (2) adjusting the heat allocation between LP steam turbine power

generation and DAC sorbent regeneration (when the DAC is installed), and (3) starting

up/shutting down the system. The �rst two decisions are impacted by both the system

retro�t stage and the NGCC state (whether it is off, in normal operations, or during start-

up). In turn, they determine the behaviors of each unit. The operational mode logic that

describes the NGCC state is �rst explained in this section, then the unit behaviors are given

one by one.

131



Operational Mode Logic

The NGCC start-up is a multi-hour continuous procedure, while the shutdown can be con-

ducted within an hour. Therefore, letJ := f off ; startup ; dispatch g denote the three

potential NGCC operational modes. Lett 2 T := f 1; 2; : : : ; 8760g denote the set of hours

in a year,T0 := T n f 1g denote the hour set without the �rst hour. Similar to the retro�t

logic, we de�ne two boolean variables to represent the start-up decisions and system states,

respectively:

• Yn;t for n 2 N , t 2 T: If the NGCC starts up, i.e., transitions fromj = off to

j = startup , at the beginning of hourt in yearn;

• Y 0
n;t;j for n 2 N , t 2 T, j 2 J : If the system is in operational modej at hourt in

yearn.

In each hour, the system can only be in one operational mode:

Yj 2 J Y 0
n;t;j 8 n 2 N; t 2 T: (4.6)

The operational mode transition follows the order of “off ! startup ! dispatch

! off ...”:

Y 0
n;t � 1;off =) Y 0

n;t; off Y Y 0
n;t; startup ; 8 n 2 N; t 2 T0;

Y 0
n;t � 1;startup =) Y 0

n;t; startup Y Y 0
n;t; dispatch ; 8 n 2 N; t 2 T0;

Y 0
n;t � 1;dispatch =) Y 0

n;t; dispatch Y Y 0
n;t; off ; 8 n 2 N; t 2 T0:

(4.7)

The start-up variableYn;t is linked withY 0
n;t;j as follows:

Yn;t () Y 0
n;t � 1;off ^ Y 0

n;t; startup ; 8 n 2 N; t 2 T0: (4.8)

After the start-up initiates, the system should stay in the mode throughout the start-up
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period, which is described by the following constraint with the start-up hour setTst :=

f 1; : : : ; 9g.

Yn;t ()
^

t002 T st ;
t+ t00� 12 T

Y 0
n;t + t00� 1;startup 8 n 2 N; t 2 T: (4.9)

We specify that the total start-up times do not exceedaTimesst,max times to avoid ex-

cessive equipment fatigue. Generally, the value ofaTimesst,max is set to 5, unless speci�ed

otherwise.
X

t2 T

yn;t � aTimesst,max; 8 n 2 N: (4.10)

Lastly, we specify that the system starts in the “dispatch ” mode at the beginning of

each year:

Y 0
n;1;dispatch = True; 8 n 2 N: (4.11)

NGCC Operations

The NGCC unit is the center of the system and determines the power dispatched to the grid,
the energy available for the carbon capture units, and the initial emissions and fuel usage.
Its load factor is determined by the system operational mode: (1) it is free within the given
range whenj = dispatch , or (2) it is zero whenj = off , or (3) it follows a certain
trajectory whenj = startup . Meanwhile, its dispatch capacity and heat allocation
volume depends on the system retro�t stagei . Therefore, we use a nesteddisjunctionto
describe its behavior:
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_

i 2 I

8
>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>><

>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>:

W 0
n;i 2

6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
4

Y 0
n;t; dispatch

aLoadmin � xLoadn;t � aLoadmax

xFueln;t = aFuel � xLoadn;t

xCO2�ue
n;t = aCO2�ue � xLoadn;t

xPowerHP
n;t = aPowerHP � xLoadn;t + bPowerHP

xPowerIPn;t = aPowerIPi � xLoadn;t + bPowerIPi
xPoweraux

n;t = aPoweraux
i � xLoadn;t + bPoweraux

i

xHeatDAC,base
n;t = aHeatDAC,base

i � xLoadn;t + bHeatDAC,base
i

xSteamallocable
n;t = aSteamalloc

i � xLoadn;t + aSteamalloc
i

3

7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
5

Y

2

6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
4

Y 0
n;t; startup

xLoadn;t =
X

t002 T st ; t � t00+1 � 0

aLoadst
t00 � yn;t � t00+1

xFueln;t = 0

xCO2�ue
n;t = 0

xPowerHP
n;t = 0

xPowerIPn;t = 0

xPoweraux
n;t = 0

xHeatDAC,base
n;t = 0

xSteamallocable
n;t = 0

3

7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
5

Y

2

6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
4

Y 0
n;t; off

xLoadn;t = 0

xFueln;t = 0

xCO2�ue
n;t = 0

xPowerHP
n;t = 0

xPowerIPn;t = 0

xPoweraux
n;t = 0

xHeatDAC,base
n;t = 0

xSteamallocable
n;t = 0

3

7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
5

9
>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>=

>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>;

; 8 n 2 N; t 2 T:

(4.12)

In the expression above, we use disjuncts (i.e., expressions collected in different blocks

organized by brackets) to represent all possible NGCC operations in the combination of

operational modes (in the inner disjuncts) and retro�t stages (in the outer disjuncts). In
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each disjunct, we associate a set of constraints with one speci�c boolean variable at the top

of the block to indicate that these equations are only in effect when the boolean variable is

true. The semantics of each inner block are explained below.

When the NGCC is in the dispatch mode, the load factorxLoadn;t can be a variable

within the load range[aLoadmin; aLoadmax] = [50; 100]. The fuel usagexFueln;t and the

CO2 amount in the �ue gasxCO2�ue
n;t are proportional to the load factor. The power amounts

from HP and IP steam turbines (xPowerHP
n;t , xPowerIPn;t ) are both linear functions of the load

factor. While the HP steam turbine power function is constant, the IP steam turbine power

function depends on the retro�t stagei as the PCC unit requires IP steam for regeneration

and hence lowers the IP steam turbine capacity. This is captured by the indexed parameters

aPowerIPi andbPowerIPi whose values are determined byW 0
n;i in the outer disjunctions. The

rest terms, auxiliary power usage (xPoweraux
n;t ), base DAC heat (xHeatDAC,base

n;t ), and allocable

steam (xSteamallocable
n;t ), are correlated to the load factor in a similar manner. The heat/steam

allocation is explained later in §4.4.2.

When the system is in the start-up procedure, the load factor follows a speci�c trajec-

tory f aLoadst
1 ; : : : ; aLoadst

9g according to our simulation [134]. The trajectory tracking is

achieved withyn;t whose associated boolean variableYn;t represents the initiation of the

start-up procedure. When the start-up initiates at a prior hour(t � t00+ 1) , the current

hour t is thet00-th hour in the start-up and hencexLoadn;t = aLoadst
t00. Similarly, the fuel

usage and CO2 emissions also follow �xed trajectories during start-up, but we decide to

lump their corresponding economic impacts into a start-up cost parameteraCostst
n and set

the variables to zero for simplicity. The steam production during start-up is assumed to be

only enough to operate the PCC unit and generate enough electricity to cover the auxiliary

power demand. Therefore, the rest terms are all assumed to be zero too.

When the NGCC is off, all the terms are set to zero as no power or heat is available, no

fuel is consumed, and no carbon is emitted.
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Steam/Heat Allocation

When the DAC unit is installed and the NGCC is in the dispatch mode, there is a �xed

portion of LP steam heat from the HRSG that is sent to the DAC unit (in the form of hot

water) because of the heat integration design. This part is represented byxHeatDAC,base
n;t and

is described in the prior section. The rest LP steam (xSteamallocable
n;t ) is allocable between the

LP steam turbine (xSteamLP
n;t ) for extra power generation and the DAC unit (xHeatDAC,extra

n;t ):

xSteamallocable
n;t = xHeatDAC,extra

n;t + xSteamLP
n;t ; 8 n 2 N; t 2 T: (4.13)

The total DAC heat amount is the sum of the base and extra terms:

xHeatDAC,total
n;t = xHeatDAC,base

n;t + xHeatDAC,extra
n;t ; 8 n 2 N; t 2 T: (4.14)

DAC Operations

The DAC operation is represented by the hourly CO2 capture amount by the unitxCO2DAC
n;t .

The capture is affected by the DAC unit capacityxSizeDAC
n , which is determined by the

retro�t stage the system is in, and the heat dedicated to the DAC unitxHeatDAC
n;t speci�ed

above. Its power usage is proportional to the CO2 capture amount.

_

i 2 I

2

6
4

W 0
n;i

xSizeDAC
n = aSizeDAC

i

3

7
5 ; 8 n 2 N; (4.15)

xCO2DAC
n;t � xSizeDAC

n ; 8 n 2 N; t 2 T; (4.16)

xCO2DAC
n;t = xHeatDAC

n;t =aHeatDAC; 8 n 2 N; t 2 T; (4.17)

xPowerDAC
n;t = aPowerDAC � xCO2DAC

n;t ; 8 n 2 N; t 2 T: (4.18)
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PCC Operations

Similar to DAC, the operation of the PCC unit is characterized by the CO2 capture amount

xCO2PCC
n;t , which is proportional to CO2 amount in the �ue gas. The capture ratio is also

determined by the retro�t stage. The processed �ue gas is vented from the PCC unit and its

CO2 amount is denoted asxCO2vent,PCC
n;t . The PCC power usagexPowerPCC

n;t is proportional

to the amount of PCC-captured CO2.

_

i 2 I

2

6
4

W 0
n;i

xCO2PCC
n;t = aCO2PCC

i � xCO2�ue
n;t

3

7
5 ; 8 n 2 N; t 2 T; (4.19)

xCO2vent,PCC
n;t = xCO2�ue

n;t � xCO2PCC
n;t ; 8 n 2 N; t 2 T; (4.20)

xPowerPCC
n;t = aPowerPCC � xCO2PCC

n;t ; 8 n 2 N; t 2 T: (4.21)

Power Generation and Usage

The gross power generationxPowertotal
n;t comes from both the gas turbine (xPowerGT

n;t ) and

the steam turbines (xPowerST
n;t ). The gas turbine power is proportional to the load factor.

The steam turbine power is made of the HP, IP, and LP powers, where the �rst two are

described in §4.4.2 and the last onexPowerLP
n;t is determined by the steam amount allocated

to the LP steam turbine. The net power that is dispatched to the gridxPowernet
n;t is the dif-

ference between the gross power and all the power usage terms, including the compressor

power usagexPowercompr
n;t which is a weighted sum of captured CO2 amounts by PCC and

DAC.

137



xPowertotal
n;t = xPowerGT

n;t + xPowerST
n;t ; 8 n 2 N; t 2 T; (4.22)

xPowerGT
n;t = aPowerGT � xLoadn;t ; 8 n 2 N; t 2 T; (4.23)

xPowerST
n;t = xPowerHP

n;t + xPowerIPn;t + xPowerLP
n;t ; 8 n 2 N; t 2 T; (4.24)

xPowerLP
n;t = aPowerLP � xSteamLP

n;t ; 8 n 2 N; t 2 T; (4.25)

xPowernet
n;t = xPowertotal

n;t � xPowerPCC
n;t � xPowerDAC

n;t

� xPowercompr
n;t � xPoweraux

n;t ; 8 n 2 N; t 2 T; (4.26)

xPowercompr
n;t = aPowercompr,PCC� xCO2PCC

n;t

+ aPowercompr,DAC � xCO2DAC
n;t ; 8 n 2 N; t 2 T: (4.27)

4.4.3 CostsandPro�ts

As stated earlier, the retro�t decisions determine the capital investments, while the opera-

tional decisions determine hourly costs and pro�ts. Each cost and pro�t term is explained

one by one in this section.

Annual Costs

The capital cost each yearxCostcap
n is determined by the retro�t stage progression decision:

_

(i;i 0)2I

2

6
4

Wn;i;i 0

xCostcap
n = aCostcap

i;i 0

3

7
5 ; 8 n 2 N 0: (4.28)

Meanwhile, the annual �xed O&MxCostFOM
n cost is determined by which retro�t stage

the system is at:

_

i 2 I

2

6
4

W 0
n;i

xCostFOM
n = aCostFOM

i

3

7
5 ; 8 n 2 N: (4.29)
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Hourly Operational Costs

The hourly costxCostop
n;t consists of the variable O&M costxCostVOM

n;t , the CO2 transporta-

tion and storage costxCostCO2,TS
n;t , the CO2 emission taxxCostCO2,tax

n;t , the start-up penalty

xCostst
n;t , and the fuel costxCostfuel

n;t :

xCostop
n;t = xCostVOM

n;t + xCostCO2,TS
n;t + xCostCO2,tax

n;t

+ xCostst
n;t + xCostfuel

n;t ; 8 n 2 N; t 2 T (4.30)

The variable O&M cost is made of the ones for each unit, where the ones for the NGCC,

PCC, and PCC compressor are correlated to the NGCC load factor, while the ones for the

DAC and DAC compressor are correlated to the DAC-captured CO2. The unit VOM costs

of NGCC, PCC, and PCC compressor are subject to the retro�t stage.

xCostVOM
n;t = xCostVOM,NGCC

n;t + xCostVOM,PCC
n;t

+ xCostVOM,PCC,compr
n;t + xCostVOM,DAC

n;t

+ xCostVOM,DAC,compr
n;t ; 8 n 2 N; t 2 T

(4.31)

_

i 2 I

2

6
6
6
6
6
6
6
6
4

W 0
n;i

xCostVOM,NGCC
n;t = aCostVOM,NGCC

i � xLoadn;t

xCostVOM,PCC
n;t = aCostVOM,PCC

i � xLoadn;t

xCostVOM,PCC,compr
n;t = aCostVOM,PCC,compr

i � xLoadn;t

3

7
7
7
7
7
7
7
7
5

; 8 n 2 N; t 2 T

(4.32)

xCostVOM,DAC
n;t = aCostVOM,DAC � xCO2DAC

n;t ; 8 n 2 N; t 2 T;

(4.33)

xCostVOM,DAC,compr
n;t = aCostVOM,DAC,compr � xCO2DAC

n;t ; 8 n 2 N; t 2 T:

(4.34)
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The CO2 transportation and storage costxCostCO2,TS
n;t is associated with the total cap-

tured CO2 amount from both the PCC and DAC units:

xCostCO2,TS
n;t = aCostCO2,TS� (xCO2PCC

n;t + xCO2DAC
n;t ); 8 n 2 N; t 2 T: (4.35)

The vented �ue gas from the PCC unit is taxed based on its CO2 content and the CO2

tax price at the time. Note that if no PCC unit is installed,xCO2vent,PCC
n;t = xCO2�ue

n;t .

xCostCO2,tax
n;t = aPriceCO2,tax

n � xCO2vent,PCC
n;t ; 8 n 2 N; t 2 T: (4.36)

The fuel cost is denoted asxCostfuel
n;t :

xCostfuel
n;t = aCostfuel � xFueln;t ; 8 n 2 N; t 2 T: (4.37)

Lastly, the start-up penaltyxCostst
n;t is correlated to the occurrence of start-up events

marked byyn;t = 1. The unit cost is composed of the fuel cost and the CO2 emission tax.

xCostst
n;t = aCostst � yn;t ; 8 n 2 N; t 2 T (4.38)

Pro�ts

The hourly gross pro�txPro�t n;t comes from power dispatching and carbon capture:

xPro�t n;t = xPro�t elec
n;t + xPro�t CO2

n;t ; 8 n 2 N; t 2 T: (4.39)

The power valuexPro�t elec
n;t is determined by the net power and the unit electricity price

at the houraPriceelec
n;t :

xPro�t elec
n;t = aPriceelec

n;t � xPowernet
n;t ; 8 n 2 N; t 2 T: (4.40)
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The CO2 capture creditxPro�t CO2
n;t is determined by the DAC-captured CO2 and the

annual CO2 capture creditaPriceCO2,credit
n :

xPro�t CO2
n;t = aPriceCO2,credit

n � xCO2DAC
n;t ; 8 n 2 N; t 2 T: (4.41)

Additionally, when 45Q credit is considered, an extra credit term related to PCC-captured

CO2 is included:

xPro�t CO2
n;t = aPriceCO2,credit

n � xCO2DAC
n;t + aPriceCO2,credit,45Q

n � xCO2PCC
n;t ; 8 n 2 N; t 2 T:

(4.410)

The hourly net pro�txPro�t net,h
n;t is the difference between the gross pro�t and the hourly

operational cost. The annual net pro�txPro�t net
n is the sum of the hourly ones deducting

the annual �xed O&M cost.

xPro�t net,h
n;t = xPro�t n;t � xCostop

n;t ; 8 n 2 N; t 2 T; (4.42)

xPro�t net
n =

X

t2 T

xPro�t net,h
n;t � xCostFOM

n ; 8 n 2 N: (4.43)

4.4.4 ObjectiveFunction

The objective of the model is to maximize the net pro�t over the time horizon, which is

determined by the annual net pro�ts and the capital costs:

max
X

n2 N

aPro�t net,r
n � xPro�t net

n �
X

n2 N 0

aCostcap,r
n � xCostcap

n (4.44)

These cost and pro�t terms are weighted with their corresponding coef�cients to convert

them into present values.
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4.5 Decomposed Models & Dynamic Programming Algorithm

It is computationally challenging to solve the full optimization model directly. In addition

to the big amount of binary variables (� 736k), those binary variables are also strongly

coupled together (from nested disjunctions in Eq. (4.12) and constraints like Eq. (4.9) and

(4.10)). This motivated us to develop a decomposition framework and a tailored dynamic

programming algorithm that are explained below.

One insight about the full model structure is that the hourly operations in the same year

can be grouped as a standalone model parametric to the retro�t stage. As the operations in

different years do not affect each other and they have no impact on the upper-level retro�t

decisions, we can formulate them as independent subproblems and decompose the original

problem into these subproblems and a master problem with retro�t decisions. If we are

able to solve the subproblems ef�ciently, we can then easily tackle the master problem.

Another insight comes from the observation around the structure within the claimed

subproblems: the operations are only coupled by the start-up procedure (i.e., Eq. (4.9) and

(4.10)). If such dependencies can be circumvented, then the operations of each hour can

be further decomposed and optimized individually. This can be achieved by reformulat-

ing the subproblems as dynamic programming problems and solving them with backward

induction.

In this section, we �rst provide a decomposition framework in §4.5.1, then explain the

dynamic programming reformulation in §4.5.2. A specialized backward induction algo-

rithm is introduced in §4.5.3.

4.5.1 DecomposedModels

We propose to reformulate the original full model into the following retro�t model, where a

new parameter~aPro�t net
n;i is introduced as the optimal net pro�t in yearn when the system
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is in retro�t stagei :

max
X

n2 N

X

i 2 I

~aPro�t net
n;i � w0

n;i �
X

n2 N 0

X

(i;i 0)2I

aCostcap,r
n � aCostcap

i;i 0 � wn;i;i 0

s:t : Eq. (4.1)–(4.5):

(M-R)

The new objective function is equivalent to Eq. (4.44). The �rst term represents the

annual net pro�ts: As~aPro�t net
n;i represents the optimal net pro�t for a given stage andw0

n;i

represents the choice of the stage for a given year,
P

i 2 I ~aPro�t net
n;i � w0

n;i is the optimal

net pro�t for the yearn (Eq. (4.2) guarantees that only one retro�t stage will be chosen).

The second term in the objective function is an alternative representation of the capital

investment wherexCostcap
n is replaced withaCostcap

i;i 0 � wn;i;i 0 according to Eq. (4.28).

The new parameter~aPro�t net
n;i is the optimal solution of the following operational model

with n andi �xed:

~aPro�t net
n;i = max aPro�t net,r

n � xPro�t net
n

s:t : Eq. (4.6)–(4.27), (4.29)–(4.43);

W 0
i;n = true; N = f ng; I = f ig:

(M-O)

By limiting both sets as singletons, we narrow the time horizon into a single year and

effectively eliminate theW 0
i;n disjunction. This in turn simpli�es Eq. (4.12), (4.15), (4.19),

(4.29), and (4.32). By plugging (M-O) back into (M-R), we obtain the original full model

(with Eq. (4.28) reformulated in the objective function), thus proving the equivalence of

the original model and (M-R).

The reformulated model structure allows us to solve the operational models of�ine to

obtain~aPro�t net
n;i and solve the retro�t model easily which only has� 800 binary variables.

However, each single operational model still has� 35,000 binaries, which is expensive to

solve at scale for each year and each retro�t stage. This prompted us to reformulate the

model as a dynamic programming problem and develop a specialized algorithm described
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in the next sections.

4.5.2 BellmanEquationReformulation

The hourly operational decisions are coupled in the model (M-O) by two constraints: (1)

Eq. (4.9) requires the start-up procedure to be completed in consecutive 9 hours, which

couples variables in all 9-hour blocks; (2) Eq. (4.10) limits the total number of start-ups,

which couples start-up decisions across all hours. This forces us to tackle the operational

model containing 8760 hours as a whole which slows down the solving process. If we can

�nd an alternative formulation with more localized dependencies, we may further decom-

pose and accelerate the solving procedure. This can be done via introducing two new state

variables and transforming (M-O) into a Bellman equation.

We �rst introduce� n;t to represent the NGCC state at thebeginningof hourt:

� n;t :=

8
>>>>><

>>>>>:

0; NGCC is off in hourt � 1;

i; NGCC has been in the start-up process fori hours; i 2 �Tst := Tst n fj Tst jg;

9; NGCC is ready for dispatch;

8 n 2 N; t 2 T: (4.45)

The second line indicates that� n;t records the hourly position of the start-up procedure for

i = 1; : : : ; 8. When the unit is in the start-up process for 9 hours at the beginning of hourt,

it has completed the start-up and is ready for dispatch, as described in the third line. Note

that this de�nition leads to a correspondence withY 0
n;t � i for somei 2 �Tst, instead of the

current hourt. This will be explained later.

We then use� n;t 2 �( � n;t ) to represent the action taken at hourt, where�( � n;t ) denotes

144



the set of actions available at state(� n;t ). More speci�cally,

8
>>>>>><

>>>>>>:

�(0) = f stay-off ; init-start-up g;

�( i ) = f cont-start-up g; i 2 �Tst;

�(9) = f dispatch ; shut-down g:

(4.46)

The semantics of these actions are self-explanatory.

The current state and the action together determine the next NGCC state:

� n;t +1 = ' (� n;t ; � n;t ) =

8
>>>>>>>>>>>>>><

>>>>>>>>>>>>>>:

0; � n;t = 0; � n;t = stay-off ;

1; � n;t = 0; � n;t = init-start-up ;

� n;t + 1; � n;t 2 �Tst; � n;t = cont-start-up ;

9; � n;t = 9; � n;t = dispatch ;

0; � n;t = 9; � n;t = shut-down ;

8 n 2 N; t 2 �T := T n fj Tjg: (4.47)

The new state-action pair corresponds to the original boolean variablesY 0
n;t;j andYn;t

that represent the NGCC state and the start-up initiations. However, the correspondence is

not between(Y 0
n;t;j ; Yn;t ) and(� n;t ; � n;t ) for each individual time point, but rather between

theirsequences. The correspondence and their relations with the NGCC state are visualized

in Figure 4.4. The full correspondence is listed in Table 4.2.

Figure 4.4 shows a 3-hour process that covers all three NGCC states:on at houri , off

at houri + 1, startup at houri + 2. Describing such a process with the original boolean

variables is straightforward, as we only need to assignY 0
n;t;j correspondingly in each hour

andYn;i +2 = true. However, it is more complicated when we describe the same process

with the new state-action pair. At the beginning instant of houri , the system was ready for

dispatch, leading to� n;i = 9. As the system continues dispatching during hourt, the action
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Figure 4.4: Schematic of the correspondence between(Y 0
n;t;j ; Yn;t ) and(� n;t ; � n;t )

at hourt is � n;i = dispatch . These two decides the next state� n;i +1 = 9 according to

Eq. (4.47). The next values for the state-action pair follow similar derivations. This �gure

shows that the the temporal semantics of the boolean variables in the original models and

� n;t are slightly different. The former refer to the overall NGCC state throughout the entire

hour, while the latter only refers to the NGCC state at the beginning instant of the hour.

Only the state-action pair fully describes the NGCC state for the hour.

When we break the sequences into individual hours, the correspondence is further com-

plicated in Table 4.2. As the state-action pair at hourt involves the information at the

beginning of the hour which is irrelevant in the boolean variable representation, it some-

times leads to one-to-many maps in the correspondence. Take theoff state as an exam-

ple. While the boolean variable only has one way to indicate this state (Y 0
n;t; off = true),

there are two possible values for state-action pairs:(� n;t ; � n;t ) = (9 ; shut-down ), cor-

responding to the hour that the NGCC unit is turned off (e.g., houri + 1 in Figure 4.4);
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(� n;t ; � n;t ) = (0 ; stay-off ), corresponding to the hour that the NGCC unit stays off and

the shutdown happens before hourt.

Table 4.2: Correspondence between(Y 0
n;t;j ; Yn;t ) and(� n;t ; � n;t )

NGCC state off in start-up process fori hours dispatch

Y 0
n;t;j Y 0

n;t; off Y 0
n;t; startup Y 0

n;t; dispatch
Yn;t - Yn;t � i +1 ; i 2 T st -

(� n;t ; � n;t ) pair
(0; stay-off ) (0; init-start-up )

(9; stay-dispatch )
or (9; shut-down ) or (i � 1; cont-start-up )

We then introduce the second state variableytotal
n;t to represent the total number of start-

ups from the starting hour to the beginning instant of hourt. As Eq. (4.10) requests that the

total number does not exceedaTimesst,max = 5 every year, we de�neK := f 0; 1; : : : ; 5g 3

ytotal
n;t to represent the value set ofytotal

n;t . Its transition is also linked to� n;t :

ytotal
n;t +1 =  (ytotal

n;t ; � n;t ) =

8
>><

>>:

ytotal
n;t + 1; � n;t = init-start-up ;

ytotal
n;t ; otherwise;

8 n 2 N; t 2 �T :

(4.48)

With the new state variables we are able to rewrite the constraints involvingY 0
n;t;j and

Yn;t . Eq. (4.6), (4.7), and (4.9) are naturally covered by the de�nition of� n;t and its transi-

tions. Similarly, Eq. (4.8) is replaced by (4.48). The initial condition (4.11) can be rewritten

as

� n;1 = 9; � n;1 = dispatch ; 8 n 2 N: (4.49)

The NGCC operations (4.12) can be reformulated as the conditional expression of con-

straint blocks below. Note that the outer disjuncts are removed for simplicity asW 0
i;n is
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effectively eliminated in the operational model.
8
>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>><

>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>>:

2

6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
4

aLoadmin � xLoadn;t � aLoadmax

xFueln;t = aFuel � xLoadn;t

xCO2�ue
n;t = aCO2�ue � xLoadn;t

xPowerHP
n;t = aPowerHP � xLoadn;t + bPowerHP

xPowerIPn;t = aPowerIPi � xLoadn;t + bPowerIPi

xPoweraux
n;t = aPoweraux

i � xLoadn;t + bPoweraux
i

xHeatDAC,base
n;t = aHeatDAC,base

i � xLoadn;t + bHeatDAC,base
i

xSteamallocable
n;t = aSteamalloc

i � xLoadn;t + aSteamalloc
i

3

7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
5

; � n;t = 9 ; � n;t = dispatch ;

2

6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
4

xLoadn;t = aLoadst
� n;t +1

xFueln;t = 0

xCO2�ue
n;t = 0

xPowerHP
n;t = 0

xPowerIPn;t = 0

xPoweraux
n;t = 0

xHeatDAC,base
n;t = 0

xSteamallocable
n;t = 0

3

7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
5

;
� n;t = 0 ; � n;t = init-start-up ;

or � n;t 2 �T st ; � n;t = cont-start-up ;

2

6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
6
4

xLoadn;t = 0

xFueln;t = 0

xCO2�ue
n;t = 0

xPowerHP
n;t = 0

xPowerIPn;t = 0

xPoweraux
n;t = 0

xHeatDAC,base
n;t = 0

xSteamallocable
n;t = 0

3

7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
7
5

;
� n;t = 0 ; � n;t = stay-off ;

or � n;t = 9 ; � n;t = shut-down ;

8 n 2 N; t 2 T:
(4.50)

Note that� n;t + 1 is used as the index foraLoadst
t00 in the second block as it represents the

hourly position of the start-up.
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The start-up cost constraint (4.38) can be replaced with a conditional expression:

xCostst
n;t =

8
>><

>>:

aCostst; � n;t = init-start-up ;

0; otherwise,
8 n 2 N; t 2 T: (4.51)

In addition, we add the initial condition forytotal
n;t :

ytotal
n;1 = 0; 8 n 2 N: (4.52)

Now we are able to reformulate (M-O) as the following new model, where the interde-

pendencies across all time points are now replaced with sequential, localized couplings:

max aPro�t net,r
n � xPro�t net

n

s:t : Eq. (4.13)–(4.27), (4.29)–(4.37), (4.39)–(4.43);

Eq. (4.46)–(4.52);

N = f ng; I = f ig:

(M-O0)

Lastly, we further reformulate the new model into its Bellman equation form. Letxn;t

denote all the continuous variables at hourt in (M-O). For a given state(� n;t ; ytotal
n;t ) at hour

t, the hourly maximum net pro�t with the action� n;t can be represented by

Fn;t (� n;t ; ytotal
n;t ; � n;t ) := max

x n;t
xPro�t net,h

n;t

s:t : Eq. (4.13)–(4.27), (4.29)–(4.37), (4.39)–(4.43);

Eq. (4.50), (4.51),

N = f ng; I = f ig; T = f tg:

(M-O0-H)

It is worth noting thatFn;t is independent of the value ofytotal
n;t . Therefore, we may use

Fn;t (� n;t ; �; � n;t ) next to represent anyFn;t subject to� n;t and� n;t for simplicity.
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Let Vn;t (� n;t ; ytotal
n;t ) denote the optimal net pro�t at the given state from hourt to the last

hour in yearn. Then clearly

Vn;1(� n;1; ytotal
n;1 ) = max

� n; 1 ;:::;� n; j T j

X

t2 T

Fn;t (� n;t ; ytotal
n;t ; � n;t )

s:t : Eq. (4.46)–(4.49), (4.52);

N = f ng; I = f ig;

= max
� n; 1

�
Fn;1(� n;1; ytotal

n;1 ; � n;1) + Vn;2(� n;2; ytotal
n;2 )

�

s:t : Eq. (4.46)–(4.49), (4.52);

N = f ng; I = f ig;

(M-OB)

in which Eq. (4.46)–(4.48) describe the transitions while Eq. (4.49) and (4.52) describe the

initial conditions, making (M-OB) the Bellman equation form of the operational model.

This allows us to develop a tailored backward induction algorithm described next.

4.5.3 TailoredBackwardInductionAlgorithm

A general backward induction method is capable of solving (M-OB) by evaluatingVt from

the endpoint of the horizon back to the beginning hour step-by-step [138]. However, such

an algorithm requires the estimation ofVt for jK j � (jTst j + 1) = 60 states. The number

of the states can be further reduced with the following observation: there is a �xed� n;t

trajectory during the start-up procedure. When� n;t 2 �Tst = f 1; : : : ; 8g, there is only one

possible action, not only for� n;t , but also for the states before and after it, as speci�ed

in Eq. (4.46). This means that the states before and aftert will only have �xed values

throughout the start-up procedure given� n;t 2 Tst. In other words,� n;t = i 2 Tst indicates

that� n;t � i = 0; � n;t � i = init-start-up ; � n;t � i +1 = 1, . . . , � n;t � i +9 = 9.

This enables us to aggregate the calculation steps of maximum net pro�ts during start-
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up. For a speci�c state-action pair(� n;t ; ytotal
n;t ; � n;t ) = (0 ; �; init-start-up ),

Fn;t (0; ytotal
n;t ; init-start-up ) + Vn;t +1 (1; ytotal

n;t + 1)

= Fn;t (0; ytotal
n;t ; init-start-up ) + Fn;t +1 (1; ytotal

n;t + 1; cont-start-up ) + Vn;t +2 (2; ytotal
n;t + 1)

: : :

= Fn;t (0; ytotal
n;t ; init-start-up ) +

X

i 2 �T st

Fn;t + i (i; y total
n;t + 1; cont-start-up )

+ Vn;t +9 (9; ytotal
n;t + 1) :

(4.53)

This indicates that we can directly linkFn;t (0; ytotal
n;t ; init-start-up ) to Vn;t +9 (9; ytotal

n;t +

1) and eliminate the intermediate statesVn;t (i; �) for i 2 �Tst by replacing them with the

lumped net pro�ts during start-upFn;t :

Fn;t := Fn;t (0; �; init-start-up )

+
X

i 2 �T st

Fn;t + i (i; �; cont-start-up ); 8 n 2 N; t 2 f t 2 T : t + jTst j � 1 2 Tg:

(4.54)

This simpli�cation reduces the number of states to be estimated tojf 0; 9gj � jK j = 12 for

each hour.

Algorithm 1: Tailored backward induction algorithm

Data: n; i; aTimesst,max; aPriceCO2,credit
n ; aPriceelec

n;t
Result: Vn;1(9; 0)

1 calculateFn;t (9; �; dispatch ); Fn;t (0; �; stay-off ); Fn;t (9; �; shut-down ) for
all t 2 T;

2 calculateFn;t for all t 2 f t 2 T : t + jTst j � 1 2 Tg;
3 Vn; jT j+1 (�; k)  0 for all k 2 K , Vn; jT j+ i (9; k)  �1 for all

i 2 f 2; : : : ; jTst jg; k 2 K ;
4 Vn;t (9; aTimesst,max+ 1)  �1 for all t 2 f 1; : : : ; jT j + jTst jg;
5 foreach t 2 T inv := f 8760; 8759; : : : ; 1g do
6 Vn;t (9; k)  max(Fn;t (9; �; stay-on ) +

Vn;t +1 (9; k); Fn;t (9; �; shut-down ) + Vn;t +1 (0; k)) for all k 2 K ;
7 Vn;t (0; k)  max(Fn;t + Vn;t +9 (9; k + 1) ; Fn;t (0; �; stay-off ) + Vn;t +1 (0; k))

for all k 2 K ;
8 end
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The re�ned algorithm is outlined in Algorithm 1. In Line 1, all ofFn;t (9; �; dispatch )

can be obtained simultaneously by solving M-O while forcingY 0
n;t; dispatch = True for all

t 2 T, in which case the model becomes an LP problem and is very easy to solve. The

hourly net pro�t at the off mode in the current model setup is zero, thusFn;t (0; �; stay-off ) =

Fn;t (9; �; shut-down ) = 0 for all t 2 T and no calculation is actually needed. In Line

2, the lumped start-up net pro�t can be calculated simply by arithmetic operations without

solving any optimization problems, as the NGCC load factors are �xed during this period

as speci�ed in (4.50). Then the algorithm starts to calculateVn;t hour-by-hour backwards

via its de�nition in (M-OB), with the corner cases in the �rst few hours taken care of by

the initializations in Line 3. Line 4 avoids solutions with more than 5 start-ups by setting

Vn;t +9 (9; 6) to �1 , so that the �rst term will never be picked forVn;t (0; 5) in Line 7 (i.e.,

another start-up is prohibited forVn;t (0; 5)).

In practice,jK j � (jTst j + 1) = 60 estimations ofVn;t need to be recorded for the

backward induction:Vn;t +1 (0; k) andVn;t +1 (9; k); : : : ; Vn;t +9 (9; k) for all k 2 K . To fully

generate the solution for all the continuous variablesx t in (M-O0), the values of� n;t also

need to be recorded along withVn;t , whose calculation is similar and is omitted here for

simplicity.

4.6 Results

The retro�t model (M-R) was formulated in Pyomo 6.6.2 [122], while the reformulated op-

erational model (M-O0) and the associated backward induction algorithm are implemented

in native Python. All instances were solved on an Apple M1 chip with 8 GB RAM, with

Gurobi 11.0 as the MILP solver for (M-R). For each energy scenario, one retro�t model

instance was solved in under 1 second;21 � 8 = 168 instances of (M-O0) were solved by

the backward induction algorithm, each of which took approximately 10 seconds. In total,

it took around 1680 seconds to solve the optimization model to optimality for one energy

scenario. The performance of the backward induction algorithm is currently unoptimized,
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indicating potential for further improvement. For comparison, we attempted to solve an

instance of the full optimization model that only considers 28 days each year. For this

instance, it took 9 hours to close the optimality gap to 1250% after 9 hours.

This section is organized into three parts. The annual progression of the proposed

retro�t design and the corresponding economic performance are discussed in §4.6.1. The

hourly operational performance of different retro�t stages in different scenarios is show-

cased in §4.6.2. Finally, §4.6.3 presents a sensitivity analysis of the impact of start-up

numbers on annual net pro�t.

4.6.1 Retro�t Progressions

The annual progression of carbon capture capacity installment are visualized for each sce-

nario as the blue and green blocks in Figure 4.5, alongside the corresponding CO2 prices

represented by red and black curves. These results are discussed next in groups based on

the applied capture credits.

In Scenarios S1 to S3, no extra capture credit is applied, causing the CO2 tax and DAC

credit curves to overlap. In S1 and S2, no PCC or DAC units are installed, indicating that

the CO2 prices are not high enough to make any retro�t design pro�table. In S3, a full PCC

unit is installed in 2032, followed by 110 TPH of DAC in 2032 and another 110 TPH of

DAC in 2034. The timing of these installations aligns with the signi�cant growth in market

CO2 prices from 2031 to 2034. This corresponds to the market assumption in the high CO2

price trajectory that removal technologies will take the lead in carbon offsets. In addition,

the average CO2 price in S3 ($168/tonne) matches the CO2 price requirement prediction

for DAC deployment in our prior work ($150 to $225 per tonne) [134].

In Scenarios S4 to S6, a $180/tonne credit is applied to DAC-captured CO2 from IRA,

raising the DAC credit curve. One exception is that in S6 the market price exceeds the

IRA price in 2034, at which point the DAC credit is replaced by the higher market price.

In S4, 110 TPH of DAC is installed in 2031, demonstrating that IRA successfully incen-
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Figure 4.5: Retro�t progressions in all scenarios

tivizes DAC installation under low CO2 prices. The minimum DAC size suggests that the

additional IRA credit for a larger DAC unit may not offset the extra capital costs and the

corresponding loss of power value. Full capture capacities are installed in both S5 and S6,
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with the PCC and 110 TPH of DAC installed a year later in S5. This delay is because the

capital discount from delayed deployment (represented by the cost coef�cientaCostcap,r
n ) in

S5 outweighs the extra carbon revenues in 2031 in S6. Compared to S2, where no capture

capacity is installed, the maximum capacity in S5 highlights the signi�cance of credit bills

in medium CO2 price scenarios. The extra installment of PCC in S5 and S6, compared to

S4, indicates that IRA alone cannot motivate the NGCC system to be carbon negative; a

certain level of carbon tax is necessary for deeper decarbonization.

In Scenarios S7 to S9, an $85/tonne credit is applied to PCC-captured CO2 from 45Q,

represented by the dash-dotted line in the �gure. No retro�t is adopted in S7. The full PCC

and 110 TPH of DAC is installed in 2031 in both S8 and S9, with another 110 TPH of DAC

installed in 2033 in S9. This shows that 45Q has a similar incentivizing effect on retro�t

adoption to IRA with medium and high CO2 prices. Despite the 45Q credit being roughly

half that of the IRA and lasting only 12 years, its application to a larger quantity of captured

carbon (332 TPH for full PCC) compensates for the overall economic impact. Interestingly,

the sole 45Q credits incentivize the installation of high capture capacities with medium CO2

prices in S8 compared with zero capture in S2. This indicates that, in scenarios with those

CO2 market prices, the overall pro�tability of the carbon-negative retro�t system is only

moderately inferior to the unretro�tted case, especially considering the positive impact of

carbon negativity on NGCC loads (further explained in §4.6.2). Adding capture credits that

only apply to PCC is enough to help the retro�t design stand out.

In S10 to S12, both IRA and 45Q are applied, leading to the full capture capacity

installment right at the beginning of the time horizon. This indicates that the combined

capture credits are suf�cient to support the maximum capture design, regardless of CO2

prices. Compared with S4, S10 has 110 TPH more of DAC installed along with the full

PCC because of the 45Q credits. This can also be explained by the compound effect of the

45Q credits on system pro�tability.

In summary, the retro�t design is favored only with high CO2 prices when no extra
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credit is applied. However, both IRA and 45Q effectively incentivize retro�t adoption in

low to medium CO2 price scenarios. When carbon capture units are installed, the full

PCC unit and 110/220 TPH of DAC are typically installed altogether early, making the

system carbon-negative for most of the time horizon. This early adoption is driven by the

signi�cant capital investment required, motivating early installation to maximize the period

for extra pro�ts. The high capital cost, especially for the PCC unit, only pays off when

CO2 prices or credits are suf�ciently high. Otherwise, the investment can result in inferior

pro�tability compared to an unretro�tted NGCC, leading to the absence of intermediate-

capacity retro�t solutions. These phenomena are further investigated next in §4.6.1. The

NPVs of each scenario are discussed in §4.6.1.
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Cost and Pro�t Breakdown

In this section, we further investigate system pro�tability by visualizing the annual cost

and pro�t terms in speci�c scenarios. Each cost and pro�t breakdown is composed of three

sub�gures, as shown in Figure 4.6:

• The �rst sub�gure replicates the retro�t progression �gure (Figure 4.5).

• The second sub�gure shows CO2 emission taxes and capture credits by year.

• The third sub�gure presents annual pro�ts (from electricity and carbon capture) and

costs (capital and operational).

In Figure 4.6, the cost and pro�t breakdown for the system in S2 (medium CO2 prices,

no extra credits) is displayed. Since no capture capacity is adopted, the system remains

unretro�tted and pays emission taxes roughly proportional to the unit CO2 price depicted

in the �rst sub�gure. The annual operational pro�ts and costs remain around $200 million

throughout the time horizon, with pro�ts slightly higher than costs, keeping the system

moderately pro�table.

Figure 4.7 shows the �nancial breakdown for the system in S8 (medium CO2 prices,

45Q applied). With PCC and DAC units installed in 2031, the system shifts from paying

$100 million in emission taxes annually to earning $300 million while 45Q is in effect, of

which $220 million comes from 45Q credits. Additionally, the retro�t boosts dispatching

pro�ts to $300-$400 million per year. This is further explained later in §4.6.2. This im-

provement comes at the expense of a signi�cant capital investment ($1.5 billion) in 2031.

The PCC credit is suf�cient to cover the capital costs over the years in this scenario, demon-

strating the positive impact of 45Q on retro�t deployment.

Figures 4.8 and 4.9 show the retro�t pro�tability in S3 and S4, respectively. The overall

pro�tability pro�le in S3 is very similar to S8, with all capture credits originating from the

market without 45Q. S4 illustrates the effect of IRA in low CO2 price scenarios, where the
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Figure 4.6: Annual cost and pro�t breakdown, S2

DAC credit remains constant as it is not market-induced. In this case, the DAC credit is

nearly comparable to the pro�t from power dispatching.

In summary, system pro�tability changes signi�cantly across different scenarios, high-

lighting the impact of CO2 prices and capture credits on retro�t adoption and economic

performance.

NPVs

The NPVs for each scenario are presented in Figure 4.10 in billions of dollars, categorized

based on the base CO2 prices. The NPVs of the unretro�tted cases, shown as red bars, rep-
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Figure 4.7: Annual cost and pro�t breakdown, S8

resent the opportunity costs of not implementing the proposed retro�t design. As the CO2

prices increase, the unretro�tted NGCC NPV decreases, increasing dif�culty for existing

NGCCs to remain pro�table.

For the retro�t cases with 45Q (both with or without IRA), the NPV consistently in-

creases with rising CO2 prices. This demonstrates the signi�cant economic impact of 45Q

credits, magni�ed by increasing CO2 prices, and aligns with the pro�tability boost shown

in Figure 4.7. In contrast, retro�t cases without any extra credits remain unretro�tted in

the low and medium CO2 price cases, resulting in identical NPVs to the unretro�tted cases.

Retro�t cases with only IRA credits always exhibit higher NPVs than those without cred-
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Figure 4.8: Annual cost and pro�t breakdown, S3

its. However, the NPV for the medium CO2 price scenario is slightly lower than for the

low CO2 price scenario. This is primarily due to the signi�cantly higher capital investment

required for the full PCC and 220 TPH of DAC in the medium CO2 price case, while the

only 110 TPH of DAC is adopted in the low CO2 price case.

Overall, the NPV of the retro�t system increases with rising carbon market prices and

the application of capture credits, showcasing the economic advantages of these retro�tting

strategies under varying CO2 price conditions.
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