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SUMMARY

Foundation models, such as GPT-4 [1] and CLIP [2], are trained on massive datasets and

perform various downstream tasks, usually with either zero- or few-shot learning, and can

be further enhanced through �ne-tuning [3]. This dissertation presents a range of signi�cant

advancements we have made in making foundation models more ef�cient, performant, and

versatile, focusing speci�cally on three areas of improvement: architecture, dataset, and

training methods.

In this thesis, we present a broad spectrum of contributions to the �eld of foundation

models by Aran Komatsuzaki during his PhD studies. We �rst discuss our �ndings on how

to optimally scale language models, leading to signi�cant performance improvements [4].

We then introduce GPT-J [5], one of the �rst open-source large language models. Despite

being developed by only two people, GPT-J gained widespread popularity as it was the

most powerful GPT-like model available for �ne-tuning at the time, achieving state-of-the-

art performance in coding tasks.

Another key contribution is demonstrating that the performance of ViT [6] and T5 [7],

both Transformer-based foundation models, can be signi�cantly improved within a given

compute budget using Sparse Upcycling [8]. This method involves resuming training of a

sparsely gated model derived from pretrained dense models. The typical �rst-order logic

found in human speech and thought, when translated into a neural network, results in spar-

sity and necessitates a larger model. However, most current large language models (LLMs)

are dense, as training sparse models is traditionally too costly.

On the theoretical side, we prove that lines in the fully connected layer of a transformer

cannot be compressed without information loss. This �nding underpins the logic behind

dense-to-sparse upcycling: if compression were possible without substantial information

loss, dense transformers would perform as well as sparse ones, and the transition from

dense to sparse would not be necessary.
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CHAPTER 1

INTRODUCTION

1.1 Preliminary

The current advancements in AI owe much of their success to Transformers, expansive lan-

guage models based on deep neural networks primarily driven by self-supervised learning.

While earlier instances of deep neural networks made headway in image recognition, they

fell short of establishing an industry standard. In stark contrast, Transformers possess the

capacity for comprehensive reasoning that far exceeds that of human-programmed general-

purpose chatbots and similar technologies. Transformers can learn coding, for example,

via self-supervised learning. One of the earliest instances of this was GPT-J achieving

state-of-the-art coding performance at the time of its release (Figure 3.5). This feat was

accomplished based purely on next token prediction on a massive text dataset, including

numerous Github codes [5]. This demonstrated a capability in intelligent AI unlike that of

the hard-coded chatbots, which simply identify questions from a prede�ned set and pro-

vide pre-recorded responses accordingly. Even two years after its release, it has still been

widely used; for example, in April 2023, DataBrick released Dolly, an instruct-tuned GPT-

J model with capabilities similar to that of ChatGPT. Recently, a larger PyTorch variant

of GPT-J was released under the name GPT NeoX-20B by EleutherAI, with nearly identi-

cal design except for their size, hardware, and platform [9]. They evaluated both models

along with other existing models and demonstrated performance improvements on various

downstream tasks at the cost of greater compute (Figure 3.7, Figure 3.8, Figure 3.9).

This current chapter consists of an introduction and overview of foundation models

with a focus on language models. We then present compute-optimal scaling in chapter 2,

which is based on our work [4]. This was the �rst paper to propose the concept of compute-
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Figure 1.1: Timeline of major LLMs up to 2021 [10]

optimal scaling, which was later explored more, formalized, and became a common prac-

tice in model scaling today [11, 12, 13]. In chapter 3, we present, as already mentioned,

our large language model, GPT-J [5], the �rst open-source replication of GPT3 6B with

comparable performance. GPT-J was state-of-the-art in terms of coding performance for a

while, and its novel method of placing feedforward and attention layers in parallel was later

adopted by PaLM [14], the largest language model by Google, due to its ef�ciency. Though

released two years ago, in the latest evaluation [15] done in 2023, an instruct-tuned GPT-J

remains competitive on several benchmarks (Figure 3.12), and the base model outperforms

several LLMs of similar size in �ve-shot learning (Figure 3.8, Figure 3.9). In chapter 4, we

prove that gradient descent fails to converge on a fully-connected layer with input of i.i.d

random binary vectors without Layer Normalization. This sheds new light on the function

of the normalization layer in Transformers. In chapter 5, we present Sparse Upcycling [8],

which we proposed to improve the performance-compute trade-off of a pretrained dense

model by sparsifying it into a Mixture-of-Experts [16]. In chapter 6, we prove that, under

the assumption of normality and independence of the input, a feedforward layer cannot be

compressed into fewer layers without information loss. In chapter 7, we present LAION-

400M [17], the largest open-source image-text dataset as of its release, which we later
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updated with its expanded version, LAION-5B [18]. The collective known as LAION has

unveiled this valuable dataset, to which the author of this thesis made substantial contribu-

tions. These datasets are also widely popular, as there is no other open-source image-text

dataset of comparable size. It was used to train some of the state-of-the-art image models,

including Imagen [19] and Stable Diffusion [20].

In chapter 8, we discuss the Advanced Reasoning Benchmark (ARB), a novel bench-

mark composed of advanced reasoning problems in multiple �elds. Being a project carried

out by a team led by the author of this dissertation, ARB presents a more challenging test

than prior benchmarks, featuring problems in mathematics, physics, biology, chemistry,

and law. Given the rapid improvement in the capability of language models, the devel-

opment of advanced benchmarks that are not tractable for state-of-the-art models is very

important to measure progress properly. In chapter 9, we identify the lower bound on the

information loss incurred by compressing a depth-2 feedforward layer of a Transformer

into a single fully-connected layer, which concludes this thesis.

1.2 What is a Foundation Model?

Foundation models are a family of machine learning models that are pre-trained on a mas-

sive amount of diverse data and designed to perform various tasks, sometimes after �netun-

ing [3]. It is known that there is a robust scaling law between the amount of compute and

downstream performance [21, 4, 11, 12]. Once the number of parameters and the dataset

size are scaled up properly, state-of-the-art models can perform nearly at a human level

on various tasks at the cost of exorbitant training costs [22, 23, 13, 14, 24, 25, 1]. For

example, GPT4 performs almost on par with human experts on multiple-choice questions

from high school to professional levels across various non-STEM subjects [1], including on

USMLE, a medical licensing exam, not to mention that the performance of state-of-the-art

models is quickly approaching human levels on various other tasks, including translation,

summarization, dialogue, coding, and image generation.
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There are two notable architectures that are frequently used for foundation models:

the Transformer language model [26] and the diffusion model [27]. The former excels

at generating sequences, whereas the latter excels at generating non-sequential data such

as images. This proposal focuses on the former, while many of the ideas discussed here

do extend to diffusion models. Hence, we now brie�y review how Transformer language

models work and then give an overview of some notable large language models.

1.3 Transformer Language Model

At a high level, a Transformer model works by splitting a batch of the input texts into a

batch of sequences of tokens (e.g., words or subwords, which can be expressed as a matrix

of shapeB � L), embedding them into a tensor (of shapeB � L � dmodel) by multiplying

their one-hot vectors with a trainable embedding matrix and passing them through multiple

layers of the network. At the end, a softmax layer is sometimes inserted to predict the

distribution across all the possible tokens, which can be used to predict various quantities

(e.g., the next tokens to generate). In the case of the Transformer decoder, each layer of

the network consists of two sub-layers: a self-attention layer and a feed-forward layer. Fig-

ure 1.2 visualizes the Transformer encoder-decoder model, and the Transformer decoder is

simply the model without the left half (called the encoder) and the middle layer of the right

half (called cross-attention) that connects the signal from the encoder. We mainly focus

on the Transformer decoder, while the encoder-decoder model later appears in the name of

T5. Unless speci�ed otherwise, a Transformer language model refers to the Transformer

decoder in this paper.

The feed-forward layer, a standard component of a neural network, applies a series of

linear transformations to the input data. This process is followed by a non-linear activation

function and is integrated with a pre-norm residual connection. A classical example uses a
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Figure 1.2: The Transformer encoder-decoder architecture [26].

two-layered ReLU network: for an input tensorx 2 RB � L � dmodel, we have

LayerNorm(x) =
x � E[x]

p
Var[x] + �

� 
 + �

FFN(x) = ReLU( xW1 + b1)W2 + b2 = max(0; xW1 + b1)W2 + b2

FFNLayer(x) = x + FFN( x);

where� is a small hyperparameter,
; � 2 Rdmodel are learnable vectors, andb1; b2 are the

bias terms.

The self-attention layer enables the model to focus on different parts of the input se-

quence concurrently, facilitating the understanding of how these parts interrelate. Figure
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Figure 1.3: (Left) Scaled dot-product attention. (Right) Multi-head attention, comprising
several attention layers operating in parallel [26].

Figure 1.3 illustrates this concept. Concretely, let us de�ne the attention map:

Attention( Q; K; V ) = Softmax
�

Mask(QK T )
p

dk

�
V;

whereMask is the identity map for non-masked attention, such as in the encoder and the

cross-attention layer, which transmits signals from the encoder to the decoder. For masked

attention, it masks all the upper-triangular entries (except for the diagonal) of the input

matrix (L � L dimension) with�1 , necessary to preserve the causality in the decoder's

attention. Furthermore, we de�ne the following map:

MultiHead(Q; K; V ) = Concat(head1; : : : ; headh)WO

where

headi = Attention( xW Q
i ; xW K

i ; xW V
i );

and the projections are parameter matricesW Q
i 2 Rdmodel� dk , W K

i 2 Rdmodel� dk , W V
i 2
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Rdmodel� dv andWO 2 Rhdv � dmodel, with hyperparametersdk ; dv andh, usually set to 128 and

dmodel
dk

, respectively. Then, self-attention can be de�ned as

SelfAttention(x) = MultiHead( x; x; x )

SALayer(x) = x + SelfAttention(LayerNorm( x)):

Finally, this section concludes with a brief review of next-token prediction, the typical

training approach for causal language models like the GPT variants. To train a language

model, we use a loss function known as negative log-likelihood. For each input textx 2 RL

and a language modelp� , the loss function is de�ned as

L(x; p� ) = �
1
L

L � 1X

i =0

logp� (x i j �x i � 1);

where�x i � 1 represents the concatenation of all previous tokens up tox i � 1. This objective

encourages the model to maximize the probability assigned to the correct next token given

the previous tokens, and the model is trained using a variant of stochastic gradient descent

on this objective, averaged over all sequences in the minibatch.

1.4 Overview of Notable Large Language Models

Due to the scaling law (see chapter 2), foundation models trained with more parameters

and more tokens consistently perform better, albeit at the cost of increased compute. Con-

sequently, state-of-the-art foundation models require a massive compute budget, and such

models are often referred to as large language models (LLMs). This section lists some of

the notable LLMs, providing necessary background for understanding subsequent chapters.
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Figure 1.4: (Left) Some tokens in a sequence are randomly replaced with a sentinel token,
and the target sequence consists of the masked tokens. (Right) Graphical comparison of
encoder-decoder architecture versus decoder-only architecture [7].

1.4.1 T5

T5 (XXL), an 11B-parameter encoder-decoder Transformer masked language model, was

trained on 1T tokens from various webpages [7] and released in October 2019. Compared to

earlier models, T5 has a substantially larger parameter count and demonstrates dramatically

improved �ne-tuning performance on various language tasks.

Unlike the next-token prediction approach of popular language models, masked lan-

guage models are trained by masking some tokens in the input sequence and predicting

these masked tokens (see Figure 1.5). T5's �ne-tuning performance often exceeds that of

GPT-3 across various tasks despite consuming 10x fewer FLOPS for training and employ-

ing less design optimization. This superiority can be attributed to two factors: the use of an

encoder-decoder architecture and a masked language modeling objective.

1.4.2 GPT-3

Released in May 2020, GPT-3 is a 175B-parameter decoder-only Transformer language

model trained on 300B tokens from various webpages and books [22]. It remains the basis

for more recent GPT variants like InstructGPT [24]. Compared to previous models, GPT-3

is signi�cantly larger in terms of parameter count and offers remarkably better zero-shot

performance on various language tasks. It is also the �rst model to successfully demonstrate

8



Figure 1.5: [28]. A set of datasets used to �ne-tune T5 into T0.

in-context few-shot learning, which enhances language model performance on a given task

by concatenating multiple examples from the same task as a pre�x to the input sequence.

1.4.3 T0

T0, a multitask �ne-tuned version of T5 [28], exempli�es the effectiveness of Multitask

Fine-Tuning (MTF), where a language model is �ne-tuned on various tasks simultaneously,

signi�cantly enhancing its zero/few-shot performance. T0 is known to outperform GPT-3 in

zero-shot tasks despite consuming 10 times fewer FLOPS for training, drawing signi�cant

attention to the T5 model and the multitask �ne-tuning approach.

1.4.4 InstructGPT& GPT-4

InstructGPT, a multitask �ne-tuned version of GPT-3 using Reinforcement Learning with

Human Feedback (RLHF) [24], represents a signi�cant advancement. GPT-4, the latest
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Figure 1.6: [24]. A diagram illustrating the three steps of InstructGPT: (1) supervised �ne-
tuning (SF), (2) reward model (RM) training, and (3) reinforcement learning via Proximal
Policy Optimization (PPO) on this reward model. Blue arrows indicate that this data is
used to train one of our models. In Step 2, boxes A-D are samples from our models that
get ranked by labelers. See Section 3 for more details on our method.

variant of InstructGPT, features a dramatically greater amount of compute and a substan-

tially improved dataset used for �ne-tuning. GPT-4 matches human-level performance on

various tasks and is widely regarded as the best language model currently available (Fig-

ure 1.7).

The �ne-tuning process of InstructGPT involves three phases: supervised �ne-tuning,

reward modeling to predict a reward for a given sample, and reinforcement learning to

improve the output by optimizing for the predicted reward. RLHF often leads to signi�cant

improvements in various generative tasks over supervised �ne-tuning. InstructGPT also

bene�ts from its uniquely diverse and practical �ne-tuning dataset, built by crowdworkers.

Given that many MTF datasets consist of existing natural language datasets, which are

often quite homogeneous, this unique dataset can be a decisive factor.
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Figure 1.7: GPT performance on academic and professional exams [1].

Table 1.1: Comparison of various major large language models in chronological order.
”Architecture” indicates whether the model is decoder-only (D) or encoder-decoder (ED).
”Objective” speci�es whether the model is trained with next-token prediction (CLM) or
masked language modeling (MLM). ”MTF” indicates whether the model is trained with
supervised MTF, RLHF, or no MTF at all.

Model Params. Tokens Architecture Objective MTF
T5 11B 1T ED MLM -
GPT-3 175B 300B D CLM -
T0 11B 1T ED MLM SF
Chinchilla 70B 1.4T D CLM -
InstructGPT 175B 300B D CLM RLHF
PaLM 540B 780B D CLM -
FLAN-PaLM 540B 780B D CLM SF
GPT-4 1 � 2T � 20T D CLM RLHF

11



CHAPTER 2

COMPUTE-OPTIMAL SCALING

Compute-optimal scaling refers to the practice of optimizing key aspects of a model con�g-

uration — such as model size, batch size, number of iterations, and dataset size — within

a speci�ed compute budget to achieve the best possible performance. This concept was

�rst introduced for language modeling in [4] and has since been re�ned. It's been applied

to scale state-of-the-art language models ([11, 13]) and extended to various other domains

([12, 29, 30, 31, 32]).

2.1 One Epoch Is All You Need

In unsupervised learning, collecting more unlabeled data from a general domain is not

always as costly as the training process itself. For instance, enlarging the 40GB WebText

dataset used to train GPT-2 is feasible by modifying its sampling methodology, considering

the vast number of webpages on the Internet. However, training on this dataset is already

expensive, costing tens of thousands of dollars, so naively training on a larger dataset is not

economically feasible.

As discussed in [4], we suggest training on a larger dataset for only one epoch, as

opposed to the previously predominant practice of training unsupervised models for tens to

hundreds of epochs (Table 2.1). We also propose a formula for adjusting the model size and

number of iterations based on a given compute budget. The performance of Transformer

language models improves dramatically, especially when the original number of epochs is

higher. For example, replacing 10 epochs of training with a single epoch translates to a 1.9-

3.3× speedup in wall-clock time, and even more so when the original number of epochs is

greater. Under one epoch training, no over�tting was observed, and regularization methods

merely slowed down the training. Moreover, the test loss curve over iterations extensively
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follows a power-law. We compare the wall-clock time of training models with different

parameter budgets under one epoch training, showing that size/iteration adjustment based

on our proposed heuristics leads to a 1-2.7× speedup in our cases. Combining these two

methods, we achieve a 3.3-5.1× speedup.

2.1.1 Justi�cationsfor OneEpochTraining

The justi�cations for one epoch training are quite intuitive. First, this approach signi�cantly

enhances the diversity of samples processed by the model during training. Training forE

epochs is approximately equivalent to training on a shuf�ed dataset containingE copies

of the original dataset for one epoch, meaning that the diversity of the original dataset

is E times less than that of the one epoch training. A larger dataset size also implies

greater diversity, and both factors are known to improve performance [21, 33]. For instance,

WebText leads to better generation quality than 1BLM, not only due to its greater dataset

size and larger context size but also because of the dataset's diversity.

Additionally, under one epoch training, sampling from the training data distribution

closely resembles sampling from the underlying data manifold, and consequently from the

test dataset. This is unlike multi-epoch training, where re-sampling each data point is not

possible, as sampling from the data manifold, with its practically in�nite cardinality, does

not allow for repeated samples. This sampling discrepancy is a primary cause of over�tting,

which is absent in one epoch training. Over�tting typically worsens as the number of

iterations (and hence, the number of epochs) increases, leading to better speedup with one

epoch training when the original multi-epoch training involved a larger number of epochs.

2.1.2 OneEpochTrainingandOptimalRatioof ModelSizevs. Numberof Tokens

This section details the procedure for converting conventional multi-epoch training into a

more ef�cient one epoch training methodology. Initially, the dataset size is expanded (e.g.,

by sampling from the Internet, similar to WebText) to ensure that, while training for the
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Table 2.1: The number of epochs used for training.

Model Epochs
GPT [34] 100
SPN [35] Not reported
BERT [36] 40
Mesh Transformer [37] 10
Transformer-XL [38] Not reported
GPT-2 [33] Not reported (20 or 100)
Sparse Transformer [39]70 - 120

same number of iterations as before, each sample is used only once. Subsequently, any

form of regularization is eliminated. This approach signi�cantly enhances performance at

the same computational cost, except when the model size is considerably smaller than the

dataset size, in which case the improvement diminishes.

To further boost performance without increasing computational costs, we adjust the

model size and the number of tokens to be trained while maintaining a constant product

of these two factors. Our �ndings suggest that achieving an optimal balance under one

epoch training, given cost constraints, is likely when the ratio of the number of tokens in

the dataset to the number of parameters in the model is close to 5. We denote the number

of parameters, the number of tokens, and the compute budget asP, T, andC, respectively.

Note thatT = cI , wherec is a �xed batch size, andI is the number of iterations.

3. We setP andT based on certain heuristics. For instance, this can be achieved by

setting the ratioT=P as close to 5 as feasible, while keeping their product constant.

This can be formulated as follows:

arg min
P;T

j log(5) � log(T=P)j subject to C = 6PT

2.1.3 Experiments

Unless speci�ed otherwise, the hyperparameters are set as described below. We train a

base Transformer decoder [26] with 1 Billion Word Language Model Benchmark (1BLM)
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dataset. We do not use any regularization method unless speci�ed otherwise. Whenever

the number of parameters is given below, it contains the number of parameters of softmax

and the embedding. As in [36, 33], we havedf f = 4dmodel , dq = dk = dv = dmodel and

h = dmodel
64 , whereh denotes the number of attention heads. Whenever we use the symbol

d below, it stands fordmodel .

LM1B consists of 28 million sentences (training dataset) from news articles with about

ten thousand sentences in test dataset [40]. Each sentence is curtailed to the �rst 50 words.

Each iteration consists of a minibatch of 256 sentences, and the average length of a sentence

is 27. We set the number of layers to 6. We use word-level tokens and (not tied) adaptive

input and softmax [41]. The cutoff for adaptive softmax/input is[4000; 20000; 100000]to

save the memory budget and computation cost at the cost of slightly degraded performance.

We do not use checkpoint averaging or label smoothing. We use PyTorch with a single

V100 GPU and mixed precision training. Unlike the Transformer of [26], LayerNorm is

placed before the self-attention module and ReLU in our case as in [39].

We use subsets of 1BLM with varying size as in [21]. Note that the test loss achieved

in our experiments is inferior to that of [21] and the state-of-the-art models for at least

one of the following reasons: (1) the number of trained iterations and/or the model size is

signi�cantly smaller in our case, and (2) the vocabulary size was set 10,000 in [21] to save

the computation (unlike about 800,000 in the most papers, including ours), which means

their loss values are signi�cantly smaller than what they would be if the vocabulary size

was as small as ours.

This experiment veri�es that the performance of a language model is improved by the

one epoch training, and regularization harms the training under the one epoch training,

i.e., if no sample is reused in the training. We denote ”training with one epoch training”

by S, ”training for multiple epochs” byM and ”using dropout” byD. For example, if a

model is trained with single epoch training andp = 0:1, we denote it bySD. We train the

Transformer for the four cases:S, M , SD andMD .
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Figure 2.1: Learning curves of LM for 65,000 iterations on subsets of 1BLM with different
con�gurations. (Left)dmodel = 512, (Right)dmodel = 256, (Bottom)dmodel = 1024.

We setdmodel = 512 and train for 65,000 iterations. The number of parameters of the

model is 45M. We also setp = 0:1 for the cases in which dropout is used, unless speci�ed

otherwise. The dataset size is 45M tokens (processed in 6,500 iterations) for the multi-

epoch case and 450M tokens for the single epoch case. Hence, 10 epochs are performed in

total for the former case. This choice of dataset size is due to the popular custom of training

a language model whose size is close to the number of tokens of the dataset. The result is

shown in the top left �gure of Figure 2.1.

The other cases in the �gure are provided to demonstrate how the magnitude of speedup

differs depending on whether the model is more overparametrized or underparametrized.

The speedup (1.9� ) of dmodel = 256 case is smaller than the speedup (3.3� ) of dmodel =

512 and dmodel = 1024 cases. Thus, the speedup is smaller if the model is more un-

derparametrized, which is expected. Fordmodel 2 f 256; 1024g, only the best-performing

dropout probability is shown. In any case, the model performs worse ifp > 0:1.
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Table 2.2: Con�guration of each �gure of Figure 2.1.

d Parameters Epochs Iters./Epoch Speedup (E = 10) Speedup (E = 5)
Left 512 45M 10 6500 3.3 1.8

Right 256 18M 10 6500 1.9 1.5
Bottom 1024 128M 10 6500 3.3 2.6

One epoch training: Here, the speedup is calculated as follows. First, we compute

the number of iterations forM or MD to achieve the best loss. Also, we compute the

number of iterations forS to achieve the best loss achieved byM andMD . The speedup

is de�ned to be the ratio of the former quantity over the latter. For the case of Figure 2.1

(Left), the former is 65,000, whereas the latter is 20,000. Thus, the speedup is65000
20000 � 3:3

times. In the table, ”E = 10” refers to the speedup for the �rst 10 epochs are trained,

whereas ”E = 5” refers to the speedup for the �rst 5 epochs are trained. The speedup

for the former case is just as explained above, and the speedup for the latter case can be

calculated likewise by ignoring the data on the plot of Figure 2.1 after the �rst 5 epochs.

The result of Table 2.2 suggests that the speedup (E = 10) is greater than the speedup

(E = 5). This implies that the speedup is greater if the number of epochs of the original

multi-epoch training is greater.

When dropout is used, the curve is shifted upward. The magnitude of shift increases

asp increases or as the regularization becomes stronger, which slows down the training.

Furthermore, Figure 2.1 (Left) suggests that, if dropout is used, the speed of the training

does not change much whether one epoch training or multi-epoch training is used. This

suggests that each sample cannot be memorized well under dropout, which is well-known.

Power law: Under the one epoch training, analyzing the training becomes simpler,

since regularization does not need to be taken into consideration.

The left �gure of Fig. Figure 2.2 shows the log-log plot of the curve of test loss over

the iterations for different widths. Each curve has a structure as depicted in the right �gure

of Fig. Figure 2.4. Observe that the curve �rst enters a super-polynomial region, where
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Figure 2.2: (Left) Test loss over iterations. (Right) Learning curve scaled according to
the per-iteration FLOPS with respect to thed = 512 curve, which is �xed at its original
position as with the scaling of the x-axis.

the loss decreases faster than any polynomial, since the parameters are not yet saturated

with many training samples. Then, the curve enters a linear region, which is, in fact, a

power-law region, since the plot is log-log. This means on this region the test loss follows

` = ax� k , wherex is the number of iterations anda andk are some constant. As the

parameters are oversaturated with the training samples, the loss stagnates, and the curve

enters sub-polynomial region convergent to a constant. As the parameter budget increases,

the super-polynomial region and the power-law region expands, which contributes to the

superior performance of larger models. Unlike the multi-epoch setting, the loss decreases

more steeply, monotonically and for longer iterations. While the gap of loss among each

model is small at the beginning, it increases as the iteration increases. The left �gure of Fig.

Figure 2.4 shows the line �t for the power law region of each model. Notably, the power

law exponent (about� 0:067) is approximately equal to the power law exponent of found

in [21], which is shown in the left �gure of Fig. Figure 2.3 for convenience. The major

difference between their experiment and ours is that they trained a model with different

parameter budget suf�ciently large for each dataset size for many epochs until the best loss

is achieved. The right �gure of Fig. Figure 2.3 shows the parameter budget for each dataset

size.

Optimization of model size and number of tokens:As far as large-scale Transformer
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Figure 2.3: Learning curve of LM on subsets of 1BLM with varying size [21].

Figure 2.4: (Left) Partial learning curve of LM over iterations with a line �t. (Right) Sketch
of learning curve over iterations.
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Table 2.3: Optimal number of iterations and ratio.

d Parameters Optimal Iters. (Optimal Tokens)/Params.
256 18M [0; 30000] [0; 11:5]
512 45M [12000; 84000] [1:8; 12:9]
1024 128M [28000; 1 ) [1:5; 1 )

Table 2.4: Speedup with optimization of model size and number of tokens and total
speedup.

old d newd Speedup Combined Speedup
Left 512 512 1 3:3 � 1 = 3:3

Right 256 512 2.7 1:9 � 2:7 � 5:1
Bottom 1024 512 1.3 3:3 � 1:3 � 4:3

language model is concerned, modifying the architecture with a method such as neural

architecture search leads to a smaller gain compared with scaling up the model with more

data or parameter. Hence, it suf�ces to consider changing depth and width only. For

simplicity, we consider changing only width. Let us say we train a model with the number

of parametersP for I iterations. Then, the total FLOPS of the training is proportional

to P I , assuming that the GPU is used ef�ciently, which is easy at large-scale. We are

interested in �nding the range of optimalI for a given number of parameters (or more

conveniently, width). For this, we remap the curves in the left �gure of Figure 2.2 to

adjust for the difference in per-iteration FLOPS and derive the range of optimal number

of iterations for a given model size, which is shown in the right �gure of Figure 2.2 and

Table 2.3, respectively. The range of optimal number of iterations is then converted to the

number of tokens processed and divided by the number of parameters of the model, which

is shown in the rightmost column of Table 2.3. By taking the intersection of the ranges, we

obtain[1:8; 11:5]. Since the geometric mean of the boundary values is
p

1:8 � 11:5 � 5,

in our heuristic for adjustment we try to make the ratio of the number of processed tokens

over the number of parameters, orT=P, as close to 5 as possible. This result suggests that

�ve words per parameter can be the most ef�ciently compressed, at least in our setting.

Since we haveI = 65000, the optimal width amongf 256; 512; 1024g is d = 512, which
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Table 2.5: The number of epochs used for training.

Model Epochs Tokens/Params.
BERT 40 340
Mesh Transformer 10 1.6-57
GPT-2 20 (or 100) 106 (or 530)

follows from either our heuristics or the right �gure of Figure 2.2. Each con�guration gains

speedup due to changing the width tod = 512. Table 2.4 summarizes the speedup achieved

with the optimization of model size and number of tokens and the total speedup combined

with that of one epoch training. The result agrees with our intuition that the optimization

of model size and number of tokens would lead to a better speedup if the original ratio of

number of tokens to model size is more skewed. In terms of the combined speedup, this

also agrees with this same intuition.

2.1.4 ImplicationsandRemarks

Large-scale models can achieve better speedup:Figure Table 2.5 illustrates the number

of epochs and the ratio of tokens processed to the number of parameters for state-of-the-art

models as of May 2019. Initially, the original multi-epoch training is converted to its one-

epoch counterpart, resulting in an increase in dataset size by a factor equal to the number

of epochs. This leads to a ratio signi�cantly larger than 5. Considering that the number of

epochs is typically more than 10, we can reasonably anticipate a potential acceleration in

training these state-of-the-art models signi�cantly beyond our 3.3-5.1× speedup, possibly

even up to a factor of 10.

Range of applicability: The one-epoch training approach and the optimal parameter-

to-iteration ratio are also applicable to a wide range of unsupervised learning algorithms

across various data modalities, as well as semi-supervised learning as indicated in [42].

Regularization methods, which are especially crucial and more dominant in many computer

vision tasks, could potentially bene�t even more from one-epoch training.

Caveats on �ne-tuning: A notable application of unsupervised models like GPT-2
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and BERT involves �ne-tuning a pre-trained model on a small, specialized dataset. While

our approach suggests omitting regularization methods during model training, this might

raise concerns about over�tting during the �ne-tuning process. However, we argue that this

may not necessarily be the case. For instance, GPT-2 does not employ any regularization

methods, and [36] recommends �ne-tuning BERT for just a few epochs. It's also important

to note that one-epoch training enhances the performance of the pre-trained model, thereby

reducing the number of iterations needed on the �ne-tuning dataset to achieve comparable

results.

2.1.5 FurtherDetailsonFigure 2.2

In this section, we elaborate on how to transform the �gure in Figure 2.2 (Left) into its

counterpart on the right and how to determine the optimal range for the number of iter-

ations for each model size. While the curve ford = 512 remains �xed in its position,

the other curves are adjusted to re�ect differences in per-iteration FLOPS. Speci�cally, the

per-iteration FLOPS ford = 1024 andd = 256 are 3 times higher and 2.5 times lower than

that ofd = 512, respectively. Consequently, the curve ford = 1024 is shifted to the left

by a factor of 3. A similar adjustment is applied to the curve ford = 256. The curves for

d = 256 andd = 512 intersect at 12,000 iterations, while those ford = 512 andd = 1024

intersect at 84,000 iterations. This suggests that when using a model withd = 512, the

number of iterations should be more than 12,000 but fewer than 84,000 to minimize com-

putational costs. Conversely, for a model withd = 256, the number of iterations should

not exceed12; 000� 2:5 = 30; 000. Similarly, for a model withd = 1024, the number of

iterations should be more than84;000
3 = 28; 000and below a certain upper limit.

2.1.6 Conclusion

This section summarizes our work:

• Traditional multi-epoch training can be enhanced by expanding the dataset, appropri-
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Figure 2.5: As more compute resources become available, we can decide how much to
allocate towards training larger models, using larger batches, and training for more steps
[11]. This is illustrated for a billion-fold increase in compute resources. For optimally
compute-ef�cient training, most of the increase should be allocated to increasing the model
size. A relatively small increase in data is needed to avoid reuse. Of the increase in data,
most can be used to increase parallelism through larger batch sizes, with only a minimal
increase in serial training time required.

ately adjusting the model size, and the number of iterations, and limiting the training

to one or a few epochs only. A heuristic for these adjustments was developed.

• In the one-epoch training approach, over�tting was not observed, and it was found

that regularization tends to slow down the training process.

• The loss curve over iterations for a given model size predominantly follows a power-

law pattern.

• Based on our analysis, it appears feasible to signi�cantly reduce the training costs for

models like BERT and GPT-2, potentially by a factor of 10.
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2.2 Recent advances

2.2.1 ScalingLawsfor NeuralLanguageModels

Although released later than [4], [11] serves as a landmark paper in compute-optimal

scaling, providing a theoretically rigorous and empirically comprehensive analysis. They

trained a model smaller than, yet very similar to, GPT-2 on a variant of WebText with var-

ious hyperparameter settings. These included batch size (B), GPU-hours or, equivalently,

the amount of compute (C), model size (N ), dataset size (D), and the number of iterations

(S), in order to elucidate the most ef�cient way to achieve a given test loss under various

scenarios. From the results of the previous section, we are particularly interested in scenar-

ios where the dataset size is large enough. Among the aforementioned hyperparameters,

the most critical isC, as this directly translates to the training cost. Conversely, other vari-

ables such asN andS have less impact on the cost. For instance, doublingN and halving

S typically leads to a negligible difference in cost. Therefore, our aim is to minimizeC

to achieve a given level of performance (log-perplexity). We summarize the key results of

[11] below:

1. There is a robust power-law relationship between test loss and the above hyperpa-

rameters, which can be used to accurately estimate the test loss for given hyperpa-

rameters.

2. By analyzing the power-law, they deduced that optimal performance scaling in our

scenario of interest is achieved by scaling upN , B , S, C, andD such that

N / C0:73; B / C0:24; S / C0:03; D = B � S;

as visualized in Figure 2.5. This suggests that commonly set values may be either

too large or too small for ef�ciency.

3. Performance depends strongly on scale and weakly on model shape. Notably, this
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implies that increasing either the width with a �xed depth, or vice versa, is suf�cient

for effective scaling-up.

4. The optimal batch size gradually increases over the course of training up to 2 million

tokens, determined solely by the loss at a given moment as

Bcrit(L) =
B �

L1=� B
; B � � 2 � 108 tokens; � B � 0:21:

2.2.2 Chinchilla

In fact, [12] later extended the scaling laws derived in [11] to various generative models,

revealing that they all have similar scaling exponents. However, these exponents were later

contradicted by [13], which showed that the exponents for both model size and the number

of tokens processed are approximately 0.5. This �nding is more intuitive and validates the

concept of the optimal ratio of the number of tokens processed to model size, as discussed

in [4]. The Chinchilla scaling law is more reassuring than the original, as it encourages

the use of relatively smaller models for a given, suf�ciently large compute budget. Such

models are easier to parallelize and train more stably.
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CHAPTER 3

GPT-J

In this chapter, we present GPT-J, the �rst open-source replication of GPT-3 variants. Its

performance matches that of the original, with several novel improvements. GPT-J, a JAX-

based Transformer language model with 6 billion parameters, performs nearly on par with

6.7B GPT-3 (Curie) on various downstream tasks (Figure 3.7). It outperforms in other tasks

(Figure 3.8, Figure 3.9), thanks to the inclusion of diverse data (e.g., coding), which was

not present in GPT-3's dataset, and the novel GPT-J residual connection (Figure 3.2). This

connection increased throughput by 30% and allowed training on 30% more tokens. Unlike

many successful open-source projects involving massive models, this project was carried

out by only two contributors, including the author of this thesis. Upon its release in June

2021, GPT-J dramatically outperformed existing models in some domains, notably coding.

GPT-J allows for more �exible and faster inference than its predecessor, GPT-Neo [43],

due to the use of JAX. It is arguably the �rst widely-used, open-source, GPT-like large lan-

guage model and has been a pioneer in this �eld. In 2022, EleutherAI released GPT-NeoX

20B [9], whose design is essentially identical to GPT-J's, except for its size, hardware, and

platform (PyTorch). They evaluated and compared their models, including GPT-J and other

existing models such as GPT-3, on various downstream tasks (Figure 3.7, Figure 3.8, Fig-

ure 3.9). Both GPT-J and GPT-NeoX often outperform GPT-3 variants and other compara-

ble models on various standard language model benchmarks. Unlike larger models, GPT-J,

while massive, can still �t in the memory of most widely used GPUs without quantiza-

tion, which has contributed to its widespread adoption. Furthermore, numerous research

projects have utilized GPT-J (section 3.3). Despite being released two years ago, GPT-J

remains a strong contender, as evidenced by the release of Dolly, a ChatGPT competitor

and a �ne-tuned version of GPT-J, by Databricks in April 2023 (see subsection 3.3.5).
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Figure 3.1: Samples generated with GPT-J. (Top) The model performs addition and sub-
traction perfectly in this setting of creating the questions by themselves. (Bottom) The
model generates coherent yet partly non-factual output.
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3.1 Model Design

This work presents three notable contributions. Firstly, we introduce the GPT-J residual

connection, which uniquely positions the feedforward and self-attention layers in parallel,

as opposed to their typical sequential arrangement. This innovative architecture enhances

throughput by 30%, enabling the training of 400 billion tokens—a signi�cant increase from

the 300 billion trained by GPT-3 (Curie)—within a comparable total compute budget. This

advancement led to improvements in performance (see Sections Figure 3.8 and Figure 3.9).

Secondly, our research demonstrates the dramatic enhancement in the coding capabili-

ties of the language model with the inclusion of Github data in the training dataset. Despite

appearing intuitive, this �nding is signi�cant given GPT-J's prior status as a robust base-

line in coding tasks and a pioneer in the �eld. Furthermore, we have publicly released

the model's repository, weights, blog article, and web demo. Despite the project's modest

team size—consisting of just the author of this thesis and one other collaborator—these

releases have garnered widespread attention. GPT-J's usability and performance, particu-

larly in �netuning contexts, have facilitated its extensive use in numerous papers, as it was

previously challenging for many researchers to �netune models more powerful than this

[44, 45, 46, 47, 48, 49].

Our model's design and hyperparameter choices align with those of the 6.7B GPT-

3 model in some respects but also differ signi�cantly. Notably, our model incorporates

our innovative residual design for enhanced throughput (see Section subsection 3.1.2). It

is trained on 400 billion tokens from The Pile dataset [50], which comprises 800GB of

text. Additionally, we have doubled the attention head dimension to 256, compared to

the corresponding GPT-3 model size, achieving substantial throughput improvements with

minimal impact on performance.
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3.1.1 Overview

GPT-J is built upon Haiku [51], utilizing xmap/pjit operators in JAX [52] for model paral-

lelism. The parallelism scheme is akin to that of the original Megatron-LM [53], proving

ef�cient on TPUs due to their high-speed 2D mesh network. Additionally, an experimental

model version incorporates ZeRo-style sharding [54]. This library is designed for scalabil-

ity up to approximately 40B parameters on TPUv-3s, with alternate parallelism strategies

necessary beyond this threshold. The training throughput of GPT-J (151k tokens/s) sur-

passes that of the 2.7B GPT-Neo (148k tokens/s) on identical hardware (TPU v3-256 pod),

re�ecting an approximate 125% increase in ef�ciency. At the 6B con�guration on a TPU

V3-256 pod, GPT-J achieves substantial absolute ef�ciency. While the hardware's theoret-

ical maximum is 13.4 PFLOPs, GPT-J attains 5.4 PFLOPs as measured in the GPT3 paper.

Accounting for these additional factors, approximately 60% of the theoretical maximum,

or 8.1 PFLOPs, is utilized. Training GPT-J took roughly �ve weeks with TPU v3-256.

3.1.2 GPT-JResidualConnection

We propose the GPT-J residual connection, a novel architecture that places the feedforward

and self-attention layers in parallel, diverging from the conventional sequential arrange-

ment (see Figure Figure 3.2). In a typical Transformer layer, the process follows

y = x + SelfAttn(LN(x));

z = y + FFN(LN(y));

whereas, in the GPT-J residual connection, it is

y = LN(x);

z = x + SelfAttn(y) + FFN(y):
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Figure 3.2: Diagram illustrating the differences between the GPT-J model architecture and
the standard GPT architecture.

This arrangement allows for the fusion of linear layers, resulting in a signi�cant increase in

throughput. This concept was subsequently adopted by models such as GPT-NeoX [9] and

PaLM [55].

3.1.3 RotaryPositionalEncoding

Rotary Positional Encoding (RoPE) is an innovation designed to provide Transformer mod-

els, among others, with information about the relative positions of tokens in a sequence

[56]. Traditional positional encoding, as established in the original Transformer model

[26], utilized a �xed sinusoidal pattern to infuse embeddings with positional information.

However, this method has limitations, especially for very long sequences.

RoPE addresses these limitations by generating a position-dependent rotation matrix

for embeddings. This rotation ensures the model's awareness of relative token positions,

even when attending to distant tokens. The RoPE methodology involves:
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• Computing the relative positions between tokens.

• Deriving a rotation matrix from these relative positions.

• Rotating the token embeddings according to this matrix.

A key advantage of Rotary Positional Encoding is its ability to preserve the model's

sensitivity to relative positions, even in long sequences or when only parts of the sequence

are visible. This feature is particularly bene�cial for models processing lengthy texts or

for scenarios involving separate processing of local text windows. RoPE has been notably

implemented in models like LambdaNetworks and Performer, variants of the Transformer

architecture optimized for handling long sequences ef�ciently.

3.1.4 MeshTensorFlowJAX

Mesh TensorFlow (often abbreviated as Mesh-TF) is a library developed by Google, pri-

marily to simplify distributed computing in the context of large-scale machine learning

models [57]. Its development aimed to facilitate the training of massive models across

multiple devices, such as TPUs. Mesh-TF extends TensorFlow by introducing the concept

of a ”mesh” — a multi-dimensional array of processing elements.

We have redeveloped Mesh-TF using Haiku, resulting in what we call Mesh Tensor-

Flow JAX. The motivation for this redevelopment is threefold:

• JAX offers substantially faster decoding speeds compared to TensorFlow.

• JAX enables more ef�cient utilization of TPUs for training massive models.

• Mesh-TF is known for its lack of intuitive usability.

The primary features and design philosophies of Mesh TensorFlow are as follows:

• Tensor Decomposition: Unlike standard TensorFlow, where tensors are indivis-

ible and con�ned to single devices, Mesh-TF introduces the concept of ”tensor-

dimension”, which can be distributed across a mesh dimension. For instance, a
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batch size of 128 can be divided among 8 TPU cores by slicing the ”batch” tensor-

dimension into 8 equal parts, one for each core.

• Mesh: A mesh in Mesh-TF is an n-dimensional array of processors (or devices) and

serves as the primary abstraction for distributed computing. A mesh can encompass

multiple devices, allowing tensors to be split (or ”sharded”) across it.

• Expressive Sharding: Mesh-TF offers �exible sharding options for tensors, en-

abling sophisticated sharding patterns. These patterns can be tailored to optimize

performance based on speci�c operations or layers within a model.

• SPMD (Single Program, Multiple Data): Mesh-TF adheres to the SPMD paradigm,

wherein the same program is executed across each device, but each device processes

a different subset of the data.

• Intuitive API : The Mesh-TF API, designed to be similar to TensorFlow's, eases the

transition for those already familiar with TensorFlow.

• Scalable Models: Mesh-TF has proven particularly useful for training very large

models, such as language models. For example, Google's T5 (Text-to-Text Transfer

Transformer) model was trained using Mesh TensorFlow on Cloud TPUs.

3.1.5 TrainingonThePile

To train GPT-J, we utilized The Pile [50], a comprehensive, open-source dataset of English

text, amounting to approximately 886.03 gigabytes. Created by EleutherAI in 2020 and re-

leased on December 31 of the same year, this dataset serves as a robust training resource for

large language models (LLMs). The Pile comprises approximately 300 billion subwords.

GPT-J was trained on this dataset for about one epoch, although it observed some signi�-

cant sub-datasets, like Wikipedia, for multiple epochs. The context length for GPT-J is set

to 2048 subwords, with each minibatch consisting of 1024 sequences, equating to 2 million
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subwords. The learning rate schedule incorporates Cosine Annealing, with the maximum

learning rate set to1:2e � 4.

Key characteristics and details of The Pile dataset include:

• Composition: The Pile consists of 22 smaller datasets, 14 of which were newly

introduced. These datasets were meticulously curated to encompass a diverse range

of sources and writing styles.

• Motivation : The creation of The Pile was driven by the need for a more diverse

dataset. While many language models were trained on data from sources like Com-

mon Crawl, The Pile offers a broader and more comprehensive selection of data.

• Contents and Filtering: The dataset includes data from various publicly accessi-

ble sources (Figure 3.3). To ensure high data quality, duplicates were removed, and

certain sub-datasets underwent quality control �ltering. For example, the Pile-CC, a

modi�ed version of Common Crawl, had non-textual elements like HTML format-

ting and links extracted.

• Exclusions: Some potential sub-datasets were excluded from The Pile due to vari-

ous reasons, including content with racist elements, such as the US Congressional

Record.

• Ethical Considerations: The individual documents within the included sub-datasets

were not �ltered for non-English, biased, or profane content. Moreover, no consent-

based �ltering was applied. EleutherAI, however, documented the levels of bias

(related to gender, religion, and race), profanity, and consent for each sub-dataset,

enabling researchers to make informed ethical choices in their usage.

• Usage: Initially designed for training EleutherAI's GPT-Neo models, The Pile has

since been widely adopted for training various other large language models by dif-
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Figure 3.3: Treemap of Pile components by effective size [50].

ferent organizations and research groups. It is also used as a benchmark to evaluate

model performance across diverse writing styles.

The comprehensive and diverse nature of The Pile dataset makes it an invaluable re-

source for training and evaluating large language models, enhancing their capability to

address a wider array of language tasks and domains.

3.2 Performance Evaluation

To assess the performance of GPT-J, we evaluated the model using various conventional

NLP benchmarks, including LAMBADA [58], Winogrande [59], Hellaswag [60], and

PIQA [61]. We also discuss benchmarks in coding (HumanEval [62]), academic prob-

lems (MMLU [63]), and math problems (MATH [64]). In the following subsections, we

present a summary of each evaluation benchmark we used, followed by a subsection that

lists the evaluation results for each benchmark.
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3.2.1 LAMBADA

The LAMBADA (LAnguage Model BAsed DisambiguAtion) benchmark tests a model's

ability to predict the �nal word in a sentence when provided only with the sentence's last

context, excluding the target word. The questions are designed such that understanding

the broader context is crucial for correct prediction. LAMBADA is often used to evaluate

a model's understanding of context and its ability to disambiguate words based on that

context.

3.2.2 Winogrande

Winogrande is a set of multiple-choice questions. Each question contains a sentence with

two variables and two possible answers. The challenge is to identify which of the two

answer choices best �ts into the blanks in the sentence. This tests the model's reasoning

abilities, particularly in understanding social and common-sense situations.

3.2.3 Hellaswag

Hellaswag (Human-Level Evaluation of Language And Learning: A Shared-Task with A

Ground-truth) is designed to evaluate the ability of machine learning models to infer and

predict the plausible continuation of a given situation described in a sentence. The bench-

mark provides a partial scenario, and the task for the model is to choose the most likely

continuation from a set of options. This tests the model's understanding of narrative and

causal reasoning.

3.2.4 PIQA

PIQA (Physical Interaction Question Answering) is a benchmark that measures a model's

understanding of physical reasoning. Questions are framed in a way that requires the model

to apply an understanding of how physical objects interact. For example, a question may
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ask, ”What would happen if you put soap in a microwave?” The model must generate or

choose an answer that re�ects an understanding of the physics involved in the situation.

3.2.5 HumanEval

The HumanEval benchmark assesses the functional correctness of machine learning mod-

els through a set of 164 handwritten programming problems, known as the HumanEval

dataset. Each problem comprises a function signature, a docstring explaining what the

function should do, the body of the function, and multiple unit tests to verify the function's

correctness. On average, there are about 7.7 tests for each programming problem. These

tasks are speci�cally handwritten to provide a unique challenge for models, especially since

many machine learning models are trained on extensive datasets that may already include

solutions to similar problems.

3.2.6 MMLU

The Massive Multitask Language Understanding (MMLU) benchmark is a comprehen-

sive multiple-choice test covering 57 subjects from various �elds of knowledge, including

humanities, sciences, and standardized test questions. The test features a wide range of

dif�culty levels and was manually curated from freely available online sources. It includes

practice questions for tests like the Graduate Record Examination and the United States

Medical Licensing Examination, as well as questions designed for undergraduate courses

and readers of Oxford University Press books. Unspecialized humans achieve an accuracy

of 34.5%, with expert-level accuracy estimated at approximately 89.8%.

3.2.7 MATH

The MATH benchmark evaluates the problem-solving ability of machine learning models

using a dataset of 12500 high school math competition problems. Models are tasked with

generating a sequence representing the �nal answer to these problems. The uniqueness
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of the answers, obtained after normalization, allows for exact match scoring. The dataset

includes problems of varying dif�culty levels (1 to 5) across seven different mathemat-

ical subjects, including geometry with textual diagrams. Additionally, full step-by-step

solutions are provided, enabling models to learn to generate such solutions and improve

interpretability.

3.2.8 Results

We evaluated GPT-J on LAMBADA, Winogrande, Hellaswag, and PIQA and compared

its performance against various other models released prior to GPT-J (Figure 3.4). GPT-J

performs on par with GPT-3-Curie, while GPTNeo-2.7B underperforms compared to GPT-

3-2.7B despite having a comparable training budget. [62] evaluated Codex, GPT-J, and

GPT-Neo on HumanEval (Figure 3.5), showing that GPT-J clearly outperforms GPT-Neo.

Note that Codex, speci�cally trained for coding tasks, was not released when GPT-J was,

leading to its suboptimal performance on other tasks, unlike GPT-J. GPT-J is one of the

earliest large language models with non-trivial coding capability (Figure 3.6). Furthermore,

[9] shows that GPT-J performs on par with GPT-3 on a variety of common natural language

understanding tasks (Figure 3.7) and outperforms in tasks such as arithmetic and the MATH

benchmark (Figure 3.8) and MMLU (Figure 3.9) with a comparable compute budget. They

also observed that GPT-J improves performance by nearly 6% on various tasks in a �ve-shot

setting, while other models studied showed tenfold less improvement (Figure 3.9).

3.3 Applications and related works

We review some notable papers and projects that involve GPT-J or take it as an inspiration.

3.3.1 GPTNeoX-20B

In April 2022, [9] released GPT NeoX-20B, a massive autoregressive language model with

20 billion parameters. GPT NeoX is essentially the PyTorch variant of GPT-J, featur-
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Figure 3.4: Comparison of zero-shot performance on common natural language under-
standing tasks across various GPT-2/3 variants, including GPT-J.

Figure 3.5: HumanEval Scores of GPT-J and Various Contemporary Models [62]. Note:
Codex, speci�cally trained for coding tasks, was not released at the time of GPT-J's release,
leading to its suboptimal performance on tasks other than coding, a limitation not shared
by GPT-J.
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Figure 3.6: Example of a Code Sample Generated Using GPT-J.

ing an identical architecture, dataset, and training scheme. Unlike its predecessors, GPT

NeoX-20B was trained on a GPU cluster and performs better due to its greater number

of parameters. The study provides insights into GPT NeoX-20B's architecture, training

process, and assesses the performance of GPT NeoX, GPT-J, and various existing models

across tasks related to language comprehension, mathematics, and knowledge-based chal-

lenges. Notably, they observed that GPT NeoX-20B and GPT-J excel as reasoning models,

demonstrating signi�cantly improved performance compared to models of similar size like

GPT-3 and FairSeq (Figure 3.7, Figure 3.8, Figure 3.9).

3.3.2 Pythia

In April 2023, EleutherAI released Pythia [65], a collection of 16 LLMs, which can be seen

as an extension of GPT-J and GPT NeoX into varying sizes. These models were trained

on The Pile, using the exact same data sequence, and their sizes range from 70 million to

12 billion parameters. Pythia offers access to 154 checkpoints for each of these 16 mod-

els, along with tools that enable users to download and recreate their training dataloaders

for further investigation. Pythia is designed to support research in various domains and

presents several case studies, including novel �ndings related to memorization, the impact

of term frequency on few-shot arithmetic performance, and strategies to mitigate gender
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Figure 3.7: Zero-shot performance of GPT-J, GPT-NeoX-20B, FairSeq, and OpenAI mod-
els on a variety of language modeling benchmarks [9]. Note: The 6B parameter data point
for GPT-NeoX is actually GPT-J, not GPT-NeoX.

bias. It demonstrates that this precisely controlled setup can provide fresh insights into

LLMs and their training dynamics.

3.3.3 CerebrasGPT

In March 2023, Cerebras released Cerebras-GPT, a family of seven GPT models with pa-

rameters ranging from 111 million to 13 billion, as open-source contributions [66]. These

models were trained using the Chinchilla formula, optimizing for accuracy within a given
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Figure 3.8: Five-shot performance of GPT-J, GPT-NeoX-20B, FairSeq, and OpenAI mod-
els on arithmetic tasks and MATH [9]. Note: The 6B parameter data point for GPT-NeoX
is actually GPT-J, not GPT-NeoX.

compute budget. Cerebras-GPT is notable for its faster training times, lower costs, and

reduced energy consumption compared to other publicly available models.

Figure 3.10 compares Cerebras-GPT with other open-source models, including GPT-J,

on various downstream tasks. Although GPT-J was not trained using the Chinchilla for-

mula, its performance remains very competitive against Cerebras-GPT, which was released

two years later.
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Figure 3.9: Five-shot performance of GPT-J, GPT-NeoX-20B, FairSeq, and OpenAI mod-
els on MMLU [9]. Note: The 6B parameter data point for GPT-NeoX is actually GPT-J,
not GPT-NeoX.

3.3.4 FastModelEditingatScale

The Stanford NLP Group released Model Editor Networks with Gradient Decomposition

(MEND) as a solution for post-hoc editing of large pre-trained models [46], which are

prone to errors and outdated predictions. GPT-J was used in this experiment as the most

powerful GPT-like model available at the time.

MEND consists of small auxiliary editing networks that use a single input-output pair

to make fast, local adjustments to a pre-trained model's behavior. It accomplishes this by

transforming the gradient obtained during standard �ne-tuning, employing a low-rank de-

composition to make this transformation manageable. MEND is ef�cient and can be trained

on a single GPU in a short time, even for models with over 10 billion parameters. Exper-

imental results on models such as T5, GPT, BERT, and BART demonstrate that MEND is
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Figure 3.10: Example downstream task performance comparison of Cerebras-GPT and
other open-source models, including GPT-J [66].

the only effective approach for editing models of such scale.

3.3.5 Dolly

In April 2023, DataBrick presented Dolly [15], an open-source GPT-J model that is �ne-

tuned on a small dataset of high-quality instruction-response pairs. Dolly achieves im-
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Figure 3.11: A sample generation with Dolly.

pressive ChatGPT-like instruction-following abilities through a straightforward 30-minute

training process on a single machine (Figure 3.11, Figure 3.12).

Despite having only 6 billion parameters and being based on the two-year-old GPT-J,

Dolly exhibits remarkable instruction-following capabilities. This suggests that the quality

of instruction-following training data plays a signi�cant role in enhancing LLM behavior.

Dolly's approach challenges the notion that only the latest, massive models can excel in

instruction-following tasks, opening up possibilities for more accessible and customizable

instruction-following models for enterprises.

3.3.6 IndustryapplicationsandimplementationandAPI

The base version of GPT-J is accessible through various platforms, including EleutherAI's

website, NVIDIA's Triton Inference Server, Huggingface, and the NLP Cloud website.

Services from both Cerebras and Amazon Web Services are available for �ne-tuning the

model. Graphcore provides a comprehensive suite of services, offering both the customiza-

tion of GPT-J through �ne-tuning and hosting options for both the base and custom-tailored

models. CoreWeave also offers hosting solutions for both the standard and �ne-tuned ver-
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Figure 3.12: Dolly (dolly-v1-6b) performs competitively relative to various other models
[15].

sions of GPT-J.

In April 2023, Databricks launched Dolly, a model that follows speci�c instructions

and was developed by �ne-tuning GPT-J using the Stanford Alpaca dataset. This model is

available under the Apache license. Additionally, NovelAI has developed two models —

Sigurd and Genji-JP 6B — that are specialized versions of GPT-J. NovelAI also provides

services for further customization and hosting of these models.
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CHAPTER 4

FAILURE OF GRADIENT DESCENT CONVERGENCE IN FEEDFORWARD

LAYERS LACKING LAYER NORMALIZATION

This chapter investigates the behavior of gradient descent on a feedforward layer with ran-

dom binary input vectors. We found that, surprisingly, gradient descent fails to converge

in this scenario, regardless of the parameter count. This discovery emerged during our

exploration of the incompressibility of linear layers, a concept pivotal to understanding

Sparse Upcycling discussed in the subsequent chapter. In a simulation, we observed that

the gradient unexpectedly became stagnant. We then derived an explicit expression for the

expected gradient under a simplifying assumption, which sheds light on this phenomenon.

Interestingly, this stagnation is not a result of over�tting or neural network depth but stems

from noise that obscures parameter differentiation. Through simulations, we demonstrate

that adding layer normalization to the output mitigates this issue for matrices up to a size

of 1000. We also elucidate the underlying reasons for this improvement based on our sim-

pli�ed model. This �nding offers new insights into the necessity of Layer Normalization

in Transformer architectures.

4.1 Introduction and Main Result

Consider a series of i.i.d Bernoulli variablesX 1; X 2; : : :, where the probability ofX i = 1

is p and ofX i = 0 is 1 � p. De�ne Y as the indicator variable for the eventA:

A = f X 1 = : : : = X k = 1g
[

f X k+1 = : : : = X 2k = 1g
[

: : :
[

f X (l � 1)�k = : : : = X l �k = 1g);
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implying A = f Y = 1g. The binary vector~X is given by:

~X := ( X 1; X 2; : : : ; X l �k ; 1): (4.1)

For simplicity, we focus on the casek = 2, as larger values ofk introduce additional

complexities and may not realistically model real-life �rst-order logic. The variableY is

expressed as:

Y = h
�

C � ReLU(B ~X )
�

; (4.2)

whereB is anl � (k � l + 1) matrix,C is a row vector of lengthl �lled with 1's, and h(x)

is a piecewise function de�ned as 0 forx � 0, x for x 2 [0; 1], and 1 forx � 1. Matrix B

contains two 1's in each row and a -1 as the last entry. For thej -th row ofB :

bj (2j ) = bj (2j � 1) = 1; bj (2l+1)= � 1; (4.3)

with all other entries being 0.

Note that expression Equation 6.4 resembles a feedforward layer of a Transformer, mi-

nus the skip connection, normalization, and the activation functionh(:). We examine both

scenarios:C as a row vector andC as a full matrix. In simulations with small values ofl ,

such asl = 15 for one-dimensionalC andl = 50 for multidimensionalC, we observed a

failure in learning matrixB through gradient descent. This is puzzling since Transformer

matrices typically measure around1000� 1000, and one would expect gradient descent

to be effective up tol = 500. Our analysis reveals that ifP(Y = 1) << 0:5, the neu-

ral network post-gradient descent predictsŶ = 1 consistently, and the reverse occurs if

P(Y = 1) > 0:5. The main contribution of this chapter is our approximation formula

for the expected gradient, presented in Equation 4.12 and Equation 4.40, which explains

the observed gradient stagnation. We show that applying normalization to the multidimen-

sional output vector~Y resolves this issue. Our formula Equation 4.12 demonstrates why
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output normalization, a feature of the Transformer architecture, is effective in preventing

this problem, thereby providing a rationale for the normalization step beyond the usual

concerns of vanishing gradients due to network depth.

Now, let us examine speci�c examples with one-dimensional and multidimensional

outputs:

4.1.1 Examplefor One-DimensionalOutput

Consider a numerical example withk = 2 andl = 2. The matrixB is de�ned as:

B =

0

B
@

1 1 0 0 � 1

0 0 1 1 � 1

1

C
A (4.4)

and ~X = ( X 1; X 2; X 3; X 4; 1)t represents a vector with binary entries. We de�neZ as:

Z = (1 ; 1) � ReLU (B~x) = ReLU(x1 + x2 � 1) + ReLU(x3 + x4 � 1)

Assuming binary entries for~x, Z � 1 occurs if and only if eitherX 1 = X 2 = 1 or

X 3 = X 4 = 1. We use an increasing continuous functionh(:) with h(x) = 0 for x � 0 and

h(x) = 1 for x � 1, de�ning Y as:

Y = h (Z ) = h ((1; 1) � ReLU (B~x)) (4.5)

Therefore,Y = 1 if X 1 = X 2 = 1 or X 3 = X 4 = 1, andY = 0 otherwise. The logical

implications involving two horns are represented as follows:

f X 1 = 1g \ f X 2 = 1g =) f Y = 1g;

f X 3 = 1g \ f X 4 = 1g =) f Y = 1g:
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These implications are encoded into the matrixB . Our objective is to investigate

whether the matrixB can be ef�ciently learned using gradient descent. To do this, we

generate independent and identically distributed (i.i.d.) pairs of( ~X; Y ), denoted as

( ~X 1; Y1); ( ~X 2; Y2); ( ~X 3; Y3); : : : :

Consequently,Yi is de�ned as:

Yi = h
�

(1; 1) � ReLU
�

B ~X i

��
; for all i = 1; 2; : : :

From this data, we aim to ”learn” the matrixB through gradient descent. To facilitate

this, we introduce the training matrixB train, de�ned by:

B train =

0

B
@

b11 b12 b13 b14 b15

b21 b22 b23 b24 b25

1

C
A : (4.6)

Our estimated̂Yi is then given by:

Ŷi = Ŷi (B train) := h
�

(1; 1) � ReLU
�

B train
~X i

��
: (4.7)

This formulation remains valid for larger parameter values ofl , but requires a corre-

spondingly sizedB train. For generall and k = 2, the matrixB hasl rows and2l + 1

columns. In row numberj , the2j -th and(2j � 1)-th entries are set to1, with all other

entries at0, except the last entry, which is� 1.

Gradient descent is applied to the mean squared error (MSE) function:

MSE (B train) =
nbX

j =1

(Ŷj � Yj )2;

where the goal is to learnB from the dataset( ~X 1; Y1); ( ~X 2; Y2); : : : ; ( ~X nb; Ynb), with

nbdenoting the number of data points generated.
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We also explore scenarios where, unlike in the previous formulations,C is a full matrix.

This consideration arises because tools like the Transformer utilize vector normalization,

which is not feasible with one-dimensional output. Additionally, the Transformer's out-

put is a probability distribution over a large set of words, going beyond a simple binary

outcome.

4.1.2 Multidimensionaloutputexample

So, let us consider our second toy-problem withk = 2 andl = 6. This time:

B =

0

B
B
B
B
B
B
B
B
B
B
B
B
B
B
@

1 1 0 0 0 0 0 0 0 0 0 0� 1

0 0 1 1 0 0 0 0 0 0 0 0� 1

0 0 0 0 1 1 0 0 0 0 0 0� 1

0 0 0 0 0 0 1 1 0 0 0 0� 1

0 0 0 0 0 0 0 0 1 1 0 0� 1

0 0 0 0 0 0 0 0 0 0 1 1� 1

1

C
C
C
C
C
C
C
C
C
C
C
C
C
C
A

(4.8)

We de�ne the matrixC as follows:

C =

0

B
B
B
B
@

1 1 0 0 0 0

0 0 1 1 0 0

0 0 0 0 1 1

1

C
C
C
C
A

(4.9)

Assuming the input vector~X is a binary vector of length13, with the last bit always equal

to 1, we de�ne the vector~Y as:

~Y =

0

B
B
B
B
@

Y1

Y2

Y3

1

C
C
C
C
A

= h(C � ReLU(B ~X ));

whereh(�) is an increasing function withh(x) = 0 for x � 0 andh(x) = 1 for x � 1. The
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components of~Y are then given by:

Y1 =1 if and only if (f X 1 = 1g \ f X 2 = 1g) [ (f X 3 = 1g \ f X 4 = 1g) ;

Y2 =1 if and only if (f X 5 = 1g \ f X 6 = 1g) [ (f X 7 = 1g \ f X 8 = 1g) ;

Y3 =1 if and only if (f X 9 = 1g \ f X 10 = 1g) [ (f X 11 = 1g \ f X 12 = 1g) :

In this context,Y1 = 1 could represent ”sadness”,Y2 = 1 could represent ”generosity”, and

Y3 = 1 could represent ”happiness”. Our multidimensional model is de�ned fork = 2 and

a natural even numberl. The matrixB is de�ned as in the one-dimensional example, i.e.,

B is anl � (2l + 1) matrix, with the last column containing only� 1s. Each row contains

two 1s positioned according to Eq. Equation 4.3, with the rest being0s. The matrixC is

then a(l=2) � l matrix, similar toB but with l=2 instead ofl and without the last column

of � 1s. The vector~Y is de�ned as:

~Y = h(C � ReLU(B ~X ));

where ~X is a binary vector with i.i.d. entries, except for the last entry which is always1.

The length of~X is 2l + 1. The estimated vector̂~Y is obtained through the formula:

~̂Y = h(Ctrain � ReLU(B train
~X ));

whereCtrain andB train are learned using gradient descent.

This approach is part of our investigation into how Transformers learn �rst-order logic.

Surprisingly, for relatively small values ofl (e.g.,l = 30), gradient descent completely fails,

resulting inŶi becoming uncorrelated with the trueYi s. This is intriguing since Transform-

ers typically have linear layers with matrices of order1000� 1000, and it is expected that

gradient descent should work ef�ciently up tol = 500. We discuss why this phenomenon

occurs and how layer normalization applied to the output can mitigate this issue. However,
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these phenomena may persist even with such countermeasures for larger values ofl .

We evaluate the correlation betweenY andŶ . It is important to note that ifP(Y = 1)

is too small, learning becomes challenging due to the scarcity of examples withY = 1.

Thus, we adjustp = P(X = 1) to achieve a desired probability for the output. We

typically consider cases whereP(Y = 1) = 0 :3 or smaller, such asP(Y = 1) = 0 :1.

WhenP(Y = 1) < 0:5, there is a tendency to always predictY = 0. Conversely, for

P(Y = 1) > 0:5, predictions tend to always bêY = 1. In this chapter, we focus on the

case whereP(Y = 1) < 0:5, as the opposite case can be derived by symmetry.

4.1.3 Numericresultsfor one-dimensionaloutput

We observe how gradient descent quickly fails asl increases, without additional techniques

such as layer normalization and leaky ReLU. The results are summarized in the following

tables:

ForP(Y = 1) = 0 :3:

l 10 20 30 40 50

P(X = 1) 0:19 0:13 0:11 0:096 0:085

corr(Ŷ ; Y) 0:92 0:68 0:32 0:15 0:09

(4.10)

ForP(Y = 1) = 0 :1:

l 10 20 30 40 50

P(X = 1) 0:105 0:075 0:06 0:052 0:046

corr(Ŷ ; Y) 0:94 0:54 0:36 0:21 0:2

(4.11)

whereŶ represents the estimatedY, as de�ned in formula Equation 4.26. We utilizeB train ,

obtained after the gradient descent process ceases to show improvement. It is important

to recall that the true matrixB features two1s in each row, with the rest being zeros.
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Thus,B train should similarly have two1s in every row, while the remaining coef�cients

are approximately0. Consequently, all other entries should approach zero. However, when

gradient descent plateaus, we observe that all elements ofB train tend towards negative

values, leading tôY = 0 in most instances. Although this is not the desired outcome, it

does approximate the trueY whenP(Y = 1) � 0:5. This phenomenon occurs exclusively

in the absence of output normalization.

4.1.4 NumericResultsfor MultidimensionalOutput

The following table illustrates the correlation between~̂Y and ~Y, for P(X i = 1) = 0 :4,

P(Y = 1) = 0 :294, andk = 2, in scenarios with multidimensional output:

l 14 26 50 100 200 300 400 1000

no normalization corr(~Y ; ~̂Y) 0:8 0:39 0:094 � � � � �

normalization corr(~Y ; ~̂Y) 0:9 0:74 0:64 0:64 0:61 0:5 0:65 0:46

For greater values ofl and in the non-normalized scenario, predictions invariably result

in ~Y = ~0, leading to an unde�ned standard deviation and, hence, unde�ned correlation.

This accounts for the missing entries in the non-normalized row of the table. Additionally,

for large values ofl (e.g., l = 500), gradient descent may take an hour or two, limiting

the optimization of hyperparameters. Therefore, running the process for longer durations

might enhance the correlations in the normalized case beyond the current values in the

table. Nonetheless, with correlations of0:64or even0:4, it is evident that gradient descent

signi�cantly learns from the true matricesB andC.

4.1.5 ExplainingWhy GradientDescentGetsStuckWithoutRenormalization

The approximation of the partial derivative in gradient descent is calculated based on the

entries of the matrixB train . This approximation is detailed in Equation 4.12. This formula

is relevant for one-dimensional outputs, as the multidimensional case involves more com-
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plex notation but follows similar logic. The applicability of formula Equation 4.12 hinges

on the entries ofB train being of comparable magnitude, particularly for largel, allowing

the Central Limit Theorem to apply to the products ofB train � ~X . However, since the true

matrix B is sparse, the Central Limit Theorem does not apply to the products ofB ~X . For-

mula Equation 4.12 consists of two components: Equation 4.15 and Equation 4.16. As

explained below, Equation 4.15 is always positive, promoting the increase of coef�cient

b11 during gradient descent. On the other hand, Equation 4.16 tends to be negative when

P(Y = 1) � 0:5. The dominance of Equation 4.16 is due partly to its inclusion of a factor

p. As P(Y = 1) remains �xed andl increases,p approaches zero. For accurate learning of

matrixB , several coef�cients should grow while most others should decrease, which is not

observed in our analysis. Another point to consider is that if all coef�cients inB train are of

a �xed order andl increases inde�nitely, the standard deviation of the products ofB train
~X

surpasses the magnitude of theB train entries. Consequently, for the function� ! T(� ) de-

�ned in Equation 4.14, this implies a near-constant functionT(:) over the range ofB train 's

different entries, resulting in almost identical partial derivatives in gradient descent. This

phenomenon is observable when considering Equation 4.12. (Note that while this analysis

focuses on the partial derivative forb11, it is applicable to anybij .) However, to accurately

learn the true matrixB , it is necessary for someB entries to increase while others decrease.

This summarizes the core argument.

In detail, consider that during gradient descent, the product of the partial derivative

and a positive constant� (the step-size) is subtracted from each parameter. Hence, in the

Appendix, we calculate the partial derivative of the parameterb11, the �rst entry in matrix
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B, as follows:

� E

"
@(Ŷ � Y)2

@b11

#

� (4.12)

p � ((1 � T(b11 + b12)) � q(b11 + b12) � p + ( P(Y = 1) � T(b11)) � q(b11) � (1 � p)) :

(4.13)

Here, the function� 7! T(� ) represents the conditional expectation:

T(� ) := E [ � + W1 � k + 1 + W2 j � + W1 � k + 1 � 0; � + W1 � k + 1 + W2 � 1 ]

(4.14)

andq(� ) the probability

q(� ) := P(� + W1 � k + 1 � 0; � + W1 � k + 1 + W2 � 1)

where the random variableW1 is de�ned as:

W1 = b13X 13 + b14X 14 + : : : + b1(l �k)X 1(l �k)

and the variableW2 as:

W2 =
lX

j =2

ReLU(~bj � ~X j � k + 1) :

By the Central Limit Theorem, for largel, we can assume thatW1 andW2 are normally

distributed. The function� 7! T(� ) is increasing in� and always lies between0 and1 by

de�nition. In formula Equation 4.12, the term:

(1 � T(b11 + b12)) � q(b11 + b12) � p (4.15)

is positive, and would lead to an increase in coef�cientb11 in gradient descent if it were
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the only factor. However, this term competes with the other term in formula Equation 4.12,

which is:

(P(Y = 1) � T(b11)) � q(b11) � (1 � p): (4.16)

Let � B denote the mean of the entries in the matrixB train and let� 2
B represent their

empirical variance. For large matrices, as gradient descent progresses, the distribution of

thebij entries will be consistent across each row ofB train . Initially, we can initializeB train

with standard normal independent entries so that� B = 0 and� B = 1 at the start.

Assumingl is large while keepingP(Y = 1) �xed, it follows that p ! 0 asl ! 1 .

The coef�cientp, being very small, is included in Equation 4.15 but not in Equation 4.16.

Therefore, Equation 4.16 is predominant, unless the factorq(b11 + b12) can compensate.

If q(b11 + b12) is signi�cantly less thanq(b11), this would not be feasible. Initially, this is

unlikely because:

� W1 =
p

l
q

� 2
B + � 2

B

p
p(1 � p) (4.17)

We �nd that P(Y = 1) � p2 � l , leading top �
p

P (Y =1)
p

l
. Substituting this into

Equation 4.17, we get:

� W1 � l0:25
q

� 2
B + � 2

B

p
P(Y = 1) = O

�
l0:25

q
� 2

B + � 2
B

�
: (4.18)

Similarly, we have:

� W1 = l � p � � B (4.19)

which simpli�es to:

� W1 � l0:25
p

P(Y = 1) � B : (4.20)

GivenB train is initialized with normal entries having zero expectation,� B is initially

zero, making Equation 4.18 dominant over Equation 4.19. This suggestsT(b11) � 0:5

because a normal variableN (�; � 2) with � � � and � � 1 has an almost constant
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probability density in the interval[0; 1], leading to:

E[N (�; � 2)j0 � N (�; � 2) � 1] � 0:5: (4.21)

As the variable acts uniformly within[0; 1], we apply this toW1 + k � 1 + b11:

E [W1 + k � 1 + b11 j b11 + W1 � k + 1 � 0 ; b11 + W1 + k � 1 � 1] � 0:5; (4.22)

providedb11 is of smaller order than� W1 � 1.

The same logic applies if we replaceW1 with W1 + W2 in the conditional expectation

Equation 4.22, asW2 is a sum of ReLU's and thus non-negative. Consequently:

T(b11) = E [b11 + W1 + W2 + k � 1jb11 + W1 � k + 1 + W2 � 0; b11 + W1 + W2 + k � 1 � 1]

� 0:5

whenb11 is of smaller order than� W1 .

However, the absolute values of the coef�cientsbij are of orderO(� B + � B ), which is

consistently smaller than� W1 as indicated in Equation 4.18. Consequently, the probabilities

q(b11) andq(b11 + b12) are nearly identical. This is because two normal distributions with

a mean difference signi�cantly smaller than their common standard deviation are virtually

indistinguishable. This applies to the variablesb11 � k + 1 + W1 andb11 + b12 + k �

1 + W1. Therefore, the probabilityq(b11) cannot differ signi�cantly fromq(b11 + b12).

This implies that the coef�cientsq(b11) andq(b11 + b12) cannot offset the factorp present

in Equation 4.15 but absent in Equation 4.16. As a result, Equation 4.16 is the dominant

term. Moreover, Equation 4.16 is negative sinceT(b11) � 0:5 andP(Y = 1) < 0:5. This

leads to all coef�cients in matrixB decreasing at a similar rate until the coef�cientsq(bij )

approach zero. This trend begins when� W1 � 2� W1 and the coef�cients in matrixB are

of orderO(l0:25) as per Equation 4.20 and Equation 4.18. To accurately learn matrixB ,
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the largest coef�cients in each row should increase rather than decrease, which, however,

is not observed. Consequently, gradient descent fails to learn the true matrixB . In cases

of suf�ciently large l, we observe all coef�cients inB train being negative, leading to a

constant outputY of zero. Normalization prevents this, as when all coef�cients are near

zero in~Y, they no longer remain so after normalization.

Let's discuss measures to prevent the gradient from getting stuck while learning matrix

B , including normalization:

1. Normalization of output: De�ne~Z as

~Z i = ReLU(B � ~X i � ~1);

where~1 is a column vector of sizel with all entries being1. Here, ~Z i is the inter-

mediate output in the computation ofYi , post the �rst ReLU and prior to summing

and applyingh(:). We haveYi = h
�
~1t � ~Z i

�
. We can normalize~Z i by subtracting

the mean of its entries from each entry and then dividing by their sample standard

deviation. Assuming the Transformer fails to learn any information aboutYi , leading

to Yi andŶi being independent, the equationV AR[Ŷ � Y ] = V AR[Ŷ ] + V AR[Y]

holds. Thus, minimizing expected least square error, assuming no knowledge about

trueYi 's, results in an estimate for whichV AR[Ŷ ] = 0, i.e., a constant. Reducing

Ŷ 's variance is simpler than learning about trueB, hence normalization prevents

quick convergence toV AR[Ŷ ] = 0.

2. Adjustment of the functionh(:): If h(x) = 1 for x � 1, its derivative is zero for

x � 1, often causing gradient descent to stagnate. To address this, one can use a

leaky ReLU with a slight slope forh(:) on [1; 1 ), possibly with� = 0:01. Thus,

replaceh(x), originally 1 � ReLU(1 � x), with a leaky ReLU.

3. Intermittent resetting of coef�cientsbij : Periodically setting a �xed percentage of

coef�cientsbij to zero signi�cantly improves the learning process. This reduces the
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variance for~bj
~X , a primary issue. While this method is effective in toy problems due

to the sparsity of the trueB, its ef�cacy with real matrices remains to be tested.

The phenomena described is attributable to stochastic noise rather than over-�tting.

This noise affects the ”test statistic” used for gradient descent, i.e.,(Ŷ � Y) � h0(Y). The

total variation norm shows minimal difference between the conditional

distributions

L ((Ŷ � Y)h0(Y)jX 1 = X 2 = 1)

and

L ((Ŷ � Y)h0(Y)jX 1 � X 2 = 0)

for Y = 1 andY 6= 1.

4.2 Appendix

In this section, we consider the matrixB excluding its last column of� 1's. Thej -th row of

matrixB is denoted by~aj . Each vector~aj , of length2l, contains1 in its (2j � 1)-th and2j -

th positions, and0 in all other positions. Our formula, as de�ned in Equation Equation 4.5,

is now represented as:

Y = h

 
lX

j =1

ReLU(~aj � ~X � 1)

!

(4.23)

The functionh(�) for calculations in this section is de�ned as:

h(x) = 0 if x � 0;

h(x) = x if x 2 [0; 1];

h(x) = 1 if x � 1:
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Consequently, Equation Equation 4.23 can be expressed as:

Y = 1 � ReLU

 

1 �
lX

j =1

ReLU(~aj � ~X � 1)

!

: (4.24)

Consider an example withk = 2 andl = 3. The ”true” matrixB is:

B =

0

B
B
B
B
@

1 1 0 0 0 0

0 0 1 1 0 0

0 0 0 0 1 1

1

C
C
C
C
A

(4.25)

and its rows are~a1 = (1 ; 1; 0; 0; 0; 0), ~a2 = (0 ; 0; 1; 1; 0; 0), ~a3 = (0 ; 0; 0; 0; 1; 1). We aim

to learn the vectors~a1;~a2; : : : ;~al (up to a permutation of rows) using gradient descent. We

de�ne~b1;~b2;~b3 as the respective rows of the training matrixB train, and our estimate ofY is:

Ŷ = h

 
lX

j =1

ReLU(~bj � ~X � k + 1)

!

: (4.26)

We then learn the vectors~a1;~a2; : : : ;~al , which are the rows of the true matrixB , through

least squares and gradient descent.

The partial derivative of the square prediction error with respect tob11 is:

@(Ŷ � Y)2

@b11
= 2( Ŷ � Y) �

@̂Y
@b11

: (4.27)

The derivative of functionh(0) is 1 in the interval[0; 1] and0 elsewhere. The ReLU(�)

function has a derivative of1 for x � 0, and0 for x < 0. The expression for~b1 � ~X � k + 1

is:

b11X 1 + b12X 2 + : : : + b1kX k � k + 1;

with its derivative being1 if X 11 = 1 and0 otherwise. Thus, under the conditionsX 1 = 1,

~b1 � ~X � k � 1, and
P l

j =1 ReLU(~bj � ~X � k + 1) � 1, the partial derivative of Equation
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Equation 4.26 with respect tob11 is 1. This informs Equation Equation 4.27 to derive:

@(Ŷ � Y)2

@b11
= 2( Ŷ � Y) � 1f X 1=1 ;~b1 � ~X � k� 1;

P l
j =1 ReLU(~bj � ~X � k+1) � 1g: (4.28)

Considering multiple i.i.d. data points, let~X 1; ~X 2; : : : be i.i.d copies of~X as given in

Equation 4.1. The variablesY1; Y2; : : : are i.i.d Bernoulli variables with:

Yi = h

 
lX

j =1

ReLU(~aj � ~X i � k + 1)

!

;

and

Ŷi = h

 
lX

j =1

ReLU(~bj � ~X i � k + 1)

!

:

The partial derivative of the average square error is:

@
P n

i =1 (Ŷi � Yi )2

n � @b11
:

By the law of large numbers, this converges to the expectation asn ! 1 :

@
P n

i =1 (Ŷi � Yi )2

n � @b11
! E

"
@(Ŷ � Y)2

@b11

#

;

assuming many data points for gradient calculation. Applying the Law of Total Probability:

E

"
@(Ŷ � Y)2

@b11

#

= E

"
@(Ŷ � Y)2

@b11
j X 1 = 1; X 2 = 0

#

� P(X 1 = 1; X 2 = 0)+ (4.29)

E

"
@(Ŷ � Y)2

@b11
j X 1 = 1; X 2 = 1

#

� P(X 1 = X 2 = 1) ; (4.30)

noting that the partial derivative is0 whenX 1 = 0. GivenP(X 1 = X 2 = 1) = p2 and

P(X 1 = 1; X 2 = 0) = p(1 � p), and recognizing thatY = 1 when X 1 = X 2 = 1,
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Equation 4.29 and Equation 4.30, along with Equation 4.28, imply:

E

"
@(Ŷ � Y)2

@b11

#

= E
h
(Ŷ � Y) � 1D j X 1 = 1; X 2 = 0

i
� p(1 � p)+ (4.31)

E
h
(Ŷ � 1) � 1D j X 1 = 1; X 2 = 1

i
� p2; (4.32)

where1D is the indicator function of the setD, de�ned as:

D := f X 1 = 1g
\ n

~b1 � ~X � k + 1 � 0
o \

(
lX

j =1

ReLU(~bj � ~X � k + 1) � 1

)

:

Let's de�ne variableW1 as:

W1 = b13X 13 + b14X 14 + : : : + b1(l �k)X 1(l �k) :

And let

W2 =
lX

j =2

ReLU(~bj � ~X j � k + 1) :

With this notation, when conditionD holds, we have:

Ŷ = b11X 11 + b12X 12 + W1 � k + 1 + W2:

Thus, the conditional probability can be calculated as:
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E
h
(Ŷ � 1) � 1D j X 1 = 1; X 2 = 1

i
= (4.33)

= E[(Ŷ � 1) j D; X 1; X 2 = 1] � P(D j X 1 = X 2 = 1) = (4.34)

= E[b11 + b12 + W1 � k + 1 + W2 � 1 j b11 + b12 + W1 � k + 1 � 0; b11 + b12 + W1 � k + 1 + W2 � 1]�

(4.35)

� P(b11 + b12 + W1 � k + 1 � 0; b11 + b12 + W1 � k + 1 + W2 � 1) = (4.36)

= ( T(b11 + b12) � 1) � q(b11 + b12); (4.37)

where the mapT : � 7! T(� ) is de�ned as the conditional expectation

T(� ) := E [� + W1 � k + 1 + W2 j � + W1 � k + 1 � 0; � + W1 � k + 1 + W2 � 1] ;

and the map� 7! q(� ) as the probability

q(� ) := P(� + W1 � k + 1 � 0; � + W1 � k + 1 + W2 � 1):

To calculate the mapT, assumeW1 andW2 are independent normal variables with

E[W1] = � 1; � 1 =
p

VAR[W1]; E[W2] = � 2; � 2 =
p

VAR[W2];

so that

T(� ) = T� 1 ;� 2 ;� 1 ;� 2 (� ); q(� ) = q� 1 ;� 2 ;� 1 ;� 2 (� ):

Now, applying the same reasoning to the other conditional probability in formula Equa-

tion 4.29, we �nd
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E
h
(Ŷ � Y) � 1D j X 1 = 1; X 2 = 0

i
= (4.38)

= ( T(b11) � E[Y j b11 + W1 � k + 1; b11 + W1 � k + 1 + W2 � 1]) � q(b11): (4.39)

Assuming for simplicity that the events

f b11 + W1 � k + 1g; f b11 + W1 � k + 1 + W2 � 1g;

do not signi�cantly affect the expectation ofY, the conditional expectation can be approx-

imated byE[Y]:

E[Y j b11 + W1 � k + 1; b11 + W1 � k + 1 + W2 � 1] � E[Y] = P(Y = 1) :

Hence,

E
h
(Ŷ � Y) � 1D j X 1 = 1; X 2 = 0

i
� (T(b11) � P(Y = 1)) � q(b11):

Combining this approximation with Equation 4.33, Equation 4.37, and Equation 4.31, we

obtain:

� E

"
@(Ŷ � Y)2

@b11

#

� (4.40)

= p � ((1 � T(b11 + b12)) � q(b11 + b12) � p + ( P(Y = 1) � T(b11)) � q(b11) � (1 � p)) :

(4.41)
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CHAPTER 5

DENSE-TO-SPARSE TRAINING

Training large, deep neural networks to convergence can be prohibitively expensive. As a

result, often only a small selection of popular, dense models are reused across different con-

texts and tasks. Increasingly, sparsely activated models, which seek to decouple model size

from computation costs, are becoming an attractive alternative to dense models. Although

more ef�cient in terms of quality and computation cost, sparse models remain data-hungry

and costly to train from scratch in the large scale regime. In this section, we propose sparse

upcycling – a simple way to reuse sunk training costs by initializing a sparsely activated

Mixture-of-Experts model from a dense checkpoint. We show that sparsely upcycled T5

Base, Large, and XL language models and Vision Transformer Base and Large models,

respectively, signi�cantly outperform their dense counterparts on SuperGLUE and Ima-

geNet, using only� 50%of the initial dense pretraining sunk cost. The upcycled models

also outperform sparse models trained from scratch on100%of the initial dense pretraining

computation budget.

5.1 Background

Firstly, we recap of the main components used in sparse upcycling.

5.1.1 SparselyactivatedMixture-of-Experts(MoE)

Dense models apply all parameters to every input. Accordingly, growing the model capac-

ity results in increased computational cost. Sparse models attempt to alleviate this funda-

mental issue by only activating a subset of parameters for each input. Sparsely activated

Mixture-of-Experts (MoE) models are an accelerator friendly family of sparse models that

allow training of models with up to trillions of parameters [67, 68]. MoE models typically
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alternate standard dense Transformer blocks with MoE blocks. In particular, we usually

replace the MLPs in a Transformer block with a number of “experts” (typically themselves

MLPs) with different learnable parameters and a router—a small neural network—that de-

cides which expert is applied to each individual token. A number of routing algorithms

have been developed, for example Top-K [67], BASE and Sinkhorn-BASE layers [69, 70],

Hash layers [71], and Expert Choice routing [72]. We generally focus on Expert Choice

routing, which works as follows. LetE denote the total number of experts in a MoE layer,

andn the total number of tokens. The router outputs a matrixR 2 Rn� E with the routing

probabilities, where rowr i 2 RE corresponds to thei -th token and is a distribution over

E experts (r ij � 0 and
P

j r ij = 1). Then, every experte independently chooses theT

tokens with highest probabilities fore (i.e., we perform top-T per column) and processes

them. We parameterizeT asT = C(n=E), whereC is a capacity factor that we control to

choose more or fewer tokens per expert. WhenC = 1, each expert processes exactlyn=E

tokens; note that some tokens may be processed by several experts, while others by none.

This allows for a model parameter count increase with minimal FLOPs overhead.1 Letting

C > 1 usually leads to higher performance at a higher compute cost.

5.1.2 Architectures

We apply the same sparse upcycling recipe to both language and vision tasks, focusing

on the T5 (encoder-decoder) [73, 74] and Vision Transformer (encoder) [75] architectures,

respectively. We generally adopt the same gating function and MoE hyperparameters in the

encoders of both models. See subsection 5.2.1 for speci�c design choices.

Vision

Vision Transformers (ViT) are encoder-only Transformer architectures [76, 77, 78, 79]

which tokenize and embed images. We upcycle models based on the B/32, B/16, L/32 and

L/16 variants. The resultant MoEs broadly follow Vision MoE Transfomers (“V-MoE”)

1The FLOPs overhead comes from the (relatively modest) router computation ofR .
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Figure 5.1: The upcycling initialization process. All parameters, and optionally their op-
timizer state, are copied from the original checkpoint, except those corresponding to the
MoE router, which does not exist in the original architecture. In particular, the experts in
the new MoE layer are identical copies of the original MLP layer that is replaced.

[80], with two differences; we perform global average pooling [81] and use Expert Choice

routing.

Language

We experiment with the T5 [73] encoder-decoder as our archetypal language model. We

upcycle the Base, Large, and XL variants of the model. We sparsify both the encoder and

decoder. As in our vision setup, the model encoder applies Expert Choice routing. We use

Top-K routing in the decoder withK = 2; see also subsection 5.2.1.

5.2 The Upcycling Algorithm

The algorithm is illustrated in Figure 5.1. To upcycle a model, we need a dense model's

parameters (i.e. acheckpoint). The number and shape of Transformer blocks in the new

model is identical to that in the original dense model. A subset of the of the MLP layers are

expanded into MoE layers. The remaining MLP layers, along with all of the layer-norm and

attention layers, and the embedding and output layers are copied across from the original

model to the new model. Each MoE layer contains a �xed number of experts. Each expert
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is initialized as a copy of the original MLP. In addition, we add a router whose weights are

randomly initialized.

In subsection 5.5.2, we experiment with different variations on this basic recipe. After

the new model is loaded and initialized, we continue training it for a number of additional

steps depending on the available budget and resources. We use the original hyperparam-

eters: same batch size, learning rate schedule, and weight decay leading to the original

checkpoint.

5.2.1 DesignDecisions

An upcycled model's performance is heavily in�uenced by the con�guration of the MoE

layers. Increasing the model capacity by increasing the number of upcycled layers, number

of experts or expert capacity will generally lead to a higher quality model, but will also

increase the computational cost and/or result in a greater initial quality drop, due to the

more drastic recon�guration of the layers.

Router type

For upcycled vision models and for the encoder of upcycled language models, we use Ex-

pert Choice routing with capacity factorC = 2. To avoid train time (full batch teacher

forcing) versus inference time (single token auto-regressive decoding) discrepancies, we

use Top-K (K = 2) routing in the language decoder. In subsection 5.5.2, we show that

Expert Choice routing outperforms standard Top-K routing for upcycling, while both beat

dense continuations.

Number layers to upcycle

Adding more MoE layers increases the model capacity dramatically, at the expense of in-

creasing the model's cost, and also causing the quality of the upcycled model to initially

drop further relative to the original dense model. Based on our ablation in subsection 5.5.2

and prevailing conventions in the MoE literature [82], unless otherwise speci�ed, we re-

place half of the MLP layers in our upcycled models with MoE layers.
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Number of experts to add in upcycled layers

Each new expert provides new learnable parameters that extend the model capacity. The

expert capacity—the number of tokens expert processes–is inversely proportional to the

number of experts, thus adding more experts does not signi�cantly affect the FLOPS or

the run time of the model. However, with a very large number of experts, the upcycled

model experiences a larger initial quality drop relative to the baseline dense model. Given

suf�cient upcycling compute, this initial drop can be overcome. In our studies, we upcycle

with +20% to +100% of the initial dense baseline model's computational cost, and in this

regime we �nd that 32 experts provides a good compromise. We explore varying the num-

ber of experts in subsection 5.5.2.

Expert capacity

By tuning the expert capacity,C, we control the number of experts that process each token

on average.2 Larger expert capacity generally yields larger quality but also increases the

FLOPS and run time. Although increasing the expert capacity yields quality gains on a per

step basis, we �nd thatC = 2 generally offers good quality on a compute time basis. We

ablate through different capacity factors in subsection 5.5.2.

Resuming optimizer state (vision only)

When upcycling a model, we can resume the optimizer state from the original dense check-

point together with the model parameters. We �nd that reusing the optimizer state gives

a performance boost for vision models. We did not, however, see any improvement from

reusing the dense model optimizer state in our language experiments, so we only reuse the

optimizer state for vision models.

Normalize weights after routing (vision only)

In an effort to reduce the performance drop when applying the upcycling model surgery,

we attempted to normalize the router combine weights of each token to1. This follows

that intuition that each token was previously only processed by a single “expert” MLP in

2For Expert Choice routing, more capacity means that each expert can choose more tokens. For standard
Top-K routing, more capacity means that each token is more likely to �t into the buffer of its desired expert.
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the dense model. Router weight normalization helps upcycled vision models, but hurts the

performance of upcycled language models. One hypothesis for this different behavior is

that the vision models use Expert Choice routing everywhere, but the language models use

Expert Choice in the encoder and Top-K routing in the decoder.

5.3 Related work

5.3.1 Reuseof trainedparameters

Prior work has focused on speeding up training through a warm start by reusing parameters

of an existing model. [83] explore ideas of reusing the previous edition of a trained model

during a long training process using an under-development environment. Given a trained

model, Net2Net [84] propose a function-preserving initialization to warm start training a

deeper or wider model. Recently, Gopher [85] also explored warm starting larger models

from smaller models in a large compute training regime and show that the larger, warm

started model can converge to a quality comparable to that of the equivalent model trained

from scratch. In subsection 5.5.1, we show that warm starting signi�cantly underperforms

sparse upcycling. [86, 87] show that they can reduce the number of training iterations

with models that inititally share parameters across layers [88, 89] but gradually unshare (or

“delink”) the parameters while training.

In an effort to reduce total training cost, several works explore progressively growing

models during training [90, 91, 92, 93]. The core idea is to decompose the training process

into stages, each of which apply growth operators to increase the model size from the

previous stage by copying weights or stacking new layers on top. In some cases, each

training stage will only update parameters of the new layers, which saves the cost of a full

backward computation [94]. [95] show that compound scaling (scaling depth, width and

input length together) is favorable and propose a strategy with various growing operators

on each dimension.

Sparse upcycling, which we introduce in this paper, follows a similar motivation. How-
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ever, unlike the above works, we focus on compute regimes that are a fraction of the original

model's training. We also present a recipe for growing a trained dense model to a sparse

model, instead of a larger dense model. This enables us to enjoy the extra capacity due to

increased parameters, while maintaining the inference cost due to the sparsity of computa-

tion.

5.3.2 Pruning

Pruning is typically employed as a post-training architecture search to construct smaller

and faster models from larger models [96, 97, 98]. However, “dynamic pruning” [99] has

also been used during training to �nd sparser architectures from dense models. Similar

to pruning, sparse upcycling also introduces sparsity to a dense model, however, unlike

pruning, we grow the existing dense models into a larger sparse model.

5.3.3 Sparsely-activatedMixture-of-Experts(MoE)

In this work, we sparsify existing dense models into MoE models. MoE models [16] offer

the promise of increasing model scale (parameter count) with sublinear increases in compu-

tation cost (FLOPS). Recently, there has been a growing number of MoE works achieving

state-of-the-art quality and remarkable ef�ciency gains on both language and vision tasks

[82, 68, 80, 100, 101, 102, 103]. All of these models are large and trained from scratch

with randomly initialized weights and �xed architectures.

Several MoE works have also attempted to improve upon typical training algorithms by

adapting or “evolving” the model architecture during training. [104] progressively sparsify

MoE layers during training by slowly adjusting the gating function from a “dense setup”,

where all tokens are routed to all experts, to a fully “sparse setup”, where tokens are only

routed to a subset of experts. [105] observed that, for most inputs, only a small fraction

of Transformer MLP activations are nonzero. Based on this, they propose sparsi�cation

procedure that splits the parameters of MLP blocks into multiple experts and add a routing
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mechanism. Similarly, [106] split up the MLPs in a pre-trained dense model into multiple

experts to form a sparse model for �ne-tuning. Closely related to our work, [107] present

a novel algorithm to sparsify dense models in the context of �netuning on detection and

segmentation tasks. Similar to [104], the initial performance drop when training on the

original dataset is avoided by applying adensemixture of experts in the forward pass.

However, at our target large scales, simultaneously activating all experts for each token is

not feasible. Finally, [108] adapt sparse, domain expert language models to new domains by

initializing a new domain expert from the most probable existing expert under the domain

posterior distribution.

5.4 Experiments

In this section, we present the main experimental results of the project. We also share the

takeaways of a number of ablations aimed at identifying the key aspects of our algorithm.

Most of the results are presented as quality vs. cost plots, where we use the upstream or

downstream performance to measure quality, and training time in terms of TPU-core-days

(as prominent cost metrics [109]) or training steps (when the cost per step is the same for

all the compared models) to measure computation cost.

5.4.1 ExperimentalSetup

All upcycled experiments begin from a pretrained dense model checkpoint. Because all of

our starting dense checkpoints are trained with an inverse square root learning rate sched-

ule, training can be continued without discontinuities in the learning rate schedule. We

upcycle models and continue training, showing performance for varying amounts of con-

tinued training. As a baseline, we also continue the training of the original dense model

(“dense continuation”).

Vision experiments

MoE Vision Transfomers (“V-MoE”) models are trained broadly following the protocol of
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[80]. Upstream pretraining is done on JFT300M, with validation metrics computed on a

held-out set of 894,574 examples. Few-shot transfer follows [75], whereby a least-squares

regressor predicts one-hot classes given frozen image representations. We further validate

our results on ImageNet using 10-shot – i.e. 10 training examples per class. We do this

for 5 different training sets, and report average accuracy across them. For full �netuning,

we replace the pretraining head with a randomly initialized head, and �netune the entire

network.

Language experiments

Our language experiments follow the setup of [110]: we pretrain using the span corruption

task on the English C4 dataset [110] and �netune on a proportional mix of all SuperGLUE

[111] tasks simultaneously. For Base model sizes, for which we perform the majority of

our ablations, we pretrain the dense baseline starting checkpoint ourselves. To highlight

the versatility of our upcycling algorithm, for Large and XL models, we instead begin all

experiments from of�cial T5 1.1 checkpoints [74].

5.5 Experimental Results

5.5.1 Coreresults

Figure 5.2 shows a detailed comparison of upstream metrics of upcycled models and dense

continuation models at various model sizes both for vision (left panel) and language (right

panel). For any given model size and task, we observe that the dense and upcycled models

perform close to each other when we apply a very limited extra training budget – indeed,

close to their discontinuous horizontal line representing the original checkpoint's perfor-

mance. Once we apply a non-trivial amount of extra compute, a clear pattern emerges

showing the strong gains delivered by the upcycled architecture. Figure 5.3 shows the

performance after �netuning the models trained in Figure 5.2. For vision (left panel), the

upstream performance gains generally transfer fairly cleanly downstream. For language

(right panel), there is substantial variance in the performance after �netuning. There is a

73



Figure 5.2: Pretraining performance achieved by the dense continuation and upcycling
methods, for different Transformer variants. The left plot shows the performance on the
vision task and the right one on the text task. The x-axis shows the extra pretraining time
(TPU-core-days), with respect to the total time needed to train the original dense check-
points, for each size. The horizontal lines indicate the quality (y-axis) of the original dense
checkpoints.

lack of performance monotonicity with respect to additional (upstream) pretraining even

for the dense Large models. Nevertheless, the trend favors the upcycled language models.

Figure 5.4 compares sparse upcycling with sparse models trained from scratch. As train-

ing from scratch does not reuse the computation cost already sunk into the dense check-

point, it takes longer, on a extra train time basis, to catch up with the upcycled models.

The language MoE model trained from scratch requires about 120% of the original dense

checkpoint's computation budget to catch up to the upcycled model. The relatively faster

quality gains, on a per step basis, of the MoE models trained from scratch can be attributed

to the relatively larger learning rate and that the experts are able to independently develop

and diversify from the beginning. Figure 5.4 suggests that, given a very large computation

budget (> 100%of the initial dense model's computation budget), the MoE-from-scratch

model will eventually catch the upcycled model. For such large computation regimes, it

may be preferable to train MoE models from scratch. For constrained or limited compute

budgets (< 100%of the initial computation budget), sparse upcycling is a more ef�cient

use of resources.
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Figure 5.3: Full �netuning performance achieved by the dense continuation and upcycling
methods. The left plot shows the performance on ImageNet and the right one on Super-
GLUE tasks. The x-axis shows the extra pretraining time (TPU-core-days), with respect to
the total time needed to train the original dense checkpoints, for each size. The horizontal
lines indicate the quality (y-axis) of the original dense checkpoints.

Finally, Figure 5.5 compares sparse upcycling with warm starting (“dense upcycling”).

We warm start larger models from the dense Base checkpoint by replicating new layers

(”depth tiling”) in the same tiling patterns as in [85]. The densely upcycled models quickly

see gains over the original dense checkpoint, but underperform the sparse model. We did

not attempt to increase the model hidden dimensions (“width tiling”), which [85] found to

be less effective.

5.5.2 Ablations

In this section we summarize important architecture and training ablations relative to the

baseline model. Unless stated otherwise, vision ablations use a B/16 sparse model with 32

experts,C = 1 and 6 MoE layers placed in the last few blocks of the model. The dense

checkpoint was trained for 14 epochs, and we train for an additional 7 epochs (up to a total

of 21 epochs). For our language ablations, our default con�guration is unchanged: we use

a Base model with 32 experts,C = 2 and 6 MoE layers interspersed throughout the model.

We train for between 0.5 million and 1 million extra steps.
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Figure 5.4: Pretraining performance achieved by the upcycling method and a MoE model
trained from scratch, for B/16 (left plot, vision task) and Base (right plot, text task). The x-
axis shows the extra pretraining time (TPU-core-days), with respect to the total time needed
to train the original dense checkpoints. The MoE model trained from scratch only catches
up to the language upcycled model after about 120% of the original dense checkpoint com-
putation budget (second last orange and green dots from the right).

Amount of dense pretraining

The upcycling ef�ciency may, in principle, depend on how converged the initial dense

model is. To explore this, in Figure 5.6, we upcycle a B/16 vision model starting from dif-

ferent dense checkpoints with varying amounts of pretraining. From a given dense check-

point, we compare upcycling and dense continuation for 200k steps. Independent of when

we start upcycling, the performance improvement from doing so is fairly consistent.

Router type

While our default upcycling recipe uses Expert Choice routing (in the encoder), the same

recipe can be applied to other routing mechanisms.

Expert capacity factor

The more tokens processed per expert, the greater the amount of compute per input exam-

ple and (generally) the higher the model quality. Our sparse models smoothly control this

via the expert capacity factorC. Although increasing the expert capacity yields quality

gains on a per step basis, we �nd thatC = 2 generally offers the best quality on a compute
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Figure 5.5: Pretraining performance achieved by sparse upcycling and dense upcycling
from a T5 Base checkpoint (text task). The x-axes show the extra pretraining time (TPU-
core-days) and extra pre-training (Peta)FLOPs, with respect to the the original dense check-
points. Following recommendations in [85], we only increase the number of layers when
warm starting (“depth tiling”) to roughly match the runtime of the sparse model.

time basis, for both language and vision models.

Number of MoE layers

A key decision when upcycling a model is how many sparse layers to add. Model capacity

and parameter-count increases with the number of MoE layers, but at the expense of slow-

ing down model run time.

Initialization of experts

The standard upcycling recipe copies and replicates the dense MLP to each expert. As

the router directs different tokens to each expert, the experts will start to diverge from

one another, and from their initial MLP weights. For limited computation budgets, ran-

domly initializing experts underperforms the standard recipe; for larger compute budgets it

eventually matches the standard upcycling recipe performance. We also tried copying the

original MLP weights and adding independent (Gaussian) noise to each expert, in an effort

to promote more expert diversity. Adding too much noise when copying MLP weights into

experts hurts performance, while adding small amounts of noise has little to no effect.

Number of experts
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Figure 5.6: Upcycling performance as a function of the amount of pretraining steps for the
original dense checkpoint. The y-axis shows the performance after 200k steps of further
training on top of the original dense checkpoint, for both the dense continuation and up-
cycled models. The x-axis shows for how long the original dense checkpoint was trained.
The gains from upcycling are fairly consistent independent of the amount of initial pre-
training. Note: for this particular ablation, we use a capacity factor ofC = 1, to ensure
that the FLOPS and run times of the dense model and sparsely upcycled model are roughly
comparable on a per step basis.

Adding more experts increases the number of model parameters and, up to a point, the

quality of the model. Given that the number of tokens each expert processes is inversely

proportional to the number of experts, adding more experts does not signi�cantly affect

the model FLOPS nor its running time. However, for a very large number of experts, the

upcycled model may experience a larger initial quality drop relative to the baseline dense

model.

5.6 Training and evaluation details

In this section, we describe the precise setup for our language and vision experiments.

Figure 5.7 illustrates the type of combined training curves we obtained before and after

upcycling.

5.6.1 Upstreamtraining

Language

We �rst pretrain a dense Base model from scratch for 1 million steps with a batch size
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Figure 5.7: Effect of upcycling a VIT-B/16 model after 14 epochs of dense training. We
show a number of cooldowns (decreasing learning rate to zero) for each model, in case
that is the maximum training budget available. The difference in slope for the dense and
upcycling training curves is signi�cant.

of 512 sequences. We use the Adafactor optimizer with an inverse square root decay and

a peak learning rate of0:01. This results in plateauing performance for the dense Base

model. Upcycled models are then initialized from the 1 million step dense checkpoint,

and compared, on a compute time basis, with further training of the dense model (“dense

continuation”); see Figure 5.2 in the main text. To highlight the versatility of our upcycling

algorithm, for Large and XL models, we instead begin all experiments from of�cial T5 1.1

checkpoints [74].3

We use the same hyperparameters for the upcycled model as for the corresponding

dense model that we initialized from, continuing the inverse square root learning rate sched-

ule where the dense checkpoint left off. For all sizes, everyotherlayer was upcycled, using

32 experts, starting with the second layer. Similar to dense pretraining, we do not include

any dropout (or expert dropout; see?? below). Router parameters are initialized randomly

with a zero-mean normal distribution with standard deviation 0.02. We use a maximum
3For experiments starting from the of�cial checkpoints we match the of�cial, larger batch size (2048), to

ensure no discontinuities in continuing the dense baseline pretraining.
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routing group size of 4096 tokens. For Top-2 routing (in the decoder) we include an auxil-

iary MoE loss, with scaling factor 0.01, to ensure tokens are distributed more evenly across

all experts in the decoder [67, 68].

Upcycling was performed on TPU v4 accelerators using 64 chips for Base and Large

and 256 chips for XL. All sizes used expert partitioning, but only XL used model partition-

ing, with 4 partitions.

Vision

Dense ViT models are pretrained on JFT300M [112]. We train with Adafactor [113], and

decoupled weight decay (magnitude 3 on head and 0.03 on body) following [81]. We use

a batch size of 4096. The learning rate schedule consists of a learning warmup of 10 000

steps, followed by reverse square root decay with timescale 100 000 steps and ending with

a linear cooldown to 0 over 50 000 steps. We use a �xed peak learning rate of4 � 10� 4. 4

Models employing a patch size of 32 (i.e. B/32, L/32) were trained for a total of 14 epochs,

while those employing a patch size of 16 (i.e. B/16, L/16) were trained for 28 epochs. By

default, we begin upcycling half-way through the total number of epochs in each case. This

roughly corresponds to the number of epochs used to train the corresponding variant in ViT

[75]. For B/16, for example, we assume that a dense checkpoint trained for 14 epochs is

given, and we either continue training or apply upcycling for another 14 epochs.

5.6.2 Model transfer

Language

For �netuning on SuperGLUE, we generally adopt the conventional setup [110, 74] where

we �netune on all SuperGLUE tasks, in a proportional mix, for 200K steps with a batch

size of 128. Each example has input length 512 and target decoding length of 62. In our

�gures, we report the average SuperGLUE accuracy score across 3 runs for each data point.

For �netuning Dense models on SuperGLUE, we use Adafactor with the default, con-

4Note that this is slightly different to ViT [75], which changing the learning rate slightly based on the
model variant.
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stant learning rate of10� 3 and a dropout rate of0:1 [110, 74]. For �netuning upcycled

models, because there are many more parameters, it can be helpful to increase the dropout

rate for the experts [68], while using the default dropout rate of0:1 for all “dense” param-

eters. For upcycled Base models, we obtained the strongest results for a constant learning

rate of 10� 4 with an expert dropout rate of0:1. For upcycled Large models, we found

slightly stronger results with a learning rate of10� 3 and an expert dropout rate of0:3.

Decreasing (or increasing) the learning rate was not helpful for the Dense Base or Large

models.

Vision

Few-shot linear evaluation

The fewshot evaluation poses classi�cation as a linear regression task, where inputs are

frozen representations computed by a pretrained model, and outputs are one-hot vectors

representing the ground truth [75]. There are two key changes compared to prior works

which used this method [75, 80]:

• Multiple seeds. The evaluation involves randomly selectingN examples per class.

To reduce dependency on that choice, we run 5 random seeds, and report the average

test accuracy across them.

• Fixed L2 regularization. Prior works considered a range of L2 regularizations. The

optimal value was picked based on average test accuracy across all datasets consid-

ered for few-shot evaluation. We �x the L2 regularisation at 1024.

Full �netuning

We �netune models on ImageNet2012 using SGD and a batch size of 512. We use a cosine

decay learning rate schedule with a linear warmup. We sweep over two training schedules:

(i) 5k steps, with a warmup of 200 steps, and (ii) 10k steps, with a warmup of 400 steps.

Alongside this we sweep over learning rates [0.1, 0.03, 0.01, 0.003, 0.001, 0.0003]. For

each pretrained model, there are therefore 12 �netuning sweeps; we select based on optimal
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Modality Model Type Fraction of MoE Layers # Experts # Parameters
Vision B/32 Dense – – 101M
Vision B/16 Dense – – 100M
Vision L/32 Dense – – 324M
Vision L/16 Dense – – 322M
Vision B/32 Sparse 6 / 12 32 980M
Vision B/16 Sparse 6 / 12 32 978M
Vision L/32 Sparse 12 / 24 32 3.44B
Vision L/16 Sparse 12 / 24 32 3.44B
Language Base Dense – – 248M
Language Large Dense – – 783M
Language XL Dense – – 2.85B
Language Base Sparse 6 / 12 32 2.00B
Language Large Sparse 12 / 24 32 7.22B
Language XL Sparse 12 / 24 32 26.26B

Table 5.1: Model sizes. The number of parameters for sparsely upcycled and MoE-from-
scratch models are the same (both are of type “Sparse”). The number of parameters is also
unchanged between different routing mechanisms.

validation accuracy, and report the corresponding test accuracy.

5.6.3 Modelparameters

Table 5.1 gives the number of parameters for models used in the main text.

5.6.4 Parallelizationstrategies

Sparsely activated Mixture-of-Experts (MoE) models combine three types of paralleliza-

tion strategies to train large models across multiple accelerator chips: data, model and

expert parallelism. We use data parallelism to shard the training batch across devices. We

use expert parallelism to partition experts across devices; for example, placing experts 1

and 2 on device 1, experts 3 and 4 on device 2, and so on. Model parallelism is a third axis

along which model weights (matrices) can be sharded across devices; for example, expert

1 is split across devices 1 and 2, expert 2 is split across devices 3 and 4, and so on. Model

parallelism is bene�cial for scaling to larger model sizes. See also [68] for a more detailed

discussion of these three parallelization strategies.
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5.7 Ablations and Additional Experiments

In this section, we present results for a number of model ablations that try to identify good

choices for the main upcycling algorithm decisions. As mentioned in the main text, unless

stated otherwise, vision ablations use a B/16 sparse model with 32 experts,C = 1 and 6

MoE layers placed in the last few block of the model. The dense checkpoint was trained for

14 epochs, and we train for an additional 7 epochs (up to a total of 21 epochs). Note that,

for C = 1, comparing performance on a per step basis is a reasonably close approximation

of a comparison on a per train time basis.

For our language ablations, our default con�guration is unchanged: we use a Base

model with 32 experts,C = 2 and 6 MoE layers interspersed throughout the model. We

train for between 0.5 million and 1 million extra steps.

5.7.1 Routertype

While our default upcycling recipe uses Expert Choice routing [72] (in the encoder), the

same recipe can be applied to other routing mechanisms. Here, we compare with Top-K

routing [67], which is a very popular alternative. Table 5.2 shows that, for vision, sparse

upcycling with Top-K routing works comparably well to Expert Choice, on a per step basis,

provided we also use Batch Priority Routing (BPR) [80]. BPR sorts tokens according

to a model con�dence proxy so that –when experts are full– high con�dence tokens are

given priority. We suspect this may be helpful right at the beginning, when applying the

upcycling, to avoid discarding important tokens. Expert Choice avoids this problem by

design, as experts are always balanced and select the most `relevant' tokens.

For language, similar ablations (Figure 5.8) shows that Expert Choice routing outper-

forms both Top-2 routing (with BPR) and switch (Top-1) routing, on a train time basis.
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Table 5.2: Sparse Upcycling on L/32 vision models with Expert Choice and Top-K routing
(also known as Top-K).K refers to the number of selected experts per token, whileC
refers to the capacity factor. Notice that with Expert Choice routing, each token choosesC
experts on average. The initial dense checkpoint was trained for 7 epochs. Note that these
comparison are on a per-step basis, and that Expert Choice upcycled models are actually
slightly faster than Top-K models; see Figure 5.8.

Model Capacity From Extra Epochs Val Prec@1 ImageNet 10shot
Dense – Dense 7 49.60 73.59
Expert Choice C = 1 Dense 7 51.91 74.04
Top-K K = 1 Dense 7 51.51 74.40
Expert Choice C = 2 Dense 7 52.80 74.83
Top-K K = 2 Dense 7 52.88 74.91
Expert Choice C = 1 Scratch 7 50.42 72.95
Expert Choice C = 2 Scratch 7 51.28 74.01
Expert Choice C = 1 Scratch 14 54.84 75.02
Expert Choice C = 2 Scratch 14 55.46 75.75

Figure 5.8: Comparison of Expert Choice, Top-2 and Switch (Top-1) routing mechanisms
for a Base upcycled language model.
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Figure 5.9: Pretraining performance achieved by upcycling using different capacity factors,
for a B/16 (left and center panels, vision tasks) and a Base T5 model (right plot, text task).
The x-axis shows the extra pretraining time (TPU-core-days), with respect to the total time
needed to train the original dense checkpoint. Although using a bigger capacity factors can
result in an absolute better performance when runtime is disregarded (e.g. see the vision
results), for a given �xed compute budget, it is usually better to use a capacity factor of
around 2.0.

5.7.2 Routercapacityfactor

Sparsifying the dense model increases the model capacity (number of parameters). How-

ever, if the capacity factorC = 1, then the FLOPS is very similar to the original, dense

model (modulo the small routing costs). We can increase the per-token compute by in-

creasingC. Figure 5.9 investigates this, and shows our results for vision (left and center

panels) and language (right panel).

For vision, we see that extreme values (C = 1 andC = 5) underperform intermediate

values (C = 2 andC = 3) that offer better trade-offs. For language, the trend is even

stronger: A capacity factor ofC = 2 stands out as the best option on a per compute basis.

5.7.3 Numberof experts

Adding more experts increases the number of model parameters and, up to a point, the

quality of the model. Given that the number of tokens each expert processes is inversely

proportional to the number of experts (see Section subsection 5.1.1), adding more experts

usually only leads to very modest computational (and wall time) overheads. However, for

a very large number of experts, the upcycled model may experience a larger initial quality
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Figure 5.10: Pretraining performance achieved by the upcycling method on the vision tasks,
using different number of experts per MoE layer (two left plots, with a total number of 6
MoE layers), and a different number of MoE layers (two right plots, with a total number of
32 experts; all MoE layers are placed at the top Transformer blocks). The x-axis shows the
extra pretraining time (TPU-core-days), with respect to the total time needed to train the
original dense checkpoint.

drop relative to the baseline dense model.

Figure 5.10 (two left panels) shows the results of a vision experiment with 6 MoE layers

with a number of experts ranging from 2 to 128. For a �xed amount of compute (value in the

x-axis), we see that more experts is generally better for this B/16 model. Figure 5.11 shows

the �nal metric values both for upstream (JFT precision at 1) and downstream (ImageNet

10-shot) with respect to the number of experts. We see steady improvements upstream, and

–at some point– diminishing returns downstream.

5.7.4 Numberof MoE layers

Another key decision is how many layers to sparsify. More layers leads to higher model

capacity, while –especially for higherC– it introduces signi�cant extra wall time overhead.

We ablate this for vision models, as shown in Figure 5.10 (two right panels). For a B/16

model with 12 blocks, we train upcycled versions with an increasing number of MoE layers;

MoE layers are consecutive and start from the last layer. For example, the model labeled

as `5' corresponds to a model where the last 5 MLP layers are sparsi�ed, and so on. Thus,

model `1' only has one MoE layer (the last one) and it is the computationally cheapest

in terms of wall time. We do not include a model where all layers are sparsi�ed (would

correspond to `12') as we found that sparsifying the very �rst block tends to be problematic.
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Figure 5.11: Final upstream and downstream performance for upcycled B/16 vision models
with different number of experts per MoE layer. The number of MoE layers is �xed at 6.
The upcycled model is trained for an additional 7 epochs (from 14 to 21) relative to the
original dense model. The dashed horizontal lines show the performance of the dense
model when trained for an additional 7 epochs.

We see in Figure 5.10 (two right panels) that more MoE layers is not always better even

on a per step basis; see Figure 5.12 for both upstream and downstream metrics. Looking

at a �xed value of thex-axis in Figure 5.10 (right panels), we conclude that something

between Last-5 and Last-6 (40-50% of layers sparsi�ed) offers the most attractive trade-off

in this case.

5.7.5 Expertinitialization

The standard upcycling recipe copies and replicates the dense MLP to each expert. As

the router directs different tokens to each expert, the experts will start to diverge from one

another, and their initial MLP weights. Figure 5.13 explores whether loading the MLPs is

indeed a good idea, or whether the model would be better off learning the experts from

scratch (random initialization). We train for 7 extra epochs (dense was trained for 14

epochs, and we keep training up to a total of 21). Note that the computational cost of

both approaches is identical.

It takes a long time for the model with randomly initialized experts to recover and

catch up with the algorithm that upcycles the expert weights from the dense MLP layers,
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Figure 5.12: Performance as a function of the number of MoE layers for upcycled B/16
models (C = 1) trained for 7 additional epochs on JFT, starting from a dense checkpoint
originally trained for 14 epochs. MoE layers are consecutively placed starting from the last
block. We train models ranging from 1 MoE layer (Last-1) to 11 MoE layers (Last-11) –
i.e. all but the very �rst. The dashed horizontal lines show the performance of the dense
model when trained for an additional 7 epochs.

regardless of the number of experts. We also tried an intermediate approach (not shown),

where we only upcycle a subset of experts and initialize the rest of scratch, but that also

underperformed upcycling all of the experts.

5.7.6 Resumingtheoptimizerstate

When upcycling a model, we can resume the optimizer state from the original dense check-

point together with the model parameters. Figure 5.14 shows that reusing the optimizer

state gives a performance boost for vision models, independent of the number of experts.5

We did not, however, see any improvement from reusing the dense model optimizer state

in our language experiments, so we only reuse the optimizer state for vision models.

5.7.7 Combineweightnormalizationafterrouting

A simple trick that we found useful for the upcycling of vision models was to normalize

the combine weights after routing. The weights of each token are normalized so that the

5For some parameter, such as the router weights, we do not have any original optimizer state that we can
reuse.
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Figure 5.13: Performance comparison between upcycling experts (“Load Experts = True”)
and randomly initializing the experts (“Load Experts = False”). We include upstream (top
row) and downstream (bottom row) performance metrics, and also ablate the number of
experts per MoE layer (over the columns).

sum is 1. This follows that intuition that each token was previously only processed by a

single “expert” MLP in the dense model. In the event that a token is not routed at all, the

combine weights remain 0.

We illustrate this normalization trick with two simple examples.

Several experts selected. Suppose a tokenx is selected by three different expertse1; e2

ande3 with routing weightsw1 = 0:3; w2 = 0:2, andw3 = 0:1 respectively (adding up to

0.6).

The normalized weights are:

�w1 =
0:3
0:6

= 0:5; �w2 =
0:2
0:6

= 0:3333::: �w3 =
0:1
0:6

= 0:1666:::
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Figure 5.14: Performance comparison between reusing (“Load Optimizer = True”) and not
reusing (“Load Optimizer = False”) the optimizer state. We include upstream (top row) and
downstream (bottom row) performance metrics, and also ablate the number of experts per
MoE layer (over the columns).

The �nal outputx0 is:

x0 = �w1 � e1(x) + �w2 � e2(x) + �w3 � e3(x):

Only one expert selected. In this case, regardless of the selected weightw1, the output

routing weight will be �w1 = 1:0 after normalizing it:

x0 = �w1 � e1(x) = 1 :0 � e1(x):

While this approach can be in principle a bit problematic (those tokens only selected

by one expert have vanishing routing gradients), Table 5.3 shows that, even if we are train-
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Table 5.3: Training from scratch on V-MoE-B/32 vision models with Expert Choice rout-
ing. Comparison with and without weight renormalization after routing.

Capacity Renormalization Val Prec@1 ImageNet 10shot
C = 1 No 48.71 69.68
C = 1 Yes 48.23 70.19
C = 2 No 50.02 71.26
C = 2 Yes 49.75 71.55

ing vision models from scratch, applying weight normalization does not hurt performance

(while it indeed helps for upcycling).

However, router weight normalization was not helpful for language models. Upstream

accuracy after 1M steps was comparable: 70.8% (no normalization) vs 70.7% (normaliza-

tion), but downstream average scores on SuperGLUE lagged: 79.3% (no normalization)

vs 78.8% (normalization). A similar quality degradation were observed in MoE language

models trained from scratch. One hypothesis for this different behavior is that the vision

models use Expert Choice routing everywhere, but the language models use Expert Choice

in the encoder and Top-K routing in the decoder.

5.7.8 Closerlook atdesignchoicesimmediatelyfollowing upcycling

Once a model is upcycled, there is a drop in performance due to the sudden deviation from

the dense model's learned function, even with MoE experts reusing the dense MLP weights.

Routing design decisions can make a signi�cant difference in ameliorating this drop.

subsection 5.7.2 ablates the long-term upcycled model performance as a function of the

capacity factorC. Figure 5.15 shows the immediate effect of modifyingC on the upcycled

model. IncreasingC reduces the likelihood that tokens are dropped; when routing weights

are normalized to sum to 1 (see subsection 5.7.7), the upcycled model is exactly equivalent

to the dense model for those tokens selected by at least one expert. Note the set of tokens

not selected by any expert decreases in size as we increaseC.

Note that although different routing mechanisms signi�cantly impact the starting point
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Figure 5.15: The effect of capacity size ratio on the initial performance of B/16 (left) and
L/16 (right) models after upcycling (i.e. at the very �rst new step); when routing weights
are normalized (subsection 5.7.7), and capacity is large, the upcycled model retains the
dense model's function.

for upcycling, the subsequent training can smooth over many differences. For example, at

the start Top-K routing is clearly worse than Expert Choice with weight normalization, but

Table 5.2 shows that a model upcycled with Top-K routing eventually catches up.

Figure 5.16 shows the effect of the group size parameter. Routing, and in particular the

top-k operations, are performed in groups. Using smaller group sizes will speed up routing,

but will lead to higher variance in expert assignment across groups. For smaller groups, we

may expect more tokens to be dropped (not selected by any expert).

How many MoE layers we upcycle, and where we place those layers, also affects the

initial performance drop. Figure 5.17 shows the effect of this in the initial drop for Expert

Choice routing, using normalized combined weights (subsection 5.7.7) Upcycling the bot-

tom layers causes a larger initial performance drop. Upcycling the last layers consecutive

layers or interleaving them –as in every other layer– yields the smallest initial performance

drop.

Finally, we analyze how the number of experts per MoE layer affects the initial upcy-

cling. Figure 5.18 suggests that routing to more experts leads to a heavier drop. Figure 5.12

shows that upcycled models can recover from this eventually though, and sometimes even
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Figure 5.16: Increasing group size does not signi�cantly affect performance using Expert
Choice routing, but improves initial performance for Top-K routing.

Figure 5.17: Effect of position and number of MoE layers on the initial performance after
upcycling (i.e. at the very �rst new step). Note that L/16 models have more MLP layers..
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Figure 5.18: Effect of the number of experts per MoE layer on the initial drop of ImageNet
10-shot performance (i.e. at step 1), for B/16 and L/16 upcycled models with 6 MoE layers
andC = 1. The initial performance is lower when using more experts.

achieve higher performance.

5.7.9 Thingsthatdid notwork

We list several unsuccessful attempts, beyond the preceding ablations, to improve the per-

formance of the upcycling. Adding (truncated) Gaussian noise to router weights, expert

weights or both, in an effort to diversify the router or expert weights, did not help. Modi-

�ying the learning rate of experts, routers or both, to account for the fact that the addition

of sparsity may demand different learning rate from the rest of the model, generaly hurt

performance; increasing the learning rates sometimes rendered the models more unstable.

We attempted to add a �xed temperature term to the softmax of router to encourage more

random or less random routing. We also varied the initialization scheme for the router, in-

cluded the router z-loss [102]. Unfortunately, none of these attempts led to any signi�cant

performance improvement.

5.8 Conclusions

Training large neural networks on huge datasets has proven to be a remarkably successful

trend in deep learning research, especially in recent years. It has also proven to be very
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computationally expensive. Pretrained models are now widely available, thus making it

possible for many practitioners to further �netune and adapt �xed model architectures on

their data of interest. However, signi�cant progress requires providing more �exibility in

adapting and improving the model architecture itself.

We proposed a simple recipe to reuse pretrained dense checkpoints to initialize more

powerful sparse models. Our algorithm leverages the pretrained model compute and weights,

and provides a smooth transition to sparsely activated Mixture-of-Experts models that offer

more capacity and �exibility at inference. We presented experimental results both for vision

and language models at various scales; these evidence large performance gains relative to

continuing to the dense model. Our ablations highlight the importance of careful algorith-

mic choices, and suggest key aspects to consider when trying to �nd good performance-cost

trade-offs for speci�c compute budgets.

Transfer learning and prompt tuning is becoming increasingly popular, and for good

reason. It allows the reuse and tuning of models by a larger body of researchers and prac-

titioners that may only have access to limited computational and data resources. Accord-

ingly, we believe that techniques aimed at growing existing models, compartmentalizing

or freezing submodules, replicating and then decoupling model components, and �nally

smoothly resuming training after model surgery, will prove essential for a dynamic ecosys-

tem of models. We summarize such process asupcycling, and offer a �rst instance in the

context of sparse models. We look forward to new extensions and improvements on this

simple idea.
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CHAPTER 6

INCOMPRESSIBILITY OF FEEDFORWARD LAYER IN TRANSFORMER

UNDER ASSUMPTION OF MULTIVARIATE NORMAL DISTRIBUTION

We demonstrate that under the assumption of normality and independence of inputs, a feed-

forward layer preceding the activation function in a neural network cannot be compressed

into fewer layers without losing information. This result becomes more pronounced as

the bias within the activation function increases. Interestingly, our simulations reveal this

phenomenon even under standard conditions. This �nding has particular implications for

Transformers: it suggests that compressing the feedforward layer of a Transformer results

in information loss. This supports the empirical observation that sparse Transformers, de-

spite requiring a larger parameter space and being more resource-intensive to train, yield

higher quality results. If our �nding were not valid, it would imply that Transformers could

be compressed without any loss in quality, negating the observed advantages of sparse over

dense Transformers. In such a case, one could theoretically compress sparse Transform-

ers into dense formats without information loss. Therefore, the insights presented in this

chapter form the theoretical basis for 'Sparse Upcycling', as discussed in chapter 5. Addi-

tionally, we brie�y elucidate how representing �rst-order logic naturally leads to a sparse

feedforward matrix in the Transformer architecture.

6.1 Introduction

This chapter delves into the ongoing efforts to replace dense Transformers with their sparse

counterparts, as referenced in [102, 8, 16]. Sparse models, although of higher quality,

require a larger parameter space, making them more costly to train. We elucidate how

sparsity in the feedforward layer naturally emerges in the context of modeling �rst-order

logic. The central theorem of this chapter, referred to as Theorem 6.2.1, demonstrates the
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impossibility of reducing the number of layers in a matrix representing a feedforward layer

prior to activation without information loss. This is under the assumption that the input to

the activation function follows a multivariate normal distribution.

Speci�cally, for a given positive real numberc, we de�ne the eventA as:

A := fN 1 � cg
[

fN 2 � cg
[

: : :
[

fN l � cg; (6.1)

whereN1; N2; : : : ;N l are i.i.d standard normal random variables. We denote the multivari-

ate normal vector as:

~N := ( N1; N2; : : : ;N l ):

Our main result establishes that approximating eventA is not feasible with fewer thanl

functionals. This means for anyl1 < l and a set ofl1 functionalsf 1; f 2; : : : ; f l1 , along with

real numbersc1; c2; : : : ; cl1 , the eventB cannot closely approximate eventA, whereB is

de�ned as:

B := f f 1( ~N ) � c1g
[

f f 2( ~N ) � c2g
[

: : :
[

f f l1 ( ~N ) � cl1 g: (6.2)

We validate this result through simulations for values ofc greater than 2 and by theoretical

proof asc asymptotically increases.

In terms of neural networks, consider a three-layer network comprising a linear layer,

a Heaviside functionH (:), and another linear layer. De�ning the Heaviside function as

Hc(x) = 1 if x � c andHc(x) = 0 if x < 0, we haveHc(x) = H (x � c). For a random

vector ~X = ( X 1; X 2; : : : ; X k) and matricesV andC, the neural network can be expressed

as:

~Y = Hc2 (C � Hc(V � ~X )); (6.3)

with ~Y = ( Y1; Y2; : : : ; Yn ) as the output. This corresponds to the feedforward layer of

Transformers, albeit withReLU(:) typically used instead of Heaviside as the activation
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function.

Considering a top row ofC composed solely of 1's andc2 = 1, Y1 equals 1 if and only

if one row ofHc(V � ~X ) equals one; otherwise,Y1 = 0. Assuming normality, as per the

Central Limit Theorem, for the left side of the inequality in Equation 6.5, we denoteN i as

this value. Thus, eventA corresponds toY1 = 1 in this context.

Our results raise the question: Can we compress thel rows of matrixV into fewer rows

without signi�cant information loss? In other words, could we predictY1 accurately using

fewer thanl rows with an alternative matrixV1? This scenario involves

replacingV in Equation 6.4 withV1 and modifying the top row ofC accordingly. The

i -th entry ofV1 � ~X would then correspond to a linear functionalf i (:) applied to the random

vector ~N . We investigate whether eventA can be accurately predicted by eventB , as

de�ned in Equation 6.2.

The implications of our �ndings are signi�cant in the context of the AI revolution,

marked by the advent of self-attention and Transformers, as cited in [114]. Our research

is a step towards a more rigorous understanding of Transformers, complementing existing

knowledge on scaling laws [11, 12], and sets the stage for further exploration into the

properties of Transformers. In this paper, we present the �rst in a series of articles aimed at

rigorously proving properties relevant to Transformers. We begin by interpreting our main

result in the context of neural networks:

Consider a three-layer neural network consisting of a linear layer, followed by a Heav-

iside functionH (:), and another linear layer. The Heaviside functionHc(x) is de�ned as

follows: Hc(x) = 1 if x � c, andHc(x) = 0 if x < 0. Therefore,Hc(x) = H (x � c). Let

~X = ( X 1; X 2; : : : ; X k) be a random vector,V be anl � k matrix, andC be ann � l matrix.

Consider two positive real numbersc1 andc2. The neural network can be represented as:

~Y = Hc2 (C � Hc(V � ~X )); (6.4)
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where applyingHc to a vector~v = ( v1; v2; : : : ; vr ) means applying it to each component,

resulting inHc(~v) = ( Hc(v1); Hc(v2); : : : ; Hc(vr )) . In equation Equation 6.4,~X is the

input, and~Y = ( Y1; Y2; : : : ; Yn ) is the output of the network.

This setup mirrors the feedforward layer of Transformers, although Transformers typi-

cally use the ReLU function instead of the Heaviside function. Assuming the top row ofC

contains only 1's andc2 = 1, Y1 is 1 if at least one row inHc(V � ~X ) equals one, elseY1 is

0.

For thei -th entry ofHc(V � ~X ) to be 1, we need:

X 1 � vi 1 + X 2 � vi 2 + : : : + vik � X k � c; (6.5)

wherevij is thei; j -th entry of matrixV. By the Central Limit Theorem, we can assume

that the left side of the inequality in Equation 6.5 is normally distributed, denoted asN i .

Let A represent the event thatY1 = 1. With the top row ofC consisting solely of 1's,

A is the event de�ned in Equation 6.1.

The question arises: Can we use fewer rows thanl in matrix V without substantial

information loss? This would mean predictingY1 accurately with an alternative matrixV1

using onlyl1 < l rows. To test this, we replaceV in Equation 6.4 withV1 and the top row

of C with a row containingl1 1's and the rest 0's. Eachi -th entry ofV1 � ~X corresponds to a

linear functionalf i (:) applied to the random vector~N = ( N1; N2; : : : ;N l ). Therefore, the

i -th entry ofV1 � ~X equalsf i ( ~N ). We then explore whether we can predict eventA (when

Y1 = 1) using eventB , whereA is de�ned in Equation 6.1 andB in Equation 6.2.

The eventB is de�ned on onlyl1 < l linear functionals, whilst the originalA needsl

functionals (i.e. rows ofV).

The goal of this chapter is to show thatB cannot approximateA well, whenl1 << l .

We are able to prove this when we letc > 0 go to in�nity while holding l �xed. However,

what our observations from the simulations suggest that this occurs even whenc > 0 is
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small. Hence, the asymptotic case proven here qualitatively describes the behavior for

medium sizec > 2.

Now, assume that we would like to use only half the functionals to predictA. By this, we

mean that we would have a matrix with0:5 � l rows instead ofl , hence our eventB would

be de�ned withl1 = 0:5 � l functionals. Then, we could always �nd an easy way to catch

A in ”50%of the cases, when it happens”, using onlyl � 0:5 functionals Meaning, we could

have

P(B jA) � 0:5: (6.6)

Our Theorem 6.2.1 is even slightly more general than just proving that ”we can not ap-

proximatel functionals by strictly lessl1 < l functionals asc goes to in�nity”. Say, we are

satis�ed with inequality Equation 6.6, but we would likeP(B jA) to be large. Our result

shows that, unless we have50%times l functionals, then achieving Equation 6.6 means

thatP(B jA) goes to0 asc goes to in�nity (hence zero predictability). Equation 6.6, which

we give here with a speci�c value� = 0:5, corresponds to inequality Equation 6.31 in our

main theorem.

We de�ne the error of �rst type as:

E I = error of type I= Ac \ B

and the error of second type:

E II := error of type II= A \ B c:

In other words, we try to minimize the �rst type error under the constraint that the second

type is below the threshold� � P(A), whilst lettingc go to in�nity and holdingl �xed.
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Note that we can rewrite the eventA as:

A :=
�

1
c

� N 1 � 1
� [ �

1
c

� N 2 � 1
� [

: : :
[ �

1
c

� N l � 1
�

(6.7)

Now, 1
cN i is a normal variable with expectation0 and standard deviation� = 1

c . Hence,

we can rewrite the eventA in simpler form by taking the i.i.d. normal variablesN1; N2; : : :

to normal with expectation0 and having all standard deviation1
c = � > 0. Hence, we will

assume from here on:

N j = N (0; � 2)

and then we will let� > 0 go to zero. So, from here on: the eventA is de�ned by:

A := fN 1 � 1g
[

fN 2 � 1g
[

: : :
[

fN l � 1g;

where the variablesN i are no longer standard normal random variables , but instead i.i.d.

normal random variables with expectation0 and standard deviation� = 1
c . This will

simplify notations massively.

In the next section, we give the rigorous proof of our main result. Let us at this stage

already, show the main ideas. Basically, we have that when� > 0 goes to0, the probability

distribution of the vector~N = ( N1; N2; : : : ;N l ) converges to an atomic measure� when

we condition on the eventA. This atomic measure consists ofl atoms. This is the content

of Theorem 6.1.1. Let us de�ne the atomic measure o� on Rl , which has one atom of

weight1=l at each canonical vector:

� (f ~e1g) = � (f ~e2g) = : : : = � (f ~elg) =
1
l

(6.8)

where

~e1 = (1 ; 0; 0; : : : ; 0); ~e2 = (0 ; 1; 0; : : : ; 0); : : : ; ~el = (0 ; 0; 0; : : : ; 0; 1)
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We are now ready to formulate our lemma:

Lemma 6.1.1 Let N1; N2; : : : ;N l be i.i.d. normal variables with expectation0 and stan-

dard deviation� > 0. Let ~N be the random vector de�ned as:

~N = ( N1; N2; : : : ;N l )

Then, as� > 0 goes to0, the conditional probability distribution of~N converges weakly:

lim
� ! +0

L ( ~N j A) = �;

where� is the atomic probability measure de�ned by Equation 6.8 andA is the event that

at least one entry of the random vector~N is larger or equal to1.

First, we have the cdfF ~N j A as:

F ~N j A (~x) = P(\ n
i =1 (N i < x i )j( ~N 2 A))

=
P(\ n

i =1 (N i < x i ) \ ( ~N 2 A))

P( ~N 2 A)
:

Using Inclusion-Exclusion Principle and asymptotic expansion of the error function, we
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can compute as:

P( ~N 2 A) = P([ l
i =1 (N i � 1))

=
lX

i =1

P(N i � 1) �
X

i<j

P(N i � 1 \ N j � 1) + : : : (� 1)l+1 P(\ l
i =1 N i � 1)

=
�

l
1

�
P(N � 1) �

�
l
2

�
P(N � 1)2 + : : : (� 1)l+1

�
l
l

�
P(N � 1)l

=
lX

i =1

(� 1)i +1

�
l
i

�
1
2i

�
1 � erf

�
1

p
2�

�� i

=
lX

i =1

(� 1)i +1

�
l
i

�
1
2i

 p
2�e � 1=2� 2

p
�

�
1 + O

�
� 2

��
! i

=
lX

i =1

(� 1)i +1

�
l
i

�
� i e� i=2� 2

(2� ) i=2

�
1 + O

�
� 2

��

=
l�e � 1=2� 2

p
2�

(1 + O(� 2)) :

Hence, for~x 2 A we have:

lim
� ! +0

f ~N j A (~x) = lim
� ! +0

1

P( ~N 2 A)

lY

i =1

f N (x i )

=
1

(2� ) l=2
lim

� ! +0

e�jj ~xjj 2=2� 2

l� l +1 e� 1=2� 2
p

2�
(1 + O(� 2))

;

which is 0 if jj~xjj > 1 and1 otherwise, i.e., the region wherejj~xjj � 1 andx 2 A; in other

words,~x is a canonical vector. This concludes the proof.

Instead, in this section, we consider a constraint on the error of type II that it should be

less that a �xed percentage ofP(A). For example, we could impose the constraint:

P(B c [ A) � 0:2P(A) (6.9)

or equivalently:

P(B cjA) � 0:2 (6.10)
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Here, the number is0:2, but it can be any other constant strictly below1. Equation 6.9 and

Equation 6.10 can be interpreted as ”whenA holds, thenB picks up, thatA holds in80%

of cases”. Also, Equation 6.9 can be rewritten as

P(B [ A) � 0:8P(A) (6.11)

or

P(B jA) � 0:8 (6.12)

Now, the goal will be to minimize the error of type I given a constraint of Equation 6.9.

Hence, we will want to minimize:

P(error of type I) = P(B \ Ac)

given a condition of the type Equation 6.9, but with possibly another constant than0:8.

According to last lemma, we have that the law of~N conditional onA converges to

the atomic probability measure� de�ned by Equation 6.8. But again, in this paragraph,

we have the condition thatP(B jA) is above a given constant (Equation 6.12), and then

under that constraint we try to minimize the error of type I, that is we want to minimize

P(Ac \ B ). Now, note that we can replace the inequality Equation 6.12, by an equality

P(B jA) = 0 :8 (6.13)

. Then, we have that minimizing the probability of the error of type I, that is minimizing:

P(Ac \ B )

is equivalent to minimizingP(B) under the constraint Equation 6.13. Indeed, by the law
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of total probability, we have

P(B) = P(B \ Ac) + P(B \ A): (6.14)

So, when condition Equation 6.13 holds, then equivalentlyP(B \ A) = 0 :8P(A). Hence,

under condition Equation 6.13, we have thatP(B \ A) is �xed, and hence considering

equation Equation 6.14, we �nd that minimizingP(B) is equivalent to minimizingP(B \

Ac), hence minimizing the error of typeI , given Equation 6.13. Now as� goes to zero,

the conditional law conditional onA becomes the probability measure� So, we get that

at the limit when� ! 0, condition Equation 6.13, becomesP� (B ) = 0 :8. HerePmu(:)

denotes the probability under the probability measure� . But, what meansP� (B ) = 0 :8?

This simply means that80%of the atoms of� must be covered byB, hence by the area of

thel dimension spaceRl , de�ned as:

l1[

i =1

�
~x 2 Rl j f i (~x) � ci

	
(6.15)

Again, f i (:) is thei -th functional which we use to try to approximate the eventA:

B i = f f i ( ~N ) � ci g

andB is the eventB =
S l1

i =1 B i . In other words,80%of the canonical vectors, must be in-

side the area de�ned by Equation 6.15. (Now, note that under the constraint Equation 6.12,

if we are given as many as80%� l functionals, then we can easily achieveP(AjB) = 1 .

Indeed, just take the �rst0:8 � l canonical functionals

f 1(x1; xl 2; : : : ; xl ) = x1; f 2(x1; x21; : : : ; xl ) = x2; : : : ; f 0:8�l (x1; : : : ; xl ) = x0:8�l :

But, we will show in our main theorem, that under that constraint if we have strictly less
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than0:8 � l functionals,A becomes very badly predicted byB asc grows.)

Under constraint Equation 6.12, we want to minimizeP(B). So, say that the functional

f i (:) is given by

f i (x1; x2; : : : ; xl ) = p1 � x1 + p2 � x2 + : : : + pl � x l ;

wherep1; p2; : : : ; pl are real parameters. We can assumeci = 1, without loss of generality.

Now note that

P(B i ) = (6.16)

= P(f i ( ~N ) � 1) = (6.17)

= P(p1N1 + p2N2 + : : : + plN l � 1) = (6.18)

= P

 
p1N1 + p2N2 + : : : + plN lp

p2
1 + p2

2 + : : : + p2
l

�
1

p
p2

1 + p2
2 + : : : + p2

l )

!

= (6.19)

= P

 

N (0; � ) �
1

p
p2

1 + p2
2 + : : : + p2

l

!

; (6.20)

whereN (0; � ) denotes as usual a normal with expectation0 and standard deviation� .

Now, note that the last probability above is minimized, when

1
p

p2
1 + p2

2 + : : : + p2
l

(6.21)

is maximized. But, expression Equation 6.21 corresponds to the distance to the origin of

the af�ne hyperplane de�ned by the equation

f i (~x) = p1x1 + p2x2 + : : : + plx l = 1: (6.22)

In other words, �nding a linear functionalf i (:) to minimize the probability of the event

P(B i ), we need to have the af�ne hyperplane de�ned by Equation 6.22, to stay as far as
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possible from0.

We are now ready to explain the main idea behind the proof of Theorem 6.2.1. In the

previous numeric example, we took� 2 = 0:8, (where� 2 is from Theorem 6.2.1) So, assume

that we want to approximateA by a number of functionals strictly less than� 2 � l . (in our

numeric example, that would mean strictly less than0:8 � l functionals.). Meaning we have

� 1 < � 2, and takel1 = � 1 � l functionals only to de�ne the eventB given in Equation 6.2.

Now, at the limit, when� ! 0, we have according to Lemma Theorem 6.1.1,thatP(:jA)

becomes the atomic measure� , where each canonical vector gets one atom. So, the condi-

tion P(B jA) � � 2 � l becomesP� (B ) � � 2 � l , which means that� 2 � l atoms of� must be

”covered” by the linear functionals that de�neB. This is to say that� 2 � l are to be contained

in the area (Equation 6.15). Now, assume strictly less than� 2 � l such functionals to do this.

Hence, one functional needs to cover at least two atoms. Without lack of generality, we can

assume that functional covering two atoms to bef 1. We can also assume the atoms on the

�rst two canonical vectors. So, we �nd:

f 1((1; 0; 0; : : : ; 0)) = f 1((0; 1; 0; 0; : : : ; 0)) = 1 :

(We assume the constantc1 in the de�nition of B , that is inf 1( ~N ) � c1 to be1 without

lack of generality.) By linearity, we �nd:

f 1(0:5; 0:5; 0; 0; : : : ; 0) = 1:

But the distance from the origin of the point(0:5; 0:5; 0; 0: : : ; 0) is 1=
p

0:5 � 0:7072< 1.

We hence �nd that the probability off i ( ~N ) � 1 according to Equation 6.16, Equation 6.21
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and Equation 6.22 is bounded from below as follows:

P(f 1( ~N ) � 1) � P(N (0; � ) �
1

p
2

) = P(N (0; 1) �
1

p
2�

) � exp(� 0:5
0:5
2� 2

) (6.23)

On the other hand, we �nd that:

P(A) � l � P(N (0; � ) � 1) = l � P(N (0; 1) �
1
�

) � 0:5 � l � exp(�
0:5
� 2

); (6.24)

where we used for the last inequality above the Lemma Theorem 6.2.2 Now, as� becomes

0, we have1=� goes to in�nity. In that case, the bound on the right most side of Equa-

tion 6.24 becomes of a smaller order that the bound on the right most side of Equation 6.23.

This implies thatP(A)=P(B) goes to0 as� ! 0, and hence

P(AjB) ! 0;

when� > 0goes to0. This was proven under the assumptionP(B jA) � � 2�l and assuming

strictly less than� 2 � l functionals involved in the de�nition of the eventB . This is now the

proof of our main Theorem 6.2.1, the detailed proof being given in the next section.

6.1.1 Optimalsolutionsfor theasymptoticproblem:

The Transformers are typically not optimal, since that would require them to be sparse and

would need too large a parameter space, making training too costly. There is a whole area

of research, which tries to circumvent this problem, by initially starting with a dense Trans-

formers. Clearly, most Transformers, which are not sparse, cannot be optimal. However,

given the number of functionals, there is no reason that it would not go for the optimal

solution under the constraint on the number of functionals, hence of lines in the matrix rep-

resenting the fully-connected layers. Hence, the Transformers, should be optimal solutions

under the constraint on the number of ”functionals”. This means, optimal solutions when
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we have only� 1 � l functionals de�ningB, under the constraint

P(B jA) � � 2 � l (6.25)

Optimality under those two constaints Equation 6.25 and number of functionals strictly

below� 2�l , is obtained by minimizingP(B c\ A), which amounts to the same as minimizing

P(B) under those constraints.

Hence, these optimal solutions under constraint logically should correspond to what we

�nd in most Transformers, which in reality are limited in the number of functionals avail-

able. Thus the strong interest in studying these optimal solutions. Now, when we are not

in the asymptotic regime, the exact understanding of this optimal solution to our constraint

problem is extremely complicated. We believe that there is not explicit �nite formula giv-

ing the optimal solution exactly. However, at the limit when� goes to0, the situation

becomes tractable. MinimizingP(B), for when� goes to0, under the constraint to cover

a certain number of points, according to Lemma Theorem 6.1.3 below amounts to �guring

out the set like in Equation 6.15, which contains� 1 � l canonical vectors, whilst being as far

as possible from the origin. (We mean the distance of the whole set Equation 6.15 from the

origin. Hence, the asymptotic optimal solution, is obtained by maximizing the distance of

the set Equation 6.15 to the origin,whilst covering� 2 � l canonical vectors.) This follows

from Lemma Theorem 6.1.3 below. How this solution looks, is explained in Lemma The-

orem 6.1.2 below. Before that Lemma, let us show explicit numeric examples, of optimal

solutions for minimizingP(B) under the constraintP(B jA) � � 2 � l whilst being restricted

on the number of functionals de�ningB. Again, we look for the asymptotic case, when

� > 0 is going to0.

In a previous example, we had a80%of canonical unit vector ofRl should be ”covered by

B”. Say that the number of functionals� 1 � l which we use to approximateA is for example

0:4 � l . Then, with the condition that80%of atoms of� must be covered, that gives us,
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that each functionalf i (:), for i= 1; 2; : : : ; l1 would need to cover two atoms, hence two

canonical unit vectors. So, say the �rst functionalf 1(:) is to cover~e1 = (1 ; 0; 0; : : : ; 0) and

~e2 = (0 ; 1; 0; 0; : : : ; 0). Again, without loss of generality we assumec1 = 1. So, we want

f 1(~e1) = f 1(~e2) = 1 (6.26)

and we want, under the above constraint Equation 6.26, the af�ne hyperplane de�ned by

equationf 1(~x) = 1 , for ~x 2 Rl to be as far from the origin as possible. So, we want the said

af�ne hyperplane to contain~e1 and~e2 but otherwise stay as far as possible to the origin as

possible. The solution is that we take the hyperplane passing through~e1 and~e2 and having

its associated hyperplane being the linear span generated by:~e1 � ~e2;~e3;~e4; : : : ;~el . In other

words, the solution of �nding the linear functionalf i (:) minimizing P(B i ) = P(f i ( ~N �

1)) under the constraint Equation 6.26, is found as

f i (x1; x2; : : : ; xl ) = x1 + x2:

So, in that caseB i is the event:

N1 + N2 � 1:

Let us consider another example. Assume that instead of80%we tolerate covering only

60%of the atoms of~� . Meaning instead of equation Equation 6.13, we would haveP(A [

B) = 0 :6 � P(A). And assume that the numberl1 of af�ne hyperplanes, we dispose of to

approximateA by B is l1 = 0:2� l . Then, each af�ne hyperplane needs to cover3 canonical

unit vectors. Keeping each of the af�ne hyperplanesf ~x 2 Rl j f i (~x) = 1 g as far from
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origin as possible leads to a solution:

f 1(x1; x2; : : : ; xl ) = x1 + x2 + x3

f 2(x1; x2; : : : ; xl ) = x4 + x5 + x6

f 3(x1; x2; : : : ; xl ) = x7 + x8 + x9

: : :

f l1 (x1; x2; : : : ; xl ) = x3l1 � 2 + x3l1 � 1 + x3l1

In that case, the eventB which we use to predictA is given by:

B := fN 1 + N2 + N3 � 1g
[

fN 4 + N5 + N6 � 1g
[

: : :
[

fN 3l1 � 2 + N3l1 � 1 + N3l1 � 1g

so that

B1 = fN 1+ N2+ N3 � 1g; B2 = fN 4+ N5+ N6 � 1g; : : : ; B l1 = fN 3l1 � 2+ N3l1 � 1+ N3l1 � 1g:

In the next lemma, we show that the type of solutions we showed here is indeed the solution

which maximizes the distances from the origin to the hyperplanesf i (~x) = 1 under the

constraint that these af�ne hyperplanes have to cover a certain percentage of the atoms of

� hence of the canonical vectors. Now we have seen an example with80%coverage and

another with60%. In general assume� percentage coverage. Also, we assume to havel1

functionals, so thatK � l1 = � � l , whereK > 0 is an integer. This means that every af�ne

hyperplane given by~x 7! f I (~x) = 1 , where~x 2 Rl , has to coverK points at least. The

next lemma shows that the type of solution we have seen so far is indeed what maximizes

distance between the origin andB, under the constraint of a coverage of a� � l atoms of� .

Lemma 6.1.2 Assume that� > 0 is a real number less than1. Assume thatl; l 1; K > 0are
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integers so that

l1 � K = � � l:

Consider the problem of �ndingl1 linear functionalsf 1(:); f 2(:); : : : ; f l1 (:) fromRl to R to

maximize the distance of the origin to the subset ofRl given as:

l1[

j =1

f ~x 2 Rl j f j (~x) � 1g (6.27)

under the constraint, that at least� � l canonical vectors are covered, meaning:

cardinality (f i 2 f 1; 2; : : : ; lg j 9j for whichf j (~ei ) � 1g) � � � l: (6.28)

An optimal solution is then given by:

f 1(x1; x2; : : : ; xl ) = x1 + x2 + : : : + xK

f 2(x1; x2; : : : ; xl ) = xK +1 + xK +2 + : : : + x2K

f 3(x1; x2; : : : ; xl ) = x2K +1 + x2K +2 + : : : + x3K

: : :

f l1 (x1; x2; : : : ; xl ) = xKl 1 � K +1 + xKl 1 � K +2 + : : : + xKl 1

and any other optimal solution is obtained from the above by permutation of the coordi-

nates. This means, for every optimal solution, there exists a permutation� of the integer
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interval [1; l ], so that this optimal solution can be written as:

f 1(x1; x2; : : : ; xl ) = x � (1) + x � (2) + : : : + x � (K )

f 2(x1; x2; : : : ; xl ) = x � (K +1) + x � (K +2) + : : : + x � (2K )

f 3(x1; x2; : : : ; xl ) = x � (2K +1) + x � (2K +2) + : : : + x � (3K )

: : :

f l1 (x1; x2; : : : ; xl ) = x � (Kl 1 � K +1) + x � (Kl 1 � K +2) + : : : + x � (Kl 1 )

Let us denote the hyperplanef x 2 Rl jf i (x) = 1 g by Si and the distanced([ l1
i =1 Si ;~0) =

mini d(Si ;~0) by D, which is the distance to be maximized. IfSi containsmi 2 N

canonical vectors, then the largest possible value ofd(Si ;~0) would be 1p
m i

, which is at-

tained whenf i (x) =
P m i

k=1 x � (k) for a permutation� on the integer interval[1; l ]. Hence,

D = min i
1p
m i

. To maximizeD is therefore equivalent to minimizing the largest number

of canonical vectors covered by a hyperplane. Now, the constraint implies that thel1 hy-

perplanes that maximizeD cover�l = l1K canonical vectors in total. Hence, the minimal

largest number of canonical vectors covered by a hyperplane isK . By induction, each hy-

perplane has to cover exactlyK canonical vectors, and each canonical vector is covered by

exactly one hyperplane. This concludes the proof.

Now, the above optimisation is obtained when we minimize each probabilityP(B i )

separately for eachi 2 [1; l1]. The problem is that minimizing the probability of the union

is in general not equivalent to minimizing the probability of each event in the union. Why?

Because:

P(B1 [ B2 = P(B1) + P(B2) � P(B1 \ B2)

since, to minimize the union you need also consider the size of the intersection: the bigger

the intersection, the smaller the union. So, our solution above are not the exact optimal
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for that reason except at the limit when� goes to0. So, asymptotically as� becomes

very small, they are. Let us explain. To simplify notations, in our explanation we take the

dimensionl of the random vector~N to bel = 3, but the explanation is valid in general.

Say you have a small amount of volume� V of R3 and we consider the multivariate

normal vector ~N = ( N1; N2; N3) whereN1; N2; N3 are three i.i.d normal vectors with

standard deviation� and expectation0. Then the probability density is:

f ~N (x; y; z) = c � exp(� 0:5 � (x2 + y2 + z2)=� 2);

wherec = 1
� 3 �

p
8� 3 . The probability to be in a small volume� V is about the volume of the

area times the probability density:

P( ~N 2 � V) � f ~N (x0; y0; z0) � j � V j

where(x0; y0; z0) is a point in� V andj� V j refers to the volume of the small area� V .

(Because we assume the area really small it does not matter much which point inside we

take: the density does not change too much in that small area.) Now, assume that we have

two small areas� V1 and � V2, so that the �rst one is at a distanced1 of origin and the

second is at distanced2. We assumed1 6= d2. So, the probabilities are approximately:

P( ~N 2 � V1) � cj� V1j � exp(� 0:5d2
1=� 2) ; P( ~N 2 � V2) � c� j � V2j � exp(� 0:5d2

2=� 2)

Now, if d1 is very close tod2, the two probabilities above may be very similar. But, as

� goes to zero, the ratio betweend2
1=� 2 and d2

2=� 2 goes to in�nity, and hence the last

probability above becomes of different negative exponential order. In other words, the one

with the bigger distance, becomes much much smaller than the other, it becomes negligable

compared to the one with the smaller distance. This is why, for a domainD 2 R3, the

order of the probabilityP( ~N 2 D) as� ! +0 is determined only by the points, which are
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closest to the origin inD, in other words, by the distance ofD to the origin. Of course for

this we need to consider only essential points, meaning points which are an accumulation

point of interior points ofD. This is the result of the next lemma:

Lemma 6.1.3 LetD � Rl be a domain so that each point ofD is a limit of interior points

of D and so that its distanced to the origin is strictly large than0. LetN1; N2; : : : ;N l be

i.i.d. normal variables with expectation0 and standard deviation� > 0. Let

~N = ( N1; N2; : : : ;N l ):

Then there exist a constantsc1 > 0, so that for all� > 0 large enough:

P(N 2 D) � c1
1
� l

exp(� 0:5d2=� 2):

and for every valued1 > d , there exists a constantc2 > 0 so that for all � > 0 small

enough, we have:

P(N 2 D) � c2
1
� l

exp(� 0:5d2
1=� 2):

Follows quite directly from what we explained, and also can bee proven more formally

with the same technique as use in Theorem 6.1.1, so we leave it to the reader. Let us

recapitulate how the last Lemma is useful for our problem: Recall that we are considering

the problem of minimizingP(B) under the constraint

P(B jA) � � 2 � l

for given� 2 < 1. The eventA is de�ned in Equation 6.7. The eventB is the event that~N

is contained in the set:
� 2 �l[

i =1

f ~x 2 Rl jf i ( ~X ) � ci )g (6.29)

So, when we say ”minimizingP(B)”, we really mean ”�nding � 2 � l linear functionals
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f 1; f 2; : : : ; f � 2 �l and real numbersc1; c2; : : : ; cl2 so as to minimizeP(B)”. According to the

lemma above, that is Lemma Theorem 6.1.3, asymptotically, this minimizing simply means

maximizing the distance to the origin of the set Equation 6.29. And, as already mentioned

(Lemma Theorem 6.1.1), asymptotically as� ! +0, the constraintP(B jA) � � 2 � l means

that the set Equation 6.29 needs to cover at least� 2 � l canonical unit vectors. Hence,

asymptotically, our constrained optimization problem reads: maximize the distance of the

set Equation 6.29 to the origin under the constraint that it contains at least� 2 � l canonical

unit vectors. Hence, our solutions presented in Lemma Theorem 6.1.2, are asymptotically

optimal as� goes to0. In practice, we do not need to take� > 0 very small to see this type

of behaviour.

6.2 Main theorem and proof

We have already shown the general intuition, why Theorem 6.2.1 holds. Here we are going

to show a rigorous proof. This is needed, because in the intuitive explanation we took the

limiting distribution and �nd an optimal solution. This is not rigorous since when� goes

to 0, then the probability distribution of~N converges to the Dirac-measure at the origin.

Let us remind here that to simplify notations, we will takec = 1, but have the normal to

have standard deviation� > 0 instead of being standard normal. This simpli�es notation,

but amounts to the same, becauseN � c is equivalent to1
cN � 1 and 1

c � N is a normal

with standard deviation1=c, if N is a standard normal. So, in the next theorem, we let that

standard deviation go to0, (Instead ofc going to in�nity). Also, note that when we want

to predict the eventA using the eventB , we can make two type of errors: whenAc \ B

holds, then we predict thatA holds, whilst it does not. This is the error of type I. When on

the other hand, we haveA \ B c, then we do not predict thatA hold, whilst it really holds.

So, this is then the error of typeII . we clearly want both errors to have small probability:

P(Ac \ B ) andP(A \ B c). Which is more important depends on the application at hand.

We can always hold one of them �xed, and then minimize the other under that constraint.
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In the next theorem, we show, that doing so, and letting� go to+0, whilst l is �xed, leads

to ”zero-predictability ofA, by usingB for prediction”:

Theorem 6.2.1 Let l > 1 be a �xed integer number. Let0 < � 1 < � 2 < 1 be rational

numbers, so that� 1�l and� 2�l both be integers. We denote byl1, the valuel1 = � 1�l . Assume

thatN1; N2; : : : are i.i.d. normal variable with expectation0 and standard deviation� > 0.

Let us de�ned the random normal vector~N :

~N := ( N1; N2; : : : ;N l ):

LetA be the event:

A := fN 1 � 1g
[

fN 2 � 1g
[

: : :
[

fN l � 1g:

Let f 1; f 2; : : : ; f l1 designate a sequence of linear functionals onRl and c1; c2; : : : ; cl1 a

sequence of constants minimizing

P� (B [ Ac) (6.30)

under the constraint

P(A \ B c) � (1 � � 2) � P(A) (6.31)

whilst holding� > 0 �xed. Here, the eventB is de�ned as follows:

B := f f 1( ~N ) � c1g
[

f f 2( ~N ) � c2g
[

: : :
[

f f l1 ( ~N ) � cl1 g:

The probability depends on� , so we writeP� (:). LetB � denote the eventB for the function-

als f 1; f 2; : : : ; f l1 and constantsc1; c2; : : : ; cl1 which minimize Equation 6.30 under Equa-

tion 6.31 for given� > 0. Then, we have

lim
� ! +0

P� (AjB � ) = 0 :
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In other words, anyB given in Equation 6.2 with strictly less than� 2 � l functionals is very

bad at predictingA under the constraint Equation 6.31, as soon as� > 0 is not very small.

Before giving the formal proof, let us see a numeric example which illustrates what is going

on : takel = 4. Say you want to predict the eventA in this case

A = fN 1 � 1g
[

fN 2 � 1g
[

fN 3 � 1g
[

fN 4 � 1g:

Now, the above event contains 4 functionals becausel = 4. Say, we want to predictA

so that roughly in75%of cases thatA really holds, we also predict it correctly, hence so

that P(B jA) � 0:75. This can be done in an obvious manner if we are allowed to use

75%of the functionals used inA, In our case that means75%� l = 3, hence we can use3

functionals for the eventB . So, we de�ne

B = fN 1 � 1g
[

fN 2 � 1g
[

fN 3 � 1g

with that choice we have the3 functionals

f 1(x1; x2; x3; x4) = x1 ; f 2(x1; x2; x3; x4) = x2; f 3(x1; x2; x3; x4) = x3:

andc1 = c2 = c3 = 1. Clearly, whenA holds, then in about3=4 of the timesB holds, so

thatP(B jA) � 3
4 = 0:75 (specially when� > 0 is a little bit bigger.) Now, say we have

the constraint that we can use only2 functionals instead of three but want non-the-les the

sameP(B jA) � 0:75. We can de�ne nowB with two functionals:

B = fN 1 + N2 � 1g
[

fN 2 � 1g
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So, here we used two functionals only:

f 1(x1; x2; x3; x4) = x1 + x2 ; f 2(x1; x2; x3; x4) = x3 (6.32)

andc1 = c2 = 1. With this current choice ofB we clearly also getP(B jA) � 0:75, at least

when� > 0 is somewhat larger. Take now for example� = 1
3 . Then

P(A) � 4P(N1 � 1) = 4P(N (0; 1) � 3) � 0:0064 (6.33)

whereN (0; 1) designates a standard normal and we obtained the last probability above

with the help of a standard normal table. Now, note that

P(B) � P(N1 + N2 � 1) = P(N (0; 1) �
3

p
2

) = 0 :017 (6.34)

P(AjB) =
P(A \ B)

P(B)
�

P(A)
P(B)

�
0:0064
0:017

= 0:37

where the very last inequality above was obtained from Equation 6.33 and Equation 6.34.

Let us now at this stage show the formal proof: take� > 0 small but �xed at �rst.

Let ~e1;~e2; : : : ;~el be the canonical unit vectors inRl Hence,~e1 = (1 ; 0; 0; : : : ; 0),~e2 =

(0; 1; 0; 0: : : ; 0). Let B �
i be the ball of radius� centered at~ei . Let as usual~N denote the

vector

~N = ( N1; N2; : : : ;N l ):

Let � 1(� ) denote the conditional probability that the vector~N is not in the union of the

ballsB �
i :

� (� ) := P� ( ~N =2 [ l
i =1 B �

i jA )
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By Theorem 6.1.1, we have

lim
� ! +0

P� ( ~N 2 [ l
i =1 B �

i jA) = 1 ;

and hence

� 1(� ) ! 0 (6.35)

as� ! +0. By symmetry, we have

P( ~N 2 B �
i ) =

1 � � 1(� )
l

(6.36)

Let D be the set:

D := f ~x 2 Rl j f f 1(~x) � c1g
[

f f 2(~x) � c2g
[

: : :
[

f f l1 (~x) � cl1 g

and hence the eventB is

B := f ~N 2 Dg:

Now, assume thatD ”touches” strictly less than� 2 � l of the ballsB �
i , i = 1; 2; : : : ; l. (By

”touches”, we mean thatD has intersection not equal to0 with ball. Hence, the setD

touches at most� 2 � l � 1 of the ballB �
i . Hence, in that case

P� (B jA) � (� 2 � l � 1)P( ~N 2 B �
1) + � 1(� ) = ( � 2l � 1) �

1 � � 1(� )
l

+ � 1(� ) (6.37)

where we used Equation 6.36 for obtaining the last equation above. We can now rewrite

Equation 6.37 to obtain

P(B cjA) > 1 � � 2 +
1
l

� � 1(� ) �
�

1 � (� 2 �
1
l
)
�

(6.38)

Note that the right bound of Equation 6.38 for small enough� > 0 is strictly larger than
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the bound on the right of the following inequality:

P(B cjA) � 1 � � 1

which is obtained directly from Equation 6.31. In other words, for� small enough, we have

that Equation 6.38 contradicts Equation 6.31. Hence, for� > 0small enough, the condition

Equation 6.31 implies thatD must touch at least� 2 � l among the ballsB �
i , i = 1; 2: : : ; l

But in the eventB considered here there are onlyl1 functionals involved, andl1 is taken

strictly smaller than� 2 � l . This implies that at least one of the funcitonal must touch at lest

two of the balls. Without lack of generality, let us assume that this functional isf 1(:) and

that the two balls areB �
1 andB �

2. We also assumec1 = 1. This then implies that that there

exists two vectors~�1~�b 2 Rl with length less than� and such that

f 1(~e1 + ~�a) � 1; f 1(~e2 + ~�b) � 1

By linearity, this implies

f 1( (1; 1; 0; 0; : : : ; 0) + ~�a + ~�b ) � 2 (6.39)

Now nay linear functional can be represented as a dot product with a given vector. In our

case this means that there exists a vector~b1 2 R l so that

f 1(~x) = ~x �~b1

for all ~x 2 Rl Then, with the help of Equation 6.39 we �nd

~b�((1; 1; 0; : : : ; 0) + ~�1 + ~�b � 2

and hence by Caunchy-Schwarz inequality the Euclidean norm of the vector~b1 can be
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bound as follows:

j~b1j �
1

j(1; 1; 0; : : : ; 0) + ~�a + ~�bj
�

1
p

2 � 2�
(6.40)

where for the last inequality above we used the triangle inequality as well as the fact that

the norm of the vectors~�a;~�b are less than� . Now note that

f 1( ~N ) = ~b1 � ~N = b1N1 + : : : + blN l

where~b1 = ( b1; b2; : : : ; bl ). Hencef 1( ~N )is a normal variables with expectation0 and

standard deviation

�
q

b2
1 + b2

2 + : : : + b2
l = � � j~b1j

We can now use this to replacef 1( ~N ) by � � j~b1j � N (0; 1) in the following:

P(B) � P(f 1( ~N ) � 1) = P(� �j~b1j�N (0; 1)) � 1) = P(N1 �
1

j~b1j
) � P(N1 �

1
p

2 � 2�
)

(6.41)

where for the last inequality above we used Equation 6.40. Clearly, we haveP(A) �

l � P(N1 � 1. Using this together with Equation 6.41, it yields:

P� (AjB ) =
P(A \ B)

P(B)
�

P(A)
P(B)

�
l � P(N1 � 1)
P(N1 � 1p

2� 2�
)
) (6.42)

Now, the ratio on the very right side of the last inequality above goes to0 as� goes to0 and

as Consider now two valuesc;� > 0 and the integral

Z 1

c+�
exp(� 0:5 � (x2=� 2))dx =

Z 1

0
exp(� 0:5 � (y + c + �) 2=� 2)dy (6.43)

where we did the change of variablex = c + � + y. The integral on the right side of the
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last equation above, with the help of the binomial formula, can be rewritten as:

Z 1

0
exp(� 0:5�((y+ c)2+2( y+ c)�+� 2)=� 2)dy �

Z 1

0
exp(� 0:5�((y+ c)2+� 2)=� 2)dy

(6.44)

where we used that over the integration domain(y + c)� > 0. Together, Equation 6.43 and

Equation 6.44 imply that

Z 1

c+�
exp(� 0:5� (x2=� 2))dx � exp(� 0:5� 2=� 2)

Z 1

0
exp(� 0:5� ((y+ c)2)=� 2)dy (6.45)

By performing the change of variablex = y + c, we �nd:

Z 1

c+�
exp(� 0:5 � (x2=� 2))dx =

Z 1

0
exp(� 0:5 � ((y + c)2)=� 2)dy (6.46)

We can �nd

P(N1 � c + �)
P(N1 � c)

=

R1
c+� exp(� 0:5x2=� 2)dx
R1

c exp(� 0:5x2=� 2)dx
� exp(� 0:5� 2=� 2); (6.47)

where the very last inequality above follows directly from Equation 6.45 and Equation 6.46.

De�ne � � to be

� � := 1 �
1

p
2 � 2�

:

Take� > 0 small enough (but �xed) so that

� � > 0 (6.48)

. Then, we can apply Equation 6.47 to inequality Equation 6.42, to �nd

P� (AjB ) � l exp(� 0:5� 2
� =� 2)

Note that the bound on the right side of the last inequality above goes to0 as � ! +0
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(when we keepl and� �xed). Hence, with� > 0 small enough to make Equation 6.48 hold

but �xed, we �nd

lim
� ! +0

P� (AjB ) = 0 ;

which �nishes this proof.

6.2.1 Additional lemmasandproofs

Lemma 6.2.2 LetN be a standard normal anda > 0. Then we have

P(N > a ) � 0:5 � e� a2=2

We can calculate the probability that the standard normal be bigger thana by integrating

the probability density function froma to in�nity:

P(N � a) =
Z 1

a

exp(� (x)2

2 )
p

2�
dx

Then, we do the change of variabley = x � a, to �nd

P(N > a ) =
Z 1

0

exp(� (y + a)2=2)
p

2�
dy =

Z 1

0

exp(0:5(� y2 � 2ya � a2))
p

2�
dy (6.49)

Noting thatexp(� 2ya) is always less than1, sincey anda are positive, we �nd that the

right side of equation Equation 9.4, is less than

exp(� 0:5a2)�
Z 1

0

exp(� 0:5 � y2)
p

2�
dy = exp( � 0:5a2)�P(N (0; 1)) � 0) = 0:5 exp(� 0:5a2);

whereN (0; 1) denotes a standard normal. Applying this to equation Equation 9.4, yields

�nally

P(N � a) � 0:5 � exp(� 0:5a2):
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How does �rst order logic lead to sparsity in the linear layers and compression to quality

loss in real life examples?

Consider a toy vocabulary, with0; 1-encoding:

word encoding

receive (1; 0; 0; 0; 0; 0; 0)

present (0; 1; 0; 0; 0; 0; 0)

pass (0; 0; 1; 0; 0; 0; 0)

exam (0; 0; 0; 1; 0; 0; 0)

punishment (0; 0; 0; 0; 1; 0; 0)

give (0; 0; 0; 0; 0; 1; 0)

to beggar (0; 0; 0; 0; 0; 0; 1)

We will encode sentences by adding the vectors which represent the essential words in the

sentence. (We assume the subject is known so that this part of the information can be left

out.) We denotes by~X the encoded sentence. Hence:

1. ... ”receive present” is encoded as follows:

~X = (1 ; 1; 0; 0; 0; 0; 0)

2. ... ”pass an exam” encoded:

~X = (0 ; 0; 1; 1; 0; 0; 0; 0; 0)

3. ... ”receive punishment” encoded yields:

~X = (1 ; 0; 0; 0; 1; 0; 0)
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4. ”give present to beggar” is encoded:

~X = (0 ; 1; 0; 0; 0; 1; 1)

We will assume a logic with four implications for our toy example:

receive present =) happy

pass exam=) happy

receive punishment =) sad

give to beggarpresent =) generous

Let ~Y = ( Y1; Y2; Y3)T be the 3-D vector which tells us whether ”Happy”, ”Sad” or ”Gener-

ous” is implied. Hence,Y1 = 1 iff ”Happy” holds, andY1 = 0 otherwise. Similarly,Y2 = 1

iff ”Sad” holds, whilst otherwiseY2 = 0. Finally,Y3 = 1 iff ”Generous” holds, andY3 = 0

otherwise. With this we can model our four implications above with the help of a depth-2

feedforward layer:

~Y = h(C � Relu(B( ~X ))) ;

where

B =

0

B
B
B
B
B
B
B
@

1 1 0 0 0 0 0 � 1

0 0 1 1 0 0 0 � 1

1 0 0 0 1 0 0 � 1

0 1 0 0 0 1 1 � 2

1

C
C
C
C
C
C
C
A

and

C =

0

B
B
B
B
@

1 1 0 0

0 0 1 0

0 0 0 1

1

C
C
C
C
A
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andh(:) denotes any activation function so that:h(x) = 0 for x � 0, andh(x) < 1 for

x < 1 whilst h(x) = 1 for x � 1. One notes immediately the ”natural sparsity” of the

matricesC andB specially if thinking of larger examples. One could of course replace the

�rst two lines of B by a unique line:

(1; 1; 1; 1; 0; 0; 0; � 1): (6.50)

But, then, ” receive exam” would lead toY1 = 1, whilst receiving an exam does not neces-

sarily mean you are happy. Indeed, it depends on the result of the exam. When we replace

the �rst two lines ofB by the single line Equation 6.50, we obtain a more ”compressed”

matrixB , (hence, a more compressed feedforward layer in the Transformers). But it is also

more prone to error.
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CHAPTER 7

THE LAION-400M DATASET

Multimodal language-vision models trained on hundreds of millions of image-text pairs

(e.g., CLIP [2], DALL-E [115]) have recently surged in popularity, demonstrating remark-

able capabilities in zero- or few-shot learning and transfer, even in the absence of per-

sample labels on target image data. Despite this trend, to date, there has been no publicly

available dataset of suf�cient scale for training such models from scratch. To address this

issue, we have built and released LAION-400M to the public, a dataset comprising 400 mil-

lion CLIP-�ltered image-text pairs, their CLIP embeddings, and kNN indices that enable

ef�cient similarity search [17]. This dataset has been used to train some of today's most

popular image generative models, including Imagen [116] and Stable Diffusion [20]. We

have also successfully trained an open-source version of CLIP by training on this dataset,

achieving performance comparable to the original.

7.1 Introduction

Multimodal language-vision models have recently demonstrated strong transfer capabilities

to novel datasets in the absence of per-sample labels [2, 115, 117]. This capability requires

suf�ciently large models and data scale during pre-training. Increasing the data scale alone

often improves model performance [4]. Furthermore, when increasing both model size

and compute budget, scaling laws suggest a further increase in generalization and transfer

performance, provided it is not bottlenecked by data scale [11, 12, 118, 119]. There are

numerous recent works that have built massive datasets to optimally scale various models

[22, 2, 115, 117]. However, these massive datasets are rarely released for various reasons.

Gao et al. recently released The Pile, an openly available 800GB text dataset [50], in an

attempt to loosely mimic the dataset used for GPT-3. The largest publicly known image-
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Figure 7.1: Sample images retrieved from the queries ”blue cat” or ”cat with blue eyes” in
the web demo.

text paired datasets range from 400 million to around a billion pairs, but none have been

released.

To address this, we built and released LAION-400M, a dataset with 400 million CLIP-

�ltered image-text pairs, their CLIP embeddings, and kNN indices. We describe the proce-

dure for creating the dataset and demonstrate the successful training of a DALL-E architec-

ture. With its suf�ciently large scale, the dataset opens avenues for research on multimodal

language-vision models for the broader community.
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Figure 7.2: Acquisition work�ow.

7.2 Dataset and Methods

Overview of LAION-400M. We of�cially release the following packages under the LAION-

400M project:

• 400 million pairs of image URLs and their corresponding metadata.

• 400 million pairs of CLIP image embeddings and the corresponding texts.

• Several sets of kNN indices enabling quick searches in the dataset.

• The img2dataset library, which allows ef�cient crawling and processing of hundreds

of millions of images and their metadata from a list of URLs with minimal resources.

• A web demo of image-text search on LAION-400M (Figure 7.1).

Regarding the pairs of image URLs and metadata, we provide parquet �les containing

the following attributes for each pair: sample ID, URL, type of Creative Commons license
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(if applicable), NSFW tag (detected with CLIP), cosine similarity score between the text

and image embeddings, and the height and width of the image. Less than 1% of images

were detected as NSFW, which can be �ltered out by users using the NSFW tag.

Acquisition. The acquisition follows the work�ow in Figure 7.2 and can be divided

into two major components:

• Distributed processing of the petabyte-scale Common Crawl dataset,

which produces a collection of matching URLs and captions.

• Single-node post-processing of the data, which is much lighter and can be completed

in a few days, resulting in the �nal dataset.

7.2.1 DistributedProcessingof CommonCrawl

To create image-text pairs, we parsed WAT �les from Common Crawl and extracted all

HTML IMG tags containing an alt-text attribute. We then downloaded the raw images

from these URLs using asynchronous requests with the Trio and Asks libraries.

Filtering Out Unsuitable Image-Text Pairs

After downloading the WAT �les from Common Crawl, we applied the following �ltering

conditions:

• We discarded all samples with less than a 5-character alt-text length or an image size

of less than 5 KB.

• Duplicate removal was performed using a bloom �lter based on the URL and alt-text.

• We used CLIP to compute the embeddings of the images and alt-texts. Then, we

calculated the cosine similarity between these embeddings and dropped all samples

with a cosine similarity below 0.3, a threshold selected based on human inspections.

• We used the CLIP embeddings of images and texts to �lter out illegal content.
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Table 7.1: Image Size Distribution of LAION-400M.

Number of unique samples 413M
Number with height or width� 1024 26M

Number with height and width� 1024 9.6M
Number with height and width� 512 67M
Number with height or width� 512 112M

Number with height and width� 256 211M
Number with height or width� 256 268M

img2dataset

We developed the img2dataset library to comfortably download from a given set of URLs,

resize, and store the images and captions in the webdataset format. This allows for the

download of 100 million images from our list of URLs in 20 hours using a single node

(1Gbps connection speed, 32GB of RAM, an i7 CPU with 16 cores), enabling anyone to

obtain the whole dataset or a smaller subset.

7.3 Analysis & Results

Web Demo and Similarity Search.A web demo was created to enable users to search for

images and texts based on a query image or text using the CLIP embeddings of the input

and our precomputed kNN indices. It demonstrates the diversity of images and captions

that can be found in LAION-400M, as well as the high semantic relevance (Figure 7.1).

Table?? shows the distribution of image sizes in LAION-400M. Given the abundance

of high-resolution images, one can create subsets of images for training various customized

models, and also choose an image resolution that is suitable for the purpose of particular

training.

Sure, I can help with that. Here's the revised text with corrections:

—
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