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4.1 SKY SCENES compared with other Real and Synthetic Datasets.We
compare SKY SCENES(row 11) with other real (rows1 � 3) and synthetic
(rows4� 10) aerial datasets across several axes: (i)Controlled Variations
– the ability to reproduce the exact viewpoint under different variations
from �ne-grained scene metadata, (ii)Diversity – diversity of map layouts
(rural, urban), weather and daytime conditions in the provided images, (iii)
Annotation Diversity – supporting dense annotations across depth (D),
semantic(S) and instance segmentation (I) tasks, (iv)Altitude – altitude of
image capture; Low is< 30m, Med is2 [30; 50]m and High is> 50m,
(v) Perspective– UAV pitch angle during image capture; Fwd. is forward
view with � = 0 � , Obl. is oblique view with� 2 (0� ; 90� ) and Nad. is nadir
view with � = 90� (� is pitch), (vi)Resolution– resolution of the images,
(vii) Scale– number of images. We see that while existing datasets might
be lacking in a subset of criteria, SKY SCENESful�lls all of these. . . . . . . 38

4.2 mIoU improvement w/ HS. Training on HumanSpawn (HS) SKY SCENES

images improves the model's ability to recognizehumans(improved mIoU).
T = Town . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 44

4.3 Models trained on SKY SCENES generalize well to the real-world. We
train semantic segmentation models (DeepLabv2 [11], DAFormer [186],
Rein [185]) on SKY SCENES, SYNDRONE [196] and real datasets and show
how training models on SKY SCENESprovides better out-of-the-box gener-
alization to multiple real-world datasets. . . . . . . . . . . . . . . . . . . . 48

4.4 SKY SCENES training exhibits strong real-world generalization for tail
classes.We show how DAFormer [186] and Rein [185] models trained on
SKY SCENESexhibit improved real-world generalization compared to those
trained on SYNDRONE [196] for under-represented tail classes (vehicles
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4.6 Multi-modal Segmentation in SKY SCENES. We show the versatility of
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5.2 Out of Domain Accuracy (%) on PACS (� O = 0.1). We compare per-
formance (accuracy in %) against prior work in the standard domain gen-
eralization setting of training on three domains as source and evaluating
on the held-out fourth domain (identi�ed by the column headers).� We in-
clude the aggregate baseline both as reported in [248] as well as our own
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6.4 PASTA outperforms (as of October 2023) SOTA (SemSeg) generaliza-
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6.6 PASTA is complementary to existing (SemSeg) generalization meth-
ods. Semantic Segmentation generalization methods (DeepLabv3+ mod-
els) trained on GTAV (G) and evaluated onf Cityscapes (C), BDD100K (B),
Mapillary (M)g. � indicates numbers drawn from published manuscripts.
Bold is best.� indicates (absolute) improvement over the base generaliza-
tion method. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 99

6.7 PASTA is agnostic to choice of (SemSeg) architecture.Semantic Seg-
mentation models trained on GTAV (G) and evaluated on Cityscapes (C).
Bold indicates best.� indicates (absolute) improvement over Baseline. . . 100

7.1 Eligible AUG Choices for AUGCAL . AUG transformations that reduce
SIM 2REAL distance and satisfy Property-1. SIM 2REAL distance is com-
puted as MMD of features of features from source and target datasets using
an RBF kernel. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 112

7.2 AUGCAL ensures GTAV ! Cityscapes (DAFormer) adapted models
make accurate, calibrated and reliable predictions. We �nd that ap-
plying AUGCAL to multiple SIM 2REAL adaptation methods across tasks
leads to better calibration (ECE, IC-ECE), reduced overcon�dence (OC)
and improved reliability (PRR) – all while retaining or improving transfer
performance. Highlighted rows are AUGCAL variants of the base meth-
ods. For AUGCAL , we use PASTA as AUG and DCA as CAL . � indicates
standard error. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 116

xix



7.3 AUGCAL ensures VisDA SIM 2REAL (ViT-B) adapted models make ac-
curate, calibrated and reliable predictions.We �nd that applying AUG-
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A.2 POINT NAV and OBJECTNAV Performance. Degradation in task perfor-
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B.2 Class merging scheme for evaluating Syn! AEROSCAPESexperiments.
The �rst column is the set of merged classes we use for Syn! AEROSCAPES
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B.8 [DeepLabv2 AEROSCAPES ] SKY SCENES can augment “real” train-
ing data. We compare SKY SCENESagainst SYNDRONE for their ability
to additionally augment real (AEROSCAPES[198]) training data. We com-
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C.1 Ensembling Choices at Test-time. We study how different ensembling
choices at test-time – (1)Mask-Ens: ensemble predictions from all the
source domain masks and (2)Pred-Ens: combine masks and then make
a prediction – compare in terms of in [bottom-half] an out-of-domain [top-
half] performance. Using AlexNet as the backbone architecture on the Do-
mainNet [215] dataset, we �nd thatMask-Ensleads to very minor (< 1%)
drop in both in and out-of-domain performance compared toPred-Ensat
test-time. The columns identify the held out sixth domain for each of the
multi-source shifts.� We were unable to optimize the MetaReg [72] objec-
tive with Adam [246] as the optimizer and therefore, we also include com-
parisons with Aggregate and MetaReg trained with SGD. . . . . . . . . . . 182

C.2 Out of Domain Generalization Results on PACS. We compare perfor-
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ated onf Cityscapes (C), BDD100K (B), Mapillary (M)g. � indicates num-
bers drawn from published manuscripts.Bold indicates best.� indicates
(absolute) improvement. PASTA improves a vanilla baseline (rows 1, 2) and
is complementary to existing methods (rows 3-6). . . . . . . . . . . . . . . 189

D.5 PASTA is complementary to CSG [118].We apply PASTA to CSG [118].
Since CSG inherently uses RandAug, we also report results with and with-
out the use of RandAug when PASTA is applied.� indicates drawn directly
from published manuscripts. We report class-balanced accuracy on the real
(val split) target data of VisDA-C. Results reported across 3 runs.Bold
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D.6 GTAV ! Cityscapes per-class generalization results.Per-class IoU com-
parisons for (SemSeg) syn-to-real generalization results when DeepLabv3+
(R-50 models trained on GTAV are evaluated on Cityscapes. Results are re-
ported across 3 runs.� indicates drawn directly from published manuscripts.
Class headers are in decreasing order of pixel frequency. . . . . . . . . . . 191
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D.7 GTAV ! BDD100K per-class generalization results.Per-class IoU com-
parisons for (SemSeg) syn-to-real generalization results when DeepLabv3+
(R-50 models trained on GTAV are evaluated on BDD100K. Results are re-
ported across 3 runs.� indicates drawn directly from published manuscripts.
Class headers are in decreasing order of pixel frequency. . . . . . . . . . . 191
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D.9 PASTA vs Base Augmentations.Semantic Segmentation DeepLabv3+ (R-
50) models trained on GTAV (at an input resolution of1024� 560due to
compute constraints) and evaluated onf Cityscapes, BDD100K, Mapillaryg.
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D.10 PASTA vs Frequency-domain Augmentations.Semantic Segmentation
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E.1 Reproducing GTAV ! Cityscapes SIM 2REAL Adaptation Baselines.
We summarize results from our reproduction of the SIM 2REAL adapta-
tion baselines [292] used in our experiments. We �nd a slight difference
between reported and reproduced adaptation results across models.� indi-
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E.4 AUGCAL ensures VisDA SIM 2REAL (R-101) adapted models make ac-
curate, calibrated and reliable predictions.We �nd that applying AUG-
CAL to multiple SIM 2REAL adaptation methods across tasks leads to bet-
ter calibration (ECE, IC-ECE), reduced overcon�dence (OC) and improved
reliability (PRR) – all while retaining or improving transfer performance.
Highlighted rows are AUGCAL variants of the base methods. For AUG-
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f 
 , for some
 determined
empirically. [Right] Variations in amplitude values across images. Syn-
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amplitude and the pristine phase spectrum to recover the augmented image
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7.1 Overcon�dent S IM 2REAL mispredictions. [Left] We show an example
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MIC [90] to (DAFormer) HRDA + MIC [292] – exhibit improved transfer
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7.2 AUGCAL pipeline. AUGCAL consists of two key interventions on an exist-
ing SIM 2REAL adaptation method. First source SIM images are augmented
via an AUG transform. Supervised losses for SIM images are computed on
the augmented image predictions. Additionally, AUGCAL optimizes for a
calibration loss on AUGmented SIM predictions. . . . . . . . . . . . . . . . 112

7.3 AUGCAL increases the proportion of “accurate” and “certain” predic-
tions. For a (DAFormer) HRDA + MIC (row 1) and EntMin + MIC (row
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A.1 OBJECTNAV Target Objects. We present a few examples of the target ob-
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breakdown of four metrics: Number of collisions as observed throughFailed
Action (�rst column), distance to target at episode termination as measured
by Term. Dist. to Target (second column), closest agent was to target as
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A.4 Effect of Degraded Stopping Mechanism.To understand the extent to
which a degraded stopping mechanism under corruptions affects OBJECT-
NAV RGBagent performance, we look the difference between the agent's
success rate (SR) compared to the setting where the agent is equipped with
an oracle stopping mechanism. SROr denotes success rate when anend
action is forcefully called in an episode whenever the goal is in range.
We consider one clean and �ve corrupt settings: Defocus Blur (D.B.),
Speckle Noise (S.N.), Motion Drift (M.D.), Defocus Blur + Motion Drift,
and Speckle Noise + Motion Drift. is clean, is vis corruptions,
is dyn corruptions and is vis +dyn corruptions. Severities for S.N. and
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represented classes. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 154

B.2 [DeepLabv2 AEROSCAPES ] SKY SCENES can augment “real” training
data. We show how SKY SCENEScan augment real (AEROSCAPES[198])
training data. We compare DeepLabv2 [11] models trained using only
5%, 10%, 25%, 50%, 100%of labeled AEROSCAPES images with coun-
terparts that were either (1) pretrained on SKY SCENES, and �netuned on
AEROSCAPES(FT) or (2) trained jointly on SKY SCENESand AEROSCAPES

(JT). We �nd that[Left] additionally augmenting training with SKY SCENES

and help improve real-world generalization in low-shot regimes,[Middle,
Right] especially for under-represented classes. . . . . . . . . . . . . . . . 154

B.3 [DAFormer UAV id ] SKY SCENES can augment “real” training data.
We show how SKY SCENEScan augment real (UAVid [184]) training data.
We compare DAFormer [186] models trained using only5%, 10%, 25%,
50%, 100%of labeled UAVid images with counterparts that were either
(1) pretrained on SKY SCENES, and �netuned on UAVid (FT) or (2) trained
jointly on SKY SCENESand UAVid (JT). We �nd that[Left] additionally
augmenting training data with SKY SCENES and help improve real-world
generalization in low-shot regimes,[Middle, Right] especially for under-
represented classes. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 155

xxxiv
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B.6 Synthetic ! UAV id Semantic Segmentation Predictions.Semantic seg-
mentation predictions made on randomly sampled UAVid [184] valida-
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B.7 Synthetic ! AEROSCAPES Semantic Segmentation Predictions.Se-
mantic segmentation predictions made on random AEROSCAPES[198] val-
idation images by models trained on SKY SCENES and SYNDRONE. The
�rst two columns indicate the original image and the associated ground
truth respectively, columns3 (SKY SCENES) and4 (SYNDRONE) indicate
predictions by DeepLabv2 [11] models and columns5 (SKY SCENES) and
6 (SYNDRONE) indicate predictions made by DAFormer [186] models. . . 159
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B.9 Semantic Segmentation predictions across rural and urban town vari-
ations Semantic segmentation predictions made on held-out SKY SCENES
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original image and the associated ground truth, column 3 is predictions by
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C.1 Emergence of domain-speci�city in AlexNet with � O = 0:1. We show
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D.2 Variations in amplitude values across �ne-grained frequency bands
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SUMMARY

Progress in computer vision has been driven by models trained on large amounts of ex-

emplar data for different tasks (classi�cation, segmentation, decision-makingetc.). These

exemplar data sources intend to capture task-speci�c information and instance-level varia-

tions that a trained model will likely encounter in the wild. However, for conditions where

curating lots of labeled real-world data is prohibitively expensive, synthetic data can serve

as a cost-effective alternative. Synthetic data sources offer a few key bene�ts: fast access

to labeled task-speci�c data at scale, labels across varying task complexities, and curation

of labeled data across diverse conditions in a controlled manner.

This thesis demonstrates how “controlled variations” in synthetic data can be used to

develop robust and reliable vision models. Controlled variations refer to intentional, sys-

tematic modi�cations to synthetic data, designed to either explore speci�c aspects of model

behavior or improve model transfer across distributions. In Chapters 3 and 4, we discuss

applying controlled variations internally at the data-engine (simulator) stage to create di-

verse instances to systematically investigate the robustness of trained vision models. In

Chapters 5 and 6, we discuss how applying controlled variations externally as perturba-

tions or data augmentations (to intermediate features or input images) can enable model

transfer across changing visual distributions. Finally, in Chapter 7, we discuss how con-

trolled variations applied externally on synthetic data can ensure reliability of predictions

made on real data distributions. We conclude by summarizing takeaways and outlining

potential future research directions.
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CHAPTER 1

INTRODUCTION

1.1 Motivation

The rapid progress in deep learning in recent years has resulted in remarkable success on

several computer vision tasks – ranging from object recognition [1, 2, 3, 4, 5, 6], detec-

tion [7, 8, 9], segmentation [10, 11, 12] to vision-based decision making for embodied

agents [13, 14, 15, 16]. A lot of this progress has been enabled by utilizing effective

computer vision architectures and task-speci�c training algorithms on large amounts of la-

beled exemplar data. Underlying deep neural networks trained for such tasks tend to be

extremely data-hungry, necessitating the need for large amounts of training data. For in-

stance, (1) training effective perception (and downstream) models for autonomous driving

applications requires access to enormous datasets of the order of� 1-10M RGB frames

(Waymo [17], NuScenes [18]) with structured annotations, (2) training useful multi-view

perception systems requires access to massively labeled (� 1.3k hours) multi-view video

datasets [19] and (3) training generalist robot policies (any robot, any environment) re-

quires access to over� 1M demonstrations [20]. Such exemplar data is meant to capture

task-speci�c information and instance-level scenarios that a deployed model will likely en-

counter in the wild. This general paradigm has successfully translated vision models from

purely academic endeavors to essential building blocks of several real-world systems such

as autonomous driving [21], robotics [22, 23, 24, 25, 26] and medical imaging [27, 28].

However, collecting and reliably annotating real world data at scale can be prohibitively

expensive for certain applications due to several reasons. First, the cost of manual anno-

tation can increase signi�cantly depending on the complexity of the task at hand. For in-

stance, manually annotating semantics for every pixel of an urban-scene from the Cityscapes
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Figure 1.1: Controlled Variations in Synthetic Data. Simulators allow a practitioner
to curate labeled data instances under varying conditions.[Left] This data curation can
be done in a heavily controlled fashion, to re-create same samples under changing condi-
tions [30]. [Right] Controlled data curation can help make foreseeable edge-cases a part
of the model development loop [31].

[29] dataset can take up to� 1:5 hours on average! Further, for settings that demand in-

creased precision (�ne-grained object part annotations, precise boundaries, etc.) or dense

supervision (long-range demonstrations for robotics), this process may take longer. Sec-

ond, physical data collection may still fail to capture long-tailed (rare) scenarios that require

special attention. For instance, collecting a labeled training / �ne-tuning data split for every

new anomalous condition encountered by an AV system can substantially slow down de-

velopment cycles for the underlying perception stack. In such settings, machine (or model)

labeled synthetic data can either complement real data or serve as a viable alternative by

circumventing this need for manual annotation and physical data collection.

1.2 Why Synthetic Data?

Synthetic data sources offer a few key bene�ts when it comes to data curation. A subset of

these are:

1. Abundance of Labeled Data– Synthetic data sources allow curation of task-speci�c

labeled data at scale as the process of obtaining annotations is near instantaneous.
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Further, such labels can be obtained at varying degrees of granularity (coarse for

recognition tasks, dense for structured prediction tasks and so on).

2. Diversity in Curated Data – Synthetic data sources allow data curation under differ-

ing conditions by modulating parameters of the data engine (simulator or generative

models). This allows collecting labeled task-speci�c data under diverse conditions

(e.g., weather, daytime, sensor corruptions, etc.; see Figure 1.1).

3. Controlled Diagnostics– Controllability in synthetic data sources allow modulating

one aspect of the data engine at a time, allowing a practitioner to curate the same

data instances under changing conditions – potentially creating diagnostic test-sets

for model validation (see Figure 1.1).

In recent years, these aspects have enabled the broader community to create effective

models for complex computer vision tasks by leveraging synthetic data sources. Some

notable examples are – training decision-making policies on billions of frames of simulator

RL experience [32], exposing vulnerabilities in pre-trained models using synthetic data [33]

and even stress-testing real-world systems in photorealistic simulators by recreating outlier

conditions [34]. More recently, researchers have also started exploring the viability of

pre-training foundation models either purely on synthetic data [35, 36] or on an informed

mixture of synthetic and real data [37, 38].

1.3 Thesis Contributions

This thesis covers a body of work that zeroes in on one unifying aspect when dealing

with synthetic data –controlled variations. By “controlled variations”, we refer to in-

tentional, systematic modi�cations to synthetic data, designed to either explore speci�c

aspects of model behavior or improve model transfer across distributions. Controlled vari-

ations in synthetic data can be introduced at the data-engine (simulator) stage, to create

data-instances under varying conditions. This allows a systematic exploration of different
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factors of variations and their effects. Controlled variations can also be applied externally

on synthetic data as perturbations or augmentations, guided by observed distributional dis-

crepancies between synthetic and real data, allowing for targeted adjustments to bridge the

gaps. This thesis explores both of these aspects. Concretely, my thesis statement is:

Generating controlled variations in synthetic data, either “internally” with the data-

engine or “externally” through targeted augmentations, can expose failure modes

and improve generalization performance and prediction reliability of vision models

across changing data distributions.

Part-I of this thesis explores how synthetic data can be used to expose model vulnerbail-

ities. A key bene�t of dealing with synthetic data drawn from simulators is the ability to

recreate a data instance by altering one speci�c factor of variation. For instance, when eval-

uating a trained embodied navigation agent in simulation, it is possible to recreate the same

test-environment under adverse visual or dynamics conditions [31] (see Figure 1.1 Right).

Similarly, when evaluating a scene-level segmentation model, it is possible to recreate the

same (test) viewpoint in differing weather and daytime conditions [30] (see Figure 1.1

Left). Such controlled modi�cations to synthetic (test) inputs for trained models allows

a practitioner to assess sensitivity to speci�c factors of variation. Beyond heavily con-

trolled in-house conditions [39], any attempt to emulate such diagnostics in the real-world

would be uncontrolled, due to it's dynamic (constantly changing) nature. Further, �ne-

grained controllability in simulation allows a practitioner to produce all test-conditions in

an equally ef�cient manner, irrespective of how rare they might be in the real-world.

While evaluation is bene�cial, synthetic sources can also provide exemplar data to train

computer vision models for different tasks. Part-II of this thesis explores how to train

models on synthetic data that generalize to broader conditions. While training directly

on curated synthetic data might seem like a straightforward strategy, naively dealing with

synthetic data at training time has some disadvantages. In particular, models trained on
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synthetic data often exhibit sub-par performance on real-data, primarily due to appearance

discrepancies [40, 24, 41]. For instance, on GTAV (SIM ) ! Cityscapes (REAL), an HRDA

SIM -only semantic segmentation model [42] achieves an mIoU of only53:01, compared

to � 81 mIoU attained by an equivalent model trained exclusively on REAL data. Similar

observations have been documented across other settings as well, notably in robotics [39]

and medical imaging [43]. Instead of focusing on improving the realism of synthetic data

to counter this issue [44, 45, 46], Part-II of the thesis focuses on developing methods that

intervene on imperfect synthetic data at training time to produce generalizable models.

Finally, while retaining model performance under changing distributions (SIM ! REAL)

is important, it is often not the sole factor of interest. Part-III of this thesis focuses on how

applying controlled perturbations on synthetic data at training time can produce models

that make reliable predictions on real data. In practical deployment scenarios, it is addi-

tionally important to ensure that synthetic-trained models exhibit optimal calibration on

real deployment conditions – so that the model's con�dence in predictions aligns with

the true likelihood of correctness. Deploying poorly calibrated models can have severe

consequences in high-stakes applications (such as autonomous driving), where users can

place trust in (potentially) unreliable predictions [47]. Ensuring calibrated predictions from

synthetic-trained models can improve trust and reliability, so that end-users can make the

right decisions based on prediction con�dence.

1.4 Thesis Outline

This thesis begins with an overview of related work, followed by technical contributions.

The technical contributions in this thesis are organized into three parts, with each part

consisting of chapters outlining relevant contributions. At the very end, we conclude by

summarizing key takeaways and discuss potential future research directions.

Part-I: Controlled Variations in Synthetic Data to Measure Robustness

• Chapter 3: Benchmarking Robustness in Embodied Navigation.In Chapter 3,
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we introduce ROBUSTNAV , a comprehensive benchmark to systematically study the

robustness of embodied navigation agents by introducing visual (affecting RGB ob-

servations) and dynamics (affecting transition dynamics) corruptions in simulated

test-time conditions. We evaluate the robustness of trained navigation agents to a

wide variety of visual and dynamics corruptions to identify failure modes and poten-

tial techniques to improve robustness.

• Chapter 4: Synthetic Data for Aerial Scene Understanding. In Chapter 4, we

present SKY SCENES, a synthetic dataset of densely annotated aerial images cap-

tured from Unmanned Aerial Vehicle (UAV) perspectives in CARLA to comprehen-

sively capture diversity across layouts (urban and rural maps), weather conditions,

times of day, pitch angles and altitudes with corresponding semantic, instance and

depth annotations. Through our experiments using SKY SCENES, we show that (1)

models trained on SKY SCENESgeneralize well to different real-world scenarios, (2)

augmenting training on real images with SKY SCENESdata can improve real-world

performance, (3) controlled variations in SKY SCENES can offer insights into how

models respond to changes in viewpoint conditions, and (4) incorporating additional

sensor modalities (depth) can improve aerial scene understanding.

Part-II: Perturbing Synthetic Data to Improve Generalization

• Chapter 5: Learning to Generalize from Diverse Data Sources.In Chapter 5,

we focus on multi-source domain generalization (DG), where we explore effective

training techniques for object recognition models using diverse synthetic (paint-

ings, sketch, quickdraw, etc.) and real (photos) data sources to generalize to a

new test-time data split (synthetic or real). We propose Domain-speci�c Masks

for Generalization (DMG), a method to balance “invariance” (shared characteristics)

and “speci�city” (domain-speci�c characteristics) across data sources by learning

domain-speci�c feature masks during training. DMG leads to competitive perfor-
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mance on widely used DG benchmarks, and can also provide a drop-in replacement

for expert domain-speci�c models given access to a “domain label”.

• Chapter 6: Frequency Domain Augmentations for SIM 2REAL Generalization.

In Chapter 6, we focus on ensuring models trained on synthetic data demonstrate

strong out-of-the-box generalization on real data (SIM 2REAL generalization). We

propose PASTA, a training time augmentation strategy that leverages appearance dis-

crepancies in the Fourier amplitude spectra of synthetic and real images. PASTA

generates augmented synthetic views at training time by applying structured pertur-

bations in the frequency domain and leads to substantial generalization improvements

across tasks (classi�cation, segmentation and detection), architectures (CNNs, ViTs),

initializations (supervised, self-supervised), methods and datasets.

Part-III: Perturbing Synthetic Data to Improve Reliability

• Chapter 7: Improving Reliability in S IM 2REAL Adaptation. Another commonly

employed solution to counter the SIM 2REAL gap is unsupervised domain adapta-

tion, where models are trained using labeled SIM data and unlabeled REAL data.

Mispredictions made by such SIM 2REAL adapted models are often associated with

miscalibration – stemming from overcon�dent predictions on real data. In Chapter 7,

we �rst identify potential means to reduce miscalibration on real data and introduce

AUGCAL , a simple training-time patch for unsupervised adaptation that improves

SIM 2REAL adapted models by – (1) reducing overall miscalibration, (2) reducing

overcon�dence in incorrect predictions and (3) improving con�dence score reliabil-

ity by better guiding misclassi�cation detection – all while retaining or improving

SIM 2REAL performance. Through our experiments, we empirically show the ef�-

cacy of AUGCAL across multiple adaptation methods, backbones, tasks and shifts.
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CHAPTER 2

BACKGROUND AND RELATED WORK

This chapter provides a brief overview of different research sub-domains that are a part

of this thesis. Individual chapters that discuss technical contributions contain detailed

overviews of related work speci�c to research contributions and experimental settings.

2.1 Out-of-Distribution Robustness

Out-of-distrbution (OOD) robustness has been a fairly well-studied problem, not just in

computer vision, but also in deep learning in general. Modern deep-learning based com-

puter vision systems, despite their remarkable success, are often sensitive to changing in-

put distributions. Speci�cally, when dealing with inputs that deviate signi�cantly from

training-time data distributions, such models can make inaccurate [48, 49, 50] and unre-

liable predictions [51, 52]. A lot of progress in OOD robustness has been in establishing

and routinely evolving benchmarks to evaluate the robustness of trained models. Since

failure modes exhibited by trained models can differ substantially based on factors like the

“task” (static or embodied) [31, 53], “training conditions” (full-shot / low-shot) [54], “input

perturbations” (adversarial) [55], “available model zoo” [56, 57], “causal factors” (model-

speci�c counterfactuals) [33, 58], etc., it is critical to create the right benchmark to assess

model behavior. A parallel line of work has also focused on estbalishing the rightmetrics

to evaluate robustness based on observed correlations between in and out-of-distribution

performance [59, 60] for computer vision models – notably, the “effective” and “relative”

robustness frameworks considered in [61, 62, 63]. As we step into the era of general-

purpose foundation models, it becomes increasingly important to (1) de�ne the robustness

desiderata expected out of modern day vision systems and (2) curate the right benchmarks

to measure the same [64, 65, 66].
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2.2 Domain Generalization

Domain generalization (DG) considers a problem setting where one has to train a task-

speci�c model on one (or more) “source” domain(s) so as to generalize to an unseen “tar-

get” domain. DG restricts access to samples from the target domain at training time and

consequently encourages maximal use of available training data source(s). As a problem,

DG is closely related to OOD robustness, with increased focus on algorithmic develop-

ment to improve transfer to unseen conditions. The more commonly studied setting is

multi-source DG, when multiple labeled source domains are available at training time.

Common methods to solve multi-source DG rely on either – (1) leveraging discrepancies

across multiple source domains [67, 68, 69, 70, 71], (2) mimicking the test-time trans-

fer scenario at training time via meta-learning [72, 73] or (3) augmentations at image or

feature level to incentivize invariance at training time [74, 75]. Unlike multi-source DG,

where multiple training domains are available, single source DG assumes access to only

one “source” domain at training time. Common methods for single-source DG rely mostly

on either meta-learning based approaches [76] and image [77, 78] or feature [79] level per-

turbations. Recent studies [80] have demonstrated that vanilla empirical risk minimization

(ERM) methods, when appropriately tuned, can achieve competitive DG performance.

2.3 Unsupervised Domain Adaptation

Unsupervised domain adaptation (UDA) considers a problem setting where one has to train

a model usually on lots of labeled samples from a “source” domain and a modest amount

of unlabeled samples from a “target” domain to enable transfer of the trained model to un-

seen samples of the “target” domain. Unlike DG, UDA allows access to unlabeled samples

from the “target” domain. Most-commonly studied in UDA is thecovariate shiftsetting

that assumes that the “source” and “target” distributions share the same label space. Im-

plicitly it hinges on the assumption that discrepancies between source and target data exist
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solely in their marginal distributions [81, 82]. Common UDA methods (undercovariate

shift conditions) rely on either – (1) matching feature distributions across source and target

domains [83, 84, 85, 86], (2) objectives to counter domain discrepancy [87, 88, 89] or (3)

optimizing for auxiliary distillation objectives on samples from unlabeled target domains

at training time [90, 91].

2.4 Synthetic Data Sources

The use of synthetic data as an alternative for or to complement real data to train machine

learning or computer vision systems is not new. Some of the earliest instances of the use of

synthetic data for developing computer vision algorithms include – line-labeling problems

in early computer vision [92], assessing performance of optical �ow algorithms [93] and

training computer vision systems for self-driving cars on simulated road images [94] (see

Chapter 5 in [95] for more such examples). As outlined in Chapter 1, some notable ben-

e�ts of synthetic data, drawn speci�cally from graphics-based simulators are – abundance

of task-speci�c data, fast access to coarse and �ne-grained annotations and controllability

to allow curation of labeled instances under diverse conditions. In recent years, advances in

realistic simulation has reinvigorated interest in the use of synthetic data for model training

and validation [95]. For example, several computer vision datasets based on synthetic data

have been proposed in the last decade – for structured prediction tasks in vision [96, 97,

98, 99] to more complex decision-making tasks [16, 100, 41, 24, 31, 101, 102, 103] where

vision is one of many required components. Synthetic data can also be obtained from gener-

ative models (GANs [104], VAEs [105], Diffusion Models [106], etc.), where desired data

instances can be generated based on governing (conditional) speci�cations. Some early

instances of using synthetic data from generative models for model development include –

GAN based images for domain adaptation [107], neural style transfer methods [108] and

broadening the scope of limited training data for domain adaptation [109]. More recently,

the success of diffusion models in generating high-�delity samples has also resulted in
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the use of samples drawn from such models for model training [37, 35, 36, 38] or valida-

tion [33, 58]. In these cases, high degree of controllability enables a practitioner to easily

generate samples indicative of rare conditions.

2.5 SIM 2REAL Transfer

While synthetic data sources can provide large amounts of diverse, labeled training in-

stances to either replace or complement real data, naively dealing with synthetic data has

some disadvantages. Notably, computer vision models (especially deep neural network ar-

chitectures) trained on synthetic data trained to exhibit sub-par performance when evaluated

on real data. This gap in performance, caused primarily due to distributional discrepancies

between synthetic and real data, is often referred to as the SIM 2REAL performance gap.

This inadequacy of synthetic data as a training domain has been observed multiple times

across several research sub-domains. For example, on GTAV [96] (SIM ) ! Cityscapes [29]

(REAL), an HRDA SIM -only semantic segmentation model [42] achieves an mIoU of only

53:01, compared to� 81 mIoU attained by an equivalent model trained exclusively on

REAL data. Similarly, as demonstrated a few years ago, vanilla neural network based nav-

igation policies trained in simulation can exhibit worse performance when evaluated in the

real world [39, 24]. These observations have led to development of advances to reduce this

SIM 2REAL performance gap. Efforts in this direction have focused on either improving the

realism of simulators [110, 111, 112, 113] or developing learning algorithms that operate

with imperfect simulation [40, 26, 114]. When dealing with imperfect simulation, com-

mon methods to improve SIM 2REAL transfer include – (1) exposing a model to variations

of input synthetic data (referred to as domain randomization [40, 115, 116]), (2) optimiz-

ing auxiliary objectives to incentivize robustness [117, 118, 119, 120] and (3) adaptation at

training [121, 122, 123, 124] or test time [125, 126].
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Part I

Controlled Variations in Synthetic Data

to Measure Robustness
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CHAPTER 3

BENCHMARKING ROBUSTNESS IN EMBODIED NAVIGATION

In this chapter, we present ROBUSTNAV , a framework to quantify the performance of em-

bodied navigation agents, when exposed to wide variety of visual – affecting RGB inputs

– and dynamics – affecting transition dynamics – corruptions. ROBUSTNAV applies visual

and dynamics corruptions (controlled variations) at the simulator stage, consistent across

all steps of an evaluation episode in a test environment. With ROBUSTNAV , we systemat-

ically analyze the kind of idiosyncrasies that emerge in the behavior of such agents when

operating under corrupt conditions.

3.1 Introduction

A longstanding goal of the arti�cial intelligence community has been to develop algorithms

for embodied agents that are capable of reasoning about rich perceptual information and

thereby accomplishing tasks by navigating in and interacting with their environments. In

addition to being able to exhibit these capabilities, it is equally important that such embod-

ied agents are able to do so in a robust and generalizable manner.

A major challenge in Embodied AI is to ensure that agents can generalize to envi-

ronments with differentappearance statisticsandmotion dynamicsthan the environment

used for training those agents. For instance, an agent that is trained to navigate in “sunny”

weather should continue to operate in rain despite the drastic changes in the appearance, and

an agent that is trained to move on carpet should decidedly navigate when on a hardwood

�oor despite the discrepancy in friction. While a potential solution may be to calibrate

the agent for a speci�c target environment, it is not a scalable one since there can be enor-

mous varieties of unseen environments and situations. A more robust, ef�cient and scalable

solution is to equip agents with the ability to autonomously adapt to new situations by in-
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Figure 3.1:ROBUSTNAV . (a) A navigation agent pretrained in clean environments is asked
to navigate to targets in unseen environments in the presence of (b)visualand (c)dynamics
based corruptions. Visual corruptions (ex. camera crack) affect the agent's egocentric
RGB observations while Dynamics corruptions (ex. drift in translation) affect transition
dynamics in the unseen environment.

teraction without having to train for every possible target scenario. Despite the remarkable

progress in Embodied AI, especially in embodied navigation [127, 128, 100, 129, 130],

most efforts focus on generalizing trained agents to unseen environments, but critically

assume similar appearance and dynamics attributes across train and test environments.

As a �rst step towards assessing general purpose robustness of embodied agents, we

propose ROBUSTNAV , a framework to quantify the performance of embodied navigation

agents when exposed to a wide variety of common visual (vis ) and dynamics (dyn) cor-

ruptions – artifacts that affect the egocentric RGB observations and transition dynamics,

respectively. We envision ROBUSTNAV as a testbed for adapting agent behavior across dif-
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