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Keep hustling.!
Wang, Guozhen

IThis is my personal takeaway; the original quote is: “I do not dwell on the chances of success. Having set
my sights on the distant horizon, I simply brave the storms on my quest.”
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C.3 Simulated example: a sanity check to demonstrate of the effectiveness of
Equation V[FT('); ] . We visualize the recovered graph structures using our
proposed VI-based estimator with linear link function as well as benchmark
methods. We can observe that Equatioan\{!'l); ] achieves the best recov-
ery under the correct model speci cation; in contrast, NN cannot capture
self-excitation, and MHP completely misses the interactions. . . . . . . ..
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SUMMARY

Explainable prediction algorithms have become increasingly important in automated
surveillance systems within the healthcare context, as they offer actionable insights for
clinicians on duty to respond to predicted adverse events. In this thesis, | will present a
real study on sepsis prediction, and several novel methods motivated by it. Those methods,
developed with the help of recent advancements in statistics and optimization, enjoy strong
theoretical guarantees and exhibit promising empirical performance. Importantly, with the
numerical demonstration on the real data, | hope the developed methods can be extended to

a broader range of real applicatiéns

2The implementation of those methods is open-sourced on https://github.com/SongWei-GT.
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CHAPTER 1
INTRODUCTION

Continuous, automated surveillance systems incorporating machine learning models are
becoming increasingly common in healthcare environments. These models can capture
temporally dependent changes across multiple patient variables and enhance a clinician's
situational awareness by providing an early alarm of an impending adverse event. Among
those adverse events, we are particularly interested in sepsis, which is a life-threatening
medical condition contributing to one in ve deaths globally [1] and stands as one of the most
important cases for automated in-hospital surveillance. Recently, many machine learning
methods have been developed to predict the onset of sepsis, utilizing electronic medical
record (EMR) data [2]. A recent sepsis prediction competition [3] demonstrated the robust
performance of XGBoost models [4, 5, 6]; meanwhile, Deep Neural Networks [7] are also
commonly used. However, most approaches offer an alert adjudicator very little information
pertaining to the reasons for the prediction, leading many to refer to them as “black box”
models. Thus, model predictions related to disease identi cation, particularly for complex
diseases, still need to be adjudicated (i.e., interpreted) by a clinician before further action
(i.e., treatment) can be initiated. Among the aforementioned works, [6] provided one of
the best attempts at identifying causality for their models' predictions by reporting feature
importance at a global level for all patients; still, this did not convey which features were
most important in arriving at a given prediction for an individual patient. The common lack
of interpretability of many clinical models, particularly those related to sepsis, suggests a
strong need for principled methods to study the interactions among time series in medical
settings.

In light of this, this thesis aims to leverage the recent developments of statistics and opti-

mization to develop Explainable Machine Learning approaches to Il the gap. Speci cally,



we will develop prediction algorithms with the help of change point detection and causal
graph discovery approaches: chapter 2 studies the online change point detection problem,
which aims to detect a change in the underlying data distribution as quickly as possible
after the change has occurred while maintaining a false alarm constraint; we present a
computationally ef cient online kernel Cumulative Sum (CUSUM) method for change-point
detection that utilizes the maximum over a set of kernel statistics [8] to account for the
unknown change-point location; chapter 3 studies the problem of discovering Granger
Causal Graph and extracting meaningful information (or rather, Granger Causal Chain)
from it via a novel linear multivariate Hawkes process model that captures both exciting and
inhibiting effects among the studied variables; we present a maximum surrogate-likelihood
estimation formulation for this novel model, and we develop a scalable two-phase gradient-
based algorithm for empirical estimation; chapter 4 switches the focus to causal graph
discovery from self and mutually exciting time series data; we present a generalized linear
structural causal model, coupled with a novel data-adaptive linear regularization, to recover
causal directed acyclic graphs (DAGs) from time series. By leveraging a recently developed
stochastic monotone Variational Inequality (V1) formulation, we cast the causal discovery
problem as a general convex optimization; chapter 5 aims at studying the causal/treatment
effect estimation under Rubin's Causal Model [9], which can help the decision-making
in an medical environment after a predicted adverse event; we present a Transfer Causal
Learning (TCL) framework when target and source domains share the same covariate/feature
spaces, which improves causal effect estimation accuracy in limited data; chapter 6 presents
the application of the developed causal models to a real study on sepsis, which contains
in-hospital EMR data derived from the Grady hospital system (an academic, level 1 trauma

center located in Atalanta, GA) spanning 2018-2019

1The data was collected and analyzed in accordance with Emory Institutional Review Board (IRB) approved
protocol #STUDY00000302.



CHAPTER 2
CHANGE-POINT DETECTION VIA ONLINE KERNEL CUSUM

This chapter presents a novel non-parametric approach based on Maximum Mean Discrep-
ancy for online change point detection, an area that shows promise in detecting physiologic
anomalies that contribute to the prediction of sepsis onset in an interpretable fashion [10].
This chapter will mainly focus on the method and theory of the novel online kernel Cumula-

tive Sum (CUSUM) procedure.

2.1 Overview

Online change-point detection is a fundamental and classic problem in statistics and related
elds. The goal is to detect a change in the underlying data distribution as quickly as
possible after the change has occurred while maintaining a false alarm constraint. Traditional
approaches are based on parametric models that detect changes in distribution parameters,
such as the Shewhart chart [11], Cumulative Sum (CUSUM) [12], and Shiryaev-Roberts
(SR) [13]. For comprehensive and systematic reviews of parametric change-point detection,
readers are referred to [14, 15, 16, 17].

In modern applications, especially those involving high-dimensional data settings, speci-
fying the exact probability distribution can be challenging, necessitating non-parametric and
distribution-free methods. Non-parametric kernel-based approaches do not require distribu-
tional assumptions, allow exible kernel choices, and have gained signi cant attention due
to their exibility and wide applicability. Notably, the kernel Maximum Mean Discrepancy
(MMD) for two-sample tests [18, 19, 8, 20] has been extensively studied.

Literature on kernel-based change-point detection has focused on the of ine setting,
where the objective is detecting and locating change points retrospectively. Of ine change-

point detection procedures typically involve two-sample tests for samples with multiple
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Table 2.1: A summary of existing online kernel change-point detection procedures.

Detection procedure typeExisting literature
Shewhart chart [25, 26, 22, 27, 28];
CUSUM [24]

candidate change-point locations. Notable examples of such procedures include the maxi-
mum Kernel Fisher Discriminant Ratio-based procedure [21], the kernel MMD-based Scan

B -procedure [22], and a recent kernel-based scan procedure designed to enhance detection
power in high-dimensional settings [23].

Online change-point detection seeks to detect changes as soon as possible using sequen-
tial data. Existing online kernel-based change-point detection procedures are mainly the
Shewhart chart-type, such as [22]. The Shewhart chart-type procedure differs from the
CUSUM-type procedure, which relies on CUSUM recursion and is generally more sensitive
to detecting small changes [17]. The CUSUM-type kernel procedure was rarely considered
in the literature, possibly due to its higher computational and memory cost than Shewhart
chart-type procedures. Recently, [24] presented a Kernel CUSUM procedure by replacing
the likelihood ratio in the CUSUM recursion with thieear-timeMMD statistic and derived
crude bounds for both ARL and EDD. However, the linear-time MMD statistics used therein
to achieve the recursive computation of the detection statistic has a lower statistical detection
power compared with the full MMD statistic considered in this paper. It remains challenging
to apply full MMD statistics in the CUSUM procedure due to increased computational and
memory costs as the time horizon expands and to analyze its theoretical properties, which
we aim to tackle in this paper. Here, we present a summary of existing kernel-based online
change-point detection methods in Table 2.1, and a more comprehensive literature survey
can be found in subsection 2.1.1.

In this chapter, we present our recent work [29] that introduces a kernel-based CUSUM
procedure for online change-point detection, referred to aOtiiene Kernel CUSUM

which differs from the Shewhart chart-type procedures (e.g., the Bgamocedure [22]) in



the search for the unknown change-point location, and leads to improved performance in
detecting small changes. At each time step, the procedure forms a set of self-normalizing
kernel test statistics, one for each candidate change-point location, takes the maximum over
the detection statistics, and detects a change when the maximum exceeds a pre-speci ed
threshold value. We nd numerically accurate approximations for two standard performance
metrics: the Average Run Length (ARL), which is useful for calibrating the procedure to
control false alarms, and the Expected Detection Delay (EDD). The EDD analysis is essential
for determining the optimal window length, but such analysis is not present in closely related
prior works (e.g., the ScaB-procedure). Based on the ARL and EDD analysis, we
establish the optimal window length, de ned as the minimal samples needed to be kept in
the memory for our procedure to achieve a similar performance as the oracle procedure
with in nite memory, to be on the order of the logarithm of ARL, which interestingly
matches the classic result for the window-limited Generalized Likelihood Ratio procedure
[30]. Algorithmic-wise, we present a recursive implementation of our procedure to achieve

a constant computational and memory cost at each time step, which is essential for online
change-point detection. We demonstrate the performance gain of our proposed approach

using simulation and real-data experiments.

2.1.1 Literature

Kernel methods in change-point detection. An early work on kernel change-point de-
tection is [31] for of ine multiple change-point estimation method, and the method was
extended by [32] to handle an unknown number of change points via a model selection
penalty. [33] performed non-asymptotic analysis to show the multiple change-point esti-
mations by model selection [32] can estimate the correct number of change-points with
high probability and locate them at the optimal rate. The problem of calibrating detection
procedures also exists for maximum Kernel Fisher Discriminant Ratio based approach [21],

where they applied the bootstrap re-sampling method to compute the detection threshold.



In addition, [27, 34] considered a kernel density ratio [35, 36] based Shewhart chart-type

method for online change-point detection.

Kernel MMD and its application in change-point detection. [18, 19, 8] consider a
measure of discrepancy between distributions via the Reproducing Kernel Hilbert Space
(RKHS) embedding of distributions that leads to the kernel MMD statistic, which can be
linked back to the classic U-statistic [37]. Since then, kernel MMD two-sample tests [38,
39] have become popular and have been applied in various settings, ranging from anomaly
detection [40], model criticism and goodness-of- t test [41], robust hypothesis testing [42],
as well as change-point detection.

There are various of ine kernel MMD-based change-point detection: apart from the
aforementioned work such as [43] developed a greedy single change-point estimation
procedure, [44] developed a multiple change-point estimation method leveragingmystr
kernel approximation [45] to achieve linear complexity.

Online kernel MMD-based change-point detection procedures typically test for changes
between a window of reference data and a window of sequential data. Recently, there
has been much effort focusing on kernel MMD-based Shewhart chart-type procedures,
which consider xed-window length scan statistics, such as &gumocedure [22]. Other
contributions include [25], which considers the RKHS-based control chart for online change-
point detection, using full MMD statistics computed using sequential data (it differs from
the ScarB -procedure, which is a block-based MMD statistic to enable quick detection),
and utilized bootstrap to calibrate the detection, [26] that leveraged neural network-based
data-driven kernel selection [46] to boost detection power, [28] that considered a memory-
less geometric distribution of the stopping time to control the false alarm rate and calibrated
the detection via bootstrap. However, an issue with the xed-length scanning window
of Shewhart chart-type procedures is that they do not account for unknown change-point

location, which may decrease the detection power; [28] indeed tackled this problem by



considering a heuristic time-varying threshold without theoretical analysis.

2.2 Method

2.2.1 Preliminaries

Consider independent and identically distributed (i.i.d.) reference samples from the domain

X (usually taken to b&?) following an unknown pre-change distribution with dengity

problem tests the null hypothesis
Ho:Yi iV ™ p;

against the alternative hypothesis

whereq, distinct fromp, is the density of an unknown post-change distribution and0 is
the unknown change-point location. We aim to detect the change as soon as possible after it
has occurred while controlling the false alarms.

Our notations are standard. Under the null hypothesis, w&usandE; to denote
the probability and expectation when there is no change. Under the alternative hypothesis,
when there is a change attime =0;1;:::, we useP andE to denote the probability

and expectation in this case. In particular O denotes an immediate change. We denote

superscript standards for the vector or matrix transpose. For integersn n, let

[m:n] =1fm;:::;ng, and[n] = f1;:::;ng. We denotea”™ b= minfa;bg,a_b=
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maxf a; g and(a)® = maxf a; 0g. For asymptotic notations, we adopt standard de nitions:
f (m) = o(g(m)) means for alc > 0 there existk > OsuchthatD f(m) < cg(m)
forallm k; f(m) = O(g(m)) means there exist positive constacandk, such that

0O f(m) cgm)forallm k;f(m) g(m) means there exist positive constaats

andk, suchthadD cg(m) f(m)forallm k and atthe same timfeg(lm) = O(g(m)).

2.2.2 ClassicParametridProcedures

Shewhart chart [11] uses a sliding window to compute detection statistics, which can be

either parametric, e.g., based on likelihood ratio, or non-parametric. For the parametric

approach, at time stdpthe Shewhart chart uses the log-likelihood ratio of the most recent

sequential observation as the detection statistic, i.é0g(q(Y;)=p(Y;)). However, due to

the sliding window approach, the Shewhart chart disregards the past sequential observations,

and there can be an “information loss” that can lower the detection power (see, e.g., [17]).
The likelihood-ratio based on CUSUM procedure [12] assumes that dernpséied

are both known. Given the sequential d#ta: : :;Y;, the CUSUM procedure computes the

cumulative log-likelihood ratio while taking the maximum with respect to the unknown

change-point location, i.e.,

Xt
_ a(Ys)
SU= 1ma%(+1 ~ log p(Ys) 2.1)
S 2.1
XqlY) X q(Ys),

= lo min lo :
R (A Nk W™ (A

CUSUM procedure utilizes complete history information and is particularly popular for

online change-point detection due to its recursive implementation:

= | , =0:
St= S 1tlog o(Y,) So

The CUSUM procedure is de ned as the rst timehat the statisticS; exceeds a pre-



set threshold. Notably, [47, 48] showed that the likelihood ratio based CUSUM enjoys
optimality property.

When the post-change distribution has unknown parametéinge Generalized Likeli-
hood Ratio (GLR) procedure [47, 49] is used:

Xt )
a(Ys; ).
LGP 100y

which involves maximum likelihood estimation of both change-point locatiamd param-

eter . Although the inner supremum accounts for the unknown post-change distribution
parameter, the GLR statistic loses the recursive implementation. To reduce the computa-
tional cost, avindow-limited GLR (W-GLR) is adopted by restricting the search for the
potential change-point to the most recantlata points, i.e., the outer maximization is
over 2t w:t 1] The window length parameteris crucial to the success of the
W-GLR procedure, and [30] proved that, ad 1 , the optimal window length under

the Gaussian mean shift assumptiowis log : According to [50], by choosing such a
window length, “there is little loss of ef ciency in reducing the computational complexity

by the window-limited modi cation”.

2.2.3 KernelIMMD-BasedScanB -Procedure

Kernel-based statistics are popular for non-parametric two-sample tests of high-dimensional
data (e.g., [8]) due to their exibility. Shewhart chart type of kernel-based online change-
point detection procedure, Sc@n has been considered in [22]. In the online S&an

procedureN pre-change blockwith equal block sizéB, denoted byX g);i 2 [N], are

replacement, assuming the reference sampleMize large enough such thist > NB .

At time t, thepost-change blockonsists of the most receBt sequential data, i.eY, g (t) =



statistic between the post-change block and each pre-change block and taking their average:

Zg(t) = ¢ IﬁBL (2.3)
Var; (Dg (1))
whereVar; () denotes the variance unddg and
X .
Ba)= & BOXE;Ys(0): @4

i=1

[8]:

D(X:Y) 1 )@xsk(XX) 1 XBXBk(\(Y)
Y)= o X))+t s i)Y,
B(B 1) i=1 j6i J B(B 1) i=1 j6i J

2 X k(XY

BE D)y, o

- m._l . .h(xhxj'Yi’Yj),
=1 j6i
where
h(X1; X2, Y1, Y2) = K(X1;X2) + K(y1;¥2) k(X1 y2)  K(X2;y1); (2.6)

andk( ; ) is the user-speci ed kernel function:

k(;): X X! R

Commonly used kernel functions include Gaussian radial basis function (KBf)) =

expfk x yk®=r?g; wherek k is the vector, norm and > 0is the bandwidth parameter.
ScanB -procedure uses one post-change blggl(t) in computing MMD with respect

to all the reference blocks and only requi@éN B ) computations. Since the block size

B is typically held constant and will depend on the reference sample sizethe Scan
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B -procedure achieves linear complexity, addressing the quadratic computational complexity
issue in MMD statistics.

The normalizing constant, i.e., the standard deviatioB®ft) underH,, has an ana-
lytic expression and thus can be estimated using the reference samples prior to the online

implementation of the detection procedure.

Lemma 1(Lemma 3.1 [22]) UnderHy, for block sizeB 2 and the number of pre-change

blocksN > 0, underHg, we have

Var; (Dg(t))

_2(EM* (XX SY;Y9+ (N 1)Covh(X; X 8 Y;Y9); h (XOXOPY;YI))
- NB(B 1) '

2.7)

whereX; X % X 99X 090y YOgare i.i.d. random variables following.

The online Scam -procedure with block sizB is de ned by the rst timet thatZg (t)
exceeds a pre-set detection threshold. For brevity, we refer to the onlind3Sgartedure

as the ScaB -statistic or procedure, since this work does not consider the of ine setting.

2.2.4 Proposednlinekernel CUSUM procedure

Inspired by the original form of recursive online CUSUMquation 2.1)we propose to
consider a parallel set of Sc@8nstatisticsZg (t) in (Equation 2.3with block sizeB taking
values from2 : w] and take their maximum. For a pre-selected threshadlieonline kernel

CUSUMprocedure is de ned via the following stopping time:

Ty = Inf t:Brp[%]ZB(t) b : (2.8)

wherew is thewindow lengthparameter.
The detection statistic ifEquation 2.8tan be computed recursively, which is crucial

for online implementation: (a) Speci cally, the computation of the MMD statistic involves

11



evaluating the Gram matrix, which can be updated recursively as we receive sequential
data. Such a recursive update with increasing timas rst considered in [22]. (b) The

main difference between our CUSUM-type procedure and the Shewhart chart-type Scan
B -procedure is the window-limited maximization with respecBt@ [2 : w]. Importantly,

this additional window-limited maximization can be implemente®iiN w?) computations,
ensuring that the overall computational and memory complexity of our procedure remains
the same as that of Sc&tprocedure with block size. Moreover, since the Gram matrix

can be updated recursively, the overall computational and memory complexity remains linear
in sample size, and it does not grow with time, ensuring computational ef ciency in practice.
One can see the complete details of our detection procedure in Algorithm Algorithm 1 and

the graphical illustration of the recursive calculations in Figure 2.1.

Figure 2.1: Graphical illustration of the recursive caIcuIatiG&) ;G% andGyy denote

the Gram metricsanB = w B + 1, see de nitions in Algorithm Algorithm 1. The light
gray part of the Gram matrix can be readily obtained from previous calculations, and only
the white part needs to be updated (or re-calculated).

Compared to the Sca®-procedure, our proposed procedure offers improved perfor-
mance by enhancing detection power under the same false alarm constraint, achieved by

taking the maximum over detection statistics with different block sizeSince the change-
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point is unknown, the maximum is likely to be achieved for the block 8zsuch that

[t B +1;t] contains all post-change samples. In contrast, the Beprocedure employs

a xed post-change block size and may include some pre-change samples in the post-change
sample block, which can diminish its detection power. Maximizing the utilization of a
small post-change sample size is crucial to detect the change as soon as possible after
it occurs. Moreover, our proposed detection statistic has a constant expected increment
value, facilitating the derivation of the analytic EDD approximation. However, the Scan

B statistic includes varying post-change samples as it scans through the change-point over

time, making it challenging to derive an analytic EDD approximation.

Figure 2.2: Trajectories of the mean (solid line) and standard deviation (shaded region) of
our proposed and Scdh detection statistics over 100 independent trials. Change from

p = N (00; I 50) to Gaussian mixture witNl (0; | 20) W.p. 0:3 andN (0; 4 | 50) w.p. 0:7
occurs at = 51.

Figure 2.2 shows numerical evidence for the advantages of our proposed online kernel
CUSUM over the ScaB -procedure, in which the mean trajectories over 100 independent
trials are plotted; we highlight the meanstandard deviation region. Detailed experimental
settings can be found in section 2.4. Our detection statistic has a larger slope after the
change-point than the Sc&tprocedure, indicating a quicker detection. Additionally, both
statistics stop increasing after= 50 steps from the change-point and plateau around similar
values, which validates the necessity of choosing a largecording tq Equation 2.15)n

our following EDD analysis to ensure the procedure stops with a moderate EDD.
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Algorithm 1 Online Kernel CUSUM

1: Initialization: estimate (Equation 2.14using historical data, take post-change block
Y = Y (t), and calculate the Gram matrices

GO = k(XO;x ™) GQ = k(XD;Y); i=1;:15N; Gyy = k(YY)

2. while Truedo
3. receive sampl®;
4:  update post-change block:

Y@Q:w 1) Y(@2:w); Y(WwW Y

5. update Gram matriGy v :

Gyy(l:w Ll:w 1) Gyy(2:w;2:w);
Gyv(w) k(Y Y): Gyv(w;:)  Giy(w)

7: update Gram matri@% ;
GO 1w 1) GY 2wy G Gw) k(XD

8: end for
9: calculate

X .
zZ= Gﬁ& (w 1w+ Gyy(w Lw) ZG% (w  Lw);
i=1

Zi= —p=2
N2

10 forB=3;:::;wdo

11: calculateB=w B +1
12: update
X . .
z z+ G (BiK) + Gyy(B;k)  2GY, (B:k)
i=% k=B+1 )
Zi max Zi;;, —p——2
N B(B 1)
13: end for
14: if Z; > b then
15: raise an alarm, sét, = t and break
16:  endif
17: end while
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Table 2.2: Comparison of online change-point detection methods. Wesehe window
length parameter and is the number of pre-change blocks.

Assumptions Computational Complexity Memory
Shewhart chart p andq are both known o)
CUSUM p andq are both known 0() 0(1)
W-GLR p is known andj has known form o(w?) O(w)
ScanB p andq are both unknown O(Nw?) O(Nw)
Proposed p andq are both unknown O(Nw?) O(Nw)
Oracle p andq are both unknown O(Nt?) O(Nt)

Recursive Computation of Detection Statistic. ForamatrixG 2 R™ ", G(iy i i2;j1:]2)
represents a slice of matr&® containing its ;-th toi,-th rows and ;-th toj ,-th columns; in
particular, when we want to include all rows (or columns) in this slice, we risastead

of “1 :m” (or “1 : n”). Similarly, for a vectorg 2 R™, g(i : j) represents a slice @f
containing its-th toj -th elements. In Algorithm Algorithm 1, the recursive computation of
detection statistics comes from two parts: a recursive update of Gram matrice$(lirgs
and a recursive formulation to nd the window-limited maximum (lirees 13), which are

direct bene ts of CUSUM and closely resemble that of the original CUS{Eduation 2.2)

Complexity analysis. Even though the online update of Gram matrices only t&x@s$w)
computational complexity, the whole procedure still takg&w?) computations to calcu-

late the detection statistic in lin€@ 13, which is the same with Scah-procedure. To be
precise, for xedt, our detection procedure scans throll2 [2 : w] to calculate the maxi-
mum of the ScaiB -statistics, where the recursive update in lirfBonly requires additional
O(NB) computations and does not require additional memory to store those intermediate
calculations; such a recursive computation resultS (N P 5= B) = O(Nw?) total com-
putations. We need to clarify that Algorithm Algorithm 1 requi@&Nw?) memory to

store the Gram matrix. However, in theory, we can only@Q$8w) memory to store raw
observations and re-compute the whole Gran matrix ®itN w?) computations at each

time step. Table 2.2 provides a comparison among the Shewhart chart, CUSUM, W-GLR,

ScanB, our proposed online kernel CUSUM, and its oracle variant (Equation 2.17).
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2.3 Theory

In this section, we derive analytic approximations for two standard performance metrics
in online change-point detection [51]: the Average Run Length (ARL) E&e[Tw], the
expected stopping time when there is no change), and the Expected Detection Delay (EDD)
(i.e., Eq[Tw], the expected stopping time when the change occurs immediately &t).

Our ARL approximation is shown to be accurate numerically, enabling us to calibrate the
detection procedure without relying on time-consuming Monte Carlo simulations. These
results also allow us to establish the asymptotically optimal window lengih the same

sense as that in [30].

2.3.1 Assumptions

We begin with the assumptions on the kernel. Consider the probability maagia-
responding to the pre-change distribution) on a measurable §§a&). For symmetric,
positive semi-de nite, and square-integrable (with respect to medsukernel function

k(; ), Mercer's theorem gives the following decomposition:

X
k(x;x9 = AICINICSE
j=1
where the limit is inL2(p), 2 0 are eigenvalues of the integral operator
induced by kernek, andf' () :] 1gare the corresponding orthonormal eigenfunctions

such that 8
Z P 1

-
00 odreg=

0 otherwise

To avoid considering the meaningless zero kernel, we assume the largest eigenvalue is

positive, i.e., 1 > 0. In addition, we further impose a technical assumption that all
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eigenfunctions are uniformly bounded, i.e.,
supk' jk; <1
i1

wherek' jk; =sup,.x |' j (X)]. This assumption ensures that the kek{(e] ) is uniformly

bounded on domaik X ,i.e., there exists a constaft> 0 such that
0 k(xy) K, 8xy2X: (A1)

Our approach does not impose any restrictions on the rank of the kernel function, meaning
that the kernel does not necessarily need to be characteristic. For instance, on the domain
X = RY, the polynomial kernel functiok:(x;y) = (X"y + ©) is nite-rank and cannot
differentiate between probability distributiopsndq if they have the same rst-th order
moments. To avoid such undesirable cases, we will impose an assumption on the post-
change distribution to ensure that the change can be detected with our chosen kernel at the
population level.

Next, we consider the assumption on the post-change distribgtidio ensure the
change fronp to qis detectable with a chosen kertkelwe require the population MMD to

be positive. The (squared) population MMD, denotedX{p; g), can be expressed as:

Z Z
D(p;q = kOxY(p A)(x)(p  a)(x)dxdx”

X X
s Z 2
P LX) a(x))dx (2.9)

j=1
Thedetectability assumptioon qis that, for pre-change distributigrmand kernek satisfying
all aforementioned assumptions, there existsch that ; > 0 and
z
g = "j(x)(p(x) a(x)dx60: (A2)

X
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Here,a; represents the “projection” of the departyre g along the “direction” ;, and

Assumption Equation (A2) ensures that

)4 2
D(p; 0 = & >0
j=1
We want to remark that, if we assume that keted universal, i.e.), j():j 1formsan
orthonormal basis df ?(p), the kernel will be full-rank and characteristic, i.B.(p; g > 0
whenp 6 g. However, such an assumption is stronger than we need in the following analysis.
Additionally, we want to mention that a characteristic kernel does not necessarily imply its

universality unless the kernel is translation-invariant or radial; a more detailed discussion

can be found in [52].

2.3.2 AverageRunlLength

Approximating ARLE; [T,] in closed-form requires studying the behaviors of extremes of
random elds, and we use the techniques developed in [53, 54]: (i) change-of-measure via
exponential tilting, (ii) applying likelihood ratio identity to change the probability of interest
into expectation, and (iii) invoking localization theorem. We obtain the ARL approximation

as follows:

Lemma 2 (ARL approximation) Asb!1 , an approximation to ARL for our proposed

online kernel CUSUM procedufg, (Equation 2.8)s given by:

(s s
2 (e s0(2B 1) 2028 1)

1
Ei[Tw]= —— BB 1) B m [1+ o(1)];

O

B=2

(2.10)

where () is de ned as:

Ei [Zg (1] .
n! '

s
()=

n=1
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and g is obtained via solvings ( g) = b. Moreover, the function( ) can be approximated

as (cf. [55]):
(2=)(( =2) 05)
(=2)( =2)+ (=2

where () and ( ) are the probability density function and the cumulative distribution

()

function of the standard normal distribution, respectively.

Proof can be found in Appendix section A.2.
In practice, incorporating the information of the rst two order moments information

will suf ce for ARL approximation, i.e.,
s(8) 52 & b (2.11)

since under the null hypothesis, the detection statistic has an expectation of zero, this gives

us
=2

p§$¥

Ei [Tw] = W

[1+ o(L)]: (2.12)

A detailed derivation of the approximation {Equation 2.12fan be found in Appendix sec-
tion A.2.

To obtain a more precise ARL approximation, one approach would be to incorporate
higher order moments while solving fog using the equationg ( g) = b. We useskewness

correctionto consider the third order momelt [Z3 (t)] in the following way:

s(8) &=2+E:i[Z5(V)] =6

1+ P 1+2bE; [Z3(1)]
® E: [Z3 (V)]

(2.13)

Similar to the second order moment, the third order moreriZZ 3 (t)] can be pre-estimated
using the reference data; see Lemma 6 in Appendix section A.1.
To demonstrate the accuracy of our ARL approximation, we compare it with Monte Carlo

simulation results for three types of pre-change distributions (i.e., Gaussian, Exponential, and
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Laplace distributions) in Figure 2.3. Our approximations are reasonably accurate for setting
thresholds in all three cases after the skewness correction. In Appendix section A.4, we
theoretically show that considering only nite-order moments can lead to underestimating the
thresholdoas shown in Figure 2.3. In particular, note that Gaussian pre-change distribution
p does not mea#g (t) is Gaussian, and indeed, incorporating skewness correction improves

the accuracy of the ARL approximation.

Figure 2.3: Comparison of the detection threshotdbtained by the Monte Carlo simulation
(Simu.) and the theoretical approximation (with and without skewness correction) for a
given ARL.

2.3.3 ExpectedetectionDelay

The dif culty in approximating the EDDE([T,,] arises from the form of the detection
statistic, which is the maximum of highly correlated random variables. Consequently, one
cannot directly apply Wald's identity to approximate the EDD; we take a non-asymptotic
approach and use Azuma's concentration inequality (Lemma 8 in Appendix section A.3)
for martingales with bounded differences to study the concentration of theBSetatistic.
Denote

1=2

=2 B(B 1)Var; (Dg(t)) : (2.14)

whereVar; (Dg (1)) is de ned in (Equation 2.7) The EDD approximation is then given by:
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Lemma 3 (EDD approximation) Under Assumptions Equation (A1) and Equation (A2), for
window length

L
D a (2.19)

andN > 0,asb!1 |, the rst-order approximation to EDD for online kernel CUSUM

(Equation 2.8)s given by:

b

Eo[Tw] = D(p: 9

(1+ o1)): (2.16)

The proof of Lemma 3 can be found in Appendix section A.3.

Remark 1 (Effect of pre-change block numbb¥). The parameteN has a two-fold impact

in our analysis: (1) the remainder term {fEquation A.12)can be neglected only when

N is suf ciently large. (2) it affects the EDD i(Equation 2.163hrough the normalizing
constant in (Equation 2.14)To showcase the impact on EDD, let us consider the example
in which the pre-change distribution i ( 14; 214) and we use Gaussian RBF kernel with
bandwidthr selected by the median heuristic [56]. The Taylor expansion (see detailed

derivations in Appendix section A.1) gives us:

0<E h?(X;X%Y;Y)  Covh(X; X %Y;Y%; h(X0XDY: Y%y = O(1=0):

This implies that monotonically increases with increasihyg, i.e.,

I (Cov[h(X;X 2Y:Y9;h(XOXY:Y]=2) ¥2asN 11 ;

meaning that largeN leads to smaller EDD according t@&Equation 2.16) This nding
agrees with the intuition: asl grows larger, the variance dfis (t) reduces, which leads to
a quicker detection (this is evidenced by Lemma 1 in Appendix section A.1). Moreover, this

shows cannot increase unboundedly with increashig
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2.3.4 OptimalWindow Length

We now present the optimal window length parametetue to ARL and EDD analysis by
comparing our procedure with amacle proceduraising in nite past data up to time The
stopping time of the oracle procedure with detection threshotd is de ned as follows:

=i : > : .
To=inf t Brg[a;:)f]zg(t) b (2.17)

There is a trade-off between the computational and memory ef ciency as well as the
detection power: On one hand, largeintuitively leads to smaller EDD, but the bene t
diminishes asv further increases. On the other hand, the oracle procedure is computationally
expensive as it involve®(t?) computational complexity an@(t) memory up to time,

which is unsuitable for online settings. Thus, the fundamental question is: when holding
ARL constant, what is the optimal window lengti without sacri cing much performance?

De ne a set of detection procedures with a constant ARL constraintO:

C=1fT:E;[T] o: (2.18)

Following the optimality de nition in [30], we are interested in
(i) Choosing thresholdls for each procedure respectively to enstife T, 2 C , and

(i) fortolerance' > 0, choosing an optimal window lengtiy’ that incurs & -performance

loss, i.e.,

w’=minw; st:0 EoT,] Eo[T] ™ (2.19)

We have the following result:

Theorem 1(Optimal window length) Under Assumptions Equation (A1) and Equation (A2),

foranyN > 0,as !1 ,whenchoosinh log ,we havel,; T, 2 C , and furthermore
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the optimal window length

’ 6b N 51K ?log(3=") |
D(Pid  p A _b '

D(p;a)

(2.20)

The main message from Theorem Theorem 1 is that the optimal window length is
w? log , asthe rstterm in(Equation 2.20fominates the second term wheiandb)
becomes large. While we only characterize the order of the optimal window length due to the
complexity of our ARL approximatiofEquation 2.10)the resultv’  log is informative
to make a connection with classic parametric results. Speci cally, our result is in a similar
form as the classic result for window-limited GLR [30]. Furthermore, under the optimal

choicew?, the EDD of our proposed procedure will be:

log

Eol[Tw?] m;

which closely resembles the EDD of the classic CUSUM procedd(g =KL( qjp)),

where the denominator is the Kullback-Leibler divergence between two distribwtizms

p.
2.4 Experiments

In this section, we evaluate the performance of our proposed procedure. Speci cally, we
compare their EDDs for given ARLs to demonstrate the capability of our procedure to
achieve quicker change detection. We also study different choices of hyperparameters, such
asN andw to guide their selection in practice and validate our theoretical ndings. The

in uence of hyperparameters is studied in Appendix subsection A.5.1. Implementation is

available online at https://github.com/SongWei-GT/onlkeznelcusum.
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2.4.1 Simulations

To ensure that each detection procedure meets the given ARL constraint, we select the
detection thresholdfor each detection procedure separatelyhMd@0Monte Carlo trials.

We then obtain the EDDs for each procedure as the average detection delays over another
1000Monte Carlo trials witiLOOOOreference samples followingand50sequential samples
following g. For our proposed procedure and S@&uprocedure, we chood¢ = 15,

w = 50; we use Gaussian RBF kernel with bandwidth parameters selected via median
heuristic. These choices are suggested by the experiments in [22] and our simulation result
in Appendix subsection A.5.1. We compare both procedures' EDDs (for given ARL) in
Figure 2.4 under various settings, where we can observe improved performance (i.e., quicker

change detection) of our proposed procedure.

Figure 2.4: Comparison of EDD for given ARL between our proposed (red) and the Scan
B (orange) detection procedures. In the x-axis, the ARL is in the bakmgarithm. The
pre-change distribution i (00; I 20) and the post-change distributigns speci ed on the

top of each gure (with = 2).

In addition to the ScamB-procedure, we also compare with two other procedures:
KCUSUM [24] using linear-time MMD statistic and the Hotellinds; explanation of these
procedures can be found in Appendix subsection A.5.2. We plot the EDD against ARL for all
four procedures in Figure 2.5, in which the absence of a dot indicates that the corresponding
procedure fails to detect the change before the end of the simulated trajesté6, Our
method achieves the quickest detection for the same ARL, but also the most robust, capable

of detecting even small changes that KCUSUM and parametric Hotelllifgmocedures
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Figure 2.5: Comparison of EDD for our proposed (red), SBa(orange), KCUSUM
(blue), and Hotelling'sT? (brown) procedures. The setting is: the pre-change
distribution is N (0,;129) and the post-change distribution is Gaussian mixture:
N (020; I 20) W.p. 0:3;N ( 120; 2 120) W.p. O:7.

fail to detect under the considered settings. In contrast, although KCUSUM occasionally
achieves good detection performance, it tends to fail when the change is small or the ARL is

large, indicating a lack of robustness. To further demonstrate the good performance of the

proposed procedure, we present results under more scenarios in Appendix subsection A.5.3.

2.4.2 Semi-ReaExperiments

In the last part, we demonstrate the performance of our proposed procedure on the Human
Activity Sensing Consortium (HASC) dataset (available at http://hasc.jp/hc2011) and MNIST

dataset [57].

Human activity shift detection with HASC datasBte HASC dataset contains 3-dimensional
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measurements of human activities collected by portable 3D accelerometers. To compare
the performance of different detection procedures, we consider the change from walking
to staying of human subject 101 and plot the detection statistics in Figure 2.6. The EDD
and miss rate (out of 10 repeats) of each procedure are reported in Table 2.3. The detection
threshold is chosen as tB8%quantile of the largest detection statistics over all repeats
underHg (i.e., the post-change activity is the same as the pre-change activity) to control the

false alarm rate &@:2.

Figure 2.6: The trajectories of different detection statistics. Human subject 101 activity
changes from walking to staying at tinhe= 101. The recursive update of KCUSUM
(Equation A.28)ields some zero statistics, which correspond to the “no value part” on the
blue line.

Table 2.3: EDD (over successful detections) and miss (out of 10 repeats) of human activity
change (from walking to other activities) detection for subject 101. The detection threshold
is chosen as th80% quantile of the maximum detection statistics un#éky (i.e., the
post-change activity is still walking).

Activity Jog Skip Stay Stair down Stair up
EDD Miss EDD Miss EDD Miss EDD Miss EDD Miss

Proposed 37.7 0 50.6 0 13 8 517.17 4 227.13 2
ScanB 737 O 82.4 0 72.2 0 32971 3 207.33 7
KCUSUM 635 2 560.67 1 5276 0 42933 4 10
HotellingT? 77.6 5 242.8 5 26.5 8 114 5 44.67 7

As shown in Table 2.3, our procedure is robust and can successfully detect the change in
almost all scenarios except for the change from walking to staying, where it misses most of

the changes. However, as illustrated in Figure 2.6, our procedure performs well for some
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scenarios. Furthermore, our procedure achieves the quickest detection for changes from
walking to jogging and skipping. Despite having the smallest EDD for changes to walking
up and down the stairs, the parametric Hotellintsprocedure fails most of the time. These
observations further validate the practical usefulness of our procedure. For completeness,
we extend our experiment to the rest of the ve human subjects and report the EDD and miss
rates in Table A.4 in Appendix subsection A.5.4, which further demonstrates the excellent
performance of our procedure for most scenarios. We also provide more details of the HASC

dataset and the choices of hyperparameters in Appendix subsection A.5.4.

Hand-written digits shift detection with MNIST datasEhe experiment considers detecting
MNIST hand-written digits shift: we observe a sequence of digits that shift from one
kind to another at some unknown time. The ambient dimension is 7842@®ixel

image), but the intrinsic dimension is very low. The observations from pre- or post-change

comparisons for the given ARL are presented in Figure 2.7. For each sub- gure, the
detection threshold is obtained with 500 independent experiments8a@Phistory data
and1000sequential observations, both from the same pre-change distribution. Afterward,
we perform another 500 independent experiments @8dDOhistory data and 00sequential
observations, where the sequential observations are from a post-change distribution, to
obtain the average detection delay as the EDD. From gure Figure 2.7, we can observe
that the online kernel CUSUM can detect changes almost as fast as in the experiment with
20-dimensional simulated data in subsection 2.4.1.

To make the detection task even more challenging, we center the data for each digit
by subtracting its coordinate-wise average vector, ensuring zero mean for all digits' data.
We repeat the above experiment on this centered MNIST dataset and report the result in
Table 2.4. In this setting, even though the EDDs become larger than that in Figure 2.7,
the kernel method is still able to main detection power. Moreover, we can observe that in

most cases our proposed method outperforms the Bgarmmcedure and achieves quicker
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Figure 2.7: Comparison of EDD for given ARL between our proposed (red) and theBScan
(orange) detection procedures in detecting the transition of MNIST handwritten digits. In
the 10-by-10 gure abovd;j )-th sub- gure corresponds to the setting where the history
data is uniform random samples from digiénd the sequential observations are digit-
uniform random samples. In each sub- gure, x- and y-axes correspond to the log-ARL and
EDD, respectively.
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Table 2.4: EDD for target ARL = 1000. In the 10-by-10 table, th@;j )-th entry contains
EDDs (left: our proposed, right: the ScBr) under the setting where pre-change digit is

and post-change digit js In each entry, the smaller EDD is in a larger font, indicating the
corresponding detection procedure is better under that speci c setting; the entries where our
proposed method outperforms Sdarare highlighted in bold fonts.

| 0 1 2 3 4 5 6 7 8 9

31:0430:31  3:442432 31682522 61444017 91482604  9:283083 161264901  3:782173  11:644718
- 19:1823.81 25:5027:64 31:6330:73  20:9824.809 25:8827:88 37253356 25:1027:37  342332:10
10:4430.95 12:474650 25:5147:05 28:4047.78 29:6946:93 8:722942 28:4247:55
10:8035:16 24:0731:80 26:404541 23:824631  7:871901 21:4545:23
- 32:7447.76 28:474758 17:783163 10:713348 13:6316:30
12:133406 14:814s76 2:641004  9:6137.99
16:6349.15 4:663058 12:2346:41
- 16:334644 9:611839

17:9923.03
29:0345;57 24:1427;52 -

30:8144:00 27:122956 12:0234:26 -
37:424039 30:8531:80 27:274830 15:9044:.92
16:5337.83 30932946  4:743181 4671300 6:413298 -

20:6844:07 34303177 10:3847.44 6:3237.03  4:693083 18:14424s -
39:8935:51  30:603491  41:3340:69 19:3447.91 6:292495 37:3lar2z  33:2743:80
30:6346:34 26:332970 16:173458 11:242203 10:192769 23:963344 27:294477 23:4247:34

- 1821238;59
39923831 35873449 29:964280 12:084515 3:587:44  28:914ses 25:964547 9771913  8:5033:95

©CoOoO~NOOOMWNEO

change detection. Meanwhile, in the rest cases where Bgarforms better, the EDDs
of our proposed and Scdd-procedures are fairly close to each other, indicating very
similar performance. Overall, this experiment veri es the good performance of our proposed

procedure in a high dimensional setting.
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CHAPTER 3
GRANGER CAUSAL CHAIN DISCOVERY FROM HAWKES PROCESSES

Starting from this chapter, this thesis aims to introduce several novel causal models that
are motivated by a real healthcare application involving septic patients. To begin with,
this chapter introduces the causal model to handle continuous-time point process data [58],

which is similar to time series but offers the exact event occurrence time.

3.1 Overview

Recently, Hawkes processes [59, 60, 61], which model self- and mutual- exciting patterns
among continuous-time events, have drawn much attention in the eld of health analytics
[62, 63, 64, 65, 66]. The linear multivariate Hawkes process (MHP) seems highly relevant
to our problem since (i) the support of the excitation matrix enjoys a natural interpretation
as a Granger Causal (GC) graph [67], (ii) given its interpretation as a clustering process [61],
we can infer the commonly observed chain pattern that precedes sepsis from the estimated
GC graph, and (iii) with proper domain expertise, simple methods, such as (generalized)
linear model, are proven effective in outputting highly explainable results [63, 66].
However, there are two major challenges preventing us from applying naive linear MHP
to recover the GC graph. First and foremost, linear MHP itself fails to model inhibiting
effects (e.g., proper medication will inhibit the occurrence of a certain disease), since “nega-
tive triggering effects” could lead to a negative conditional intensity and thus intractable
likelihood. Second, the well-established expectation—maximization (EM) stochastic declus-
tering algorithm [68, 69] sufferers from scalability issue and cannot be applied to EMR
data with thousands of patients’ trajectories. Recently, [70, 71] proposed a linear MHP
coupled with ReLU link functiorg(x) = x* := maxf 0; xg to handle the potential inhibiting

effects. To evaluate and maximize the likelihood, they calculated the “re-start time”, at
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which the conditional intensity becomes nonzero. However, such a calculation has quadratic
complexity, making it unscalable. Scalable methods to infer GC graph with both exciting
and inhibiting effects for linear MHP are still largely missing.

This chapter presents our recent work [58], where we adopt the ReLU link function in
linear MHP to recover a Granger Causal graph with both exciting and inhibiting effects. We
propose a maximum surrogate-likelihood formulation to tackle the scalability issue caused
by the re-start time calculation [71]. Furthermore, we develop a two-phase gradient-based
method to solve the optimization problem, and we observe improved empirical performance
through extensive numerical simulation. Most importantly, our method can output graphs
that afford clinicians a simple mechanism for interpreting both promoting and inhibitory
causal relationship amongst the data — Networks are exceptionally important for syndromic
(i.e. a constellation of different physiologic derangements can be manifested) conditions
like sepsis. These graphs can be used to differentiate cohorts and to identify important,
intra-cohort relationships. For clinicians the utility of these graphs is two-fold: they can
be used to (i) quantify a patient's risk of developing subsequent physiologic derangements
in the future and (ii) discover new relationships. The estimated GC graphs here are highly
interpretable and can be used to create or augment surveillance systems for high-risk patients.
Here, we demonstrate the effectiveness of our approach in learning a Granger Causal graph
for Sepsis Associated Derangements (SADSs), but it can be generalized to other applications

with similar requirements.

3.1.1 Literature

Granger Causality is well-studied in time series literature via the vector autoregressive
(VAR) model; see [72] for a recent survey. VAR models and MHP models share many
similarities and some have recently recognized that the self- and mutual-excitation matrix
in the Hawkes process model can be interpreted as Granger Causal graph in a similar way.

The study of GC under the context of MHP can be traced back to [73]. Recent development
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includes leveraging the alternating direction method of multipliers to infer the low-rank
structure in mutual excitation matrix [74], applying EM algorithm with various constraints
[67, 75, 76] and using powerful neural networks [77] to infer the GC graph.

Even outside the context of Granger Causality, the Hawkes process itself has drawn much
attention recently — there have been many (semi-)parametric Hawkes process models by
considering different types of triggering kernel function, such as probability weighted kernel
estimation with adaptive bandwidth [68], probability weighted histogram estimation [78]
and with inhomogeneous spatial background rate [69] and so on. In addition, there are also
many non-parametric methods, e.g., the Neural Hawkes process [79] and the Transformer
Hawkes process [80].

Despite those advancements in semi- and non-parametric Hawkes process models, [63,
66] showed that simple linear models can output meaningful results in practice. However,
the state-of-the-art method is the stochastic declustering algorithm, which is based on the
EM algorithm and is thus highly unscalable. This scalability issue makes it a less desirable
option when we handle EMR data. Recently, there are attempts to explore the powerful yet
simple gradient-based method to infer the problem parameters; notable contributions include
[81, 82]. In particular, we want to mention that using the ReLU link to allow potential
inhibiting effect in linear MHP was recently proposed by [70, 71] and relatively novel in
literature — there have not been many methods tailored to this particular parameterization,
and thus we only numerically compare our method with this re-start time method as well as
some naive gradient-based methods.

Another closely related topic is causal discovery, which has drawn much attention in
the past few decades. The state-of-the-art constraint-based algorithms include PC and
Fast Causal Inference (FCI) [83]. Both algorithms can output the underlying true graph
structure in the large sample limit. However, PC cannot deal with unobserved confounding
whereas FCI is capable of dealing with confounders. However, since those algorithms

rely on conditional independence tests to eliminate edges from the complete graph, they
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are not scalable when the number of nodes becomes large. Existing work to handle this
includes a fast and memory-ef cient PC algorithm using the parallel computing technique
[84]. Moreover, there is a continuous optimization-based approach to infer the underlying
directed acyclic graph (DAG) structure, e.g., [85], which alleviates the aforementioned
scalability issue. In addition, for time series data, existing causal discovery algorithms need
to adapt to the potential temporal dependence. The most well-known method would be using
AR time series to infer the Granger Causality, and later on, [67] extend GC to the context
of the point process. However, the GC framework typically relies on the “no unobserved
confounding” assumption. Examples to handle this include the FCI algorithm for time series
to handle confounders [86]. It remains an open problem how to apply PC and FCI to point
process data. For a complete survey on recent developments in causal inference, we refer

readers to [87].

3.2 Set-up

3.2.1 Multivariate HawkesProcess

Considerd types events modeled by a counting prodgss (N?*; :::;N9); where each
procesN' = fN/ :t 2 [0; T]gitself is a counting measure on time horizbrand records
the number of type-events before timé. Such a process is called a linear MHP if the
conditional intensity of-th procesgi =1; ;d)is de ned as:

xi 2 |

()= i+ i () dN{ g

j=1 ©
where ; is the exogenous background intensity for typmsent and independent of the
history, and kernel functioh; () captures the impact from historical typesvent to
subsequent typeevent.

Here, we adopt a very common and popular exponential kernel functigi) =

ij expf t g: The parameter;; represents the magnitude of the impact from tyment
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to type+ event and characterizes the rate of decay of that impact. Most importantly,
unlike the classic model, we consider both exciting and inhibiting effects by allowing
negative magnitude parameterg's. However, this could lead to negative intensity, which
contradicts the understanding of conditional intensity as the instantaneous probability of
event occurrence. Following [70], we apply tReLU link function( )™ = maxf0; g to the
linear conditional intensity to x this issue and get

xd Z, +

i(ty=;+ g€ SdN! ¢ (3.1)
j=1 0

excitation/inhibition matrix a# = ( ;) 2 R? 9. We will show the support of matrii

can be interpreted as a Granger Causal graph.

3.2.2 GrangerCausality

In the seminal paper, [88] showed that the Granger Causal structure of the MHP is fully

encoded in matridA:

process with conditional intensity de ned {(Equation 3.1)thenN! does NOT Granger-

causeN' ifand only if ; =0.

We need to remark that inferring Granger Causality needs “all the information in the
universe” [89, 90, 91]. In the graph induced by the magix ( ), the absence of an
edge means Granger non-causality whereas only when there is no unobserved confounding
can the presence of an edgeAnmply Granger causality. Here, we assume theneois

unobserved confoundirand we will take this matriXA as the Granger Causal graph.
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3.3 Method

Consider the following continuous-time event data over a time hoflzenO:

whereO tp < <ty T denote the exact occurrence times of the events and

typed eventattimed t T is as follows:
i(t) = it iu; © 4
j i<t
Typically, we use the Maximum likelihood estimation (MLE) to learn model parameters,

where therue log likelihoodis:

Xd Z T Z T
(A )= log i(t)dN;, i(t)ydt (3.2)

E 0

3.3.1 Existingmethod

In (Equation 3.2)the rst term reduces to a summation over the log-intensities on event oc-

currence times ?:1 log ., (tn), which will be well-de ned since the conditional intensity

at the event occurrence time will be positive. To be precise, the feasible region is
= f(;A): 7y, (th)>0 n=1;:::;Ng; (3.3)
where thesurrogate conditional intensitig de ned as:

X .
~i(t): i+ i;uje t tJ): (34)

joty <t
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After each event occurrence, due to the potential inhibiting effect, there could be an event
with negative surrogate intensity; the ReLU link enforces such negative value to be zero
and ensures that(t) = ( 7(t))" is still a valid intensity. Nevertheless, it still takes some
time for the process to “re-start”, and we will call the time when the surrogate intensity
increases to zero again as the “re-start time”; see a graphical illustration in Figure B.3 in the
appendix. To be precise, after the occurrence-tf event(u,;t,), then-th re-start time

for i-th process is as follows [70, 71]:

TO

(nsun)

=min tn+1;argt_r2itn () 0 (3.5)

Then, for(;A ) 2 , we can re-write (Equation 3.2) into:

X xd Z . X 1Z th+1 VA T
(A )= log ~y, (tn) + + ~i(Hdt: (3.6)

(i) (i)
n=1 i=1 0 n=1 T(n;u n) T(N;u N

Now, we remove the non-differentiable ReLU link in the log likelihood and the objective
becomes differentiable. Despite its complicated form, the log likelihood objective can be
calculated in closed-from due to the analytical expression of the re-start times [71]. Thus,
we can leverage the powerful stochastic gradient descent (SGD) method to numerically

solve the MLE.

3.3.2 Proposedyradient-basethethod

Empirical challenge

The dif culty of applying gradient descent (GD) comes from the optimization landscape
— the log likelihood can becomiatractable i.e., the GD iterate could go outside the
feasible region , especially when the it is close to the empirical optimizer as the empirical
optimizer often lies on the edge of the feasible region (see Figure 3.1 for illustration), and

the log likelihood will no longer be well-de ned, rendering us unable to accurately track or
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maximize the likelihood to learn the problem parameters. This suggests that naively applying
GD will result in a highlyunstableprocedure (as veri ed by Figure B.1 in the appendix).
Moreover, searching for the empirical optimizer within the feasible region based on the
log likelihood criterion may not be the best option — indeed, our empirical ndings from
Figure B.2 in the appendix show that, even when the log likelihood becomes intractable, the
estimation error continues to decrease when using the matrix Frobeniusfemnorr) of

the gradient with respect to (w.r.t.) adjacency matrix as the stopping criterion (referred to as
thegradient-norm criteriorbelow), suggesting that we could relax fle@sibility constraint

(;A) 2 anduse gradient-norm criterion instead of the log likelihood one. To support this

Figure 3.1: Optimization landscape foda 3 example; the X, Y and Z axes correspond

to 13, 21 and the log likelihood, respectively. “No Z value for pair (X, Y)”, which is
the grey region in the right panel, means the log likelihood becomes intractable for the
corresponding 13; »1) pair. We can see the empirical optimizer lies on the border of the
intractable likelihood region. Complete details of this illustrative example can be found in
Appendix subsection B.1.1.

claim, we use SGD to solve for MLE within the feasible reg{&oquation 3.3and report

the estimated adjacency matrix in the last panel in Figure 3.2. In comparison, we relax the
feasibility constraint and use the gradient-norm criterion. We report the resulting estimated
A in the third panel of Figure 3.2, and we can see the estimation is more accurate when we

use gradient-norm criterion compared with the conventional log likelihood criterion.
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Table 3.1: Complexity analysis of different estimation methald$enotes the dimensionality
andN is the number of events. Since there is no adaptation of EM algorithm [67] to handle
the instability issue as illustrated in Figure 3.1, the gradient evaluation of EM is left blank.

EM Re-start time Proposed
Number of parametersO(N2 + d?) O(dN + d?) 0O(d?)
Gradient evaluation O(dN?)  O(N?+ dN)

Figure 3.2: Comparison of the estimated adjacency matrices foralO illustrative
example; the corresponding method is speci ed on the top of each panel. We can observe
that relaxing the feasibility constraint and using the gradient-norm as the stopping criterion
can improve the estimation accuracy compared with the conventional likelihood criterion;
further quantitative comparison can be found in Table 3.4.
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A maximum surrogate likelihood formulation

Another practical issue comes from the re-start tifgguation 3.5) which needs to be
re-calculated after each iteration, making it highly non-scalable; see Table 3.1 for the
complexity analysis. To alleviate this scalability issue caused by the re-start time calculation
while harvesting the empirical good performancéBduation 3.6)we propose to maximize

the followingsurrogate log likelihood

X xi £t
AL )= log™y, (tn) Ti(t)dt (3.7)
n=1 izz O
xa Xt xd X X
= e U1 T i+ log o, + uns, € ()
i=1 j=1 i=1 n=1 j<n

which serves as a computationally stable and ef cient approximation to the true log like-
lihood (Equation 3.6) The above surrogate, which differs from true log likelihood in the
integration region in the second term, is a computationally friendly and differentiable ap-
proximation to the true log likelihood, which can be understood as either (i) replacing the
true conditional intensity with its differentiable surrogéEguation 3.4)pr (i) ignoring the
re-start time calculation and integrating the surrogate intensif@;an. We will maximize

this surrogate log likelihood to estimate the problem parameters, i.e.,
AR=argming .y,  TGAG ) (3.8)

A two-phase gradient descent algorithm

Since the objective functiofequation 3.8)s convex w.r.t.( ; A ) [92], projected gradient
descent (PGD) is a tempting choice, which enjoys a strong convergence guarantee. However,
despite the above simple closed-form expression, the projection backdanaintain
feasibility is computationally intense, making PGD again unscalable. Fortunately, the

gradient eld of this surrogate remains well-de ned even outside the feasible region
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making the vanilla GD possible. However, vanilla GD (without projection) will suffer from
divergence issues, as the iterate can easily go outside the feasible re(giee Figure B.1

in the appendix for empirical evidence). Thus, we need to gradually decay the learning rate
during the learning process. Since the (surrogate) log likelihood is also intractable, it cannot
be used to ful Il this purpose. To tackle those dif culties, we propose a two-phase GD-based
method coupled with a learning rate decaying scheme based on the gradient-norm; this
method is illustrated in Figure 3.3 and one can see its good performance in the second panel

in Figure 3.2. Next, we will brie y introduce this algorithm.

Figure 3.3: lllustration of the proposed two-phase method. After Phase 1, we select nodes #
3 and # 6 based on gradient-norm (see the right panel; the percentage thpeshigs in
Algorithm Algorithm 3) and proceed to phase 2, where we perform GD without projection
for selected nodes (see the left panel for illustration and evidence of convergence).

Phase 1: Projected Gradient Descent. In the rst phase, we constrain all parameters to
be non-negative and perform projected GD with xed step length. We denhatedA, to

be the iterates dtth step, and the update rule is as follows:

N Mot or =k K At A\t 1+ A=K A TKe;
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where is the learning rat&k k, andk kg represent vectdr, norm and matrix Frobenius

norm, respectively, and the gradient elds are de ned as:
= Ao ) raTErr AT A )

The parameter is assumed to be known; in practice, we will perform a grid search to
select the best. To make sure we do not get negative intensity, we perform the following

projection:
Ac o argmin ,g kN ky A argminAZRgdkAt Ak

whereR, = [0;1 ). This projection can be easily achieved by setting all negative en-
tries to zeros; complete details of the PGD can be found in Algorithm Algorithm 2 in
Appendix subsection B.1.2.

This warm-up phase guides us to a neighborhood around the global optimizer while
ensuring the stability/convergence of the algorithm. Moreover, it reduces the computation
cost by nding a small batch of coordinates for further optimization in phase 2; see the

illustration in Figure 3.3 and the description of the phase 2 algorithm below.

Phase 2: Batch Coordinate Gradient Descent. In the second phase, we consider those
variables/nodes whose corresponding row\(jicould have negative values. We identify
those nodes by thie, norm of the gradient (w.r.tA) row vector — large gradient-norm
indicates that the convergence of the corresponding row is not achieved yet after phase 1;
see the right panel in Figure 3.3 for a graphical illustration and complete details on how to
identify those rows in Algorithm Algorithm 3 in Appendix subsection B.1.2. Next, we need

to keep performing GD without the constraint/projection for those selected rowvgan
estimate those negative entries (and PGD for the corresponding background intensities). De-

spite the intractable log likelihood in this phase, we develop a learning rate decaying scheme
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based on the gradieRt-norm to guarantee convergence empirically. Complete details of
the PGD algorithm can be found in Algorithm Algorithm 4 in Appendix subsection B.1.2.
Recently, [93, 94] showed that a projected GD along some (strong) monotone vector
eld can be interpreted as a solution to a stochastic variation inequality (V1) and enjoys
both signal estimation guarantee and convergence guarantee. However, since we do not
constraint the iterate within in phase 2, the vector elds ~andr 5 ~are no longer
monotone. Hence, we could only use numerical evidence to show the effectiveness of our
method. Nevertheless, this vector eld view under the VI framework might give us a chance

to theoretically explain our heuristic's empirical success.

3.4 Experiments

In this section, we will show the good performance of our proposed two-phase method. We
report ()L, norm of estimation error ( err. ), (ii) L, norm of estimation error (

err. ), (iii) L, norm of A estimation errorA err. ), (iv) Hamming DistanceA HD and

(v) Structural Hamming Distancé( SHD between ground truth and estimated adjacency
matrix A as our evaluation metrics. All experiments in this subsection are carried out for
randomly generated problem parameters and repeated 100 times; here we report the mean
and standard deviation of those metrics. One can see Appendix subsection B.2.1 for further

detalils.

Experiment 1. We begin with a simple setting where we know the ground trutkiVe

want to numerically verify the consistency with respect to the time horizand the total
number of sequences. To be precise, we generate (1) one single sequence on time horizon
T 2 f 500 200Q 500Q 10000 2000@ and (2) multiple sequences (total sequence number
chosen fronf 1; 10; 20; 50; 10Qy) on time horizonT = 500 and learn the parameter via our
proposed two-phase method. We report the resultd fob; 10 cases in Table 3.2, from

which we can see that, with longer sequences (or more sequences), all those errors decrease
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monotonically. To further validate our ndings, we also perform the experimerd fo20
case; the results can be found in Table B.1 in Appendix subsection B.2.2, from which we
can still see the decaying error pattern as observed in the aboe 10 cases. Therefore,

we numerically verify the consistency of our proposed method.

Table 3.2: Performance of proposed method wheénassumed to be known. We observe
that all error metrics are decreasing with either an increasing number of sequences or time
horizon, which numerically veri es the consistency of our method.

Varying sequence time horizdn (sequence number xed to be 1).

d=5 d=10
T 500 2000 5000 10000 20000 500 2000 5000 10000 20000
err. 7 7.41(3.42) 534(2.93) 4.25(2.76) 3.81(2.8) 3.69(272) 17.96(5.98) 11.26(4.47) 8.65(4.01) 8.78(3.8)  7.58(3.75)
A err.  894(5.96) 2.26(2.81) 1.01(0.82) 0.75(0.43) 0.57(0.23) 20.95(12.55) 4.93(2.55) 2.6(1.04) 1.87(0.61) 1.52(0.48)
A HD  0.24(0.13) 0.08(0.091) 0.04(0.076) 0.04(0.059) 0.0(0.056) 0.245(0.075) 0.07 (0.063) 0.03 (0.035) 0.015 (0.025) 0.01 (0.018)
A SHD 60(3.43) 20(228) 1.0(1.9) 1.0(1.48) 00(1.41) 245(772) 7.0(634) 3.0(357) 15(255  1.0(1.86)

Varying sequence number (time horizénxed to be 500).

d=5 d=10
Seq. Num. 1 10 20 50 100 1 10 20 50 100
err. 7 6.25(3.29) 3.91(2.81) 3.86(2.72) 3.41(2.66) 2.91(2.50) 17.96(5.98) 8.61(4.01) 8.67(3.78) 7.54(3.74) 6.9 (3.49)
A err. 9.42(5.50) 1.19(1.22) 0.86(1.00) 0.6(0.91) 0.54(0.91) 20.96 (12.56) 2.62(1.04) 1.84(0.61) 1.4(0.46) 1.51(0.47)
A HD  0.26(0.120) 0.06(0.075) 0.04(0.061) 0.04(0.045) 0.0(0.050) 0.245(0.075) 0.03(0.036) 0.015(0.026) 0.01(0.018) 0.01(0.017)
A SHD  7.0(3.14) 15(1.89) 1.0(1.53) 1.0(1.14) 00(1.27) 245(7.72) 3.0(3.66) 15(271)  1.0(1.85  1.0(1.76)

?the value timed0 ?is the actual estimation error; we omit 10 2 in the value due to space consideration.

Experiment 2. Next, we consider a more general scenario where we do not know the
true (ground truth i90:8) — we treat it as a hyperparameter and perform a grid search
over 2 f0:4;05;0:6;0:7; 0:8;0:9; 1;1:1; 1.2g. We propose to use thend-of-phase 1
likelihoodas the goodness-of- t (GoF) criterion to select hyperparametén comparison,
we also consider the end-of-phase 1 gradient-norm as the GoF criterion, but it does not
perform as well as the end-of-phase 1 likelihood criterion; one can see the corresponding
results in Table B.2 in Appendix subsection B.2.2.

For each grid value, we randomly generate synthetic d#tadquences witfi = 500)
and t our model. We repeat this procedure independently 100 times, and at each trial,
we select with the largest end-of-phase 1 likelihood. We report the results in Table 3.3,
where we can observe that the grid search approach coupled with end-of-phase 1 likelihood

GoF criterion achieves almost the same performance with the best achievable performance
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(oftentimes it is better than trues performance). This shows the effectiveness of our

approach in practice.

Table 3.3: Performance of proposed method whésunknown. The last row corresponds
to selected based on end-of-phase 1 log likelihood, where we can observe its performance
(italic) is almost the same with the best achievable performance (bold).

d=5 d=10 d=20
? A e A HD A SHD err. 7 A err. A HD A SHD err. 7 A err. A HD A SHD

0.4 501(3.16) 1.51(0.85) 0.06(0.092) 1.5(2.3) 8.53(3.81) 4.39(0.63) 0.03(0.052) 3.0(5.27) 14.97 (5.13) 13.46(2.14) 0.047 (0.044) 19.0 (17.82)

05 5.78(3.3) 1.26(0.86) 0.04(0.08) 1.0(2.01) 10.57(4.39) 3.49(0.6) 0.02(0.033) 2.0(3.39) 20.51(6.16) 10.59YRLFJ0.047) 17.5(18.88)

0.6 5.39(3.24) 1.05(0.88) 0.02(0.071) 0.5(1.79) 10.04 (4.36) 2.58(0.64) 0.02(0.023) 2.0(2.38) 21.18(6.41) 8.55(2.35) 0.045(0.046) 18.0 (18.67)

0.7 5.2(3.12) 0.86(0.88) 0.0(0.065) 0.0(1.64) 8.94(4.05) 1.86(0.61) 0.01(0.024) 1.0(2.47) 19.35(6.09) 6.54(2.43) 0.048(0.048) 19.5(19.24)

0.8 4.67(3.02) 0.74(0.89) 0.0(0.039) 0.0(0.99) 7.54(3.74).4(0.46) 0.01(0.018) 1.0(1.85)17.11(5.65) 4.98(2.5) 0.06 (0.053) 24.0(21.52)

0.9 4.51(2.94) 0.66(0.9) 0.0(0.036) 0.0(0.91) 6.79(3.53) 1.52(0.41) 0.01(0.02) 1.0(2.08)16.34 (5.21) 5.11(2.13) 0.07 (0.055) 28.0(22.32)

1 4.46(2.87) 0.79(0.92) 0.0(0.034) 0.0(0.86) 7.16(3.47) 1.84(0.39) 0.01(0.022) 1.0(2.28) 18.0(5.29) 5.93(1.82) 0.088(0.055) 35.5(22.29)

11 456(2.79) 1.03(0.91) 0.0(0.035 0.0(0.87) 7.73(3.47) 2.3(0.34) 0.02(0.026) 2.0(2.65) 19.95(5.55) 6.83(1.64) 0.103(0.056) 41.5(22.52)

1.2 475(2.74) 1.2(1.22) 0.0(0.032) 0.0(0.85) 8.4(3.46) 2.72(0.38) 0.03(0.033) 3.0(3.36) 22.84(6.08) 7.8(1.53) 0.121(0.052) 48.5(21.1)
457(2.96) 0.74(0.89) 0.0(0.036) 0.0(0.9) 7.04(3.55) 1.62(0.41) 0.01(0.021) 1.0(2.17) 16.7(5.34) 5.06(2.19) 0.07 (0.055) 28.0(22.02)

? the value timed0 Zis the actual estimation error; we omit 10 2 in the value due to space consideration.

err.

Experiment 3. Lastly, we compare our proposed method with two benchmark methods for
d = 20 setting. Here, we consider vanilla gradient descent (vanilla GD) and the re-start time
method [70, 71] coupled with SGD (gradient-norm as the stopping criterion); further details
of the benchmarks can be found in Appendix subsubsection B.2.3. We report the results in
Table 3.4. As we can see, for both cases, our proposed method outperforms benchmarks
in terms of most evaluation metrics; in particular, our method does the best in terms of
adjacency matrix recovery. Although GD with proper stopping criterion achieves slightly
betterL ; estimation error in case 1, its pattern recovenAa$ much worse than our method
(i.e., larger HD and SHD), making it unable to return a reliable GC graph in practice.
Additionally, as shown in Table 3.1, our proposed approach is scalable, which is another
major advantage compared with the re-start time approach. Here, we demonstrate this bene t
by performing a run time analysis. Due to space consideration, the results are deferred to

Table B.3 in Appendix subsubsection B.2.3.
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Table 3.4: Comparison with benchmarks. The best results are highlighted. We can observe
our method performs the best in terms of the adjacency matrix recovery.

Case 1: single sequence with time horiZors 10000.

Method  Two-phase method VanillaGD  Early stopped GD Re-start
err. 312 (.112) .393 (.035) .264(.137) .837 (.246)
err. .0386(.0252) .0413 (.0317) .0398 (.0281) .239 (.102)

A err. 1.726 (0.785) 23.58 (7.93) 1.494(0.731) 8.828 (1.213)

A HD .0304(.0416) .1336 (0.118) .0936 (.0926) .3576 (.0459)

A SHD .76(1.04) 3.37 (2.96) 2.34 (2.32) 8.98 (1.19)

Case 2: multiple (100) sequences with time horiZon 500.

Method  Two-phase method  Vanilla GD Early stopped GD Re-start + SGD
err. .264 (.151) 367 (.074) .254(.136) .295 (.128)
err. .0489 (.0269) .0367 (.0228) .0435 (.0272) .0198(.0136)

A err. 0.983(0.301) 12.13 (2.419) 1.759 (0.480) 1.067 (0.401)
A HD .0236(0.0376) .0748 (0.0680) .0808 (0.0642) .044 (0.0639)
A SHD .59(.94) 1.88 (1.72) 2.02 (1.61) 1.1 (1.60)
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CHAPTER 4
CAUSAL GRAPH DISCOVERY FROM SELF AND MUTUALLY EXCITING TIME
SERIES

In practice, the EMR data is typically managed in time series format, and our recent work
[95, 96] discovered that such a loss of granularity can render point process models ineffective
in terms of accurate prediction (despite the explainablility). In light of this, this chapter
presents a novel convex optimization based approach to infer causal directed acyclic graph
from time series [96]. Additionally, in this work, we found that the introduced DAG structure
handles the graph identi cation problem in the Granger causal graph introduced above. Let

me start this chapter by introducing the problem set-up.

4.1 Overview

Granger causality assesses whether the history/past of one time series is predictive of another
and is a popular notion of causality for time series data. Traditional approaches typically
rely on a linear vector autoregressive (VAR) model [97] and consider tests on the VAR
coef cients in the bivariate setting. However, it has been recognized that such traditional
VAR models have many limitations, including linearity assumption [72] and the absence
of directed acyclic graph (DAG) structure, which is essential in causal structural learning
[98]. On the one hand, recent advancements in non-linear Granger causality consider Neural
Network based approaches coupled with sparsity-inducing penalties [99, 100], but render
the optimization problem non-convex. On the other hand, structural vector autoregressive
(SVAR) models, which combines the structural causal model (SCM) with the VAR model,
leverage DAG-inducing penalties to uncover causal DAGs. Notable contributions include
[101, 102], who leveraged adaptive Lasso [103] to recover a Causal DAG, and [104], who

applied a recently proposed continuous DAG characterization [85] to encourage such DAG
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structure. Despite recent advancements, leveraging the well-developed convex optimization
techniques to learn a causal DAG remains an open problem. Moreover, the commonly
considered DAG structure is less than satisfactory since it cannot capture the lagged self-
exciting components, which are important for clinicians to understand how long a node (i.e.,
a certain type of disease or organ dysfunction) will last once it is triggered.

This chapter presents our work [96], where we present a generalized linear structural
causal model to recover the causal graph from mutually exciting time series, disleete-
time Hawkes network To encourage the desired DAG structure, we propose a novel
data-adaptive linear regularizer, enabling us to cast the causal structural learning problem
as a convex optimization via a monotone operator Variational Inequality (V1) formulation.
Furthermore, performance guarantees are established via recent advances in optimization [93,
94] by developing a non-asymptotic estimation error bound veri ed by numerical examples.
We show the good performance of our proposed method and validate our theoretical ndings
using extensive numerical experiments. In particular, our real data experiments demonstrate
that our proposed method can achieve comparable prediction performance to powerful
black-box methods such as XGBoost while outputting highly interpretable causal DAGs for
Sepsis Associated Derangements (SADs). Although this work only shows the effectiveness
of our approach in causal DAG recovery for SADs in medical settings, it can be broadly

applicable to other applications.

4.1.1 Literature

Causal structural learning. Structural causal model-based causal discovery methods
often boil down to maximizing a score function within the DAG family [87], making

ef cient DAG learning fundamental to causal discovery. However, learning DAGs from
observational data, i.e., the structural learning problem, is NP-hard due to the combinatorial
acyclicity constraint [105]. This motivated many research efforts to nd ef cient approaches

for learning DAGs. Recently, [106] proposed an indicator function-based approach to
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enumerate and eliminate all possible directed cycles; they used trundatection as a
continuous surrogate of indicator function and proposed to use alternating direction method
of multipliers to solve the problem numerically. Later on, [107] followed this approach,
transferred indicators into binary variables, and leveraged mixed integer programming to
solve the problem. In addition, there are also dynamic programming-based approaches, e.g.,
[108], but they are not scalable in high dimensions unless coupled with a sparsity-inducing
penalty, e.g.A Lasso [109].

One notable recent contribution in structural learning is [85], who formulated the DAG
recovery problem as a constrained continuous optimization via a smooth DAG characteriza-
tion; they applied an augmented Lagrangian method to transfer constraint as penalty and
achieved ef cient DAG recovery. Later on, [110] proposed to use the non-convex DAG
characterization as a penalty directly and showed an asymptotic recovery guarantee for
linear Gaussian models. Other notable extensions along this direction include a discrete
backpropagation method, exploration of low-rank structure [111] and neural DAG learning
[112, 113, 114]. We refer readers to [115, 116, 117, 118] for systematic surveys on structural
learning and causal discovery.

We would like to highlight that the DAG structure with lagged self-exciting components
considered in this work is new in the literature. Existing works typically allow directed
cycles in the adjacency matrices representing the lagged effects [101, 102, 104, 119, 58]. As
a question of science, we believe those lagged cycles are less explainable. For example, our
prior work [58] discovered a “Renal Dysfunction O, Diffusion Dysfunction! Renal
Dysfunction” cyclic chain pattern, but we believe the “Renal Dysfunctio®, Diffusion
Dysfunction” coupled with the self-exciting pattern of Renal Dysfunction uncovered by our

proposed method here is more convincing; see the bottom right panel in Figure Figure 6.5.

Causality for time series. One line of research [97] combines SCM and VAR models and

develops the so-called structural vector autoregressive models to help uncover the causal
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graphs with certain desired structures, such as DAG structure. Notable contributions include
[101, 102], who applied adaptive Lasso [103] to encourage the DAG structure. Moreover,
following [120], [102] extended the nding that the non-Gaussian measurement noise helps
the model identi ability to time series setting; later on, [121] further proved identi ability

of SVAR models of order one under arbitrary subsampling and mixed frequency scheme. In
addition to adaptive Lasso, there are also other approaches to encouraging DAG structure
in the SVAR model, such as the aforementioned continuous DAG characterization [104].
As a comparison, our proposed generalized linear model (GLM) can be reformulated into a
stochasticSCM by using Gumbel-Max trick/technique [122, 123, 124, 125, 126], which is
slightly different from thedeterministicSCMs with measurement noise in SVAR models
[101, 102, 104]. Moreover, compared with the commonly adopted DAG-inducing penalties
in SVAR models, e.g., the continuous, differentiable but non-convex DAG characterization
[85], our proposed data-adaptive linear method for structural learning approach is not only
convex but also exible in the sense that it can encourage a DAG structure while keeping
lagged self-exciting components.

Another line of research focuses on non-linear Granger causality. Common non-linear
approaches consider additive non-linear effects from history that decouple across multiple
time series, such as [127], which leveraged a separable matrix-valued kernel to infer the
non-linear Granger causality. To further capture the potential non-linear interactions between
predictors, Neural Networks coupled with sparsity-inducing penalties are adopted [99, 100].
Even though our GLM can be viewed as a Neural Network without a hidden layer, our
model is convex, theoretically grounded, and easy to train, which are the major advantages
over Neural Network-based methods. In addition, there are also efforts to tackle the
high-dimensionality via regularization, such as group Lasso [128, 129] and nuclear norm
regularization [130]. For a comprehensive survey on Granger causality, we refer readers to

[72].
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4.1.2 Notations

We useR. to denote the collection of non-negative real numbers,Re.=[0;1 ). For

with its i-th element being one and mattix 2 R 9 denotes tha-by-d identity matrix;
tr(e?) stands for the trace of the matrix exponential of ma#ixFor vectorsa; b2 R, the
comparisora  bis element-wise. In addition, we useto denote the derivative operator;
we useh; i to denote the standard inner product in Euclidean spgade, to denote the

vector , norm andk kg to denote the matrik -norm.

4.2 Set-up

Consider mixed-type observations over a time horizon 1. we observel; sequences of

binary time serieéygi); o ;yg)g, i 2 [d1], which represend; type of events' occurrences,

d, sequences of continuous-values time sefrig8; :::;xg;i 2 [d,], andd; static vari-
and our primary goal is to recover the graph structure over tpeedes.

Linear multivariate Hawkes process (MHP) models the mutual inter-dependence among
variables by considering a conditional intensity of event occurrence, which is jointly deter-
mined by a deterministic background and a self-exciting (or inhibiting) term depending on its
history observations. Given that the intensity has a natural interpretation as the instantaneous
probability and is inspired by linear MHP with the exponential decaying kernel, we model
the probability of occurrence for theth node variablei, 2 [d,], at time stef 2 [2: T] as

follows:

(i) _ 1 X Xt X e 8 RK
P(y;’ =1jH¢ 1)= i+ iz + i X e T+ i Vi k€ , (4.1)



whereH; denotes the history observation up to titndo ensure the right-hand side (RHS)
of the above equation is a valid probability, we add the following constraint:
X X1 X X
0 i+ iz + ixU) e Rk iyDeR 1 @42
j=1 k=1  j=1 j=1
For thei-th node variable,;; 2 R represents the in uence fromth static variable
and contributes to the deterministic background intensity together whR.. ; parameter
i 2 R(or j 2 R)represents the magnitude of the in uence fromjthd node variable
(or continuous variable) to thieth node variable, which decays exponentially fast with
exponent characterized I®> 0— those parameter interpretations conr{&zjuation 4.1)
with the conditional intensity function of the MHP, e.g., [58]. Moreover, one advantage of
the above model is that, as long@&Sjuation 4.2)s satis ed, we do not restrict; or j to
be non-negative, meaning that our model can handle both triggering and inhibiting effects.
The matrixA = () 2 R% % de nes a weighted directed graj@{A) = ( V; E) ond;
nodes in the following wayV is the collection of aforementionelj binary node variables;
letA 2 f 0;1g" % suchthath; =1 if ; 6 0 and zero otherwise, theh de nes the
adjacency matrix of a directed gra@A), which gives the collection of directed eddes
the weights of the directed edgeskrare de ned accordingly by matri&. In a slight abuse

of notation, we will callA the (weighted) adjacency matrix of the graph.

4.2.1 Linearmodel

One drawback of MHP comes from its scalability; to be precise, considering complete
history leads to quadratic complexity with respect to (w.r.t.) the number of events. Since the
triggering (or inhibiting) effects from the history observations decay exponentially fast, we
typically consider nite memory depth. Similarly, in our discrete-time Hawkes network, we
make reasonable simpli cation by assumimite memory depth 1 for both continuous

and binary observations. More speci cally, consider given history at ti&d1 : 0] At
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timet 2 [T], we usew; . ;to denote the observations fram tot 1.

e L@ 1) ..., d2). . ... d2). (1) ... 1) ..... di)..... di) T,
We 4 1= Lzt za X nrnox® B (@) y ) ey (LA () T
To ease the estimation burden, lgk = j expf Rkgand j = j expf RKg;in fact,

this re-parameterization gives our model more exibility and expressiveness. Now, we can

rewrite (Equation 4.1) as follows:

P Yt(l)zlwt t 1 =Wy g0

(4.3)
i2 = f:0 w ,, 1t2[Tlg R%
whered=1+ d;+ d,+ d;isthe dimensionality, isthe feasible region, and is the

model parameter:
—_ . eaaas T T T T T T T T T.
i = iy ils+eey idgy i1l ey 01 seees idply ey idp s i1y ey 0Ll gee ey idgly ey idl)-

This parameter summarizes the in uence from all variables ta-enode. Before we
move on, we want to brie y mention that, as a special case of the GBduation 4.3kan

also be re-parameterized into a causal structural model and its parafetels jx ) 2

RY di: k 2 [ ]; can be taken as causal graphs under the no unobserved confounder

assumption. We will elaborate on these in subsection 4.2.2.

Estimation

We leverage a recently developed technique [93, 94], which estimates the model parameters
by solving stochastic monotone VI, to develop a statistically principled estimator for discrete-
time Hawkes network. To be precise, in our linear mdéejuation 4.3)fori 2 [d,], we

use the weak solution to the following VI as the estimator

N

nd 2 : FOC); 0 NP 0,872 VITF{; |
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whereFT(i)( i) is the empirical vector eld de ned as follows:

1 X 1 X . 1 X .
FO(D==2 we oW 10 = W ooy =Wiry = owo oy
T T T
t=1 t=1 t=1
(4.4)
and
1 X
Wyt = = W o, 2RO (4.5)
t=1

Connection to Least Square (LS) estimator

One important observation is that the vector eFFdi)( i) (Equation 4.4)is indeed the
gradient eld of the Least Square (LS) objective, meaning that the weak solution to the

corresponding VI solves the following LS problem [94]:

miin %kWI:T i Yl(:l'?k%; (4.6)
subjectto Oy wit i 1y;

where
Wir =(wp o iiiwr 1 1) 2RY T Y2 =yl iy 2 RT: (4.7)

One approach to solvg&quation 4.6)s to leverage the well-developed convex opti-
mization tools, such a8VX[131] andMosek [132]. An alternative approach is through

projected gradient descent (PGD), where the empirical vector(Etpuation 4.4)s treated

1 .
L(i; 15 2) = EkWI:T COYSKEE Wl 1) pwiy i
The Lagrangian dual functionmin , L( i; 1; 2). As we can see, the Lagrangian above is
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convex w.r.t. j. By settingr L( i; 1; 2) =0, we have
ALy = Swl ()=
i( 1 2) - ?Wl:T Wl:TYl:T—T 1+ 2

As pointed out in [94]W1.r 2 RY 9 (Equation 4.5Wwill be full rank (and thus invertible)
with high probability wherT is suf ciently large. By pluggingi( 1; ») into the Lagrangian,
we give the dual problem as follows:

max L HEHP IR

subjectto ,; » Of:

This problem can be solved by PGD as its projection step simply changes all negative entries

to zeros.

4.2.2 Generalizedinearmodel

As mentioned earlier, the linear assumption is restrictive, and therefore, we consider the

following GLM [133] to enhance its expressiveness:
Py’=1w w1 =gW (q1i: 2 ; (4.8)

whereg : R! [0;1]is a monotondink function For example, it can be non-linear, such as
sigmoid link functiong(x) = 1=(1+ e *) on a domairx 2 R and exponential link function
gx)=1 e *onadomairx 2 R, ; also, it can be lineag(x) = x on a domairx 2 [0; 1],
which reduces our GLMEquation 4.8)o the linear mode{Equation 4.3) The feasible
region will vary based on the choice of link functions, and we will see two examples later

in subsubsection 4.2.2.
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Structural causal model

One key feature that distinguishes our discrete-time Hawkes network from the existing
black-box method is the causal graph under Pearl's framework [98] encoded in the GLM
parameters. To be precise, one can uncover the connection between thEEGuaion 4.8)

and the stochastic SCM via the Gumbel-Max technique [122, 123]: Let us denote
p'W=P y’'=1w «1 =gw ,,i; p’O=1 p’Q
Then, our GLM (Equation 4.8) can be reformulated into an SCM as follows:

y’ =arg max loge(y)) +  ; (4.9)
y2f 0;1g

where Ei) is a Gumbel r.v., i.e.,ﬁi) Gumbe(0; 1). The Gumbel-Max technique tells us

that that the SCMEquation 4.9)s equivalent to our GLMEquation 4.8)n that we still
haveP(yt(i) =1jw; + 1)= 9 W . ;i . Therefore, under standard conditions that there
is no unobserved confoundingne can see that the adjacency matridgs= ( ik ) 2

RY% di- k 2 [ ]; represent the causal graph structure aarodes.

Remark 2 (Connection to Granger causality)ne may nd a very close connection between
our causal graph with Granger causality in the non-linear autoregressive model [99]; See
Appendix subsection C.1.1 for further details on Granger causality. The key difference is
whether or not there is unmeasured confounding: Those two causality notions will overlap
in a world where there are no potential causes. However, this is not a very likely setting and
a fundamentally untestable one [134]. To understand this, the argument that “Christmas
trees sales Granger-cause Christmas” will not hold once one knows that Christmas took
place on December 25th for centuries, which can be modeled as a confounding variable

that causes both Christmas tree sales and Christmas itself.
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Estimation with Variational Inequality

Similar to Equation \/[IFT(”; ] for the linear model, we use the weak solution to the

following VI as the estimator for our GLM (Equation 4.8):

N AN

nd 2 : FOC); 0 NP 0,872 VITF{; |
Parameter; is constrained in a convex set RY, which may vary with different non-
linear links; we will see two examples later. The main difference from Equati{jﬁﬁ)/l ]

is the empirical vector eld, which is de ned as follows:

1 X (i)

T We 1 OW oo Yi
t=1

F(i) = (4.10)
As we can see, the de nition above covers thab8! (Equation 4.4¥or linear link case;
thus, we will useFT(i) to denote the empirical vector eld for all monotone links in the
following. Furthermore, the statistical inference for each node catebeupledand thus
we can perform parallel estimation and simplify the analysis.

The intuition behind this VI-based method is straightforward. Let us consider the global

counterpart of the above vector eld, whose root is the unknown ground tfuite.,
FOC) = Egyoy W g™ )y = Egyayw(@w™ ) gWw" )):

Although we cannot access this global counterpart, by solving the empirical one Equa-
tion VI[FT(”; ] we could approximate the ground truth very well. We will show how well

this approximation can be in section 4.4.

Remark 3 (Comparison with the original work)As a generalization of the VI-based
estimator for binary time series [94], our method can handle mix-type data (i.e., binary and

continuous-valued time series and static variables). Furthermore, we show how to leverage
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regularization in the VI-based estimation framework as well as extend the performance
guarantee to general non-linear monotone link functions, on which we will elaborate in

Sections section 4.3 and section 4.4, respectively.

Examples for non-linear link function

Now, we will give two examples of general non-linear monotone links and brie y discuss
how to numerically obtain our proposed estimator. Note that the equivalence between our
proposed estimator and LS estimator only holds for linear link function since the gradient

eld of LS objective with general link function will be:

1 X T T 0) X
T Frgwe +1i 9 W 1 Yi' =

t=1 t=1

0 T T .
We 10 Wy 10 O W o1 Yoo o

—| =

whereg®is the derivative of). However, in the sigmoid link function case, our proposed
estimator reduces to the Maximum Likelihood (ML) estimator for the logistic regression.
To be precise, we can show that the empirical vector (Eduation 4.10)s the gradient

eld of the objective function of the following ML problem:

:
l . .
max = ylogg W i +(@ ¥))log 1 gw .,
' t=1

Again, this equivalence between our proposed estimator and ML estimator comes from the
fact thatgqx) = g(x)(1  g(x)) for the sigmoid link function and does not hold for other
non-linear link functions. One advantage of the sigmoid link function is that we do not need
to put additional constraints on the parameteto ensuregy w{ . ; ; IS a reasonable
probability, i.e., the feasible region iss RY. To numerically obtain such our proposed
estimator, we can use vanilla gradient descent (GD), where the gradient is the empirical
vector eld (Equation 4.10).

Another non-linear example is the exponential lg{k) =1 e *; x 2 R;. Similar to

the linear link case, to ensure valid probability, the feasible regiorisf : w{ . ;
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0; t 2 [T]g. To numerically solve for our proposed estimator, we can again perform PGD on
the Lagrangian dual problem. Alternatively, in many real applications where we have prior
knowledge that we do not consider inhibiting effect, i.e., the feasible regiqr2isR¢ :
we can perform PGD on the primal problem.

For general non-linear links, PGD is the most sensible approach to obtain our proposed
estimator. However, due the serial correlation in the data, we cannot conduct theoretical
convergence analysis as [93] did. Later in subsection C.2.2, we will use numerical simulation

to demonstrate the good performance of PGD for all three aforementioned link functions.

4.3 Method

In causal structural learning [98], it is often of great interest to recover a DAG from
observational data. In our analysis, we want a DAG-like structure that additionally keeps
the lagged self-exciting components, i.e., length-1 cycles. This is because a stronger self-
exciting effect informs the adjudicator that the corresponding node/event can last for a longer
time once triggered. Therefore, our goal is to remove the less explaidiabited cycles

with lengths greater than or equal to twWeferred to agyclesfor brevity) while keeping

lagged self-exciting components to improve the result interpretability.

4.3.1 Estimationwith data-adaptivéinearconstraints

Existing characterizations of acyclicity

The estimation of a DAG structure is challenging due to the combinatorial nature of the
acyclicity constraint. One seminal work [85] characterized the acyclicity constraint via the
following continuous and differentiable constraint: We consider memory deptth and
denote j = 1, A =( j) for brevity (general 1 case will be presented later in

this subsection); for non-negative weighted adjacency mataxA 2 R%® % its induced
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graph is a DAG if and only if

X tr(AL)
L!

h(A)=tr( &) d;= =0: (4.11)

L=1
The above DAG characterization can be understood as followsA PoR% % tr(AL) 0,
and it will be zero if and only if there does not exist any lengthlirected cycle in the
induced graph; ih(A) =0, thentr(A) =0 forallL 1, implying the induced graph is a
DAG.

Intuitively, cycles with lengti.  d; do not contribute to the DAG characterization,
and thus one can truncate the in nite serjggjuation 4.11J112]. Indeed, one can always
apply topological ordering to get a lower triangle adjacency marigr a DAG, which is
nilpotent such tha&® = 0; such a topological re-order of nodes corresponds to applying
permutation matriX¥P to the original adjacency matrix, i.e., A= PAPT, and one still has
A% =0 (since a permutation matrix satis €& * = PT); see Proposition 1 in [135] for an
equivalent characterization of DAG a$* = 0. Quite contrary to the work by [136] which

put emphasis on long cycles, [135] proposed to truncate the series (Equation 4.11) to

Xk
Nerunc (A) = tr(A-) =0; (4.12)

L=1

wherek < d; since they observed that “higher-order terms that are close to zero”.

Motivation

Following [135], we propose to apply “soft” linear constraint to encourage acyclicity while
maintaining the convexity. Speci cally, fdr 2 [2 : k], we relax the strict characterization

tr(AL) = 0 by constraining the weighted sum for all possible lengtbycles: fori, !

L 1! ! (T P

i1i2 izig T ot i : (413)

59



Notice that we do not put a constraint bn= 1 case since the self-exciting effects carry
meaning and are desirable in our analysis.

One simple estimation method would be to include the above linear constraints into the
feasible region, which will not change the convexity since the intersection of two convex sets
is still convex. However, the number of linear constraints will be on the orddf,and the
constraint hyperparameter 0 should also vary for different length-cycles, depending
on the ground truth weight parameters in the corresponding cycle. Fortunately, due to the
consistency result (to be presented in the next section), we can address the above issues by

obtaining data-adaptive linear constraints. To be precise, as illustrated in Figure 4.1, the

Figure 4.1: lllustration of the estimated graph without regularization. The existence of an
edge represents the corresponding estimated weight is greater than zero and dashed edge
3! 2indicates that its weight is very small, which could be a result of noisy observations.

recovery guarantee implies that the existence of é&dge2 might be a result of noise in the
observations, and the VI solution tends to output such a false discovery. Therefore, one can

simply add the following data-adaptive constraints

23+t 32 M2 12t 23t a1 Mt Mg
into the feasible region when solving the VI. Moreover, in the above illustrative example,
oftentimes imposing the rst constraint suf ces to remove edye 2, meaning that
removing short cycles suf ces to remove long cycles; in both our simulation and real
experiments, we have demonstrated that it suf ces to congide3 in moderate-sized

graph (aroun@®0 nodes) setting; indeed, we only discover short cycles in our real data
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example (see Figure 6.4). We will formally state our method Wwith3 in the following.

Proposed constraint

Consider the causal graphs induced by the estimated adjacency mAtrice@ ir) 2
RY: di:* 2 [ ], using the VI-based estimator Equatior[ﬁ/ﬂi); ] . As mentioned earlier,
cycles in those graphs are undesirable, and we want to remove them. Let us begin with

formally de ning cycles: for positive integert 2, if there exist 2 [ ] and mutually

> 0 >0 k2L 1]

Fi PERPS

then we say there exists a lendthdirected) cycle in the directed graphs inducedbis.
We consider all possible length-2 and length-3 cycles in those graphs, whose indices are

as follows:

lo; = f(i;j): 16 "y >0 % >0g; " 2[];

l3- = f(i;j;k ) : i;;k mutually different A > 0; N > 0; A > 0g; 2 [:

As illustrated in Figure 4.1, in each cycle, the edge with the least weight could be caused by
noisy observation, meaning that we should remove such edges to eliminate the corresponding
cycle. To do so, we impose the followimtata-adaptive linear cycle elimination constraints

to shrink the weights of those “least important edges”:

it i 20 (i3))s (Bj)2102; "“2[1

Pt t ok e (ik); (k) 2150 T2[];

(4.14)

where thedata-adaptive regularization strength parametess(i;j ); s-(i;J; k ) are de ned
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as follows:

2 (i]) =2 + 0 minfay A g=maxf Ay g (5§) 21 T2 ]
s (GEK) = g + M + Mg minf Ay Me e g (k) 2080 T2 )

(4.15)

Constrained joint VI-based estimation

Different from the aforementioned decoupled learning approach in subsubsection 4.2.2,
here we need to estimate parametgrs::; 4, jointly to remove cycles and encourage

our desired DAG structure. We concatenate the parameter vectors into a matrix, i.e.,

= f o =( i) 2 502 [de (4.16)

The joint estimator coupled with the data-adaptive linear cycle elimination constraint is

de ned as the weak solution to the following VI:
nd 2 PAL :hvecEFr( ));vec( )i O 8 2 DAL VI[Fr; DAL]

wherevec(A) is the vector of columns oA stacked one under the other, the empirical

“vector” eld is

Fr( )= (FO( )0 F(4) 2 RY & (4.17)

and vector eldF{( ;) 2 R%is de ned in(Equation 4.10)Moreover, the convex setPA
incorporates the above data-adaptive linear constrégpsation 4.14and is de ned as

follows:

n
M= 27 g€t e g 2(i0) (Bi) 21055 2]
(0]
€, dCids * & €yt & gk a (k) (k) 2155 72T ;
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where regularization strength parametexg(i;j ); s-(i;]; k ) are de ned in(Equation 4.15)

andfj; =1+ ds+ do+(j 1) + suchthagf e, = i .

A special case: linear link function

Now, we elaborate on our proposed regularization on a special linear link case. The vector

eld F( ) (Equation 4.17) can be expressed as follows:

1 1 1
Fr()= ?Wl:TWI;T ?Wl:TY = Wiyt ?Wl:TY;

whereY = (Y5 ¥ ) 2 RT @ andY,); wir 2 RY T are de ned in(Equation 4.7)
Similar to the linear model example in subsection 4.2.1, the above vector eld is the gradient
eld of the least square objective, and our proposed estimator Equatiéit VI PA- ] boils
down to the LS estimator, which solves the following constrained optimization problem:
; 1 le T 2 1 T 2
i=1

subjectto Oy wir i 1t;i2 [di];

eij;‘ «d €ids + e;i;\ :d €jds 2;‘(i;j ); (|1J ) 2 |2;\; "2 [ ];

eij;‘ «d €ids + e}k;‘ :d €jd1 + efTi;« d €kids 3;\(i;j; K ); (I!J! k) 2 |3;‘; 2 [ ]:

(4.18)

Similarly, (Equation 4.18)s convex and can be ef ciently solved by a well-developed
toolkit such asVosek.

Most applications, including our motivating example, only consider triggering effect,
meaning that one can replaeg.; | Ot with 04 as a relaxation. In addition,
since the prediction of thieth event's occurrence at tintas by comparing the estimated
probabilityw] . ; i with a threshold selected using the validation dataset, we can further

relax the constrainvi.; ;| 1y andtreaw . ; ; as a“score” instead of a probability.
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Thus, we can adopt the following penalized form:

1 X X
min —kwl, YkZ + ——~ (&, g €idy T € g €jas)
2T ° N o (iy)) T P
=1 (i)212;
X X : ] :
¥ =1 (i) \ m(eﬁc d €ids + €y g €y T & 0 Bhid)s

= ,j,k )2|3;

subjectto ; O7; i 2 [dy];

(4.19)

where is a hyperparameter that controls the strength of regularization. The data-adaptive
regularization strength parametees(i;j ); s:-(i;j; k) appear in the denominator since
smaller »-(i;] ); s (i;]; Kk ) imply stronger penalty, which closely resembles adaptive Lasso
[103]. Most importantly(Equation 4.19kan be solved ef ciently using PGD, where at

each iteration, the update rule is as follows:

X
C RO

(€ €4, + € d€q,)

=1 (i )21 - 2;‘(|;] ) I
X X ] ] .

* . . m(eﬁ QGQ:dl + efk;‘ ;d%idl + efi?‘ ;deK;dl) ’
=1 (ijk )23 7

(4.20)

where is the step size/learning rate hyperparameter and empiricaFe(d is given in
(Equation 4.17)After the above update in each iteration, the projection onto the feasible

regionRY % can be simply done by replacing all negative entrieSith zeros.

4.3.2 Penalizedoint VI-basedestimation

As previously discussed in subsubsection 4.2.2, the Equatitﬁ#W,l] can be solved by
PGD as the feasible regionis a convex set. However, Equation[W}; PA-]additionally
incorporates the data-adaptive linear constraints into its feasible re§fdinto encourage

a DAG structure with desired lagged self-exciting components, making the projection
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step harder to implement. Alternatively, it will be much easier if we can transfer the
constraints into the penalty. Inspired by the penalized form for the linear link special case
(Equation 4.19jwhich is very similar to adaptive Lasso [103]), we proposkiata-adaptive

linear penalized VI-based estimataevhich is the weak solution to the following VI:

nd "2 = tvecEP());vec( i 0 8 2 VI[FPAL; T

where the feasible region is de ned in (Equation 4.16)and thedata-adaptive linear

penalized vector led=PAt () is de ned as follows:

X X
FPAS ()= Fr( )+ G )(efj;\ 4€lg, + €, 4€q,)
=1 (i )21, 2 )
X X
+ . | m(efJ ;deiT;d1 + & ;d%dl + &, :de;;dl):
ik )21,

(4.21)

RY % js the concatenated el¢Equation 4.17jnd vector eldF{"( ;) 2 R%is de ned

in (Equation 4.1Q) Compared with Equation Y#r; PAL], it is much easier to solve
Equation V[FPA-; T using PGD. For example, in the exponential link function case, if we
restrict our consideration to triggering effect only, we can i&spuation 4.205as the update

rule in PGD and zero out all negative entries after each update as the projection step in each

iteration.

Remark 4. One advantage of our data-adaptive linear regularization is its exibility, and

it is the user's choice to decide which potential cycle should be included in the constraint.
Please refer to our work [95] for more numerical examples of recovering strict DAGs (i.e.,

without any lagged self-exciting components) by additionally including length-1 cycles in

our data-adaptive linear constraints.
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Remark 5. The above idea to transfer constraint into a penalty by adding the penalty's
derivative to the empirical vector eld opens up possibilities to consider various types of
penalties to encourage desired structures when using our proposed VI-based estimator,
e.g., the continuous DAG characterization [85] and the adaptive Lasso [103]; one can see
section 4.5 below for more details on our proposed VI-based estimator coupled with DAG

regularization(Equation 4.22and ", regularization(Equation 4.23)

4.4 Theory

In this section, we will show our proposed estimator has nice statistical properties, i.e., it
is unique and consistent; the proof is deferred to Appendix subsection C.1.2 due to space
consideration. In addition, we will also derive a linear program (LP) based con dence
interval (Cl) of parameters's, which we defer to Appendix subsection C.1.3. One pitfall

of our theoretical analysis is the lack of guarantee for the proposed data-adaptive linear
method and we leave this topic for future discussion. We begin with two necessary model

assumptions:

Assumption 1. The link functiong( ) is continuous and monotone, and the vector eld
G( ) = Eu[wg(w™ )] is well de ned (and therefore monotone along wigh Moreover,
g is differentiable and has uniformly bounded rst order derivatimg j g§ M, for

0O<myg M.

Assumption 2. The observations (static, binary, and continuous) are bounded almost
surely: there existM,, > 0 such that at any time steapwe havekw; . 1k; M., with

probability one.

Theorem 2 (Upper bound otk ko). Under Assumptions 1 and 2, fo2 [d] and any

" 2 (0; 1), with probability at least. ", the ", distance between ground trutfi and the
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weak solution; to Equation V[FT(”; ] can be upper bounded as follows:

r

A 2 My dlog(d=").
| 2 mg 1 T ’

P
where ; is the smallest eigenvalue b, 1 = th1 W ¢ W . ;=T (Equation 4.5)

The above theorem is an extension to the general link function case with mixed-type data
of Theorem 1 [94]. As pointed out in [94}V1.1 2 RY 9 will be full rank for suf ciently

largeT, i.e., 1 will be a positive constant with high probability.

Remark 6 (Identi ablility) . The uniqueness, or rather, the identi ability, comes from the
nice property of the underlying vector eld. To be precise, in the proof of the above theorem
(see Appendix subsection C.1.2), we have shown the vectoF#Ql@l i) IS monotone
modulusmy ; under Assumption 1. Then, the following lemma tells us that our proposed

estimator is unique:

Lemma 4 (Lemma 3.1 [93]) Let be a convex compact set anldbe a monotone vector

eld on  with monotonicity modulus> 0, i.e.,
8z;2°2 ;H( H@O @z 25 kz z%::
Then, the weak solutianto VI[H; ] exists and is unique. It satis es:
H(Z2) (z z) kz zKk3:

Next, we will use both simulations and real examples to show the good performance of

our method for causal structural learning.
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4.5 Experiments

In this section, we conduct numerical simulations to show the good performance of the
Vi-based estimator Equation [A"; ] . We will show the competitive performance of

our VI-based method compared with benchmark methods such as the Neural Network
based method [100], even under the model mis-speci cation setting. Importantly, we
also show that our proposed data-adaptive linear regularization outperforms other DAG-
inducing regularization approaches in structural learning. Due to space consideration, the
complete experimental con gurations and the comparison between the VI-based estimator
and under the model misspeci cation setting is deferred to Appendices subsection C.2.1 and

subsection C.2.2.

45.1 Evaluationmetrics

Our simulations consider a simple= 1 case. We are interested in the estimation of

exciting matrixA; = ( j1); for brevity, we drop the last subscript™and denote the
adjacency matrix byA = ( ;). We consider (i) the, norm of the background intensity
estimation errok” ko ( err.) and (ii) matrixF -norm of the self- and mutual-exciting
matrix estimation errokA  Akg (A err.). Additionally, we report the Structural Hamming
Distance (SHD) betweef andA, which re ects how close the recovered graph is to the
ground truth. This is the primary quantitative metric in the following experiment. SHD
is the number of edge ips, insertions, and deletions in order to transform between two
graphs. In particular, when edge | is in the true graph, i.e.,;; > 0, whereas edge

i j is in the estimated graph, i.e%; > 0, the SHD is increased by via edge ip
instead of2 by edge insertion and deletion. In addition, since we are interested in DAG
structure with self-exciting components, we also consider a measure of “DAG-ness” on the

recovered adjacency matrix (after zeroing out the diagonal entrié$, afenoted byn(Ao)
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(Equation 4.11)We need to mention that smél{A,) with large SHD means we recover a

DAG which is not close to the ground truth and this does not imply good structure recovery.

4.5.2 Benchmarkegularizatiompproaches

Let us rst formally introduce several benchmark regularization approaches. Recall that we

useA = ( j)todenoteA, =( 1) in =1 case for brevity:

» Continuous DAG regularization and a proposed varidRécall the continuous and
differentiable (but not convex) characterization by [85[&Eguation 4.11)which can
measure the DAG-ness 8f. Most importantly, this DAG characterization has closed
from derivative, i.e.r h(A) = €* " : Inspired by [110], we use this characterization
as a penalty directly. We take advantage of its differentiability and add its derivative
to the concatenated el8+( ) (Equation 4.17)which will be treated as the gradient
eld in PGD. More speci cally, let] = (0g,;14,) 2 R® 9and we willhave]l = AT.

Then, the vector eld coupled with DAG regularizati&P® ( ) is de ned as follows:

FPA ()= Fr() + J7rh(d )= Fr() + J e (4.22)

where tunable hyperparametecontrols the penalty strength. The PGD update rule

is given by:

T OEREO:

where is the learning rate hyperparameter and is also tunable.

One drawback of the aforementioned DAG regularization is that it removes not only
cycles but also lagged self-exciting components; this is evidenced in Figure 4.2. To
keep those informative lagged self-exciting components, we simply zero out the

diagonal elements in DAG regularization derivative(J ) in (Equation 4.22)Thus,
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the PGD update will not shrink the diagonal elements.

» ", regularization and adaptive LassWe adopt the ; penalty as another benchmark,
which encourages a sparse graph structure and, in turn, eliminates cycles. The

penalized vector led is de ned as follows:
Fri()=Fr()+ 37r (i3 jo); (4.23)

wherej j; is the summation of the absolute values of all entries. Similarly, the

VI-based estimator can be ef ciently solved by PGD using the following update rule:

C RO

As a variant of ; regularization, adaptive regularization (or adaptive Lasso [103])
replacesj j j with Tj i ] in (Equation 4.23)for ~; = 0 case, we adopt a simple

remedy by adding penalty tert® j j j to enforce j; to be zero.

45.3 Results

We rst demonstrate the competitive performance of our proposed data-adaptive linear
method on al; = 10 illustrative example, where we adopt an exponential link function.
We visualize the recovered graphs using our VI-based estimator with exponential link
coupled with various types of regularization in Figure 4.2, and we report all aforementioned
guantitative metrics in Table 4.1; additionally, we report the relative errors in the illustrative
example in Table C.3. We observe that our proposed data-adaptive linear regularization
can achieve the best weight recovery accuracy (in termsefr. andA err.) and structure
recovery accuracy (in terms of SHD) compared with all benchmark methods.

To further validate the good performance of our proposed data-adaptive linear method,

we runl100independent trials fodl; = 10; T = 500 andd; = 20; T = 1000 cases as well
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Figure 4.2: Simulated example: demonstration of the effectiveness of our proposed data-
adaptive linear regularization. We visualize the recovered graph structured;fer 80 and

T =500 illustrative example using our proposed VI-based estimator coupled with various
types of regularization (speci ed on top of each panel). We can observe that our proposed
VI-based estimator coupled with our proposed data-adaptive linear constraint can return the
closest graph structure to the ground truth; see quantitative evaluation metrics, such as SHD,
in Table 4.1.

Table 4.1: Simulated example: quantitative metrics of the example in Figure 4.2. We can
observe that our proposed VI-based estimator, coupled with our proposed data-adaptive
linear constraint, can achieve better estimation accuracy while encouraging a desired DAG
structure. Besides, our proposed method also gives the best structure recovery, i.e., the
smallest SHD; although the adaptiveapproach achieves the best DAG-ness, it achieves so

by removing many important edges and cannot output a correct graph structure (as evidenced
in Figure 4.2).

Regularization None Proposed DAG DAG-Variant Ada.

A err. 3874 .2094 3541 .2949 2501  .3022
err. 1175 .0775  .0895 .0841 .0884 1251

h(Aop) 1223 .0308 .0337 .0242 .0274 .0232

SHD 41 25 32 34 41 29
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as linear link and exponential link functions cases. We plot the mean and standard deviation
of A err. and SHD in Figure 4.3; for completeness, we also report the raw values of the
mean and standard deviation of all four aforementioned metrics in Table C.4. The complete
details, including random DAG generation, PGD to solve for the estimators, and additional

results (Table C.3 and Table C.4), are deferred to Appendix subsection C.2.3.

Figure 4.3: Simulation: mean (dot) and standard deviation (error bar) of nfatniarm

of the self- and mutual-exciting matrix estimation errardrr.) and Structural Hamming
Distance (SHD) ovet00independent trials for various types of regularization. For each
regularization, the closer it is to the origin, the better it is. We can observe that our proposed
data-adaptive linear regularization performs the best (especially in higher dimensional cases)
in terms of structure recovery while achieving almost the same weight recovery accuracy
with the best result.

Figure 4.3 shows that, in low dimensional (i.e.,= 10) case, ; regularization does
well in weight recovery but fails in structure recovery, whereas our proposed variant of
DAG regularization prioritizes the structure recovery but performs poorly in weight recovery.

As a comparison, our proposed data-adaptive linear regularization achieves comparable
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weight and structure recovery accuracy toegularization and the proposed variant of DAG
regularization, respectively, suggesting that it can balance the weight recovery accuracy and
the structure recovery accuracy in low dimensional case. In the higher dimensional (i.e.,
d; = 20) case, our proposed approach achieves the best structure recovery accuracy while
maintaining nearly the same weight recovery accuracy with the best result (achieved by
regularization-based method). It is interesting to observe that adaptiggularization's
performance lies between regularization and our proposed regularization. In addition,
our proposed regularization has a dominating performance over DAG regularization-based
approaches in terms of both structure recovery accuracy and weight recovery accuracy.

These observations are also validated by Table C.4 in the appendix.
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CHAPTER 5
CAUSAL EFFECT ESTIMATION VIA TRANSFER LEARNING

This chapter aims to develop an accurate estimator of the treatment effect that can help the

decision making, given that this thesis has explored explainable prediction algorithms.

5.1 Overview

Causal effect estimation from observational data has attracted much attention in many elds
since it is crucial for informed decision-making and effective intervention design. Several
unbiased estimators for the Average Causal Effect (ACE) have been proposed, e.g., the
inverse probability weighted (IPW) estimator, outcome regression (OR) estimator, and
doubly robust (DR) estimator, which have shown good empirical performances and strong
theoretical guarantees; see, e.g., [137], for a survey of those estimators. However, there
is less study for the situations with limited data present in the target study. In modern
applications, advanced data acquisition techniques make it possible to collect datasets from
other domains, referred to as the source domains, that are related to (but different from)
that of the target study. Transfer Learning (TL), aiming to boost performance in the target
domain with knowledge gained from the source domain, has shown promise in practice

[138].

5.1.1 Literature

TL has been applied to causal inference in a distinct yet more straightforward manner, owing
to the unique treatment-and-control structure. For instance, [139, 140] proposed a novel NN
architecture tailored to causal effect estimation by considering shared and group-speci c
layers in the potential outcome models for treatment and control groups. However, adapting

TL techniques from the supervised learning setting to handle data integration for causal
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effect estimation is non-trivial, as it requires counterfactual information. In causal inference,
this problem is solved by the aforementioned plug-in estimators (e.g., IPW, OR, and DR
estimators), which involve preliminary stage nuisance parameter estimation for the propen-
sity score (PS) and/or OR models. Hence, a natural solution is to apply data-integrative
TL to the supervised nuisance parameter estimation problem and subsequently evaluate the
plug-in estimators for ACE using target domain data, where the hope is to improve ACE
estimation accuracy by enhancing the quality of estimated nuisance parameters, regardless
of whether the ground truth ACEs are the same across both domains.

While there has been increased interest in applying data-integrative TL techniques to
causal inference in the presence of heterogeneous covariate spaces [141, 142, 143, 144],
these methods typically fail to handle the same covariate space setting, known as the
inductive multi-task transfer learning according to [145]. This limitation arises from their
algorithm designs, which mostly rely on domain-speci ¢ covariate spaces. To the best of our
knowledge, [146] is the rst and only work studying data-integrative TL for causal effect
estimation under the inductive multi-task setting, referred to asrdmesfer Causal Learning
(TCL) problem. They proposed to transfer knowledge by using neural network (NN) weights
estimated from the source domain as the warm start of the subsequent target domain NN
training. Despite its improved empirical performance, the theoretically grounded approach
for the TCL problem is still largely missing. For other related works on applying TL in

causal inference, we refer readers to a nice survey by [137].

5.1.2 Contribution

This chapter presents [147], where we address the gap in the literature by presenting a
generic framework for the Transfer Causal Learning problem, cajlddCL framework. It

entails data-integrative transfer learning of the nuisance parameter and plug-in estimation
for causal effect in the target domain. The transfer learning stage comprises two steps: (i)

rough estimation using abundant source domain data, and (ii) bias correction step via
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regularized estimation of the difference between the target and source domain nuisance
parameters using target domain data. Subsequently, the estimated nuisance parameters are
plugged into the unbiased causal effect estimators, including IPW, OR, and DR estimators.
Most importantly, as shown in [148], with the help of Lasso in the high-dimensional
setting, we can establish non-asymptotic recovery guarantees for the causal effect estimators
when the nuisance models (i.e., PS and OR models) are parameterized as generalized
linear models (GLMs) and under the sparsity assumption on the target and source nuisance
parameters' difference. Furthermore, we incorporate recently developed non-parametric
PS and OR models in-TCL to improve robustness to model misspeci cation, and we
show improved performance of ow-TCL framework using NN-based approaches [139,
140] by comparing with existing TL approaches [146] for ACE estimation on a benchmark
pseudo-real-dataset [149]. TheTCL framework is subsequently applied to a real study

and reveals that vasopressor therapy could prevent mortality within septic patients [150],

which all baseline approaches fail to show.

5.1.3 Notations

Superscript denotes vector or matrix transpose, &nd, denotes the vecto, norm. We

use upper case letters (e.}§.) to denote random variables (r.v.s) and the corresponding
lower case letters with additional subscripts (exg; X 2;:: ;) to denote their realizations.
For asymptotic notations:(n) = o(g(n)) org(n) f (n) means for alc > O there exists

k > Osuchthatd f(n) <cg(n)foralln Kk;f(n) = O(g(n)) means there exist

positive constants andk, suchthad f(n) cg(n)foralln k.

5.2 Set-up

We study the causal inference under Neyman—Rubin potential outcome framework [9, 151].
This section will introduce our;-TCL where the nuisance models are parameterized as

the Generalized Linear Models. We will brie y review the IPW estimator for causal effect
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estimation, introduce the formal TCL problem setup, and present our proposed adaption of
", regularized TL techniques in the IPW estimator. Lastly, we will extend those contents

above to OR and DR estimators.

5.2.1 Background

Potential outcome framework. Consider the tupl€X ;Z;Y) in the target study, where
random vectoX 2 X  RYrepresents covariates measured before receipt of treatment,
rv. Z 2 f0;1gis treatment indicator = 1 if treated and otherwise) and r.vY is the
observed outcome

Y=YiZ+(1 Z)Yo

Here,Y, andY;, referred to apotential outcomesare the values of the outcome that would
be seen if the subject were to receive control or treatment. Throughout this work, we are

interested in estimating the ACE or average treatment effect, which is formally de ned as:

= E[Y1] E[Yo]:

In an observational study, the treatmé&nis typically not statistically independent from

(Yo; Y1) since the characteristics that determine the treatment assignment may also be
correlated, or “confounded”, with the potential outcome. To handle this problem, a common
practice is to assume there are “no unmeasured confounders” (also known as the Ignorability
Assumption):

(Yo Y)? ZjX:

In the following, we shall continue our study under the above assumption.

Inverse probability weighting. The propensity score(X ) = P(Z = 1jX) is the

probability of treatment given covariates and speci es the treatment assignment mechanism.
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[152] showed:
(Yor Y1) ? Zje(X);

which leads to an unbiased estimator for ACE through inverse probability weighting. Con-

sidern samples from the target domain:
Di =(xi;zi;yi); i=15000m; (5.1)

and leté(x;) be the estimated propensity scoreifdgh subject, the IPW estimator for ACE

is:
11X zy @z,
P ax) 1 ex)

For further background knowledge on the causal inference, such as a brief introduction

(5.2)

of OR and DR estimators and why those estimators are unbiased, we refer readers to

Appendix subsection D.1.1 and some nice survey studies [153, 154, 137].

5.2.2 Transferearningset-upunderthe contextof causainference

Inductive multi-task transfer learning for causal inference. As mentioned earlier, our
TCL essentially aims to conduct causal effect estimation in the inductive multi-task TL
setup [145], where the feature spaces across both domains are the same, but the feature
distribution, treatment assignment rule, and underlying causal effect can be different.

From now on, we will refer tdEquation 5.1)as samples from the target domain. As-
sume we additionally observg samples of the covariates, treatment and outcome tuple

(X s;Zs;Ys) from the source domain:

Dis = (Xi;siZis;Yis); 1 =1;101ns:

In our motivating real exampl@, ng, rendering it dif cult to get an accurate ACE

estimate by solely using target domain data and necessitating the use of source domain data.

78



However, a practical issue often arises that neither the nuisance models (e.g., the PS model)
nor the ground truth ACEs are the same between both domains, making naively merging two

datasets impractical. To be precise, consider that the PS model takes the following form:

P(Z =1jX)=eX; 1); P(Zs=1jXs)= &(Xs; s); (5.3)

where function®( ), es( ) have known form with unknowd; -dimensional nuisance param-
eters, i.e., ;; s 2 R%. In our TCL problem, we aim to develop a principled method to

integrate data from both domains to help estimate the ACE in the target domain.

An illustrative example. To help readers understand this TCL setup and elucidate why

the TCL problem is non-trivial, we present a toy example as follows:

Treatment assignment P(Z = 1jX ;X)) = g( 1 X1+ 2X3);

Causal relationship Y= Z + X 5+ ;

whereg(x) = 1 =(1 + €) is the sigmoid function. The goal is to infer the causal effect from
treatmen to outcomeY, given potential confounding variablXs andX ,; the additive

noise is independent of the aforementioned r.v.s. The treatment assignment mechanism
and the causal relationship are visualized in Figure 5.1; further experimental details, such as

the con gurations, can be found in Appendix section D.5.

Figure 5.1: In our toy example, the treatment assignments differ between target and source
domains in that the effects from covariae are different. We do not impose assumptions
on whether or not the ACEs are the same for both domains.

Although IPW is consistent [155, 156], making inferences from the limited amount
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