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SUMMARY

As the scale and complexity of modern decision-making systems are rapidly increas-
ing in autonomy, robotics, arti cial intelligence (Al), and various other domains, there is
an emerging interest in developing scalable and effective algorithmic frameworks capa-
ble of handling large-scale, networked and uncertain environments. Several fundamental
challenges must be addressed, including scalability, complex dynamics, robustness under
uncertainty, interpretability and generalizability. This thesis presents a series of novel dis-
tributed algorithmic architectures at the intersection of optimization, control theory and
deep learning, designed to address these challenges.

The main contributions of this thesis are summarized as follows: (i) Two novel dis-
tributed dynamic optimization architectures for large-scale multi-agent control are intro-
duced, providing state-of-the-art scalability for optimal control in autonomous systems and
demonstrating their effectiveness through hardware experiments. (ii) A family of scal-
able decentralized methods for distribution steering in multi-agent stochastic systems is
presented, providing a trade-off between safety capabilities and computational ef ciency,
accompanied with convergence guarantees. (iii) A model predictive control version of the
decentralized distribution steering framework is then proposed, enabling its application to
real-world multi-agent systems operating under uncertainty. (iv) A hierarchical distribution
control architecture is presented for very-large-scale clustered multi-agent systems, which
exploits underlying hierarchies to achieve improved scalability and robustness, as demon-
strated by experiments involving up to millions of agents. (v) Finally, a deep learning-aided
distributed optimization architecture for large-scale quadratic programming (QP) is devel-
oped by unfolding a new consensus-based variant of the Operator Splitting QP (OSQP)
solver into a supervised learning framework. Experiments demonstrate improved perfor-
mance over traditional optimization, strong generalization to larger problems, and PAC-

Bayes guarantees on the expected optimality gap for unseen instances.

XX



CHAPTER 1
INTRODUCTION AND BACKGROUND

1.1 Motivation and Prior Work

1.1.1 MotivationandChallenges

The scale and complexity of modern decision-making systems are rapidly increasing in a
wide range of application areas including autonomy, robotics, arti cial intelligence, supply
chain networks, energy distribution, nance, healthcare, and many others. In particular, as
systems in these areas often admit a multi-agent or networked structure, there is a growing
need for optimization, control and learning algorithms that operate in a distributed manner
to enhance computational ef ciency, respect communication limitations, and ensure scal-
ability to high-dimensional systems. Beyond the challenges posed by size and structure,
the inherent uncertainties in multi-agent environments further underscore the need for algo-
rithms that offer robust safety and performance guarantees, a high degree of interpretability,
and strong generalization capabilities.

More speci cally, the primary challenges that need to be addressed in modern large-

scale decision-making problems can be outlined as follows:

» Scalability and computational ef ciency. Effective large-scale decision-making
algorithms must maintain computational ef ciency as dimensionality increases. In
this context, centralized algorithms often struggle to scale, highlighting the need for

developing distributed algorithms that enable parallelizable computations.

« Communication limitations. Large-scale multi-agent systems are often subject to
communication limitations, such as the absence of a central node capable of interact-

ing with all agents or the requirement to restrict communication to local interactions.



Consequently, it is highly desirable to develop algorithms that rely exclusively—or

at least predominantly—on local communication between neighboring agents.

Safety and reliability. As multi-agent systems are increasingly deployed in diverse
domains, it is essential to develop algorithms that guarantee safe and reliable op-
eration, preventing failures or unsafe actions with potentially severe consequences.
Ideally, decision-making algorithms should be accompanied by explicit safety spec-

i cations and certi able guarantees before deployment on real-world systems.

Complex dynamics. Many decision-making systems include underlying dynamics,
thus requiring planning and optimization over a long time horizon rather than in
a static setting. ldeally, algorithms for such systems should exploit such temporal

structures to achieve computational ef ciency.

Robustness under uncertainty.Multi-agent systems often operate in environments
characterized by uncertainty. Therefore, algorithms must be robust, ensuring reli-
able performance and decision-making even in the presence of noisy data, uncertain

dynamics and other unforeseen changes in their environments.

Interpretability. As decision-making algorithms are increasingly being deployed in
real-world applications, interpretability is an essential yet often overlooked property.
It is crucial that the decisions and underlying mechanisms of an algorithm can be un-
derstood and trusted by human operators, facilitating transparency, effective human

oversight and compliance with safety and ethical standards.

Generalization capabilities. Decision-making algorithms must be able to generalize

effectively to new, unseen problems without requiring substantial redesign or manual
tuning. In the context of large-scale systems, it is desirable for algorithms to leverage
data from small, computationally inexpensive problems, and remain effective when

deployed to much higher-dimensional ones.



1.1.2 PriorWork

This section discusses prior work on distributed optimization, dynamic optimization, decision-

making under uncertainty, and the integration of learning with optimization.

Early foundations of distributed optimization. Distributed optimization frameworks

were rst studied by Tsitsiklis, Bertsekas and Athans during the 1980s [1, 2, 3]. In par-
ticular, [1, 2] introduced a broad class of distributed deterministic and stochastic gradient-
based algorithms and established their convergence properties even in asynchronous en-
vironments with communication delays. A few years later, [3] provided a comprehensive
and rigorous treatment of parallel and distributed iterative methods, covering convergence
analysis, communication constraints, and practical algorithm design principles that laid the

groundwork for much of modern distributed optimization.

Consensus algorithms and advancements in distributed optimization. The early 2000s
presented a series of important developments in distributed optimization and multi-agent
decision-making, with the emergence of consensus algorithms. Seminal contributions such
as [4] analyzed local interaction rules for multi-agent ocking and demonstrated conver-
gence to consensus under mild connectivity conditions, while [5] generalized these re-
sults to networks with switching topologies and communication delays, providing a robust
theoretical foundation for consensus dynamics. Following these developments, a semi-
nal work by Nedic and Ozdaglar [6], introduced distributed subgradient descent methods
for multi-agent convex, potentially non-smooth, optimization and established their conver-
gence rates. In a similar spirit, the performance and convergence properties of distributed
(sub)gradient descent algorithms were further studied in [7, 8, 9], while related rst-order
methods, including (sub)gradient-push techniques for directed and time-varying graphs,
were developed in [10, 11]. In the same family of methods, a distributed optimization al-

gorithm based on the dual averaging of the subgradients was proposed by Duchi et al., in



[12]. Furthermore, a rst-order method for distributed consensus optimization named EX-
TRA (exact rst-order algorithm) was introduced in [13] by Shi et al., demonstrating linear
convergence guarantees to the exact optimal solution. Other methods exhibiting linear
convergence have also been proposed including augmented Lagrangian approaches [14],
inexact algorithms [15], etc. For distributed optimization problems where the cost func-
tions are strongly convex and smooth, the optimal convergence rates along with algorithms
that can achieve these rates were proposed in [16]. More recent approaches in this line of
distributed optimization algorithms focus on non-convex optimization [17, 18, 19, 20, 21],
continuous-time optimization [22], time-varying topologies [23], federated learning [24,

25], low-gradient compression [26], random quantization techniques [27, 28] and others.

ADMM and its role in modern distributed algorithms. A signi cant breakthrough that
played a pivotal role in advancing distributed optimization algorithms was the emergence
of the Alternating Direction Method of Multipliers (ADMM), which offered a powerful
framework for decomposing large problems into smaller subproblems that can be solved in
parallel and coordinated through local communication. The origins of ADMM trace back
to the 1970s, when it was independently proposed by Glowinski and Marroco [29] and by
Gabay and Mercier [30]. However, its suitability for deriving algorithms with distributed
computations remained largely underexplored until the early 2010s, when the in uential
survey by Boyd et al. [31] revitalized interest in the method and highlighted its applicability
for large-scale problems in statistics, machine learning, control systems and other areas.
In the years that followed, ADMM has been studied through a variety of algorith-
mic variations, analysis frameworks and applications. The convergence of the standard
two-block (Gauss-Seidel) ADMM algorithm has been established for convex optimization
problems under various assumptions in several works such as [32, 33, 34, 35]. Consen-
sus ADMM, a widely popular variation of two-block ADMM for decentralized consensus

optimization has found a variety of successful applications in machine learning [36, 37],



robotics [38, 39], power ow networks [40, 41], communication systems [42] and many
other domains. Other signi cant extensions of ADMM are its multi-block Gauss-Seidel
variation [43, 44], inherently parallel Jacobi schemes [45, 46] and more complex multi-
level architectures [47, 48].

Despite the widespread popularity of distributed optimization and especially ADMM
methods, there remains a signi cant gap in addressing the fundamental challenges of to-
day's large-scale decision making systems as described in subsection 1.1.1. For instance,
although such systems are often dynamic and require optimization over long time hori-
zons, the literature on ADMM methodologies speci cally tailored for dynamic optimiza-
tion problems is especially scarce [44, 49]. Furthermore, although such systems often
operate under a high degree of uncertainty, only a limited amount of algorithms explicitly
address uncertainty while maintaining scalability [50, 51].

A signi cant additional challenge that exists in various domains such as autonomy and
robotics, is that in practice, the arising optimization problems are rarely convex. Yet, the
vast majority of analyses for ADMM methods have focused on convex optimization so
far. Hong et al. [52] studied ADMM for consensus and sharing problems with smooth
nonconvex cost functions but convex constraints. Li and Pong [53] and Guo et al. [54] also
established convergence results for the two-block ADMM method in an unconstrained non-
convex optimization setup. The works in [55, 56, 57, 58] have established several results for
ADMM-type schemes for non-convex optimization problems as well, but they all rely on a
speci ¢ assumption on the linear coupling constraints that is usually not met in distributed
consensus optimization as pointed out by Sun and Sun [47]. To accommodate that, the
latter authors presented a two-level scheme in [47] which employs an outer Augmented
Lagrangian (AL) loop on top of the inner ADMM to ensure convergence under non-convex
constraints. Several works such as [59, 48] followed a similar two-level setup to ensure
convergence, yet such schemes might end up requiring a substantial amount of iterations

for converging, which can limit their practical applications.



Another crucial and often overlooked dif culty arising in these methodologies is their
sensitivity to tuning. In the context of distributed ADMM, proper selection of the penalty
parameters can greatly affect how fast the algorithm converges to an acceptable solution,
i.e., the primal and dual residuals reach below some prede ned thresholds. To address
this issue, several adaptation heuristics have been proposed, with the most popular ones
being residual balancing schemes [60, 61, 62, 63]. Nevertheless, these adaptation rules
remain largely heuristic, typically depend only on the current problem state, and are not

accompanied with any generalization guarantees to new unseen problem instances.

Dynamic optimization. Optimization problems that explicitly account for underlying
system dynamics evolving over a time horizon fall under an area that is known by sev-
eral names including dynamic optimization, optimal control or trajectory optimization.

There are two main classes of methods for solving such problems. The rst one, often
referred to astatic optimization ordirect trajectory optimization [64, 65], relies on sim-
ply concatenating all state and control variables of the system as an optimization vector
and solving the resulting problem using an off-the-shelf Nonlinear Programming (NLP)
solver such as Sequential Quadratic Programming (SQP) or the Interior Point Method
(IPM). Such approaches have been especially attractive in the literature for several rea-
sons. First, the widespread availability of commercial, user-friendly NLP solvers has facil-
itated the straightforward software implementation of such approaches. More importantly,
these methods also allow for constraints to be directly incorporated. Nevertheless, the
computational complexity of static optimization approaches is often prohibitive for high-
dimensional problems over long time horizons or large-scale multi-agent systems.

The second class of methods is knowndggaamicoptimization orindirect trajectory
optimization [66, 67]. Such algorithms typically only parametrize the controls, with the
states obtained through forward integration of the dynamics—or “shooting”—eliminating

the need for explicitly imposing them as constraints. One of the most well-known methods



of this class is Differential Dynamic Programming (DDP), a second-order algorithm that
was rst presented by Jacobson and Mayne in the 1970s [67] and has found numerous
successful applications [68, 69, 70, 71]. Some especially appealing features of DDP include
its quadratic convergence rate and low computational and memory complexity [72, 73].
Although DDP in its original formulation did not account for additional state or control
constraints, several extensions have been proposed in the literature for handling constraints
[74, 75, 76, 77, 78, 79, 80, 81]. Nevertheless, although DDP is still considered as one of
the most scalable trajectory optimization methods, its scalability remains limited if applied
directly on large-scale multi-agent systems in a centralized manner. Therefore, there exists
a substantial need for developing scalable distributed dynamic optimization algorithms that

can be effectively applied on high-dimensional problems.

Optimization under uncertainty and control of distributions. Decision-making sys-
tems are often subject to underlying uncertainties due to unpredictable dynamics, model-
ing inaccuracies, environmental changes, exogenous interventions and several other rea-
sons. There are various approaches that have been proposed in the literature for handling
such uncertainties during optimization. The most common classes of approaches rely on
probabilistic/stochastic or robust optimization formulations. Robust optimization methods
typically assume that the uncertainties lie within some prede ned bounded sets and provide
solutions that are robustly feasible for all possible realizations of these uncertainties [82,
83, 84]. Several successful applications can be found in power systems [85], supply chain
networks [86], communication systems [87], and other elds. For a thorough exposition on
such formulations, the reader is referred to [82] by Ben-Tal, EI Ghaoui and Nemirovski.

In this thesis, we focus on treating uncertainty as stochastic and establishing probabilis-
tic safety guarantees. One appealing approach for achieving such guarantees is through
controlling the distributions of systems. In general, controlling the full density of the state

distribution of a system [88, 89] leads to in nite-dimensional optimization problems which



require the solution of PDEs, which signi cantly limits the scalability of such approaches.
Covariance Steering (CS) is an emerging methodology which achieves greater computa-
tional tractability by primarily focusing on the control of linear systems under Gaussian
uncertainty. Early works addressed the CS problem in an in nite-horizon setup [90, 91,
92], but the advancements in modern convex optimization techniques and available com-
putational resources have revitalized interest in nite-horizon formulations [93, 94, 95].
Notably, in the discrete-time case, several formulations have been proposed typically re-
lying on Semide nite Programming (SDP) formulations. Successful applications can be
found in trajectory optimization [96, 97], path planning [98], ight control [99, 100] and
robotic manipulation [101], to name a few. Nevertheless, due to the computational com-
plexity of SDP, these methods are still restricted to small-scale systems. Therefore, despite
the suitability of CS approaches for the control of multi-agent autonomous systems, their

applicability on large-scale systems remains signi cantly limited.

At the intersection of deep learning and model-based optimization. Model-based al-
gorithms for decision-making rely on domain knowledge for constructing mathematical
formulations, which are then solved using optimization techniques. However, these meth-
ods often have notable drawbacks, such as limited ability to leverage data for improving
performance, poor generalization to unseen problems, as well as the need for careful and
often instance-speci c tuning. On the other hand, deep learning has achieved remarkable
success across various domains by training models directly from data. Nevertheless, black-
box Deep Neural Networks (DNNs) most often lack interpretability due to their abstract
structure and massive parametrization, and are rarely accompanied by any formal perfor-
mance guarantees.

In this context, there is a signi cant amount of emerging literature in constructing
methodologies that lie in between what appears to be the two extremes of the decision-

making spectrum. Here, we highlight two of the most prominent directions, naenely



bedded optimization layeendlearning-to-optimize The concept of embedding optimiza-
tion problems as differentiable layers within DNNs was rst proposed by Amos et al. in
[102] through incorporating Quadratic Programming (QP) layers. Subsequently, this line
of methods has been extended to conic optimization [103], model predictive control [104],
deep equilibrium models [105], stochastic optimal control [106] and several other domains.
In the meantime, learning-to-optimize methods have also emerged as a promising approach
for accelerating existing optimizers or even deriving new algorithms through learning from
sample problems [107, 108, 109]. A popular approach within this paradigm is deep unfold-
ing which relies on unrolling the iterations of an optimizer as layers of DNNs and learning
the optimal parameters for improving performance on speci ¢ problem classes [110, 111].
The idea of integrating learning-to-optimize approaches into distributed optimization
is particularly compelling, as algorithms of the latter class typically rely on a signi -
cant amount of designing and tuning by experts. Nevertheless, the area of distributed
learning-to-optimize methods remains largely unexplored. For instance, although dis-
tributed ADMM has achieved widespread success in decentralized constrained optimiza-
tion, its deep unfolded extension was only recently explored in [112]. This framework
has shown promising initial results, yet it is limited to an unconstrained problem formula-
tion, assumes gradient-based local updates, focuses solely on parameter tuning and lacks
performance guarantees. In [113], an ADMM framework which utilizes recurrent neural
networks for predicting the converged values of the variables was presented, demonstrat-
ing substantial improvements in convergence speed. A reinforcement learning approach
for learning the optimal parameters of distributed ADMM was proposed in [114], showing

promising speed improvements, but requiring a substantial amount of training effort.

1.2 Contributions

This thesis introduces a series of novel distributed architectures at the intersection of op-

timization, deep learning and control theory, that aim in addressing the most fundamental



challenges of modern large-scale decision-making systems. The speci ¢ contributions of

this thesis can be outlined as follows.

« Distributed dynamic optimization for large-scale multi-agent control. We intro-
duce two decentralized multi-agent optimal control methods that integrate the scala-
bility of DDP with the distributed capabilities of ADMM. The rst method, Nested
Distributed DDP (ND-DDP), uses a three-level architecture combining ADMM for
consensus, an augmented Lagrangian layer for local constraints, and DDP as the
local optimizer. The second method, Merged Distributed DDP (MD-DDP), simpli-
es the previous structure into a two-level architecture by addressing both consensus
and local constraints with ADMM, signi cantly reducing computational complexity.
Extensive simulations involving up to thousands of cars and hundreds of drones, as
well as hardware experiments on a multi-robot platform, demonstrate the scalability,

effectiveness, and practical applicability of the presented algorithms.

« Distributed covariance steering for stochastic multi-agent systemsWe address

the problem of steering large-scale multi-agent stochastic systems from initial to tar-
get Gaussian distributions under probabilistic safety constraints. In this context,
we introduce a family of Distributed Covariance Steering (DCS) methods based
on ADMM, each offering a trade-off between safety capabilities and computational
complexity. The rst method, named Full-Covariance-Consensus (FCC)-DCS, en-
forces full consensus over the control policies of neighboring agents, aligning both
their mean and covariance trajectories to enable strong safety performance. The sec-
ond approach, Partial-Covariance-Consensus (PCC)-DCS, exploits the insight that
safety constraints can be satis ed by leveraging only partial covariance informa-
tion, leading to lower computational complexity. The third method, Mean-Consensus
(MC)-DCS provides the most computationally ef cient alternative by requiring con-
sensus only between the mean states. In addition, we establish novel convergence

guarantees for distributed ADMM methods under non-convex constraints arising in
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safe multi-agent autonomous systems. Simulation experiments illustrate the advan-
tages of each approach in various tasks including 2D and 3D multi-agent systems,

and demonstrate their scalability to large-scale problems.

Distributed model predictive covariance steering.We present Distributed Model
Predictive Covariance Steering (DIMPCS), a multi-agent control framework that in-
tegrates covariance steering, distributed optimization and model predictive control
(MPC) to achieve safety, scalability, and decentralization under stochastic uncer-
tainty. The proposed approach utilizes the Wasserstein distance for steering state dis-
tributions to desired targets while enforcing probabilistic safety constraints through
tractable convex reformulations. A decentralized consensus-based algorithm is ex-
tended to a receding horizon form leading to the nal DIMPCS algorithm. Simula-
tions with hundreds of robots and hardware experiments on a multi-robot platform
demonstrate the scalability, effectiveness, and real-world applicability of DIMPCS,

outperforming related stochastic MPC methods.

Hierarchical distribution control for large-scale clustered multi-agent systems.

This work addresses the challenges posed by Very-Large-Scale Multi-Agent Systems
(VLMAS), with dimensionality reaching millions of agents. Leveraging the assump-
tion that such systems often exhibit a multi-level hierarchical clustered structure,
we introduce the Distributed Hierarchical Distribution Control (DHDC) framework,
which associates the control of clusters of agents with the control of distributions.
The proposed framework comprises two sub-frameworks: Distributed Hierarchical
Distribution Estimation (DHDE), a bottom-up decentralized algorithm that links ini-
tial and target con gurations of cliques across all levels with Gaussian distributions,
and Distributed Hierarchical Distribution Steering (DHDS), a top-down distributed
method for steering these distributions from initial to target con gurations. Simula-

tion experiments involving up to two million agents highlight the framework's scal-
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ability, computational ef ciency, and safety performance, underscoring the potential

of hierarchical approaches in enabling safe and scalable solutions for VLMAS.

» Deep distributed optimization for large-scale quadratic programming. We intro-

duce a novel deep learning-aided distributed optimization architecture for large-scale
QP. Initially, we propose the DistributedQP optimizer, which combines the Operator
Splitting QP (OSQP) method with a consensus approach for addressing networked
QP problems. The convergence guarantees of DistributedQP are also established,
even under iteration-varying local tuning parameters. Then, we present the DeepDis-
tributedQP architecture which relies on unrolling the iterations of DistributedQP as a
supervised learning framework and learning policies for accelerating reaching to de-
sired accuracy within restricted iterations. As a byproduct, we also present DeepQP,
the centralized counterpart with collapses into unfolding the standard OSQP solver.
The performance of the learned optimizers is further certi ed through establishing
generalization guarantees to unseen problems using Probably Approximately Cor-
rect (PAC)-Bayes theory. Finally, extensive experimentation highlights the strong
generalization capabilities of DeepDistributedQP through training on small problems
and then successfully scaling to much larger ones (up to 50K variables and 150K
constraints). We further demonstrate that DeepDistributedQP achieves orders-of-
magnitude computational time improvements compared to the state-of-the-art OSQP
algorithm. The presented generalization bounds are also empirically veri ed, offer-

ing valuable guarantees of higher-quality solutions over traditional optimizers.

1.3 Outline

The remaining of this thesis is organized as follows. In chapter 2, we review necessary
mathematical preliminaries for the reader on multivariable calculus, optimization theory
and optimal control. The distributed dynamic architectures for multi-agent control that

are proposed in this thesis are presented in chapter 3. The distributed covariance steering
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algorithms for large-scale stochastic multi-agent systems are introduced in chapter 4. In
chapter 5, we present the distributed model predictive covariance steering framework for
safe multi-robot control under uncertainty. The hierarchical distribution control method
for very-large-scale clustered multi-agent systems is demonstrated in chapter 6. The deep
distributed optimization architecture for large-scale QP is introduced in chapter 7. Finally,

the conclusions of this thesis and potential future directions are discussed in chapter 8.
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CHAPTER 2
PRELIMINARIES

This chapter presents a concise overview of necessary preliminaries for this thesis. In
section 2.1, the reader is familiarized with the main notation used throughout the follow-
ing chapters. In section 2.2 and section 2.3 we review fundamental topics in optimization
theory such as convexity and Lipschitz smoothness, that will be referenced extensively
later on. In section 2.4, we cover essential aspects of constrained optimization theory in-
cluding rst and second-order optimality conditions, and provide a brief overview of the
Augmented Lagrangian Method (ALM) and the Alternating Direction Method of Multi-
pliers (ADMM). Finally, section 2.5 introduces the Bellman's principle of optimality and

describes the Differential Dynamic Programming (DDP) algorithm.

2.1 Notation

Standard notation. Throughout this thesis, we use non-bold lowercase symbols for scalars
a 2 R, and bold lowercase and uppercase symbols for veeto®s R" and matrices

A 2 R" ™ respectively. The space of symmetric matride® R" " is de ned asS,.

The space of positive semide nite matricés2 R" " is denoted witlf; , while the space

of positive de nite matricexX 2 R" " with §* . The integer sefla; J\ Z, witha b is

denoted withla; K

Vectors and matrices. Given vector;; i 2 J1; nK we refer to their vertical concatena-

tionasx = Xgi;::5;Xn = fXiGi2mnk - A diagonal matrix made up of scalaxs 2 R,

n nis denoted,, while the zero matrix of dimensiom m is denoted,, ,,, with the
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subscripts omitted whenever clear from the context. The trace of a Paisxdenoted by
tr( X). The maximum and minimum eigenvalues of a square matrix are dengigX)

and n,in(X), respectively.

Inner products and norms. The inner product between two vectorsy 2 R", is de-
noted withhx;yi = x”>y. The ,-norm of a vectox 2 R" is kxk, = P h;xi. We
also de ne the weighted norm (seminor® ky = P ;W xi foranyW 2 S (W 2
S;). The Frobenius inner product between two matrige&¥ 2 R" ™ is denoted with
hX:Yig =tr( X>Y). Lastly, the Frobenius norm & is de ned askX ke = P X XiE.

Multivariable calculus. Given a differentiable functioh : R" ! R, its gradient with

respectto (w.r.tX = x; Xn 2 R"is denoted by

o@f @f ~

gz = = 2R" 2.1
r @x @x @D

which is always considered to be a column vector. In cases where the argument is clear
from the context, the subscriptmight be omitted, yielding the lighter notationf . If the

functionf is twice differentiable, its Hessian is denoted by

2 a °
@z @x@x
raf=8 .. i IoRpnn 2.2)
©@f ©f
@x@x @3
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Finally, for a vector-valued function : R" ! R™, given byf (x) = f1(x) fm(X) 7

its Jacobian w.r.tx = X3 Xn ” is denoted by
2 3
2.2 tet et
x'1 @x = @x
rxf:%:::@%=§ : %=§E o P Z2R™™M (2.3)
e 0 4@h . @h
" @x = @

Sets and graphs. Given a discrete seX, its cardinality is provided byXj. With the
notationG(V; E), we refer to a graph with nodes sétand edges sdi.

Indicator functions and projections on sets. Given a seC, with | ¢(x) we refer to an
indicator function such thatc(x) = 0 if x 2 Candl ¢(x) = + 1, otherwise. The

projection of a vectok onto a seCis denoted with ¢(x) := argmin,,cky xka.

Random variables and distributions. The mean and covariance of a random variable
(r.v.) (vector)x 2 R" are denoted b¥[x] 2 R" andCov[x] 2 S, respectively, where
Cov[x] = E[(x EX]D(x E[X])7] Ifarv.x 2 R"issuchthak N( ; ), then

X is subject to a multivariate Gaussian distribution with meaand covariance . The
Kullback—Leibler (KL) divergence of a probability distributiéh from another distribution

Q is denoted witlDy_ (PkQ).

2.2 Convexity

This section brie y overviews convex sets and functions. For a more detailed overview of
these properties and their implications on optimization algorithms, the reader is referred
to several well-known textbooks such@envex Optimizatioby Boyd and Vandenberghe
[120], Numerical Optimizatiofny Nocedal and Wright [121] anidectures on Modern Con-

vex Optimization: Analysis, Algorithms, and Engineering ApplicatlmnBen-Tal and Ne-
mirovski [122].
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2.2.1 ConvexSetsandCones

The fundamental role of convexity in optimization was rst formally stated by Nemirovski
and Yudin in [123], and subsquently put simply into words by Rockafellar in [124] through
his famous quote:The great watershed in optimization isn't between linearity and nonlin-
earity, but convexity and nonconvexXitigefore introducing what is a convex optimization
problem, we rst need to de ne what makes a set or a function convex. We start by provid-

ing the de nition of a convex set below.

De nition 2.1 (Convex set) A setCis called convex if for any two points;;x, 2 C, it
holds that
X1+ (1 X,2C 8 2(0;1): (2.4)

In other words, a set is said to be convex if any line segment drawn between two points
of the set alsdies entirely within the same setSeveral examples of commonly found

convex sets that are to be encountered quite often in this thesis are:

* sets of linear inequality constrain®= fx 2 R" : Ax  bg,
* norm balls of the forrC= fx 2 R" : kxk rg, wherek Kk is any valid norm,
« ellipsoids of the fornC=fx 2 R": (x x)” P }(x x) rg,whereP 2 S'*.

For equality constraintis(x) = 0 especially, it is interesting to note they are convex if and
only if h is an af ne function, i.e.h(x) = Ax + b.

Next, we provide the de nition of a cone set.

De nition 2.2 (Cone) A setCis called convex if for any point 2 C, it holds that

x2C 8 O: (2.5)

Naturally, by combining the two previous two de nitions, we also arrive to the de ni-

tion of convex cones as follows.
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De nition 2.3 (Convex Cone)A setCis called convex cone if for any two points; X, 2
C, it holds that
X1+ X022C, 84 5 O (2.6)

A cone is also calleghroper if in addition to being convex, it also has a non-empty

interior and does not contain entire lines. Some interesting examples of proper cones are:
 the non-negative orthal] = fx 2 R":x; 0; i 2 J1;nKky,
* the positive semide nite con€= fX 2 S/ g,

* norm cones of the forlC = f(x;t);x 2 R";t 2 R: kxk tg; a popular subcase

being Second-Order Conic (SOC) s€ts f(x;t);x 2 R";t 2 R: kxk, tg.

Given a proper con€, ageneralized inequalitased on that cone can be de ned as

X cY if Y X2C 2.7)

For the purposes of this thesis, we will simply use the notationthat X whenY X 2

S, andY X whenY X 2 S".

2.2.2 ConvexFunctions

Next, we discuss convex functions and essential properties that accompany such functions.

De nition 2.4 (Convex function) A functionf (x) is called convex if for any two points

X 1; X2 2 domf , it holds that

flxa+(@  )xa] f(x)+(@  )f(x2); 8 2(01) (2.8)

Essentially, this de nition implies that a function is convex if any line segment drawn
between two points of the function remains above or on the points of the function that lie

in between.
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The following properties are particularly useful and often serve as alternative charac-

terizations for convex functions.

Lemma 2.1 (Fundamental properties of convex functianghe following properties hold

for convex function§ (x):

* First-order condition. If f (x) is differentiable, then it is convex if and only if at any

two pointsx 1; X, 2 domf ,

f(x2) f(xo))+rf(x) (X2 xu): (2.9)

» Monotonicity gradient condition.If f (x) is differentiable, then it is convex if and

only if at any two pointx 1;x, 2 domf ,

hrf(xy) r f(x2);x1 Xa O (2.10)

» Second-order conditionlf f (x) is twice differentiable, then it is convex if and only
if at any pointx 2 domf ,
ref(x) O (2.11)

The inequality in Equation 2.9 implies that convex functions admit a linear underesti-
mator at any given point of their domain. The inequality in Equation 2.10 implies that the
gradient mapping of a convex function is monotone; i.e., the gradient does not oscillate in a
way that would contradict convexity. The second-order condition in Equation 2.11 further
indicates that the Hessian must be positive semide nite throughout the domain, ensuring

that curvature is non-negative.

2.2.3 StronglyConvexFunctions

An enhanced version of convexity in functions that is particularly useful in optimization is

known asstrong convexity This property essentially implies that a function might‘be
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convex”that if we subtract a quadratic function from it, then it remains convex. This is

formally de ned as follows.

De nition 2.5 (Strongly convex function)A functionf (x) is called -strongly convex if

there exists a constant 0, such thag(x) = f (x) Ekx k3 is convex.

Given this important property, we can also arrive to the enhanced versions of the in-

equalities presented in Lemma 2.1.

Lemma 2.2(Fundamental properties of strongly convex functiorig)e following proper-

ties hold for functions$ (x) that are -strongly convex with> O:

« First-order condition. If f (x) is differentiable, then it is -strongly convex if and

only if at any two pointx 1; X, 2 domf ,

f(x2) f(xo)+rf(x1) (X2 X1)+Ekx2 X 1K3: (2.12)

» Monotonicity gradient condition.If f (x) is differentiable, then it is -strongly con-

vex if and only if at any two points;; x, 2 domf ,

hrf(xi) r f(X2):X1 Xo kx,  XqKa: (2.13)

» Second-order conditionlf f (x) is twice differentiable, then it is-strongly convex

if and only if at any poink 2 domf ,
r2fx) I: (2.14)

Essentially, the above properties imply that a strongly convex function has a quadratic
underestimator—and not linear only as convex functions.
There are cases where a function might be “strongly convex only w.r.t. to speci c co-

. . 1 . .
ordinates”. See for example the functib(x;y) = éxz + vy, which we could say that it

22



is “strongly convex only w.r.t.x, but clearly not w.r.t.y”. This coordinate-wise strong
convexity turns out to be a quite useful property and has been considered in several opti-

mization setups. We formalize this concept through the following de nitions.

De nition 2.6 (Partially strongly convex function w.r.t. coordinatg. A functionf (x) is
called ;-partially-strongly convex w.r.t. to a speci c coordinateif there exists a constant

i > 0, such thag(x) = f (x) EIX'Z is convex.

. . 1 . .
Hence, the previous functidn(x; y) = éxz + y is partially strongly convex w.r.t. t
with , = 1. This gives rise to the following de nition of coordinate-wise strong convexity

where different coordinates might have a different degree of partial strong convexity.

De nition 2.7 (Coordinate-wise strongly convex functio functionf (x) is called coor-
dinate wiseM -strongly convex if there exists a matik = diag( ;:::; ) with ; O

foralli 2 J1;nKi.e.M 0, suchthag(x) = f(x) %kx k2, is convex.

For example, the functioh(x;y; z) = x?+ %y2+ z is coordinate-wisd/ -strongly con-
vex withM = diag(2; 1;0). The properties presented in Lemma 2.2 can also be adjusted

for the case of coordinate-wise strong convexity as follows.

Lemma 2.3 (Fundamental properties of coordinate-wise strongly convex functidis)
following properties hold for functions(x) that are coordinate-wis&/ -strongly convex

with M 0:

* First-order condition. If f (x) is differentiable, then it is coordinate-wis& -strongly

convex if and only if at any two poinks; X, 2 domf ,

fF(xz) fFxo)+rf(xy) (X2 x1)+%kx2 X1K2, - (2.15)

» Monotonicity gradient conditionIf f (x) is differentiable, then it is coordinate-wise
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M -strongly convex if and only if at any two pointsg; X, 2 domf ,

hrf(xi) r f(x2);x: X k Xp X3k : (2.16)

» Second-order condition.If f (x) is twice differentiable, then it is coordinate-wise

M -strongly convex if and only if at any poirt2 domf ,

r2f(x) M: (2.17)

2.3 Lipschitz Continuity and Smoothness

In this section we provide a brief overview of Lipschitz continuity and smoothness. Let us

start by revisiting when a function is said to be Lipschitz continuous.

De nition 2.8 (Lipschitz continuous function)A functionf (x) is called Lipschitz contin-
uous if there exists a constant 0 such that for any two points; x, 2 domf , it holds
that

jf(x1) f(x2)] Lkxi xzko: (2.18)

This condition essentially means that the rate at which the function can change is uni-
formly bounded. Next, we recall the notion bfsmoothness, which imposes a uniform

bound on the variation of the gradient of a function.

De nition 2.9 (L-Smooth function) A differentiable functiori (x) is calledL-smooth if
its gradient is Lipschitz continuous, i.e., there exists a condtantO such that for any two

pointsx 1; X, 2 domf , it holds that

kr f(x1) r f(xoks Lkx; Xoks: (2.19)

Similarly to coordinate-wise strong convexity, we can also de ne the property of coor-

dinate wisd_ -smoothness.
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De nition 2.10 (Coordinate-wisd.-smooth function) A differentiable functiorf (x) is
called coordinate-wisé& -smooth if there exists a matrix = diag( "1;:::; n) with’; 0

foralli 2 J1;nKie.L 0, such that for any two points;;x, 2 domf , it holds that
kr f(x1) r f(x2ks k x1  Xok: (2.20)

Lemma 2.4(Fundamental properties of coordinate-wlisemooth functions) The follow-

ing properties hold for functions(x) that are coordinate-wise -smooth with.  0O:

* First-order upper bound.For anyx;x, 2 domf ,
1 )
f(x2) f(xy)+ hrf(xy);x, Xqi+ Qkxl X oKi (2.21)
» Gradient inequality.For anyx;x, 2 domf ,
hrf(xy) r f(X2);x:1 X K X1 Xok: (2.22)
» Second-order conditionlf f is twice differentiable, then for any 2 domf ,
r f(x) L:

2.4 Constrained Optimization

In this section, we review the rst and second-order optimality conditions in constrained
optimization and provide a brief introduction to the Augmented Lagrangian Method (ALM)

and the Alternating Direction Method of Multipliers (ADMM).
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2.4.1 First-OrderOptimality Conditions

Consider the constrained optimization problem

mxinf (x)
st: g(x) 0 j=1;::5;m; (2.23)
hj(x)=0; j=1;:::;p;
wherex 2 R" is the decision variabld, : R" ! R is the objective function, ang :
R"! Randh; : R"! R denote inequality and equality constraints, respectively.

The Lagrangian function corresponding to the problem presented in Equation 2.23 is

formulated as

X0 xXP
L(x; 5 )=f(x)+ ig(x)+ iy (x); (2.24)
j=1 j=1
where =[ ;i1 m]2RMand =[ 4;:::; ] 2 RP are the Lagrange multipliers for
the inequality constraintg (x) 0,j = 1;:::;m, and equality constraints (x) = 0,
] =1;:::;p respectively. Then, we review the Karush—Kuhn—-Tucker (KKT) conditions, a

fundamental result in constrained optimization for identifying solutions to a given problem.

De nition 2.11 (KKT Conditions) A point(x ; ; ) is called a KKT point of the prob-

lem presented in Equation 2.23 if the following conditions hold:

x X
r«L(x; ; )=0,r f(x)+ irg(x )+ irhi(x)=0; (2.253)
j=1 j=1
jg(x)=0; 8 2J,mK (2.25Db)
g(x) O 8 2J;mK (2.25¢)
hj(x )=0; 8j 2 J1;pK (2.25d)
;0 8 2J;mK (2.25e)

26



Constraint Quali cations. Before we can utilize the KKT conditions to characterize
optimal solutions, it is essential to introduce certain criteria knowecoastraint quali ca-

tions. Two common cases we will refer to in this thesis are:

1. theSlater's condition which applies to convex problems and requires the existence

of a strictly feasible point, i.e., a point that satis es all inequality constraints strictly,

2. theLinear Independence Constraint Quali cation (LICQyhich requires that the
gradients of the active inequality constraints at a candidate solution are linearly inde-

pendent.

For a detailed exposition of other quali cations, the reader is referred to [121, Chapter 12].
Then, we can introduce how the KKT conditions can be used to characterize solutions to

constrained optimization problems.

KKT conditions for convex optimization problems. In convex optimization problems,
i.e., problems where the objective function is convex and the feasible set de ned by the
constraints is also convex, the KKT conditions serve as hetlessarandsuf cient con-

ditions for global optimality, provided that Slater's condition holds.

KKT conditions for non-convex optimization problems. In non-convex optimization
problems, i.e., when the objective is a non-convex function or the constraints de ne a set
which is non-convex, the KKT conditions can no longer be directly associated with opti-
mality. If a constraint quali cation is met, then the KKT conditions are necessary and suf-
cient conditions for a point to be stationary. Nevertheless, due to their rst-order nature,
the KKT conditions are insuf cient for further commenting on whether such a stationary

point is a local minimum, maximum or a saddle point.
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2.4.2 Second-Orde®©ptimality Conditions

Based on the previous discussion, it becomes essential to also introduce second-order op-
timality conditions. In the following, we discuss what are necessary and suf cient second-

order conditions to characterize optimality.

De nition 2.12 (Second-Order Necessary Conditiohgtx be a feasible point satisfying

the KKT conditions with multiplier6 ; ). De ne the critical cone ak as

Cx )= drh(x)"d=0;j2J3;pK rg(x)d 0j2A(x) ; (2.26)

whereA(x ) = fj 2 J;mKj g(x ) =0; ; > Ogis the set of active inequality con-

j
straints with positive multipliers. Then, a second-order necessary condition for local opti-
mality is:

d>r2 L(x; ; ) 0 8d2Cx):

De nition 2.13 (Second-Order Suf cient Condition)etx be a feasible point satisfying
the KKT conditions with corresponding multipligrs ; ). De ne the critical coneC(x )

as in the second-order necessary condition. If, in addition,

d>r2 L(x; ; )d>0; 8d2C(x )nf0g;

thenx is a strict local minimum of the constrained optimization problem.

2.4.3 Augmented_agrangiarMethod(ALM)

Subsequently, we introduce the Augmented Lagrangian Method (ALM) for addressing con-

strained optimization problems. For more details on ALM and its variations, the reader is
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referred to [121]. Let us de ne the AL for the problem in Equation 2.23 as

xXn
La(; 5 )= 1)+ “h(x)+ skh(OK+  P(g(x); i j) (2.27)
j=1
where and are again the Lagrange multipliers for the equality and inequality con-
straints, respectively,> O0and > 0 are penalty parameters, aRq ) is a penalty func-
tion for the inequality constraints. There are many variations that have been considered in
the literature for the form of such penalty functions. One of the most popular versions of
ALM is the Powell-Hestenes-Rockafellar (PHR) method, in which the penalty function for
thej -th inequality constraint is de ned as
. . — 1 . 2 2 .
P(g: 5 )= 5 max(@ j+ jg(x)° [ (2.28)
The ALM then relies on iteratively updating the primal and dual variables as follows

wherek denotes the iteration index:

x**T =argmin La(x; “ %); (2.29)
X

k+l — Kk + h(Xk+1); (230)

=max 0+ jg(x7t) ; j2ILmK (2.31)

2.4.4 AlternatingDirection Methodof Multipliers (ADMM)

Next we review the Alternating Direction Method of Multipliers (ADMM); for a more

detailed overview, the reader is referred to [31].

Standard ADMM. The classical ADMM method considers a slightly different problem

formulation given by

min f(x)+ g(z) st: Ax+ Bz =c; (2.32)
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wherex 2 R" andz 2 R™ are the (primal) decision variablds, R"! R,g:R™! R,

A 2 RP " B 2 RP ™andc 2 RP. Note that although this form might seem restrictive at
rst glance, the objective function could also incorporate indicator functions for capturing
additional constraints.

The AL for the problem in Equation 2.32 is given by
La(x;z; )=f(X)+9(z)+ “(Ax+Bz c¢)+ EkAx + Bz ck3; (2.33)

where 2 RP is the dual variable for the constraidtx + Bz ¢ =0 and > 0
is the penalty parameter. Then, the standard ADMM algorithm consists of the following

sequential updates whekedenotes iteration index:

x**1 = argmin La(x;z%; %) (2.34a)
X

%t = argmin La(x*;z; %) (2.34b)
z

= ke (AxMT+BZM o) (2.34c)

Consensus ADMM. Next, we overview a variation of the previous two-block ADMM
methodology that is intended for consensus optimization problems [31]. Let us consider a
set of local optimization variables; 2 R"; i 2 J1; N Kand the following problem where

the objective function is separable with respect tp
min fi(xi) (2.35)

wheref; : R" I R [f +1g . Again, constraints can be incorporated in each local term
by assigning the valuk (x;) = + 1 when a constraint is violated. Let us also de ne the
global variablez 2 R" with n ni;8i 2 J1;NK Each local variable; corresponds

to a speci ¢ selection of components of the global variabldn other words, each local
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variable componer(ix;); corresponds to a componeny of z. By expressing this linking

through the mapping = G(i;] ), the consensus constraints can be written as:

Let us now also de nex 2 R™, with (z7); = zg(;;). Essentiallyz expresses the global
variable's idea of what the local variabte should be. The optimization problem can then

be expressed in the following form:
min fi(xi) s.t. xj=2;i12J;NK (2.36)

By formulating the AL for Equation 2.36, the following ADMM algorithm emerges:

xKt =argmin fi(x;)+ yx; + Ekxi K5 (2.37a)
Xi
k+1 1 X k+1
Zkt = = (xk*1), (2.37b)
9 g=alij )
ykt = yhy (kL gkl (2.37¢)

wherey; are the dual variables corresponding to the constraints z;, andky is the
number of local variable entries that correspond to the global variable entiyote that
the primal (Equation 2.37a) and dual (Equation 2.37c) updates can be carried out in parallel

by each processing elemeant

2.5 Optimal Control

Finally, we provide a brief review of the Bellman's principle of optimality and the differ-

ential dynamic programming (DDP) algorithm.
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2.5.1 Bellman'sPrincipleof Optimality

Let us consider the following discrete-time nonlinear dynamics
X1 = F(Xk;Uk);  Xo: given (2.38)

wherex, 2 R" anduy 2 R™ are the state and control input of the system at time instant

k. Over a nite time horizonT, the state and control trajectories are de nedxas

objective to be minimized is typically of the form

X 1
J(x;u) = “(XisuR) + o (XT) (2.39)
k=0
whereJ : R(O*DP  RTd1 Risthe total cost, : RP RY! R s the running cost and
:RP! Risterminal cost.

Therefore, the (unconstrained) nite-horizon discrete-time optimal control problem can

be formulated as nding the optimal control sequencesuch that

u =argminJ(x;u) (2.40a)
u

st: X+ = F(Xk;Uk); Xo:given (2.40b)

This problem can be addressed with Dynamic Programming (DP) [125] sincexgiven
at timek, the optimality of the future controls is independent of the past states and controls.
The value function that describes the optimal “cost-to-go” starting fx@ns provided by:
)’( 1

Vi(Xk) = . min (X u )+ (XT): (2.41)
R
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Hence, solving Equation 2.40 is equivalent with nding a control sequenseich that
J(x;u) = Vo(Xo). The Bellman's principle of optimality [125] states théi(x ) can be

found through the following backpropagation rule

Vie(Xk) = mul[l Qr(Xik; Uk); (2.42a)

Qu(Xk;Uk) = " (Xi; Uik) + Vieer (Xka1); (2.42b)
with terminal conditiorvVy (x1) =  (X7).

2.5.2 Differential DynamicProgrammingDDP)

Here, we provide a brief overview of DDP in its well-known centralized/single-agent un-
constrained form [67]. DDP is a second-order method that solves problem Equation 2.40
locally through Equation 2.42a, by taking an approximatio@gef The algorithm operates

in an iterative backward and forward pass fashion. Duringotiekwardpass, both sides

of Equation 2.42a are expanded around some nominal trajectoaesiu. In particular,

by de ning the deviationsxy = Xx Xk, Uk = Uk Uy, the quadratic expansion Qi

is given by

1
Qu(Xi;uk)  Qu(Xi;uK) + Qry Xk + Qg Uk + > X Qux k Xk

> 1 >
* X Qi Ui+ 5 Uy Quuik Ui (2.43)
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with

Quxk = wx + Fo Vi koafx + Viksr Fxs (2.44a)
Quuik = xu + fx Vi fu+ Visr Tous (2.44b)
Quuik = “w + i Vi fu + Vikr fuus (2.44c)
Qe = "x + 7 Vit ; (2.44d)
Quik = “u+ ) Viker; (2.44e)

where the cost and dynamics derivatives are evaluateq a@anduy. The last terms in
Equation 2.44a-Equation 2.44c are vector-tensor products that appear in DDP if the second-
order approximation of the dynamics is considered. By only taking the rst-order dynamics
expansion, these terms are omitted and DDP coincides with iLQR [126]. Using Equa-
tion 2.44, the minimization of the Right-Hand Side (RHS) of Equation 2.42a yields the

following optimal control deviations
u,= kk+ Kk Xk; (245)

with ky = Qui4Qux andKy =  Q;Qux x being the feed-forward and feedback
gains, respectively. By also expandiNg quadratically, Equation 2.42a leads to the fol-

lowing backpropagation rules

1
Vk = éQu;kQuul;kQU;k; (246a)
Vik = Qe Qi ;kQuul;kQU;k; (2.46b)
Vxx k= Qxx K sz ;kQuul;kqu ks (2-460)
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with Vi = (X1), Vaor = x(X1) andVik .1 = x (X7). After completing the backward

pass, the new trajectori@sandu are obtained during thi@rward pass as follows

c
=~
|

= U+ ki + Kk(Xk Xk); (2473.)

Xk+1 = F(Xk;Uk); Xo:given (2.47b)

These new trajectories will be used as the nominal ones during the next backward pass, and
so on. This iterative procedure continues until a prede ned termination criterion is satis ed.
While the original DDP method was developed for unconstrained optimal control problems,
several variations have been proposed for handling control and/or state constraints such as

[74, 75, 76, 77, 78, 79, 80, 81].
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CHAPTER 3
DISTRIBUTED DYNAMIC OPTIMIZATION FOR LARGE-SCALE
MULTI-AGENT CONTROL

This chapter introduces two novel decentralized multi-agent optimal control methods that
combine the computational ef ciency and scalability of Differential Dynamic Program-
ming (DDP) and the distributed nature of the Alternating Direction Method of Multipliers

(ADMM). For an extended version of this work, the reader is referred to [116].

3.1 Problem Statement: Multi-Agent Trajectory Optimization

notion ofneighborhoodsnd the local communication capabilities of the agents.

De nition 3.1 (Neighborhood Set)The “neighborhood” seV; V of an agent 2 V is

the set that contains all agent2 V that are neighbors aof (includingi).

De nition 3.2 (Neighbor-of Set) The “neighbor-of” setW; V of an agent 2 V is
denedasW; = fj 2 V :i 2 V,g. In other words, it is the set that contains all agents

] 2 V that consideli as a neighbor.

Assumption 3.1(Fixed Neighborhoods)The sets/;; i 2 V, are time-invariant. It follows

that the set®V;; i 2 V, are also time-invariant.

In the autonomy domain, we would typically hgve V; if agent; is within a close dis-
tance fromi. Note that there is no assumption of mutual neighbors, i.e., it is not necessary

thatV; andW, are equal.

Assumption 3.2(Local Communication)Each agent 2 V is able to exchange informa-

tion with all agentg 2 Vi [ W,.
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Letxik 2 R”,uix 2 RY% are the state and control input of ageat timek. Further,let

a time horizonT. Then, the multi-agent optimal control problem can be formulated as

follows.

Problem 3.1(Multi-Agent Optimal Control Problem)Find the optimal control sequences

u;; 8i 2 V, such that

fu, g2y = argmin o Ji(Xi;uj)
i=1
St: Xik+1 = Fi(Xik;Uik); Xio & given bix(uik) 0 (3.1)
Oik Xix) 0 hjx Xix;Xjk) 0, ) 2 Vinfig; i 2 V:

Each local cost componedt = P o h‘i(xi;k;ui;k)I + (X7 ); with () and ()
being the running and terminal costs, respectively. The constoaipts = fi(Xik;Uik)
correspond to the nonlinear discrete-time dynamics of the agents. All agents are subject
to single-agentontrol and state constrainbg (uix) O0andgik (Xix) 0. In multi-
robot problems, the former usually correspond to actuation limitations, while the latter
often represent position, velocity, obstacle avoidance constraints, etc. The folioténg
agentstate constraints are also imposed between every ag2n¥ and its neighbors,

hi (X X)) 0y ] 2 Vinfig. Such constraints could enforce collision avoidance or

connectivity maintenance between neighbors.

3.2 Nested Distributed Differential Dynamic Programming

The rst proposed architecture (Figure 3.1) uses an ADMM layer for enforcing a consensus
between the decisions of all agents (Level 1). Next, each agent's neighborhood constraints
are captured through a local AL layer (Level 2). Finally, the resulting problems are solved

by each agent through DDP (Level 3). Due to the “nested” structure of this framework, we
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Levell ADMM for Consensus

Level 2 AL for Local AL for Local
Constraints Constraints

Level 3 DDP DDP
Agenti =1 Agenti = M

Figure 3.1: The ND-DDP (“nested”) architecture. Level 1: ADMM for consensus between
different agents; Level 2: AL for local constraints; Level 3: DDP.

refer to it as Nested Distributed Differential Dynamic Programming (ND-DDP).

3.2.1 ProblemTransformation

The coupling that prohibits solving problem 3.1 directly in a decentralized manner is the
one induced by the inter-agent constraints. To address this, we propose that each agent
contains copy variables regarding the states and controls of their neighbors. In other words,
we de ne the variablegj, 2 RP; uj, 2 R%;j 2 V;; i 2 V, where eackj, (oruj,)

refers to what would be safe for aggnfrom the point of viewof agenti. Of course,

the variables}, andu}, coincide withx;x anduiy, respectively. Thus, the following

augmented state and control variables can be de ned for each agent:
X = [fx};k g2v]2 R, ufy = [fu};k g2v]2 R, (3.2)

wherep; = P v P ande = i j2v. G- The trajectories|;uj;x? u? are de ned as
Xi;u; earlier. Thanks to introducing the copy variables, the inter-agent constraints can be
rewritten from the perspective of each ageashij, (Xix; x};k) 0, or more compactly
ashf, (x%) 0;i2 V;wherehf (x%)= fhjx (xi;k;x};k)gjzvinfig :

Nevertheless, since there might be multiple variables referring to the same agent, it

becomes necessary to enforce a consensus between such variables. To achieve this, the
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following global state and control variables are also introduged [f zix gi»v] 2 RP and
P P
Wi = [fwixdizv] 2 RYwithp= ,,p andg= ;,,G. The trajectoriez, w, z;
andw; are de ned accordingly. Thus, we can impose the following consensus constraints

X} = zj; u} = wj; j 2 Vi i 2 V; which can be written in a more compact form as
xf=z& ud=whi2V,; (3.3)

with z8 = fzj g2y, 2 RP andwf = fwjrgoy 2 R%. Letus also introduce the
augmented dynamios, ., = f3(x};uf) and constraints?, (u, ) 0, g% (x%) O,

accordingly. Finally, we suggest the new local cost functions:

J3(x&ud) = * 1 Ji(x!ub); (3.4)
i i i jzvijwjj IR R P .

for every agent 2 V. Therefore, Problem 3.1 can be transformed to the following equiva-

lent form:

X
fu? gov =argmin  J3(x%u?d
i=1

sttt X = PR URDS X2 D giver b (uf) O (3.5)

9% (Xi) 0 hi(xf) 0 xP=z&Hul=wii2V:

3.2.2 MethodDerivation

The AL for the problem in Equation 3.5 can be formulated as

La= JAxBud)+ Tra(XFuf) + Toa(ui) + Toa(xP)+ 7 (x7 Zf)

FYIUE W Sk ZAG+ Skut wid (3.6)

39



where ;;y; are the corresponding dual variables of the consensus constrainfs and0

are penalty parameters. Next, the ADMM update rules are derived. In the following,

ADMM iterations are denoted with.

Optimization Step 1: Local AL-DDP Updates In the rst block of updates, the AL

(Equation 3.6) is minimized w.r.t. the local variablel u?, i.e.,
fxPufg"™ =argmin La(x{ulz™w™ Ty);

which results to the following/ subproblems, that can be solved in parallel by all agents

X 1h i
fxudg" = argmin Gx3;ud) + N(xE);
k=0
st: XBq = FaR (XA ud); x2, : given (3.7)

bﬁk(uﬁk) 0; gﬁk(xﬁk) 0; hﬁk(xﬁk) 0;

with the running and terminal costs being

Neoa 8y — X 1. iy a a ik ?
i(Xi Uik) = j—" i (X s Ujge ) + > Xik  Zix ¥ —
jov, 1) 2
2
a a Yik .
+ 5 Uik Wi ¥ — ]
2
Norga y — 1 (v + a a 4 i,T 2.
i(Xir) = J—J i (Xjr) > Xit it ¥ —
i2Vi J 2

Each of these subproblems is solved by incorporating the local constraints into the cost
through an AL approach as follows
X 1 hA i R X
fxf;ufg™™ = argmin (xR up) + i)+ Cu(xfsuiy) (3.8
k=0 k=0

ot - a — a a . ;a \. a . H
sti Xiea = (X Ui)s Xio - given
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where

Cix (X{sud) = P riges oStk (X ufy)

Sﬁk(xﬁk;uﬁk): b?k(u?k); gﬁk(xﬁk); hﬁk(xsk) ;

andrix, ik are the Lagrange multipliers and penalty parameters3oix{, ;uf,) 0.

Details on the form o () and on the updates of, ik are provided in section A.1

in Equation 3.8 is solved with DDP. The backward pass rules for DDP will obtain the

following form

X 1
—_ N a> a .
Qxaxak = W + 1+ Cuaxan + & Ve f s
oy SV X ax
j2Vi i%i
X
= N + |1+ C +f &2V, f e
Qupupk = Wil upurk F T ya Ve Ty
jov, VI g
X
Qxpupk = s + 3V f o
xfugk — ]\N_JJ X2 xxk+1 ud
i2Vvi ] xfuf
X
— 1 N + a a + o+ C + .I: a>V .
Qxia;k - ; i) (Xi'k Zi'k) ik X &k xa Vx&k+1,
. JWJ a ! ! i i i
i2Vi ] Xj
X
— 1 N + a a + o+ C + f a>V .
Quek = VYA (Ui Wi+ Yix uagk T T ya Vyaksr,
oy AW s ’ |
P2V ] uj

where, for simplicity, only the rst-order dynamics expansion is considered. The terminal

conditions for the value functions and their derivatives will be given by

X 1 i a a iT 2
Vir = AL AR 5> Xit Zipt—— o F Cir;
j2v 1YV 2
X 1 _
Viar = o iXir) iz )+ i+ G
i2Vi J JJ x{
V = 1 (x'1) + 1+C :
aaT — EYVEEAYIAS ayaTr.
v jov Wi e "
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Remark 3.1. The new local problems in Equation 3.8 include four signi cant modi cations
compared to their unconstrained single-agent counterparts. First, each agent optimizes for
its augmented state and control which allows for handling inter-agent constraints from
their own perspective. Second, all agents partially take into account the objectives of their
neighbors. Third, all neighborhood constraints are incorporated through the local AL for
each agent. Finally, the new costs include extra terms that encourage a consensus between

local and global variables, and therefore, a consensus between all agents.

Optimization Step 2: Global Updates In the second block, the global variableand

w are updated, i.e.,

fz;wg"? = argmin Lo(x®"*;u® "tz w; My, (3.9)
which leads to
X _ _ . .
fz;wg"?! = argmin kx| zjkE + SKuj W, k3 7z oy wi
i=1 j2V,

This minimization can be decomposed foraliw;; i 2 V, leading to

gtz 1 X e, et o L X ul" "t (3.10)
| JW|J | ! | JWIJ | : "

j2W; j2Wi

Forn > 0, the parts involving the dual variables in Equation 3.10, will become zero with
a similar argument as in [31, Section 7.2]. Therefore, the global updates are essentially
taking an average of all variables (actual or copy ones) that refer to agent

Optimization Step 3: Dual Updates Finally, the dual variables are updated as follows

R T e B (e o R CREY
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Algorithm 1 Nested Distributed DDP (ND-DDP)

1: x%uf?  Solve single-agent problems in parai 2 V.

2: Each agent 2 V receivesx?;u? from allj 2 Vinfig.

3: Initialize: x?  [fxPg2v ] uf  [fulgavl.z® xAwP u? ;i 0y O.

4: whilen N do

5 while| L do (in parallel8i 2 V)

6: x&ug  Solve Equation 3.8 in parall&i 2 V.
7 Mk, ik Update in paralle8i 2 V;8k 2 JO;T 1K
8.
9

if ksf ko AL then
: break o
10:  Eachagent 2 V receive!;u! fromallj 2 W;nfig.
11: Zi;w; Update with Equation 3.10 in parallgli 2 V.
12: Each agent 2 V receives;; w; from allj 2 Vinfig.
13: i;Yi  Update with Equation 3.11 in parallgli 2 V.

3.2.3 Algorithm

The ND-DDP algorithm is presented in Algorithm 1. To warmstart the variables (Line 1),
each agent 2 V rst obtains x% u? through solving once with DDP their unconstrained
single-agent problems which only take into account the dynamics constraints. Next, every
agentj 2 Vinfig sendsx;u? to agenti (Line 2). These are used by each aget
initialize x &, u?, z2 andw? (Line 3). Subsequently, the iterative ADMM algorithm starts.

In Lines 5-10x  andu ? are obtained by solving Equation 3.7 with AL-DDP in parallel for

all agents. This involvel loops, whereinx? u? (Line 6) andr ix; ik (Line 7) are updated
iteratively. The loop terminates early if the residuals of the local neighborhood constraints
get below some threshold, i.&s?, ko aL- After that, each agent 2 Winfig sends

x{ ; u{ to agent (Line 11), so that the latter is able to perform the global updates (Line 12)
using Equation 3.10. Next, every ager2 Vinfig sendg;; w; to agent, so that the latter

can construct? w? (Line 13). Thus, every agentan now perform its dual updates (Line
14) with Equation 3.11. This iterative procedure (Lines 4-14) continuesmuingaches to

the maximum number of ADMM iterationy .

Remark 3.2 (Fully Decentralized Structure of ND-DDPAIl computations can be per-

formed in parallel by every agent Furthermore, all necessary communication steps only
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take place in a neighborhood level. These two attributes characterize the fully decentral-

ized nature of ND-DDP from both computational and communication aspects.

Remark 3.3. It is possible to use a termination criterion that would check whether the
admm primal and dual residuals get below some threshold [31, Section 3.3]. Nevertheless,
this would require collecting information from all agents at every ADMM iteration, thus
violating the fully distributed form of the algorithm. For this reason, we empirically set a

maximum number of iteratiorl$ that leads to suf cient convergence.

Remark 3.4(Computational Complexity of ND-DDP)rhe most computationally demand-
ing part of ND-DDP are the local AL-DDP updates (Step 1). Let us denote the DDP it-

erations withD. The computational bottleneck of the DDP algorithm itself is the matrix

1

inversionQ,,;

which is performed times per DDP iteration. Therefore, ND-DDP has
computational complexity

ONLDT ¢: (3.12)

Note that applying AL-DDP directly on Problem 3.1 in a centralized fashion would lead to
OL D T (M) ; (3.13)

since the matrix inversio®,,-,, would have the dimensionality of the concatenated control
vector of all agents. Thus, it is clear that ND-DDP can achieve dramatic computational

gains against centralized AL-DDP as the number of agbhtmcreases.

We also highlight that any other constrained DDP method such as [76, 77, 79, 78,
80] could be used instead of the AL-DDP combination for solving the local problems

(Equation 3.7).
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Level 1 ADMM for Consensus & Local Constraints

Level 2 DDP DDP

Agenti =1 Agenti = M

Figure 3.2: The MD-DDP (“merged”) architecture. Level 1: ADMM for consensus and
local constraints; Level 2: DDP.

3.3 Merged Distributed Differential Dynamic Programming

In the second proposed architecture, we wish to take advantage of the fact that ADMM
can also be used for handling the neighborhood constraints locally rather than only the
consensus ones. This would lead into “merging” the consensus and local constraints levels
of ND-DDP into a single level (Figure 3.2). For this reason, we label this framework as

Merged Distributed Differential Dynamic Programming (MD-DDP).

3.3.1 ProblemTransformation

In order to handle the local state and control constraints with ADMM, it is necessary to
rst introduce the “safe” copy variables;x 2 RP; wix 2 R%; i 2 V. These variables
must satisfy the local single-agent constraints, bg.(ti«) Oandgix (xix) O, while

of course being in consensus with the actual states and controls
X'i;k = Xi;k; U'i;k = ui;k; i2V: (314)

Moreover, each agent will also contain the following safe copy variables for its neighbors,
x—};k 2 RP; | 2Vnfig; i 2 V. Thus, inasimilar manner asin ND-DDP, we can introduce

the augmented “safe” states as

%% = [Fx g2v] 2 RP; 02 V; (3.15)
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for which we impose thah?, (x%,) 0. The trajectoriest;; x~} ; x2 are de ned accord-

ingly. Finally, we de ne the global stat®, and enforce the consensus constraints
xP=2z%i2V: (3.16)

As a result, we can formulate the following problem which is equivalent to Problem 3.1.:

X
fu,gov=argmin  Ji(xi;u;)
i=1

st: Xik+1 = Fi(Xik;Uik); Xio:given b (k)  0; Qik (i) 0

hi (<) O uj = X = x4, xP=2z%12V: (3.17)

3.3.2 MethodDerivation

For the problem in Equation 3.17, the AL can be written as
La= Ji(xi;ui)+ L (Xiu) + D (en) + 1o 06) + Tra(el) + 7 (Ui en)
+ T(X )+ YR zZd+ Sku; e K3 + KX xik3 + §kx-? z2k3:

Optimization Step 1: Local DDP Updates In the rst block of updates, we minimize

the AL w.r.t. the local variables;; u;, i.e.,

fxi;uig™ =argmin La(xi;ui etz 1 My!h); (3.18)

for all agents 2 V. This results to the following/l subproblems

X th [
fxi;uig™ =argmin - (X uik) + X );
k=0
st: Xik+1 = Fi(Xik:Uik); Xio : given (3.19)
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with

2 2
A . _ 0~ . ik ik .
ik(Xik Uik) = ik Xk Ui) + = Xik X+ —  + = Ui i + —

2 , 2 2

2
N iT
i(Xir) = i(xir)+ o5 Xer T+ —
2

These problems are solved in parallel by every agénV, with DDP. The backward pass

rules will obtain the following form

Qxixi;k = ‘xixi + |+ f;ivxixi;k+1fxi;
Quivik = xiu + F Vi ket Fuys
Quiuik = “wiuy ¥ T+ T8 Ve Fugs
QXi;k = \Xi + (Xi;k X"i;k)+ ik + fx>ivxi;k+1;

Quik = "u ¥ (Ui i)+ i + F o Vs

where only the rst-order dynamics approximation is considered for brevity. The terminal

conditions for the value functions and their derivatives will be

2

— (LI
Vi;T - i(Xi;T)+ é XiT Xitr + —
2

VXi;T: Xi(Xi;T)+ (Xi;T X’i;T)"' iT

Viixim = xix (XiT) + 1

Optimization Step 2: Local Safe Updates The second block yields the following

update rules

fx? g™t =argmin La(xMuM™ %2 w2 M Ny
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2 y 2
X-iﬁn+1 = argmin > Xi X+ — + 5 x? zR+ =
2 2
st Qi (eix) 0 M () 0, k2 J0;TK (3.20)
andM control subproblems
2
gt =argmin = u; o+ — st bix(tix) 0, k2J0;T 1K (3.21)

2 2

Note that each agent's state subproblem (Equation 3.20) can be further decomposed into

T + 1 smaller subproblems (for each time instant 0;:::;T), i.e.,
. 2 y 2
X = argmini Xi Xk + — > XB zZfh o+
2 2
st: Gixk(xik) 0 hij () O (3.22)

that can be solved in parallel as well. The same holds for the control subproblems, which

can be decomposed into the followiigsubproblems (fok = 0;:::; T 1)

2

) ik
et = argmin 5 Uik i +

2

st: bi;k (U'i;k) 0: (323)

Moreover, note that Equation 3.22 and Equation 3.23 are actually projection steps that
admit trivial solutions in the case of box constraints. For example, if we bayg

ik Uimax then Equation 3.23 yields

ko
u‘[jl;'—l = [U; minsU'i; max] ui;k + — ) (324)
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Algorithm 2 Merged Distributed DDP (MD-DDP)
1: x%u?  Solve single-agent problems in paralel 2 V.
2: Eachagent 2 V receives<lQ fromallj 2 Vinfig.
3: Initialize: x;  xPu;  udx?  [fxPgavlen  ulzd xf 0 0
yi 0.
whilen N do
Xi;uj  Solve Equation 3.19 in parall8li 2 V.
x2  Solve Equation 3.22 in parall&li 2 V,8k 2 JO; TK
t  Solve Equation 3.23 in paralléli 2 V,8k 2 JO;T 1K
Each agent 2 V receivesd from allj 2 Wnfig.
zi Update with Equation 3.25 in parall@li 2 V.
10: Each agent 2 V receiveg; fromallj 2 Vinfig.
11: i. i;Yi Update Equation 3.26 in parallgli 2 V.

© 0N TR

which can be computed by clamping all elementsigf + i« = , so that they are within

[Ui;min; Ui;max]-

Remark 3.5. It follows that Step 2 of MD-DDP is a highly parallelizable step, since it
can be decomposed w.r.t. i) all agents, ii) states and controls and iii) all time instants.
Therefore, it results intd (2T + 1) low-dimensional subproblems that can be solved in

parallel.

Optimization Step 3: Global Updates Similarly with Step 2 of ND-DDP, the global

updates will be given by

e LN g, (3.25)
Wil '
2w

Optimization Step 4: Dual Updates Finally, the dual updates are provided by

e CHE N (3.262)
M= M (x x); (3.26h)
ChEYr O 2P (3.26¢)
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3.3.3 Algorithm

The MD-DDP algorithm is illustrated in Algorithm 2. As in ND-DDP, the single-agent
unconstrained problems are initially solved once (Line 1), soxhat;, x?, u;, z? are
warmstarted (Line 3). During every ADMM iteration, all agents rst solve problems
(Equation 3.19) in parallel with DDP, to obtain; u; (Line 5). Subsequently, problems
(Equation 3.22),(Equation 3.23) are solved in parallel for all agents and all time instants
(Lines 6,7). Afterwards, every agen2 V receivesx{ from all agentg 2 W;nfig (Line

8), so that the global updates (Equation 3.25) are executed (Line 9). Finally, each agent
getsz; fromallj 2 Vinfig (Line 10), so that the variables' are constructed and the dual

updates can be performed (Line 11). Lines 5-11 repeat mmébches tiN .

Remark 3.6. As with ND-DDP, the MD-DDP algorithm is fully decentralized since all
computations can be performed in parallel among all agents, while the required communi-

cation steps take place in a neighborhood level.
Remark 3.7 (Computational Complexity of MD-DDP)Using a similar justi cation as in
Remark 3.4, the computational complexity of MD-DDP is given by

ONDT ¢: (3.27)

Note that this is a major computational improvement even compared to ND-DDP, since the
AL loop has been eliminated and the DDP subproblems only have a single-agent dimen-

sionality, i.e., the matrix inversio®,;",, has aO(¢f) cost.

3.4 Architectures Improvements and Details

In this section, we propose two improvements for enhancing the performance of ND-DDP
and MD-DDP. First, we show how Nesterov acceleration can be incorporated through the

ADMM updates to accelerate the convergence of the algorithms. Second, we propose a
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decentralizedagent-speci ¢’ scheme for adapting the ADMM penalty parameters that is
suitable for multi-agent optimal control. For the sake of brevity, both are being presented

only in the context of MD-DDP. Further details on the algorithms are also provided.

3.4.1 NesterovAcceleration

A Nesterov accelerated version of MD-DDP is presented here. For more details on ADMM
with Nesterov acceleration, the reader is referred to [127, 44]. Let us introduce the Nes-
terov duplicate variables?, u;, z, i, ; andy;. The updates of the modi ed MD-DDP
algorithm are carried out as detailed below. In Step 1 (Local DDP updates), the variables

Xi; Ui are updated through

fxi;uig"t =argmin La(xi;ui x3hulhz™ Mo My
which leads to problems (Equation 3.19), but with u;, i, i in place ofx, &, i, i,

respectively. Step 2 (Local Safe updates) yields the following updates' fex;

n+l _ n

fx2 g argmin La(xM;uMt s x® w2 M My
which results to (Equation 3.22), (Equation 3.23) ustflg, ik, ik, Yik instead oz,

ik, ik, Yik,respectively. Subsequently, Step 3 (Global updates) will have the following
form

1 X . 1.
ML= g Ty 2
Zi wij . ' (3.28)
i2W;

The dual updates are provided by

R N CHE ik (3.292)
R N T (3.29b)
yrl =y (BN A, (3.29¢)
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Finally, the Nesterov duplicate variables are updated as follows

Xia;n+1 — X_ia;n+1 + n(X_ia;n+1 X_;a;n); (3.30a)
uin+1 - u_in+l + n(u'in+1 U'in); (3.30b)
Zin+1 - Zin+l + n(zin+l Zin); (3.30¢)
in+1 — in+l + n( in+1 I“)’ (330d)
in+1 - in+1 + in+1 l”)1 (3.30e)
yrrtt =yt Lt YD) (3.300)
1 |
where |, = , T nOn=0.1::: IS the Nesterov sequence
n+l
1+ P 1+4 2 .
e

and 2 [0;1) is a tuning parameter. For= 0, the algorithm collapses to vanilla MD-

DDP.

3.4.2 DecentralizedPenaltyParameterédaptation

Proper selection of the penalty parameters in ADMM algorithms is signi cant since it af-
fects how fast they will converge to a satisfying solution, i.e., the primal and dual residuals
will reach below some suf cient thresholds [31]. In general, these parameters are treated
as tuning parameters, although several adaptation schemes have been proposed in the lit-
erature such as [60, 61, 62, 63]. Most of them rely on steering the total primal and dual
residuals ratio to some desired value [60, 61], since high or low values of the parameters
prioritize the reduction of the primal or dual residuals, respectively. Of course, comput-
ing the total residuals of the global problem would require a central node, sacri cing the
fully decentralized form of ND-DDP and MD-DDP. In [62], the residual balancing idea is

extended by using different penalty parameters per node/agent.
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Our observations have shown that schemes of this nature can be particularly useful in
optimal control for multi-agent systems, while also admitting an intuitive interpretation. In
fact, we take this idea one step further and propose (in the context of MD-DDP) that each

agent contains the following diagona¢nalty parameter matrices

Ti2R% 9P, 2RY P; M;2R" P; 2V, (3.31)

with every diagonal element corresponding to a particular control/state component. The
intuition here is that not only each agent should be penalized differently based on whether
its local constraints are satis ed or not, but moreover, each control/state component should
also be penalized separately. This is crucial in the case where the original astsi;)
assign signi cantly different weights to these components, so the penalty parameters should
be attuned to such discrepancies.

The resulting modi ed updates for MD-DDP are provided in Appendix section A.2. At

each ADMM iteration, the penalty parameter matrices are updated as follows

T =&l Ty (3.32a)
P = apit Py, (3.32b)
M = alitM Y, (3.32¢)

whereT?, P2, M? are their initially assigned values. The update rules for the parame-
tersag;l; b=1;2;3, depend on the corresponding primal and dual residuals ratios, with
detailed expressions provided in Appendix section A.3.

Of particular interest is the quite common case, where the ddsts u;) are quadratic,
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X Lth [
Ji = Xk X)7Qi(xik  xD+ upRiuk +(xir  x)7Ql(xir  xP);
k=0

(3.33)

with Q;; R; being diagonal matrices and being the target state of theh agent. In this

case, a well-suited initialization B = ¢; Ri,P?= ¢, Qi,M?= ¢ bdiag(f Q;gj2v,),
wherec;; ¢;; ¢ > 0 with reasonable values, s@yl to 10. Choosing values;;c;;c;3 > 1

would assign more importance to consensus in the MD-DDP updates (see Appendix sec-
tion A.2), while the opposite would assign more importance to the original costs. The
intuition behind this choice is that each state/control component of each agent should be
penalized by a symmetric amount as in the original costs. Subsequently, depending on
which constraints are violated or not, the updates (Equation 3.32) will lead the penalty
parameters to appropriate values, while still respecting the original relative weighting that
was assigned to each state/control component by the cost m&)ieeslR ;. It is straight-
forward to apply the same ideas in ND-DDP as well, by replacing the paramedeics

with matricesP; 2 R P andM; 2 R% % for every agent.

3.4.3 Convergence

DDP is known to admit a quadratic convergence rate to a locally optimal solution [72, 73].
In addition, convergence guarantees for ADMM are well-established in convex optimiza-
tion problems [31]. While convergence results on problems with nonconvex constraints are
limited in the literature and require signi cant modi cations that might reduce computa-
tional ef ciency [47, 48, 128], extensive computational experience has shown that ADMM
works well in practice for nonconvex problems [41, 40]. In fact, after thorough testing, no
divergence cases have been observed for both vanilla ND-DDP and MD-DDP. For their

Nesterov accelerated versions, a suf cient tuning of parametenecessary to ensure that
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the algorithms will not diverge [44].

3.4.4 DDP Details

The performance of DDP can be further improved with two main modi cations, which we
adopt in the proposed frameworks. First, during the backward pass of DDP, we perform a
suf cient regularization on th€,, matrix such thatitis ensured that it is a positive de nite
matrix using the adaptation rule proposed in [72]. Second, at every DDP forward pass, we

use the following modi ed version of Equation 2.45,

U= Kk + Kk X (334)

where a line search is performed to nd the optimdhat leads to the highest cost reduction

[67]. In all cases, DDP is warmstarted with the previous solution of each agent.

3.5 Simulation Experiments

In this section, the ef cacy of the proposed methods is veri ed through extensive simulation
results. We start by demonstrating their performance in various challenging multi-vehicle
problems and gradually increase to large-scale scenarios with thousands of vehicles. Sub-
sequently, the capability of the algorithms to handle more complex dynamics in 3D space
is illustrated by successfully testing them in multi-UAV control problems with up to hun-
dreds of drones. An ablative analysis which shows how the improvements proposed in
section 3.4 can enhance performance is provided afterwards. Finally, the superior scala-
bility of ND-DDP and MD-DDP against popular multi-agent optimal control alternatives
such as centralized/decentralized SQP and centralized/semi-centralized DDP is highlighted
for large-scale problems. In all results, only the rst-order expansions of the dynamics are
used. For all tasks, the results of both MD-DDP and ND-DDP are included in the supple-

mentary video in [116]. In the following, only snapshots using MD-DDP are presented.
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3.5.1 Multi-Vehicle Control

We consider a problem setup where each agkas Dubin's car dynamics with statg, =
Xix: Yik: ik; Vik 2 R*and control inpuuix = ay; ik 2 R where(Xix; Yix)

is the 2D position, i« is the angleyvix; !k are the linear and angular velocities and
ax is the linear acceleration of vehicleat time instantk. For all tasks, we use time
stepdt = 0:02s and time horizonT = 200, unless speci ed otherwise. Each agent's
cost is of the form (Equation 3.33) wit; = diag(30; 30; 0; 6), R; = diag(0:5;0:5) and

Q! = diag(100; 10Q 0; 100). All cars are subject to the following box control constraints

Amax ai;k Amax ! max ! ik ! maxs (335)

With amax = 10m=s* and! .« = 30 =s. The following box state constraints must also be

satis ed

Xmin Xi;k Xmaxs Ymin Yi;k Ymaxs (336)

Vimax Vi;k Vimaxs (337)

whereXminmax Yminmax are the eld bounds for each task amng.x = 10m=s. Furthermore,

all vehicles are subject to the obstacle avoidance constraints

kpik  Pokz To+ do; 02 0512V, (3.38)

wherepix = Xk;VYik ,» While p,, r, andd, are the position, radius and desired mini-
mum distance from obstacte2 O, andO is the set of all obstacles. For all obstacles,

we setd, = 0:3m. Lastly, the following inter-agent collision avoidance and connectivity
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maintenance constraints are also enforced between each vieduandets neighbors

kpik  PjkKa oo j 2 Vinfig; i 2 V; (3.39)

kpi;k pj;k kz dcon; J 2 Vi nfig; i 2 V; (340)

with d¢o = 0:3m andd.., = 2:0m. While the constraints in Equation 3.39 ensure that the
cars will not collide with each other, the ones in Equation 3.40 force neighboring cars to
stay within a close distance. Note that Equation 3.38-Equation 3.40 can be handled directly
through the local ALs in ND-DDP. For MD-DDP, we opt to linearize them [129, Section
l1l.A] at every ADMM iterationn, around the trajectories’ obtained from Step 1. Hence,
problems (Equation 3.22) will be small-dimensional QPs that can be solved very fast - es-
pecially considering Remark 3.5. An additional communication step will be needed in MD-
DDP between Steps 1 and 2 where every aganist send ' to agentg 2 W;nfig, so that
subsequently, each aganlinearizes the constraints (Equation 3.39) and (Equation 3.40)
around the trajectories’; j 2 V. In subsection 3.5.1 and subsection 3.5.2, we use the
vanilla versions of ND-DDP and MD-DDP with constant agent-speci ¢ penalty parameter
matrices - but without parameter adaptation or Nesterov acceleration. For ND-DDP, we
setM; = 2 bdiag(fRigj2v,), Pi = 8 bdiag(fQ;g;2v,) and for MD-DDP, we assign
Ti=2 R;j,P; =8 Q;,M; =8 bdiag(fQ;gj2v,) for every vehicle. The maximum
number of ADMM iterations is set thl = 50 for ND-DDP andN = 200 for MD-DDP. In
all experiments, the neighborhood sets are selected with a closest distance criterion based
on the initial positions of the agents.

In the rst task (Figure 3.3), four groups of 4 cars are initialized with velocitigs=
3m/s, while moving towards an intersection with a high chance of colliding. Except for
avoiding collisions with all other card/( = V) and reaching their targets, the vehicles are
also required to remain within their lanes. Since all cars are neighbors here, constraints

(Equation 3.40) can be omitted. Figure 3.3 shows six snapshots of the vehicles motion us-
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k = 40 k=75 k =200

Figure 3.3: Multi-vehicle intersection task with MD-DDP includitg cars: Snapshots at
different time instants. Each "x' marker indicates the target of the car with the same color.
The black lines indicate the lane bounds of each team of cars.

k=0 k=40 k =90 k =200

Figure 3.4: Multi-vehicle “communication maintenance” task with MD-DO® ¢ars).
Snapshots at different time instants.

k=0 k=40 k =90 k =200

Figure 3.5: Multi-vehicle “circle swapping” task withO cars and three unsymmetrical
obstacles (black), solved with MD-DDP. Snapshots at different time instants.
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ing the MD-DDP optimal solutions. All cars are able to reach their goals while maintaining
their safety. Note that in cases where the neighborhood size is close to the total number of
agents, the computational bene t of ND-DDP against centralized AL-DDP decreases. On
the contrary, MD-DDP is immune to such choices, since the local DDP problems in Step 1
always maintain a single-agent dimensionality, irrespective of the neighborhood size (see
Remark 3.7).

The second task includes a team of 16 vehicles that is required to surpass a cluster
of obstacles while staying close to each other so that communication is maintained. The
neighborhood size for each car is sef¥y = 9. As illustrated in Figure 3.4, the cars are
able to safely reach to their target positions while not colliding and maintaining communi-
cation.

In the next task (Figure 3.5), 40 cars are initialized in a circle formation. Their goal is
to swap positions with the diametrically opposite ones while avoiding each other and three
unsymmetrical obstacles at the center. Wg'¥gt=5 for all cars. The optimal trajectories
acquired with MD-DDP are shown in Figure 3.5. All cars successfully rotate around the
obstacles and reach their targets while staying safe.

The capabilities of the methods are further demonstrated in a problem where a team
of 70 cars has to pass through a narrow “bottleneck” while avoiding collisions in order to
reach their targets. Figure 3.6 illustrates how the cars are able to safely complete this task
using MD-DDP. Neighborhoods of size pf;j = 9 are used here.

Finally, to exhibit the scalability of both frameworks to large-scale problems, we con-
sider a task where a team of vehicles has to move from one square grid to another while
again avoiding collisions with each other and multiple obstacles. Figure 3.7 shows a sce-
nario where 1,024 cars successfully complete the task with MD-DDP. The supplementary
video includes results with 256 cars using ND-DDP and with up to 4,096 cars using MD-
DDP. The 256 vehicles case include824states an&12control inputs. With time horizon

T = 200, this is a problem witt807,200 optimization variables in total. The 4,096 vehi-
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k =60 k =200

Figure 3.6: Multi-vehicle “bottleneck” task with MD-DDP includirg cars: Snapshots at
different time instants.

k=120 k =400

Figure 3.7: Multi-vehicle formation task with MD-DDP includirig024 cars: Snapshots
at different time instants.

cles problem, that MD-DDP is able to solve, includeg384 states and;192 controls,
which using a time horizo = 800, results to al9,660800-dimensional optimization
problem. To our best knowledge, ND-DDP and MD-DDP are the rst decentralized DDP-

based methods to exhibit such a scalability for large-scale multi-robot control.
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k=0 k =30 k=70 k =250

Figure 3.8: Multi-UAV “gate” task with MD-DDP includind.2 drones: Snapshots at dif-
ferent time instants.

3.5.2 Multi-UAV Control

Next, the proposed algorithms are tested in multi-UAV problems that involve more complex
dynamics and a 3D environment. Each drotas a stat&ix = Pix; Vik; ik ik 2

R'2 and control inpuuy = FY; F&; FY; FY 2 R, wherepy 2 R¥is the
center of mass absolute linear position, 2 R® are the linear velocities,x 2 R3 are

the Euler angles, ik 2 R3 are the angular velocities arﬁjflf); c 2 J1;4Kis the thrust
force of thec-th rotor. The drones dynamics and parameters can be found in [130]. The
discrete dynamics are obtained through Euler discretization with timedstep 0:02s.

Each drone has a quadratic cost (Equation 3.33) @itk diag(150; 150 150 50; : : : ; 50),

0 F&  Frag €2 354K (3.41)

with Fax = 30N. Position constraints similar to refcar state box y, are imposed in 3D

so that the drones remain inbound. Collision avoidance (Equation 3.39) and connectivity
maintenance constraints (Equation 3.40) must also be satis eddwjth 0:5m anddq, =

2:0m. The constraints are handled by each method as in subsection 3.5.1 and the drones are
always initialized at hovering state. The same amounts of iterdioasin subsection 3.5.1

are used. Finally, neighbors are selected with a closest distance criterion.

The rsttask (Figure 3.8) requires 12 drones to reach their targets while passing through
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k=120 k = 400

Figure 3.9: Multi-UAV formation task with MD-DDP including4 drones: Snapshots at
different time instants.

the green “gate”. Given a time horizdnh= 250, the additional constraint is given by

Yoate  Yik  Yoae K 2 JKi; koK (3.42a)
Zie  Zik  Zhme K2 JKiskoK (3.42b)
With Yiae = 1:0m, yg,. = 1:0m, z,, = 0:5m, 7, = 0:5m, k; = 30 andk, = 100.

Each drone has a neighborhood of gi¥Yg = 6. As illustrated in Figure 3.8, with MD-
DDP, all drones reach their goals while passing through the gate and avoiding collisions.
In the supplementary video, results for both MD-DDP and ND-DDP are provided.

Next, a task where a large-scale team of drones must move from an initial formation to
atarget one, is presented. Except for avoiding each other, the drones must also avoid spher-
ical obstacles, which is enforced with constraints (Equation 3.38) in 3D. W&/ et 9.

In Figure 3.9, a task with 64 drones using MD-DDP is shown, where all drones success-

fully reach their targets while staying safe. The video includes results with 64 drones using
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