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SUMMARY

Missions to small celestial bodies rely heavily on optical feature tracking for charac-
terization of and relative navigation around the target body. Current state-of-the-practice
approaches rely on extensive human-in-the-loop veri cation and high- delipyiori in-
formation to achieve accurate results. Instead, this thesis explores the application of modern
photogrammetic techniques and intelligent perception methods to increase the autonomous
capabilities of missions to small bodies. First, this thesis details AstroVision, a large-scale
dataset comprised of 115,970 annotated, real images of 16 different small bodies captured
during past and ongoing missions. We employ AstroVision to conduct an exhaustive evalu-
ation of both handcrafted and data-driven feature detection and description methods and for
end-to-end training of a state-of-the-art, deep feature detection and description network and
demonstrate improved performance on multiple benchmarks. Next, this thesis develops a
novel approach that incorporates planetary surface re ectance models into a feature-based
Structure-from-Motion (SfM) system to estimate the surface normal and albedo at detected
landmarks to improve surface and shape characterization of small celestial bodies from

in-situimagery.
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CHAPTER 1
INTRODUCTION

In this chapter, we introduce the motivation for the proposed thesis topic and discuss the
limitations of current state-of-the-practice methods for small body relative navigation and

characterization. We then present the main contributions of this thesis and review alterna-
tive solutions to the addressed challenges. Finally, an outline of the thesis is provided in

Section 1.4.

1.1 Motivation and Problem Statement

There has been an increasing interest in missions to small bodies (e.g., asteroids, comets)
due to their great scienti c value, with seven currently in operation (Hayabusa2, OSIRIS-
APEX, Lucy, Psyche, Europa Clipper, Hera) and six scheduled to launch over the next ve
years (Odin, Tianwen-2, Mars Moon eXploration, MBR Explorer, DESTINY+, Comet In-
terceptor). To date, we have takemsitu imagery of close to 50 different small bodies,
some of which are shown in Figure 1.1. In addition to planetary protection [2] and resource
utilization [3, 4], small bodies are believed to be remnants from the solar system's forma-
tion, and studying their composition could provide insight into the solar system's evolution
and the origins of organic life on Earth [5]. These missions currently rely on an extended
characterization phase, where a shape model is reconstructed from images acquired during
a ground-controlled trajectory around the body, as shape models are essential for charac-
terizing the body and estimating the spacecraft's relative pose in subsequent phases [6].
However, current state-of-the-practice shape reconstruction methods rely on humans-in-
the-loop and accuragepriori information to ensure accurate results.

Stereophotoclinometry [7, 8] (SPC) is the current method of choice for 3D reconstruc-

tion of small bodies, and has been used to model a broad suite of celestial bodies, includ-
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Figure 1.1:Subset of small bodies that have been imagead-situ. Images of each small
body were extracted from NASA's Planetary Data System (PDS) [1].



ing the Moon [9], 433 Eros [7], 25143 Itokawa [7], 4 Vesta [10], 101955 Bennu [11],
and 162173 Ryugu [12] (see Figure 1.2). While SPC has proven effective, the process
requires extensive human-in-the-loop veri cation and high- delity priors to achieve ac-
curate results. Speci cally, SPC attempts to estimate a collection of digital terrain maps
(DTMs), high-resolution local topography and albedo maps, through direct alignment of
ortho-recti ed projections, oorthoimagesof a given surface patch from multiple images
predicated on an initial shape model and accuagigori estimates of the spacecraft's pose
(position and orientation). Photoclinometry is applied to derive surface gradients and albe-
dos of the imaged surface patches at each cell of the DTM. The local topography solution
is xed upon convergence, typically requiring human input to achieve precise alignment to
the images, and used to re ne pose and landmark position estimates through a multistep
iterative process by rendering the DTM and aligning it across multiple views [8]. More-
over, upon satisfying strict accuracy and resolution requirements, a catalog of DTMs can be
uplinked to the spacecraft and correlated with onboard images to produce an onboard nav-
igation solution for execution of safety-critical maneuvers close to the small body [6], e.g.,
during the OSIRIS-REx Touch-And-Go (TAG) sample collection event [13]. Finally, the
local DTMs can be collated into a global shape model by exploiting overlap and limb con-
straints within a separate iterative processing loop. While this approach has achieved much
success, its reliance on extensive human involvement for extended durations and a com-
plex multistep optimization process limits mission capabilities and increases operational
costs [14, 15, 16].

While autonomous feature tracking methods have been investigated to reduce reliance
on the human-intensive DTM construction process for relative navigation at small bod-
ies [17, 18, 19], these works have focused exclusively on traditicsuadicraftedfeatures
(e.g., SIFT [20]). More recently, feature detection and description methods that leverage
deepconvolutional neural network€CNNs) have been shown to signi cantly outperform

handcrafted methods when applied to terrestrial imagery, especially in scenarios involv-
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Figure 1.2:Examples of shape models produced by SPC.

ing considerable change in illumination, scale, and perspective [21, 22, 23, 24]. However,
transferring recent advances in deep learning to small body science applications is challeng-
ing due to the unavailability of relevant, annotated data [25]. To the best of our knowledge,
there exists no large-scale, annotated dataset comprised entiref sifnall body images.
Indeed, previous work has relied entirely on simulated data [26, 27, 28], small sets (i.e.,
<150 images) of manually annotated real imagery [29], or datasets restricted to a single
body [30]. This thesis will instead leverage methods based on deep learning, and trained on
relevant data from past missions, to perform robust feature tracking and allow for a more
autonomous 3D reconstruction pipeline for missions to small bodies.

This thesis also proposdzhotoclinometry-fromMotion (PhoMo), a keypoint-based
framework that leverages dense image keypoint measurements and correspondences from
a deep learning algorithm within a structure-from-motion (SfM) system to provide a more
autonomous alternative to SPC, as DTM construction is important for dense characteri-
zation of the surface for science (e.g., photometric modeling) and mission planning (e.qg.,
hazard mapping for landing). Indeed, SfM and simultaneous localization and mapping

(SLAM), which leverage autonomous keypoint detection and matching methods to esti-



mate correspondences between images, have been shown to be promising technologies for
autonomousptical navigation and mapping for missions to small bodies [18, 31]. Con-
sequently, we propose the incorporation of photoclinometry constraints and Sun vector
measurements into a graph-based SfM system to estimate surface normals and albedos at
estimated landmarks, providing detailed information for surface characterization and shape
reconstruction. The proposed framework, which leverdget®r graphg32] to model and

solve the complex SPC estimation problem, forgoes the expensive local maplet alignment
step, streamlines the optimization process, and renders SPC more amenable to recent and
future advances in computer vision, namely feature detection, description, and matching

methods based aeep learning33].

1.2 Contributions

The primary contributions of this thesis are summarized below.

1. We present AstroVision, ast-of-its-kind dataset for vision-based tasks in the vicin-
ity of a small body that features 115,970 annotated, real images of 16 different small

bodies from legacy and ongoing missions.

2. We leverage AstroVision to perform an exhaustive evaluation of battdcrafted
anddata-drivenfeature detection and description pipelines under challenging condi-
tions. Moreover, we employ AstroVision for end-to-end training of a state-of-the-art,
deep feature detection and description network and demonstrate improved perfor-
mance with respect to our benchmarks. We also use AstroVision to train and evaluate
a novel and ef cient deep feature description network, DidymosNet, based on binary

CNNs.

3. We propose Photoclinometry-from-Motion (PhoMo), which fuses image keypoint
measurements and correspondences, derived using a data-driven keypoint detection

and matching approach, and Sun vector measurements in a SfM system using pho-
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toclinometry to reconstruct a landmark map of the body and the relative pose of the
spacecraft whilesimultaneouslhestimating the surface normal and albedo at land-

marks to provide a more ef cient and autonomous alternative to SPC.

1.3 Related Work

In this section, we review previous work related to the utilization of deep learning for
relative navigation in space, sparse and dense 3D reconstruction of small celestial bodies,

as well as recently proposed rendering methods based on deep learning.

1.3.1 Dataset@ndBenchmarksgor Vision Tasksin the Vicinity of a SmallBody

Morrell et. al [17] and Dennison et. al [19] conduct an extensive evaluation of hand-
crafted feature extraction methods on synthetic images of Comet 67P and Asteroid 433
Eros, respectively, where SIFT demonstrates superior overall performance with respect to
the algorithms studied. While the results are promising, the experiments were conducted in
a controlled, simulated environment of a single target body, and their benchmarks were not
made publicly available. Conversely, in this thesis, we benchmark both handcrafted and
data-driven feature detection and description methods on real imagery of multiple small
bodies with different surface characteristics and under varying illumination, scale, and per-
spective.

With respect to small body image datasets, we are only aware of the work by Zhou et.
al [27, 28], which includes images of both mock-up and computer-generated asteroid mod-
els. The authors fabricate in-house models to represent arbitrary small bodies as opposed
to leveraging available models of asteroids observed from past or current small body mis-
sions. The authors in [27, 28] do not apply their learned models on real mission imagery.
In contrast, AstroVision is comprised entirely of images from real missions to numerous

small bodies, which we use to train and test deep learning architectures in Chapter 3.



1.3.2 Data-drivenRelativeNavigation

Fuchs et. al [29] train a random forest classi er on patches extracted from 119 images
of the comets Hartley 2 and Tempel 1. However, signi cant performance degradation is
observed when applied to unseen bodies, demonstrating the necessity to train models on
data from a diverse set of small body instances. Pugliatti et. al [26] employ a custom U-
Net for segmentation of small body images into a constrained set of classes (i.e., terminator,
boulders, craters, surface, background) using synthetic images of 7 different small bodies
(e.g., 101955 Bennu, 21 Lutetia). However, the performance suffers when applied to real
images.

Data-driven crater detection has also received much attention, especially for lunar ap-
plications. Wang et. al [34] leverage a lightweight CNN architecture pretrained on Martian
crater samples to extract feature maps, which are then fed into a fully convolutional archi-
tecture to perform crater detection. Detected craters are then matched againsti@mn
database to produce a navigation solution. Silvestrini et al. [35] train a MobileNetV2 [36]
architecture to detect craters in synthetic images of the lunar surface. Silburt et. al [37]
implement a custom U-Net architecture to detect and identify craters from digital elevation
maps (DEMs). Downes et al. [38] leverage the architecture of [37], but instead perform
crater detection on orthorecti ed images of the lunar surface. Lee et al. [30] employ a
CNN-based object detector to discriminate between a catalog of handpicked lunar sur-
face landmarks, while also predicting landmark detection probabilities as a function of the
Sun's relative azimuth and elevation. The reliance on a catalog of known landmarks for
navigation and the speci cation of craters as the most salient features limit the range of
applications of these technologies. Instead of explicitly specifying the features-of-interest
beforehand, we allow the network to learn the most salient features for a wide variety of

surface characteristics.



1.3.3 Efcient MachineLearningfor SpaceApplications

Many previous works have demonstrated the utility of machine learning to improve the
state-of-the-art for image processing tasks onboard future spacecraft, such as semantic
segmentation [39, 40, 41], noncooperative spacecraft rendezvous [42], and feature track-
ing [29, 33]. However, fewer works have validated their proposed solutions onboard com-
putationally constrained devices. Claudet et al. [39] investigated semantic segmentation
approaches for safe landing site selection and demonstrate runtimes of up to 10 frames
per second (FPS) on a Raspberry Pi 4B, albeit on downsampled inputs (i.e122ix-

els). Park and D'Amico [42] developed a deep CNN architecture for pose estimation of
a noncooperative spacecraft from monocular imagery and report inference times of 0.63
seconds per frame on a high-end desktop CPU, i.e., an Intel® Core™ i9-9900K CPU @
3.60 GHz. In terms of feature tracking, Fuchs et al. [29] train a random forest classi er
on patches extracted from 119 images of the comets Hartley 2 and Tempel 1 and estimate
runtimes of 20 seconds per frame on a RAD750. In this thesis, we evaluate the ef ciency of
our proposed ef cient feature description model (Section 3.6) on a single board computer,
i.e., a ROCKPIi 4B, and demonstrate feasible runtimes for online feature tracking on real,

full-resolution (1024 1024 pixels) imagery of small bodies.

1.3.4 State-of-the-Practicir 3D Reconstructiomf AirlessBodies

SPC is thede factotechnique for 3D reconstruction of small celestial bodies [8]. It works

by densely aligning an image of a surface patch to a rendering under identical illumination
conditions generated usirgpriori estimates of the camera pose, illumination direction,
surface topography, albedo, and a re ectance model through correlation-based matching.
This process is repeated across multiple images to generate multiple correspondences for
each cell in the initial maplet, followed by photoclinometry to re ne the surface topogra-
phy and albedo of the resulting DTM. The proposed dense mapping approach, PhoMo (see

Chapter 5), takes inspiration from the success of SPC, but introduces several key differ-
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ences. First, we forego the dense alignment step used to generate local DTMs and, instead,
rely on keypoint measurements, which can be computed by autonomous feature detection
and matching methods, and have been shown to be robust to the signi cant illumination
and perspective changes inherent to small body imagery [33]. Thus, our framework treats
keypoints (referred to dandmark image locations the SPC text [8]) as measurements
rather than another variable of interest that must be estimated independently. Second, SPC
implicitly represents surface normals by estimatirigandy-surface slopes at each pixel

de ned in a local frame of each DTM, which are subsequently integrated to generate a
dense topography solution. Conversely, we leverage a minimal representation of the sur-
face normals based on retractions of the tangent space & thmanifold, as detailed in
Subsection 2.2.5, allowing for global and simultaneous optimization of all observed land-
marks and their associated surface normals. Lastly, we exploit the formalism of factor
graphs (see Section 2.5) to model the complex estimation problem, as opposed to the iter-
ative multistep process employed by the traditional SPC implementation [8], allowing for
the simultaneous optimization of camera poses, landmark positions, and surface normals
and albedos.

Stereophotogrammetry (SPG) is another popular method for dense reconstruction of
planetary bodies [43, 44]. Similar to SPC, SPG orthorecti es images basedpoiori
knowledge of the topography and spacecraft state, followed by correlation-based match-
ing and subpixel re nement using least-squares matching [43]. However, SPG has strict
illumination requirements for accurate matching because the correlation-based matching
works directly on the original (orthorecti ed) images, unlike SPC, which rerenders images
to the same illumination conditions to facilitate matching. For example, the SPG pipeline
employed by the Dawn mission required that the stereo pairs ©&@e difference in il-
lumination direction. Despite these constraints, previous studies have shown that SPG
can achieve more accurate reconstructions than SPC when illumination variations are lim-

ited [45]. In Subsection 5.6.2, we compare PhoMo with the reconstructions generated by



both SPC and SPG.

1.3.5 ReconstructiomsingActive Sensing

Vision-based methods, i.e., SPC, have traditionally been applied to 3D reconstruction for
small celestial bodies. However, approaches based on active sensors such as Flash-LiDARs
have also been proposed. Bercovici et al. [46] proposed a pose estimation and shape re-
construction approach based on Flash-LIDAR measurements by solving a maximum likeli-
hood estimation problem via particle-swarm optimization to re ne an initial Bezier surface
mesh, followed by a least-squares lIter providing measurements for the position and ori-
entation of the spacecraft. Other works in the eld have established proofs-of-concept
for batch optimization and graph-based approaches for near-asteroid navigation and shape
reconstruction. Notably, Nakath et al. [47] present an active SLAM framework that also
employs Flash-LiDAR as the base measurement, with sensor fusion of data from an inertial
measurement unit and star tracker, tested with simulated data. However, the limited range
of Flash-LiDAR instruments restricts the spacecraft's orbit to unrealistically small radii,
reducing the feasible scenarios to either navigation near very small asteroids or the touch-
down phase. For example, the OSIRIS-REx Guidance, Navigation, and Control (GNC)
Flash-LiDAR, which is mentioned in both [47] and [46], has only a maximum operational
range of approximately 1 km and a relatively sniflB  128detector array [48, 49]

The recent OSIRIS-REXx mission to Asteroid 101955 Bennu was also equipped with
the OSIRIS-REXx Laser Altimeter (OLA) [50] to provide an alternative means of shape re-
construction to SPC. The OLA reconstruction process begins by generating local DTMs,
similar to SPC, from range measurements, which are then collated through an iterative
closest-point algorithm. However, the OSIRIS-REx camera suite (OCAMS) [51] features
a long-range camera that provides higher spatial resolution than OLA at the same distance.
Therefore, although the SPC process is more time consuming than the OLA-based ap-

proach, SPC products can be available before OLA models, and with a higher resolution.
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Moreover, testing of OLA-generated DTMs showed that uncertainty in OLA measurements
created unacceptable errors in the elevations of smaller features; furthermore, albedo is not
automatically included as part of the solution [52]. Ultimately, the SPC data products were
used in the nal touch-and-go phase of the mission.

The Lunar Orbiter Laser Altimeter (LOLA) onboard the Lunar Reconnaissance Orbiter
(LRO) has also been used to generate global digital elevation maps (DEMs) of the lunar
surface. However, the spatial resolution and accuracy of LOLA DEMs is relatively low
compared to what can be achieved by processing images from the Lunar Reconnaissance
Orbiter Camera (LROC) suite. For example, Boatwright et al. [53] leveraged 5 meters/pixel
LOLA DEMs [54] to initialize an SPC process with LROC Narrow Angle Camera (NAC)

images to generate maps at 1 meter/pixel for potential Artemis landing sites.

1.3.6 Featured-Base8fM andSLAM

Feature-based methods have been shown to be promising technologiefasmousp-

tical navigation and mapping for missions to small bodies. Most notably, Dor et al. [18]
demonstrated precise visual localization and mappingeahimages of Asteroid 4 Vesta
through a feature-based SLAM system based on Oriented FAST and Rotated BRIEF (ORB)
features [55]. ORB is a handcrafted method based on Features from Accelerated Segment
Test (FAST) keypoints [56] and Binary Robust Independent Elementary Features (BRIEF)
descriptors [57] and outputs binary descriptor vectors, enabling more ef cient matching.
This work was extended in [31] to include known dynamical motion constraints between
the small body and the spacecraft to further improve mapping and localization performance.
Furthermore, Driver et al. [33] proposed the use of deep learning-based feature detection
and description methods, which were shown to signi cantly outperform traditional hand-
crafted methods (e.g., ORB), especially in scenarios involving considerable changes in
illumination and perspective. Our work on PhoMo capitalizes on this recent success in

feature-based SLAM and SfM for autonomous optical navigation by imbuing the tradi-
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tional SfM framework with added characterization power by incorporating photoclinome-

try constraints for concurrent estimation of surface normals and albedos.

1.3.7 PhotometricSterecandIimplicit SceneRepresentations

SPC borrows many techniques from the procegghotometric sterefb8], which has been

used extensively in terrestrial applications. This is not to be confusedshépe-from-
shading(SfS), whereby the shape of a 3D object may be recovered from shadisgigla

image However, terrestrial photometric stereo formulations have relied on a number of
simplifying assumptions, including Lambertian re ectance [59, 60] or specialized lighting

or image capture setups [61, 62, 63]. Methods based on deep learning have also been
proposed but, as before, require specially designed image acquisition setups [64, 65, 66,
67], and thus cannot be leveraged in a general multi-view reconstruction scenario. We
refer the reader to [68] and [69] for more information about physics-based and data-driven
approaches, respectively, to photometric stereo for terrestrial applications.

Neural Radiance Fields (NeRFs) and 3D Gaussian Splatting (3DGS) are also notable
photometric reconstruction methods that leverage implicit scene representations to model
surface structure and re ectance. NeRFs [70] capture the re ectance and material prop-
erties of a target object or scene through the learned weights of multilayer perceptrons
(MLPs), which can be sampled at discrete points along a ray to render the imaged scene.
NeRFs have demonstrated impressive 3D reconstruction and rendering capabilities on as-
teroid imagery [71, 72]. In contrast, 3DGS [73] models the environment as a collection
of 3D Gaussians, which are projected-or “splatted”-onto the image plane to reconstruct
the scene. Our approach diverges from these methods by leveraging semi-empirical pho-
tometric models of airless bodies with a small number of free parameters, allowing us
to explicitly estimate the topography and material properties of the surface. We compare
PhoMo against these implicit surface representations and demonstrate superior rendering

guality on images of airless bodies.
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1.4 Outline

Chapter 2 provides a comprehensive review of both state-of-the-practice and recently pro-
posed approaches to optical navigation and mapping around small bodies. We begin with
an overview of the current feature tracking paradigm for small body navigation, which re-
lies ondigital terrain maps(DTMs) (Section 2.1). Next, we introduce key concepts from
Lie group theory and explain how they are used to represent rigid body transformations
(Section 2.2). We then cover the fundamental principles and methods of photogrammetry
(Section 2.3). Finally, we introduce and motivate the use of feature-based structure-from-
motion (SfM) and simultaneous localization and mapping (SLAM) for small body navi-
gation and mapping (Section 2.4), and formally introduce factor graphs for modeling and

optimization of the resulting maximumnposterioriestimation problem (Section 2.5).

Chapter 3 motivates the use of deep learning for robust feature tracking. First, we give an
overview of both handcrafted and data-driven feature detection and description paradigms
(Section 3.2). Next, we describe the development of our large-scale, annotated dataset of
real small body imagery, AstroVision (Section 3.3), which we subsequently leveraged to
conduct an exhaustive evaluation of both handcrafted and data-driven feature extraction
methods (Section 3.4). Then, we employ the AstroVision datasets to train a deep feature
detection and description model and demonstrate increased matching performance with
respect to our metrics as compared to the pretrained model trained on terrestrial imagery
(Section 3.5). Finally, we investigate the use of binary CNNs for the deployment of deep

feature extraction methods onboard spacecraft (Section 3.6).

Chapter 4 begins with a review of key radiometric quantities for characterizing incident

and re ected light (Section 4.1) and fundamental laws governing light transmission and
re ection (Section 4.2). We then discuss how these quantities relate to values in monocu-
lar imagery (Section 4.3) before deriving re ectance models that describe radiance varia-

tions based on illumination, viewing geometry, surface topography, and material properties
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for surfaces of small bodies. Speci cally, we examine the Lambertian (diffuse) model

(Section 4.4), the Lommel-Seeliger (isotropic single-scattering) model (Section 4.6), and
the Lunar-Lambertian model (Section 4.7). Finally, we explore the opposition surge phe-
nomenon and approaches for integrating this effect into re ectance models (Section 4.9),
along with other established models, including those of Minnaert (Subsection 4.10.1) and

Akimov (Subsection 4.10.2).

Chapter 5 proposes the incorporation of small body re ectance models into a feature-
based SfM system. The proposed paradigm is detailed in Section 5.2, Section 5.3, and
Section 5.4, which allows for the simultaneous estimation of the spacecraft's pose (position
and orientation), positions of landmarks on the surface of the body, and the surface normal
and albedo at detected landmarks. Extensive validation on imagery from NASAs Dawn
mission to Asteroid 4 Vesta and Minor Planet 1 Ceres is presented in Section 5.6, demon-
strating that PhoMo achieves superior rendering quality compared to SPC while aligning

closely with stereophotogrammetry (SPG) reconstructions.

Chapter 6 summarizes the contributions of this thesis and suggests avenues for future

research.
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CHAPTER 2
FOUNDATIONS OF PHOTOGRAMMETRY AND
STRUCTURE-FROM-MOTION

In this chapter, we review both state-of-the-practice and recently proposed approaches to
optical navigation and mapping in the vicinity of a small body. First, we give an overview
of the current feature tracking paradigm for small body navigation basedydal terrain

maps or DTMs, as well as the proposed feature tracking paradigm based on autonomous
keypoint detection, feature description, and matching (Section 2.1). Next, we review the
fundamental theory and methods for photogrammetry (Section 2.3). Finally, we introduce
and motivate the use of feature-based structure-from-motion (SfM) for small body pose
estimation and mapping (Section 2.4), and formally introduce factor graphs for modeling

and optimization of the resulting maximuaposterioriestimation problem (Section 2.5).

2.1 Small Body Feature Tracking

Robust tracking of salient image features is a critical component of current small body rel-
ative navigation methods, as the apparent displacement of tracked features between images
can be leveraged to estimate the relative pose of the spacecraft as it moves around the body.
In optical feature tracking, saliency encompasses two key properties: the ability to detect
and precisely localize a feature under varying viewing conditio@ge@tability and the
distinctiveness of a feature to ensure accurate matching between imelgaslity) [22,

23]. The current state-of-the-practice for small body feature tracking leverages high- delity
DTMs, local topography and albedo maps constructed using SPC [7, 8], of salient surface
regions as local feature representations, which require extensive human involvement and
mission operations planning for accurate construction [11, 74]. This chapter advocates for

the adoption of autonomous feature extraction and matching techniques as an alternative
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(a) DTM-based feature tracking. DTMs are rendered by leveragirgpriori spacecraft pose and
Sun vector information, along with a re ectance model, which is subsequently correlated with the
input image to register a match. Adapted from [75].
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(b) Keypoint-based feature tracking. Keypoints, extracted from each images' saliency map, and
their associated descriptors abstract away the image, and tracking is performed by matching local
descriptors between images.

Figure 2.1:Feature tracking paradigms.

to reliance on precomputed DTMs. Meanwhile, Chapter 5 will introduce an autonomous
alternative to SPC that enables DTM construction without human-in-the-loop veri cation
or high- delity a priori data. Indeed, DTMs remain indispensable for dense surface char-
acterization, supporting both scienti ¢ objectives (e.g., photometric modeling) and mission
planning tasks (e.g., hazard mapping for landing).

Criteria for selecting salient features typically undergo multiple iterations through test-

ing and development of the DTMs [13]. Next, each DTM is combined \itbriori es-
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timates of the spacecraft's pose and Sun pointing vector, along with a re ectance model,
to yield a photorealistic rendering of the DTM with respect to the input image. Finally,
tracking is performed by comparing the rendering against the input image near the ex-
pected feature location using normalized cross-correlation, where a match is declared if a
signi cant correlation peak is detected [52, 13]. This process is illustrated in Figure 2.1a.
The relative pose of the spacecraft when the image was taken can be computed using the
registered matches and thepriori DTM position estimates. Therefore, this DTM-based
method relies on the delity of tha priori data products and can only be utilized after the
target body has been adequately observed and reconstructed at the required resolutions [6].
This thesis instead explores and motivates the use of modern photogrammetic tech-
niques, namely, Structure-from-Motion (SfM) and Simultaneous Localization and Map-
ping (SLAM), based ormutonomougeature extraction and matching methods to increase
the autonomous navigation and mapping capabilities of missions to small bodies. These
methods operate using eithieandcrafted Iters that detect speci ¢ image features, such
as corners, or deep learning approaches that learn the most salient features directly from
data. In Chapter 3, we compare these two paradigms, demonstrating that deep learning-
based methods achieve superior feature repeatability and reliability, leading to more robust

matching and more accurate pose estimates.

2.2 Mathematical Preliminaries

We detail the fundamental concepts of Lie groups (Subsection 2.2.1) before introducing the
Lie group of 3D rotation matrices (Subsection 2.2.2). Next, we summarize the represen-
tation of 3D poses as elements of the Special Euclidean gs&{f) (Subsection 2.2.4).

Finally, introduce a minimal representation of unit three-vectors (Subsection 2.2.5).
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2.2.1 Matrix Lie GroupsandLie Algebras

In this section, we brie y introduce the fundamental concepts of Lie groups before focusing
on two “special” groups particularly relevant for pose representation. Lie groups and their
corresponding Lie algebras provide a useful mathematical framework for representing the
relative pose (position and orientation) of the spacecraft with respect to the target. Speci -
cally, they provide a compact and ef cient way to represent and manipulate transformations
while preserving smoothness and group structure. Important properties of the group struc-
ture include closure and associativity under the group operation and the existence of an
inverse for each element in the group. Moreover, since elements of the Lie group live on a
smooth manifold, they allow for the construction of mappings between neighborhoods of
elements on the manifold and local vector spaces [76]. These mappings can be exploited
to simplify computations for optimization and estimation, as we will show later on.
Given a Lie algebrag of dimensionn associated to a matrix Lie grou®( ), where
denotes the group operation (matrix multiplication), and given a set of ha&se§ *

of the matrix Lie algebra, we denote that operator[]" : R" ! g which maps any

X 1
x]"=  xEi: (2.1)

i=0

We denote its inverseeeoperator[ |- : g ! R", which extracts the coordinates =

g! G, mapping an elemerik]’ 2 g to the manifold elemenX = exp [x]7 2 G
in the neighborhood of the identity element and the logarithm map (at the identity) by
log : G! g, which maps an element in the neighborhood of the identity element of group

G to an element in the associated Lie algebra [77].
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2.2.2 RotationMatricesandSO(3)

We use the Special Orthogonal groB@(3) to describe relative orientations. Formally,

SO(3)is the group of 3D rotations de ned as
SOB), R2R*3jR°R=I3det(R)=+1 ; (2.2)

where the group operation is the usual matrix multiplication and the inverse is the ma-
trix transpose. The associated Lie algebo3) to the SO(3) manifold (at the identity)
coincides with the space 8f 3 skew symmetric matrices:

:
:

2 3

INY/ ©

0 2 1
so(3) , []:E > 0 éj 2R = [T 8 2R’ (23

1 o O

=W

where, as beford,]” is the hat operator with basis elements

2 2 2 3
00 0 00 0 1
Eo=§o 0 ? Eo 0 %: E2=§1 0 (}2: (2.4)
01 O 10 0O 0 O
The exponential mapxp : so(3) ! SO(3) is de ned as the usual matrix exponen-
tial [77]
» R R
exp[] = —([])'-I3+[ ) +—([])2 ,([])3+::: (2.5)
i=0 '
ink k_ K k,
= 1o+ T 2K Ty (26)
ls+[ T (2.7)

where Equation 2.7 is a useful rst-order approximation for suf ciently srkalk. More-
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over, the logarithm map (at the identitipg : SO(3)! so(3) is given by [77]

R , i
pog(R)- = ( pB1 28)
i=1
=R 1 R 2'3)2+ R 3'3)3 (2.9)
_ e MR 1
= e (R R”); =cos'? - (2.10)

The logarithm map, and its inverse the exponential map, is a bijection in the open ball

k k< [77]. Itis also convenient to note thatj = k k.

2.2.3 Retractions

In this thesis, we are interested in making incremental updates to elements on a manifold
(i.e., spacecraft poses) through gradient-based nonlinear optimization techniques. Instead
of constraining optimization to the manifold, we may de neetraction Ry (x) : G

R" I G that permits updates olocal coordinatesx 2 R" centered alX 2 G that

can then be mapped back to elements on the manifold in a neighborhaéd dthis
reparameterization is referred toldsng [76].

The retraction at a point on a manifold is de ned such that it smoothly maps updates to
the local coordinates at that point back to the manifold while preserving the initial direction
of movement on the manifold and keeping the starting point xed when the update is zero,
i.e., Rx (0) = X. A rigorous de nition of the retraction can be found in [78, Chapter
4]. A straightforward retraction for rotation matrices centered around $r2eSO(3) is
Rr( )= Rexp[ ] 2 SO(3). Notice thatR, = exp [ ], which, intuitively, allows
one to consider the exponential map (along with the hat operator) as a retracBQ{3)f

at the identity [78, Chapter 5].
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2.2.4 Rigid Body TransformationandSE(3)

Another useful Lie Group is the Special Euclidean gr&H(3):

8 2 3 9
2 =
R r
SE(3) = S T(R;r) = 9 % jR 2 SO(3);r 2 R3> ; (2.11)
: 05 1 ’

with group operatio (Ro; o) T(R1;r1) = T(RoR1; Ror1 + ro) and inversd }(R;r) =
T(R”; R7r). We represent the relative position and orientation of the spacecraft, that is,
its relativepose as elements of th8E(3) by a matrix

2 3
SRBS fgsg )
0,5 1

Tes , (2.12)

whereRgs 2 SO(3)is the orientation of some body- xed frame of the small bdiyith
respect to a spacecraft body- xed frarBeandrg; 2 R? is the position of the spacecraft's
origin with respect to the origin dB, expressed ifB. Moreover, thexed poseTsc of
the onboard camera relative to the body- xed frame of the spacecratft is precisely kenown
priori, which can be used to deritke camera's relative postc = TgsTsc.
Optimization of pose§ 2 SE(3) can be parameterized in terms of local coordinates

=[ > 7 2 R® by de ning the retractiorRt : SE(3) R® ! SE(3) using the

exponential map (at the identity) of tisO(3) group of rotations and thieat operator [79]:
2 3 2 3

gexe Ll z_gReell TR I, e 213
o1 3 1 01 3 1

Rt(; ), T

While we could have used the exponential mas&{3), the above retraction is less com-
plex and more computationally ef cient [80], which is why we only introduced the expo-

nential map foISO(3).
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Figure 2.2:Unit vector retraction.

The uncertainty of the camera'’s pose can be de ned in a similar way as

2 3
_ gexp [T
Tec, TBCQ g ; (2.14)
01 3 1

where! N (03 1; R), N (03 1; ), andTags is the actual pose (thmear) [79].
Therefore, the estimated po3gc, is represented by the uncertain orientat®gg,

Regexp [!' ' and the uncertain positiarg g , T2 5 + Rag,

2.2.5 TheUnit 2-Sphere

An important two-dimensional manifold is the unit 2-sphere

S, x2R3¥kxk=1 : (2.15)

While not a Lie group, we may still de ne a retraction in terms of local coordinates in a

tangent space to the sphere. The tangent spa¢&?) at a pointx 2 S? is de ned as the
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set of all three-vectors tangent$d atx, i.e.,

T, &, y2R)jx’y=0;x2%° : (2.16)

For anyy 2 T, (S%), we can writey = B, in terms of the local coordinates2 R? in
the plane tangent 8 atx de ned by the basis vectors in the columns of the ma@jx2
R3 2. With these de nitions, we can de ne another useful retracy( ) : ¢ R?! &

as follows [32]:
Bx
kBy k’

Rx( ), coskByx k)x +sin(kBy k) (2.17)

Assuming a small angleB, k, we havecoskB, k) 1andsin(kBx k) k By k, and

Equation 2.17 can be approximated by
Ry() x+By: (2.18)

This minimal representation allows for the optimization of the unit vegtd® S? with
respect to the local coordinate2 R? according to the basB,. Uncertainty in the unit
vector can also be de ned in the local coordinate system de ne@pwt the true value

X, l.e.,Xx = Rg ("), where" N (0, 1; ). We will use this formulation, implemented

in the Georgia Tech Smoothing and Mapping (GTSAM) library [81], to represent and op-

timize surface normal estimates (detailed in Chapter 5).

2.3 Photogrammetry Fundamentals

Photogrammetry is the art and science of extracting 3D information from photographs.
In this section, we will introduce fundamental photogrammetrical concepts including the
pinhole camera projection model and two-view pose estimation. Formall ¢note
some body- xed frame of the small body with origh and letG, denote the camera frame

at time indexk with origin C,. Moreover, Iet‘}3 = "B "B B~ 2 R3denote the vector

Xjoyiozj
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boresight p

Figure 2.3:Camera model geometry.

h 2
from B to thej th surface landmark expresseddnletg* = o o o¥ 2 R®denote

the vector fromCy to thejth landmark expressed @&, and letp;y = [Ujx Vik I 2 R?
denote the 2D image coordinates of jitd landmark observed by came@, i.e., the
keypoint.

A landmark can béorward-projectedonto the image plane via

1
— ~B. . — N3 1 1-B — G

] ]

whered® = of is the landmark depth i, v = v> 1 ” 2 P" denotes the homogeneous
coordinates of a vectar 2 R", andK is the camera calibration matrix:

2 3

fy 0 ¢
K=§o fy q%; (2.19)

0O 0 1
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wheref, andf, are thefocal lengthsin the x- andy-directions of the camera frame, and
(cx; ) is theprincipal pointof the camera. The geometry of the pinhole camera model is
illustrated in Figure 2.3. Conversely, a 2D keypoint mayblaekward-projectednto 3D

coordinates via
2 3

B _ 1

. d*K 1p.
4 = pj;k;dek;TBCk;K = TBCkg : . _J’kg = TBQ(ngk: (2.20)
Moreover, given corresponding keypoimts, andp;, observed by camerd& andG,

respectively, thessential matribE := [rgkcl] Rgg satis es
Bf-l K> EK 1Bj-k =0: (2.21)

where we assumed a shared camera matrifor simplicity, and[] denotes the skew-
symmetric cross-product matrix. The well-known ve-point algorithm [82] can be used
to solve forE given ve or more correspondences. FinalRgc, andrgkCI (up to some
unknown scale) can be estimated via singular value decomposition (SVD) of the essential
matrix and imposing th€heirality constrainti.e., triangulating the keypoints and enforc-

ing that the associated landmark lies in front of the cameras [83].

2.4 Structure-from-Motion

Feature-based SfM leverages monocular images taken from multiple viewpoints along a
trajectory to jointly estimate the robot's pose with respect to its environment and construct
a 3D model of the scene. The SfM architecture is typically comprised of two main compo-
nents: thdront-endand theback-end The front-end extracts 2D interest poinkgypoint$

from images, represents each keypoint with a local feadeseriptor and matches key-
points between images by comparing their associated descriptors (see Section 2.1 for more

details). The front end also perforrdata associatiomy associating the 2D keypoint mea-
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surements with speci c points in 3D space (flaedmark$. Finally, the associations from
the front-end are then usedgonultaneouslyeconstruct a map of the environment and re-
solve the pose of the camera through inference irbtiek-endvia maximuma posteriori

(MAP) estimation.

T ;L =argmaxp(T;LjP) (2.22)
T;L
=argmaxp(T:;L)p(PjT;L) (2.23)
T;L
Y'Y _ B
= arg max p(T:L) P Pix i Tea: | (2.24)

ko]

Note that the SfM solution is innately expressed in some arbitrary body- xed frame since
most SfM techniques assume operation in a static scene, typically referred to as the “world”
frame [84]. By assuming measuremefifg are corrupted by zero-mean Gaussian noise,

j Tec: |/ B Taq K (SR 2.25
p pj;k J BGr j eXp E jr 'BGs Ej;k ik ’ ( . )

wherekek? := e e, and theforward-projectionfunction , de ned in Equation 2.19,
relates Iandmark‘qB to their (homogenous) coordinalx_aﬁ( in thekth image.
Finally, the MAP estimate can be formulated as the solution to a nonlinear least-squares

problem by taking the negative logarithm of (Equation 2.24):

X
T ;L =argmin  k P;Tgg K D K, (2.26)
TiL Kij o '

where we have omitted the priopgT ;L) for conciseness and generality, which can be
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ignored if no prior information is assumed (i.p(T ;L) = const) or can encode relative

pose constraints via known dynamical models [31]. This process is commonly referred
to asBundle AdjustmenBA) [85]. Note that the optimization process of SPC decouples
estimation of the poses and landmarks, ieepriori landmark position and camera pose
estimates are passed back-and-forth between the pose determination and DTM construc-
tion steps, respectively, until convergence [7, 8]. Modern SfM systems model the MAP
estimation problem outlined in Equation 2.26 using probabilistic graphical models such as
factor graphs which will be discussed in the next section.

The computer vision expert may notice a resemblance between the problem presented
in Equation 2.26 and SLAM [84]. Indeed, both Equation 2.26 and SLAM stem from a MAP
formulation. However, one key difference between the two paradigms is that SLAM typi-
cally assumes some degree of temporal consistency with respect to the incoming measure-
ments, i.e., Equation 2.26 is solvettrementallyas new measurements are made available
at each time step as the robot moves in its environment. Conversely, SfM is not constrained
to operate incrementally and can be formulated in an incremental [85] or global [86] fash-
ion depending on the application. Moreover, SLAM systems [87, 88] are generally de-
signed for online operation to provide the robot with feedback about its environment in
real-time which in uences design choices subject to the onboard computational resources
of the robot. This thesis will cover implementation details and design choices with for both

paradigms in order to provide tools for a wide range of space applications.

2.5 Factor Graphs

We use factor graphs to model and solve the bundle adjustment problem outlined in the pre-
vious section. Formally, gactor graph[32] is a bipartite graples = (F; ; E) with factor
nodesf; 2 F that abstract the measurements and prior knowled@eZ as generalized
probabilistic constraints betweemariable nodes; 2 , the unknown random variables,

whereedgese; 2 E de ne the interdependence relationships between a fd¢tand a
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variable ;. With these de nitions, a factor graph de nes a factorized function

Y
f()= fi(i); (2.27)

i
where each factofi( ;) = I( i;z) of the variables ; = f ; 2 je; 2 Eg, with
likelihoodl ( i;z)/ p(zj i), representsaterm in the joint probability density function
(PDF),i.e.f () / p( jZ).We seekthe variable assignmentthrough MAP inference

over the joint probability distribution encoded by the factors:

Y
=argmax fi( i): (2.28)
i
Assuming zero-mean Gaussian noise with measurement covariagoees factors of the

form

fi( ,)/ exp %kh,( i) Zikzi : (229)

whereh;( ) is a measurement prediction functiornlherefore, solving Equation 2.28 is
equivalent to minimizing a sum of nonlinear least-squares via
. _1X
argmin( logf ()) = argmin > khi( i) z kzi: (2.30)

i

This formulation allows factor graphs to support PDFs or cost functions of any number
of variables [89], allowing for the inclusion of multiple sensor modalities, as well as prior
knowledge and constraints to uniquely determine the MAP solution for the unknown vari-
ables . The typical factor graph formulation of SfM is shown in Figure 2.4, where the
factorsf, “¢;Tag ;K relate to the forward-projection error function de ned in Equa-
tion 2.26.

For nonlinear measurement functidmg ), nonlinear optimization approaches such as
the Levenberg-Marquardt algorithm leverage repeated rst-order linear approximations to

Equation 2.30 to approach the minimum. In addition, the interdependence relationships en-
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Figure 2.4:Typical factor graph formulation of the SfM problem. Variable nodes are
camera pose$, 2 SE(3) and landmarks; 2 R3. Factor node$, andfr relate to
keypoint measurements and, possibly, a prior, respectively.

coded by the edges of the graph capture the factored nature of the PDF and sparsity of the
underlying information matrix, allowing foexactnonlinear optimization in amcremen-

tal setting [89]. We will leverage the Georgia Tech Smoothing and Mapping (GTSAM)
library [81] for factor graph modeling and optimization, an estimation toolbox based on

factor graphs pioneered at Georgia Tech.
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CHAPTER 3
INTELLIGENT PERCEPTION

This chapter describes our results from the evaluation and training of deep learning-based
keypoint detection and feature description methods for small body optical feature track-
ing. First, we formulate the feature tracking problem (Section 3.1) and give an overview of
both handcrafted and data-driven feature detection and description paradigms (Section 3.2).
Next, we describe the development of our large-scale, annotated datesatshall body
imagery, AstroVision (Section 3.3), which we subsequently leveraged to conduct an ex-
haustive evaluation of both handcrafted and data-driven feature extraction methods (Sec-
tion 3.4). Finally, we employ the AstroVision datasets to train a deep feature detection and
description model and demonstrate increased matching performance with respect to our
metrics as compared to the pretrained model trained on terrestrial imagery (Section 3.5).
The presented results motivate the use of these intelligent perception techniques in the

front-end of the proposed SfM-based navigation and characterization system (Chapter 5).

3.1 Keypoint Detection and Feature Description

In this chapter, we propose the use of autonomous keypoint detection and feature descrip-
tion methods to perform feature tracking for small body missions as opposed to the DTM-
based method used in state-of-the-practice methods (see Section 2.1). Consider two images
| : ! Randl® 09! Rwithpixeldomains R?and ° R?, respectivelyKey-
pointsp, 2 (pP 2 9 localize salient regions in the image, which are typically extracted
fromasaliencymas : ! R. Saliency can be prede ned (e.g., corners) and localized
using image ltering methods or learned from data (see Section 3.2).

Feature description is the task of forming a latent representation of the local image

data at detected keypoints, where the latent representation commonly takes the form of a
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d-dimensional vectod, 2 R referred to as thelescriptorassociated with the keypoint
p. Consider, for instance, corresponding keypoimiggk.k andf plgkok o with corre-
spondences de ned by = f(k; (k))j :K $ K%. The overarching goal of feature

description is to compute descriptors such that
d(di; df¥) < min - min d(dy; dR): min d(d; dgo) (3.1)

forall (I;19 2 M , whered( ; ) is some distance metric. In words, feature description seeks
to assign a descriptor to each keypoint such that descriptors of corresponding keypoints are
closer together than those of other non-corresponding keypoints. Common rdétrits
include the Euclidean distance, or the Hamming distance for binary descriptors [55]. We
give an overview of different keypoint detection and feature description methodologies
based on both handcrafted Itering approaches and deep learning in the next section.
Finally, feature tracking is conducted through detection of keypoints and matching of
their corresponding descriptors between images. The objective de ned in Equation 3.1 elic-
its a straightforward descriptor matching criterion referred tmmasual nearest-neighbors

(MNN):

M = (1;19]d(d;d}) < rlp@lrn d(dy; d?) \ (1% j d(d;; dR) < m@i%d(d.;dﬁo)
(3.2)
In this investigation we leverage MNN with the Euclidean distance metric for feature
matching between images. This keypoint-based tracking process is illustrated in Figure
Figure 2.1b. Exploiting recently developed “detector-free” matching approaches [90, 91,

92] is the subject of Chapter 5.
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3.2 Handcrafted vs. Data-driven Features

Many computer vision algorithms rely on local image features. The seminal work of David
Lowe's Scale Invariant Feature Transform (SIFT) [20] laid the foundation for the eld,
where he outlined a rigorous framework for identifying and describing image features.
SIFT follows adetect-then-descrilqgaradigm, whereby a series of predeterminedhéord-
crafted lters are applied to the image for keypoint localization, followed by pooling and
normalization of image gradients to form the descriptor. SIFT aims to extract features
that are invariant to changes in scale, illumination, and rotation. Keypoints are extracted
from local extrema of the saliency map derived by convolving the difference of Gaussians
(DoG) kernel with the input image, as the DoG function provides a close approximation
to the scale-normalized Laplacian of Gaussian function which has been shown to be scale
invariant [93]. Descriptors are then computed by pooling gradients in a local window of
each keypoint into histograms according to their orientation, where a canonical orienta-
tion is assigned to each keypoint according to the dominant gradient orientation to provide
robustness to rotation. The oriented histograms are then concatenated and normalized to
form the descriptor vector. Oriented FAST and Rotated BRIEF (ORB) has become a pop-
ular alternative to SIFT, especially for SLAM applications [55]. ORB is based on Features
from Accelerated Segment Test (FAST) detectors [56] and Binary Robust Independent Ele-
mentary Features (BRIEF) descriptors [57] and outputs binary descriptor vectors, enabling
more ef cient matching.

More recently, feature detection and description methods that leverageoesagu-
tional neural network§CNNSs) have achieved state-of-the-art performance and have been
shown to outperform handcrafted methods, especially in scenarios involving signi cant il-
lumination, scale, and perspective change [94, 21, 23, 24]. The rst data-driven methods
focused on individual components of the full image processing pipeline, including key-

point detection [95], orientation estimation [96], and feature description [97]. Yi et al. [98]
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developed the rst complete learning-based pipeline, Learned Invariant Feature Transform
(LIFT). LIFT uses a patch-based Siamese training architecture and implements each com-
ponent of the traditional feature detector and descriptor scheme sequentially using CNNs.
SuperPoint [21] developed a network composed of separate interest point and descriptor de-
coders that operate on a spatially reduced representation of the input image from a shared
encoder network. Simulated data of simple geometric shapes is used to pretrain the interest
point detector, which is then combined with a random homographic warping procedure to
train the network end-to-end inself-supervisedashion.

Towards joint detection and description, the seminal work of D2-Net [22] proposed a
detect-and-describapproach that trains a single deep CNN to detect and describe salient
image featuresReliability (or distinctivenessof descriptors is enforced through a triplet
margin ranking loss term which is weighted according to soft detection scores to jointly
enforcerepeatabilityof detections. R2D2 [23] leverages the detect-and-describe paradigm
to perform simultaneous feature detection and description, but repeatability and reliability
are enforced in separate terms in the loss function. Repeatability is enforced through max-
imization of the cosine similarity of the detection scores of corresponding image patches,
while reliability of the descriptors is learned through maximizing a differentiable approxi-
mation of the average precision [99] between corresponding patch descriptors. ASLFeat [24]
builds on the success of D2-Net and proposes a multi-level detection scheme to generate
detection scores that enable more accurate keypoint localization and leverages deformable
convolutional networks (DCNSs) [100] to model local geometric variations in the image
and learn more transformation invariant features. ASLFeat is trained using the Blended-
MVS [101] and GL3D [102] datasets, which contain 125,623 high-resolution images of
543 different scenes annotated with depth information using scene reconstructions from a
dense SfM pipeline. Although the training data is comprehensive, we seek to capitalize on
the recent success of deep feature detection and description methods by training on domain-

relevant data to increase feature tracking performance for missions to small bodies.
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Table 3.1:AstroVision dataset information.

Mission Target Type # Images Shape Model Ref.
Dawn [103] 1 Ceres Asteroid (G-type) 38540 Park et al. [104]
4 \esta Asteroid (V-type) 17504 Gaskell et al. [105]
Cassini [106] Dione (Saturn IV) Icy Moon 1381 Gaskell [107]
Epimetheus (Saturn XI) Icy Moon 133 Daly et al. [108]
Janus (Saturn X) Icy Moon 184 Daly et al. [108]
Mimas (Saturn 1) Icy Moon 307 Gaskell [109]
Phoebe (Saturn 1X) Icy Moon 96 Daly et al. [108]
Rhea (Saturn V) Icy Moon 665 Daly et al. [110]
Tethys (Saturn IIl) Icy Moon 751 Daly et al. [110]
Hayabusa [111] 25143 ltokawa Asteroid (S-type) 603 Park et al. [104]
Hayabusa2 [112] 162173 Ryugu Asteroid (C-type) 788 Gaskell et al. [113]
Mars Express [114] Phobos (Mars I) Moon 890 Gaskell [115]
NEAR [116] 433 Eros Asteroid (S-type) 11156 Gaskell [117]
OSIRIS-REXx [118] 101955 Bennu Asteroid (B-type) 16618 Barnouin et al. [119]
Rosetta [120, 121] 67P/C-G Comet 26314 Gaskell et al. [122]
21 Lutetia Asteroid (M-type) 40 Jorda et al. [123]
TOTALS: 8 missions 16 bodies 115,970 images

3.3 The AstroVision Dataset

In this section, we present our novel small body image dataset, referred to as AstroVision,
for training and evaluation of keypoint detection and feature description methods. Astro-
Vision features over 110,000 real images of 16 small bodies from 8 missions, as shown in
Figure 3.1. We describe the full data generation pipeline of AstroVision in the following
subsections. Next, we develop a novel benchmarking suite (Section 3.4) and train a deep

feature detection and description network (Section 3.5) using our novel dataset.

3.3.1 ImageandAncillary DataExtraction

AstroVision leverages publicly available images and ancillary data (i.e., camera pose, cam-
era calibration, shape models) from both legacy and active small body science missions

provided through NASA's Planetary Data System (PDS) [1] and maintained by NASAS
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Navigation and Ancillary Information Facility (NAIF). High- delity shape models (i.e.,
watertight, 3D triangular surface meshes) are developed as part of the relative navigation
pipeline of small body missions, as they are critical for characterization of the body and
relative navigation in subsequent phases. Speci cally, shape models for these missions
are typically developed using SPC [7, 8]. SPC leverages feature correspondences between
images captured during an extended characterization phase procured by human operators
on the ground. A network of landmarks is estimated using stereophotogrammetry and
subsequently densi ed using photoclinometry ®igriori camera pose and Sun pointing
estimates and a re ectance model. The process yields high-quality shape models that are
precisely registered to the images and provide the foundation for our small body image
dataset. Moreover, information and references for the various missions, images, and shape
models used in this work are provided in Table 1 in [33].

Images provided by PDS are commonly stored using the Flexible Image Transport Sys-
tem (FITS), the standard data format used in astronomy, with (calibrated) pixel values in
units of either radiance/{ sr *m 2) or re ectance (unitless). We linearly scale pixel in-
tensities td0; 1] before converting to a grayscale Portable Network Graphics (PNG) image.
Photometrically calibrated (e.g., at eld and dark current correction) images were utilized
when available. Moreover, we provide undistorted images to ensure alignment with the
depth maps by leveraging geometric distortion estimates derived during a meticulous cal-
ibration procedure conducted both on the ground and during ight by mission scientists.

See Appendix A.1 for speci c calibration details for each mission.

3.3.2 DataGeneration

The suite of AstroVision data products includes a landmark map, a depth map, and a mask
for each image as shown in Figure Figure 3.2. Tdre@lmark mapprovides a consistent,
discrete set of reference points for sparse correspondence computation and is derived by

forward-projecting vertices from a medium-resolution (i.e800k facets) shape model
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(a) Image (b) Landmark map (c) Depth map (d) Mask

Figure 3.2:Example of AstroVision data products.

onto the image plane. We classify visible landmarks by tracing' fage the landmarks
toward the camera origin and recording landmarks whose line-of-sight ray does not inter-
sect the 3D model. Thdepth mayprovides a dense representation of the imaged surface
and is computed by backward-projecting rays at each pixel in the image and recording the
depth of the intersection between the ray and a high-resolution (i32 million facets)
shape model. Finally, theisibility mask generated using Otsu's method [125], provides

an estimate of the non-occluded portions of the imaged surface.

In order to generate the visibility masks, both global and dynamic intensity thresh-
olding was used. For the more recent missions (i.e., Dawn, Hayabusa2, OSIRIS-REX,
Rosetta), global thresholding was leveraged. For some of the legacy missions (i.e., Cassini,
Hayabusa, NEAR, Mars Express), variable vignetting was observed, primarily in uenced
by exposure time. Therefore, Otsu's method [125] was employed to compute a dynamic
threshold for these instances. While illuminated pixels could have been computed by trac-
ing the Sun's incident light ray, estimating the mask independently of the ground truth
scene geometry proved to be a useful tool for algorithmic outlier rejection, in addition to an
extensive manual cleaning process. Speci cally, we compute the ratio of the intersection
area between the intensity mask and depth map and the total area of the mask as an align-
ment measure between the shape model and image, where a nominal vai9eé was

empirically chosen. Moreover, we found that utilizing these intensity masks during train-

1Ray tracing uses the Trimesh library [124]
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ing led to signi cant performance increases, which will be discussed further in Section

Subsection 3.5.5.

3.4 Small Body Feature Benchmarks

In this section, we conduct a comprehensive evaluation of existing feature detection and

description methods using the proposed AstroVision dataset.

3.4.1 ImplementatiorDetails

We evaluated the performance of ORB [55] and SIFT [20] as two representatiiaaadf
craftedfeatures, since these methods are widely used and have been leveraged as the hand-
crafted baselines in previous works [21, 23, 24, 126]. Three state-of-tluad@adriven
features were selected that leverage different learning approaches and architectures (de-
scribed in Section 3.2): SuperPoint [21], R2D2 [23], and ASLFeat [24]. We use the
OpenCV implementations of ORB and SIFT and the open-source implementations and
pretrained models of the learned features made available by the respective authors. Each
feature is limited to detecting 5,000 keypoints and descriptors.

Given a set of keypoints and descriptors, putative matches are computed using MNN
(described in Section 2.1). Matches are veri ed by rst backward-projecting (via Equa-
tion 2.20) each keypoint in the rstimage into 3D world coordinates using the ground truth
calibration and depth map. The 3D points are then forward-projected (via Equation 2.19)
into the second image, and matches are veri ed by checking that the projected image co-
ordinates are within some distanceto the keypoint of its matched feature, where we
empirically chose a value of = 5 pixels (see Appendix A.2). Ground truth matches are
estimated in a similar way for computing recall, where a ground truth match is registered

if there exists a keypoint within = 5 pixels of the projected image coordinate.
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Table 3.2: AstroVision feature benchmarks Feature performance with respect to pre-

cision (P), recall (R), accuracy (A), and pose AUC in percentagest and secondbest

results are bolded and underlined, respectively. See Section Subsection 3.4.2 for metric

de nitions.
Dataset AUC
(Mean GSD, Median GSD) #Images Feature # Matches P R A5 @@10 @20
Cassini @ Epimetheus (Saturn XI) 133 ORB 789 25.1 26.0 67.1 29 10.0 16.1
(326.7 m/pixel, 255.4 m/pixel) SIFT 204325 36.6 54.7 2.7 95 150
SuperPoint 396 13.6 26.1 59.2 2.6 7.5 12.8
R2D2 423 253 26.1 77.1 2.9 9.1 14.7
ASLFeat 386 _27.4 29.0 747 2.7 8.2 137
Cassini @ Mimas (Saturn I) 307 ORB 746 103 9.2 593 0.0 0.1 0.1
(1,176.2 m/pixel, 943.8 m/pixel) SIFT 340 14.315.1 411 0.2 0.2 0.4
SuperPoint 121 8.6 104 50.5 0.0 0.0 0.0
R2D2 209 13.8 88 755 0.1 0.1 0.1
ASLFeat 372 218 15.7 653 0.2 0.2 0.3
Dawn @ 1 Ceres 3624 ORB 1377 43.0 63.7 74.2 7.8 18.0 30.1
(122.0 m/pixel, 35.4 m/pixel) SIFT 1656 42.3 72.2 69.4 288 443 56.6
SuperPoint 442 429757 70.1 13.1 28.3 435
R2D2 954 50.0 52.8 85.8 8.9 20.0 324
ASLFeat 1535 484 67.8 80.2 12.9 27.1 42.4
Dawn @ 4 Vesta 2006 ORB 1348 32.7 46.2 70.8 5.9 12.4 21.0
(63.3 m/pixel, 21.2 m/pixel) SIFT ~135037.1 523 64.0 179 28.7 38.8
SuperPoint 506 38.7 _55.065.8 11.3 213 327
R2D2 926 55.9 46.7 869 114 223 341
ASLFeat 1524 59.0 66.1 84.3 175 319 46.0
Hayabusa @ 25143 Itokawa 603 ORB 625 5.1 4.7 513 1.4 2.3 3.8
(95.5 cmipixel, 78.7 cm/pixel) SIFT 217 48 50 358 1.9 3.3 4.8
SuperPoint 79 7.3 127 423 1.7 3.1 54
R2D2 339 10.7 94 670 26 4.6 8.0
ASLFeat 338 135 11.3 475 2.2 4.2 7.6
OSIRIS-REx @ 101955 Bennu 1789 ORB 1496 12.2 134 60.1 1.5 3.2 5.6
(21.9 cm/pixel, 9.9 cm/pixel) SIFT 1317 13.7 153 552 56 8.8 11.8
SuperPoint 747 18.1 _20.355.4 3.8 7.3 11.1
R2D2 502 29.3 183 84.7 4.2 8.6 138
ASLFeat 1378 33.1 309 687 80 144 209
Rosetta @ 67P 3039 ORB 1303 153 149 595 0.7 15 3.3
(5.5 m/pixel, 2.4 m/pixel) SIFT 1168 15.7 16.6 447 _2.4 4.8 7.7
SuperPoint 485 17.6 _ 20.749.9 1.6 3.6 6.4
R2D2 634 20.2 16.5 79.3 1.9 3.9 7.1
ASLFeat 1147 25.0 240 62.8 34 6.4 10.6
Rosetta @ 21 Lutetia 40 ORB 430 21.3 21.0 57.0 2.3 4.2 8.6
(230.5 m/pixel, 228.1 m/pixel) SIFT 283 23.7_31.7466 59 9.8 159
SuperPoint 381 26.7 30.7 555 42 8.0_ 16.2
R2D2 588 33.2 256 747 31 6.0 133
ASLFeat 970 429 35.0 719 6.0 12.1 23.8
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3.4.2 PerformancéVetrics

We evaluate the matching performance on a per image pair basis using the standard met-
rics precision, recall, and accuracy. Fingtecisionde nes the inlier ratio of the putative

matches (as determined by our veri cation process described in the following section):

# correct matches

recision= . : 3.3
P # putative matches (3:3)
Secondrecall describes the number of identi ed ground truth matches:
# correct matches
recall= X (3.4)

# ground truth matches

Third, accuracymeasures the matching performance with respect to the total number of

computed features:

# correct matches # correct nonmatches

accurac
¥ # features

(3.5)

We classify correct nonmatches as keypoints that were not included in the set of putative
or ground truth matches, where we take the minimum of the number of such keypoints in
each image in the pair [19].

Moreover, we compute the maximum of the angular error between the estimated and
ground truth pose orientation and (unit) translation in degrees. Speci cally, the angle of

rotation between the estimatqgl ¢ and ground truthqq ¢ relative orientation quaternions

q:=C0s ‘(2 ¢i0ggi? 1) (3.6)

is used as a metric [127] for the orientation error, and

G G
1 f-CiCj rCiCj

t 1= COS : _
ked, ¢ kkrd ¢ k

(3.7)
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provides a measure of the translation error. The nal pose error metric is taken to be
= max( q; ¢). The normalized cumulative error curve fors computed for each test

sequence and the area under the curve (AUC) is reported for thresholds I nd
20 . We compute AUC using the explicit integration procedure of [126] rather than coarse
histograms.

Finally, poses are computed from the putative matches by rst estimating the essential
matrix using the ve-point method [82], implemented in OpenClslEssentialMat
function, and RANSAC with an inlier threshold of 1 pixel, followed by SVD of the essential
matrix to determine the relative pose, implemented in Open@¢everPose function.
Evaluation is conducted fol\2 randomly generated image pairs with at least 20% overlap
with respect to the landmark map, whéieis the number of images in the respective test
dataset rounded up to the nearest multiple of 100, and metrics are averaged over all the

image pairs.

3.4.3 BenchmarkResults

Benchmarking results are summarized in Table 3.2, and qualitative comparisons are pro-
vided in Figure 3.3. We also list the mean and median ground sample distance (GSD) for
each dataset, i.e., the distance on the surface of the body covered by each pixel, which is
a function of the distance to the surface of the body when the image was taken, as well
as the camera intrinsics. SIFT demonstrates competitive performance on the Dawn and
Cassini datasets, outperforming many of the data-driven methods, but suffers when applied
to datasets with harsher illumination (i.e., Rosetta @ 67P, OSIRIS-REx @ 101955 Bennu).
The ef cacy of the orientation encoding of SIFT in certain scenarios can be seen in Fig-
ure 3.3, although this behavior does not seem to be typical (see Figure 3.7). Superpoint
achieves high recall but low precision and generally underperforms with respect to all other
methods except ORB. Although R2D2 demonstrates high precision and accuracy, we found

that the feature matches generally result in poor pose estimates. Finally, ASLFeat exhibits
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Epimetheus

Itokawa Vesta Ceres Mimas

Bennu

67P

Lutetia

ORB SIFT SuperPoint R2D2 ASLFeat

Figure 3.3:Qualitative comparison of feature matching. Correct matches are drawn in
green, and the keypoints of incorrect matches are drawn in red.
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Figure 3.4: ASLFeat architecture. Adapted from [24]. Cond, b) (and DCN@, b))
denotes convolution with a kernel sizeafind strideb.

high precision, recall, and accuracy, which translates into generally superior relative pose
estimates as indicated by the AUC score, and consistently ranks among the top-performing
methods with respect to all datasets. Therefore, we selected the ASLFeat network for end-

to-end training using the AstroVision data products. This is detailed in the next section.

3.5 Learning Features From Small Body Imagery

In this section, we leverage the AstroVision dataset to train a deep feature detection and

description network.

3.5.1 ASLFeatArchitecture

Predicated on our evaluation benchmarks, we leverage the ASLFeat [24] network architec-
ture. Given an imagé 2 R" W ¢, ASLFeat uses a single deep CNN to generate both a
detection score (saliency) m&2 R" ¥ and a dense descriptor volurbe2 R4 w=4 d,

The score ma® is computed through aggregation of elements in intermediate feature

mapsY() 2 R w b~ =1:2:3 Speci cally, local peakiness over the chann¥ls’,
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(dropping the subscript and superscript for conciseness):

!
X

1
i = softplus yi 5 Vi o (3.8)

t

whereyj isthe elementatpix€l;j ) 2f1;:::;hgf 1;:::;wgin Ye andsoftplus  (x) =
log(1 + exp(x)). Next, the local detection score is de ned as
0 1

1 X
¢ = softplus c

C R — A
] 1) JN (l,J )J y|010 ! (39)

(% 92N (i )

whereN (i;j ) is the set of 9 neighbors of the pix@}j ) (including itself). The elements

of the '™ score maB() are computed asq(j‘) =maxc( {; ). Finally, each score map

is bilinearly upsampled to the spatial resolution of the input image, and the elements in the

nal score mapS are computed via a weighted average

S \
S=p5— wSO; (3.10)
=1 W =1

where the weights/;; w,; w3 have been empirically set i 2; 3, respectively.
Given correspondencéd = f(k; (k))j :K $ K% between keypointbpygrok

andf pogkor k 0 extracted from imagelsandl © respectively, the total loss is formulated as

SiS%

L(D;D%S;S*M ) = = =m(d; dp): (3.11)

1
Mj (1o (kko2m SkSko
wheres, (sd) is the detection score ardk (dY) is the descriptor at keypoimgy (p),
andm( ; ) is the descriptor reliability loss. Note that descriptors and detection scores at

subpixellocations can be computed through (e.g., bilinear) interpolation of the score map

S (SY and descriptor volum® (D9. ASLFeat leverages a hardest-contrastive margin
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ranking loss [128] to enforce descriptor reliability:

m(d;;d%) = max(kd, dpk M,;0) +

max M, min ﬂ;i%kd' dgok;rlp@ipkdk ddk ;0 ; (3.12)

whereM, andM,, are the margins for positive and negative pairs, respectively.

The formulated los$ in Equation 3.11 produces a weighted average of the margin
termsm over all matches based on their detection scores. Thus, in order for the loss to be
minimized, the most distinctive correspondences (with a lower margin term) will get higher

relative detection scores and vice versa.

3.5.2 ImplementatiorDetails

We train ASLFeat using a procedure similar to the original implementation [24]. The

train/test split is shown in Table 3.3, where we use an approximate 90/10 split.

Training The model is trained from scratch with ground truth cameras and depths from
our AstroVision dataset. The training consume300k image pairs resized ¢80 480

using a batch size of 2. The relative perspective change between an image pair is limited
during training, where the angle of rotation between the orientation quaternions of the re-
spective images with respect to the body- xed frame, as de ned by Equation 3.6, is used
as a metric for the relative perspective change between two images. We ignore image pairs
with a value greater tha(dgg; dc g) = 60 . We also ignore image pairs with large differ-
ences in radial distance to the body, irain(kr g gk; kr g gk)=max(kr ¢ gk; krg gk) < 0:5.
Training is supervised by computing dense putative keypoints and ground truth correspon-
dences for each image pair, i.€pxOk2k , fPlGkzko, andM in Equation 3.11. First,
putative training image pairs are computed by querying the landmark map for sparse cor-

respondences and only keeping pairs with at least 128 shared landmarks. Next, points
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Table 3.3:Train/test split.

Dataset # Images
Train

Cassini @ Dione (Saturn IVIY) 1381
Cassini @ Janus (Saturn X))( 184
Cassini @ Phoebe (Saturn XX 96
Cassini @ Rhea (Saturn VIR} 665
Cassini @ Tethys (Saturn III){ 751
Dawn @ 1 Ceres() 34916
Dawn @ 4 Vesta\() 15498
Hayabusa2 @ 162173 Ryugu) 788
Mars Express @ Phobob() 890
NEAR @ 433 Erosl) 11156
OSIRIS-REx @ 101955 BennB) 14829
Rosetta @ 67PQ) 23275
TOTAL 104429
Test

Cassini @ Epimetheus (Saturn XI) 133
Cassini @ Mimas (Saturn 1) 307
Dawn @ 1 Ceres 3624
Dawn @ 4 Vesta 2006
Hayabusa @ 25143 Itokawa 603
OSIRIS-REx @ 101955 Bennu 1789
Rosetta @ 21 Lutetia 40
Rosetta @ 67P 3039
TOTAL 11541

sampled from a uniform grid of coordinates in the rst image are taken to be the set of

putative keypointd pxgkok , and the dense match&t are derived by projecting these

keypoints into the second image using the ground truth depth and camera calibration and

pose labels. Note that uniformly sampling putative keypoints across the entire image as op-

posed to restricting learning to a speci c class of features (e.g., craters) allows the network

to learn the most salient features for a wide variety of surface characteristics. Additionally,

the visibility masks are used to remove matches that have keypoints in occluded regions of

either image (see Subsection 3.5.5). Learning gradients are computed for image pairs that

have at least 128 matches, while a maximum of 512 randomly selected matches are used
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Figure 3.5:Example image clusters.Three representative clusters from the Dawn @ 1
Ceres dataset where the camera frustums and observed surface area of each cluster are color
coded. Only cameras below an altitude of 1,000 km are drawn.

for back-propagating gradients.

Each input image is standardized to have zero mean and unit standard deviation. The
SGD optimizer is used with momentum of 0.9, and an exponentially decaying learning rate
is used with an initial value of 0.1. We use a two-stage training procedure as suggested by
[24]. Speci cally, all regular convolutions are trained for 400k iterations in the rst stage
of training. In the second stage, the DCNSs are trained with the initial learning rate of 0.01

for another 400Kk iterations.

Testing Non-maximum suppression is applied (sized 3) to remove detections that are spa-
tially too close. The position of the detected keypoints is improved using a local re nement
and edge-elimination procedure over the detection score map following the approach used
in SIFT [20]. The descriptors are then bilinearly interpolated at the re ned (subpixel) po-
sitions. We select the topkeypoints (nominallyk = 5000) with respect to their detection

scores and empirically discard those whose scores are lower than 0.5.
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3.5.3 ExperimentaSetup

Predicated on our evaluation benchmarks, we leverage the ASLFeat [24] network archi-
tecture. We withheld data corresponding to 4 different small bodies with variable surface
characteristics from training, i.e., Cassini @ Epimetheus, Cassini @ Mimas, Hayabusa @
25143 Itokawa, and Rosetta @ 21 Lutetia. In doing so, we test the network's ability to
reliably compute features upon arrival at a previously unexplored small body. The network
was also tested on held-out images of small bodies it saw during training. This emulates
a scenario in which images obtained during earlier stages of a mission could be used to
train the network for feature extraction in later phases of the mission. In order to minimize
overlap between the train and test sets, we cluster images within each dataset according
to the backward-projected 3D coordinates of the principle point in each image kising
means [129] with a value & = 64. Seven of these clusters are held out for testing while
the remaining are used during training. Matching and veri cation are conducted using the

procedure described in Subsection 3.4.1.

3.5.4 Results& Discussion

The ASLFeat model trained on AstroVision data, i.e., ASLFeat-CVGBEDTRPJMU, is
compared against the pretrained model. These results are shown in Table 3.4 and quali-
tative comparisons are shown in Figure 3.6. The model trained on AstroVision consistently
outperforms the pretrained model with respect to precision, recall, accuracy, and AUC.
Importantly, the AstroVision-trained model achieves increased matching performance on
many of the novel testing instances, i.e., Cassini @ Epimetheus, Cassini @ Mimas, and
Hayabusa @ 25143 Itokawa. Indeed, very little is known about the surface characteristics
of a small body prior to arrival. Our model obtains higher precision and accuracy on all
novel test instances with the exception of Rosetta @ 21 Lutetia. Despite the lower preci-
sion and recall on Rosetta @ 21 Lutetia, we are able to achieve signi cantly better pose

estimates as indicated by the pose AUC metric. This is most likely due to the more uni-
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(a)Cassini @ Epimetheus (b) Cassini @ Mimas

(c) Hayabusa @ 25143 Itokawa (d) Rosetta @ 21 Lutetia
(e)Dawn @ 1 Ceres (f) Dawn @ 4 Vesta
(9) OSIRIS-REx @ 101955 Bennu (h) Rosetta @ 67P

Figure 3.6:Qualitative comparison between pretrained (left) and AstroVision-trained
(right) model feature matches.Correct matches are drawn in green, and the keypoints of
incorrect matches are drawn in red.
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Table 3.4: AstroVision-trained model compared to pretrained. Performance is mea-
sured with respect to precision (P), recall (R), accuracy (A), and pose AUC in percentages.
See Subsection 3.4.2 for metric de nitions.

AUC
Dataset #Images Feature # Matches P R A5 @ @10 @20
Cassini @ Epimetheus (Saturn XI) 133 ASLFeat 386 27.429.0 747 2.7 8.2 13.7
ASLFeat-CVGBEDTRPJMU 396 289 275 741 27 8.6 14.0
Cassini @ Mimas (Saturn¥) 307 ASLFeat 372 218 157 653 0.2 0.2 0.3
ASLFeat-CVGBEDTRPJIJMU 328 236 149 67.1 0.0 0.1 0.2
Dawn @ 1 Ceres 3624 ASLFeat 1535 48.4 678 80.2 129 271 424
ASLFeat-CVGBEDTRPJMU 1514528 715 821 159 316 469
Dawn @ 4 Vesta 2006 ASLFeat 1524 59.0 66.1 84.3 175 319 46.0
ASLFeat-CVGBEDTRPJMU 1412 70.3 69.7 874 175 33.0 487
Hayabusa @ 25143 ItokaWa 603 ASLFeat 338 135113 475 22 4.2 7.6
ASLFeat-CVGBEDTRPJMU 363 15.2 11.0 53.7 29 5.0 8.8
OSIRIS-REx @ 101955 Bennu 1789 ASLFeat 1378 33.1 309 687 80 144 209
ASLFeat-CVGBEDTRPJMU 858 34.2 284 795 6.7 126 19.3
Rosetta @ 67P 3039 ASLFeat 1147 25.0 240 628 34 6.4 10.6
ASLFeat-CVGBEDTRPJMU 837 30.4 239 698 4.2 7.9 134
Rosetta @ 21 Lutetia 40 ASLFeat 970 429 350 719 6.0 12.1 238
ASLFeat-CVGBEDTRPJMU 778 413 31.176.3 84 13.2 223

Y No images of this body were included in the training set.

form distribution of matches on the surface of the body, whereas the pretrained network
primarily computes matches on the limbs of the body (see Figure 3.6d). Our model gen-
erally exhibits slightly lower recall, but achieves higher AUC on all novel test instances
excluding Cassini @ Mimas.

Moreover, ASLFeat-CVGBEDTRPJMU demonstrates impressive performance on the
held-out images of the small bodies it saw during training. Our model demonstrates consid-
erably higher performance with respect to all metrics on the Dawn @ 1 Ceres and Dawn @
4 Vesta test sets. Intuitively, training on AstroVision data results in more conservative fea-
ture matching on the dif cult OSIRIS-REx @ 101955 Bennu and Rosetta @ 67P test sets,
as indicated by the higher precision and accuracy and lower recall and number of matches,
which exhibit hard and rapidly changing illumination, signi cant perspective changes, and

repetitive surface characteristics. We achieve slightly lower pose AUC as compared to the
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Cassini @ Epimetheus Cassini @ Mimas Hayabusa @ 25143 ltokawa Rosetta @ 21 Lutetia

Dawn @ 1 Ceres Dawn @ 4 Vesta OSIRIS-REx @ 101955 Bennu Rosetta @ 67P

Figure 3.7: Perspective change versus precisionPerspective change is measured by
q(qQB;qq g) as de ned in Equation 3.6, i.e., the minimum rotation angle between the
respective cameras.

pretrained model for the OSIRIS-REx @ 101955 Bennu test set despite having higher pre-
cision and signi cantly higher accuracy. We investigate this phenomenon in more detail in
Appendix A.3.

We also compared matching precision against perspective and illumination changes in
Figure 3.7 and Figure 3.8. We leverage Equation (Equation 3.6) as a measure for perspec-
tive change, and

s=cos }(&5 4&9) (3.13)

as a measure of illumination change, whé&feand4“ denote the (unit) Sun vector in
G and G, respectively. Our model exhibits superior invariance to both perspective and
illumination changes for all test sets.

The detection score mafsfor the respective models, as described in Subsection 3.5.1,
are visualized in Figure 3.9. It can be seen that the pretrained model repeatably places high
con dence to edges formed from hard shadowing and to features on the boundary between
the body and deep space. Features in these regions are known to be relatively unreliable
and not repeatable, as the appearance of these features can change dramatically due to the

deformation of the shadows, or become completely occluded as the body rotates about its

51



OSIRIS-REx @ 101955 Bennu

Rosetta @ 67P

Figure 3.8:lllumination change versus precision. lllumination change is measured by
s as de ned in Equation (Equation 3.13), i.e., the angle between the Sun vectors in the
respective cameras.
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(@)1 Ceres (b)4 Vesta (c) Epimetheus (d) Mimas

(e) 25143 Itokawa () 101955 Bennu (g)67P (h) 21 Lutetia

Figure 3.9: Detection score maps.Qualitative comparison of detection score maps for
the pretrained (top) and ASLFeat-CVGBEDTRPJMU (bottom) models. The color bar in-
dicates the models con dence in the feature corresponding to that pixel.

axis [17]. However, the model trained on AstroVision learns to assign low con dence to
these regions and gives higher con dence to features corresponding to salient topographic

structures such as rocky outcroppings and crater rims.

3.5.5 Ablation Studyfor Masking

We found that utilizing the visibility masks during training led to faster convergence and

greatly increased overall performance. Speci cally, a grid of image coordinates from the
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Table 3.5:Masking ablation study results. Performance of ASLFeat-CVGBEDTRPJMU
trained with and without masking with respect to precision (P), recall (R), and accuracy
(A). See Subsection 3.4.2 for metric de nitions.

AUC
Dataset Feature # Matches P R A 5@ @10 @20
Cassini @ Epimetheus (Saturn XI) masking 396 289 275 741 2.7 8.6 14.0
w/o masking 391 281 258 63.1 2.8 8.8 14.7
Cassini @ Mimas (Saturn¥) masking 328 236 149 67.1 0.0 0.1 0.2
w/o masking 330 15.0 11.3 576 0.0 0.0 0.0
Dawn @ 1 Ceres masking 1514 52.&15 821 15.9 31.6 46.9
w/o masking 1683 56.9 71.3 80.2 135 29.0 453
Dawn @ 4 Vesta masking 141270.3 69.7 87.4 175 33.0 48.7
w/o masking 1494 63.7 709 849 14.2 28.0 43.2
Hayabusa @ 25143 ItokaWa masking 363 15.2 11.0 53.7 2.9 5.0 8.8
w/o masking 552 13.8 116 398 24 4.5 7.8
OSIRIS-REx @ 101955 Bennu masking 8584.2 284 795 6.7 12.6 19.3
w/o masking 1076 329 301 759 6.0 119 18.5
Rosetta @ 67P masking 83730.4 239 698 4.2 7.9 134
w/o masking 952 264 23.8 61.1 3.4 6.3 10.6
Rosetta @ 21 Lutetfa masking 778 41.3 312 76.3 8.4 13.2 22.3
w/o masking 943 33.7 279 70.7 2.5 5.7 13.8

Y No images of this body were included in the training set

rst image is projected into the second image using the ground truth calibrations of each
camera and the depth map to generate a collection of ground truth matches during training.
We mask keypoints according to the visibility masks of each image and ignore matches
with keypoints in occluded regions during training. The results in Table 3.5 demonstrate
how the use of visibility masks during training greatly improves overall performance. It
can be seen that there is a slight degradation in precision for the Dawn @ 1 Ceres dataset,
which has signi cantly fewer shadowing occlusions compared to the other datasets. This
could indicate that exposing the network to training instances in occluded regions could
bene t matching performance. Investigating training strategies that allow the network to

effectively learn from occluded matches will be the subject of future work.
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3.6 Ef cient Feature Description using Binary Convolutional Neural Networks

As demonstrated in the previous sections, autonomous keypoint detection and feature de-
scription methods based on deep convolutional neural networks (CNNs) are a promising
alternative to current human-in-the-loop feature tracking approaches used in current small
body missions [33]. However, the inherent computational overhead of deep architectures
makes their implementation onboard spacecraft challenging. In this section, we propose
to leverage binary convolutional neural networks to reduce the computational overhead of
deep feature description networks while maintaining reliability.

Binary convolutional neural networks (BNNs) are a promising technology for enabling
deep learning onboard future robotic spacecraft. BNNs represent weights and activations
with 1-bit and use bitwise operations to perform cross-correlation, leading to signi cant
computational, memory, and energy savings. Indeed, binary convolutions have been shown
to be almost 60 faster while using less than 1% of the energy compared to 32-bit oating-
point convolutions on FPGAs and ASICs [130]. While BNNs have traditionally led to sig-
ni cant performance degradation, recent work has demonstrated impressive performance
on image classi cation by minimizing quantization error [131, 132] and maximizing infor-
mation entropy [133] within the BNN layers. Therefore, we propose a novel and ef cient
feature description architecture with BNN layers for deep feature tracking onboard space-
craft. We refer to our network aBidymosNet named after thdinary asteroid 65803
Didymos currently being investigated by the Asteroid Impact & De ection Assessment
(AIDA) mission [134].

The concurrent work of Kanakis and Maurer et al. [135] is the most similar to this
work, which leverages mixed precision quantization within a detedtdescribe architec-
ture based on KP2D [136]. However, the authors of [135] found that binary convolutions
lead to signi cant performance degradation and instead leverage 8-bit integer layers and 1-

bit binary layers with high-precision residual operations, as well as full-precision layers in
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Figure 3.10:Convolution with binary weights and activations.

the decoder. Conversely, we rely exclusively on binary operations in our quantized layers
and utilize a detedthendescribe scheme in order to reduce unnecessary computations by
only performing description on regions centered around detected keypoints. Moreover, we

evaluate our model runtimes on ight-relevant hardware.

3.6.1 Binary ConvolutionalNeuralNetworks

The main operation in CNNs can be formulated as

z=w’ga; (3.14)

wherew;a 2 R®3% are the (vectorized) weight tensor with kernel sszend input acti-
vation tensor from the previous layer withh channels, respectively. BNNs represent the
weights and activations as 1-bit binary values for more ef cient computation and storage.

In general, binary network quantization can be formulated as

z= QW) Q(a)= (bw ba); (3.15)

whereb,,;b, 2 f 1;+1g are the quantized 1-bit weights and activations, respectively,
2 R is a scaling factor, and denotes the inner product with bitwise operatioiidOR

andbitcount  (see Figure 3.10). The quantization functi@ris typically taken to be the
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sign function: 8

Q(x) = 5 ; (3.16)
1, ifx<O;

which has been shown to be optimal with respect to the quantization error [131]. The
scaling factor can be set to an approximation of the optimal solution [131, 133] or learned
via back-propagation [132], where we chose the latter. However, instead of learning the
factors explicitly in each convolutional layer [132], we found that relying on the learned
af ne parameters in the normalization layers offered virtually identical performance and
avoided redundant computations (see the Appendix).

Moreover, following the work of Qin et al. [133], we implement a stochastic quanti-
zation method to reduce information loss and quantization error from the fosigmd
operator and leverage an incremental function approximation for the backward gradient.
Speci cally, the stochastic binarization method models each eleméanthe quantized

weightsb,, as a Bernoulli random variable with parameper

8
2 p; if b=+1;

f(bp) = 5 : (3.17)
1 p; ifb= L

Therefore, the information entropy of the quantized elements is maximizecpwit :5,

which is approximately enforced via weight standardization [133]:

W= — (3.18)

where and are the mean and standard deviation of the Iter weightsThis results in

activationsz of the form

z= (sign (W) sign (a)): (3.19)
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Next, the discontinuity due to the&ign operation in the forward step is approximated

during backpropagation by [133]
Ok (X) = ktanh(tx); (3.20)

wherek andt are control variables that are incrementally adjusted during the training pro-
cess:

t = Tmin 10['7 10g(Tmax =Tmin )’ k := max (1 =t; 1) ; (321)

wherei is the current epochn is the total number of epochs, afgli, andTax are taken

to be 0.1 and 10, respectively.

3.6.2 NetworkArchitecture

Keypoint detection and feature description methods operate by comgxetpgintsvhich

localize salient regions in the image aselscriptorswhich form a latent representation of

the local image data at detected keypoints, where the descriptor typically takes the form of a
d-dimensional vector. Feature tracking is conducted by matching features between frames
with respect to some distance metric between their corresponding descriptors. We leverage
the detecthendescribe paradigm whereby local image patches are rst extracted using a
handcrafted keypoint detection scheme (Figure 3.11a) and then described by passing the
patches through the description network (Figure 3.11b). This is in contrast to the detect-
and-describe paradigm whereby the network takes in the full image and outputs dense
saliency and descriptor maps that cover the entire image [33]. The dietmadescribe
paradigm is leveraged for two main reasons: rstly, description is only conducted on re-
gions centered around detected keypoints, thus reducing unnecessary computations, and,
secondlymultiscaledetection can be conducted without performing the expensive descrip-
tion step, as multiscale detection is usually conducted by feeding a “pyramid” of succes-

sively downsampled images through the network one-at-a-time [22, 23, 24].
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Figure 3.11: Feature extraction architecture. Conv(@, b) denotes convolution with a
kernel size ofa and strideb.

We leverage the detection scheme of SIFT [20] for patch extraction. SIFT keypoints
are extracted from local extrema of the saliency map derived by convolving the difference
of Gaussians (DoG) kernel with the input image, as the DoG function provides a close ap-
proximation to the scale-normalized Laplacian of Gaussian function which has been shown
to be scale invariant [93]. Patches centered around each keypoint are extracted and resized
to 32 32 and are then passed through the description network to compute a descriptor
for each patch. We use HyNet [137] as our base description architecture, which consists of
seven convolutional layers and outputs 128-dimensional descriptors. However, we replace
the nal convolutional layer, which features & 8 kernel, with three successive layers
with 2 2 kernels, as we found that it offers comparable performance while signi cantly
reducing the number of computations and parameters (see Appendix A.4). Each convolu-
tional layer except the last one before the nal Batch Normalisation (BN) layer is followed
by Filter Response Normalization (FRN) and a Thresholded Linear Unit (TLU) [138] ac-
tivation layer. We replace all full-precision CNN layers except the rst and last with BNN
layers. The full architecture is illustrated in Figure 3.11.

Moreover, the hybrid loss proposed by Tian et al. [137] is used to learn discriminative
local feature descriptors. Consider correspondetes= f(j; () j :J $J Y

between descriptorfsd; g 2, andfdjoog,- w3 o. First, a regularization term, denoted Ry ,,
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is used to account for varying descriptor magnitudes before thel palbrmalization step:

1 X 0 a2
FQL2 = M_ (kak Kk Xkok) ; (322)
VI (ckoyam
wherex andx are the corresponding descriptbeforethe nal normalization step, and
k k = k k,. Next, a triplet margin ranking loss that considers both the inner product

and thel , distance between descriptors is used, which has been shown to allow for more

balanced gradient updates between positive and negative pairs [137]:

1 X
Ltiplet = max(0; m + sy (di;do)  Su(d, ;d%)); (3.23)
(k:k92M
Su(d:d9 = Zl( 1 d°dY+ kd d%): (3.24)

whered, ; dEo is the hardest negative sample for the phirdy, i.e.,

8

Sz:d% ifkdg d% < kd  dlk
dy;dp = ; (3.25)

” dy;dY% otherwise
dp :=argminkd, dk; d:=argminkd, dk; (3.26)
d;2Bndpo d2Bndy
B = fdjg[f djoog, m is the margin between the positive and negative samples,R*
adjusts the ratio betwedth d”d% andkd d% termsinsy, andZ ensures the gradient
has a maximum magnitude of 1. The hyperparametesnd are empirically set to 1.2
and 2, respectively, as in [137]. Moreover, we also incorporate the second-order similarity

(SOS) regularization term, denoted Ry,os proposed by Tian et al [139] as follows

1 X 2) 0
Rsos= d* (dy; dyo); (3.27)

M (k:k92M
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0 1=
d?(d;dd) = @ X (kd, dik k dY dYk)2A (3.28)
(51922 . 0
whereZ, o= f(I;19 2Mn (k;k9jd; 2 KNN(dy) _ d% 2 kNN(d%)g andkNN(d) de-
notes thek = 8 nearest neighbors (with respect to the Euclidean distance) of the descriptor
d over all the descriptors in the batch (excluding itself). Finally, the overall loss function is
de ned as

L = I—triplet+ Rsos+ RLZ; (329)

where is a regularization parameter which we set te 0:1.

Furthermore, we also modi ed the network to optionally output binary descriptors.
As before, letx 2 RY represent the descriptor before the rlaj normalization step.
Then, we compute binary descriptors \ia= sign (x) 2 f+1; 1g% which is again
approximated during back-propogation by Equation 3.20. Next, the loss is reformulated
by lettingd = b=kbk, which replaces the Euclidean distance in refeq:trip-loss through

Equation 3.28 with th@ormalized Hamming distance

kd d%=

b b 2’ Hammingb; b9
p— ;

kbk kb% , d (3:30)

: P : :
Note thatR,, = O sincekbk = const.=  d. We refer to this network variant as

DidymosNet .

3.6.3 DatasetGeneration

We leverage the AstroVision dataset [33] to build a patch dataset for training and test-
ing. Speci cally, SIFT [20] keypoints are extracted from randomly sampled image pairs
and ground truth correspondences are estimated by projecting each keypoint from one im-
age to the other using the ground truth poses and depth maps. A correspondence is taken
to be valid if the projected keypoint falls within 3 pixels of the matched keypoint in the

other image, and a bijective check is performed to ensure one-to-one correspondences, as
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in [140]. Finally, patches are extracted by sampling a square region of léégtaround

each keypoint, where is the SIFT scale estimate. Given a set of corresponding patches,
one patch was randomly chosen as the reference patch and the ground truth relative scale
of the patches was taken to be the ratio of the ground sample distances with respect to the
reference patch. Next, the ratio of the SIFT scale estimates was computed, and patches
whose relative scale estimate differed by more than 25% with respect to the ground truth
value were treated as false positives and rejected, similar to [141]. This process was con-
ducted for the Dawn @ 1 Ceres, Dawn @ 4 Vesta, OSIRIS-REx @ 101955 Bennu, and
Rosetta @ 67P AstroVision datasets to build corresponding patch datasets. Patches from
each of the datasets are provided in Figure 3.12. The total patch counts for each dataset are
as follows: 572,929 patches for Dawn @ 1 Ceres, 572,672 patches for Dawn @ 4 \esta,
573,184 patches for OSIRIS-REx @ 101955 Bennu, and 571,392 patches for Rosetta @
67P.

3.6.4 TrainingDetails

We follow the training procedure outlined in [137]. The network is trained from scratch for
200 epochs with a batch size of 1024 (i.e., 512 corresponding patch pairs) and the Adam
optimizer [142] with a learning rate of 0.01. Moreover, the relative perspective change
between a patch pair was limited during training, where the angle of rotation between the
orientation quaternions of the respective images with respect to a body- xed frame was
used as a metric for the relative perspective change between two images. We ignored patch

pairs with a relative perspective change greater Gtanas in [33].

3.6.5 PatchMatchingEvaluation

As in previous works on feature description [141, 137, 140], we evaluate the performance
of our network on patch matching using the popular false positive rate at 95% true positive

recall (FPR95) metric, i.e., the ratio of negative descriptor pairs whose distance is within the
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Rosetta @ 67P OSIRIS-REx @ 101955 Bennu

Dawn @ 1 Ceres Dawn @ 4 Vesta

Figure 3.12:Example patch mosaics.

63



distance threshold for 95% recall of the true positive pairs. Therefore, a low FPR95 value
indicates that the network is able to reliably discriminate between positive and negative
descriptor pairs, which is essential for robust matching between images. We also provide
the number of millions of oating point operations (MFLOPS) for computing a single patch
descriptor as a metric for computational ef ciedcyrhe network is trained on one dataset
and tested on the remaining three, similar to the seminal UBC benchmark [141]. The results
provided in Table 3.6 demonstrate that DidymosNet is able to signi cantly outperform the
handcrafted descriptors computed by SIFT, as the DidymosNet descriptors achieve a sig-
ni cantly lower FPR95 value. Moreover, DidymosNet achieves comparable performance
to HyNet while requiring 20 fewer FLOPSs.

We also modi ed the network to outputtanary descriptor of lengthd = 256 (i.e., 256
bits), identical to the output length of the binary descriptors of ORB [55], which allows for
ef cient matching via the Hamming distance. We provide two different architectures for
computing binary descriptors: DidymosNetises the DidymosNet architecture depicted
in Figure 3.11b and leverages the methodology outlined in the previous section to learn
reliable binary descriptors, and DidymosNetises the same architecture except that all
CNN layers are quantized except for the rst layer. As demonstrated in Table 3.6, our
learned binary descriptors outperform the full-precision descriptors of SIFT with respect to

the FPR95 metric while having a signi cantly smaller memory footprint.

3.6.6 StereoMatchingEvaluation

We evaluated our DidymosNet architecture using the AstroVision feature matching bench-
mark developed by Driver et al. [33]. The AstroVision benchmark evaluates the perfor-
mance of computed features on a per image pair basis using the standard metrics precision,

recall, and accuracy:
# correct matches

recision= . ;
P # putative matches

(3.31)

2The ratio between binary operations (BOPs) and FLOPs is taken1d@P = & FLOP. [143, 131]
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Table 3.6: Patch matching performance on the AstroVision dataset.Performance is
measured with respect to the false positive rate at 95% true positive recall (FPR95). We
also provide the number of millions of oating point operations (MFLOPS) for computing

a single patch descriptor as a metric for computational ef ciency.

TRAIN BENNU CERES VESTA 67P (ERES VESTA 67P BENNU VESTA 67P BENNU  CERES

TEST 67P BENNU CERES VESTA MFLOPs
FULL PRECISION DESCRIPTORS

SIFT 78.41 74.91 72.43 71.40 —
HYNET 7.60 6.71 5.45 3.92 4.06 3.98 0.02 0.05 0.01 0.17 0.34 0.01 6739.
DIDYMOSNET 12.66 10.25 9.66 7.43 6.23 7.43 0.23 0.25 0.01 0.72 1.15 0.06 .842
BINARY DESCRIPTORS

DIDYMOSNET 22.26 18.12 17.13 20.36 13.73 14.76 3.29 1.61 0.12 7.33 4.21 0.53 2.91
DIDYMOSNET * 32.73 25.94 26.26 35.26 26.49 27.67 16.34 10.48 2.24 21.76  17.62 5.32 1.49

Table 3.7: Feature matching performance on the AstroVision benchmarks. Perfor-
mance is with respect to matching precision (P), recall (R), accuracy (A), and pose AUC

in percentages for 500 (1000) features. Models are trained on the Dawn @ 4 Vesta patch
dataset. Thast and secondbest results are bolded and underlined, respectively.

AUC
DATASET # IMAGES FEATURE # MATCHES P R A @5 @10 @20
FULL -PRECISION DESCRIPTORS
DAWN @ 1 CERES 3624 SIFT _172346) 42.5(42.9) 78.6(77.0) 73.0(72.6) 23.0(25.1) 37.5(40.49.8 (52.4)
SUPERPOINT 191(368) 42.0(42.7) 78.5(76.4) 72.8(71.8) 13.2(13.1) 27.7 (28.42.2 (43.3)
DOG + HYNET 163 (325) 44.5(45.6) 81.6(80.1) 77.0(77.0) 25.3(28.0) 41.4(44.8 55.0(58.6)
DOG + DIDYMOSNET 163 (324) 43.144.1) 79.7(78.4 76.4(76.9 24.6(28.1) 40.4(45.00 53.7(58.5
DAWN @ 1 VESTA 2006 SIFT _176349) 36.3(37.3) 55.4(54.9) 72.8(70.6) 12.7(14.6) 21.5(24.80.9 (34.7)
SUPERPOINT 183(357) 33.9(37.2) 58.0(55.7) 71.6(69.9) 9.0(10.2) 17.6(20.1)7.3(31.0)
DOG + HYNET 174 (343) 46.8(49.6) 76.1(75.9 79.7(79.0 15.0(18.9 26.2(32.2 38.4(45.9
DOG + DIDYMOSNET 174 (342) _43.546.1) 71.0(70.8) 78.0(77.2 14.3(17.3 24.6(29.7) 36.1(42.2
OSIRIS-REX @ 101955 BENNU 1789 SIFT 120264) 12.5(13.2) 17.3(16.8) 73.4(68.8) 3.5 (4.6) 6.0(7.5) 8.6.4)
SUPERPOINT 148(287) 13.0(15.6) 22.9(21.7) 67.1(63.6) 3.4 (3.9) 6.4(7.3) 96.9)
DOG + HYNET 112 (236) 19.9(21.9 30.3(29.3 78.5(75.7) 6.4(7.8) 10.6(12.9 14.9(17.9
DOG + DIDYMOSNET 103 (212) 19.021.0 27.6(26.7) 79.6(77.9  5.8(7.0) 9.8(11.6) 14.0(16.4
ROSETTA@ 67P 3039 SIFT 173(331) 15.6(15.6) 19.2(18.2) 60.0(56.1) 1.7(1.8 3.3(3.7) 5.7 (6.4)
SUPERPOINT 171(304) 15.7(16.9) 22.7(21.5) 58.9 (54.7) 1.1(1.4) 2.7(3.2) B
DOG + HYNET 141 (270) 21.3(21.6) 26.6(25.0) 68.3(65.0) 2.7(3.0) 5.2(5.9 9.1(10.0
DOG + DIDYMOSNET 139 (266) 19.920.1) 24.7(23.3 68.1(64.9 2.1(3.0) 4.5(5.7) 7.7(9.1)
BINARY DESCRIPTORS
DAWN @ 1 CERES 3624 ORB 157(303) 39.9 (41.2) 67.2(66.2) 73.0(73.7) 5.0(6.3 12.4(15.0 21.6(25.4
FAST + DIDYMOSNET 145 (288) 47.4(48.5 75.0(74.0) 78.8(78.9 6.6(7.6) 15.3(17.8 25.9(29.8
FAST + DIDYMOSNET °  150(296) 42.0(42.6) 68.2(66.5 74.6(74.6)  5.3(6.3) 12.8(14.8) 22.6(25.4)
DAWN @ 1 VESTA 2006 ORB 163(316) 30.2(30.9) 51.7 (49.6) 73.0(73.0) 3.2(4.4) 7.1(9.5) 12.8(16.6)
FAST + DIDYMOSNET 151 (301) 40.8(41.7) 65.2(63.3 80.0(79.7) 4.4(5.8) 10.1(13.2 18.2(23.0
FAST + DIDYMOSNET ° 152(303) 34.8(35.9 55.7(53.8) 76.4(75.8) 3.9(4.8) 8.4(10.8 15.0(18.7)
OSIRIS-REx @ 101955 BENNU 1789 ORB 155(307) 10.4(10.9) 16.2 (14.9) 66.6 (65.4) 0.6 (1.0) 1.6(2.4) 3.4 (4.4)
FAST + DIDYMOSNET 133 (266) 16.6(17.7) 25.3(23.9 74.2(73.1) 1.8(2.6) 3.6(5.9 6.6(8.9)
FAST + DIDYMOSNET ° 136(275 13.6(14.2 20.0(18.6) 71.5(70.0) 1.1(1.6) 2.8(3.9) 5.1(6.2)
ROSETTA@ 67P 3039 ORB 157(303) 14.5(14.7) 16.8 (16.1) 67.2(65.8) 0.3(0.4) 0.8(1.0) 2.0(2.3)
FAST + DIDYMOSNET 150(293) 18.5(18.9 22.4(21.4 71.1(69.4 0.6(0.7) 1.5(1.7) 3.2(3.7)
FAST + DIDYMOSNET 148 (289) 16.3(16.4 18.7(17.7) 69.5(67.7) 0.5(0.5) 1.0(1.2) 2.2(2.8
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Ceres

Vesta

Bennu

67P

SIFT DoG + HyNet DoG + DidymosNet SuperPoint

Figure 3.13:Qualitative comparison of feature matching for thefull-precision descrip-
tors. Correct matches are drawn in green, and the keypoints of incorrect matches are drawn

in red. Results are shown for the 1000 feature case.
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Ceres

Vesta

Bennu

67P

ORB FAST + DidymosNet FAST + DidymosNet’

Figure 3.14:Qualitative comparison of feature matching for the binary descriptors.
Correct matches are drawn in green, and the keypoints of incorrect matches are drawn in
red. Results are shown for the 1000 feature case.
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# correct matches

recall= ,
# ground truth matches

(3.32)

# correct matches-# correct nonmatches

accurac
¥ # features

(3.33)

Moreover, the quality of the relative pose computed from the putative matches is assessed
using the area under the curve (AUC) of the normalized cumulative pose error curve, where
the pose error is taken to be the maximum of the angular error between the estimated and
ground truth pose orientation and (unit) translation in degrees. We refer the reader to [33]
for more details about the AstroVision benchmarking scheme.

We leverage the keypoint detection scheme of SIFT [20], which is based on the dif-
ference of Gaussians (DoG) lter, to extract image patches for the description step. As
previously described, patches are extracted by sampling a square region ofléngth
around each keypoint, whergyg is the scale estimate derived from the scale-space frame-
work proposed by Lowe [20]. For our binary descriptor networks, DidymosNetd
DidymosNet °, we leveraged the ef cient FAST [56] keypoint detector to extract feature
patches, similar to the detection method of ORB [55], in order to complement the match-
ing ef ciency of the binary descriptors. When using FAST keypoints, we extract patches
of length31 gast, Where gast corresponds to the scale of the octave in which the key-
point was detected. We compare our approach to SIFT [20], ORB [55], HyNet [137], and
SuperPoint [21]. We use the models trained on the Dawn @ 4 Vesta patches for HyNet,
DidymosNet, DidymosNet, and DidymosNet’, the OpenCV implementations of ORB
and SIFT, and the pre-trained model of SuperPoint provided by the authors. Note that the
Dawn @ 4 Vesta images used to train our models are different than the tesing images, as
described in [33].

Results on the AstroVision benchmark computed from 500 and 1000 features are pro-
vided in Table 3.7, and qualitative examples are provided in Figure 3.13 and Figure 3.14.
Our DidymosNet architecture achieves higher matching precision, recall, and accuracy and

enables superior relative pose estimates, as indicated by the larger AUC value, as compared
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to both SIFT and SuperPoint for all test cases, while demonstrating comparable or better
performance to its full-precision counterpart HyNet. DidymosNet is especially effective on
the more dif cult OSIRIS-REx @ 101955 Bennu and Rosetta @ 67P datatsets, which fea-
ture large perspective changes and challenging illumination conditions (see Figure 3.13),
outperforming both SIFT and SuperPoint by a large margin. Moreover, the architectures
that output binary descriptors, i.e., DidymosNetnd DidymosNet’, outperform ORB

with respect to all metrics.

3.6.7 RuntimeAnalysis

We leveraged a ROCK Pi 4b, which features a dual Cortex-A72 @ 1.8 Ghz and a quad
Cortex-A53 @ 1.4 Ghz, as a surrogate for the next-generation spacecraft processor [144,
145] and measured the runtimes for DidymosNet, HyNet [137], and SuperPoint [21] on-
board the device using the daBNN inference framework [146]. Feature extraction is per-
formed on full-resolution inputs, i.e., 1024024 grayscale images. These results are
shown in Table 3.8. Note that SuperPoint operates under the detdctescribe paradigm,
i.e., features are extracted from a dense detection score and descriptor map output by the
network with xed spatial dimensions relative to the input image, so feature extraction
runtimes remain relatively constant for different numbers of features. This is in contrast
to the detecthendescribe approach, which enables dynamic runtimes by increasing or
decreasing the number of detected keypoints where description runtimes generally scale
linearly with the number of extracted patches. For the detemtdescribe methods, key-
point detection and patch extraction are averaged over 100 trials and rounded to the nearest
millisecond (ms).

DoG + DidymosNet is able to operate at up t®.5 frames per second, an order of
magnitude faster than SuperPoint at 500 and 1000 features an8 ovaster than DoG
+ HyNet for all cases. FAST + DidymosNeis slightly faster than DoG + DidymosNet

due to the ef cient detection scheme of FAST and the reduced computational overhead
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Table 3.8:Runtime comparison on ROCK Pi 4b. Feature extraction runtimes include
keypoint detectiompatch extractiosfeature description, and matching runtimes are for a
single image pair.

RUNTIME (MS)

MODEL

500FEATURES 1000FEATURES 5000FEATURES SizE
FEATURE MS=DESC. EXTRACT MATCH EXTRACT MATCH EXTRACT MATCH (KB)
SUPERPOINT — 34232 22 34232 116 34232 5893 5086
DOG + HYNET 19.36 10394 §80=34=9680) 12 20108 680=68=19360 51 97816 680=336=06800 2634 5223
DOG + DIDYMOSNET 3.55 2489 680=34=1775 12 4298 £80=68=3550 51 18766 680=336=17750 2634 820
FAST + DIDYMOSNET 4.02 2110 ©6=34=2010 5 4154 (E7=68=4019 21 20516 B0=336=20100 630 1077
FAST + DIDYMOSNET ° 2.45 1325 (66=34=1225 5 2585 (67=68=2450 21 12666 (80=336=12250 630 85

of matching binary descriptors using the Hamming distance as compared to oating-point
descriptors. However, FAST + DidymosNaes slightly slower than DoG + DidymosNet at
5000 features, as the feature description step for DidymosiNetlightly more expensive

than DidymosNet due to the nal 256-channel CNN layer. FAST + DidymosRistour

most ef cient architecture, and can achieve an aln2ést speed-up relative to SuperPoint

and almos#8 relative to DoG + HyNet. Note that the theoretical speed-ups 20

for DidymosNet and DidymosNetand 40 for DidymosNet’ compared to HyNet,
shown in Table 3.6, can be achieved by using specialized hardware comprised of FPGAs,
as demonstrated in [130]. Moreover, the binary descriptors output by DidymosiXet
DidymosNetO allow for ef cient matching via the Hamming distance, providing an up to

4 matching speed up with respect to the 128-dimensional oating point descriptors output
by HyNet and DidymosNet, and an ov@r speed-up compared to the 256-dimensional
oating point descriptors of SuperPoint. We believe that these results demonstrate that
DidymosNet is a feasible solution for online feature description onboard future robotic
spacecraft for missions to small bodies. Indeed, image acquisition rates typically range
from one image per minute [147, 148] up to one image per 10 minutes [149]. For example,
during the Touch-and-Go (TAG) sample collection event of the OSIRIS-Rex mission to
Asteroid 101955 Bennu, images processing rates ranged from 10 minutes at initialization

down to 2 minutes following the Matchpoint maneuver [13].
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CHAPTER 4
SMALL BODY PHOTOMETRY

This chapter will introduce the theory behind how images measure the “brightness” of
points in a scene, and how this brightness relates to physical characteristics such as the
scene's topography through re ectance modelifgadiometryforms the foundation for

how images capture and quantify light, speci cally measuring electromagnetic radiation in
absolute physical units, such as watts per square meter. A closely related pidt@me-

try, which focuses on measuring light as perceived by the human eye. Historically, before
the advent of photography, radiometry and photometry were essentially the same since all
measurements were made visually. Today, planetary scientists use radiometry to measure
light in standardized units, but the terminology of photometry persists due to the eld's
historical reliance on visual observation.

This chapter will begin by reviewing key radiometric quantities used to quantify the
light incident on and re ected from a surface (Section 4.1), as well as how these quantities
are represented in monocular imagery (Section 4.3). We will then derive re ectance models
that describe how radiance varies with illumination and viewing geometry, surface topogra-
phy, and material properties. Speci cally, we will examine the Lambertian (diffuse) model
(Section 4.4), the Lommel-Seeliger (isotropic single-scattering) model (Section 4.6), and
the Lunar-Lambertian model (Section 4.7). Finally, we will discuss the opposition surge
phenomenon and explore methods for augmenting the aforementioned re ectance models
to account for this effect (Section 4.9), along with other well-known known models such as
those of Minnaert (Subsection 4.10.1) and Akimov (Subsection 4.10.2). The next chapter
will detail the application of these semi-empirical re ectance models to real imagery for

dense reconstruction of small body surfaces.
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Table 4.1:Summary of radiometric quantities.

Quantity Symbol Units Description

Energy Q J Proportional to the number of pho-
tons

Power P W (J=s) Energy per unittimeP = ‘L—?

Flux Density F W=m?  Power per unit apparent are@: =
dAdtl:Dos

Irradiance E W=m?  Power per unit ares€ = ¢

Intensity I W=sr  Power per unit solid angld: = g—"

Radiance L W=m?=sr Power per unit apparent area per
unit solid anglelL = %

4.1 Relevant Radiometric Quantities

This section details several radiometric quantities that are relevant to the measurement of
light. These quantities are summarized in Table 4.1. We follow the notation presented in

[150], but these de nitions align with other standard texts [151, 152, 153].

4.1.1 Flux Densityandlrradiance

Consider a differential surface element with adéailluminated by incident radiant power

dP. Theirradiance E, is the power per unit area:

dpP
E=—: 4.1
A (4.1)
It will be useful later on to distinguish between the irradiance andukelensity, F, i.e.,
the power per uniipparentarea with respect to the source. To distinguish between the
two, we must introduce the incidence anglahich is the angle between the normal to the
surface,n, and the direction of incoming radiant powsr, When radiant power strikes a

surface at an angle> 0, the projected area facing the source, denotedAy is reduced

due toforeshorteningas illustrated in Figure 4.1. As a result, the incident ux density is
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Figure 4.1:Foreshortening due to the incidence angle.

distributed over a larger surface area, leading to the following relationship:

dP dP E
F= = = ; 4.2
dA  dAcos cos’ (4.2)
or, equivalently,
E = F cos: (4.3)

The above expression is referred to as Lamb&tisine Incidence Lawwhich will be

discussed in Section 4.2.

4.1.2 Solid Angle

When a surface or medium is exposed to incident irradiance, it may scatter the light in
various directions. To quantify the distribution of re ected light from a differential surface

element in a speci ¢ direction, the concept of a solid angle is introduced. The solid angle,
denoted by , represents the cone of directions originating from a point and extending to

intersect a surrounding sphere of radiusThe intersection of this cone with the sphere's

73



surface forms an ared, and the solid angle is de ned as:

A|
_2.

(4.4)

-

The units of solid angles are steradiasg.( The solid angle can be considered the 3-

dimensional equivalent of the arc length on the surface of a circle.

4.1.3 Radiance

Now that we are equipped with a notion of the direction of the re ected light, we can
introduce two more important radiometric quantities, intensity and radiance. First, the

intensity |, is de ned as the power per unit solid angle:

| = - (4.5)

Next, theradiance L, is de ned as the power per urdgpparentarea per unit solid angle
with respect to the observer. First, we de ne the emission ahgpebe the angle between
the normal to the surface patch and the direction of the emitted light, and denote the appar-
ent area with respect to the observedas. Then, the radiance is
d?P d?P

L= 9Ad " dAcosd (4.6)

where we have taken into account the foreshortening of the area with respect to the ob-

server. Radiance is sometimes referred to as speci ¢ intensity and denotdd %y, 153],

which, obviously, causes issues when also discussing the intensity de ned in Equation 4.5.

Thus, we adopt the notatidnas in [150] and [152]. It will be shown in Section 4.3 that

the “brightness” of the scene, as measured by a camera, has a proportional relationship to

the radiance of the scene.
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Figure 4.2:Pages from Lambert's Photometria [154]. The front page (left) of Photome-
tria and a page (middle) where Lambert states three observations which formed the basis
for his laws of photometry with an approximate translation (right).

4.2 Lambert's Laws of Photometry

The foundational principles of photometry for small celestial bodies nd their origins in
Johann Lambert's seminal worhotometria Published in 1760, this work introduced

a comprehensive, experimentally supported theory of photometry and is considered one
of the earliest studies of light using calculus. Lambert outlined three basic observations
from his experiments that served as the basis for his laws of photometry, as illustrated in
Figure 4.2: two or more candles give more light than a single one; an object brought closer
to the light gets brighter; light falling obliquely on a surface will iluminate it less. While
these observations had been made by several others at different points in history, Lambert
developed rigorous experimental validation of these observations and translated the results
to the language of calculus. The historical context provided in this section is adapted from

[150] and [152].
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4.2.1 Lambert'sFirstLaw

Law 4.1 (Immiscibility). The combined irradiance from two or moigcoherent
(non-interfering) light sources is equal to the sum of the irradiances contributed by

each individual source.

The principle that multiple light sources combine was observed as early as the 11th century
due to Al Hazen (Ibn al-Haytham) during his work Kitab al-Manazir(The Book of Op-

tics) published in 1021. However, the linear relationship between multiple sources was not

formally established until the 18th century by BougueEssai d'optique sur la gradation

de lalumere(1729) and later formalized by Lambertihotometria(1760). Sunlight and

the ame of a candle are examples of incoherent light sources. Thus, two candles light a
wall twice as brightly as a single candle, a fact that was leveraged by Lambert during his

experiments (see Figure 4.3). As Thomas Young showed in his famous experiment pub-
lished in 1804 [155], this does not hold when the same ray is split and recombined with

itself (interference), but for the applications considered in this thesis, light from different

sources sum linearly and do not interfere [150].

4.2.2 Lambert'sSecond_.aw

Law 4.2 (Inverse Square Law)Consider a point source that emits light isotropically,
i.e., equally in all directions. The ux density decreases proportionally to the squiare

of the distance from the source.

To see how the inverse square law works, consider our sun, which can be approximated by

an isotropic point source at suf cient distances. For example, the Sun subtends an angle of
0:5 at Earth, or, equivalently, at a distancergf= 1 AU (astronomical unit). Imagine

that the Sun is surrounded by a sphere (or wavefront) at a radiuys ®f1 AU and at a

radius ofr > r g (also in units ofAU). Since the source is assumed to be isotropic, the
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Figure 4.3:Schematic of an experiment performed by Lambert in Photometria. The
vertical screen separates the elEFDC, illuminated by the single candle, and eld
GFDB, illuminated by two candles. The candles can then be moved further or closer
to each eld until the brightness on either sideFoD is the same. Figure from [154].

power of the SurP is evenly distributed over the surface of each sphere. Thus, since
r >r g, this power is distributed over a larger surface areathtin atrg, or, equivalently,

the power per unit area (the ux densitly)atr is less than the ux densitif atrg [152]:

F(r) _P=r? _r2 1

X 4.7)

F Tparz o P05

whereF 1;362W=m? is the ux density of the Sun at AU, commonly referred to as
the solar constant.

This relationship was rst stated by the French mathematician Marin Mersenne in his
1634 workQuestions inouyes: ou Recreations des Scavdnbhannes Kepler had previ-
ously hinted at an inverse square relationshipgronomia Novg1609) while formulat-
ing his rst law of planetary motion, noting that light spreads spherically and diminishes
in strength with distance, though he did not explicitly derive the mathematical form. Later,
Lambert provided a rigorous photometric foundatiorPimotometria(1760), formalizing
the quantitative relationship between light intensity and distance. A similar inverse square
relationship for gravity was also derived from Kepler's laws in Isaac NewtBnscipia
(1687). A schematic of the experiment Lambert used to experimentally validate the inverse

square law, while also making use of immiscibility, is provided in Figure 4.3.
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4.2.3 Lambert'sThird Law

Law 4.3 (Cosine Incidence Law)The ux density and irradiance are related by th

v

cosine of the incidence angle,

E = F cos: (4.8)

This is due to the foreshortening of the surface area perpendicular to the sourde, as

illustrated in Figure 4.1.

Lambert's third law provides an explicit expression for the observed decrease in brightness
as the surface is rotated away from the light source, as discussed in Subsection 4.1.1. Like
his other laws, the cosine incidence law had been suggested but not formally de ned prior
to Lambert's work. In the 11th century, Alhazen explored how light behaves at different
angles, laying the groundwork for later studies, though he did not derive the cosine rela-
tionship. Similarly, Johannes Kepler, in his 1609 wégtronomia Novarecognized that

light intensity decreases with both distance and angle, but did not explicitly formalize the

cosine law.

4.3 Image Formation

This section will detail the relationship between the “brightness” recorded by a camera and
relevant radiometric quantities of interest, namely, the radiance of points in the scene. This

derivation was adapted from [156, Chapter 10] and [152, Chapter 7].

4.3.1 ImagelrradianceandSceneRadiance

We are interested in modeling the radiance emitted by points in the scene through monoc-
ular imagery. The irradiance at a particular point in the image, the image irradiangg

will depend on how much light arrives from the corresponding point in the scene, the scene
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Figure 4.4:Image formation geometry.

radiancel, found by following the ray from the image point through the pinhole until it
meets the surface of an object.

Speci cally, consider a camera with a lens (or aperature) of diantetand a focal
length off observing a differential patch in the scene with ad@awhich forms a corre-
sponding differential patch in the image with a&,.ge. Furthermore, suppose that the
ray from the scene patch to the center of the lens makes an angté the boresight axis
and an anglé with the surface normal of the scene patch. Finally, assume the scene patch
is at a distance from the lens as measured along the boresight axis (see Figure 4.4).

Notice that the solid angle subtended by the scene patch is equal to that of the solid
angle subtended by the corresponding patch in the image. The apparent area of the image
patch as seen from the center of the lendAsy,a4e COS , and the distance between this

patch to the lens i&= cos . Thus, the solid angle subtended by the image patch is

| =
d (f=cos )2 f2

(4.9)

Similarly, the solid angle subtended by the scene patch relative to the center of the lens is

4l = dAcos' _ dAcos'cog

= Gecos P s (4.10)
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Since the two solid angles are equal, we can set Equation 4.9 equal to Equation 4.10 and

rearrange to get the following relationship:

dA cos z ?
= - 411
dAimage COS" f ( )

Next, we need to determine the portion of the light emitted by the scene patch that
makes its way through the lens. The solid angle subtended by the lens, as seen from the

scene patch, is
2

2
d” cos cos : (4.12)

e = 4z=cos )2 4

NIl

Thus, the power of the light that originates from the scene patch and passes through the

lensis
Z
dPiens = L dA cos" d
lens
= L dA COS" lens
d 2
=L dAcos'— - coS :
4 7z

In the above equation, it is assumed that constant over the solid angle subtended by the
lens, which is approximately true for  z. Assuming all the power passing through the

lens is concentrated on this image patch and no light from other areas reaches this area, we

have
dP|ens dA d 2
Eimage = =L — = cos cos"
mage dAimage dAimage 4 z
Finally, substituting fodA= dAimage gives
d 2

Now that we have a closed-form expression linking scene radiance to image irradiance,

we must also characterize the relationship between image irradiance and the raw output of
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the camera sensor. This output corresponds to the charge accumulated by photons striking
the photodiode over the speci ed exposure time. Establishing this relationship is the goal

of radiometric calibration, explained in the next section.

4.3.2 RadiometricCalibration

Robotic spacecraft are equipped with advanced imaging systems based on Charge-Coupled
Devices (CCDs). The photodiodes within each pixel of the CCD array convert light (the
number of photons that strike the sensor over some exposure tiné an electrical
charge via thephotoelectric effecf152, Chapter 7]. This analog signal is then sent to
an analog-to-digital converter (ADC), which translates the measured charge into a digital
number (DN). For example, the Dawn mission to Asteroid 4 Vesta and Minor Planet 1
Ceres digitized the signal from the framing camera to a 14-bit integer DN [157].

A crucial performance metric for deep space imagers is response linearity, which en-
sures a proportional relationship between the power of the incident light on the detector
and the resulting DN [157, 158]. The relationship between the raw DN and the incident
energy on the detector is characterized by the senssfonsivityr, expressed in units of
DN=J. Responsivity is determined through rigorous laboratory calibrations, typically us-
ing a monochromator paired with a diffuser and collimator, as well as in ight calibrations
by observing standard targets, such as stars.

Once again consider a lens with diamederith an area ofAns = d2=4. We can

factorize Equation 4.13 as

2

=L 9
4 (f=cos )2 cos

dPout = L

LAenscos d!():

For optical systems with a narrow eld-of-view (FOV), it is useful to asswos 1 (or
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0). Thus, the above expression can be rearranged to give

dPOUt

L= ———:
Alensd! (O)

(4.14)

Next, recall that the scene radiance measured by the camera is quantized and stored
as aDN, which can be related to the energy of the incoming light (in units of J), which
is proportional to the number of photons that strike the detector, by multiplying by the
responsivity (in units of DN=J) and dividing by the exposure timet. Thus, the average

radiance on a pixel subtended by a solid angig.ocat =0 is

DN= t
L =

= LI 4.15
rAIens ! pixel; 0 ( )

where the denominator is commonly referred to agésponsivity factar

We have now established how the raw image values [iN¢ can be related to the
brightness of points in the scene (the radiahge We will now relate the brightness of
points in the scene to the underlying topography (the surface normpalsd material prop-
erties (the albeda) of the surface and the illumination and viewing geometry (represented

by the incidence and emission angled", respectively).

4.4 The Lambertian Re ectance Model

TheLambertian or diffuse, model is one of the most fundamental and widely known mod-
els of re ectance, named after its creator, Johann Lambert. According to this model, a
surface re ects light uniformly in all directions for a given incidence anglee., the ra-
diance is independent of the emission ariglaVhile the Lambertian model rarely holds
exactly for real surfaces, it serves as a useful approximation in many cases. Moreover,
it can be combined with other re ectance models to generate more realistic representa-
tions of surface behavior (detailed in Section 4.7). The Lambertian surface also provides

a useful framework for de ning ratios that characterize how real surfaces differ from the
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diffuse ideal, such as the radiance factor and normal albedo, which are discussed later in
Section 4.5.

As before, suppose that we have a surface patch with differentiatiare®hen light
falls upon this patch, it is assumed that this light is re ected into a hemisph&e stera-
dians above the patch where an observer will record the light subtending some solid angle
d . We rst must de ne thebidirectional re ectance distribution functio(BRDF), r grpF ,
as

" L(;" ) L
reror (;"; )= E :FCOS:

(4.16)

In words, the BRDF de nes the ratio of the emitted radiance to the incident irradiance on
the surface. For a Lambertian surface, it is assumedrgat .. (;"; ) is constant. For
now, let us denote this constant by Thus, a Lambertian surface has constant radiance

regardless of the emission angle for a given incidence angle:
L()=(ccos)F: (4.17)

Another way of expressing this phenomenon is through the intensity. Recall that the inten-

sitydl = L dA-, wheredA. is the area perpendicular to the observer. This gives
dl = |_{g/} cos' =dlgcos’ (4.18)
constant

wheredl ( is the intensity when observing the surface from overhéad Q). The above

expression is referred to as Lambert's cosine emission Téne cosinemissiodaw should

not to be confused with the cosiimeidencelaw, as the cosine incidence law applies to all

surfaces, whereas the cosine emission law applies exclusively to Lambertian surfaces.
Now, let us derive an expression for the constam (Equation 4.17) by leveraging

Lambert's cosine emission law. To account for possible energy absorption by the patch,

Lambert introduced the (Lambertiaalpedoa, = d P,,:=dPj,, which de nes the ratio of
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Figure 4.5:Emission angle integration convention.

the emitted to the incident power on the patch. Next, recall that the incident power on the
patch is
dP;, = F cos dA; (4.19)

and the emitted power is 7

dPoyut = Lcos' dA d :
2

Because the radiance remains constant acros2 tise observation hemisphere, it can be

factored out of the integral, together with the differential ad@ayielding

Z

dPoyt = L dA cos' d : (4.20)
2

This gives 7

a FcosdA=L dA cos' d :
2

Writing the differential solid angle in terms of spherical coordinatesd.e=,sin " d" d
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(see Figure 4.5), allows us to rewrite the above integral as

sin" cos" d" d
0

1
—

a F cos

Thus, we have arrived at the well-known Lambertiadirectional re ectance functiom,

given by
a

re(;; )= COS; (4.21)

T

where we nd thatc from Equation 4.17 is equal @ = .

45 Measures of Re ectance

Common measures of re ectance, some of which have already been discussed in the pre-

vious section, are de ned below.

4 5.1 BidirectionalRe ectance

- )

De nition 4.1 (Bidirectional Re ectance) Thebidirectional re ectancer(; ; )is
the ratio between the observed radiance to the incident ux density:
L( ;ll; )

r¢;; )= —F (4.22)

The bidirectional re ectance is arguably the simplest measure of re ectance. Since the
radianceL has units of¥ m 2 sr tandF has units ofiN m 2, the bidirectional re ectance

has units ofr 1. The bidirectional re ectance of a Lambertian surface is

re(ss )= a—Lcos; (4.23)
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as detailed in the previous section.

4.5.2 BidirectionalRe ectanceDistribution Function

De nition 4.2 (Bidirectional Re ectance Distribution FunctionYhe bidirectional
re ectance distribution functiodBRDF) rgrpr (; ; ) is the ratio between the ob-

served radiance to the incident irradiance:

_ LG o) LGt ) (G ):

reror (55 )= E()  Fcos()  cos

(4.24)

The BRDF is the bidirectional re ectance normalized by the foreshortening of the illumi-

nated area due to the incidence angle. The BRDF of a Lambertian surface is
a
reror;L(; s )= 2.

4.5.3 Radiancdactor

De nition 4.3 (Radiance Factor)Theradiance factorrg(; ; ) is the ratio of the
bidirectional re ectance to that of a perfect Lambertian surface illuminated gnd

viewed from overhead, i.e.="= =0 :

r(;" )

re(5s )= (000

r(,; ) (4.25)

This is also commonly referred to as thpparent albedo The radiance factor may be
greater than one, as some surfaces can re ect more light in certain directions than a Lam-
bertian surface. Since both the numerator and denominator are in units of radiance, the

radiance factor is unitless. The radiance factor for a Lambertian surface is

re(; s )= a cos: (4.26)
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45.4 NormalAlbedo

De nition 4.4 (Normal Albedo) The normal albedoa, is the ratio between the
radiance when observed and illuminated from overhead, i.; = =0 , and
the radiance of a perfectly diffuse surface observed and illuminated from overhgad.

Equivalently, the normal albedo is the radiance factorat' = =0 :

a, = re(0;0;0) = r (0;0;0): (4.27)

The normal albedo de nes the re ectance at a standard viewing and illumination geometry

relative to a standard (perfectly diffuse) surface. For a Lambertian surface,

= (4.28)

455 Photometridcunction

De nition 4.5 (Photometric Function)The photometric function (; ; ) is the
ratio between the radiance and the radiance when observed and illuminated [from

overhead,i.e.,= "= =0 :

N N o I G I ¢ G
{55 U= L(0;0;0) ~ r(0;0;0) ~ rg(0;0;0)° (4.29)

The purpose of the photometric function is to isolate the effect of the geometry (i.e., the
angles, ", and ) on how light is re ected by the surface. For example, the Lambertian

photometric function is

Another way to state the relationship between the radiance factor and the photometric func-

87



tion is
re(;" )= re(0;0;0) (5% )=an (3 ) (4.30)

The photometric function is commonly factorized between a phase fungtiopy which
models the re ectance due toindependent of and"”, and a disk functiowl( ;"; ), i.e.,

(;; )= ( )Hd(;; ). Thisis discussed in more detail in Subsection 4.9.3.

4.6 Isotropic Single-Scattering

The Lambertian model, as previously discussed, does not accurately represent the re-
ectance behavior of most small bodies. Its most well-known limitation is its inability to
predict the limb-brightening observed on the Moon at small phase angles (see Section 4.7).
To address this, more sophisticated scattering models, such as the Lommel-Seeliger model,
have been proposed. Unlike the Lambertian model derived earlier, the Lommel-Seeliger
model treats the regolith on a small body's surface as a medium through which light prop-
agates. As the light travels through this medium, it is assumed to be isotropically scattered
(i.e., equally in all directions). The model is named after the German physicists Eugen
von Lommel and Hugo von Seeliger, who independently developed its mathematical for-
mulation in the context of light scattering in particulate media. Our presentation follows
the de nitions and derivation introduced by Bruce Hapke in his seminal paper on bidirec-
tional re ectance spectroscopy [159] and the more detailed treatment presented in his book,

Theory of Re ectance and Emittance Spectrosdapy].

4.6.1 Beer-Lambertaw

Consider a medium of thicknesls through which an incident ux densitlf propagates.
The attenuation of this ux as it travels through the medium is described by the Beer-

Lambert Law, which assumes the following relationship between the change idFux
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and the distance (or thicknes®) [151, Chapter 7]:
= F (4.31)

where is theextinction coef cienttypically a function of, which models absorption and
(single) scattering of the light. Note that the inclusion of the negative sign on the right-hand
side of Equation 4.31 enforces that the decrease®verdx since bothdx anddF are
strictly positive.

Rearranging and integrating both sides gives

2 x gF Z x
= = In(F(x)=F(0)) = (x) dx: (4.32)
o F 0

Taking the exponential of both sides and rearranging gives the Beer-Lambert Law:
F(x)= F(O)exp( ); (4.33)

where we've de ned th@ptical depth to be

ZX

= (x) dx: (4.34)
0

Assuming constant extinction gives= x . Moreover, notice that differentiating both
sides of Equation 4.31 with respect to the solid angle, and recalling~thatd P=dA,

gives an identical relationship for the radiance:

o

d3p F dL
dxdAd = d L = dx’ (4.35)

To get a better understanding of the physical meaning of the extinction coef cjent

we will need to consider the particles within the medium themselves. First, de ne the
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extinction cross-section , as

= Pextinct =F; (4.36)

wherePeinet 1S the portion of the power of incident uk that is scattered or absorbed by
asingleparticle in the medium. Next, thextinction ef ciencyQ is de ned as the ratio of
the extinction cross-section to the cross-sectional area r 2 of the particle with radius
r:

Q = =: (437)

Then the extinction coef cient is de ned as [151, Chapter 5]

=NQ ; (4.38)

whereN is the average number of particles per unit volume. Thus, the vRlués the

power that is either scatted or absorbed by the individual particles within a “slab” of the
medium with perpendicular areb\ and lengthds, and, intuitively, is affected by the den-

sity of the particles within the medium and the size and extinction ef ciency of each particle

in the slab. Note that in reality particles are not perfect spheres. However, it is assumed that
we are dealing with ensembles of randomly oriented particles whose average cross-section
in any particular direction can be approximated by that of a sphere [151, Chapter 6].

To understand how the optical depthin uences the appearance of a medium to an
observer, consider the case whes 1. This corresponds to:= x( =1) =1 =, which
represents the average distance a photon travels before being absorbed or scattered. A larger
extinction coef cient results in less ux surviving to a given depi or equivalently, a
smaller distance. Therefore, a slab of medium with 1 will appear opaque, as very
few photons, if any, will be transmitted to the other side. Conversely, a slab withL will
appear translucent, since many photons will successfully pass through the medium. In the
next section, we will apply the Beer-Lambert Law to derive an expression for re ectance

of a singly-scattering medium.
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4.6.2 ParticlePhaseFunction

As we discussed in the previous section, extinction (and thus scattering) in a particulate
medium can be understood through modeling interactions with the individual particles in
the medium. Consider again a particle with incident Ex cross-sectional area and
extinction ef ciencyQ . The portion of the extinct power of a particle that is scattered is

governed by thearticle single-scattering albedd [151, Chapter 5]:

$ = Qscattered - Pscattered: (4.39)

Qextinct I:)extinct

Thus, the amount of powecatteredby a single particle is
Pscattered = $ Pextinet = $ (FQ ): (4.40)

We are ultimately concerned with the amount of light that is scattered through a differential
solid angle centered around a directiin The single-scattering particle phase function
(SSPPF)( ) describes the distribution of the scattered power with respect to the phase
angle :

dPscattered _ p( )
S il (4.41)

Because the total power scattered in all directions must équaleq, the SSPPF is de ned

such that [151, Chapter 5] 7

1 — .
2z POd=1: (4.42)

For our purposes, we will be considering isotropic scatterspie),= 1.

4.6.3 TheLommel-SeeligeRe ectanceModel

Consider a plane surface at= 0 separating an empty half-spaze> 0 from a medium

occupying the half-space< 0 that consists of irregular, randomly-oriented particles. The
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Figure 4.6: Geometry for derivation of the Lommel-Seeliger model. Adapted from
[159].
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medium is illuminated by collimated light with ux densify traveling in a direction which
makes an with the+ z-axis. A detector with aperature ardais positioned at a distanég

from the surface at = 0 and collects light from within a solid angt# about a direction
making an anglé with the + z-axis. The+ z-axis coincides with the surface normal of the
elementdA formed by the intersection @ with the surface at = 0. While the detected
light is interpreted as originating from the surface elenwit in reality, the radiance at
the detector results from light scattered by all particles within the medium that fall within
the detector's eld of viewd! .

Consider a volume elemedV = R d! dRat a deptlz in the medium and a distance
Rfrom the detector as illustrated in Figure 4.6. Particles at this depth receive incident ux
that has been attenuated by a fa&®p(z= cos ), where it is assumed that these particles
scatter this powesotropically, i.e., equally in all directions (q¥( ) = 1 in Equation 4.41).
Since the medium contail$ particles per unit volume, the radiance emerging fidvhin

a direction" towards the detector is

%F exp(z= cos): (4.43)

This radiance is further attenuated by a faesp( [R R)]) = exp( z= cos") before
emerging from the surface at= 0.
Thus, the radiance scattered withdW through a solid anglel = d a=R about a

direction" towards the detector is

d’P = %F exp z % + %S" dv%? (4.44)

= %F exp z %+ Wls" d! dRda (4.45)

= %F exp Cols + cols" c((j)s d! da; (4.46)

where we have used the fact thadR= dz=cos" =d =cos". Intuitively, it can been
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seen that integrating over all such volume elements in the detector's eld-of-view is equal

to the radiance inside the detector:

z
d?pP $F ! 1 1
L= = —+ — d 4.47
dad! 4 cos' g eXp cos  cos' ( )
I'F cos cos'

= X 4.48
4 cos' cos +cos" ( )

where we have arrived at the well-knolvammel-Seeliger bidirectional re ectance mofieb9,

160]:
! cos

res(;" )= ———
L-s( ) 4 cos +cos

(4.49)

Although the L-S model reliably estimates limb brightening at lower phase angles, it over-
estimates the brightening of the limb at higher phase angles, as shown in Figure 4.7. There-
fore, it was proposed to develop empirical re ectance functions that t a combination of
different “basis” re ectance functions to actual observations. This is discussed in the fol-

lowing section.

4.7 The Lunar-Lambert Re ectance Model

Neither the Lambertian model nor the Lommel-Seeliger model can fully capture the re-
ectance properties of the lunar surface on their own, as shown in Figure 4.7. Speci cally,
the Lambertian model fails to account for the limb-brightening effect observed at small
phase angles of the Moon, while the Lommel-Seeliger model overestimates limb brighten-
ing at higher phase angles. To address these limitations, a weighted combination of both
models may be used, with the weights being a function of the phase angle. This relatively
simple model has proven effective for describing the scattering properties of a wide range of
small bodies in the solar system, e.g., Asteroid 4 Vesta [161], Minor Planet 1 Ceres [162],
ASteroid 101955 Bennu [163], and Saturnian Satellites such as Enceladus and Dione [164],

among others.
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Lommel-Seeliger Lambert

Minnaert McEwen

Akimov

Figure 4.7: Simulated images of a spherical target with different re ectance models
compared to real images of the MoonThe Minnaert model uses the weighting function
in Equation 4.59.
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Speci cally, the Lunar-Lambertian bidirectional re ectance model is

agL 2cos

ree(™ )= — (1 g())cos + g( )m (4.50)

The phase weighting functiog( ) is typically taken to be a second- or third-order poly-
nomial whereg(0) = 1 corresponds to the observation of no limb darkening at zero phase
angle. For example, McEwen speci ed the following cubic weighting function based on

lunar imagery taken by the Galileo mission [165]:
gl )=1 0019 +(2:42 10% 2 (1:46 10°% 3 (4.51)

where the phase angle is speci ed in degrees.

We provide the indicatrices of the Lambert, Lommel-Seeliger, and Lunar-lambert pho-
tometric functions in Figure 4.8. Amdicatrix illustrates the shape of a particular re-
ectance function by plotting the re ectance function values over a variety of emission
and phase angles at xed incidence angles (assuming the emission, incidence, and surface

normal vectors are coplanar).

4.8 Reciprocity

The Principle of Reciprocity, also known as Helmholtz reciprocity, is a reformulation of the
Law of Conservation of Energy in the context of light. Originally introduced by Hermann
von Helmholtz in 1856, it was later extended by Marcel Minnaert in 1941 for application
to Lunar photometry [166]. As before, consider a differential area eleg#ilituminated

by incident ux F at an incidence angleand viewed with an emission andleand phase
angle . Helmholtz reciprocity states that the BRDF must be the same if the observer and

the source are switched [152, Chapter 6]:

di ) di
F cos dAcos' F cos' dA cos

I BRDF ( N ) = = I'BrRDF ("; ; ): (452)
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Figure 4.8: Comparison of indicatrices for the Lambert, Lommel-Seeliger, and
McEwen photometric functions.

Figure 4.9:Example of the opposition effect on the surface of Minor Planet 1 Ceres.
The radiance images provided above were captured at phase ang@3 0f0.:83 , 33.95,
and47:68 from left to right.

The reciprocity principle can be similarly formulated for other measures of re ectance as

well:

rG;n ) (). (4.53)
cos cos' .

Reciprocity must hold for a re ectance model to be considered physically realistic. It is

straightforward to check that the principle holds for the aforementioned re ectance models.
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(a) Shadow hiding. (b) Coherent backscatter.

Figure 4.10:Mechanisms for the opposition effect.

4.9 The Opposition Effect and the Phase Function

Theopposition effectefers to the observed increase in the brightness of a celestial body's
surface as the phase angle approadheslso known as opposition. This phenomenon

is particularly pronounced for airless bodies, such as Minor Planet 1 Ceres depicted in
Figure 4.9. The two most well-established mechanisms for this phenomenon are shadow-
hiding and coherent backscattering (Figure 4.10). We will give brief descriptions of each
and then detail how these phenomenon can be empirically modeled using the phase func-

tion.

4.9.1 ShadowHiding

The rst mechanism for the opposition effect shadow hiding151, Chapter 9]. Con-

sider the surface of a small body covered in regolith, where particles near the surface cast
shadows on the deeper grains. At large phase angles, these shadows are visible, darkening
the surface. However, as the phase angle decreases toward zero, the particles casting the

shadows also obscure them, effectively hiding the shadowed regions and contributing to
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the observed increase in brightness. This is illustrated in Figure 4.10a.

Another way to understand this phenomenon is to imagine the spaces between the par-
ticles in the regolith as tunnels through which light can pass. At large phase angles, the
interiors of these tunnels, as seen by the observer, remain in shadow because the particles
forming the tunnel walls block the light. In contrast, at small phase angles, the sides and

bottoms of the tunnels become illuminated, leading to an increase in brightness.

4.9.2 CoherenBackscattering

The second mechanism that contributes to the opposition effect at small phase atages is
herent backscatterinfl51, Chapter 9]. It occurs when two light waves, originating from

the same incident wavefront, travel the same multiply scattered path through a medium but
in opposite directions, as depicted in Figure 4.10b. If the points where the waves exit the
medium are suf ciently close together, the waves combine coherently. This constructive
interference is most pronounced at phase angles near zero, where the two waves are per-
fectly aligned in distance, leading to a signi cant increase in the intensity of re ected light.
However, at larger phase angles there is no coherence between the two waves and the total

brightness is twice the individual brightnesses (i.e., immiscibility) [Chapter 9][151].

4.9.3 ThePhasdrunction

While these mechanisms of shadow hiding and coherrent backscattering are well-established,
the way in which to model them is less so. Moreover, these constitute only two of the many
proposed mechanisms for this phenomenon. Signi cant progress in modeling these effects
was made by Bruce Hapke [159, 167, 168, 169, 170], whose work provides a detailed
and physically meaningful framework for the re ectance of airless bodies. However, many
scientists opt for simpler empirical functions of the phase angle due to the complexity
and practical challenges of Hapke's models. Indeed, Hapke's models feature numerous

parameters that can be highly correlated without high-quality data across a wide range of
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illumination and viewing angles, making it dif cult to apply in many cases [171, 172, 173].
Simpler polynomial functions of the phase angle are easier to t, computationally ef cient,
and suf cient for tasks like photometric correction or mapping.

Speci cally, consider the radiance factor de ned in Equation 4.25. €&haigonal

albedois equal to the radiance factor converted to the “mirror” geometry [174]:

Aeq( )=Te(=2=2); (4.54)

which corresponds to the case when the normal to the scattering surface is in the scattering
plane containing the incident and emitted light rays. This permits the factorization of the

radiance factor according to

re(" )= aeg( )d(:™ ) (4.55)

whered is referred to as thdisk functionand describes the brightness distribution relative
to the mirror point. The equigonal albedo can be further factorized by de ning the phase
function () normalized to unity at the reference phase angle o and the equigonal

albedo at o:

Beq( ) = @eq( 0) () (4.56)

Recalling the de nition in Equation 4.22.4( o) is equal to the normal albedo whegp =

0 . This results in the following factorization of the radiance factor [174]:

re(;" )=a, (. )d;" ): (4.57)

The relationship between the radiance factor and the photometric function de ned in
Equation 4.30 allowq ) andd(;"; ) to be interpreted as a factorization of the photo-
metric function. The phase functioq ) accounts for phase-dependent brightness varia-

tions, independent ofand”, arising from phenomena such as shadow hiding and coherent
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Figure 4.11: Phase functions t to imagery of 1 Ceres and4 Vestaby Schroder et
al. [161, 162] for different disk functions.

backscattering. The functional form ¢f ) is often represented as ath-order polyno-

mial [175, 161, 162], an exponential [176], or a hybrid of both [177], with parameters tto
imagery of the speci c target body. Commonly used disk functions include the photometric
models of Lunar-Lambert (Section 4.7) and Minnaert (Subsection 4.10.1), and the Akimov
disk function (Subsection 4.10.2). Example phase functions tto imagery of 4 Vesta and 1

Ceres from the Dawn mission by Sdider et al. [161, 162] are provided in Figure 4.11.

4.10 Other Re ectance Models

Although the Lunar-Lambert model is arguably the most popular and well-known model
for re ectance modeling of small celestial bodies, other re ectance models have been pro-

posed. We brie y discuss a few other models below.

4.10.1 TheMinnaertRe ectanceModel

Recall that the bidirectional re ectance of a Lambertian surface is proportionadgo
Minnaert suggested an extension to the Lambertian model to include dependence on the

emission angle such that the bidirectional re ectance was instead proportigoastd f ().
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In order to satisfy reciprocity, the proposed model must satisfy

(cos) () _ (cos") (), (4.58)
cos cos
Thus, reciprocity may be satis ed by lettiid") = (cos") . This results in thinnaert

re ectance functio{166J:

a
fu = —2(cos) (cos") *;
where is commonly referred to as the Minnaert index agdis the Minnaert albedo.
While Minnaert did not provide an explicit form forin his original publication, other
authors have proposed tting the Minnaert index to a function of the phase angle,*e.,
g( ). For example, Helfenstein empirically established the following linear relationship

using lunar observations [178, 174]:

a( )= WT”: (4.59)

The Minnaert model is capable of predicting the brightening effect of the lunar sur-
face, and has been shown to accurately describe the variation in brightness of many sur-
faces [161, 162, 163]. However, the law breaks down completely towards the limb of a
planet (i.,e., a8 ! 90). Specically, if < 1the calculated brightness becomes in nite,
and if > 1the limb brightness is zero, neither of which agrees with observations of any

real body of the solar system.

4.10.2 TheAkimov Re ectanceModel

The Akimov disk function is garameter-freemodel derived from the formal condition
that an extremely rough surface subjected to small random undulations, i.e., random devi-

ations or uctuations in its geometry, maintains the same re ectance as before the undula-
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tions [179, 174]. Itis de ned as

(cos )=t

da(; ; = = ;
A( ) = cos 2 cos

Cos

5 (4.60)

where and are the photometric latitude and longitude, respectively. The photometric

latitude and longitude are related td', and via

cos=cos' cos
sin

tan = ; (4.61)

cos = E: (4.62)
cos

While such perfectly rough surfaces are rare in nature, they serve as a useful abstraction

that has been shown to accurately approximate lunar re ectance.
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CHAPTER 5
STEREOPHOTOCLINOMETRY REVISITED

This chapter details Phaclinometry-from-Mdion (PhoMo), a novel keypoint-based frame-
work that fuses dense image keypoint measurements and correspondences from a deep
learning algorithm with Sun vector measurements within a structure-from-motion (SfM)
system (detailed in Section 2.4) to estimate the topography of small body surfaces. The
fusion of keypoint and Sun vector measurements is facilitated through the incorporation of
photoclinometry, which uses the photometric priciples and re ectance models introduced
in the previous chapter, into a graph-based SfM system to estimate surface normals and
albedos at estimated landmarks, providing detailed information for surface characteriza-
tion and shape reconstruction. The proposed framework, which leveiagies graphs
(discussed in Section 2.5) to model and solve the complex photoclinometry process, for-
goes the expensive local maplet alignment step, streamlines the optimization process, and
renders SPC more amenable to recent and future advances in computer vision, namely fea-
ture extraction and matching methods basedieep learning33]. An overview of the

proposed approach is shown in Figure 5.1.

5.1 Small Body Photometry

Photogrammetryserving as the theoretical foundation for contemporary techniques such
as SfM, primarily concentrates on establishing geometric relationships between points in
an image (th&eypoint$and the corresponding points in the scene ignemarks. In con-
trast,photometryseeks to model the observed “brightness” of a scene point in an image as
in uenced by its surface topography and material properties (as discussed in the previous
chapter). Photogrammetry has historically garnered more attention in the computer vision

community, due, in part, to the relatively low complexity as compared to photometry. In-
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Figure 5.1:PhoMo overview.

deed, photometric modeling is inherently complex. This is especially true for terrestrial
applications, which typically require the use of deep neural networks to achieve accurate
photometric reconstructions [70]. However, operation in space presents us with a number
of advantages that simplify the photometric modeling process. First, we may treat the Sun
as a point source delivering collimated light to the surface owing to the large distance to
the Sun (i.e., the Sun subtends an angl6:56f at Earth [150]) and the lack of atmosphere
of most small bodies to scatter the incoming light. Second, the direction of the incoming
light can be precisely measured using typical onboard instrumentation (e.g., Sun sensors,
star trackers). Third, previous photometric modeling of small bodies has demonstrated
thatglobalre ectance functions, as opposeddpatially-varyingre ectance functions, can
precisely estimate the observed brightness across the surface of a target small body. More-
over, these global re ectance properties are similar across asteroids of the same taxonomic
class [180].

More formally, an image may be considered as a mapping ! R, over the pixel
domain R? that maps a point in the imagp,2 , to its corresponding “brightness”

valuel (p) 2 R.. Here, “brightness” refers to the fact that the image values correspond to
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Figure 5.2:Photometry conventions.

the amount of light falling on the photodetector inside the camera, referred to as the image
irradiance with units of power per unit area (W 2). Speci cally, each brightness value
| (p) is initially represented by a digital number (DN), which is computed by converting
the charge accumulated by the photodetector over some exposurettimean integer DN
using an analog-to-digital converter. For example, the Dawn mission to Asteroid 4 Vesta
and Minor Planet 1 Ceres digitized the signal from the framing camera to a 14-bit integer
DN [157]. An important requirement for deep space imagers is response linearity, i.e.,
an almost perfectly linear relationship between the incident irradiance on the detector and
the quantized charge ral&N= t. This linear relationship is characterized by a rigorous
radiometric calibrationprocess conducted both on the ground and during ight [157, 181,
182]. It can be shown [156, Chapter 10.3] that the image irradiance is proportional to the
radiancere ected towards the camera from the surface, where radiance is the power per
unit solid angle per unit area (& * m 2). Thus, each poinp 2  corresponds to the
radiance emitted from a point on the surface of the body.

The emitted radiance from the surfatd,;"; ;a ) and the incident (collimated) irra-

diance from the Surk;, which is a function of the distance to the Sun [150], are related by
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thebidirectional re ectance functioyr (in units of sr ?):

L(;" ;a)

c =r(;"a); (5.1)

wherea is the surface albedo,is the angle between the incoming light and the surface
normal, or theincidence anglg” is the angle between the emitted light and the surface
normal, or theemission angleand is the angle between the emitted light and the incoming
light, or thephase anglésee Figure 5.2). A similar measure of re ectance, which is very
popular in the context of planetary photometry [150, 180], ishtgrectional radiance
factor, rg, which is the ratio of the bidirectional re ectance of a surface to that of a perfect
Lambertian surface illuminated and viewed from overhead (i=.; = =0):

L(;"a)

re(Ghia)=r(nia)=s ——/—— (5-2)

While the radiance factor is dimensionless, it is common to refer to its value as being
in units of re ectance oL=F (or, more commonly]=F when| is used to denote the
radiance). Henceforth, we will refer to the radiance factor when mentioning the re ectance
function.

If we normalize the radiance factor by the radiance factor when observed and illumi-

nated from overhead € "= =0 ), we get thegphotometric function (;"; ):
oy TEG ) = AN
(1 ’ )_ rF(0,0,0) ’ rF(: ’ )_ an (’ ’ )! (53)

wherea, := rg(0;0;0) is thenormal albedo Finally, the photometric function may be

factorized into thghase function( ), and the disk functiord( ;"; ) [174]:

re(;" )=a,( )d(;" ): (5.4)
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The phase function, normalized to unity at 0 , models the phase-dependent brightness
variations that are independent of the incident and emission angles, Wheras often
represented as arth-order polynomial with parameters t to imagery of the speci c target
body [161, 182]. The disk function models brightness variations due to the underlying
topography (which may also be a function of the phase angle).

We will also consider the case where the image values have not been radiometrically
calibrated to units of re ectance. Recalling the response linearity of the photodetector, we
may rewrite Equation 5.2 as

L (" )/ DN(;" )
F t

=a,d(;" )+ (5.5)

The scale term accounts for the phase dependent brightness in the absence of an explicit
phase function, the incident solar ux, and the lack of radiometric calibration to radiance.
The bias term may be included to account for possible background noise [7, 183]. The
relative albedoa, is only proportional to the absolute albedo since compensation for the
lack of a radiometric calibration may also be expressed through scaling of the albedos. We
refer to this case asncalibrated

In this investigation, we consider ve photometric functions, de ned in Table 5.1. The
McEwenmodel (Equation 5.7) features a combination of Lambert and Lommel-Seeliger
photometric functions weighted according to an exponential function of the phase angle,
the phase weighting functiog( ), which was t to lunar imagery captured by the Galileo
spacecraft [184, 165]. This model was chosen because it is nominally used by SPC and
has been shown to be well-suited for photometry on a wide range of small bodies [7, 45,
11, 8]. Note that we leverage the exponential approximation to McEwen's original poly-
nomial weighting function proposed in [7]. Similarily, theinar-Lambertmodel (Equa-
tion 5.9), a generalization of the McEwen model, again features a combination of Lambert

and Lommel-Seeliger photometric functions, but is weighted according & a@& func-
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Table 5.1:Investigated re ectance functions. The coef cients forg( ) and () model
are listed in Table 5.2.

ac;" ) a( ) ()

h .
Akimov  [179, cOs 5 COS — 5 s ) — —
174] (5.6)
McEwen [184, (1 go( )cos +g( )22 exp( =60) —
165] (5.7
. h ! a)=C ) P -
Akimov+ oS 5 COS — 5 T T we+wy m, G
(5.8)
P .
Lunar-Lambert (1 go( ))cos +g( ) 2= Wo + Wy G
(5.9)
P .
Minnaert [166] (cos())9 ) (cos(*))9 ) 1 Wo + W NG
(5.10)

tion of the phase angle.

The Akimov model (Equation 5.6) is a parameter-free model derived from the formal
condition that an extremely rough surface subjected to small random undulations, i.e., ran-
dom deviations or uctuations in its geometry, maintains the same re ectance as before
the undulations [179]. While such perfectly rough surfaces are rare in nature, they serve
as a useful abstraction that has been shown to accurately approximate lunar re ectance.
The Akimov model depends on the photometric latitudehe angle between the surface
normal and thescattering plan€i.e., the plane containing the light source, the landmark,
and the observer), and longitudethe angle in the scattering plane between projection of

the normal and the vector from the landmark to the observer. These values are related to
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Table 5.2: Coef cients for each re ectance model proposed by Schider et al. [161,

Model Wp Wy Cy C C3 Cs
Akimov+ 1:.57 988 103 1:9219 102 2:2193 10 * 1:6245 10 °® 4:6468 10 °

o

§ Lunar-Lambert 0:830 722 103 1:7160 10 2 1:8306 10 * 1:0399 10 % 2:3223 10 °
Minnaert 0554 4:35 103 1:6910 102 1:7807 10 * 97674 107 2:1063 10 °

o Akimov+ 1:109 2:85 103 2:2435 102 2:1477 104 7:5103 107 —

(O]

8 Lunar-Lambert 0:896 8:87 103 2:2118 102 2:0912 104 614209 107 —
Minnaert 0514 509 103 2:2568 102 2:2297 104 7:3108 107 —

the incidence and emission angle as follows [185]:

cos=cos' cos
tan = ) ; (5.11)
sin
cos = g: (5.12)
coSs

The Akimov model was also extended to include phase weighting and correction terms,
which we refer to as the Akimov+ model [174, 161]. Finally, the Minnaert model (Equa-
tion 5.10) is a generalization of Lambertian re ectance that includes dependence on the
emission angle according to the phase weighting function [166, 151]. The coef cients for
the Akimov+, Lunar-Lambert, and Minnaert models were independently t to approach
imagery of both Asteroid 4 Vesta and Minor Planet 1 Ceres captured during the Dawn
mission by Schivder et al. [161, 162] and are provided in Table 5.2.

We discuss how these photometric principles can be incorporated into a feature-based
SfM system in the following section. We consider both calibrated and uncalibrated im-
agery in this investigation. For the uncalibrated case, we use corrected DN values where
various error sources such as dark current and readout smear have been removed [181,
182]. For the calibrated case, the images have been converted to umts @fccording to

the radiometric calibration process detailed in [182].

110



f Smooth

Figure 5.3: Factor graph formulation of PhoMo. Variable nodes are camera poses
T« 2 SE(3), landmarks’; 2 R3, Sun vectorss 2 &, surface normals; 2 S?, and
surface albedosg; 2 [0;1]. Factor nodes includép, (Equation 5.16) relating to photo-
clinometry constraints, ss (Equation 5.18) relating to Sun vector measuremenis;oin
(Equation 5.19) relating to smoothness constratins farahdf » relate to keypoint-based
landmark measurements and, possibly, a prior, respectively.

5.2 Photoclinometry Constraints

Photoclinometry constraints are integrated into a feature-based SfM system to estimate
surface normals and albedos at estimated landmarks. Photoclinometry [58] is the process
of determining surface gradients of an object by observing it from different viewpoints and
lighting conditions and is leveraged by SPC to facilitate dense surface reconstruction. As
before, let an image taken at time indeke denoted by, : ! R, overthe pixel domain

R?. The measured image brightné\sspj;k) (calibrated to units of =F ) at a keypoint
Pix 2 inimagely associated with a landmark 2 R3 can be modeled by an appropriate

re ectance function, as detailed in Section 5.1 and Chapter 4.

FCins M ks @) = 8 O j)dCin s k) (5.13)
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whereg; is the (normal) albedo at landmark and jx , "jx, and jx are the incidence,
emission, and phase angles, respectively, at landiarkthe k™ image. When consid-
eringuncalibratedimagery, a scale,, and bias, , term are typically included in Equa-
tion 5.2 to account for factors such as distance to the Sun and background noise for each

image [7, 8, 186]:
P s ko @) = & kd( gk ik k) + ke (5.14)

In this caseg; is therelativesurface albedo, which refers to the fact that, unless considering
radiometrically calibrated imagery [181, 182], the albegids only proportional to the
absolute albedo as discussed in the previous section.

The Sun-relative directios? 2 S*in Iy, expressed in the body- xed frant of the
small body, can be estimated using measurements from typical onboard instrumentation
(e.g., Sun sensors, star trackers), detailed in Section 5.3. The emitted Iighte%ctor
(r&s “[)=&r& g "kcanbe determined from the estimate3gf, and' | provided by a
typical feature-based SfM solution. Finally, dropping the superscripts and |&{tidgnote
Tec, for conciseness, Equation 5.13 can be written in terms oy, and the surface
normaln; 2 S at’; (see Figure 5.2) by noticing thabs jx = s; nj, cos'jx = €, n;,
and jx =cos ! s;ec .Forexample, the Lunar-Lambert model (Equation 5.9) becomes

|
2s; N,
> >
(5.15)

I(Ti;s jinsa) = & (Soe) (1 9(Sk e ))seny + 9(Sk; e )

We can now de ne a factdrpy, corresponding to the presented photoclinometry constraints

(assuming zero-mean Gaussian noise) as follows:
. 1 < 2
fen(Tk; Sk jiNnj:a; &)/ exp §J|(Tk;5k; N a) r\k(pj;k)J . (5.16)
This allows for the estimation af; anda using the measuremen‘t}s(pj;k), while also
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further constraining the landmark's position Sun-relative directiosy, and the position

of the spacecratftc, g. The corresponding factor graph diagram is shown in Figure 5.3.

5.3 Sun Vector Measurements

Our framework assumes knowledge of the Sun-relative direstioihis direction is usu-

ally determined from the onboard attitude solution and ephemeris les. Onboard attitude

estimates (e.g., from a star tracker) allow this direction to be expressed in the camera

frame. The Sun direction may also be measured directly by a Sun sensor. For example,

the OSIRIS-REX spacecraft featured multiple coarse Sun sensors, each with an accuracy of
1 (3 ) [187]. Moreover, ne Sun sensors have accuracy on the order@d1 (3 ).

For simplicity, we will assume that the measuremeﬁﬁtSZ S are available at each time

indexk and are expressed in the camera fr@n®ecalling thafly denoteslgg, andsy is

expressed in thB frame, a measurement prediction functas(Ty; s¢) can be de ned to

predict the measured incident light directi&nin the C frame from the current estimates

of Ty andsy:

s%(Ti;s) » Rgd, sk (5.17)

We de ne afactoff ss to incorporate Sun vector measurements into the estimation problem
as follows:

fos(Tise )/ exp oks(Tis) 89, 518)

k

This further constrains the orientation of the canfega, and the Sun-relative directicn.

5.4 Local Smoothness Constraints

While the photometric minimization and Sun vector terms modelegpyndf ss, respec-
tively, are suf cient to estimate the surface normal and albedo, Horn [188] indicates that
the solution tends to be unstable and gets stuck in local minima, especially if starting far

from the solution. This has also been demonstrated in other works on small body shape
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Figure 5.4:Images and baselines for each experimenihe Sun and spacecraft azimuths
and elevations are relative to the rstimage.

reconstruction [189, 186]. Thus, Horn proposed the use of local smoothness constraints
which minimize the “departure from smoothness.” Our smoothness condaeiatsare

de ned as follows:

fsmooth (j3 N3 o )/ exp % cos® don; 90 ° ; (5.19)
where weights the local smoothness penalty, dig = ("jo  "j)=k’jo ;K. Inwords,
fsmooth €Nncourages landmarks to be locally smooth with respect to the reference land-
mark's surface normah() by enforcing thatj;, i.e., the vector pointing from the refer-
ence landmark () towards a neighboring landmark {), be perpendicular to; . Previous
work [190] has demonstrated that adding these smoothness constraints results in more fea-

sible surface normal estimates and lower photometric errors.

5.5 Experimental Setup

Our experiments leverage images of Asteroid 4 Vesta and Minor Planet 1 Ceres captured by
NASA's Dawn mission [157, 191] to evaluate the proposed approach. Ceres is the largest

object in the asteroid belt, while Vesta is the second-largest object and the brightest asteroid
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visible from Earth. The images used in this investigation are publicly available on NASA's
Planetary Data System (PDS) [1] and maintained by NASAs Navigation and Ancillary
Information Facility (NAIF). Each image has a resolutionl®?4 1024pixels. We will

focus on one site on 4 Vesta, Cornelia, and two sites on 1 Ceres, Ahuna Mons and lkapati.

The full image sequences used in this investigation for each site are given in Figure 5.4.

Cornelia (4 Vesta) Cornelia (centered at 1586 and 9.4S) is an approximately 15-km
diameter-crater on the surface of Vesta that has been the subject of numerous studies [192,
193, 161]. This site was chosen in part due to its interesting albedo distribution with both
bright and dark features, which represents a challenging scenario for photometric recon-
struction methods such as SPC and the proposed approach. The 29 images used in our re-
construction of Cornelia were captured during the High Altitude Mapping Orbit (HAMO)

with a ground sample distance (GSD) 060 meters.

Ahuna Mons (1 Ceres) Ahuna Mons (centered at 315B and 10.5S) is the tallest
mountain on the surface of Ceres with an average height of approximately 4 km (13,000 ft)
from its base, believed to have formed due to cryovolcanic activity. The bright streaks on
the side of the dome are attributed to salt and water ice deposits from ancient cryovolcanic
erruptions, which offset the generally dark surface of Ceres [194, 195]. Ahuna Mons is also
accompanied by a large 17-km-diameter impact crater just northwest of its base, offering
a wide range of challenging topography to validate the proposed approach. The 32 images
used in our reconstruction of Ahuna Mons were captured during the HAMO with a GSD

of 140 meters.

Ikapati (1 Ceres) Ikapati (centered at 45.B and 33.4N) is an approximately 50-km-
diameter impact crater on the surface of Ceres that includes bright deposits believed to
be salt-rich material exposed by the impact [196]. The crater interior features challenging

ridges and pitted terrain. The 38 images used in our reconstruction of Ikapati were captured
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during the HAMO with a GSD of 140 meters and during the Extended Mission Orbit 7
(XMQO7) with a GSD of 300 meters.

5.5.1 ExperimentaBaselines

We compared our pipeline against three different baselines generated using three different

approaches: SPC, SPG, and dense SfM.

Stereophotoclinometry (SPC) A key comparison pointinvolves the traditional SPC pipeline
[7, 8], which serves as a baseline to evaluate our surface normal and albedo estimates.
The SPC reconstruction of Cornelia utilizes the Lunar-Lambert re ectance model (Equa-
tion 5.9), with parameters detailed in Table 5.2. A regional bigmap was generated by
merging 289 overlapping sub-maps, or maplets, each with a spatial resolution of 30 meters.
These maplets were constructed from images acquired during both the HAMO and LAMO
mission phases. The priori topography and pose information for the maplets were de-
rived from previously converged maps at a 50-meter spatial resolution, themselves based
on earlier 100-meter resolution maps. Additional information on the SPC reconstruction
process for Vesta is available in [10].

For the SPC reconstructions of Ahuna Mons and Ikapati, a variant of the McEwen
re ectance model (Equation 5.7) with a constant phase weighting function was employed.
These reconstructions achieved a spatial resolution of 100 meters, utilizing images captured
during both the HAMO and LAMO mission phases. Taeriori topography and pose
information was sourced from a previously converged global shape model of Ceres, derived
from imagery collected during the Approach and Survey phases. More details on the SPC

reconstruction process for Ceres can be found in [183].

Stereophotogrammetry (SPG) SPG reconstructions for each site developed by the Ger-
man Aerospace Center (DLR) provide another point of comparison. Each site was recon-

structed using the SPG pipeline described in [45]. The Cornelia map was sampled from
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a global SPG DTM of 4 Vesta with a spatial resolution of0 meters reconstructed us-
ing HAMO imagery [197]. The Ahuna Mons and lkapati maps, generated using LAMO

imagery, have a spatial resolution 080 meters [198].

Dense Structure-from-Motion (SfM) This baseline corresponds to the proposed PhoMo
pipeline without the g, fss, andf symeetn factors. This baseline is used to investigate the

effect of the photoclinometry constraints on the estimated topography.

Since our method does not assume any priors on the camera poses or landmark posi-
tions, resulting in a scale ambiguity, we must align our solution to the baselines before
comparison. To do this, we estimatedSan(3) transformation between the estimated
and ground truth camera poses using Karcher mean and [199] (implemented in GTSAM's
Similarity3.align function), followed by iterative closest point alignment between

the PhoMo and baselines maps.

5.5.2 ImplementatiorDetails

Keypoint measurements and matches were computed using RoMa [92], which provides
dense, per-pixel correspondences. Since these “detector-free” methods do not provide a
discrete set of keypoints per image, and instead compute a dense mapping between the
pixel coordinates of each image pair, we choose a reference image and match all images
with respect to this image only. The matching is constrained 40@& 400 pixel re-

gion centered around each site, as this approximately contains the extent of the baseline
SPC and SPG maps. Thus, each of the maps estimated by our approach contains 160,000
points. The keypoint measurements are assigned a covariangg ef | .. Image bright-

ness values are (bilinearly) interpolated at the keypoint measurerignt® derive the
measurementﬁ((pj;k) used in the proposed SPC factdrs, de ned in Equation 5.16.

The image brightness measurements are assigned a standard deviation 0f005for

Cornelia and | = 0:00075for lkapati and Ahuna Mons, which we found to work well
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empirically. Only landmarks with 6 keypoint measurements are inserted into the graph.

The (simulated) Sun sensor measuremépt8 S? were derived from the normalized
ground truth values from SPC of the Sun's relative position to the origin of the camera
frameCy expressed in the camera frai@g i.e., r,oc‘k, and assigned an uncertainty of =

2], where =1 10 3. Next, the surface normals were initialized by nding tB2
closest neighbors to each point in the initial dense point cloud and tting a plane to this
local terrain, and the normal to the plane is taken as the initial surface normal. These initial
surface normals were then used to initialize the albedo by independently computing the
albedo in each image using the initial camera poses and landmark positions, where the
initial albedo of each landmark was taken to be the average albedo computed over all views
from which it was seen. The smoothness fact@rsomn (Equation 5.19) were inserted into
the graph between each landmark and its four closest neighbors. We found a very small
value of =10 *for the local smoothness weight to work well for our experiments.

To initialize the PhoMo process, we use Georgia Tech's Structure-from-Motion (GTSfM)
library [200] to generate a sparse SfM solution, followed by a densi cation step to construct
an initial dense map of the imaged surface. The reasoning behind the initial sparse solution
is two-fold: (1) leveragingsparsecorrespondences, as opposed to the per-pixel matches,
signi cantly reduces the number of computations in the redundant two-view estimation
step; (2) by leveraging only the most con dent matches, we reduce the risk of incorporat-
ing any outlier matches into the estimation scheme as dense matches can be more reliably
veri ed during the densi cation step before being added to the map. Next, densi cation
of the sparse GTSfM solution is conducted by computing the squared Sampson error [201]
of each of the putative correspondences and adding the match if its error is below 1. The
dense map is then triangulated from the 2D keypoint measurements using the Direct Lin-
ear Transform (DLT) [202, Chapter 4.1]. Finally, we leverage the GTSAM library [81] to
model the proposed keypoint-based SPC problem using factor graphs and optimize the re-

sulting nonlinear least-squares using the Levenberg-Marquardt algorithm and the analytical

118



partial derivatives of the measurement functions for the respective factors (see Appendix

B).

5.5.3 Performancenetrics

We de ne the following metrics to measure the performance of the proposed approach:

i Ky ke (5.20)

j, cost on’m (5.21)
and

aj, ja  Fj=: (5.22)

As before, , m, adenote the ground truth values of the landmark position, surface normal,
and albedo, respectively. These ground truth values are assigned by nding the closest
point in our reconstructed map to that of the baseline (after the alignment step), and taking
the position of that landmark, as well as the associated normal and albedo for the SPC
baseline, as the ground truth. Next, the root mean squared error between the measured,
(\k(pj;k), and estimated, (Ty; sx; j;Nn;j; &), image brightness values, normalized by the
average measured brightness, is used as a photometric error metric for each landmark, as

in [161];

2
| (Tisseisnisa) P) 3 (5.23)
JKJJkZKJ‘

whereK; denotes the set of indices of the images from whicl) théandmark was viewed.
Finally, we evaluated the rendering performance of PhoMo and other approaches using the

peak-signal-to-noise ratio (PSNR). For images normalized to the [@ntethe PSNR is
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Table 5.3: PSNR comparison (higher is better) between PhoMo and SPG/alues in
each column are color-coded using a linear gradient iworst to best.

PhoMo (Ours)

Akimov McEwen Akimov+ L-Lambert Minnaern SPC

Cornelia 40.36  40.42 39.82 40.16  40.28 33.09

AhunaMons  38.69  38.99 38.83 39.01 3897 36.41

Ikapati 37.21  37.26 37.17 37.24  37.00 33.49

Average 38.75  38.89 38.61 38.80  38.75 33.49
de ned as

PSNR =10lo —_ 5.24
1 Py Puw _

whereMSE = =% o0 =0 lij (; is the mean squared error between the actual

| 2 [0;1]" W and rendered 2 [0;1]" W andl;; represents the image value in tib

row andj th column.

5.6 Results

5.6.1 RenderingComparisondetweerPhoMoandSPC

The outputs of both PhoMo and SPC were used to generate renderings of the imaged scene.
Speci cally, the estimated landmark positions, albedos, and surface normals from PhoMo
and SPC were combined with the estimated camera position and Sun vector for a particular
image within a given re ectance model to generate brightness values for each landmark as
discussed in Section 5.2. We then projected these landmarks with their associated bright-
ness values into each image using the estimated camera relative pose and (bilinearly) inter-
polated the image brightness at the pixel centers contained within the convex hull of the 2D
coordinates of the projected landmarks. The resulting rendering was then compared with
the actual images to assess the quality of the reconstructions.

We compared the renderings from PhoMo for each of the ve re ectance models and the
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PhoMo SPC

Cornelia

Ahuna Mons

Ikapati

Actual Render Abs. Error Render Abs. Error

Figure 5.5:PhoMo and SPC renderings.The PSNR for each rendering is highlighted in
the top-left corner of the image. The PhoMo renderings use the L-Lambert model.
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renderings from SPC with the actual images of each site using the PSNR (Equation 5.24)
in Table 5.3. We also provide example renderings for each site in Figure 5.5. On av-
erage, all re ectance models used in PhoMo achieve a PSNR exceeding 38, while SPC
achieved a lower, but still impressive, average PSNR of 33.49. Among the investigated re-
ectance models, the McEwen and Lunar-Lambert models performed the best on average,
albeit marginally, while the Akimov+ model performed slightly worse. Indeed, the range
between the lowest and highest PSNR for each site is 0.60, 0.32, and 0.26 for Cornelia,
Ahuna Mons, and lkapati, respectively, indicating very little difference in rendering quality
between the best and worst performing re ectance models for each site. The uncalibrated
models (Akimov and McEwen) marginally outperform their calibrated counterparts (Aki-
mov+ and Lunar-Lambert), likely due to the additional degrees of freedom provided by
the scale and bias factors. We compare the values of the per-image scale factor estimated
by the uncalibrated models to the explicit phase function leveraged by the calibrated mod-
els in Appendix B.2. Nevertheless, both uncalibrated and calibrated re ectance models

demonstrated high rendering quality.

5.6.2 ReconstructiolComparisonvetweerPhoMo,SPC,SPG,andSfM

We compared our solution to the SPC, SPG, and SfM baselines, and provide the resulting
photometric and landmark error, as well as normal and albedo errors for the SPC base-
line, for each re ectance model and site in Table 5.4. Figure 5.7 visualizes the resulting
albedo, normal, and landmark error maps for the Lunar-Lambert model, while Figure 5.6
illustrates the albedos and surface normals estimated by PhoMo with the Lunar-Lambert
model, along with the corresponding photometric error map. For the Cornelia site, all
models yield a photometric error of approximately 1.2%, with the uncalibrated cases (Aki-
mov and McEwen) achieving slightly lower errors. The albedos and surface normals align
closely with the SPC baseline, with albedo errors under 6% and normal errorstelatw

the Ahuna Mons site, all models produce photometric errors below 1.0%, with the McEwen
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Photometric Error, | j (mean = Albedos,a; Normals,n;
1:22%)

Photometric Error, | (mean = Albedos,a; Normals,n;j
0:94%)
Photometric Error, 1 (mean = Albedos,a; Normals,n;j
1:47%)

Figure 5.6:PhoMo results with the L-Lambert model.
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Table 5.4: Comparison between the PhoMo reconstructions and each experimen-
tal baseline. Values in each column are color-coded using a linear gradient from
worst to best.

vs. SPC vs. SPG vs. SfM

L[% a[®» n[] “[m “[m " [m]

Akimov 119 512 522 7454 1553 4.22
% McEwen 1.19 499 549 7442 16.29 5.26
g Akimov+ 126 5.08 5.04 7468 15.38 3.83
© L-Lambert 1.22 533 557 7470 15.99 5.01

Minnaert 123 539 568 7489 16.03 5.08

o Akimov 099 = 221 439 5409 2911 1565
é McEwen | 0.78 3.42 460 5426 29.17 16.98
S Aimov+ 098 243 427 5422 2841 1541
T L-Lambert 094 275 437 5336 2675 19.42

Minnaert 095 285 468 5299 2691 2268

Akimov | 133 210 419 3916 2476 13.08
5 McEwen = 132 243 354 37.74 2312 1160
G Akimov+ 146 270 344 37.08 218 1291
" L-lambert 147 308 358 37.15 2154 1241
Minnaert ~ 148 3.74 3.60 3621 2114 13.04
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Cornelia

Ahuna Mons

Ikapati

SPC Comparison SPG Comparison SfM Comparison

Figure 5.7:Comparison between the PhoMo reconstructions and each experimental baseline.



model achieving the lowest value of 0.78%. Albedo and surface normal errors also show
good alignment with SPC, with all models achieving albedo errors under 3%, except for
McEwen at 3.42%, and normal errors under For the lkapati site, photometric errors
remain below 1.5%, with the uncalibrated models (Akimov and McEwen) again showing
slightly lower errors. Albedo and surface normal errors are also consistent with SPC, with
albedo errors below 3% for most models, except the Minnaert model at 3.74%, and nor-
mal errors unded . Overall, for Ahuna Mons and lkapati, the calibrated models generally
achieve lower surface normal and landmark errors but exhibit slightly higher photometric
and albedo errors compared to the uncalibrated models.

All PhoMo solutions exhibit regions with relatively large landmark errors when com-
pared to SPC. However, these regions of large landmark errors are not observed when
compared to SfM and SPG solutions. Speci cally, the landmark errors typically about
twice as large when compared to SPC as it is to SPG, reaching nearly four times as large
for the Cornelia dataset. This indicates that the landmark errors likely stem from inaccu-
racies in the SPC solution rather than from errors in our approach, likely due to associated
surface normal errors. Indeed, since the landmark heights in the SPC solution are com-
puted by integrating the slopes [10], errors in the slope translate to errors in the landmark
positions that propagate from the points in the map where the slope errors arise towards the
direction of the integration. A qualitative comparison of our reconstructed surface normals
(Figure 5.6) with those from SPC (Figure 5.8) reveals that the SPC normal map appears
smoothed relative to the PhoMo normal map, especially for the Cornelia dataset, where
the largest errors occur. This phenomenon of surface slope smoothing by SPC, especially
for areas with larger slope gradients such as craters, has also been observed in numerous
other works [11, 203]. Conversely, since our landmarks are not explicitly derived from the
surface normal estimates, and instead are independently estimated and constrained by the
keypoint measurements, our pipeline is not as susceptible to surface normal errors as the

traditional SPC pipeline.
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Albedos,a; Normals,n;j

Albedos,aj Normals,n;j

Albedos,a; Normals,n;

Figure 5.8:SPC reconstructed albedos and normalsAlbedos are scaled according to
the PhoMo reconstruction with the L-Lambert model.
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Figure 5.9:Height errors and line scan plots for PhoMo and SfM as compared to SPG.
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Finally, we compared the estimated height maps of PhoMo and SfM with the SPG
baseline in Figure 5.9. The height maps were derived by aligning the dense SfM and
PhoMo landmark maps to the SPG reconstruction, computinz-tepth of each landmark
in the reference image's camera frame, and de ning the height as the distance m the -
direction from the maximum depth. Recall that the dense SfM solution was obtained using
the PhoMo pipeline without incorporating photoclinometry constraints. Thus, these results
illustrate the impact of adding photoclinometry constraints to the reconstructed topography.
It can be seen from the results that PhoMo exhibits signi cantly lower average height error
on the Ahuna Mons and Ikapati experiments compared to SfM. PhoMo reduces the average
height error from 39.60 meters to 29.05 meters on Ahuna Mons, a 26.64% reduction, and
from 29.47 meters to 23.10 meters on lkapati, a 21.31% reduction.

As previously discussed, the SPG maps for Ahuna Mons and lkapati were generated
using LAMO imagery with a ground sample distance (GSD) of approximately 30 me-
ters/pixel. This higher resolution allows the SPG maps to resolve ne surface features that
may not be distinguishable using the lower-resolution HAMO imagery (140 meters/pixel)
used in the PhoMo and SfM reconstructions. Despite this limitation, the inclusion of pho-
toclinometry constraints in the PhoMo pipeline appears to enable the resolution of some
of these higher-resolution features, such as small ridges and craters, which SfM alone can-
not achieve, resulting in better alignment with the SPG reconstruction. This phenomenon is
further visualized in the line-scan plots at the bottom of Figure 5.9. However, this reduction
in height error is not observed when comparing against the Cornelia SPG reconstruction,
as it was constructed from HAMO images with the same spatial resolution as the PhoMo
map ( 70 meters/pixel). Consequently, the added detail provided by the photoclinometry

constraints in the PhoMo map cannot be assessed in this case.
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Figure 5.10:PhoMo, instant-NGP (iNGP), and 3DGS renderings for tain (top) and test
(bottom) images.The PSNR for each rendering is highlighted in the top-left corner of the
image. The PhoMo renderings use the L-Lambert model.
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Table 5.5: PSNR comparison (higher is better) between PhoMo, instant-NGP
(INGP) [204], and 3D Gaussian Splatting (3DGS) [73]. The PhoMo result uses the
L-Lambert re ectance model. Thest and secondhighest PSNRs are bolded and high-
lighted, respectively.

Train Test

PhoMo INGP 3DGS PhoMo INGP 3DGS

Ahuna Mons 38.89 35.64 45.37 35.70 30.82 32.79
Ikapati 35.64 30.83 4143 35.09 28.72 31.79
Cornelia 41.01 38.94 4579 39.59 31.20 35.90

Average 38.51 35.14 4420 36.79 30.25 33.49

5.6.3 RenderingComparisondetweerPhoMo,NeRFsandGaussiarplatting

Finally, we compared our PhoMo renderings to those generated by recently proposed
methods based on implicit scene representations (disucssed in Subsection 1.3.7), namely,
Neural Radiance Fields (NeRFs) and 3D Gaussian Splatting (3DGS). We chose instant-
NGP (INGP) [204] as a representative NeRF method, as in [72], and the original 3DGS
method [73]. For 3DGS, we also included optimization & a 4 per-image af ne cor-
rection term by including half of each test image in the training set as proposed in [205],
where the half was chosen such that it did not include the portion reconstructed by PhoMo.
For this experiment, we leveraged the estimated poses from SPC for each method, where
poses were xed for the PhoMo method by setting strong priors for each pose. 3DGS ad-
ditionally requires an initial point cloud, where we used the dense initial point cloud from
PhoMo as it was found to work better than the initial sparse point cloud from GTSfM. The
images for each site were split according to a 90/10 train/test split.

The rendering results for each method on each site are summarized in Table 5.5, with
example renderings provided in Figure 5.10. PhoMo consistently demonstrates superior
rendering quality on average for both the training and testing sets as compared to instant-

NGP. Importantly, there is very little difference between the rendering quality, as measured
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by the PSNR, between the train and test images for PhoMo, where the difference between
the average train and test PSNR is less than 0.5 for Ikapati and Cornelia and just over 3
for Ahuna Mons. Compared to 3DGS, PhoMo achieves a noticeably lower PSNR on the
training images but delivers a higher PSNR on the test images, which suggests that the
explicit representation employed by PhoMo allowed for a superior ability to generalize to
novel views.

Although 3DGS is capable of generating accurate renderings, the estimated topography,
as represented by the centers of the computed 3D Gaussians, features signi cant amounts
of noise. This is discussed in Appendix B.3. Moreover, since PhoMo explicitly repre-
sents the photometric properties of the scene using physical quantities, namely the Sun
vector, the PhoMo reconstruction can be used to render each site under speci ed illumina-
tion conditions as illustrated in Figure 5.11. The results also demonstrate that the surface
re ectance properties of small bodies can be reliably represented using relatively simple
models with few tunable parameters. Indeed, PhoMo represents the photometric properties
of each landmark with just 3 parameters, 2 for the surface normal and 1 for the albedo,
combined with aglobal re ectance model, while 3DGS estimates 55 parameters for each
landmark (3D Gaussian center), including 7 parameters for the scale and orientation of
the 3D Gaussian and 44 spherical harmonics parameters to represent the directional ap-
pearance component of the radiance eld. Incorporating Sun vector information and the
semi-empirical re ectance models used in this work into the 3DGS framework would be

an interesting direction for future research.
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Cornelia Ahuna Mons

Ikapati

Figure 5.11:PhoMo rendering at various illumination azimuths and elevations.
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CHAPTER 6
CONCLUSIONS AND FUTURE WORK

This dissertation has advanced the state of vision-based navigation and surface reconstruc-
tion for small celestial body exploration by leveraging deep learning for feature extrac-
tion and matching and autonomous shape modeling. Through the development of novel
datasets, benchmarking frameworks, and algorithmic innovations, this work addresses key
limitations of traditional methods, which often require extensive human intervention and
high- delity a priori information.

The introduction of the AstroVision dataset represents a rst-of-its-kind effort to pro-
vide densely annotated images of small bodies, enabling rigorous evaluation of feature
detection and description methods on rieasituimagery. The benchmark suite built upon
this dataset demonstrated that deep learning-based feature extraction signi cantly improves
matching and pose estimation performance, even on bodies unseen during training. These
results underscore the potential of deep features to replace current human-in-the-loop ap-
proaches in small body 3D shape reconstruction, such as stereophotoclinometry (SPC).
Moreover, as advancements in space-grade computing continue, the deployment of deep
feature extraction onboard spacecraft is becoming increasingly feasible, paving the way for
more autonomous vision-based navigation systems. Beyond feature detection and descrip-
tion, the AstroVision data products provide a valuable foundation for training future deep
learning models across a wide range of vision-based tasks.

Building upon these insights, this dissertation also introduced Photoclinometry-from-
Motion (PhoMo), a novel framework that integrates photoclinometry with keypoint-based
Structure-from-Motion (SfM) for enhanced shape and surface characterization. By replac-
ing SPC's labor-intensive maplet estimation process with a deep-learning-based keypoint

detection and matching pipeline, PhoMo autonomously estimates surface normals and albe-
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dos. Factor graph-based optimization enables simultaneous estimation of spacecraft pose,
landmark positions, and photometric properties, producing accurate and physically inter-
pretable surface reconstructions. Extensive validation on imagery from NASAs Dawn
mission to Asteroid 4 Vesta and Minor Planet 1 Ceres demonstrated that PhoMo achieves
superior rendering quality compared to SPC while aligning closely with stereophotogram-
metry (SPG) reconstructions. This approach eliminates the need for human intervention
and high- delity a priori models, marking a major step toward fully autonomous surface

characterization for mission to small bodies.

6.1 Future Work

We discuss future directions for the research discussed in this thesis below.

6.1.1 Expansiorof AstroVisionDataProducts

Continued development and expansion of new and existing image datasets is vital for the
future advancement and veri cation of modern computer vision and machine learning al-
gorithms for small body mission operations. While we made signi cant progress towards
incorporating the most relevant data in the AstroVision dataset, there are still past missions
with abundant amounts of great imagery that can be added to the dataset. Below we list
promising avenues for expansions of the AstroVision dataset based on new data and shape

models released since the original publication.

» Cassini has taken over 12,000 images of Enceladus and a high-resolution global

shape model was recently released [206].

» Additional Hayabusa2 imagery of Ryugu has been released since the original Astro-
Vision publication, as only a small subset of the imagery was available at the time of

publication.

* New and improved models of Deimos and Phobos have been created in preparation
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for the upcoming Martian Moons eXploration (MMX) mission that could be used to
incorporate Deimos data into AstroVision and update the Phobos data products [207].
Moreover, AstroVision only contains imagery from the Mars Express mission, but
additional imagery for both bodies could be included from the Viking Orbiters, Pho-

bos 2, Mars Global Surveyor, and Mars Reconnaissance Orbiter missions.

Moreover, as more recent missions arrive at their destinations (e.g., Psyche, Lucy) and
image and reconstruct the target body, these new data products can be incorporated into the

AstroVision data suite (i.e., posed images, depth maps, and landmark maps).

6.1.2 MachineLearningin Space

While many of the machine learning algorithms discussed in this thesis could be lever-
aged to streamline current ground-based operations such as dense surface characterization,
deployment of such algorithmis space is constrained by the limited bandwidth and mem-

ory of current onboard spacecraft architectures. There are two complimentary paths to-
wards enabling the deployment of such algorithms onboard spacecraft: increasing onboard
computational resources and developing more computationally ef cient machine learning
algorithms.

With respect to the former, there has been a surge of work in the development and inves-
tigation of space-ready high-performance computing hardware. NASAs High-Performance
Space ight Computing (HPSC) project is focused on developing a next-generation, CPU-
based processor that offers 100 times the computational capacity of current space ight
computers [145, 208]. Built around a multi-core RISC-V architecture, the HPSC processor
integrates advanced power management features to ensure high performance and reliability
in space environments. Leveraging this architecture would likely necessitate tailoring ML
algorithms for operation on CPUs as discussed in Section 3.6, as most approaches assume
availability of a GPU.

A lot of promising work has centered around leveraging commercial off-the-shelf (COTS)
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GPUs in space. Leveraging COTS GPUs enables space missions to bene t from rapid ad-
vancements in consumer technology, providing high performance at a lower cost compared
to custom architectures. The GPU for Space (GPUA4S) project funded by the European
Space Agency (ESA) [209], as well as a similar project conducted by NASA [210], evalu-
ated the radiation tolerance of COTS GPU devices to determine their suitability for space-
ight applications and to understand necessary mitigations. Other projects have augmented
COTS GPUs with radiation hardening to enable their deployment in space. Cosmic Shield-
ing Corporation (CSC) shields COTS GPUs with a 3D-printed metamaterial designed to
protect electronics from cosmic radiation [211]. In collaboration with Aethero, they have
applied this shielding to Nvidia's Jetson Orin NX and tested this technology on a SpaceX
Falcon 9 mission [212]. Similarily, Colossus Computing, formerly Zephyr Computing Sys-
tems, augmented existing COTS components with advanced shielding and error correction
methods to create their proprietary Krestrel module based on Nvidia's Jetson TX2i [213].
Colossus achieved a signi cant milestone in March 2024 when their Kestrel processor was
deployed aboard Loft Orbital's YAM-6 satellite [214].

Towards the latter, deployment of machine learning algorithms on resource-constrained
devices is an active area of research, including techniques such as network quantization
and weight pruning [215]. In Section 3.6, we introduced DidymosNet, where we applied
network quantization to enable real-time deep learning-based feature description onboard
hardware comparable to that proposed by HPSC. Testing proposed onboard navigation al-
gorithms on candidate hardware is crucial, yet it has been rarely addressed in prior work, as
discussed in Subsection 1.3.3. Future work on DidymosNet should prioritize more rigorous
hardware-in-the-loop testing, including evaluations on actual ight hardware, and integra-
tion into a SLAM pipeline, e.g., AstroSLAM [31]. Beyond quantization, weight pruning
could also be explored as a complementary technique for ef ciently deploying deep neural

networks on spacecratft.
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6.1.3 FutureDirectionsfor Photoclinometry-from-Motion

Future research directions for PhoMo include extending its applicability to larger, or even
global, regions, integrating recent advancements in dense keypoint matching, and incorpo-
rating the semi-empirical re ectance functions used in this work into implicit scene repre-
sentations such as 3DGS. Currently, PhoMo operates by de ning a local region of interest,
matching this region across all images in the dataset, and then triangulating the result-
ing tracks before feeding them into the photoclinometry step. One approach to scaling this
reconstruction to larger areas is to de ne multiple overlapping regions, reconstruct them in-
dependently, and then merge them into a single, coherent map. This “divide-and-conquer”
strategy has been successfully employed in SPC as well as more recent large-scale SfM
frameworks.

Speci cally, SPC de nes an evenly spaced network of control points over the surface
of the small body predicated on an initial shape model such that the associated maplets
have suf cient overlap, where the number of maplets is dictated by the desired ground
sample distance (GSD). For example, the global SPC shape model for Ceres is comprised
of over 64,000 maplets with a GSD &D0 meters/pixel and30% overlap with neigh-
boring maps [104]. Maplets are independently reconstructed and later merged into larger
regions, such as a prospective landing site or a global shape model. Similarly, large-scale
SfM pipelines achieve scalability by parallelizing the reconstruction process, partitioning
large image collections into more tractable subscenes using automated techniques such as
nested dissection [216], agglomerative clustering [217], and normalized graph cuts [218,
219]. These subscenes are then reconstructed separately before being merged into a uni ed
map. It is important to note that such methods have primarily been applgzhteeSfM.

For dense SfM, a more ne-grained partitioning strategy is likely necessary to maintain
computational tractability.

At its core, PhoMo integrates photoclinometry constraints withde=seSfM pipeline.

While sparse SfM has been extensively studied, dense SfM is still an emerging eld. In-

138



deed, semi-dense detector-free methods such as LOFTR [90] (released in 2021) and dense
detector-free methods such as DKM [91] and RoMa [92] (introduced in 2023 and 2024, re-
spectively) are very new technologies. Consequently, few studies have leveraged the dense
correspondences provided by these methods for dense scene reconstruction, with most fo-
cusing on addressing the multiview inconsistency problem. Speci cally, while detector-
free methods reliably compute dense mappings between pixels across image pairs, they do
not inherently establish a consistent set of keypoints across multiple views, necessitating
an additional mechanism for keypoint de nition.

PhoMo circumvents this issue by designating the pixel centers of a reference image
as keypoints, which are then mapped to all other images by matching each image to this
reference. In contrast, Detector-Free Structure-from-Motion (DSfM) uses a quantize-then-
re ne approach, where matches are rst quantized to the nearest integer pixel coordinate
before undergoing multiview re nement to achieve subpixel accuracy—eliminating the need
for a prede ned reference image. This re nement-based approach could be bene cial in
cases where the reference-based matching scheme used in this work proves insuf cient.

While we opted for detector-free methods to establish dense correspondences between
images, other dense matching and reconstruction techniques have been developed. DUSt3R
and MASt3R represent a new class of dense matching algorithms that frame the problem as
dense 3D stereo reconstruction, producing dense 3D pointmaps rather than dense 2D corre-
spondence maps. DUSt3R [220] employs a transformer-based architecture with uncertainty
modeling to directly regress dense stereo pointmaps for a pair of images. MASt3R [221]
builds upon DUSt3R by incorporating a dense local description head and an additional de-
scriptor matching loss, enhancing robustness in extreme viewpoint variations. The dense
pointmaps generated by these methods could facilitate scene partitioning for large-scale
reconstruction, while their associated depth maps could aid in initializing and regularizing
surface normal estimates during optimization.

MASIt3R has also been applied to dense SfM [222] by optimizing over a lower-resolution
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grid of depth values in each image. Meanwhile, VGGSfM [223] introduces a transformer-
based point tracker that regresses the coordinates of keypoints (e.g., pixel centers in each
image) across all images in a set. The VGGSfM tracker operates similarly to our approach,
but it would be interesting to investigate whether the transformer-based tracker can gener-
ate longer track lengths compared to a detector-free method that maps grid points across
images using the dense correspondence maps.

Finally, another promising avenue for future research is integrating Sun vector informa-
tion and the semi-empirical re ectance functions used in this work into a 3DGS pipeline to
enhance test-time rendering, as discussed in the previous chapter. While 3DGS ef ciently
generates a photometric scene representation that enables high-quality renderings, further
investigation is needed to determine whether the accuracy of the landmark map—de ned
by the centers of the 3D Gaussians—can be improved to match the precision achieved by

the proposed approach.
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APPENDIX A
ASTROVISION DATASET AND BENCHMARK DETAILS

A.1 Photometric Calibration Details

Table A.1 de nes the different types of photometric calibration applied to each of the
datasetsBias + Dark + Smearindicates that sensor bias subtraction, dark current (warm
pixel) removal, and readout smear correction have been applied to the inkegismet-

ric indicates radiometric calibration was conducted to convert the raw sensor measurements
to units of radiance or re ectancéeblurred refers to applying a deblurring lter to the
radiometrically calibrated images. More details can be found in the technical reports for
the respective instrumentation: Cassini Imaging Science Subsystem (ISS) [224], Dawn
Framing Camera [225], NEAR Multispectral Imager (MSI) [226], OSIRIS-REx Camera
Suite (OCAMS) [227], Rosetta NavCam [228], and Mars Express High Resolution Stereo
Camera (HRSC) [229].

Table A.1:Photometric calibration speci cations.

Calibration type Cassini Dawn Hayabusa Mars Express NEAR OSIRIS-REx Rosetta
Bias + Dark + Smear X X X X X X
Radiometric X X X X X X

Deblurred X

A.2 Matching Veri cation Threshold

Inlier and ground truth matches are computed from the putative feature matches of the
respective feature detection and description methods via a geometric test that compares
projected keypoints of matched features with respect to a distance threslsldescribed

in Subsection 3.4.1. We empirically chose a value &f 5 pixels for our experiments, as
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Figure A.1:Match inlier threshold versus precision.

Figure A.2:Precision versus number of matches on the OSIRIS-REx @ 101955 Bennu
test set.

it was found to be suf ciently strict. However, Figure A.1l illustrates how the trend in
relative precision of the different methods remains relatively unchanged at different inlier

thresholds.
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Table A.2: ASLFeat-B benchmark performance. Performance of ASLFeat-B, i.e.,
ASLFeat trained on OSRIS-REx @ 101955 Bennu data only, with respect to precision

(P), recall (R), accuracy (A), and pose AUC in percentages. See Subsection 3.4.2 for met-
ric de nitions.

AUC

Dataset # Matches P R A B @10 @20
Cassini @ Epimetheus (Saturn XI) 475 28.6 26.7 60.6 2.4 7.2 12.1
Cassini @ Mimas (Saturn 1) 306 121 8.7 581 0.0 0.0 0.1
Dawn @ 1 Ceres 1631 488 617 76.3 122 26.4 41.6
Dawn @ 4 Vesta 1430 48.2 549 782 117 23.0 34.9
Hayabusa @ 25143 Itokawa 337 9.6 6.9 433 1.6 2.8 4.9
OSIRIS-REx @ 101955 Bennu 1400 354 34.7 70.7 7.9 14.9 219
Rosetta @ 67P 1075 22.2 209 58.6 2.4 4.8 8.2
Rosetta @ 21 Lutetia 561 25.8 16.3 67.3 1.0 3.3 9.2

A.3 OSIRIS-REx @ 101955 Bennu Matching Performance Analysis

The ASLFeat model trained on AstroVision data, ASLFeat-CVGBEDTRPJMU, achieved
slightly lower pose AUC as compared to the pretrained model for the OSIRIS-REX@
101955 Bennu test set despite having higher precision and signi cantly higher accuracy.
This is most likely due to the reduced number of matches, although this is primarily re-
stricted to low-precision image pairs as shown in Figure A.2. Indeed, for dif cult image
pairs with precision close to zero, ASLFeat-CVGBEDTRPJMU features typically result
in an order of magnitude fewer incorrect matches compared to the pretrained model. An
example of this is provided in Figure 3.6g.

We experimented with training the network on OSIRIS-REx @ 101955 Bennu data
only, referred to as ASLFeat-B, as we suspected the network may be prioritizing discrimi-
nation of other feature classes more relevant to the other training instances due to the unique
and challenging surface features of Bennu and the lower number of training images rela-
tive to some of the other missions (e.g., Dawn @ 1 Ceres, Rosetta @ 67P). Benchmarking

results for this experiment are presented in Table A.2. ASLFeat-B achieves increased per-
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formance with respect to all metrics compared to the pretrained model on the OSIRIS-REXx
@ 101955 Bennu dataset. We postulate that adding more small body instances with similar

surface characteristics will increase performance.

A.4 DidymosNet Architecture Details

In this section, we present an ablation study with respect to some of the architecture ele-
ments that were not covered in the main text of the paper. The results in Table A.3 show that
our baseline model, which replaces the 18l 8 CNN layer of HyNet with three succes-
sive2 2layers, offers comparable performance to HyNet, while signi cantly reducing the
number of computations and parameters. Moreover, we followed Bulat and Tzimiropou-

los [132] and implemented two different variants for the scaling factorEquation 3.15:

spatial dimensiop 2 f 1;:::;WouQ, i.€., = | j k. These results are shown in Ta-

ble A.3, where “—” corresponds to no explicit scaling in the convolutional layers. Contrary
to previous works on network quantization for image classi cation [131, 132], we found
that explicitly learning scaling factors within each BNN layer offered virtually no perfor-
mance bene ts compared to relying solely on the channel-wise learnable af ne parameters
of the normalization layers. This is likely due to the use of FRN layers [138], which forgo
the mean-shift operation employed by traditional batch normalization layers and directly
apply a channel-wise af ne transformation to the normalized Iter responses, and the lack

of residual operations commonly used in image classi cation architectures.
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Table A.3: Architecture ablation study. Ablation study for different components of the
proposed architecture including the BNN scaling factoin(Equation 3.15) and the struc-
ture of the last CNN layer (Conv7). The size of the weights and activations (W/A) in bits
are included for clarity. Performance is measured with respect to FPR95 for the model
trained on the Dawn @ 4 Vesta dataset.

FPR95
SCALING W/A Conv7 67P BENNU CERES
HYNET — 32/32 QoNv(8,1) 5.45 3.98 0.01
BASELINE (OURS) — 32/32 2 ConNv(2,2)+Conv(2,1) 6.06 4.06 0.01
DIDYMOSNET — 1/1 2 ConNv(2,2)+Conv(2,1) 9.66 7.43 0.01
= « 1/2  2CoNv(2,2)+CoNnv(2,1) 9.87 6.97 0.01

= 0]k 1/1 2CoNv(2,2)+Conv(2,1) 10.30 6.87 0.01
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APPENDIX B
PHOTOCLINOMETRY-FROM-MOTION SUPPLEMENTARY MATERIAL

B.1 Measurement Function Partial Derivatives

Below we derive the measurement function partial derivatives for each of the factors pro-

posed in Chapter 5.

B.1.1 Photoclinometryractors

In this section, we explicitly derive the partial derivatives for the measurement function
I (T;s; ;n;a), with the Lunar-Lambert model (Equation 5.7), for the fadtgy (Equa-
tion 5.16). Recalltha¢ = rcg . Then,

@ @
@

@ I3 3 R = g 3 (B.1)

where we have applied the retractiogs rece + R . Letd = e=kek, f = s7n,

w = d>n,andh = s>d. Then

@f _ ...
@—S =N Bs, @f _ S>B .
@W_ - @n ns
= = d
@4y Qw_ d”B,: (B.2)
@h_ d>B . @n
@_S_ > @1: S>Bd'
@ ’
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where we have applied the retraction x+ B, , with B and , representing the basis

for and local coordinates in the tangent space at a unit v&c206?, respectively, and

2 3
Vi VE Wy Vi Vy
D norm (V) = g Vx Vy V)% + Vg VyVz % (Vf + V3 + V;) 3:2: (B'S)
ViV, WV, VEF V2
Next, letb= cos !(h)=60andg = exp(b). Then,
@  P—05 t @y Q@Ebeh
en ¥t M 1 @, esw. ©.4)
@g: exp(b); gg: @@b@] .
@b ' @, Oy
This gives
@l @g 1 @g g OQw @q,.
== f —+2f : B.
e ? 'e, ' frwe, frwe, @ (85)
Finally,
@l_ @@,
@ @@ (=0
Q@ @, @ @, f+w @ @, (f+w)?2@;,
(B.7)
@_ Qe
g_ @ @f @f f @f @ oo
I 1 w .
e, ** 99,7 tvwe, F+w @, @ - &Y
@I _ 2f
o Of Yo (B.10)
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B.1.2 SunVectorFactors

In this section, we explicitly derive the partial derivatives for the measurement function
s®(T;s) for the factorf ss (Equation 5.18). Recall that denoteslgc ands denotess®.

Then

s©+ Bse & = REC(S+ Bs s) (B.11)

= R3S+ REeBs o (B.12)

where we've use the retractien s+ Bg . Thus,

@SC

2 - BXR;cBs (B.13)

S
Moreover,

S+ Bg = (Recexp[ ] )s (B.14)

(Rec(ls+[ 1)7s (B.15)

= Rges [ ] Rgcs (B.16)

= R3S+ R3S (B.17)

= Rzcs+ Rc[s] Rec ; (B.18)

where we've used the retracti®®sc ~ Rpcexp | ]A and the rotational invariance of the

cross-product. Thus,
@SC

@ = BeRgc [s]" Rac: (B.19)

B.2 Analysis of Re ectance Models

One of the primary differences between the uncalibrated and calibrated models used in this

work is the use of an explicit phase function in the calibrated case. It turns out that the
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Cornelia Ahuna Mons Ikapati

Figure B.1: Comparison between the (uncalibrated) scale factors and (calibrated)
phase function for the Akomiv (top) and McEwen (bottom) re ectance models.

per-image scale factors, estimated by the re ectance models used for the uncalibrated
case (Equation 5.14), McEwen and Akimov, after normalizing by the solar irradiance for
each image (Equation 5.1), approximately align with the phase correction {erinin

their calibrated counterparts, Lunar-Lambert and Akimov+, respectively. This is illustrated
in Figure B.1, where it can be seen that the scale factprsan reliably approximate the

phase-dependent brightness modeled by the phase correction term.

B.3 3D Gaussian Splatting Landmark Maps

The errors for the 3DGS landmarks, that is, the centers of the 3D Gaussians, relative to the
SPG baselines are provided in Figure B.2. The 3DGS landmarks exhibit signi cantly more
average error than the landmarks estimated by PhoMo, as shown in Figure 5.7. Specif-
ically, the 3DGS landmarks have an average error of .94 km, 2.67 km, and 4.29 km for

Cornelia, Ahuna Mons, and lkapati, respectively, while the PhoMo landmarks (with the

150



Figure B.2:3DGS landmark map errors relative to the SPG baseline.

Lunar-Lambert model) have an average error of 15.99 m, 26.75 m, and 21.54 m for Cor-
nelia, Ahuna Mons, and lkapati, respectively. Thus, 3DGS features landmark errors that

are nearlyl00 larger than PhoMo.

151



APPENDIX C
LIST OF PUBLICATIONS

Journal Articles

1. T. Driver, A. Vaughan, Y. Cheng, A. Ansar, J. Christian, and P. Tsiotras, “Stereopho-
toclinometry revisited”J. of Guidance, Control, and Dynamics JGCED25, [Sub-

mitted]

2. M. Dor, T. Driver, K. Getzandanner, and P. Tsiotras, “AstroSLAM: Autonomous
monocular navigation in the vicinity of a celestial small body -theory and experi-

ments”,Intl. J. of Robotics Research (IJRRpl. 43, no. 11, pp. 1770-1808, 2024

3. T. Driver, K. Skinner, M. Dor, and P. Tsiotras, “AstroVision: Towards autonomous
feature detection and description for missions to small bodies using deep learning”,

Special Issue on Al for Space, Acta Astronaytiad. 210, pp. 393-410, 2023

Conference Proceedings

1. T. Driver, A. Vaughan, Y. Cheng, A. Ansar, J. Christian, and P. Tsiotras, “Keypoint-
based stereophotoclinometry for characterizing and navigating small bodies: A factor
graph approach”, iAIAA SciTech Forum[Best Paper], Orlando, FL, USA, 2024,
pp. 1-25

2. T. Driver and P. Tsiotras, “Ef cient feature description for small body relative nav-
igation using binary convolutional neural networks” AAS Guidance, Navigation,

and Control (GNC) ConfBreckenridge, CO, USA, 2023, pp. 1-19

3. T. Driver, K. Tomita, K. Ho, and P. Tsiotras, “Deep monocular hazard detection for

small body landing”, iPAAS/AIAA Space Flight Mechanics Meetinghese authors

152



contributed equally to this work, Austin, TX, USA, 2023, pp. 1-17

4. T. Driver, M. Dor, K. Skinner, and P. Tsiotras, “Space carving in space: A visual
SLAM approach to 3D shape reconstruction of a small celestial bodEIARA/AAS
Astrodynamics Specialist ConVirtual, 2020, pp. 1-20

Other

1. T. Driver, A. Vaughan, Y. Cheng, A. Ansar, J. Christian, and P. Tsiotras, “Keypoint-
based stereophotoclinometry”, #th Space Imaging Workshoftlanta, GA, USA,
2024, pp. 1-3

2. D. Kapu, T. Driver, and P. Tsiotras, “Seeing in the dark: Feature extraction and
matching in low-light regions using deep learning” 4ith Space Imaging Workshop

Atlanta, GA, USA, 2024, pp. 1-3

3. T. Driver, K. Skinner, M. Dor, and P. Tsiotras, “Deep feature detection and descrip-
tion for small body relative navigation”, iBrd Space Imaging Workshpptlanta,

GA, USA, 2022, pp. 1-3

4. A.Baid, J. Lambert, T. Driver , A. Krishnan, H. Stepanyan, and F. Dellaert, “Dis-
tributed global structure-from-motion with a deep front-endfXiv:2311.18801

2023, Authors contributed equally to this work

153



[1]
[2]

[3]

[4]

[5]

[6]

[7]

[8]

[9]

[10]

[11]

[12]

REFERENCES

NASA, NASA Planetary Data System (PDBftps://pds.nasa.gov/.

A. F. Chenget al,, “AIDA DART asteroid de ection test: Planetary defense and
science objectivesRlanetary and Space Sciena®l. 157, pp. 104-115, 2018.

D. D. Mazanek, R. G. Merrill, J. R. Brophy, and R. P. Mueller, “Asteroid redirect
mission concept: A bold approach for utilizing space resour@esg Astronautica
vol. 117, pp. 163-171, 2015.

A. S. Rivkin and F. E. DeMeo, “How many hydrated NEOs are therd?5f Geo-
physical Research: Planetgol. 124, no. 1, pp. 128-142, 2019.

M. A. Barucci, E. Dotto, and A. C. Levasseur-Regourd, “Space missions to small
bodies: Asteroids and cometary nucléstronomy and Astrophysics Revjewl. 19,
no. 48, pp. 1-29, 2011.

S. Bhaskaran, S. Nandi, S. Broschart, M. Wallace, L. A. Cangahuala, and C. OI-
son, “Small body landings using autonomous onboard optical navigatloof the
Astronautical Sciencesol. 58, no. 3, pp. 1365-1378, 2011.

R. W. Gaskellet al, “Characterizing and navigating small bodies with imaging
data”,Meteoritics & Planetary Scien¢eol. 43, no. 6, pp. 1049-1061, 2008.

R. Gaskell, O. Barnouin, M. Daly, E. Palmer, J. Weirich, C. Ernst, R. Daly, and D.
Lauretta, “Stereophotoclinometry on the OSIRIS-REx mission: Mathematics and
methods”,The Planetary Science,Jol. 4, no. 4, pp. 1-15, 2023.

E. E. Palmer, J. N. Head, R. W. Gaskell, M. V. Sykes, and B. McComas, “Mer-
cator—independent rover localization using stereophotoclinometry and panoramic
images”,Earth and Space Scienceol. 3, no. 12, pp. 488-509, 2016.

N. Mastrodemos, B. P. Rush, A. T. Vaughan, and W. M. Owen, “Optical havigation
for the Dawn mission at Vesta”, imt. Sym. on Space Flight Dynamics (ISSFD)
Pasadena, CA, USA, 2012, pp. 1-26.

O. Barnouinet al, “Digital terrain mapping by the OSIRIS-REXx missiorPlane-
tary and Space Scienceol. 180, p. 104 764, 2020.

S. Watanabe, M. Hirabayashi, N. Hirata, N. Hirata, R. Noguchi, Y. Shimaki, H.
Ikeda, E. Tatsumi, M. Yoshikawa, S. Kikuclet al, “Hayabusa?2 arrives at the car-
bonaceous asteroid 162173 Ryugu—a spinning top—shaped rubbleSulehce

vol. 364, no. 6437, pp. 268-272, 2019.

154



[13]

[14]

[15]

[16]

[17]

[18]

[19]

[20]

[21]

[22]

C. Norman, C. Miller, R. Olds, C. Mario, E. Palmer, O. Barnouin, M. Daly, J.
Weirich, J. Seabrook, C. Bennett, al., “Autonomous navigation performance us-
ing natural feature tracking during the OSIRIS-REXx touch-and-go sample collec-
tion event”,Planetary Sciencevol. 3, no. 101, pp. 1-21, 2022.

M. Quadrelli, L. Wood, J. Riedel, M. McHenry, M. Aung, L. Cangahuala, R. Volpe,

P. Beauchamp, and J. Cutts, “Guidance, navigation, and control technology assess-
ment for future planetary science mission¥”pf Guidance, Control, and Dynam-

ics, vol. 38, no. 7, pp. 11651186, 2015.

I. Nesnast al,, “Autonomous exploration of small bodies toward greater autonomy
for deep space missiongFrontiers in Robotics and Alol. 8, no. 650885, pp. 1-
26, 2021.

K. M. Getzandanner, P. G. Antreasian, M. C. Moreau, J. M. Leonard, C. D. Adam,
D. Wibben, K. Berry, D. Highsmith, and D. Lauretta, “Small body proximity op-
erations & TAG: Navigation experiences & lessons learned from the OSIRIS-REXx
mission”, inAIAA SciTech ForunSan Diego, CA, USA, 2022, pp. 1-23.

B. J. Morrell, J. Villa, and A. Havard, “Automatic feature tracking on small bodies
for autonomous approach”, WKSCEND Virtual, 2020, pp. 1-15.

M. Dor, T. Driver, K. Getzandanner, and P. Tsiotras, “Visual SLAM for asteroid rel-
ative navigation”, inEEE/CVF Conf. on Computer Vision and Pattern Recognition
(CVPR) Workshop4/irtual, 2021, pp. 2066—2075.

K. Dennison and S. D'Amico, “Comparing optical tracking techniques in distributed
asteroid orbiter missions using ray-tracing” AAS/AIAA Space Flight Mechanics
Meeting Virtual, 2021, pp. 1-20.

D. G. Lowe, “Distinctive image features from scale-invariant keypoiritg’,J. of
Computer Vision (IJCV/vol. 60, no. 2, pp. 91-110, 2004.

D. DeTone, T. Malisiewicz, and A. Rabinovich, “SuperPoint: Self-supervised inter-
est point detection and description”, lBEE/CVF Conf. on Computer Vision and
Pattern Recognition (CVPR) Worksho@alt Lake City, UT, USA, 2018, pp. 337—
349.

M. Dusmanu, I. Rocco, T. Pajdla, M. Pollefeys, J. Sivic, A. Torii, and T. Sattler,
“D2-Net: A trainable CNN for joint description and detection of local features”,
in IEEE/CVF Conf. on Computer Vision and Pattern Recognition (CYRB)g
Beach, CA, USA, 2019, pp. 8092-8101.

155



[23]

[24]

[25]

[26]

[27]

[28]

[29]

[30]

[31]

[32]

[33]

J. Revaud, C. De Souza, M. Humenberger, and P. Weinzaepfel, “R2D2: Reliable
and repeatable detector and descriptorConf. on Neural Information Processing
Systems (NeurlPSYancouver, Canada, 2019, pp. 1-11.

Z. Luo, L. Zhou, X. Bai, H. Chen, J. Zhang, Y. Yao, S. Li, T. Fang, and L. Quan,
“ASLFeat: Learning local features of accurate shape and localizatiol2ER/CVF
Conf. on Computer Vision and Pattern Recognition (CV,RiR)ual, 2020, pp. 6589—
6598.

J. Song, D. Rondao, and N. Aouf, “Deep learning-based spacecraft relative naviga-
tion methods: A survey’Acta Astronauticavol. 191, pp. 22—-40, 2022.

M. Pugliatti, M. Maestrini, P. Di Lizia, and F. Topputo, “On-board small-body se-
mantic segmentation based on morphological features with U-NeBASB/AIAA
Space Flight Mechanics Meetingirtual, 2021, pp. 1-20.

D. Zhou, G. Sun, J. Song, and W. Yao, “2D vision-based tracking algorithm for
general space non-cooperative objecfgta Astronauticavol. 188, pp. 193-202,
2021.

D. Zhou, G. Sun, and X. Hong, “3D visual tracking framework with deep learning
for asteroid explorationarXiv, vol. abs/2111.10737, 2021.

T. Fuchs, D. R. Thompson, B. D. Bue, J. Castillo-Rogez, S. A. Chien, D. Gharib-
ian, and K. L. Wagstaff, “Enhanced yby science with onboard computer vision:
Tracking and surface feature detection at small bodigafth and Space Science
vol. 2, no. 10, pp. 417-434, 2015.

H. Lee, H.-L. Choi, D. Jung, and S. Choi, “Deep neural network-based landmark
selection method for optical navigation on Lunar highlandSEE Accessvol. 8,
pp. 99 010-99 023, 2020.

M. Dor, T. Driver, K. Getzandanner, and P. Tsiotras, “AstroSLAM: Autonomous
monocular navigation in the vicinity of a celestial small body -theory and experi-
ments”,Intl. J. of Robotics Research (IJRRpI. 43, no. 11, pp. 1770-1808, 2024.

F. Dellaert and M. Kaess, “Factor graphs for robot perceptiéoynd. Trends
Roboticsvol. 6, no. 1-2, pp. 1-139, 2017.

T. Driver, K. Skinner, M. Dor, and P. Tsiotras, “AstroVision: Towards autonomous

feature detection and description for missions to small bodies using deep learning”,
Special Issue on Al for Space, Acta Astronautiaa. 210, pp. 393—410, 2023.

156



[34]

[35]

[36]

[37]

[38]

[39]

[40]

[41]

[42]

[43]

[44]

H. Wang, J. Jiang, and G. Zhang, “CraterIDNet: An end-to-end fully convolutional
neural network for crater detection and identi cation in remotely sensed planetary
images”,Remote Sensingol. 10, no. 7, p. 1067, 2018.

S. Silvestrini, M. Piccinin, G. Zanotti, A. Brandonisio, |. Bloise, L. Feruglio, P.
Lunghi, M. Lavagna, and M. Varile, “Optical navigation for lunar landing based on
convolutional neural network crater detectok&rospace Science and Technology
vol. 123, p. 107503, 2022.

M. Sandler, A. Howard, M. Zhu, A. Zhmoginov, and L.-C. Chen, “MobilenetV2:
Inverted residuals and linear bottlenecks”|lHEE/CVF Conf. on Computer Vision
and Pattern Recognition (CVPR3alt Lake City, UT, USA, 2018, pp. 4510-4520.

A. Silburt, M. Ali-Dib, C. Zhu, A. Jackson, D. Valencia, Y. Kissin, D. Tamayo, and
K. Menou, “Lunar crater identi cation via deep learnind€arus vol. 317, pp. 27—
38, 20109.

L. Downes, T. J. Steiner, and J. P. How, “Deep learning crater detection for lunar
terrain relative navigation”, ilAlAA SciTech ForupVirtual, 2020, pp. 1-12.

T. Claudet, K. Tomita, and K. Ho, “Benchmark analysis of semantic segmenta-
tion algorithms for safe planetary landing site selectidBEE Accessvol. 10,
pp. 41766-41775, 2022.

K. Tomita, A. K. Skinner, and K. Ho, “Bayesian deep learning for segmentation for
autonomous safe planetary landing’,of Spacecraft and Rocketsl. 59, no. 6,
pp. 1800-1808, 2022.

T. Driver, K. Tomita, K. Ho, and P. Tsiotras, “Deep monocular hazard detection
for small body landing”, inAAS/AIAA Space Flight Mechanics Meetirighese
authors contributed equally to this work, Austin, TX, USA, 2023, pp. 1-17.

T. H. Park and S. D'Amico, “Robust multi-task learning and online re nement
for spacecraft pose estimation across domain gag¥ances in Space Research
vol. 73, no. 11, pp. 5726-5740, 2023.

K. Gwinner, F. Scholten, M. Spiegel, R. Schmidt, B. Giese, J. Oberst, C. Heipke,
R. Jaumann, and G. Neukum, “Derivation and validation of high-resolution digital
terrain models from Mars Express HRSC daf@hotogrammetric Engineering &
Remote Sensingol. 75, no. 9, pp. 1127-1142, 2009.

F. Preusker, J. Oberst, J. W. Head, T. R. Watters, M. S. Robinson, M. T. Zuber, and

S. C. Solomon, “Stereo topographic models of Mercury after three MESSENGER
ybys”, Planetary and Space Sciena®l. 59, no. 15, pp. 1910-1917, 2011.

157



[45]

[46]

[47]

[48]

[49]

[50]

[51]

[52]

[53]

[54]

[55]

[56]

C. A. Raymoncket al,, “The Dawn topography investigationgpace Science Rev.
vol. 163, pp. 487-510, 2011.

B. Bercovici and J. W. McMahon, “Robust autonomous small-body shape recon-
struction and relative navigation using range imagéstf Guidance, Control, and
Dynamicsvol. 42, no. 7, pp. 1473-1488, 2019.

D. Nakath, J. Clemens, and C. Rachuy, “Active Asteroid-SLAW of Intelligent
and Robotic Systems (JINWVpl. 99, pp. 303-333, 2020.

E. Church, T. Bourbeau, J. Curriden, A. Deguzman, F. Jaen, H. Ma, K. Mahoney,
C. Miller, B. Short, K. Waldorffet al,, “Flash lidar on-orbit performance at asteroid
Bennu”, iInAAS Guidance, Navigation and Control (GN&C) Confirtual, 2020,

pp. 1349-1360.

J. M. Leonard, M. C. Moreau, P. G. Antreasian, K. M. Getzandanner, E. Church, C.
Miller, M. G. Daly, O. S. Barnouin, and D. S. Lauretta, “Cross-calibration of GNC
and OLA LIDAR systems onboard OSIRIS-REx”, AAS Guidance, Navigation
and Control (GN&C) Conf.Breckenridge, CO, USA, 2022, pp. 1-22.

M. G. Daly et al, “The OSIRIS-REXx Laser Altimeter (OLA) investigation and
instrument”,Space Science Revol. 212, no. 924, pp. 899-924, 2017.

B. Rizk et al, “OCAMS: The OSIRIS-REx Camera SuiteSpace Science Rev.
vol. 214, no. 26, pp. 1-55, 2018.

D. A. Lorenz, R. Olds, A. May, C. Mario, M. E. Perry, E. E. Palmer, and M. Daly,
“Lessons learned from OSIRIS-REx autonomous navigation using natural feature
tracking”, inIEEE Aerospace ConfBig Sky, MT, USA, 2017, pp. 1-12.

B. D. Boatwright and J. W. Head, “Shape-from-shading re nement of LOLA and
LROC NAC digital elevation models: Applications to upcoming human and robotic
exploration of the Moon The Planetary Science,Xol. 124, no. 5, pp. 1-9, 2024.

M. K. Barker, E. Mazarico, G. A. Neumann, D. E. Smith, M. T. Zuber, and J. W.
Head, “Improved LOLA elevation maps for south pole landing sites: Error esti-
mates and their impact on illumination conditionBlanetary and Space Science
vol. 203, p. 105119, 2021.

E. Rublee, V. Rabaud, K. Konolige, and G. Bradski, “ORB: An ef cient alternative
to SIFT or SURF”, inlEEE Int. Conf. on Computer Vision (ICCVBarcelona,
Spain, 2011, pp. 2564-2571.

E. Rosten and T. Drummond, “Machine learning for high-speed corner detection”,
in European Conf. on Computer Vision (ECC®yaz, Austria, 2006, pp. 430—443.

158



[57]

[58]

[59]

[60]

[61]

[62]

[63]

[64]

[65]

[66]

[67]

[68]

M. Calonder, V. Lepetit, C. Strecha, and P. Fua, “BRIEF: Binary Robust Inde-
pendent Elementary Features”, Huropean Conf. on Computer Vision (ECCV)
Heraklion, Crete, Greece, 2010, pp. 778-792.

R. J. Woodham, “Photometric method for determining surface orientation from
multiple images” Optical Engineeringvol. 19, no. 1, pp. 1309-1332, 1980.

H. Hayakawa, “Photometric stereo under a light source with arbitrary motibn”,
of the Optical Society of America (JOSA®I. 11, no. 11, pp. 3079-3089, 1994.

F. Logothetis, R. Mecca, and R. Cipolla, “A differential volumetric approach to
multi-view photometric stereo”, ifEEE Int. Conf. on Computer Vision (ICCV)
Seoul, Korea, 2019, pp. 1052-1061.

B. Shi, P. Tan, Y. Matsushita, and K. lkeuchi, “Bi-polynomial modeling of low-
frequency re ectances'|EEE Trans. on Pattern Analysis and Machine Intelligence
(TPAMI), vol. 36, no. 6, pp. 1078-1091, 2013.

S. Ikehata and K. Aizawa, “Photometric stereo using constrained bivariate regres-
sion for general isotropic surfaces”, IREE/CVF Conf. on Computer Vision and
Pattern Recognition (CVPREolumbus, OH, USA, 2014, pp. 2179-2186.

D. Cho, Y. Matsushita, Y.-W. Tai, and I. S. Kweon, “Semi-calibrated photomet-
ric stereo”,IEEE Trans. on Pattern Analysis and Machine Intelligence (TPAMI)
vol. 42, no. 1, pp. 232-245, 2018.

H. Santo, M. Samejima, Y. Sugano, B. Shi, and Y. Matsushita, “Deep photometric
stereo network”, iIHEEE/CVF Conf. on Computer Vision and Pattern Recognition
(CVPR) WorkshopdHonolulu, HI, USA, 2017, pp. 501-509.

G. Chen, K. Han, and K.-Y. K. Wong, “PS-FCN: A exible learning framework
for photometric stereo”, icuropean Conf. on Computer Vision (ECCWunich,
Germany, 2018, pp. 3—-18.

S. Bi, Z. Xu, K. Sunkavalli, D. Kriegman, and R. Ramamoorthi, “Deep 3D capture:
Geometry and re ectance from sparse multi-view imagesTHBE/CVF Conf. on
Computer Vision and Pattern Recognition (CVPRjtual, 2020, pp. 5960-59609.

B. Kaya, S. Kumar, C. Oliveira, V. Ferrari, and L. Van Gool, “Multi-view photo-
metric stereo revisited”, iIlEEE/CVF Winter Conf. on Applications of Computer
Vision (WACV)Waikoloa, HI, USA, 2023, pp. 3126-3135.

J. Ackermann, M. Goeselet al., “A survey of photometric stereo techniques”,
Foundations and Trends in Computer Graphics and Visioh 9, no. 3-4, pp. 149—
254, 2015.

159



[69]

[70]

[71]

[72]

[73]

[74]

[75]

[76]

[77]

[78]

[79]

Y. Ju, K.-M. Lam, W. Xie, H. Zhou, J. Dong, and B. Shi, “Deep learning methods
for calibrated photometric stereo and beyondEEE Trans. on Pattern Analysis
and Machine Intelligence (TPAMIyol. 46, no. 11, pp. 7154-7172, 2022.

B. Mildenhall , P. P. Srinivasan M. Tancik, J. T. Barron, R. Ramamoorthi, and

R. Ng, “NeRF: Representing scenes as neural radiance elds for view synthesis”,
in European Conf. on Computer Vision (ECCVAuthors contributed equally to
this work, Virtual, 2020, pp. 1-17.

S. Chen, B. Wu, H. Li, Z. Li, and Y. Liu, “Asteroid-NeRF: A deep-learning method
for 3d surface reconstruction of asteroidd&stronomy & Astrophysi¢s/ol. 687,
A278, 2024.

M. W. Givens, “Applying neural radiance elds to asteroid shape modelingaiin
Space Imaging Workshpptlanta, GA, USA, 2024, pp. 1-4.

B. Kerbl, G. Kopanas, T. Leinikler, and G. Drettakis, “3D Gaussian splatting for
real-time radiance eld rendering.ACM Trans. on Graphics (TOGYol. 42, no. 4,
pp. 139-1, 2023.

E. E. Palmer, R. Gaskell, M. G. Daly, O. S. Barnouin, C. D. Adam, and D. S.
Lauretta, “Practical stereophotoclinometry for modeling shape and topography on
planetary missions’RPlanetary Sciengevol. 3, no. 102, pp. 1-16, 2022.

R. Olds, C. Miller, C. Norman, C. Mario, K. Berry, E. Palmer, O. Barnouin, M.
Daly, J. Weirich, J. Seabrookt al., “The use of digital terrain models for natural
feature tracking at asteroid BennuwPlanetary Sciencevol. 3, no. 100, pp. 1-11,
2022.

P.-A. Absil, C. G. Baker, and K. A. Gallivan, “Trust-region methods on Rieman-
nian manifolds” Foundations of Computational Mathematigsl. 7, pp. 303-330,
2007.

G. S. Chirikjian, Stochastic Models, Information Theory, and Lie Groups: Ana-
lytic Methods and Modern ApplicationSpringer Science+Business Media, 2011,
vol. 2.

P.-A. Absil, R. Mahony, and R. Sepulch@ptimization algorithms on matrix man-
ifolds. Princeton University Press, 2008.

C. Forster, L. Carlone, F. Dellaert, and D. Scaramuzza, “On-manifold preinte-

gration for real-time visual-inertial odometrfEEE Trans. on Robotics (T-RQ)
vol. 33, no. 1, pp. 1-21, 2016.

160



[80]

[81]

[82]

[83]

[84]

[85]

[86]

[87]

[88]

[89]

[90]

[91]

J. H. Manton, “Optimization algorithms exploiting unitary constraintEEE Trans.
on Signal Processingol. 50, no. 3, pp. 635-650, 2002.

F. Dellaert, “Factor graphs and GTSAM: A hands-on introduction”, Georgia Insti-
tute of Technology, Tech. Rep. GT-RIM-CP&R-2012-002, 2012.

D. Nistér, “An ef cient solution to the ve-point relative pose problemlEEE
Trans. on Pattern Analysis and Machine Intelligence (TPAMI). 26, no. 6, pp. 756—
770, 2004.

D. Forsyth and J. Ponc€omputer Vision: A Modern ApproacBnd ed. Prentice
Hall, 2011, p. 792.

C. Cadena, L. Carlone, H. Carrillo, Y. Latif, D. Scaramuzza, J. Neira, |. Reid, and
J. J. Leonard, “Past, present, and future of simultaneous localization and mapping:
Toward the robust-perception agéZEE Trans. on Robotics (T-R0Ojol. 32, no. 6,

pp. 1309-1332, 2016.

J. L. Schonberger and J.-M. Frahm, “Structure-from-motion revisitedg HE/CVF
Conf. on Computer Vision and Pattern Recognition (CV,RR}¥ Vegas, NV, USA,
2016, pp. 4104-4113.

C. Sweeney, T. Hollerer, and M. Turk, “Theia: A fast and scalable structure-from-
motion library”, inACM Int. Conf. on MultimedigBrisbane, Australia, 2015, pp. 693—
696.

R. Mur-Artal and J. D. Tards, “ORB-SLAM2: An open-source SLAM system for
monocular, stereo, and RGB-D camerdEEE Trans. on Robotics (T-RQJol. 33,
no. 5, pp. 1255-1262, 2017.

Z. Teed and J. Deng, “DROID-SLAM: Deep visual SLAM for monocular, stereo,
and RGB-D cameras”, i@onf. on Neural Information Processing Systems (NeutIPS)
Virtual, 2021, pp. 1-12.

M. Kaess, H. Johannsson, R. Roberts, V. lla, J. Leonard, and F. Dellaert, “ISAM2:
Incremental smoothing and mapping using the bayes the#’J. of Robotics Re-
search (IJRR)vol. 31, no. 2, pp. 217-236, 2012.

J. Sun, Z. Shen, Y. Wang, H. Bao, and X. Zhou, “LoFTR: Detector-free local feature
matching with transformers”, ilEEE/CVF Conf. on Computer Vision and Pattern
Recognition (CVPRVirtual, 2021, pp. 8922-8931.

J. Edstedt, I. Athanasiadis, M. Wadéak, and M. Felsberg, “DKM: Dense kernel-
ized feature matching for geometry estimation”]HHEE/CVF Conf. on Computer

161



[92]

[93]

[94]

[95]

[96]

[97]

[98]

[99]

[100]

[101]

[102]

Vision and Pattern Recognition (CVPRyancouver, Canada, 2023, pp. 17 765—
17775.

J. Edstedt, Q. Sun, G.d&man, M. Wadenick, and M. Felsberg, “RoMa: Ro-
bust dense feature matching”,IBEE/CVF Conf. on Computer Vision and Pattern
Recognition (CVPR)Seattle, WA, USA, 2024, pp. 19 790-19 800.

T. Lindeberg, “Scale-space theory: A basic tool for analyzing structures at different
scales”J. of Applied Statistigssol. 21, no. 1-2, pp. 225-270, 1994.

Y. Ono, E. Trulls, P. Fua, and K. M. Yi, “LF-Net: Learning local features from
images”, inConf. on Neural Information Processing Systems (NeutlRi8htréal,
Canada, 2018, pp. 6237-6247.

Y. Verdie, K. Yi, P. Fua, and V. Lepetit, “TILDE: A Temporally Invariant Learned
DEtector”, inlEEE/CVF Conf. on Computer Vision and Pattern Recognition (CYPR)
Boston, MA, USA, 2015, pp. 5279-5288.

K. M. Yi, Y. Verdie, P. Fua, and V. Lepetit, “Learning to assign orientations to
feature points”, iINEEE/CVF Conf. on Computer Vision and Pattern Recognition
(CVPR) Las Vegas, NV, USA, 2016, pp. 107-116.

E. Simo-Serra, E. Trulls, L. Ferraz, I. Kokkinos, P. Fua, and F. Moreno-Noguer,
“Discriminative learning of deep convolutional feature point descriptorsi-EBE
Int. Conf. on Computer Vision (ICCV2015, pp. 118-126.

K. M. Yi, E. Trulls, V. Lepetit, and P. Fua, “LIFT: Learned Invariant Feature Trans-
form”, in European Conf. on Computer Vision (ECC¥)16, pp. 467-483.

K. He, Y. Lu, and S. Sclaroff, “Local descriptors optimized for average precision”,
in IEEE/CVF Conf. on Computer Vision and Pattern Recognition (CYRBR)8,
pp. 596—-605.

X. Zhu, H. Hu, S. Lin, and J. Dai, “Deformable ConvNets v2: More deformable,
better results”, INEEE/CVF Conf. on Computer Vision and Pattern Recognition
(CVPR) Long Beach, CA, USA, 2019, pp. 9308—-9316.

Y. Yao, Z. Luo, S. Li, J. Zhang, Y. Ren, L. Zhou, T. Fang, and L. Quan, “Blended-
MVS: A large-scale dataset for generalized multi-view stereo networkEgi/CVF
Conf. on Computer Vision and Pattern Recognition (CV,RiRjual, 2020, pp. 1790—
1799.

T. Shen, Z. Luo, L. Zhou, R. Zhang, S. Zhu, T. Fang, and L. Quan, “Matchable im-
age retrieval by learning from surface reconstruction’Agian Conf. on Computer
Vision (ACCV) Perth, Australia, 2018, pp. 415-431.

162



[103]

[104]

[105]

[106]

[107]

[108]

[109]

[110]

[111]

[112]

[113]

[114]

C. T. Russell and C. A. Raymond, “Dawn mission to Vesta and Ce&sice
Science Rewol. 163, pp. 3—-23, 2011.

R. Park, A. Vaughan, A. Konopliv, A. Ermakov, N. Mastrodemos, J. Castillo-Rogez,
S. Joy, A. Nathues, C. Polanskey, M. Raymetral., “High-resolution shape model

of Ceres from stereophotoclinometry using Dawn imaging datafius vol. 319,

pp. 812-827, 2019.

R. W. Gaskell, “SPC shape and topography of Vesta from Dawn imaging data”,
in AAS Division for Planetary Sciences Meeting # &eno, NV, USA, 2012,
p. 209.03.

M. Dougherty, L. Esposito, and S. M. KrimigiSaturn from Cassini-Huygens
Springer, 2009.

R. W. Gaskell, “Gaskell Dione shape model v1.NASA Planetary Data System
2020.

R. T. Daly, C. M. Ernst, R. W. Gaskell, O. S. Barnouin, and P. C. Thomas, “New
stereophotoclinometry shape models for irregularly shaped Saturnian satellites”, in
Lunar and Planetary Science ConifVoodlands, TX, USA, 2018, pp. 1-2.

R. W. Gaskell, “Gaskell Mimas shape model v2 RASA Planetary Data System
2020.

R. W. Gaskell, “Gaskell Tethys shape model v1I9ASA Planetary Data System
2020.

A. Fujiwara, J. Kawaguchi, D. Yeomans, M. Abe, T. Mukai, T. Okada, J. Saito,
H. Yano, M. Yoshikawa, D. Scheerest, al,, “The rubble-pile asteroid Itokawa as
observed by HayabusaSciencevol. 312, no. 5778, pp. 1330-1334, 2006.

Y. Tsuda, T. Saiki, F. Terui, S. Nakazawa, M. Yoshikawa, S.-i. Watanabe, and
H. P. Team, “Hayabusa2 mission status: Landing, roving and cratering on aster-
oid Ryugu”,Acta Astronauticavol. 171, pp. 42-54, 2020.

R. W. Gaskell, J. Saito, M. Ishiguro, Kubota, T. T. Hashimoto, N. Hirata, S. Abe,
and O. Barnouin-Jha, “Gaskell Itokawa shape model vINESA Planetary Data
System2021.

J.-P. Bibring, Y. Langevin, J. F. Mustard, F. Poulet, R. Arvidson, A. Gendrin, B.
Gondet, N. Mangold, P. Pinet, F. Forget,al, “Global mineralogical and aque-
ous Mars history derived from OMEGA/Mars Express daéjencevol. 312,

no. 5772, pp. 400-404, 2006.

163



[115]

[116]

[117]

[118]

[119]

[120]

[121]

[122]

[123]

[124]

[125]

R. W. Gaskell, “Gaskell Phobos shape model vINRSA Planetary Data System
2020.

A. F. Cheng, A. Santo, K. Heeres, J. Landshof, R. Farquhar, R. Gold, and S. Lee,
“Near-earth asteroid rendezvous: Mission overvielv'of Geophysical Research:
Planets vol. 102, no. E10, pp. 23695-23 708, 1997.

R. W. Gaskell, “Gaskell Eros shape model v1.HASA Planetary Data System
2021.

D. Lauretta, S. Balram-Knutson, E. Beshore, W. Boynton, C. Drouet d'Aubigny,
D. DellaGiustina, H. Enos, D. Golish, C. Hergenrother, E. Hovetlgl.,, “OSIRIS-
REx: Sample return from asteroid (101955) Benrsjace Science Revol. 212,

no. 1, pp. 925-984, 2017.

O. Barnouin, M. Daly, E. Palmer, R. Gaskell, J. Weirich, C. Johnson, M. Al Asad,
J. Roberts, M. Perry, H. Susornat,al., “Shape of (101955) Bennu indicative of a
rubble pile with internal stiffnessNature Geoscienc&ol. 12, no. 4, pp. 247-252,
2019.

M. Taylor, N. Altobelli, B. Buratti, and M. Choukroun, “The Rosetta mission or-
biter science overview: The comet phasehilosophical Trans. of the Royal So-
ciety A: Mathematical, Physical and Engineering Scienced. 375, no. 2097,
p. 20160262, 2017.

R. Schulz, H. Sierks, M. #ppers, and A. Accomazzo, “Rosetta y-by at asteroid
(21) Lutetia: An overview” Planetary and Space Sciena®l. 66, no. 1, pp. 2-8,
2012.

R. W. Gaskell, L. Jorda, E. Palmer, C. Jackman, C. Capanna, S. Hviid, and P.
Gutierrez, “Comet 67P/CG: Preliminary shape and topography from SPEAS81Division
for Planetary Sciences Meetingol. 46, 2014, pp. 209-04.

L. Jorda, M. K. J. Gaskell R. W.and Kaasalainen, and B. Carry, “Rosetta shape
model of asteroid LutetiaNASA Planetary Data Syste2013.

M. Dawson-Haggertet al,, Trimesh: A Python library for loading and using tri-
angular meshesversion 3.9.29, https://trimsh.org/. [Online]. Available: https:
/ltrimsh.org/.

N. Otsu, “A threshold selection method from gray-level histograti<EE Trans.
on Systems, Man, and Cybernetiesl. 9, no. 1, pp. 62—-66, 1979.

164



[126]

[127]

[128]

[129]

[130]

[131]

[132]

[133]

[134]

[135]

[136]

P.-E. Sarlin, D. DeTone, T. Malisiewicz, and A. Rabinovich, “SuperGlue: Learning
feature matching with graph neural networks”,IEEE/CVF Conf. on Computer
Vision and Pattern Recognition (CVPRjrtual, 2020, pp. 4938-4947.

D. Q. Huynh, “Metrics for 3D rotations: Comparison and analysis’of Mathe-
matical Imaging and Visignvol. 35, no. 2, pp. 155-164, 2009.

C. Choy, J. Park, and V. Koltun, “Fully convolutional geometric featuresi-EBE
Int. Conf. on Computer Vision (ICCV2019, Seoul, South Korea.

S. Vassilvitskii and D. Arthur,K-means++: The advantages of careful seeding”, in
ACM-SIAM Sym. on Discrete algorithpidiami, FL, USA, 2006, pp. 1027-1035.

A. Mishra, E. Nurvitadhi, J. J. Cook, and D. Marr, “WRPN: Wide reduced-precision
networks”, inint. Conf. on Learning Representations (ICL.Rancouver, Canada,
2018, pp. 1-11.

M. Rastegari, V. Ordonez, J. Redmon, and A. Farhadi, “XNOR-Net: ImageNet clas-
si cation using binary convolutional neural networks”,lBuropean Conf. on Com-
puter Vision (ECCV,))Amsterdam, Netherlands, 2016, pp. 525-542.

A. Bulatand G. Tzimiropoulos, “XNOR-Net++: Improved binary neural networks”,
in British Machine Vision Conf. (BMVCETardiff, Wales, UK, 2019, pp. 1-17.

H. Qin, R. Gong, X. Liu, M. Shen, Z. Wei, F. Yu, and J. Song, “Forward and
backward information retention for accurate binary neural network$gkie/CVF
Conf. on Computer Vision and Pattern Recognition (CV,RiR)ual, 2020, pp. 2250—
2259.

A. F. Cheng, A. S. Rivkin, P. Michel, J. Atchison, O. Barnouin, L. Benner, N. L.
Chabot, C. Ernst, E. G. Fahnestock, M. Kueppetsal, “AIDA DART asteroid

de ection test: Planetary defense and science objectiVahetary and Space Sci-
ence vol. 157, pp. 104-115, 2018.

M. Kanakis, S. Maurer, M. Spallanzani, A. Chhatkuli, and L. Van Gool, “Zippy-
Point: Fast interest point detection, description, and matching through mixed preci-
sion discretization”, IEEE/CVF Conf. on Computer Vision and Pattern Recogni-
tion (CVPR) WorkshopsThese authors contributed equally to this work, Vancou-
ver, Canada, 2023, pp. 6114-6123.

J. Tang, H. Kim, V. Guizilini, S. Pillai, and R. Ambrus, “Neural outlier rejection

for self-supervised keypoint learning”, Int. Conf. on Learning Representations
(ICLR), Virtual, 2020, pp. 1-14.

165



[137] Y.Tian, A. Barroso Laguna, T. Ng, V. Balntas, and K. Mikolajczyk, “HyNet: Learn-
ing local descriptor with hybrid similarity measure and triplet loss”Canf. on
Neural Information Processing Systems (NeurlR&})ual, 2020, pp. 1-12.

[138] S. Singh and S. Krishnan, “Filter response normalization layer: Eliminating batch
dependence in the training of deep neural networksIEEBE/CVF Conf. on Com-
puter Vision and Pattern Recognition (CVRR)rtual, 2020, pp. 11237-11 246.

[139] Y. Tian, X. Yu, B. Fan, F. Wu, H. Heijnen, and V. Balntas, “SOSNet: Second or-
der similarity regularization for local descriptor learning”,IBEE/CVF Conf. on
Computer Vision and Pattern Recognition (CVPR)ng Beach, CA, USA, 2019,
pp. 11016-11 025.

[140] P. Ebel, A. Mishchuk, K. M. Yi, P. Fua, and E. Trulls, “Beyond Cartesian repre-
sentations for local descriptors”, IEEE Int. Conf. on Computer Vision (ICCV)
Seoul, South Korea, 2019, pp. 253-262.

[141] M. Brown, G. Hua, and S. Winder, “Discriminative learning of local image descrip-
tors”, IEEE Trans. on Pattern Analysis and Machine Intelligence (TPAMI). 33,
no. 1, pp. 43-57, 2010.

[142] D. P. Kingma and J. Lei Ba, “Adam: A method for stochastic optimization”, in
Int. Conf. on Learning Representations (ICL.Rljhese authors contributed equally
to this work, San Diego, CA, USA, 2015, pp. 1-15.

[143] Z. Liu, B. Wu, W. Luo, X. Yang, W. Liu, and K.-T. Cheng, “Bi-Real Net: En-
hancing the performance of 1-bit CNNs with improved representational capability
and advanced training algorithm”, European Conf. on Computer Vision (ECCV)
Munich, Germany, 2018, pp. 722—737.

[144] R. Doyle, R. Some, W. Powell, K. Avery, G. Mounce, M. Lowry, M. Johnson, L.
Bergman, W. Whitaker, and M. Goforth, “Next generation space processor (NGSP)
high performance space ight computing (HPSC) next steps at NASA and AFRL”,
Jet Propulsion Laboratory, NASA, Tech. Rep., 2013.

[145] W. A. Powell, “High-performance space ight computing (HPSC) project overview”,
in Radiation Hardened Electronics Technology Conf. (RHFPhpenix, AZ, USA,
2018.

[146] J. Zhang, Y. Pan, T. Yao, H. Zhao, and T. Mei, “daBNN: A super fast inference
framework for binary neural networks on ARM devices”, ACM Int. Conf. on
Multimedia Nice, France, 2019, pp. 2272-2275.

[147] H. U. Keller et al, “Deep Impact observations by OSIRIS onboard the Rosetta
spacecraft’Sciencevol. 310, no. 5746, pp. 281-283, 2005.

166



[148]

[149]

[150]

[151]

[152]

[153]

[154]

[155]

[156]

[157]

[158]

[159]

[160]

M. A. Shoemaker, S. Hur-Diaz, A. Liounis, J. Van Eepoel, M. Romeo, V. Wu, S. R.
Dangelo, N. Hatten, L. Schlenker, S. Hughetsal,, “Terrain relative navigation in

a lunar landing scenario using autoNGC”AtAA SciTech ForupSan Diego, CA,
USA, 2022, pp. 1-12.

B. Bos, M. Ravine, M. Caplinger, J. Schaffner, J. Ladewig, R. Olds, C. Norman,
D. Huish, M. Hughes, S. Andersoet al.,, “Touch And Go Camera System (TAG-
CAMS) for the OSIRIS-REX asteroid sample return missi@pace Science Rev.
vol. 214, no. 1, pp. 1-23, 2018.

M. K. Shepardintroduction to Planetary PhotometrZambridge University Press,
2017.

B. Hapke,Theory of re ectance and emittance spectroscdpgmbridge university
press, 2012.

J. A. Christian,Fundamentals of Spacecraft Optical Navigatidohn Wiley &
Sons, 2025.

S. Chandrasekhdradiative TransferDover, 1960.

J. H. LambertPhotometria sive de mensura et gradibus luminis, colorum et um-
brae Eberhard Klett Verlag, 1760.

T. Young,Experiments and calculations relative to physical optReyal Society
of London, 1804.

B. K. Horn,Robot VisionThe MIT Press, 1986.

H. Sierks, H. Keller, R. Jaumann, H. Michalik, T. Behnke, F. Bubenhageii}tnér,
U. Carsenty, U. Christensen, R. Eng¢al, “The Dawn framing camera’Space
Science Rewol. 163, pp. 263-327, 2011.

S. E. Hawkins, J. D. Boldt, E. H. Darlington, R. Espiritu, R. E. Gold, B. Gotwols,
M. P. Grey, C. D. Hash, J. R. Hayes, S. E. Jaskuétkal, “The Mercury dual
imaging system on the MESSENGER spacecré&{iace Science Revol. 131,

pp. 247-338, 2007.

B. Hapke, “Bidirectional re ectance spectroscopy: 1. theod;”of Geophysical
Research: Solid Earthvol. 86, no. B4, pp. 3039-3054, 1981.

M. B. Fairbairn, “Planetary photometry: The Lommel-Seeliger lalvtf the Royal
Astronomical Society of Canageol. 99, no. 3, pp. 92-93, 2005.

167



[161]

[162]

[163]

[164]

[165]

[166]

[167]

[168]

[169]

[170]

[171]

[172]

S. Schoder, S. Mottola, H. Keller, C. Raymond, and C. Russell, “Resolved pho-
tometry of Vesta reveals physical properties of crater regolRténetary and Space
Sciencevol. 85, pp. 198-213, 2013.

S. Schoder, S. Mottola, U. Carsenty, M. Ciarniello, R. Jaumann, J.-Y. Li, A. Lon-
gobardo, E. Palmer, C. Pieters, F. Preusk¢ral, “Resolved spectrophotomet-
ric properties of the Ceres surface from Dawn Framing Camera imalgastis

vol. 288, pp. 201-225, 2017.

D. Golish, D. DellaGiustina, J.-Y. Li, B. Clark, X.-D. Zou, P. Smith, J. Rizos, P.
Hasselmann, C. Bennett, S. Fornasgtial., “Disk-resolved photometric modeling
and properties of Asteroid (101955) Bennl€arus vol. 357, p. 113724, 2021.

B. J. Buratti, “Voyager disk resolved photometry of the Saturnian satellitsgys
vol. 59, no. 3, pp. 392—-405, 1984.

A. S. McEwen, “A precise lunar photometric function”, lilunar and Planetary
Sciencevol. 27, 1996.

M. Minnaert, “The reciprocity principle in lunar photometryAstrophysical J.
vol. 93, pp. 403-410, 1941.

B. Hapke and E. Wells, “Bidirectional re ectance spectroscopy: 2. experiments and
observations”,). of Geophysical Research: Solid Eartlol. 86, no. B4, pp. 3055—
3060, 1981.

B. Hapke, “Bidirectional re ectance spectroscopy: 3. correction for macroscopic
roughness”|carus, vol. 59, no. 1, pp. 41-59, 1984.

B. Hapke, “Bidirectional re ectance spectroscopy: 4. the extinction coef cient and
the opposition effect’lcarus vol. 67, no. 2, pp. 264—-280, 1986.

B. Hapke, “Bidirectional re ectance spectroscopy: 5. the coherent backscatter op-
position effect and anisotropic scattering¢arus vol. 157, no. 2, pp. 523-534,
2002.

M. K. Shepard and P. Helfenstein, “A test of the Hapke photometric modletf,
Geophysical Research: Plangt®l. 112, no. EO3001, pp. 1-17, 2007.

P. Helfenstein and M. K. Shepard, “Testing the Hapke photometric model: Im-

proved inversion and the porosity correctiof€arus vol. 215, no. 1, pp. 83-100,
2011.

168



[173]

[174]

[175]

[176]

[177]

[178]

[179]

[180]

[181]

[182]

[183]

C. De Vries and J. Christian, “Lunar re ectance modeling for terrain relative nav-
igation”, in AIAA/AAS Astrodynamics Specialist Coifig Sky, MT, USA, 2023,
pp. 1-13.

Y. Shkuratov, V. Kaydash, V. Korokhin, Y. Velikodsky, N. Opanasenko, and G.
Videen, “Optical measurements of the Moon as a tool to study its surfRtaie-
tary and Space Scienceol. 59, no. 13, pp. 1326-1371, 2011.

J.-Y. Li, M. F. AHearn, T. L. Farnham, and L. A. McFadden, “Photometric analysis
of the nucleus of Comet 81P/Wild 2 from Stardust imagé&sirus vol. 204, no. 1,
pp. 209-226, 2009.

D. Takir, B. E. Clark, C. D. d'Aubigny, C. W. Hergenrother, J.-Y. Li, D. S. Lauretta,
and R. P. Binzel, “Photometric models of disk-integrated observations of the osiris-
rex target asteroid (101955) bennicarus vol. 252, pp. 393-399, 2015.

B. Buratti, M. Hicks, J. Nettles, M. Staid, C. Pieters, J. Sunshine, J. Boardman,
and T. C. Stone, “A wavelength-dependent visible and infrared spectrophotometric
function for the Moon based on ROLO datd’,of Geophysical Research: Planets
vol. 116, no. E6, 2011.

P. Helfenstein and J. Veverka, “Photometric properties of lunar terrains derived
from Hapke's equation’lcarus vol. 72, no. 2, pp. 342-357, 1987.

Y. G. Shkuratov, L. Starukhina, M. Kreslavsky, N. Opanasenko, D. Stankevich, and
V. Shevchenko, “Principle of undulatory invariance in photometry of atmosphere-
less celestial bodiesf¢arus, vol. 109, no. 1, pp. 168-190, 1994.

J.-Y. Li, P. Helfenstein, B. J. Buratti, D. Takir, and B. E. Clark, “Asteroid photom-
etry”, in Asteroids IV University of Arizona Press, 2015, pp. 129-150.

S. Schoder, T. Maue, P. G. Mar@s, S. Mottola, K. Aye, H. Sierks, H. Keller, and
A. Nathues, “In- ight calibration of the Dawn Framing Camer#&iarus, vol. 226,
no. 2, pp. 1304-1317, 2013.

S. Schoder, S. Mottola, K.-D. Matz, and T. Roatsch, “In- ight calibration of the
Dawn Framing Camera ii: Flat elds and stray light correctioltarus vol. 234,
pp. 99-108, 2014.

R. Park, A. Vaughan, A. Konopliv, A. Ermakov, N. Mastrodemos, J. Castillo-Rogez,
S. Joy, A. Nathues, C. Polanskey, M. Raymetral., “High-resolution shape model

of Ceres from stereophotoclinometry using Dawn imaging datatus vol. 319,

pp. 812-827, 2019.

169



[184]

[185]

[186]

[187]

[188]

[189]

[190]

[191]

[192]

[193]

[194]

A. S. McEwen, “Photometric functions for photoclinometry and other applica-
tions”, Icarus vol. 92, no. 2, pp. 298-311, 1991.

M. Kreslavsky, Y. G. Shkuratov, Y. I. Velikodsky, V. Kaydash, D. Stankevich, and
C. Pieters, “Photometric properties of the lunar surface derived from clementine
observations”)). of Geophysical Research: Planetsl. 105, no. ES8, pp. 20 281-
20295, 2000.

O. Alexandrov and R. A. Beyer, “Multiview shape-from-shading for planetary im-
ages”,Earth and Space Scienceol. 5, no. 10, pp. 652-666, 2018.

E. B. Bierhaust al, “The OSIRIS-REXx spacecraft and the touch-and-go sample
acquisition mechanism (TAGSAM)Space Science Revol. 214, no. 107, pp. 1-
46, 2018.

B. K. Horn, “Height and gradient from shadindiit. J. of Computer Vision (1JCVY)
vol. 5, no. 1, pp. 37-75, 1990.

C. Capanna, G. Ges@ue, L. Jorda, P. Lamy, and D. Vibert, “Three-dimensional
reconstruction using multiresolution photoclinometry by deformatidihg Visual
Computervol. 29, pp. 825-835, 2013.

T. Driver, A. Vaughan, Y. Cheng, A. Ansar, J. Christian, and P. Tsiotras, “Keypoint-
based stereophotoclinometry for characterizing and navigating small bodies: A fac-
tor graph approach”, iAIAA SciTech Forum[Best Paper], Orlando, FL, USA,
2024, pp. 1-25.

C. Russell and C. Raymondhe Dawn mission to minor planets 4 Vesta and 1
Ceres Springer Science & Business Media, 2012.

B. W. Denevi, D. Blewett, D. Buczkowski, F. Capaccioni, M. Capria, M. De Sanc-
tis, W. Garry, R. Gaskell, L. Le Corre, J.-Y. Lt al, “Pitted terrain on Vesta and
implications for the presence of volatilesSciencevol. 338, no. 6104, pp. 246—
249, 2012.

D. A. Williams, D. P. O'Brien, P. M. Schenk, B. W. Denevi, U. Carsenty, S. Marchi,
J. E. Scully, R. Jaumann, M. C. De Sanctis, E. Palorebal., “Lobate and ow-
like features on asteroid Vestd?|anetary and Space Sciena®l. 103, pp. 24-35,
2014.

C. Russell, C. Raymond, E. Ammannito, D. Buczkowski, M. C. De Sanctis, H.
Hiesinger, R. Jaumann, A. Konopliv, H. McSween, A. Nathwsal., “Dawn
arrives at Ceres: Exploration of a small, volatile-rich worl&tience vol. 353,

no. 6303, pp. 1008-1010, 2016.

170



[195] O.Ruesch, T. Platz, P. Schenk, L. McFadden, J. Castillo-Rogez, L. Quick, S. Byrne,
F. Preusker, D. O'Brien, N. Schmedemaenhal.,, “Cryovolcanism on Ceres'Sci-
ence vol. 353, no. 6303, pp. 1005-1013, 2016.

[196] K. Krohn, R. Jaumann, K. Stephan, K. Otto, N. Schmedemann, R. Wagner, K.-D.
Matz, F. Tosi, F. Zambon, I. von der Gathest,al, “Cryogenic ow features on
Ceres: Implications for crater-related cryovolcanis@&ophysical Research Let-
ters vol. 43, no. 23, pp. 11994-12 003, 2016.

[197] F. Preusker, F. Scholten, K.-D. Matz, T. Roatsch, R. Jaumann, C. Raymond, and
C. RussellDawn fc2 derived vesta hamo dtm spg vhips://sbnarchive.psi.edu/
pds3/dawn/fc/DWNVSP, 2016.

[198] T. Roatsch, E. Kersten, K.-D. Matz, F. Preusker, F. Scholten, S. Elgner, $d&chr
R. Jaumann, C. Raymond, and C. Rusde#yn fc2 derived ceres lamo dtm spg
v1.0 https://sbnarchive.psi.edu/pds3/dawn/fc/DWNCLSBG017.

[199] T. ZinRer, J. Schmidt, and H. Niemann, “Point set registration with integrated
scale estimation”, innt. Conf. on Pattern Recognition and Information Process-
ing (PRIP) Minsk, Belarus, 2005, pp. 116-119.

[200] A. Baid, J. Lambert, T. Driver, A. Krishnan, H. Stepanyan, and F. Dellaert,
“Distributed global structure-from-motion with a deep front-erat’Xiv:2311.18801
2023, Authors contributed equally to this work.

[201] P. D. Sampson, “Fitting conic sections to “very scattered” data: An iterative re-
nement of the Bookstein algorithm’'Computer Graphics and Image Processing
vol. 18, no. 1, pp. 97-108, 1982.

[202] R. Hartley and A. Zissermamultiple view geometry in computer visioGam-
bridge university press, 2003.

[203] R. T. Daly, C. M. Ernst, O. S. Barnouin, R. W. Gaskell, E. E. Palmer, H. Nair,
R. C. Espiritu, S. Hasnain, D. Waller, A. M. Sticklet al,, “Shape modeling of
Dimorphos for the double asteroid redirection test (DART)ie Planetary Science
J., vol. 3, no. 9, p. 207, 2022.

[204] T. Muller, A. Evans, C. Schied, and A. Keller, “Instant neural graphics primitives
with a multiresolution hash encodingACM Trans. Graph.vol. 41, no. 4, 102:1—
102:15, 2022.

[205] B. Kerbl, A. Meuleman, G. Kopanas, M. Wimmer, A. Lanvin, and G. Drettakis,

“A hierarchical 3D Gaussian representation for real-time rendering of very large
datasets”’ACM Trans. on Graphics (TOGYol. 43, no. 4, 2024.

171



[206] R. Park, N. Mastrodemos, R. Jacobson, A. Berne, A. Vaughan, D. Hemingway, E.
Leonard, J. Castillo-Rogez, C. Cockell, J. Keagtegl,, “The global shape, gravity
eld, and libration of Enceladus”). of Geophysical Research: Planet®l. 129,
no. 1, e2023JE008054, 2024.

[207] C. M. Ernst, R. T. Daly, R. W. Gaskell, O. S. Barnouin, H. Nair, B. A. Hyatt,
M. M. Al Asad, and K. K. Hoch, “High-resolution shape models of Phobos and
Deimos from stereophotoclinometryEarth, Planets and Spaceol. 75, no. 1,

p. 103, 2023.

[208] W. Powell, “NASA high performance space ight computing (HPSC) overview”, in
NASA core Flight System (cFS) Sy@reenbelt, MD, USA, 2025.

[209] L. Kosmidis, I. RodriguezA. Jover, S. Alcaide, J. Lachaize, J. Abella, O. Note-
baert, F. J. Cazorla, and D. Steenari, “GPU4S: Embedded GPUs in space - latest
project updates”Microprocessors and Microsystemsl. 77, no. 103143, pp. 1-

10, 2020.

[210] W. Powell, M. Campola, T. Sheets, A. Davidson, and S. Welsh, “Radiation toler-
ance of commercial off-the-shelf graphics processing units (GPUs) for space ight
applications”, NASA, Tech. Rep. GSFC-E-DAA-TN61440, 2018.

[211] Cosmic Shielding Corporation. “Advanced radiation shielding for space applica-
tions”. (2025), [Online]. Available: https://cosmicshielding.com/ (visited on 02/17/2025).

[212] D. Werner, “Cosmic Shielding works with Aethero to protect Nvidia Jetson Orin
NX GPU”, SpaceNew=2024. [Online]. Available: https://spacenews.com/cosmic-
shielding-works-with-aethero-to-protect-nvidia-jetson-orin-nx-gpul/.

[213] Colossus Computing. “Meet our GPU computing platforms”. (2025), [Online].
Available: https://colossuscompute.com/gpus (visited on 02/17/2025).

[214] D. Werner, “Colossus processor gains ight heritaggdaceNew024. [Online].
Available: https://spacenews.com/colossus-processor-gains- ight-heritage.

[215] J.Chen and X. Ran, “Deep learning with edge computing: A reviewdceedings
of the IEEE vol. 107, no. 8, pp. 1655-1674, 2019.

[216] K. Ni and F. Dellaert, “HyperSfM”, innt. Conf. on 3D Imaging, Modeling, Pro-
cessing, Visualization & Transmission (3DIMPVYZyrich, Switzerland, 2012, pp. 144—
151.

[217] B.Bhowmick, S. Patra, A. Chatterjee, V. M. Govindu, and S. Banerjee, “Divide and
conquer: A hierarchical approach to large-scale structure-from-mot@mt)puter
Vision and Image Understandingol. 157, pp. 190-205, 2017.

172



[218]

[219]

[220]

[221]

[222]

[223]

[224]

[225]

[226]

[227]

[228]

B. Bhowmick, S. Patra, A. Chatterjee, V. M. Govindu, and S. Banerjee, “Divide and
conquer: Ef cient large-scale structure from motion using graph partitioning”, in
Asian Conf. on Computer Vision (ACG\Buntec City, Singapore, 2015, pp. 273—
287.

Y. Chen, S. Shen, Y. Chen, and G. Wang, “Graph-based parallel large scale structure
from motion”, Pattern Recognitioyvol. 107, p. 107 537, 2020.

S. Wang, V. Leroy, Y. Cabon, B. Chidlovskii, and J. Revaud, “DUSt3R: Geomet-
ric 3D vision made easy”, ilEEE/CVF Conf. on Computer Vision and Pattern
Recognition (CVPR)Seattle, WA, USA, 2024, pp. 20697-20 709.

V. Leroy, Y. Cabon, and J. Revaud, “Grounding image matching in 3D with MASt3R”,
in European Conf. on Computer Vision (ECCWjilan, Italy, 2024, pp. 71-91.

B. Duisterhof, L. Zust, P. Weinzaepfel, V. Leroy, Y. Cabon, and J. Revaud, “MASt3R-
SfM: A fully-integrated solution for unconstrained structure-from-moti@mXiv:2409.19152
2024.

J. Wang, N. Karaev, C. Rupprecht, and D. Novotny, “VGGSfM: Visual geometry
grounded deep structure from motion”, IBEE/CVF Conf. on Computer Vision
and Pattern Recognition (CVPRJeattle, WA, USA, 2024, pp. 21 686-21 697.

B. Knowles, “Cassini Imaging Science Subsystem (ISS) data user's guide”, Space
Science Institute, Tech. Rep., 2018. [Online]. Available: https://pds-atmospheres.
nmsu.edu/datandservices/atmosphereata/Cassini/logs/isdatauserguide
180916.pdf.

S. Schoder and P. Gutierrez-Marques, “Dawn Framing Camera: Calibration pipeline”,
Planetary Science Institute, Tech. Rep. DA-FC-MPAE-RP-272, 2013. [Online].
Available: https://sbnarchive.psi.edu/pds3/dawn/fc/DWNC7ABZDOCUMENT/
CALIB _PIPELINE/DA-FC-MPAE-RP-272 _B.PDF.

S. Murchie, M. Robinson, D. Domingue, H. Li, L. Prockter, S. Hawkins, W. Owen,
B. Clark, and N. Izenberg, “In ight calibration of the NEAR multispectral imager:
. results from Eros approach and orbittarus vol. 155, no. 1, pp. 229-243,
2002.

D. Golish and B. Rizk, “OSIRIS-REx camera suite calibration description”, Plane-
tary Science Institute, Tech. Rep., 2019. [Online]. Available: https://sbnarchive.psi.
edu/pds4/orex/orex.ocams/document/ocaaigrationdescriptionvl.7.pdf.

B. Geiger, M. Barthelemy, and R. Aral, “EAICD ROSETTA-NAVCAM”, Eu-
ropean Space Agency, Tech. Rep. RO-SGS-IF-0001, 2020. [Online]. Available:

173



[229]

[230]

[231]

[232]

[233]

[234]

[235]

https://pds-smallbodies.astro.umd.edu/holdings/ro-c-navcam- 3- prl-mtp003-
v1.0/document/ro-sgs-if-0001.pdf.

G. Neukum and R. Jaumann, “HRSC: the High Resolution Stereo Camera of Mars
Express”, European Space Agency, Tech. Rep. SP-1240, 2002. [Online]. Available:
https://pds-geosciences.wustl.edu/mex/mex-m-hrsc- 3-rdr- v3/méxiors/
document/hrsesasp.pdf.

T. Driver, A. Vaughan, Y. Cheng, A. Ansar, J. Christian, and P. Tsiotras, “Stereopho-
toclinometry revisited”,). of Guidance, Control, and Dynamics JG(ID25, [Sub-
mitted].

T. Driver and P. Tsiotras, “Ef cient feature description for small body relative navi-
gation using binary convolutional neural networks”AAS Guidance, Navigation,
and Control (GNC) ConfBreckenridge, CO, USA, 2023, pp. 1-19.

T. Driver, M. Dor, K. Skinner, and P. Tsiotras, “Space carving in space: A Vvi-
sual SLAM approach to 3D shape reconstruction of a small celestial body”, in
AIAA/AAS Astrodynamics Specialist CoMrtual, 2020, pp. 1-20.

T. Driver, A. Vaughan, Y. Cheng, A. Ansar, J. Christian, and P. Tsiotras, “Keypoint-
based stereophotoclinometry”,4th Space Imaging Workshofstlanta, GA, USA,
2024, pp. 1-3.

D. Kapu, T. Driver, and P. Tsiotras, “Seeing in the dark: Feature extraction and
matching in low-light regions using deep learning”,4th Space Imaging Work-
shop Atlanta, GA, USA, 2024, pp. 1-3.

T. Driver, K. Skinner, M. Dor, and P. Tsiotras, “Deep feature detection and descrip-

tion for small body relative navigation”, iBrd Space Imaging Workshpptlanta,
GA, USA, 2022, pp. 1-3.

174



	Title Page
	Acknowledgments
	Table of Contents
	List of Tables
	List of Figures
	List of Acronyms
	Summary
	1 | Introduction
	Motivation and Problem Statement
	Contributions
	Related Work
	Outline

	2 | Foundations of Photogrammetry and Structure-from-Motion
	Small Body Feature Tracking
	Mathematical Preliminaries
	Photogrammetry Fundamentals
	Structure-from-Motion
	Factor Graphs

	3 | Intelligent Perception
	Keypoint Detection and Feature Description
	Handcrafted vs. Data-driven Features
	The AstroVision Dataset
	Small Body Feature Benchmarks
	Learning Features From Small Body Imagery
	Efficient Feature Description using Binary Convolutional Neural Networks

	4 | Small Body Photometry
	Relevant Radiometric Quantities
	Lambert's Laws of Photometry
	Image Formation
	The Lambertian Reflectance Model
	Measures of Reflectance
	Isotropic Single-Scattering
	The Lunar-Lambert Reflectance Model
	Reciprocity
	The Opposition Effect and the Phase Function
	Other Reflectance Models

	5 | Stereophotoclinometry Revisited
	Small Body Photometry
	Photoclinometry Constraints
	Sun Vector Measurements
	Local Smoothness Constraints
	Experimental Setup
	Results

	6 | Conclusions and Future Work
	Future Work

	Appendices
	A | AstroVision Dataset and Benchmark Details
	B | Photoclinometry-from-Motion Supplementary Material
	C | List of Publications


