A Systems-of-Systems Framework to Support Decision-Making
for Mars Communication Network

Yani Ait Ammar®, Jeffrey T. McNabb', and Dimitri N. Mavris*
Aerospace Systems Design Laboratory, Georgia Institute of Technology, Atlanta, GA, 30308

NASA’s Moon to Mars strategy aims to extend human presence in space for science,
inspiration, and global leadership. A key enabler of this vision is closing the gap in deep-space
high-bandwidth, high-availability communication networks to support future missions to Mars.
Designing such networks presents significant challenges due to the vast Earth-Mars distance,
complex orbital mechanics of the two bodies and prolonged communication blackouts caused
by solar conjunctions. Multiple trade-offs in architecture and technology selection must be
considered, resulting in a vast design space and high computational costs for evaluation. This
paper presents a system-of-systems framework for the rapid evaluation and comparison of
Mars communication network architectures composed of Earth, Mars and deep-space orbital
relays. A representative use-case, considering the support for a permanent base at Gale Crater
during the 2040-2045 timeframe, is used to benchmark performance. Network architectures
are analyzed using high-fidelity simulations in Ansys Systems Tool Kit (STK), combined
with Python-based post-processing that integrates graph theory and surrogate modeling for
accelerated analysis. Evaluation metrics include link availability, average access duration,
and distribution of blackout durations. The proposed decision-making framework enables
rapid and comprehensive exploration of the design space, providing critical insights for the
development of scalable Mars communication networks. Key findings show that a single Deep
Space relay can eliminate long-duration blackouts during solar conjunctions. When paired with
a single stationary relay around Mars, 99.9% availability can be reached at low architectural
cost. Lower orbits require more relays for similar performance, but offer shorter links, and
therefore higher data-rates with surface assets.

I. Introduction

AasA’s Moon to Mars Architecture establishes a road map to extend the human presence in space for scientific
Nresearch, inspiration, and global leadership [1,[2]. The plan aims to enable the first manned mission to the Martian
surface by first returning humans to the Moon to demonstrate critical technologies and capabilities for deep-space
travel. Compared to the Moon, Mars does present complex challenges due to its vast distance from Earth, resulting
in proportional impacts on communication delays, link availability, mission duration, and required human systems.
A model-based systems engineering approach is then employed to break down this ambition into a set of necessary
functions and capabilities.

As part of the architecture definition process, NASA identified several technology gaps. These gaps consist of
technologies that must be developed and matured to reach the objectives. Examples of these gaps include Mars
transportation propulsion systems and extreme environment avionics. However, one of the most critical gap identified
is the need for a high-bandwidth, high-reliability deep space communication network. Communicating with Mars is
complex due to the large distances involved, the two bodies’ complex orbital mechanics as they rotate around their axes
and around the Sun, and solar conjunction events, which can interrupt communication for several weeks when Mars
is behind the Sun as seen from Earth. Developing such a high-performance network is critical for several reasons.
First, deep space communication is currently supported primarily via ground-based methods using the Deep Space
Network or, for Mars, a limited relay system of orbiters that use traditional radio frequency communication systems.
These systems are incapable of supporting the increased data return that future Mars rovers with enhanced sensors and
instruments and longer daily traverses would require. In addition to communicating with unmanned assets, high-data-rate
communications are essential for crewed missions to relay video, voice, and telemetry with minimal disruption to
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support mission operations, crew safety, and emergency response. In fact, while rovers can reduce their operational
activities and switch to standby modes, such options are unavailable for crewed missions. Losing contact with mission
control for several hours, days, or weeks, as could happen during solar conjunction events, could be critical [3].

The work presented in this paper builds on the foundation of previous efforts realized in [4]. That previous study
developed a methodology and decision-making environment to assess multiple network configurations capable of
achieving high bandwidth, low latency, and an uninterrupted link with the Moon under real-world stochastic disruption
scenarios. The developed framework provided interactive functions, such as filtering and ranking configurations based
on user-defined criteria. It also allowed for rapid exploration of a large design space thanks to surrogate modeling
techniques. This work aims to extend the previously developed framework to deep-space communication networks,
focusing specifically on Mars. What unique challenges arise when extending this framework to Mars? What is the
minimum viable Mars communication architecture that can meet the specified criteria for link availability and blackout
durations while considering the constraints imposed by high bandwidth demand? The goal is to enable exploration of a
large design space to inform decisions on communication network configuration rather than propose a unique solution.

This paper begins by formulating the problem and challenges associated with achieving high-bandwidth, high-
availability communication links from Mars, along with a review of the key technologies and system-of-systems
architectures that could enable such capabilities. It then presents the Modeling and Simulation (M&S) framework
developed to generate and assess candidate communication architectures based on key performance metrics, including
link availability and blackout duration distribution. Finally, the paper introduces a decision-making framework to
compare network alternatives, supporting rapid design space exploration. The methodology is demonstrated using a
representative use case that considers supporting a permanent base in the Gale Crater between 2040 and 2045. This
provides concrete insights into the performance and trade-offs of various deep-space network topologies.

I1. Problem Formulation
HIs section outlines the current gaps in deep-space communication capabilities, along with potential enablers
that could address these challenges. The analysis is organized around two primary objectives: supporting very
high-bandwidth data return and ensuring continuous transmission from the Martian surface to Earth with minimal to no
communication blackouts. These objectives serve as the basis for defining system performance metrics used to evaluate
alternative architectural configurations.

A. Bandwidth Requirement

The first major technical challenge is driven by the very high data return requirements expected for future unmanned
assets and crewed missions to Mars. Future Mars rovers will likely carry advanced sensors and scientific instruments
with significantly higher resolutions and will be capable of longer daily traverses due to increased automation of
operations [5]. Additionally, stringent Entry-Descent-Landing (EDL) constraints limit the communication capabilities
of Mars landers, which cannot accommodate large, high-power communication terminals due to mass and volume
restrictions. As a result, achieving high data rate transmissions directly from the Martian surface to Earth is particularly
challenging given the vast distances involved. On average, Earth and Mars are separated by approximately 140 million
miles, with the distance ranging from 33.9 million to 250 million miles depending on orbital positions.

Existing Gaps

Relay communication helps mitigate this challenge by enabling surface assets to transmit data over short-range,
high-bandwidth links to orbiters around Mars. These orbiters then relay the data back to Earth over the much longer
interplanetary distance. Currently, all such orbiters rely on the Earth-based Deep Space Network (DSN) [6], which uses
radio-frequency (RF) technology for deep-space communication. Compared to surface assets, orbiters can accommodate
larger radio systems, harness more solar power, and maintain more frequent contact with Earth. However, RF technology
appears insufficient to meet the anticipated future data demands, unless orbiters are equipped with substantially larger
and more powerful antennas, which may not be viable due to the associated cost and complexity [7]].

In practice, the scientific instruments aboard the Perseverance rover are estimated to return about 300 Mb of data per
Martian day [8]], excluding health monitoring data. Recent analyses [9] suggest that future crewed missions could require
up to 65 GB of data transmission per sol to support critical operations, including near-real-time medical response. As
shown in Table[T] the current capabilities of Mars orbiters fall significantly short of supporting such high data return
volumes.



Table 1 Mars Orbiter Passes and Average Data Transmitted. From [10]

Mars Orbiter Number of Passes per Day | Average Data Transmitted
NASA: Mars 2001 Odyssey 2-4 170.4 Mb/day

ESA: Mars Express 1-3 N/A (backup orbiter)
NASA: Mars Reconnaissance Orbiter 2-4 447.5 Mb/day
NASA: MAVEN 2-4 897.5 Mb/day

ESA: ExoMars Trace Gas Orbiter 2-4 1.56 Gb/day

Indeed, due to the large Earth—Mars distances, the radio-frequency antennas embedded on current orbiters can
typically support downlink rates ranging from a few hundred kilobits per second to a few megabits per second at most
[L1,[12]. This implies that very long transmission times are required to send large amounts of data back to Earth. For
instance, when the Perseverance rover landed in Jezero Crater in 2021, the MAVEN orbiter recorded the entire radio
spectrum around the rover’s transmit frequency, collecting so much data that it took several hours to transmit it to Earth.

Moreover, based on the current data return capabilities of the Perseverance rover, the network could not support more
than a few similar autonomous assets operating simultaneously on the Martian surface. This limitation becomes even
more significant considering that future assets will likely generate much higher data volumes, as sensor and instrument
resolution continues to increase. In the case of crewed missions, this bottleneck becomes even more critical: even the
ExoMars Trace Gas Orbiter, the most capable in terms of average daily data transmission, offers a capacity roughly 40
times lower than what would be required in high-priority or emergency scenarios.

Enabler: Optical communication

Free-space optical communication (FSO) technologies offer a promising alternative to RF. These systems transmit
information by modulating a laser beam, which is then directed to a receiver via optical transmitters. Several modulation
techniques are available — from basic On-Off Keying (OOK) to more advanced schemes such as Differential Phase Shift
Keying (DPSK) — that enable higher data rates and reduced noise sensitivity [13]. The received signal is subsequently
demodulated and decoded to reconstruct the transmitted data.

Compared to RF, optical communication systems offer several key advantages:

» Higher data rates: Optical frequencies enable larger bandwidths, which directly support faster data transmission.
While Ku-band RF systems typically support downlink rates up to 5 Gbps in Earth orbit, recent optical systems
have demonstrated speeds as high as 200 Gbps in low-Earth orbit, a 40-times increase [14]].

* Reduced risk of interception: The shorter wavelengths of optical signals result in significantly narrower beam
divergence. Beam spread 6 follows the diffraction-limited expression 8 = 1.221 D, where A is the signal
wavelength and D is the aperture diameter. This narrow beam footprint limits unintended reception, improving
security and reducing interference.

* Lighter payloads: The confined beam reduces free-space path loss, allowing for smaller, lighter, and more
energy-efficient onboard terminals. Optical terminals typically offer a 50% mass reduction and 25% lower power
consumption compared to Ku-band RF systems [14].

* More flexible ground segment: The compact form factor of optical terminals enables deployment of smaller,
lower-cost ground stations at mission facilities or data centers. This reduces infrastructure cost and increases
operational responsiveness.

In addition, several successful space missions have demonstrated the viability and maturity of optical communication

technologies in space:

* Lunar Laser Communication Demonstration (LLCD) [15] [16]: Deployed on NASA’s LADEE mission
(2013-2014), LLCD achieved record-setting downlink rates of up to 622 Mbps from lunar orbit.

¢ Laser Communication Relay Demonstration (LCRD) [17, [18]]: Launched in 2022, LCRD is NASA’s first
two-way operational laser relay system in geosynchronous orbit. In 2024, it enabled a bidirectional optical link
between a high-altitude aircraft and the International Space Station via the ILLUMA-T optical terminal.

* TeraByte Infrared Delivery (TBIRD) [19]]: Launched aboard a CubeSat in 2022, TBIRD demonstrated a
200 Gbps downlink from LEO to a 1-meter ground telescope. Future demonstrations have projected capabilities
up to 800 Gbps using wavelength division multiplexing.

* Deep Space Optical Communication (DSOC) [20, [21]]: Launched in 2023 aboard the Psyche mission, DSOC



established the farthest optical link to date from 140 million miles, which is the average Earth-Mars distance,
achieving a downlink rate of 25 Mbps.

These missions demonstrate that optical communication is a technically mature and scalable solution for high-
bandwidth space communication. In the context of deep-space networks, it represents the only practical alternative to
overcome the physical and operational limitations of RF systems. Cancelled in 2005, the Mars Telecommunication
Orbiter [22] was intended to be the first laser communication demonstration from deep space. It was designed to deliver
a minimum data rate of 1Mbps at maximum Earth—Mars distance, and up to 30Mbps at minimum distance, using a
30.5cm transmit aperture and a laser transmitter operating at SW average power with a wavelength of 1.064 um. Since
then, optical communication technology has advanced significantly, and even higher data rates could now be expected.

B. Availability Requirement
The second technical challenge stems from the need for a high-availability communication network to ensure a
consistent link between the Martian surface and Earth with minimal disruption.

Existing Gaps

Such ambition is primarily complicated by the orbital mechanics of the two planets: both Earth and Mars rotate
around their own axes and revolve around the Sun. In the absence of a robust relay network in Martian orbit, these
dynamics frequently result in temporary losses of line-of-sight and, consequently, communication disruptions. As can
be seen in Table[I} another important constraint of current Mars orbiters is the limited number of orbital passes each
makes over a given surface location per day. These spacecrafts were not originally designed to provide continuous
communication coverage; they primarily serve scientific objectives, meaning their orbital paths are not optimized for
communication relay. As a result, rovers can lose line-of-sight with Earth or with relay orbiters for several hours at a
time. While such outages are manageable for unmanned assets which can be placed in standby mode during blackout
periods, this approach is not suitable for missions involving human crews, as crew operations must continue regardless
of communication availability with mission control.

Another important factor to consider in designing communication systems for Mars is the occurrence of solar
conjunction events. These refer to periods when Earth and Mars are positioned on opposite sides of the Sun, leading to
potential communication blackouts that can last for several days or even weeks. During such events, the Sun obstructs
the line-of-sight between the two planets and interferes with any signal passing too close to it [23]]. Solar conjunctions
occur roughly every 26 months and are characterized by a solar elongation angle, denoted 6, defined as the angle
between the Earth—Sun and Earth—Mars vectors, as illustrated in Fig. E}

Sun

Fig. 1 Mars Solar conjunction Event

As 6 decreases, solar interference becomes more severe, degrading signal quality through four main effects:
intensity scintillation, spectral broadening, phase scintillation, and thermal noise. The severity of these effects varies
with frequency. For each communication band, there exists a minimum Sun—Earth—Probe angle below which signal



degradation becomes so signi cant that communication is no longer feasible. This minimum angle is typically around
23 for X-band radio-frequency links and approximatélyfor Ka-band system&H]. For optical communication,

a minimum solar elongation angle in the range2oto 3 is often cited in the literature, although no experimental
validation has yet con rmed this estimai25,[26]. One additional critical value to note: as observed from Earth, the
Sun subtends a disk with a radius\of 0264 . If the solar elongation angle drops below this threshold, the signal
source is entirely occulted by the Sun.

In addition, while optical communication o ers substantial performance advantages, it also presents key operational
constraints that signi cantly impact system desi@g][ First, optical systems operate at much higher frequencies
than RF, resulting in extremely narrow beam widths. Although this enables high bandwidth, it also imposes stringent
pointing accuracy and tracking requirements on both the ground station and the spacecraft. This complexity increases
further when considering inter-satellite links, as both nodes must be equipped with highly precise pointing and tracking
actuators.

Moreover, optical signals are more susceptible than RF to attenuation caused by atmospheric absorption and
scattering. To mitigate these e ects, communication wavelengths must be carefully selected to avoid atmospheric
absorption bands. Commonly used transmission bands, such as 810nm, 1064nm, and 1550 nm are chosen to minimize
losses. However, optical performance remains highly dependent on local weather conditions, particularly cloud cover,
which can completely interrupt links to optical ground stations (OGSs).

In [27], the feasibility of laser satellite communication from the Martian surface was assessed. Because the Martian
atmosphere has minimal impact on transmission losses, the study focused on dust optical depth as the primary limiting
factor. It concluded that while high dust levels, such as those occurring during global dust storms, can severely impair
optical link closure, such links are generally feasible under clear atmospheric conditions across much of Mars. As
discussed earlier, optical communication is also sensitive to solar interference, requiring a greater minimum angular
separation from the Sun to maintain link integrity.

To mitigate blackouts caused by orbital dynamics and solar conjunctions, a carefully designed network architecture
is required, while accounting for the constraints inherent to high-bandwidth free-space optical communication.

Enabler: Communication Network Architecture

The choice of a network architecture involves several trade-o s between performance and complexity. For example,
tolerating temporary communication outages must be weighed against the cost and complexity of deploying o set relay
satellites in Earth, Mars, or deep-space orbits. These decisions ultimately lie with stakeholders. Accordingly, rather
than proposing a single solution, this project aims to develop a framework that supports decision-makers in evaluating
and comparing di erent network con gurations, allowing them to make informed choices based on their own prioritized
criteria.

It should be noted that this study does not perform detailed link budget analyses. Instead, it assumes that optical
communication technology can meet the required data transmission rates whenever a line-of-sight optical link is
available. However, constraints such as line-of-sight availability and minimum Sun Earth Probe (SEP) angle are taken
into account in the analysis.

In this subsection, the potential bene ts and trade-o s of using three categories of orbital relays are discussed: Mars
orbital relays, Earth orbital relays, and deep-space relays.

Mars Orbital Relays As previously mentioned, the use of Mars orbital relays is essential to establish high-data-rate,
short-range links with surface assets, whose communication terminals are limited in power and size due to EDL
constraints. These relays then serve as intermediaries to forward data over long distances to Earth or to other relay
nodes. When deployed as a constellation, Mars orbiters can provide continuous surface coverage, enabling persistent
communication availability.

This approach was explored i@d], which analyzed the feasibility of using a constellation of small spacecraft
around Mars to provide global coverage, especially given uncertainty in the location of the rst human outpost. The
proposed architecture included six spacecraft in two orbital planes, with one redundant unit per plane. In the present
study, the location of the Mars surface facility is assumed to be known and xed across all scenarios.

However, this solution also introduces speci ¢ challenges and trade-o s. As sho@8imjultiple relays in low
Mars orbit are typically required to maintain continuous surface and Earth line-of-sight coverage, which signi cantly
increases the complexity and cost of the network. Furthermore, these low orbits are particularly vulnerable to solar
conjunction blackout events, which were not considered in the previous study. While higher orbits around Mars may



reduce blackout risk and decrease the number of required assets, they also increase the distance between the relay and
the surface, which can degrade link performance.

Earth Orbital Relays Deploying Earth orbital relays o ers several notable advantages. As previously discussed,
optical communication is highly sensitive to atmospheric interference; adverse weather conditions, such as cloud cover
over ground stations, can completely obstruct the signal. Earth-based relays could help mitigate this limitation by
placing optical receivers in orbit, above the atmosphere, where they would be una ected by local weather. These relays
would then forward the data to Earth via RF downlinks. Given the relatively short distance between Earth orbit and the
surface, such RF links can achieve data rates comparable to those of direct optical links from deep space.

In addition, Earth relays could enhance the viewing geometry for deep-space missions when compared to a xed
network of ground stations. They would also reduce the required uplink power for beacon lasers. Accobhg to [
the utility of a space-based beacon may be substantial enough that, even if the primary receive network remains
ground-based, a complementary uplink beacon located in orbit may still be the preferred option.

However, implementing this solution presents technical and economic challenges. The large interplanetary distances
involved necessitate relatively large optical apertures onboard the orbital relays. For instance, the Psyche mission
communicates with the Hale Telescope on Earth, which features a 5.1-meter aperture. While removing atmospheric
transmission can reduce the total aperture size required, deploying and operating large optical systems in Earth orbit still
incurs signi cant cost and complexity. Moreover, because optical communication systems use extremely narrow beams,
precise pointing and tracking capabilities would be essential for the success of such relays.

Deep Space Relays The use of deep-space relays is primarily motivated by the need to maintain communication
during extended blackout periods caused by solar conjunction events, by avoiding direct Sun Earth Mars alignment. In
[29], various potential placements for such relays were studied, including periodic orbits in the Sun Earth and Sun Mars
rotating frames, as well as eccentric, Sun-centered heliocentric orbits. Among these, the L4 and L5 long-period libration
points in the Sun Mars system were identi ed as particularly well suited for maintaining favorable communication
geometry over extended durations. The L4 and L5 points in the Sun Earth system could also be considered, although
the greater distance from the source to the receiving node would necessitate larger optical apertures to collect the signal
e ectively. These four locations will also be investigated in the present study.

Many of the challenges discussed earlier apply in this context as well, particularly the complexity and cost of
deploying and maintaining large optical apertures in deep-space orbits. Furthermore, the use of deep-space relays
would increase the overall signal path length, which in turn raises the communication latency. Given that the one-way
light-time between Earth and Mars already ranges from approximatel22 minutes depending on orbital positions,
any additional delay must be considered as part of the trade space evaluated by mission planners.

C. Assessment Metrics

The next step is to de ne a set of performance metrics that enable comparative evaluation across network alternatives.
These metrics quantify how well a given architecture meets mission objectives, including ensuring a high-availability
link between Earth and Mars.

Bandwidth is not included among the evaluation criteria. In this study, it is assumed that optical communication
systems are capable of meeting the required data rate. As a result, whenever an optical link exists between two nodes
in the network, the bandwidth requirement is considered satis ed, and no detailed link budget analysis is performed.
However, the operational constraints associated with optical communication technology, such as geometric line-of-sight
availability and the minimum solar elongation angle required to establish a communication link, are explicitly enforced
in the simulations.

This study focuses on evaluating link availability performance and network robustness to communication blackouts.
The main metrics of interest include the availability percentage, the distribution of blackout durations (including average
and maximum), and the temporal pattern of these events. In particular, if blackouts are concentrated within a speci ¢
timeframe, users may still consider the network e cient, as mission planners could avoid scheduling critical activities
during those periods.

D. Use-case de nition
To benchmark the performance of our framework, a representative use-case is developed. Instead of ensuring the
global coverage of the whole Martian surface, as was dor2ghif is assumed here that the location of the future Mars



base is xed. In addition, to ensure a fair comparison between architecture alternatives, several key parameters are xed
across all the simulated scenarios.

Mars facility location  In [30], NASAs initial steps to identify and evaluate candidate exploration zones and region of
interests for rst human crews on Mars are presented. A set of criteria is de ned to rank those potential sites based
on their relevance for scienti ¢ investigation, development of capabilities and in-situ resource utilization necessary
for a sustainable human presence. As in this study, it was assumed that all surface assets would be concentrated in a
single area instead of exploring multiple regions. In 2015, aLestding Site/Exploration Zone Workshop for Human
Missions to the Surface of Margas held and 47 relevant exploration zones were identi ed. Gale Crater, which is
curiosity landing site, appears to be a promising possibility as it was mentioned three times, more than any of the other
candidates. The coordinates of this crater afe4 latitude andl378 longitude.

Earth-Based Optical Ground Stations A xed set of six operational Optical Ground Stations (OGSSs) sites is used in
all simulations. These include two NASA-operated sites and four international stations operated by European Space
Agency (ESA) B1] and Australian Space Agency (ASABJ. Their detailed coordinates are provided in Table 2.
These ground stations are distributed across the globe to ensure that at least one is always within line of sight of Mars.

Table 2 Coordinates of Selected OGS

Ground Station Latitude () Longitude ()
NASA OGS 1 (Table Mountain, CA) 343821 117682
NASA OGS 2 (Haleaka, HI) 20-7075 156257
ESA OGS Tenerife (Canary Islands, Spain) 283011 165112
ESA OGS Almeria (Spain) 370951 2435608
ESA OGS Nemea (Greece) 37846 266222
ASA OGS Teranet (Crawley, Australia) 319788 115817

Simulation Timeframe Since both Earth and Mars orbit the Sun, their distance and relative velocity are continuously
changing, following a cycle of approximately 15 to 20 years. Simulating such a long period would be computationally
intensive. Solar conjunction events, during which communication between the planets is severely a ected, occur roughly
every 26 months. To maintain a reasonable simulation time, the time frame was limited to ve years.

To ensure that the most critical scenarios are captured, all solar conjunction events between 2030 and 2045 were
examined. This involved plotting the solar elongation angle over time and recording the minimum angle reached during
each event. The smaller the minimum elongation angle, the more severe the conjunction. Examples of such events are
shown in Fig. 2 for the 2034 and 2045 conjunctions.

(a) Solar Conjunction Event of August 2034 (b) Solar Conjunction Event of May 2045

Fig. 2 Solar Elongation Angle as a function of time for two solar conjunction events



It was determined that the 2045 event would be the most severe within the 15-year window, reaching a minimum
solar elongation angle @k14 , well below the critical threshold d#264 , indicating that Mars will be fully behind the
Sun from Earth's perspective. Based on this analysis, the simulation time frame was set to span from 2040 to 2045,
which includes three solar conjunction events: December 2040, February 2043, and May 2045.

[1l. Technical Approach
he evaluation of Mars communication network alternatives requires an M&S framework capable of accurately
propagating the orbits of the various relays included in each network con guration, and computing communication
accesses while enforcing key constraints. These include geometric line-of-sight conditions between network nodes and
solar exclusion angles, which account for the impact of solar interference, particularly important during solar conjunction
events. This framework builds on the one developed by the team in a previous4jtud@ip section outlines the tools
selected, the network architecture alternatives considered, and the overall structure of the M&S framework.

A. Tool Selection
The following subsections present the tools selected to implement the M&S framework.

1. Deterministic Modeling Environment

The deterministic layer of the simulation framework requires a tool capable of propagating multiple satellite orbits
around Earth, Mars and in deep-space locations such as Mars-Sun L4 and L5 Lagrange points. It should also be capable
of calculating the geometric LoS availability between any two nodes in the network, enforcing the constraints on the
minimum sun-pointing angle imposed by optical communication systems. Several tools were evaluated for this task,
including Basilisk, MATLAB Aerospace Toolboxes andNASA General Mission Analysis Tool (GMAT), each
0 ering varying levels of exibility, scalability, and modeling delity.

However,Ansys Systems Tool Kit (STK)" was ultimately selected due to its strong support for time-dynamic
access simulation, system-of-systems architecture modeling, integration with Python work ows through its API enabling
Design of Experiments (DoE) capabilities. STK's automation features and visualization tools make it well-suited for the
scalable simulation of large numbers of network alternatives and the generation of performance data used to train the
surrogate model.

2. Stochastic Modeling Environment: Excluded

In the previous work conducted on cislunar communication network architectjresstochastic simulation layer
was developed in Python to model real-world variability in network performance. Two primary sources of disruption
were considered: cloud coverage over Earth-based ground stations and satellite-level failures. These disruptions were
introduced probabilistically using a Monte Carlo simulation framework, with each network node assigned a disruption
model based on historical data. Python was selected for this step to process the deterministic outputs produced by STK.
Speci cally, it enabled the construction of time-dependent network representations, the injection of stochastic failures,
and the computation of performance metrics across multiple simulation runs.

In the present work, stochastic disruptions are excluded to simplify the analysis. This decision was informed by
the signi cant computational cost introduced by such modeling in the previous study. Moreover, while the cislunar
case focused on short mission timeframes, the extended duration and scale of Mars scenarios suggest that system-level
robustness, in terms of satellite hardware reliability, may be more e ective and much more a ordable than incorporating
costly network redundancy.

B. Network Alternatives

The design space for Mars communication networks is inherently large, as it combines discrete architectural options
with continuous orbital parameters. A morphological matrix, shown in Fig. 3, is used to systematically enumerate
potential con gurations and represent the design space in a structured manner. Each column corresponds to a di erent
architectural alternative, and these alternatives can be combined in numerous ways to construct a wide variety of network
con gurations.

*Ansys Systems Tool Kithttps://www.ansys.com/products/missions/ansys-stk



Without constraints, this space becomes e ectively in nite, particularly due to the continuous nature of orbital
elements such as semi-major a@jsnclination§ and right ascension of the ascending node (RAAN).

Fig. 3 Morphological Matrix

To reduce the size of this design space and speed-up the simulations, we rst start by enforcing some constraints on
the viable network architectures.
" First, Mars orbital relays are always included in the network con gurations. As discussed earlier, these relays play
a critical role in enabling short-range, high-data-rate communication with surface assets, and in relaying this data
over the long Mars Earth distances to other relays or Earth-based ground stations. This is nhecessary because
surface assets on on Mars are heavily constrained in both size and power due to Entry-Descent-Landing (EDL)
limitations.
Second, only circular orbits around Mars are considered for relay satellites, in order to simplify the analysis. In
particular, two orbital families are examined. The rst is the Mars geostationary orbit, also referred to as the
asynchronous equatorial orbit (AEO), which is located approximdfel§32 kmabove the Martian equator, in
the direction of Mars' rotation. Satellites in this orbit appear stationary in the Martian sky and can provide stable
coverage and reliable connectivity to Earth. However, their high altitude may require more powerful surface
terminals to maintain high data-rate links. The second family includes lower circular orbits, with semi-major axes
ranging from4-000 kmto 14-000 km These allow for higher data rates and impose fewer demands on surface
terminals, though they require a greater number of satellites and more careful constellation design to ensure full
coverage.
Third, for constellation design, two well-known architectures are evaluated: the Walker Delta and the Walker Star
patterns 83]. These designs are widely used in the literature due to their symmetrical properties: each satellite
shares the same inclination, eccentricity, and altitude, allowing the constellation to maintain its geometry with
minimal station-keeping. Each con guration is de ned by four paramet&r§ ?« 5.
8 inclination of all orbits in the constellation;
C total number of satellites in the constellation;
?: number of equally spaced orbital planes. In the Delta pattern, RAAN (Right Ascension of Ascending
Nodes) values are spaced®§C ?; in the Star pattern, 480 ? phasing is used, making it more suitable
for polar orbits. Within each plane, all satellites are uniformly space;
5: inter-plane phase increment. The true anomaly o set between satellites in adjacent plane36& C
with 5ranging fromOto ? 1.
" Finally, for the Earth segment, a binary design choice is adopted: either Earth orbital relays are included, or not.
When included, the segment consists of three geostationary satellites positioned above the three main clusters of



optical ground stations considered in the study (Europe, Oceania, and America). This con guration was shown in
the previous study4] to o er continuous access to the ground network while maintaining a minimal architectural
cost.

As mentioned above, the con guration space is extremely large. Exploring this full design space through direct
simulation becomes prohibitively time consuming.

To address this challenge, the analysis begins with a Design of Experiments (DoE) strategy to e ciently sample
the design space. DoE provides a structured methodology for selecting a representative subset of alternatives that
maximizes information gain while minimizing the number of required simulations. Each sampled architecture is then
evaluated using a Modeling and Simulation (M&S) framework. The ultimate goal is to construct surrogate models that
relate the metrics of interest to the input variables, enabling the evaluation of new con gurations without the need for
additional simulations. This approach accelerates the analysis and facilitates rapid exploration of the design space.

C. Process Overview

This section presents the M&S framework developed to evaluate each network con guration sampled from the
DoE and to extract the metrics of interest. Figure 4 outlines the di erent steps of this approach. The framework was
developed in Python using the STK Python API, which enabled full automation of the entire process.

Fig. 4 Modeling and Simulation (M&S) framework applied to each sampled network alternative

The M&S framework is applied independently to each sampled Mars communication network alternative and
consists of the following four steps:

1. Running Scenarios in STK

For each sampled network con guration, satellite orbits are propagated over the full simulation time frame using
Ansys STK software, and ground stations on both Earth and Mars are placed at the same xed locations for each
alternative.

STK computes line-of-sight (LoS) visibility between all pairs of network nodes, including satellite-to-satellite and
satellite-to-ground connections. Real terrain data is used to apply an azimuth elevation mask for Earth-based ground
stations, and a minimum Sun Earth Probe angle constraint is imposed to account for solar interference on the optical
link during conjunction periods. A baseline angle3fis used for all Mars-Earth links. The primary output is a
time-stamped access report, which logs the visibility windows for each link by recording their start and end times.

To manage simulation complexity and avoid excessive data generation, not all possible links are considered. The
following logic is implemented in the de nition of the communicatiohain objectin STK:

~ The Mars ground station can only communicate with the Mars orbital relays, due to the short-distance link and the
limited capabilities of the surface assets' optical terminals.

~ A maximum of one hop is allowed within the Mars orbital relay constellation.

" The Mars orbital relays can communicate with the Deep Space relays and the Earth orbital relays, if they are
included in the network con guration. If no Earth relays are used, these orbital relays can communicate directly
with Earth ground stations.

" Deep Space relays can communicate with Earth relays or directly with the network of ground stations on Earth
when Earth relays are not included. Earth relays downlink the signal directly to the ground stations.

" No hops are allowed within the Earth or Deep Space relay constellations, in order to reduce simulation
complexity particularly since such hops would increase system latency.

In addition, we exclude from the nal access report computed by STK all access links with a duration shorter than

30min, in order to avoid very brief connections.
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2. Post-Processing Access Report
For a given network architecture, STK outputs an access report that indicates the accessibility of the entire chain

(i.e., whether there exists a continuous path from the Mars ground station to at least one Earth ground station) over the
simulation timeframe. Individual strand accesses can also be computed if needed, providing information on the status of

each link at di erent time steps.
An example of such a chain architecture is shown in Figure 5, where green lines represent active communication

links between di erent nodes of the network.

Fig. 5 Notional Example of a Chain Architecture

The report is saved in@svformat. We post-process this access report using a Python script, which allows us to
extract blackout durations and compute various statistics.

3. Calculation of Metrics
The metrics of interest focus on link availability and network robustness against communication disruptions caused

by orbital dynamics and Line-of-Sight (LOS) constraints, taking into account the solar interference e ect during solar
conjunction events through the solar exclusion angle constraint.

These metrics include:

~ Link availability percentage.

~ Average access duration.

" Average and maximum blackout durations.

"~ Blackout duration distribution. The following bins, represented in Figure 6, are used.

Fig. 6 Notional Distribution of Communication Blackout Durations
Thus, the user gains a clear understanding of the performance of a given network architecture, as well as insight into

the expected blackout durations. This information is crucial for mission planning, as it enables the identi cation of
critical communication gaps .
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4. Fitting Distribution Parameters

The nal step of the M&S framework involves tting surrogate models to relate the output metrics to the inputs of
interest. The objective is to replace the need for computationally expensive STK propagation & accesses calculation
with predictive models capable of estimating network performance directly from input parameters.

Surrogate model training is performed only after all alternatives in the DoE have been evaluated using the M&S
framework. This sequencing ensures consistent data availability across the training set and captures the structure of the
sampled design space. With the full M&S framework de ned and surrogate models trained, the results of the network
architecture evaluation are presented in the following section.

IV. Results
This section presents the results and the key ndings of the technical approach presented above.

A. Baseline Scenario

We rst evaluated a baseline scenario in which no orbital relays were included. The Mars ground station communicates
directly with Earth ground stations. The achieved availability percenta4j&38 % and the average blackout duration
is 13-4 hrs, primarily due to the periodic rotation of Mars around its axis, which causes loss of line-of-sight with Earth's
ground station network. The distribution of blackout durations for this scenario is shown in Figure 7. Note that the
Haxis is in logarithmic scale.

Most of the blackouts result from Mars's rotation (more than a thousand). However, three extended blackouts
exceeding 15 days are observed, corresponding to solar conjunction events occurring between 2040 and 2045. The
longest blackout last®5+8 days and occurs during the 2043 solar conjunction, spanning from Felg8iaoyMarch5™.
Additionally, three blackouts with durations between 1 and 5 days occur during solar opposition events, in which Mars,
Earth, and the Sun are aligned in that order.

Fig. 7 Distribution of Communication Blackout Durations for the Baseline Scenario

Thus, the following questions arisévhat does it take to enhance Mars Earth communication accessibility? What
is the lowest-cost architecture that guarantees full availability or prevents long-duration blackouts?

B. Mars Stationary Relays

We rst investigated network con gurations involving Mars stationary relays. As explained above, such relays can
o0 er stable coverage and reliable Earth Mars connectivity, although their high altitudes may require more powerful
surface terminals to sustain high data-rate links.

The parameters to consider when designing such networks include:

~ The number of satellites to place in stationary orbit. Initially, the maximum number of relays considered is set to 3.

" The LAN (Longitude of Ascending Node) shift between the di erent satellites. This parameter ranges 80 %

and represents the phasing between satellites in stationary orbit. The rst satellite is typically positioned directly
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above the ground station on Mars, and each additional satellite is placed alternateMshift and LAN shift
from the previous one. Figure 8 illustrates an example with three Mars stationary satellites and a LAN4&hift of

Fig. 8 Notional example of a LAN shift of45 for three Mars stationary satellites

" Whether or not to activate the Earth orbital segment, as previously explained. This is modeled as a binary variable.
~ The combination of deep-space relays to include. Recall that four deep-space locations are considered in this study:
Sun Earth L4, Sun Earth L5, Sun Mars L4, and Sun Mars L5. This resultsXh= 16 possible combinations.
We rst constructed an initial DoE to identify the optimal LAN shift to use across all Mars stationary relay
con gurations. No Earth or deep-space relays were included in this initial DoE.
Figure 9 shows the availability percentage achieved as a function of the LAN shift for two Mars stationary satellites.

Fig. 9 Availability Percentage as a function of LAN shift for two Mars Stationary Satellites

The maximum availability 0946 % is reached for a LAN shift 0120 , which is expected, as it provides one of the
largest phasing angles between the two satellites while maintaining a permanent line-of-sight link between them. This
con guration ensures that one satellite is always in contact with the Mars ground station while the other maintains
visibility with Earth. This LAN shift will be adopted in all subsequent DoEs.

Note that we cannot exceed this maximum availability or relih %because Mars stationary relays alone are not
su cient to mitigate the long-duration blackouts caused by solar conjunction events. In such cases, deep-space relays
are required to bypass the direct Sun Earth Mars alignment.

Figure 10 shows the availability percentage achieved as a function of the LAN shift, for two Mars stationary satellites
(in blue) and three Mars stationary satellites (in orange).
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Fig. 10 Availability Percentage as a function of LAN shift for two Mars and three Stationary Satellites

We observe that adding a third stationary satellite does not increase the maximum availability percentage. This is
because two stationary satellites are already su cient to address the loss of line-of-sight caused by the periodic rotation
of Mars, and a third satellite only adds redundancy to the system. All short-duration blackouts are already mitigated,
and the remaining disruptions are the longer blackouts caused by solar conjunction events. Adding a third stationary
satellite does not help mitigate this issue.

Accordingly, the maximum number of stationary satellites used in any network con guration is set to two in the
subsequent analysis.

By setting these new parameter ranges, only 64 possible combinations remain. A full-factorial DoE is then
constructed to analyze all possible network con gurations. The di erent alternatives can be visualized in a scatterplot
matrix, as shown in Figure 11. Data lters allow users to apply custom constraints to identify architectures that meet
speci ¢ performance and accessibility targets based on their mission requirements, and to explore trade-o s within the
design space.

For example, a user may choose to visualize only the network con gurations that include at most one deep-space
relay, due to the cost of deploying and maintaining such satellites in remote locations, and limit the maximum blackout
duration to 6 hours. Similarly, constraints can be applied to the number of stationary relays used, or to select only
con gurations that exceed a given availability threshold. These Iters enable rapid visualization and assessment of
trade-o s network complexity and performance.

By exploring these trade-o s, several interesting ndings emerged. First, we observe that a con guration with
only one Mars stationary satellite combined with a single deep-space relay is su cient to eliminate all long-duration
blackouts (i.e., those exceeding 6 hours), achieving a link availabil®@®9% The speci ¢ location of the deep-space
relay has minimal impact on overall network performance, although the Sun Mars L5 location appears to o er slightly
better results.

The distribution of communication blackout durations for this con guration is shown in Figure 12. Fewer than 60
blackouts remain over the 5-year simulation period, with most of them lasting between 30 minutes and 6 hours. If this
performance level is deemed acceptable for a given mission, such an architecture is likely one of the most viable options,
as it requires deploying only two satellites.

To achievel 00%availability, two possible con gurations exist:

~ One Mars stationary satellite with two deep-space relays (a Sun-Mars L4 and Sun-Earth L4 combination, or a

Sun-Mars L4 and Sun-Mars L5 combination).
~ Two Mars stationary satellites with a single deep-space relay. In this case, the location of the deep-space relay has
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Fig. 11 Scatter Plot Matrix for Mars stationary relays con gurations

Fig. 12 Availability Percentage as a function of LAN shift for two Mars and three Stationary Satellites
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no impact on network performance and always resultdidPoavailability.
The second architecture is likely the most viable option, as the cost of deploying and maintaining Mars stationary
satellites is lower than that for deep-space relays.
Using the lters described above, the user can select the optimal architecture that meets their availability requirements.

C. Mars Circular Lower-Orbits Relays

We then investigated network con gurations involving Mars lower-orbit circular relays. These relays can enable
higher data-rate links with less demanding surface terminals due to the shorter distances involved. However, their
low-altitude orbits may require a greater number of satellites and careful constellation design to ensure continuous
coverage. The parameters to consider when designing such networks include:

" The number of satellites in the constellation. Initially, the maximum number of relays considered is set to 6.

~ The number of orbital planes in the constellation.

" The constellation architecture: Walker Delta or Walker Star.

" The semi-major axis of the orbits. This is a continuous parameter, set within the>#008 km—14-000km¥4

" The inclination of the orbits, a continuous parameter in the rafge90 Y4

" The inter-plane phase incremebtis de ned above. This is a discrete parameter ranging fieon? 1.

~ Whether or not to activate the Earth orbital segment. This is a binary variable.

" The combination of deep-space relays to include. Based on previous ndings from the Mars stationary satellite

study, the maximum number of deep-space relays is limited to 2.

Given the size of this design space, an initial DoE with 500 cases is constructed to identify the most in uential param-
eters and reduce the number of possible con gurations. In this preliminary DoE, the continuous variables speci cally
the semi-major axis)(= 8-118km) and inclination 8= 13675 ) are xed based on the Mars Telecommunication
Orbiter study P2]. The main e ects of each parameter on link availability performance are then assessed using a pro ler
plot, shown in Figure 13.

Fig. 13 Pro ler Plot - Main E ects Evaluation

As we can see, the presence of Earth orbital relays does not a ect link availability and will therefore be excluded
from further analysis to speed up access computation. This is because communication disruptions due to stochastic
weather events above Earth optical ground stations are not considered in this study. Indeed, as previously explained, one
of the main advantages of using Earth orbital relays is that they can collect the optical signal sent over interplanetary
distances and then downlink the data to Earth ground stations via RF communication technology. Since RF waves
are less sensitive to atmospheric interference than optical signals, this approach mitigates weather-related disruptions.
Additionally, the short link distances between orbital relays and the surface allow RF systems to achieve comparable
data rates to optical systems used across interplanetary distances.

Furthermore, results show that the Walker Delta constellation slightly outperforms the Walker Star con guration.
This is expected, as the Delta pattern is better suited for non-polar orbits. Thus, only the Delta architecture is retained
for the remainder of the analysis.

The inter-plane phase increment is xed fo= 0 to simplify the study, as it depends on the number of orbital planes
and introduces unnecessary complexity in this early stage.

Lastly, with the chosen values 6fand8 a minimum of 4 Mars orbital relays is required to ensL@@% link
availability. Accordingly, the maximum number of Mars orbital satellites considered in the upcoming DoE is set to 4.

Based on these new insights, a Design of Experiments (DoE) comprising 600 simulation cases was constructed.
The semi-major axi® was discretized into 11 levels ranging frak000 kmto 14-000 km and the inclinatioBinto 7
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levels between O and 15 .

As before, the resulting architectures are visualized in a scatter plot matrix, shown in Figure 14. By applying
data filters, one can enforce custom constraints to isolate solutions that satisfy specific performance or accessibility
requirements. This enables mission planners to efficiently identify feasible options and explore key trade-offs within the
design space.
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Fig. 14 Scatter Plot Matrix for Mars lower-orbit circular relays configurations

By exploring these trade-offs, the following findings emerge.

First, as expected, larger orbits (i.e., increasing the semi-major axis a) lead to improved coverage and accessibility,
thereby enhancing overall network performance. This trend is illustrated in Figure 15, which presents the smoothed
average accessibility percentage as a function of the semi-major axis across all network configurations. The color-coding
in the figure indicates the number of Mars orbital relays used in each configuration.

A critical observation is that all configurations with orbital relays at a very low altitude (@ = 4,000 km) yielded
0% availability, regardless of the number of Mars satellites or deep-space relays. At such low altitudes, significantly
more than four satellites are required to ensure continuous coverage of the Mars ground station. Conversely, at higher
altitudes (above a = 11,000 km), the curves begin to flatten, indicating diminishing returns, i.e., the marginal benefit of
increasing the semi-major axis becomes small beyond this point.

Figure 16 illustrates the link availability percentage as a function of both the number of Mars orbital relays and
deep-space relays. Color coding represents the orbital inclination used in each network configuration. As expected,
increasing the number of Mars and deep-space relays generally enhances link availability. While configurations with
only one Mars satellite do not exceed approximately 45% availability, the addition of a second Mars relay and a single
deep-space relay raises availability to nearly 80%. Full coverage (100% availability) is achieved with configurations
including three Mars relays and two deep-space relays. Additionally, configurations with low-inclination orbits (below
45 ) tend to offer better overall performance, likely due to the equatorial location of the Mars ground station.
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Fig. 16 Availability percentage as a function of the number of Mars orbital relays and deep space relays

Another effective way to present these trade-offs is by plotting the maximum achievable link availability percentage
as a function of the number of Mars orbital relays, across different configurations, as shown in Figure [I7]

The first graph illustrates this relationship for scenarios without deep-space relays and with unconstrained semi-major
axis (i.e., up to 14,000 km in our case). We observe that availability remains relatively low with only one or two
satellites. However, with three or four satellites, link availability increases significantly, reaching up to 94.62% over
the simulation timeframe. In these scenarios, all short-duration blackouts are mitigated, and only the long-duration
blackouts during solar conjunction events persist. Notably, a comparable performance is achieved with only two Mars
stationary satellites and no deep-space relays, thanks to their higher orbital altitude.

To further increase link availability, deep-space relays must be integrated into the network architecture. The top-right
graph depicts this case, where one deep-space relay is included and the Mars satellite orbits remain unconstrained.
We see that an availability of 99.99% can be reached with only three Mars satellites. Upon closer inspection, this
configuration corresponds to three satellites placed in circular equatorial orbits (¢ = 14,000 km, i = 0 ), combined with
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