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Once you have tasted flight, you will forever walk the earth with your eyes turned
skyward, for there you have been, and there you will always long to return.

Leonardo da Vinci
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SUMMARY

The aviation industry has achieved remarkable safety improvements despite increasing
ight volumes and aircraft in service. With fatal accidents now extremely rare, commercial
aviation stands as one of the safest transportation modes. However, the projected growth
in air traf ¢ presents an ongoing safety challenge. Indeed, even with current low incident
rates, the sheer increase in ight numbers could lead to more incidents.

To maintain and further improve these safety standards, the industry increasingly relies on
proactive risk analysis, which identi es and mitigates potential hazards before incidents
occur. This approach leverages extensive textual incident data, including Federal Avia-
tion Administration (FAA) Service Dif culty Reports (SDR), to learn from past events and
implement preventive measures. Yet the manual analysis of millions of incident reports
presents a signi cant challenge for safety analysts.

Natural Language Processing (NLP) has emerged as a powerful solution to this chal-
lenge, enabling automated processing and understanding of vast amounts of safety-related
text data. Within the realm of NLP applications, topic modeling techniques, particu-
larly Bidirectional Encoder Representations from Transformers (BERT) for topic modeling
(BERTopic) and Structural Topic Model (STM), offer promising approaches for analyzing
aviation safety data. More speci cally, these methods can identify emerging safety trends
and potential risks by tracking how incident report topics evolve over time. Building on
these capabilities, the key objective of this research is to evaluate the effectiveness of STM
and BERTopic in identifying safety-related topics within the SDR dataset and monitoring
their temporal evolution. This analysis aims to enhance our understanding of emerging

aviation safety patterns and potential risk factors.
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CHAPTER 1
INTRODUCTION & BACKGROUND

1.1 Motivation

The aviation industry has transformed into one of the safest modes of commercial trans-
portation [1], though multiple factors can still impact ight safety. These include human
error, mechanical failures, extreme weather conditions, problematic company policies, or
combinations thereof [2]. The sector's commitment to safety excellence has led to remark-
able improvements since commercial aviation's early days.

The commercial aviation sector has shown consistent growth, with the number of aircraft
in service increasing steadily over the past dec&tatistical Summary of Commercial

Jet Airplane Accidents — Worldwide Operations — 1959-2@2R as illustrated in Fig-

ure 1.1. By 2023, aircraft movements reached an impressive 37 milia2zB(Safest Year

for Flying By Several Parametefd]), re ecting the industry's robust expansion driven by

growing commercial demand and technological progress.

Figure 1.1: Commercial airplanes in service (thousands) [3]



The industry's safety record has improved dramatically since 1960, with consistent declines
in accident rates and onboard fatalities per million departures, as illustrated in Figure 1.2
[3]. The 2023 statistics are particularly noteworthy, showing an accident rate of just 0.80
per million sectors - the lowest in over a decade. To put this in perspective, a person
would need to y daily for an average of 103,239 years to statistically encounter a fatal
accident [4]. However, as ight operations continue to grow, maintaining these safety
levels becomes critical, as even a constant incident rate could lead to more total incidents

due to increased ight volume.

Figure 1.2: Accident rates and onboard fatalities per one million departures [3]

Safety excellence serves multiple purposes beyond protecting lives. It minimizes losses of
personnel, aircraft, and equipment, while simultaneously enhancing operational ef ciency
and resource utilization [5]. This makes safety not just a moral imperative but also a fun-

damental driver of sustainable business growth and operational success [6].

To achieve safety excellence, it is interesting to examine the background, strategies and
technologies behind aviation safety practices. The analysis of incident reports and the ap-

plication of advanced text-based analytical tools may help identify ways to enhance safety.



1.2 Background

Aviation safety relies on multiple strategic approaches, with proactive risk management
playing a central role through systematic incident reporting. The resulting vast collections
of text-based reports require automated analysis methods for effective processing. Natural
language processing (NLP) has emerged as an essential tool for this purpose, with topic
modeling proving especially valuable for automatically identifying recurring themes and
emerging patterns within these extensive narrative datasets.

This section examines aviation safety methodologies and datasets, focusing on NLP tech-

niques for extracting critical information and established topic modeling approaches.

1.2.1 Aviation safety:Risk ManagemenApproachesandSafetyReportingSystems

Safety management systems are founded on responsible risk management strategies, which

can be categorized into three main approaches (Paradisi [5]).

Risk Management Approaches

These approaches are presented below:

* Reactive ManagemenRisk assessment occurs after safety incidents, focusing on
determining root causes and implementing corrective measures to prevent recurrence
or reduce severity of similar events.

* Proactive Managemen&merging in the mid-1990s, this approach emphasizes haz-
ard identi cation and risk reduction before incidents occur. Key components include:

— Safety policy development

— Systematic hazard and risk management
— Comprehensive incident reporting

— Safety de ciency identi cation

— Performance assessment metrics



— Personnel safety training
— Safety lesson dissemination
— Culture of safety promotion
» Predictive Management his approach relies on continuous data collection and anal-

ysis to identify potential hazards and threats before they manifest.

A brief discussion about safety reporting systems is provided below.

Safety Reporting Systems

Text-based safety reports serve as a cornerstone of proactive safety management, providing
invaluable information for aviation safety analysis. These extensive collections of reports,
accumulated over extended periods, enable both proactive and predictive risk management
through:

» Learning from historical incidents

* Anticipating potential future threats

» Developing preventive measures

* |dentifying emerging patterns and trends

The vast quantity and longitudinal nature of these reports create signi cant opportunities
for comprehensive safety analysis and pattern recognition. The following provides a brief
overview of existing safety reporting systems and associated databases.
* Aviation Safety Reporting System (ASRS)The Aviation Safety Reporting System
has processed over 1.78 million reports since its establishment in the 1980s [7]. The
system collects valuable safety data from a diverse range of aviation professionals,
including pilots, maintenance workers, air traf ¢ controllers, and ight attendants
[7]. While ASRS is publicly accessible and serves as a model for near-miss reporting
systems, its effectiveness is somewhat limited by its voluntary nature and the inherent

subjectivity in data collection [8].



» National Transportation Safety Board (NTSB): The National Transportation Safety
Board maintains comprehensive records of civil aviation accidents within U.S. ter-
ritories. Professional air accident investigators compile detailed reports that include
probable cause determinations, factual information, and thorough analysis narratives
[7]. Though the database is publicly available and has been successfully used in
multiple machine learning applications, the discretionary nature of which incidents
to investigate can introduce some bias in the data collection process [8].

» Accident and Incident Data System (AIDS):The Accident/Incident Data System
is maintained by the FAA and serves as a critical repository for aviation safety infor-
mation. This system speci cally documents incidents that impact aircraft safety but
fall below the threshold for NTSB accident classi cation. The database is publicly
accessible, providing valuable insights into minor but signi cant safety events.

* Aircraft Communications, Addressing and Reporting System (ACARS) ACARS
functions as a sophisticated digital link system facilitating message transmission be-
tween aircraft and ground stations. The system is populated with data from Air Traf-
¢ Control (ATC), aeronautical operational control, and airline administrative control
personnel. Due to its sensitive nature, ACARS remains proprietary to individual air-
lines, limiting its accessibility for general research.

 Aviation Safety Action Program (ASAP): The Aviation Safety Action Program, an
FAA initiative, provides a structured framework for safety reporting. The program
receives detailed reports from pilots, controllers, mechanics, ight attendants, and
dispatchers [7]. These reports are reviewed by a dedicated committee to implement
necessary corrective actions. Access to this database is restricted to airlines and the
FAA, ensuring con dentiality and promoting honest reporting.

» World Aircraft Accident Summary (WAAS): The World Aircraft Accident Sum-
mary provides concise but comprehensive details of major operational accidents in-

volving jet and turboprop engines, as well as helicopters worldwide [7]. Flight oper-



ation personnel submit information to WAAS, which is then distributed by the FAA.
While the complete database is restricted, a subset of information is made available
to the public.

» Service Dif culty Reports (SDR): The Service Dif culty Reports system, admin-
istered by the FAA, serves as a platform for promoting ight safety and open infor-
mation exchange [7]. The database contains 76 distinct data columns, encompass-
ing structured technical information, detailed equipment speci cations, and problem
descriptions limited to< 1,500 characters. An example of entry is represented in

Figure 1.3.

Figure 1.3: Example of SDR problem description

Maintenance personnel, mechanics, inspectors, pilots, and operators can submit re-
ports, which are used to identify defect trends and generate safety alerts. The sys-
tem also provides valuable input to FAA engineering of ces for evaluating issues
that may lead to Airworthiness Directives (AD). While publicly available, the SDR
database has undergone limited previous analysis, suggesting untapped potential for

safety insights.

The manual review of these extensive datasets proves impractical due to the sheer volume



of records [9]. NLP offers an ef cient solution for extracting and analyzing critical safety
information from these massive databases, enabling more effective safety monitoring and

trend analysis. A discussion on NLP is provide below.

1.2.2 Leveraging\LP for AdvancedText Analysisof SafetyRecords

NLP represents a transformative technology that enables computers to comprehend, ana-
lyze, and process human language [10]. Through sophisticated algorithms, machines learn
to understand written text by analyzing vast collections of examples, developing the ability

to recognize patterns and extract meaning from natural language [11].

NLP emerged in the 1940s after World War I, initially focused on machine translation
between languages. The eld's early development was marked by two distinct approaches:
symbolic (rule-based) and stochastic (statistical) [12]. The 1950s saw the rst practical
implementations, beginning with simple machine translation attempts from Russian to En-
glish [13]. Since then the eld continues to evolve with the development of more sophis-
ticated models and applications. The 2020s have seen remarkable advances in generative
Al, particularly with models like GPT-3, which can generate human-like text and perform

complex language tasks with unprecedented accuracy.

NLP speci cally excels at multiple text processing tasks: classifying documents into cat-
egories, retrieving speci ¢ information from large datasets, analyzing emotional content
(sentiment analysis), creating concise summaries, translating between languages, and iden-
tifying thematic patterns through topic modeling. Modern NLP systems can also generate
coherent, contextually appropriate text, demonstrating a level of language production that

approaches human-like quality [7].

The extraction of critical safety information requires a process that systematically analyzes



each narrative within the data corpus, identifying and extracting crucial safety-related in-
formation without human intervention. Hence, as indicated in Table 1.1, topic modeling
emerges as a particularly promising approach for addressing the speci ¢ requirements of

extracting critical safety information.

Table 1.1: Comparative table of NLP types

Get critical Get critical
. safet)_/ . safety Reduce di-
information, | information . X
. No user mensionality
Types neither for each , . .
. . intervention | and simplify
sentiment, narratives
. complex datal
nor considering
translation the corpus
Document
and text + + + - - + +
classi cation
Information
. + + + + +
retrieval
Sentiment
: 1 -- + + +
analysis
Document
and text sum- + + ++ + + +
marization
Machine
) 1 - + + --
translation
Topic
. + + ++ + + ++
modeling

A discussion about topic modeling and the evolution of topic modeling methods is provided

below.



1.2.3 Topic modeling

Topic modeling is a sophisticated statistical methodology that employs unsupervised ma-
chine learning algorithms to uncover latent thematic structures within large text collections
[14]. This computational approach represents documents as mixtures of topics, where each
topic manifests as a probability distribution over a xed vocabulary, enabling automated
discovery of semantic patterns without prede ned categorization schemes.

The mathematical foundation of topic modeling centers on probabilistic frameworks, par-
ticularly the Latent Dirichlet Allocation (LDA) and Probabilistic Latent Semantic Analysis
(pLSA) [15, 16]. These models have demonstrated signi cant utility in analyzing vast doc-
ument collections, with modern implementations capable of processing tens of thousands
of documents ef ciently. Recent advancements have expanded the methodology to incor-
porate word embeddings, which has substantially improved the interpretability and quality

of discovered topics, especially when dealing with large and diverse vocabularies [17].

A discussion on the evolution of topic modeling and enabling advances is provided below,
and illustrated in Figure 1.4. A more detailed review of the evolution of topic modeling can

be found in [18].

1990: Latent Semantic Analysis (LSA)

In 1990, Latent Semantic Analysis (LSA) emerged as a technique for computational lin-
guistics and information retrieval [19]. This mathematical method revolutionized our un-
derstanding of semantic relationships in text by introducing a sophisticated approach to
analyzing document collections. LSA assumes that words with similar semantic ranges
tend to occur together. First, it creates a word-document matrix, then it applies the singular
value decomposition mathematical technique to it. [20, 21]. More speci cally, LSA op-
erates on the fundamental premise that words carrying similar semantic meaning tend to

appear in comparable contexts. The technique employs a two-step process: rst construct-



ing a term-document matrix, then applying singular value decomposition (SVD) to uncover
latent semantic structures [20, 21]. Through this mathematical transformation, LSA creates
a reduced-dimensional representation of the text that captures essential semantic relation-
ships while Itering out noise.

Strengths1 SA's primary strength lies in its sophisticated approach to information retrieval
through the capture of nuanced term relationships and semantic patterns. The technique
excels in synonym recognition and maintains semantic consistency across document rep-
resentations, preserving the essential meaning of texts while reducing dimensionality [21].
A particularly notable advantage is its accessibility to researchers across disciplines, as it
requires minimal statistical background for effective implementation [13].

Limitations: LSA faces several technical challenges that warrant consideration. The method's
computational demands are substantial, particularly in terms of storage requirements for
the high-dimensional vectors necessary to represent large document collections. A more
fundamental limitation concerns the determination of optimal dimensionality - the process
of selecting the appropriate number of latent semantic dimensions remains largely subjec-
tive, relying more on domain expertise and empirical testing than on rigorous statistical
criteria [13]. This subjectivity in parameter selection can impact the reproducibility and

standardization of LSA implementations across different research contexts.

2003: Latent Dirichlet Allocation (LDA)

Introduced in 2003, LDA represents a signi cant advancement in probabilistic topic mod-
eling, offering a sophisticated framework for analyzing document collections [22]. This
generative probabilistic model conceptualizes documents as mixtures of topics, where each
topic manifests as a probability distribution over words [23]. LDA operates on a hierarchi-
cal Bayesian framework, employing Dirichlet distributions to model both document-topic
and topic-word distributions. The model assumes that documents arise from a generative

process: rst, a document-speci c topic distribution is drawn from a Dirichlet prior; then,

10



for each word in the document, a topic is selected from this distribution, and nally, a word
is drawn from that topic's word distribution [20].

Strengths:LDA demonstrates superior performance compared to earlier techniques like
LSA in several aspects. Its probabilistic foundation enables more nuanced topic repre-
sentations and better handles document-level ambiguity [21]. The model exhibits remark-
able scalability, ef ciently processing large document collections [23] while maintaining
computational tractability. For long-form texts containing multiple themes, LDA provides
a more ef cient alternative to complex neural approaches [24], particularly when inter-
pretability is important.

Limitations: The model's reliance on the bag-of-words assumption disregards syntactic
structure and semantic nuances, limiting its ability to capture contextual subtleties such
as irony or sarcasm. Topic granularity presents another challenge - the requirement to
prespecify the number of topics can lead to either overly broad or redundant topic distribu-
tions [24]. The model also exhibits sensitivity to noise in the input data [23] and struggles
with automatic topic relationship identi cation, particularly in cases requiring ne-grained

semantic distinctions within related concepts.

2006: Hierarchical Dirichlet Process (HDP)

The HDP, introduced in 2006 by [25], represents a signi cant advancement in nonpara-
metric Bayesian modeling, extending the capabilities of traditional Dirichlet processes to
handle nested data structures and hierarchical relationships in document collections [20].
HDP builds upon the Dirichlet Process by introducing a hierarchical structure that allows
sharing of statistical strength across groups of data. The model employs a base distribution
that serves as a prior over a potentially in nite space of topics, enabling automatic deter-
mination of the optimal number of topics from the data itself. This hierarchical structure
creates a more exible and adaptive framework compared to xed-dimensional models like

LDA.

11



StrengthsWhile HDP offers the advantage of automatically determining the optimal num-
ber of topics, this theoretical bene t comes at a computational cost [26].

Limitations: Despite its theoretical elegance, HDP faces practical challenges in computa-
tional ef ciency. The model's convergence rate can be signi cantly slower than simpler
alternatives, particularly when dealing with large-scale datasets [27]. This computational
intensity stems from the need to sample from complex hierarchical structures and the po-

tential for an in nite number of topics.

2006: Dynamic Topic Model (DTM)

In 2006, David Blei and John Lafferty created DTM. DTM is an LDA extension [28]. The
model enables to track how topics change over time [29]. It uses probabilistic time series
to analyze and understand the evolution of topics [30].

StrengthsWhen documents come from different time periods, LDA's assumption that top-
ics remain xed doesn't hold. DTM addresses this by allowing topics to change smoothly
over time [28].

Limitations: DTM requires the entire dataset to be known in advance [18].

2007: Correlated Topic Model (CTM)

In 2007, CTM was proposed by David Blei and John Lafferty. CTM is an LDA extension
[28]. It explicitly models the covariation among topics [30].

Strengths:LDA assumes topics are unrelated, while CTM allows them to be correlated. It
provides a closer approximation to the true structure of documents [28].

Limitations: CTM estimation can be slow [28].

2014:STM
In 2014, STM was introduced by Molly Roberts, Brandon Stewart and Dustin Tingley [31].
STM is an LDA extension [28]. STM incorporates metadata to analyze topic prevalence

and content as a function of covariates [30]. Without these factors, STM is similar to CTM.
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Strengths:It allows to understand how topics vary with external factors [28]. It can also
identify known issues and can uncover new ones that have not been previously reported
[32].

Limitations: STM does not necessarily provide detail that could be used to produce action-

able insights [32].

2016: Neural Topic Model (NTM)

The development of Variational AutoEncoder (VAE) and Autoencoding Variational Infer-
ence (AVI) by Kingma and Welling (2013 [33]) and Rezende et al. (2014 [34]) led to the
creation of NTM as proposed by Miao et al. in 2016 [35].

NTM uses neural networks for topic modeling [23]. It has many extensions, including
models with different priors, embeddings, metadata, graph neural networks, generative
adversarial networks (GANS), pre-trained language models, contrastive learning reinforce-
ment learning and clustering [36]. NTM is applied in scenarios like hierarchical, short text,
cross-lingual, and dynamic, correlated, lifelong topic modeling [36]. It's used for text anal-
ysis, generation, and content recommendation [36].

Strengths:NTM can handle large datasets by using parallel computing power from GPUs
[36]. Furthermore, NTM uses deep neural networks to model topics, making it ef cient and
exible in learning model parameters through automatic gradient back-propagation [36].
Limitations: NTM can be challenging to train and interpret [23], and its performance is

sensitive to hyperparameters [36].

2016: Graph-based Models

Early graph-based topic models include the 2010 model of Mario Cataldi, Luigi Di Caro,
and Claudio Schifanella [37], which detected emerging topics [18]. Henrique F. de Arruda,
Luciano da F. Costa, and Diego R. Amancio designed a static topic model in 2016 [38].
It uses an undirected graph with nouns and verbs as nodes to perform topic segmentation

based on co-occurrence [18]. In graph-based topic models, Words are represented as nodes
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and their co-occurrence is shown as weighted edges. The idea is that closely connected
words form communities that represent topics [18].

Strengths:This approach can nd topics of different sizes without prior knowledge. They
also adapt better than generative models to both global and local topic discovery [18].
Limitations: Graph-based models can be long to implement. If common words are not

properly handled, the graph structure can be very expensive to process [18].

2017: Transformer-based models

Transformer-based models were introduced in 2017 by Ashish Vaswani, ateam from Google
Brain and the University of Toronto (in the pap&ttention is All You NeefB9]). A trans-
former is a type of deep learning architecture that can selectively focus on certain parts of
the input data, like humans would concentrate on speci ¢ details. The model uses weighted
differences to prioritize important information and have been used to create popular pre-
trained models like BERT (which enables topic modeling techniques like BERTopic) and
Generative Pre-trained Transformer (GPT) [7].

Strengths:Transformer-based models are good at capturing context in text reports. Thus,
they are suitable for analyzing data like in aviation area. Indeed, pretrained models can be
ne-tuned for speci c tasks. Models like BERT have shown great results in understanding
contextual information and is good in various language tasks [7].

Limitations: Models such as BERTopic can be computationally expensive and requires a

signi cant amount of resources.
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Figure 1.4: Chronology of topic modeling methods

Thus, the continuing evolution in topic modeling ranges from conventional methods (LSA,

LDA, HDP, DTM, CTM, STM) to more context-aware approaches.

1.3 Thesis Structure

This chapter has presented the motivation behind the research.

The next chapter focuses on de ning its scope, highlighting various research questions
based on current applications of topic modeling in the aviation eld. Associated hypothe-
ses will then be de ned.

The following chapters will cover the approaches to address these questions and a presen-

tation of the results.

The nal chapter provides an overview of the contributions of this work and possible future

work.
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CHAPTER 2
PROBLEM FORMULATION

2.1 Applications of topic modeling to aviation safety

2.1.1 Topicmodeling

Both STM and BERTopic provide valuable insights into aviation safety data, but their per-
formance differs depending on different factors. Article [40] describes an application of
STM to two text-based sets of aviation safety data, the ASRS and the accident and incident
reports published by the NTSB. STM is promising for identifying themes in technical avia-
tion datasets, with better performance on more speci ¢ corpora that use precise and unique
language [40]. Indeed, in the article STM enables a more in-depth analysis than simple
word frequencies, better capturing the subjective elements of language [40].

Article [41] mainly employed LDA and STM to identify the latent topics associated with
aviation safety events, the framework is validated by analyzing aviation accident reports
collected by the NTSB. The article [41] suggests a preference for STM in this study due
to its faster processing speed and more interpretable results on this speci ¢ dataset, al-
though BERTopic was also considered. Indeed, it indicates that BERTopic can capture the
semantic meaning and contextual relationships among words, with competitive and stable
performance in diverse tasks.

Paper [42] proposes a framework using NLP to extract failure modes from historical inci-
dent reports, in order to improve risk analysis in the context of mission modeling, based on
the ICS-209-PLUS (2013-2014) and ASRS datasets. It indicates that BERTopic showed
results that were easier to interpret than other approaches. Thus, it suggests that BERTopic

could be more intuitive for identifying failure modes in historical documents.
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2.1.2 Dataset

In addition to the different NLP models available, the data have an important impact on
training, results and possible applications. Indeed, article [40] indicates that STM's perfor-
mance varies according to the type of data. STM is more effective with technical and pre-
cise reports (NTSB) than with more open reports (ASRS). Furthermore, paper [41] shows
that more advanced models such as BERTopic can perform well, but require more data and
computation time than conventional models such as STM.

Like the models, the available data have their own characteristics. SDR data is publicly
available and has low subjectivity resulting from a focus on technical observations. It
offers a reliable aircraft materials description. Indeed, only maintenance personnel, me-
chanics, inspectors, pilots and operators can submit a report. Furthermore, there is a small
amount of existing research linked to SDR and topic modeling. Thus, SDR data presents

an interesting study case.

STM and BERTopic have been successfully applied to aviation data, including incident and
accident reports [32, 40, 41, 42]. The choice between both methods depends on specic
objectives, time constraints and interpretability requirements [41].

The observations from subsection 2.1.1 and subsection 2.1.2 raise the following question:

Research question 1.:

How do STM and BERTopic approaches perform on aviation SDR data, and which

one better captures relevant safety-related topics?

Safety-aviation related data is not static. It varies over time, implying potential evolution

of the data trend. This can lead to various topic.
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2.1.3 Trendovertime

Papers [32], [40], and [41] highlight the ef ciency of topic modeling, in particular STM,

in identifying themes in safety reports (NTSB, ASRS). Indeed, paper [32] points out that
STM analyses can reveal trends over time and previously unreported relationships. Yet
these studies focus on static periods or xed corpora. A topic tracking approach, which
analyzes how topics in text change over time, could not only identify punctual themes, but
also track their evolution and correlation with other variables (such as weather, season, or
technological changes). Furthermore, article [42] mentions that the results of NLP models
may lack comprehensibility. Hence, the tracking of subjects could facilitate the represen-

tation and interpretation of results.

These observations lead to the following question:

Research question 2:

How can atopic tracking be effectively designed to capture SDR safety-related topics

over time?
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2.2 Capture the evolution of aviation safety-related topics scope

2.2.1 Capturesafety-relatedopicshypothesis

As highlighted in section 2.1 selecting the appropriate topic modeling method requires con-
sideration of speci c objectives, time constraints, and interpretability requirements.

These observations raise the rst research question:

How do STM and BERTopic approaches perform on aviation SDR data, and which one

better captures relevant safety-related topics?

This question comes from the need to ef ciently analyze data in order to help identify

risks and consequently strengthen aviation safety. NLP techniques are designed to under-
stand human language. As a result, one of the main purposes of information extraction is to
generate insights that are both relevant and understandable to humans. The ability of NLP

models to produce coherent, interpretable topics is therefore important.

Also, STM seems more effective at capturing relevant topics on speci ¢ corpora due to
its ability to incorporate metadata and reveal correlations between topics [40, 41], while
BERTopic tends to be more powerful in capturing contextual and semantic relationships
[42].

These observations raise the following hypothesis:

Hypothesis 1.

If BERTopic's ability to capture contextual and semantic relationships leads| to
higher topic coherence than STM, which relies on word co-occurrence patterns, then
BERTopic is likely to better capture relevant safety-related topics from aviation SPR

data.
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2.2.2 Evolutionof topicsovertime hypothesis

As highlighted in section 2.1 a topic tracking approach could identify punctual themes,
track their evolution and correlation with other variables.

These observations lead to the second research question:

How can a topic tracking be effectively designed to capture SDR safety-related topics over

time?

This question results from the value of understanding the temporal dynamics of safety
data, which can be in uenced by external factors.

Indeed, SDR data is not static, with new entries added over time, potentially leading to
shifts in reported topics. This can result in a diverse range of reported safety risks. These
risks can evolve over time due to factors such as technological advancements or the imple-
mentation of new regulations.

To analyze these changes, studying the various topics within the reports over time by ap-
plying topic modeling approaches to SDR data could provide valuable insights. It would
allow to track the evolution of topics and detect the emergence of new issues or evolution

in existing ones.

By examining the variations of topics over time, it would be possible to better understand
emerging trends and patterns.

These observations raise the following hypothesis:

Hypothesis 2:

If a topic model incorporates temporal information from SDR data, then the resplt-
ing analysis would provide a more granular view of SDR data over time and reyeal

patterns in the emergence, evolution and decline of safety-related topics.
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2.2.3 Researclobjective

This research is structured around three elements. The rst relates to aviation safety, the
second focuses on extracting and understanding critical safety information from millions
of records, and the third involves the identi cation of topics.

Each aspect addresses a speci ¢ challenge related to aviation safety. Through data anal-

ysis, insights and trends can be identi ed that help uncover the implications of safety issues.

Aviation safety is focused on ensuring ight safety and reducing incidents. To this end,
the identi cation of relevant safety issues is valuable. Ef ciently extracting critical safety
information from extensive and unstructured SDR data involves the use of Machine Learn-
ing (ML) techniques. This approach aims to explore the evolution of safety-related topics
over time. Topic identi cation involves topic modeling to automatically detect key themes
within SDR data. This approach ensures that important safety issues are highlighted con-
sistently. By tracking topic trends over time, it provides insights of how safety concerns

have evolved, helping in the proactive management of aviation safety.

Therefore, it will be a matter of:

Research objective:

Temporal evolution of aviation safety topics, comparing STM and BERTopic pn

FAA SDR.
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CHAPTER 3
GENERAL APPROACH

3.1 Technical information

3.1.1 BERTopicprocess

BERT provides the BERTopic library, a topic modeling method. BERTopic uses trans-
formers to create clusters representing topics. Topics can be described in a variety of ways.

Some representations of topics take the form of a list of key words. [43]

BERTopic offers a exible framework for topic modeling, allowing users to customize

its components and still achieve high-quality results.

To create the representations, BERTopic follows a speci ¢ sequence of steps. The Fig-
ure 3.1 illustrates the various steps involved.

From the text corpus, the embedding model generates narratives as humerical representa-
tions. Various techniques like Sentence Transformer and Universal Sentence Encoder can
be used, with BERTopic defaulting to Sentence Transformer. Sentence-transformers ("all-
MiniLM-L6-v2") is speci cally used for its effectiveness in capturing semantic similarity
between documents.

The resulting numerical representations are then subjected to dimensionality reduction. In-
deed, due to the curse of dimensionality, clustering high-dimensional embeddings is chal-
lenging. This process allows to get a workable space for clustering algorithms to work
with. Various techniques like Uniform Manifold Approximation and Projection (UMAP)

and Principal Component Analysis (PCA) can be used. UMAP, used as a default in
BERTopic, can preserve the intricate structures of high-dimensional spaces in a simpler,

lower-dimensional form.
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At this point, the clustering step takes place. This step is crucial for obtaining accurate topic
representation. Similarly, various clustering techniques can be used, including Hierarchical
Density-Based Spatial Clustering of Applications with Noise (HDBSCAN) (default) and
K-Means. This step allows to cluster similar embeddings into groups to extract the topics.
Key components of BERTopic include the CountVectorizer and the Class-based Term
Frequency-Inverse Document Frequency (c-TF-IDF) calculation. These components col-
laborate to produce topic representations and provide exibility for parameter tuning. Thus,
a tokenizer initially combines all documents into one cluster document. Then, it counts how
often each word appears in each cluster. Finally, a bag-of-word representation is generated.
It shows word counts for each cluster.

This is how topic representations are generated via BERTopic. Each topic contains a set of
keywords and representative documents. Interestingly, it is possible to ne-tune the basic
representation of the resulting topics. In fact, a topic can be represented in a number of
different ways. This ne-tuning of topics generates different types of representations, in-

cluding keyBERT and Maximal Marginal Relevance (MMR).

KeyBERT provides an effective way to extract keywords using BERT embeddings. It starts
by generating an embedding for the entire document. Then, it creates embeddings for dif-
ferent n-grams extracted from the text. Next, it calculates the cosine similarity between
the document embedding and each n-gram embedding. The words that show the highest
similarity to the overall document are selected as keywords. It provides a concise and rel-
evant representation of the content. This method is a fast and reliable solution to identify
the most representative terms in a document.

MMR provides a way to extract a diverse set of keywords from a document and to avoid
redundancy. MMR takes into account the relevance of the keywords to the document and
their similarity to previously selected keywords. Thus, the keywords are more diverse and
representative of the document's content. Indeed, it balances the individual relevance of

terms with their uniqueness within the selected set.
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Figure 3.1: BERTopic process
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3.1.2 STM process

STM is a topic modelling method, it is an LDA extension. The goal of STM is to identify
topics within a corpus of text and understand the connection between topics and document

characteristics. The number of desired topics must also be entered as input (Figure 3.2).

Figure 3.2: STM topic de nition

STM incorporates metadata to analyze topic prevalence and content as a function of co-

variates [30]. Without these factors, STM is similar to CTM.

Like other topic models, STM is a generative model of word counts (Figure 3.3). It is

an expectation-maximization algorithm [31]. The Figure 3.7 illustrates the various steps

involved.

Figure 3.3: STM observed word

First step: Expectation

Data generating process is de ned for each document (Figure 3.4).

Figure 3.4: STM document characteristics
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This step incorporates metadata into the model. It gets the distribution of topics within a
document (the topic prevalence Figure 3.5) and the speci ¢ words used within them (topic

content Figure 3.6).

Figure 3.5: STM topic prevalence

Figure 3.6: STM topic content

The covariates are the metadata that explains the prevalence or the content of topics, or
both. The covariates improve the inference process and the qualitative interpretability of

the results.
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Second step: Maximization

Upon convergence, the data is utilized to determine the optimal parameter values for the

model.

Figure 3.7: STM process
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STM allows various methods for representing and interpreting topics identi ed in a text
corpus. The Highest Prob, FRequency-EXclusivity (FREX), Lift and Score representations
can be obtained using the labelTopics function of the STM R package [31, 44].

Highest Prob selects the words with the highest probability of belonging to each topic,
directly derived from the topic-word distribution.

The FREX method [45, 46] weights words according to a weighted harmonic mean of their
frequency rank in the topic and their exclusivity rank (estimated via a James-Stein-type
estimator). This metric is the one used in this study to highlight topics by word probability
and exclusivity.

Lift (for more information see [47]), similar to Score (LDA R package), weights words by
dividing their frequency in the topic by their frequency in other topics. Thus, Lift favors
infrequent words in other topics, while Score uses a ratio of logarithmic frequencies to

achieve a similar objective.

3.1.3 Word similarity metrics

To evaluate the similarity between words or documents, let's explore commonly employed
similarity metrics: Jaccard similarity, Euclidean distance, Embedding-based approaches,

and Cosine similarity [48].

Traditional similarity metrics

Traditional metrics focus on comparing text at a lexical or statistical level. These meth-
ods often struggle with capturing semantic meaning but can be useful for speci c tasks

requiring straightforward comparisons.

» Jaccard similaritycompares two texts based on the overlap of their words. It mea-
sures the proportion of common words between two texts relative to the total number
of unique words.

JA\ Bj

JAB) = AT 8]
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» Euclidean distanceneasures the straight-line distance between two vectors, calcu-

lated using the Pythagorean theorem.

X

o<

D(A;B) = (& h)?

i=1

Embedding-based metrics

Embedding-based metrics leverage dense vector representations of words or documents,

capturing their meanings and relationships.

» Word2Vecis a neural network-based technique that represents words as vectors in
a continuous vector space. Using the Skip-gram and Continuous Bag of Words

(CBOW) architectures, Word2Vec captures semantic relationships between words.

 BERTgenerates contextual word embeddings by processing entire sentence struc-
tures bidirectionally. Thus, BERT is able to capture nuanced and context-aware lan-
guage representations, making it effective for domain-speci c tasks, such as safety

reports.

Similarity metrics for vectorized text

Once text is vectorized, speci ¢ similarity metrics can be applied to evaluate the proximity

between word or document vectors.

» Cosine similarityis a widely used metric in NLP for comparing vectors based on the

cosine of the angle between them.

Cosine Similarity= %
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3.1.4 Topic modelingmetrics

Topic modeling algorithms are generally evaluated through two main criteria: coherence
and similarity. Coherence metrics examine how closely related are words from the same
topic, and similarity metrics measure how different topics are from each other. These met-
rics allow to get a deeper understanding of topics semantic structure and their relationships

within a corpus. This section provides an examination of relevant metrics.

Topic Coherence Metrics

Topic coherence measures the interpretability of topics by evaluating the relatedness of
high-probability words within each topic. Therefore, it looks at the degree to which the
generated topics are semantically meaningful and easy to understand. Coherence metrics
like UCI, UMass, Normalized Pointwise Mutual Information (NPMI), and Roder's CV,

re ect human topic quality judgements. Thus, they are frequently used in the evaluation of

topic models [49].

» UCI coherence metric measures the semantic similarity among the top words within
a topic by calculating the Pointwise Mutual Information (PMI) between word pairs
across an external corpus. And, PMI measures the rate of co-occurrence between
two terms across documents, enabling the metric to capture word relationships over
the corpus.

2 X 1 X
UCl = NN D PMI(wi;w;)

i=1l j=i+l

and,
P(wi;w;)+

PMI(wi; w;) = log P(w) P(w)

with, P (w;; w; ) the probability of wordsv; andw; appearing together within a slid-

ing window across an external corpus
» UMasscoherence metric evaluates topic quality by measuring word co-occurrence
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within the training data itself rather than using an external corpus. Thus, it re ects
the training corpus' context.
2 XXt P(wi;w)+
UMass= ———— log—————
N (N 1), (=1 P(w;)
with, P (wi; w;) the probability of observing words; andw; in the same document,

calculated based on document frequency within the corpus.

NPMI coherence metric modi es the original PMI by normalizing it. It allows co-
herence comparisons across topics. This metric has shown correlations with human

judgments of topic quality.

P (wi;w; )+
199 & twy P ()

log(P (wi;w;) + )

NPMI(w;;w;) =

with, P (wi;w;) the probability of co-occurrence between wowdsandw;, calcu-

lated over an external corpus.

Roder's CVcoherence metric combines aspects of NPMI and cosine similarity to
provide a robust measure of topic quality. Moreover, CV coherence shows strong
correlations with human judgments by leveraging cosine similarity between vectors
constructed from co-occurrence patterns, especially within a de ned sliding window.
Furthermore, CV is able to capture direct and indirect word relationships within top-

ics. Thus, CV metric stands out as a robust choice in the context of the study.

P ..
Wi W

coquiw)= = Wi
kUk2 ka2

with, W the top words within the topic

and,u andw two context vectors.
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Topic Similarity Metrics

Topic similarity metrics [50] measure how closely related or distinct topics are based on
their word distributions. This assessment helps evaluate the diversity and overlap of topics
in a model, ensuring that topics are distinct yet coherent. Key similarity metrics include

Jensen-Shannon Divergence (JSD), cosine similarity, and PMI.

» JSD symmetric metric assess the similarity between topic distributions by captur-
ing how the distributions are spread out. A JSD score closer to O indicates greater

similarity, while a score closer to 1 shows greater divergence between topics.
1
JSOP kQ) = E(DKL(P kM)+ DKL(Qk M))

with, M = %(P + Q) the average distribution

and, DKL is the Kullback-Leibler Divergence between distributi®nandQ.

» Cosine similaritymeasures the cosine of the angle between two non-zero vectors. It
is often used to assess similarities between topic word distributions. It ranges from -1
to 1, where 1 indicates identical vectors. cosine similarity effectively captures word

vector.
A B

Cosine S|m||ar|tYA; B) = m
with, A B the dot product of vector& andB,

and,kAk andkBk are their magnitudes.

* PMI measures word association strength based on their co-occurrence probability
relative to individual occurrence probabilities, which is useful for evaluating topic

similarity.
P (wi;w;)

PMI(w;; w;) = log P (w)P(w;)

with, P (w;; w; ) the joint probability of wordsv; andw; .
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3.2 General approach experiment 1. Topic coherence comparison

The aim of experiment 1 is to respond to hypothesis 1.:
If BERTopic's ability to capture contextual and semantic relationships leads to higher topic
coherence than STM, which relies on word co-occurrence patterns, then BERTopic is likely

to better capture relevant safety-related topics from aviation SDR data.

Topic coherence is a metric that evaluates the interpretability of topics generated by a topic
modeling model. It is based on the co-occurrence of words within a speci c context. A
high coherence score indicates that the words within a topic are strongly related and form a
logical and understandable set. Thus, it re ects contextual and semantic relationships. This
metric enables an objective comparison of the relevance of topics generated by BERTopic
and STM.

In order to verify hypothesis 1, the coherence of BERTopic and STM models on the SDR
data must be examined. As described by Figure 3.8, to compare coherence, it is rst nec-

essary to identify the global topics thanks to BERTopic and STM.

Figure 3.8: General approach - Experiment 1
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3.2.1 Identi cation of BERTopicglobaltopics

To identify BERTopic's global topics, several steps are required.

After preparing the data enabling the model to be run, global topic analysis is performed
via BERTopic on the entire dataset. For this purpose, the method is implemented and
ne-tuned on its hyperparameters in accordance with BERTopic steps (Figure 3.1) and its

default techniques:

First, the embeddings are generated. SentenceTransformer(“all-MiniLM-L6-v2") is
used to transform each text in the corpus into a vector representation, the embed-
dings. These embeddings capture the semantics of the texts and are essential for the

clustering performed by BERTopic.

* The next step is to reduce the dimensionality of the embeddings via UMAP. This

makes it easier to group texts.

* Then comes clustering. HDBSCAN algorithm is used to group texts into clusters,
which represent topics. The minimum cluster size is a hyperparameter that in uences

the number of topics identi ed.

» Once the clusters have been formed, BERTopic extracts the most representative key-
words for each topic. Two methods are used to generate these keywords: KeyBERT

and MMR. This step produces a concise textual representation of each topic.

* Finally, topics are assigned to the various texts in the corpus according to the cluster

to which its embedding belongs.

BERTopic hyperparameters can be ne-tuned. To this end, a grid of values is de ned for
UMAP and HDBSCAN hyperparameters. For each parameter combination, a BERTopic
model is trained, and the coherence of the resulting topics is evaluated. The parameter

combination selected is the one that maximizes coherence.
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Thus, this step identi es and assigns global topics to each report in the corpus. It allows
to get information about the topics like their identi er and associated keywords (including

KeyBERT and MMR representations).

The nal step consists of calculating the coherence of the global topics generated by

BERTopic.

3.2.2 Identi cation of STM globaltopics

To identify STM's global topics, several steps are required.
After preparing the data and its metadata enabling the model to be run, global topic analysis
is performed via STM on the entire data set. The method is implemented in accordance with

the STM steps:

* First, the text is cleaned and tokenized using R's textProcessor function.

» The prevalence formula is then de ned to include metadata that may in uence topic

distribution.

* Then, the STM model is trained with the speci ed parameters, including the number

of topics, the prevalence formula, and the convergence options.

* Finally, topics are assigned to the different texts in the corpus according to the topic

to which they belong.

STM's hyperparameters can be ne-tuned, including the desired number of topics. In other
respects, STM's searchK function can be used to identify the optimal number of topics
according to various performance criteria.

As a result, It allows to get information about the topics like their identi er and associated

keywords (including FREX representation).

The nal step consists of calculating the coherence of the global topics generated by STM.
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3.3 General approach experiment 2: Temporal approach

The objective of experiment 2 is to answer hypothesis 2:
If a topic model incorporates temporal information from SDR data, then the resulting anal-
ysis would provide a more granular view of SDR data over time and reveal patterns in the

emergence, evolution and decline of safety-related topics.

The approach proposed to address this hypothesis is to perform a topic analysis using

BERTopic. Thus, like represented in Figure 3.9, let's identify topics both globally on all

data and individually on one of the previously identi ed global topic.

Figure 3.9: General approach - Experiment 2
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3.3.1 BERTopicglobaltopicsovertime

To identify global topics from the data set, several steps (Figure 3.10) are necessatry.

Figure 3.10: Experiment 2 approach - BERTopic global topics over time

These rst steps follow the same process as the one applied in experiment 1 with BERTopic.
Once the global topics are identi ed and attributed to each report in the corpus, the nal
step is to visualize the evolution of topics over time, identify periods when certain topics
are more frequent than others, and highlight trends in the data.

To this end, using color-coded areas (for each global topic) provides a clear visual repre-
sentation of the changes in topic frequency over time. Thus, the height of each area at a
given time indicates the frequency of that topic at that time. Furthermore, by stacking these
zones, the total height at a given time represents the total number of narratives created at
that time. Thus, the higher the area of a topic at a given moment, the more frequent that

topic is at that moment.
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3.3.2 Sub-topicswithin aglobal BERTopictopic overtime

The purpose of this part is to break down one of the global topic previously identi ed into
more speci ¢ sub-topics. Thus, it enables a deeper and more granular understanding of the
overall topic.

To identify recurring themes and those that evolve over time, the adopted approach (Fig-
ure 3.11) analyses each month of one of the global topics previously identi ed. This pro-
cess enables the identi cation of more speci ¢ sub-topics within the selected global topic.
The identi ed sub-themes are then grouped according to the similarity of their keywords

between different periods.

Figure 3.11: Experiment 2 approach - Sub-topics within a global BERTopic topic over time
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The rst step is to de ne the global topic from which the sub-topics will be identi ed.

The second step consists of iterating over the SDR reports belonging to the selected global
topic, examining them by monthly period. The aim of this step is to identify the sub-
topics of the global topic for each period. These sub-topics are identi ed using the same
BERTopic ne-tuning and topic identi cation process, similar to the one used to identify
global topics. Thus, each narrative in the same period is assigned to one of the sub-topics

identi ed for that period.

The third step evaluates the similarity of topics from one period to the next, to determine
whether they correspond to the same sub-topic. This analysis identi es the continuity of

sub-themes over time.

The fourth step aggregates similar sub-topics. A prede ned similarity threshold is used
to identify sub-topic matches between different time periods. In order to associate sub-
themes, a dictionary is created to link each sub-topic to the reference sub-topic among

similar sub-topics.

The fth step uses the dictionary created previously to associate narratives with the corre-

sponding similar sub-topic.

The nal step consists representing the temporal evolution of the frequency of each subtopic

obtained in step 5.

Having presented the general strategy, the next chapter takes a closer look at how to imple-

ment it.
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CHAPTER 4
IMPLEMENT APPROACH

4.1 Data collection

SDR data was downloaded thanks to the FAA query form [51].

This form was used to extract data on a monthly basis, covering the period from 2018 to
2023. For each month of this period, a separate query was run. The maximum number of
records returned per query is 1,500. Consequently, the data collected each month does not
include all the information available, but it does provide a representative sample.

For performance constraints, only data collected in 2023 has been employed in the exper-
iments. The script that prepares the data combines the monthly data from 2018 to 2023
contained in the individual FAA Excel les into a unique DataFrame. It then Iters the data

to retain only the records for 2023.

Therefore, SDR data set employed in the study contains 15,517 narratives and 76 columns.

4.2 Implement BERTopic for experiment 1 and 2: global topics and sub-topics

4.2.1 Identi cation of BERTopicglobaltopics

To identify global subjects via BERTopic, various methods are implemented in python.
These include: BERTopic model implementation, BERTopic get coherence, BERTopic get
optimize, BERTopic global execution ow and a visualization method.

BERTopic model implementation

The BERTopic implementation receives as input the DataFrame containing the SDR data

narratives and hyperparameters.
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To obtain the identi ed themes, their probabilities and the trained BERTopic model, the
get BERTopic (Figure 4.1) method rst prepares the textual data contained in a specic
column (colnarrative) of the DataFrame containing the narratives.

The various BERTopic steps are then applied.

Finally, getBERTopic calls the BERTopic model to extract topics from the text corpus.

Figure 4.1: BERTopic model implementation

BERTopic get coherence

The coherence of topics generated by the BERTopic model is calculated using tuhgetnce
method (Figure 4.2).

The function takes as input the SDR DataFrame associated topics ¢apithe BERTopic

model, and the sought coherence metric (for exampl®cu.mass).

First, the documents are ltered to exclude those belonging to the default topic (-1). Then,
narratives are grouped and concatenated by topics (groupby, join).

Next, the grouped documents are pre-processed usingrgerocessext method of BERTopic
model. The vectorizer and parser are extracted from the model, then used to obtain tokens

from the cleaned-up documents. A dictionary is created from the tokens, and a corpus
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is generated by converting each document into bag-of-words (document to Bag of Word
(doc2bow)).

Topic words are extracted for each valid topic (using BERTopic model'sam@t method).
Finally, a coherence model is created using the Gensim library's CoherenceModel class,
using the topic words, document tokens, corpus, dictionarycanés the metric. This

provides the coherence value.

Figure 4.2: BERTopic get coherence

BERTopic get optimize

Getoptimize (Figure 4.3) function aims to identify the best parameters for BERTopic by
exploring a parameter grid (paragmid).

It takes as input the SDR DataFrame (df), the name of the topic df column _@opicand

the name of the desired coherence metric (matame).

The function loops over all the parameter combinations generated by ParameterGrid (param
_grid). For each combination, it calls gBERTopic (Figure 4.1) function to generate top-

ics, probabilities and the topic model.
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If topic generation is successful (topics != -2), it adds the topics to the DataFrame and
checks whether at least one topic is not a default topic (topic !=-1). It then calculates the
coherence of the topics using a getherence function (Figure 4.2). If this coherence is
greater than the previous best coherence, belserence and beparams are updated.

At the end, the function returns the best parameters and the best coherence found, or (-1,
-1) if no valid coherence was obtained. This process ne-tunes the hyperparameters of the

topics model according to the speci ed coherence metric and to the grid used.

Figure 4.3: BERTopic get optimize

BERTopic global execution ow

The Figure 4.4 handles the analysis of global topics with BERTopic. If globalTopic is true,
df_globalTopicBERTopic is de ned from dfdataSDR and narratives are extracted.

If optimize is true, model parameters are ne-tuned via.getimize (Figure 4.3). Next,
global topics are generated with gegERTopic (Figure 4.1). The ids of the generated topics

are added and associated with the corresponding narrative in the original SDR DataFrame.
The coherence (Figure 4.2) of topics is calculated, and information detailing topic repre-
sentations (including KeyBERT and MMR) and documents is also stored.

This process enables narratives to be analyzed in relation to global topics.
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Figure 4.4: BERTopic global execution ow

This way, a stackplot can be used to visualize the evolution of global topics frequency
over time (Figure 4.5). This graph is useful because it displays how multiple topics evolve
simultaneously, and spot patterns and trends that might not be immediately obvious. Ex-
amination of this graph provides a clear understanding of how the topics are related to each

other and how they change over time.

Figure 4.5: BERTopic global visualization
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4.2.2 Identi cation of sub-topicswithin aglobalBERTopictopic

To identify subtopics via BERTopic, various methods are implemented in python. These in-
clude: BERTopic sub-topic data processing, BERTopic sub-topic execution ow, BERTopic

sub-topic similarity ow and a visualization method.

BERTopic sub-topic data processing

The selected global topic to study its subtopics is global topic 1.

To obtain the subtopics (Figure 4.6), the DataFrame containing the SDR data associated
with the global topics, is rst loaded.

This data is then Itered to retain only the rows associated with the desired global topic (in
the case of this study, global topic 1: namiebalTopicextracted = 1).

The lItered data is then divided into several sub-DataFrames, each corresponding to a
unique date present in the caate column (column format: yyyymm). These sub-DataFrames
are stored in the listolDate datasetsPerTopicBERTopic list.

This way, data can be analyzed by subject and date, facilitating more detailed exploration

of documents in the context of thematic and temporal analysis.

Figure 4.6: BERTopic sub-topic data processing

BERTopic sub-topic execution ow

Afterwards, the data from the selected global topic are processed by monthly periods, op-

timizing and applying a BERTopic model for each period (Figure 4.7).
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For each period, the best parameters are obtained using a parameter grid (ppafamérid)

and getoptimize (Figure 4.3). The best parameters are then used to generate topics with
the getBERTopic function.

Information and representations (including keyBERT) on the generated sub-topics are stored
in listDfInfos_perTopicBERTopic model.

At the end, all processed DataFrames are concatenated into a single grex Tmlbic
_BERTopicOUTPUT). Topic information is also concatenated_l{dfDfInfos_perTopic
BERTopicmodel).

At this stage, each month contains distinct subtopics. So, a subtopic starts at the beginning
of the month and ends at the end of the month.

Next, similarity of subtopics between months is analyzed using the generated dataFrames.

Figure 4.7: BERTopic sub-topic execution ow
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BERTopic sub-topic similarity ow

The next step (Figure 4.8) is to match topics from different periods according to their simi-
larity, so that narratives can be associated with selected topics (representing similar topics).
This makes it possible to track the evolution of themes and identify correspondences and
continuity in the analyzed topics.

To achieve this, Hugging Face library's BERT model is used to generate vector representa-
tions (embeddings) of the topics. These embeddings, which are numerical vectors, repre-
sent the lists of keywords associated with each topic in a computable and therefore compa-
rable form. A similarity matrix is then created by calculating the cosine similarity between
these embeddings. Cosine similarity measures the proximity between two sub-topics, even
if the words used differ. Signi cant similarities (above the prede ned threshold of 0.9 for
high similarity) are retained.

From this matrix, a dictionary of matches is generated to associate each topic with the ref-
erence topic of another period, choosing the one that is most similar.

Topics are then reassigned and grouped according to these matches. A new column is cre-
ated in the DataFrame to indicate which similar topic the narratives are associated with.
This provides a clear and concise representation of the links between topics and narratives,

to facilitate analysis and understanding of the data.
This way, similar topics are grouped together and can be tracked over time. This pro-

cess could be useful for analyzing trends, identifying recurring themes and understanding

the evolution of topics over time.
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Figure 4.8: BERTopic sub-topic similarity ow

This way, a stackplot can be used to visualize the evolution of subtopic frequency over time

(Figure 4.9).

Figure 4.9: BERTopic sub-topic visualization
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4.2.3 BERTopichyperparametaunning

To ne-tune the BERTopic model, several hyperparameters were adjusted [52, 53] using
getBERTopic (Figure 4.1) in combination with geptimize (Figure 4.3). Thus, the pa-
rameters have been tested thanks to a grid-search, and the parameter combination selected
is the one that maximizes coherencevjc Due to computational constraints, two values

were tested for each parameter. A larger exploration could enrich the analysis and re ne

the identi cation of topics.

During BERTopic's dimensionality reduction stage, UMAP depends on different param-

eters for adjustment.

* n_neighborsde nes the number of neighbors taken into account when building the
manifold. It affects the balance between local detail and global structure. The pur-
pose here is to group together documents relating to the same incidents to provide an
overview. So, a higher_neighbors value is preferable, as it allows UMAP to see the
overall structure and form larger groups of related documents. 30 and 40 have been
tested for global topic identi cation and_neighbor = 40 has been selected by the

model.

* n_.componentsletermines the dimensionality reduction. It defaults to 5. A higher
value preserves more information for clustering, but increases dimensionality. The
optimal value balances information preservation with manageable dimensionality.
Given the large number of documents and the need to keep information, the default
value was increased. Therefore, values of 7 and 9 were tested during the grid search,

and ncomponents = 9 was selected by the model.
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* min_dist determines the minimum distance apart from a point to another after the
reduction dimensionality. It defaults to 0.1. Points need to be separated for the
clustering, low values result in weaker embeddings. Thus, it is advised to increase
the value of this parameter to preserve the overall structure. 0.1 and 0.2 are tested for

global topic identi cation and 0.1 has been selected by the model.

* metric sets how distances are measured. The usual setting for this type of data is

‘cosine’. Thus, metric = 'cosine'.

Then comes clustering with HDBSCAN that also depends on different parameters for ad-

justment.

* min_clustersizede nes the minimum size of a cluster. Therefore, the higher it is,
less clusters are created and inversely. It defaults to 10, to have at least 10 documents
per cluster to avoid over- tting. Increasing this value reduces the number of clusters,
but too high a value can lead to the loss of important clusters. Thus, 18 and 25 were

tested for global topic identi cation, and 25 has been selected by the model.

Additionally, BERTtopic also has its own set of hyperparameters.

 top_n_wordssets the number of words representing a topic. Words are necessary to
de ne a subject, but the more words there are, the less focused and distinct the topic
becomes. This happens because it starts grouping words together that aren't truly
related. Thus, it is advised to set its value between 10 and 20.
The SDR data used in this study are technical, implying technical topics. To get
technical and speci c topics, using too many words clouds the main idea and makes
the subject less precise. Thus, a smaller number of words keeps the focus on the
topic and avoids grouping together unrelated incidents. This is whyteprds =

10 is used in this study.
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In addition, the corpus language can be speci ed.

» This parameter is de ned in the embedding step within SentenceTransformer. Dif-
ferent models can be used. Given the English corpus, an English model is preferred
to a multilingual model. Model selection considered performance in terms of sen-
tence integration, semantic search and average performance, as well as speed and
size. Figure 4.10 shows the best-performing language models, ranked according to

their average performance.

Figure 4.10: Sentence transformer model performance [54]

To balance speed and performance, the “all-MiniLM-L6-v2” model is used in this

study. Furtheremore, this model is also the default one used in BERTopic

4.3 Implement STM for experiment 1: global topics

To identify topics globally on the data set, various steps are required.

In the context of a STM model, the use of R can be advantageous, especially since it was
the rst language in which STM was implemented. The rpy2 library can be used to inte-
grate and run R code within a Python environment. Thus, the STM analysis in this study

utilizes R methods within a Python environment via rpy2.
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Using R and Python for SDR data analysis and topic modeling via STM is a process that
offers several advantages. It allows to code in both R and Python, combining the strengths
of both languages.

The main drawback is that the juggling between two languages complicates the implemen-
tation. Indeed, compatibilities between versions of Python and R need to be managed. And,
translating R results into an object that can be used in Python is not always straightforward,

and may require some additional manipulation.

To identify global subjects via STM, various methods are implemented. These include

STM model implementation, STM get coherence, and STM global topic execution ow.

STM model implementation

The getSTM (Figure 4.11) method is used to prepare and train the STM model based on
SDR data (narratives with narratives-related information) and hyperparameters.

First, the narratives are pre-processed using thepedessor function. Data is converted

to lower case, digits are removed, punctuation is removed, words are stemmed, words are
Itered by length and frequency.

Note that some speci ¢ words can be removed using removestopwords. In the case of this
study, no words are removed this way. At the end of the pegtessor, the vocabulary is
generated and the documents and metadata (documents, vocab and meta) are processed.
Subsequently, terms appearing in less than a certain threshold of documents are ltered
out (in this study, the STMIter _termsthatappearin_lessthanthresold threshold is 50),
enabling to eliminate rare terms and focus on general topics.

The next stage involves the prevalence formula. The aim is to select the metadata columns
that could in uence the distribution of subjects (these columns are listed imllisol
Prevalence). The function then identi es common columns between the pre-de ned list of

relevant SDR columns (listll_colPrevalence) and columns present in the metadata (meta).
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These common columns form the prevalence formula.

But how are the listll_colPrevalence columns selected?

First of all, note that the SDR data contains narratives associated with 75 other
columns containing information on these reports. It is therefore necessary to
select the columns relevant to the study from these 75 columns. For the pur-
poses of this study, given the objective of temporal analysis and for compu-
tational resource reasons, the Dif cultyDate column has been selected to be
used in the prevalence formula. This column contains information on the date

on which the dif culty was encountered.

Once the prevalence formula has been formed, the documents deleted during the different
previous steps are stored to facilitate the association of the subjects identi ed by STM with
the corresponding narratives.

STM's hyperparameters can be ne-tuned, including the desired number of topics. STM's
searchK function can be used to identify the optimal number of topics according to various
performance criteria. However, for the purposes of this study, the number of topics gen-
erated by STM is the one obtained via BERTopic. This decision is motivated by several
considerations. Using the number of topics generated by BERTopic offers a point of ref-
erence for comparing different topic modeling methods. Indeed, it allows to compare the
relevance of topics extracted by STM with those of BERTopic, while keeping the number of
topics constant. Moreover, determining the optimal number of topics via searchK is costly
in time and resources. By adopting BERTopic's number of topics, this step is bypassed to
adapt to time and resources constraints. In addition, it allows to bene t from BERTopic's
pre-validation of topics. BERTopic uses advanced methods to capture the topic diversity
of the corpus. Finally, the STM model is trained using the previous variables and other
parameters. Among these parameters mants sets the maximum number of iterations

for the expectation-maximization algorithm. This way, this parameter manages the opti-

mization process to t the model to the data.
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Thus, getSTM returns the trained STM model, the generated documents, as well as the

vocabulary, metadata and indices of the excluded documents.

Figure 4.11: STM model implementation
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STM get coherence

The process for obtaining global topics and coherence follows similar steps to those fol-
lowed in the BERTopic section.

A getcoherenceSTM (Figure 4.12) method is implemented to calculate the coherence
score of the generated STM model. It begins by ltering the DataFrame containing the
matches between narratives and topics. This way, only documents with assigned topics are
kept.

Next, a word dictionary is created from these STM-generated docs. Topic representations
are extracted from the dbpicinfo DataFrame.

Finally, a coherence model is created using the Gensim library's CoherenceModel class,

using the topics, texts, dictionary and/ as the metric. This provides the coherence value.

Figure 4.12: STM get coherence

STM global topic execution ow

In order to obtain global topics from the STM model, the data must rst be adapted. STM
does not process empty cells. The rst step is to adapt the data to meet this need. For this
reason, columns containing a high percentage of missing values (threshplg rows =

10) are removed.
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Then, the remaining empty cells in the retained columns are lled with a value indicating
missing data (Nameategorymissingdata = “NaN”).

Next, global topics are generated with g&IM (Figure 4.11). The ids of the gener-
ated topics are added and associated with the corresponding narrative in the original SDR
DataFrame.

The coherence (Figure 4.12) of topics is calculated, and information detailing topic repre-
sentations (including FREX) and documents are also stored.

This process enables narratives to be analyzed in relation to global topics.

Figure 4.13: STM global topic execution ow

56



CHAPTER 5
RESULTS ANALYSIS

5.1 Topic coherence analysis

The aim of the rst experimentis to analyze the topics of 2023 SDR dataset using BERTopic

and STM, to compare the coherence of the topics generated by these two methods.

Let's rst analyze the coherence. Next, let's take a look at the global topics of BERTopic

and STM that have been identi ed.

5.1.1 Coherencanalysisof BERTopicandSTM models

The initial hypothesis of experiment 1 is that, if BERTopic's ability to capture contextual
and semantic relationships leads to higher topic coherence than STM, which relies on word
co-occurrence patterns, then BERTopic is likely to better capture relevant safety-related

topics from aviation SDR data.

The results:

On the one hand, the coherence of global topics generated by BERTopic is
0.537.

Let's note that the adopted grid parameters of BERTopic are hdbsaaclustersize=25,
UMAP_min_dist=0.1, UMAPn_components=9, and UMAR_neighbors=40.

On the other hand, the coherence of global topics generated by STM is 0.723.
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In contrast to the initial hypothesis 1, the results obtained suggest that STM performs better
than BERTopic in terms of coherence of identi ed topics.

This difference challenges the assumption that BERTopic's ability to capture contextual
and semantic relationships would lead to better topic coherence than STM, which relies on

word co-occurrence patterns.

Different factors could explain this gap:

The ne-tuning parameters chosen for BERTopic were selected to provide an evaluation
basis via the use of a grid. Although these parameters have been optimized, it is possible
that a more extensive exploration of hyperparameters could further improve BERTopic's
performance in terms of topic coherence in the speci c context of aviation safety reports.
An expanded ne-tuning grid could offer ner tuning, enabling BERTopic to better capture
the nuances of the data and improve the relevance and coherence of extracted topics.

In addition, the coherence calculation method could also bene t the performance of STM
in metric evaluation. Indeed, both metric and STM are based on the co-occurrence of words

in a speci ¢ context.

For a more comprehensive insight, the upcoming section will manually examine the global

topics identi ed by BERTopic and STM in detail. This analysis aims to better understand

their scope and meaning and to achieve a more human and intuitive understanding.
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5.1.2 Manualanalysisof globaltopicsidenti ed by BERTopicandSTM

Manual analysis of global topics identi ed by BERTopic

BERTopic in gures

BERTopic has generated 116 topics based on 9,473 reports and one -1 subject based on
6,044 reports from the 15,517 reports of the dataset.

The default -1 topic includes reports that do not correspond speci cally to one of the 116
topics generated.

Each topic represents an average of 82 reports. The most represented topic, global topic O,

collects 563 reports, while the least represented, global topic 115, represents 26.

Verbal interpretation of the principal 20 topics

The analysis will focus on the 20 topics (global topic ID 0 to global topic ID 19) with the
highest number of incidents.

In order to formulate a verbal interpretation of the various topics, a prompt was run through
ChatGPT 4 based on information generated by BERTopic: topic name (Name), topic rep-
resentation (Representation), keywords extracted by KeyBERT, MMR representation and
documents representative of the topic (Represent&ives). Manual validation was then
carried out to ensure that each prompt result was representative of the elements listed by
KeyBERT and Representatif@ocs. A few manual adjustments were made to some for-

mulations to make them more generic.

Manual categorization

From the information generated by BERTopic and the verbal interpretation, a category was

manually assigned to each topic (Figure 5.1).
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The list of possible categories is derived from the chapters in Boeing 737 Aircraft Main-
tenance Manual [55]. The contents of this manual cover: time limits, dimensions and
areas, lifting and shoring, leveling and weighing, parking and mooring, placards and mark-
ings, servicing, standard practices, air conditioning, auto ight, communications, electrical
power, equipment, re protection, ight controls, fuel, hydraulic power, ice and rain pro-
tection, indicating, landing gear, lights, navigation, oxygen, pneumatic, water, information
systems, inert gas system, auxiliary power unit, structures, doors, fuselage, nacelles, stabi-
lizers, windows, wings, engine.

For information, Aircraft Maintenance Manual (AMM) is a guide that helps maintenance
personnel maintain, inspect and x aircraft systems (mechanical, electrical, hydraulic com-
ponents). The AMM covers general maintenance of an aircraft. The different sections of
the AMM help to assess the relevance of the aviation safety topics it covers. Thus, manual
association of topics generated according to this referential, helps to verify whether the
results are linked to elements that may impact aviation safety.

Additionally, Structural Repair Manual (SRM) is a technical document that guides aircraft
maintenance teams for structural repairs (it provides procedures, standards, limitations).
The SRM is designed to ensure that any repairs made meet the safety and standards set by

the manufacturer.

Figure 5.1: Manual strategy BERTopic
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Thus, the manual category highlights where the problem is located, and when the problem's

cause is speci ed, it is indicated in parentheses (such as Corrosion).

Table of topic representations

Figure 5.2 summarizes this manually categorizing work.

Figure 5.2: Manual categorization BERTopic
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Analysis

Manual analysis of the 20 topics with the highest number of narratives shows that corrosion-
related incidents are the most frequent. They are present in 5 topics grouping 1,176 inci-
dents. Corrosion affects several parts of the aircraft.

The second most common type of incident concerns doors, with 860 incidents spread over
4 global topics. This group includes passenger exit doors, cargo doors, lavatory doors, etc.
These components are essential for passenger access and evacuation.

Air-conditioning incidents rank third, with 677 incidents across 2 global topics, one of
which (topic 0) alone accounts for 563 incidents.

Wings come fourth, with 261 incidents spread over 2 global topics. Corrosion-type inci-
dents on wings have been included in the Corrosion category.

These incidents concern various parts of the wings, such as the trailing edge, ap system,
etc. These components are important for aircraft stability and control.

Problems with the lights come fth. The majority of these incidents concern emergency
escape path lights. These lights must remain functional at all times, as they facilitate air-
craft evacuation in emergency situations.

Table 5.1 shows BERTopic's summary table of the ve categories with the most occur-
rences.

Table 5.1: BERTopic summary table of the ve categories with the most occurrences

Category Nb of incidents| Nb of topics
Corrosion 1,176 5
Door 860 4
Air Conditioning | 677 2
Wing 261 2
Light 272 2
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The verbal formulation of BERTopic-generated topics provides a description of the prob-
lem that can be interpreted by a human. This facilitates incident identi cation.

However, some topics are redundant, indicating that the model has dif culty distinguishing
between similar problems. These results suggest that a ner tuning of the BERTopic model,
by further adjusting the hyperparameters, could improve the consistency and relevance of

the thematic groupings.

Manual analysis of global topics identi ed by STM

STMin gures
STM generated 116 topics bringing together a maximum of 960 incidents. These incidents

are part of the 15,517 reports of the dataset.

Verbal interpretation of the principal 20 topics

The 20 most frequent topics were extracted from the whole set of 116 topics.

Like BERTopic, a prompt was run in ChatGPT 4 on the basis of STM's FREX represen-
tation to produce a verbal interpretation for the 20 topics selected. Manual validation was
then carried out to ensure that the interpretations produced were representative of the key-
words extracted by FREX method.

However, manual validation was complex for some topics due to the use of a single repre-
sentation and data pre-processing. Indeed, during data pre-processing, words are reduced
to their root via the stem function. This made the results less comprehensible, with some
words cut down to truncated forms, such as the following FREX representation ['nan’,

rev', 'el’, ‘condit’, 'sh’, 'job’, '‘complet’].

Manual categorization
The objective is to classify each topic by category (Figure 5.4). Similar to BERTopic's

manual categorization, STM's manual category is determined from the list of chapter ti-
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