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SUMMARY

The primary goal of machine perception and scene understanding is to parse complex,

high-dimensional sensory data and extract both geometric and semantic details from in-

tricate environments. Signi�cant advancements in scene understanding have been driven

by deep neural networks. These learning-based frameworks enhance performance through

extensive training datasets and a large number of trainable parameters. However, they are

less scalable and require substantial computational and �nancial resources.

This dissertation explores two aspects of ef�cient visual learning for scene understand-

ing, including label-ef�cient learning and parameter-ef�cient learning for scene under-

standing. To improve the label ef�ciency for instance-level scene understanding tasks,

we conduct several analyses and identify the limitations in training object detectors with

limited supervision. We then construct a series of frameworks to leverage the unlabeled

data to improve the accuracy of object detectors, and these frameworks not only achieve

state-of-the-art results on several benchmarks but also demonstrate adaptability in their de-

ployment to different architectures and practical open-set environments. Furthermore, to

improve the parameter ef�ciency for multi-task scene understanding scenarios, we adapt

parameter-ef�cient methods from natural language processing (NLP) to the scene under-

standing tasks. Our analyses reveal the weaknesses of these methods, leading us to develop

a framework to enable the sharing of information across different tasks with fewer trainable

parameters. This reduces the number of trainable parameters without sacri�cing accuracy,

demonstrating the effectiveness of our parameter-ef�cient framework in multi-task scene

understanding scenarios. These advancements demonstrate the practicality and adaptability

of ef�cient learning frameworks in diverse, resource-constrained environments.
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CHAPTER 1

INTRODUCTION

Scene understanding is the process of extracting and interpreting semantic and geo-

metric information from the intricate sensor data. It is important because it serves as a

foundational technique for numerous applications in robotics, autonomous driving, and

augmented reality. For example, for robots and autonomous vehicles, understanding their

surroundings is critical for navigation, obstacle avoidance, and effective interaction with

the environment; in augmented reality, interpreting a user's environment enables the seam-

less integration of virtual content with the real world, providing interactive and immersive

experiences. However, the intricate complexity and variability of scenes, coupled with the

inherent challenges posed by high-dimensional data, signi�cantly amplify the dif�culty of

achieving accurate scene understanding.

To overcome these challenges and achieve precise scene understanding, the majority

of existing research leans on deep neural networks due to their superior ability to extract

high-level abstract features from high-dimensional data. Recent advancements in deep neu-

ral network techniques hinge on two critical factors:1) the employment of comprehensive,

labeled datasets, and 2) the expansion in the volume of trainable parameters. In particu-

lar, the datasets used for training deep neural networks have witnessed a substantial surge

over the years, evolving from collections encompassing only thousands of images to those

comprising billions of image-label combinations. Similarly, there has been a parallel in-

crease in the size of the models. Over the years, the paradigm has shifted dramatically from

networks with capacities in the millions of parameters to sophisticated architectures with

billions of parameters.

Despite the promising progress, collecting large-scale labeled data and employing ex-
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Figure 1.1: Ef�cient Visual Learning for Scene Understanding. This thesis explores
and develops ef�cient frameworks under different low-recourse conditions, including label-
scarce scenarios and computation-limited environments.

tensive models incur substantial computational and �nancial costs, making them challeng-

ing and often impractical under resource-limited environments and scenarios. For example,

within the realm of medical imaging, annotating labels for speci�c diseases necessitates the

expertise of seasoned professionals. This requirement constrains the volume of label anno-

tations that can be collected, either limiting the collection scope or escalating the expenses

associated with gathering extensive label annotations. Furthermore, edge devices like mo-

bile phones or virtual reality headsets have restricted storage capacities, so storing the vast

weights of large neural networks on such local storage becomes impractical.

Therefore, as shown in Figure 1.1, the primary objective of this thesis is to explore

and establish ef�cient methodologies for scene understanding that are adaptable across a

variety of environments and applications, particularly those limited by resource constraints.

In pursuit of this objective, we strategically address the challenge from two critical aspects:

label-ef�ciency andparameter-ef�ciency within the realm of scene understanding tasks.

Among scene understanding tasks, a fundamental technique is object detection, which
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localizes and identi�es objects from sensor data. This method not only predicts the loca-

tion of objects within an image but also provides their semantic labels, thereby facilitating a

myriad of applications. At the foundational level, it can enhance tasks such as instance seg-

mentation [1, 2, 3] and object tracking [4, 5]. In addition, its impact extends to advanced

tasks, including robot navigation [6, 7] and visual question answering [8, 9]. However,

collecting label annotations for object detection is signi�cantly more time-consuming and

costly compared to that for image classi�cation tasks. This is primarily because it neces-

sitates the collection of both semantic labels and location information for multiple objects

within a single image.

Therefore, we initially focus on analyzing the object detector's performance in the con-

text of a limited amount of labeled data. Our �ndings indicate that under conditions of lim-

ited supervision, the classi�ers used in object detectors are susceptible to over�tting to the

small-scale training set, resulting in diminished effectiveness on the unseen validation set.

To address this issue, we introduce an additional set of unlabeled data to investigate the po-

tential of semi-supervised object detection. The majority of existing works [10, 11] address

this problem with the use of pseudo-labeling, which employs the predictions of initial mod-

els as a form of supervision. We discover such a mechanism does not integrate effectively

with the object detector, leading to the pseudo-labeling bias issue, where the distribution of

pseudo-labels is disproportionately biased toward the majority of object categories. There-

fore, we propose a novel label-ef�cient framework, Unbiased Teacher, which addresses the

problem from two aspects, including weighting the training instances of different object

categories (i.e., Focal Loss) and preventing the model from drastically updating via noisy

gradient (i.e., exponential moving average). This framework effectively improves the ac-

curacy of object detectors under different degrees of supervision andachieves better label

ef�ciency in instance-level scene understanding tasks. In this framework, our primary

insight reveals thatproblems in label-ef�cient learning extend beyond mere over�tting and

encompass a range of intricate issues, such as issues of class imbalance in object detec-
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tion. Such complications can markedly reduce the ef�cacy of pseudo-labeling methods,

which are commonly utilized to address the limitations associated with learning under la-

bel scarcity.

Furthermore, we have identi�ed two persistent challenges in semi-supervised object

detection: Firstly, the focus of existing studies remains narrowly con�ned to enhancing

semi-supervised techniques for anchor-based detectors. This concentration overlooks the

potential of more sophisticated architectures, such as anchor-free detectors, which have

demonstrated superior accuracy and adaptability across diverse datasets and environments.

Secondly, while object detectors consist of two components—object category classi�ca-

tion and object localization—existing research disproportionately emphasizes developing

advanced semi-supervised frameworks for classi�cation, often neglecting the equally cru-

cial aspect of semi-supervised bounding box regression. We hereby introduce Unbiased

Teacher v2 to address the limitations of pseudo-labeling in anchor-free detectors, incor-

porating a more effective label assignment method for semi-supervised object classi�ca-

tion. Moreover, we propose a novel relative thresholding mechanism for pseudo-label

selection. Speci�cally, our method involves comparing the con�dence levels between

pseudo-labels and actual predictions. We then enforce the loss and apply the gradient

only to those instances where the pseudo-labels exhibit higher con�dence. This approach

effectively reduces prediction noise in pseudo-labels, thereby enhancing the ef�ciency of

pseudo-labeling in semi-supervised learning. This demonstrates theadaptability of label-

ef�ciency frameworks to various scene understanding model architectures, effectively

bridging the performance gaps among them within the context of label-ef�cient scenarios.

Our key insights within this framework are twofold: Firstly,label-ef�cient mechanisms

must be tailored and adapted according to the speci�c properties of different model archi-

tectures, even when they are tasked with solving the same problem. Secondly,enhancing

the effectiveness of pseudo-labeling methods hinges critically on the elimination of predic-

tion noise within these pseudo-labels. This underlines the reason our relative thresholding
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approach shows more effective in noise elimination compared to the traditional teacher-

only con�dence thresholding method.

In addition, when examining semi-supervised learning withinreal-world contexts, it is

natural to opt for the vast array of images available online as a source of unlabeled data. In

such cases, the distribution of object categories in unlabeled data is not con�ned to those

in the labeled set, often including images of unseen objects that are outside of the distribu-

tion (OOD). We therefore consider Open-Set Semi-Supervised Object Detection (OSSOD),

which aims to leverage theunconstrainedunlabeled images (i.e., images containing unseen

OOD objects), to improve an object detector trained with the available labeled data. From

our systematic analysis, we empirically �nd that out-of-distribution (OOD) instances in un-

labeled data remain challenging for existing SSOD works. Speci�cally, the existing SSOD

method obtains a lower performance gain in open-set conditions, and this is caused by the

semantic expansion, where the distracting OOD objects are mispredicted as in-distribution

pseudo-labels for the semi-supervised training. To address this problem, we propose to

apply online and of�ine OOD detection modules, which are integrated with SSOD meth-

ods. With the extensive studies, we �nd that leveraging an of�ine OOD detector based on a

self-supervised vision transformer performs favorably against online OOD detectors due to

its robustness to the interference of pseudo-labeling. Our proposed framework effectively

addresses the semantic expansion issue and shows consistent improvements on many OS-

SOD benchmarks, and this demonstrates theapplicability of label-ef�ciency learning for

scene understanding tasks in real-world scenarios.

Another trend in enhancing accuracy in learning-based scene understanding heavily

relies on increasing the number of trainable parameters. However, this approach is be-

coming less favorable and scalable, particularly in low-resource environments such as mo-

bile devices, drones, and robots. Primarily, parameter-ef�cient methods require less GPU

memory, local storage, and computational power. This property makes them particularly

suitable for deployment in hardware environments with inherent limitations on these re-
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sources. This ef�ciency becomes even more critical when systems need to support mul-

tiple downstream tasks. Instead of retraining all parameters of giant model architecture,

parameter-ef�cient learning models allow for the adjustment or training of a signi�cantly

smaller subset of parameters. This leads to signi�cant saving in time, energy, and compu-

tational resources. Despite their success, most existing methods are proposed in Natural

Language Processing (NLP) tasks, and adaptation to scene understanding tasks remains

under-explored.

We therefore propose to create a parameter-ef�cient benchmark and examine existing

parameter-ef�cient �ne-tuning NLP methods for vision tasks. To improve the parameter

ef�ciency of multi-task architectures, we propose Polyhistor and Polyhistor-Lite, consist-

ing of Decomposed HyperNetworks and Layer-wise Scaling Kernels, to share information

across different tasks with a few trainable parameters. Decomposed HyperNetworks are

proposed to reduce the parameter for multiple tasks, and Layer-wise Scaling Kernels are

designed to �t adapters to different layers of hierarchical vision transformers. By inte-

grating these two techniques, our approach offers a promising solution to the challenge

of parameter ef�ciency in multi-task scene understanding scenarios. Not only does it re-

duce the number of trainable parameters, but it also ensures that accuracy is not compro-

mised in the process. Consequently, we demonstratethe practicality and effectiveness

of a parameter-ef�cient framework in complex, multi-task scenarios for scene under-

standing.

1.1 Thesis Statement

In the effort to deploy scene understanding models for a variety of resource-constrained

environments and scenarios, we optimize the ef�ciency of learning-based frameworks by

reducing the number of label annotations and the number of trainable parameters.
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Figure 1.2: Our ef�cient frameworks consist of label-ef�ciency and parameter-ef�ciency
for scene understanding.

1.2 Research Questions

We aim to answer the research questions listed below.

• How to improve the label ef�ciency for scene understanding tasks?

• How to generalize the label-ef�cient method for different model architectures?

• How to use unconstrained unlabeled data to improve the label ef�ciency of scene

understanding in real-world scenarios?

• How to improve the parameter ef�ciency for scene understanding tasks?

1.3 Outline

In chapter 2, we start with an extensive literature review and categorize the discussion

into two primary dimensions: label-ef�ciency and parameter-ef�ciency for scene under-

standing. Following our review, we turn our attention to label-ef�cient learning within the
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context of scene understanding, with a speci�c focus on instance-level scene understand-

ing, in chapter 3. We begin by presenting an analysis to investigate how an object detector

behaves under limited supervision settings. To address the over�tting issue caused by lim-

ited supervision and the pseudo-labeling bias issue resulting from class imbalance, we then

introduce a framework, Unbiased Teacher, to better utilize unlabeled data to improve object

detection accuracy. In the experiment section of chapter 3, our proposed Unbiased Teacher

demonstrates signi�cant performance gains over prior state-of-the-art works [12, 13, 10]

on several semi-supervised object detection benchmarks.

To further examine the semi-supervised learning frameworks for more advanced object

detection architectures, in chapter 4, we explore the extension of semi-supervised frame-

works to anchor-free detectors. Through our investigation, we �nd two primary reasons

behind the subpar performance of state-of-the-art frameworks when applied to anchor-free

detectors. Furthermore, we introduce a relative thresholding mechanism designed to en-

hance semi-supervised bounding box regression tasks. The performance gain shown in the

experiment section validates the effectiveness of our extension to various object detector

architectures for instance-level scene understanding tasks.

In chapter 5, we delve deeper into a more pragmatic approach for label-ef�cient learn-

ing in the open-set scenarios by leveraging large-scale, unconstrained unlabeled images

within semi-supervised learning. Our analysis reveals that traditional semi-supervised

frameworks exhibit diminished ef�cacy in the open-set scenario as opposed to their per-

formance in the closed-set environment. To provide a comprehensive understanding, we

introduce a novel benchmark in which we rigorously evaluate two baselines: online and

of�ine Out-of-Distribution (OOD) detection. Our �ndings indicate that of�ine OOD de-

tection exhibits superior performance against online one, largely attributable to its less

susceptibility to the noise introduced by pseudo-labeling. In the experiment, we deploy

our framework in the open-set scenarios, and it properly addresses the semantic expansion

issue in such settings and achieves higher accuracy against the Unbiased Teacher and other
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baselines.

In chapter 6, we concentrate on advancing parameter ef�ciency for scene understand-

ing. Since most parameter-ef�cient methods have been developed for NLP tasks, we �rst

re-implement and examine these methods on our scene understanding benchmarks, speci�-

cally for dense vision tasks. We identify the weaknesses of the existing parameter-ef�cient

methods, such as inef�ciency to be applied on hierarchical vision transformers and inef-

�ciency to be applied on multi-task scenarios. To improve the parameter ef�ciency of

multi-task architectures, we propose Polyhistor and Polyhistor-Lite, consisting of Decom-

posed HyperNetworks and Layer-wise Scaling Kernels, to share information across differ-

ent tasks with a few trainable parameters. In this way, we reduce trainable parameters while

maintaining accuracy in the multi-task scenarios.

1.4 Contributions

The primary contributions of this dissertation are outlined below:

• Building a New Paradigm for Label-Ef�cient Scene Understanding: We present a

detailed analysis of semi-supervised object detection and identify the pseudo-labeling

bias issue caused by the class imbalance in object detection. Our proposed Unbiased

Teacher effectively addresses the issue, improves the label ef�ciency, and achieves

state-of-the-art performance in several semi-supervised object detection benchmarks

(refer to chapter 3).

• Advancing with Sophisticated Architectural Adaptations: We evolve to Unbiased

Teacher v2, which demonstrates the adaptability to more sophisticated object detec-

tion architecture - anchor-free detectors. Our in-depth analysis uncovers the limi-

tations of current frameworks when adapted to anchor-free detection methods. To

address these, we introduce a relative thresholding mechanism in semi-supervised

regression tasks. This not only bridges the performance gap between various model
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architectures but sets a new benchmark in object detection tasks (refer to chapter 4).

• Adapting to Real-World Open-Set Scenarios: We transition to a more realistic and

demanding scenario where the unlabeled dataset is not constrained by object cate-

gory distributions. Through empirical research, we identify a semantic expansion

issue. This arises when out-of-distribution object categories compromise the ef�cacy

of semi-supervised learning. To address this, we introduce a novel framework that

integrates additional OOD detection. This enhancement re�nes pseudo-label quality,

leading to notable advancements in open-set semi-supervised learning (refer to chap-

ter 5).

• Enhancing Parameter Ef�ciency for Multi-Task Scene Understanding: We revis-

ited parameter-ef�cient methods from the NLP area, adapting them for dense scene

understanding tasks. We further introduce decomposed lite hyper-networks to mini-

mize parameter consumption in multi-task settings and integrate the scaling kernels

with hierarchical vision transformers. These two techniques contribute to a more

parameter-ef�cient framework for multi-task scene understanding scenarios (refer

to chapter 6).
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CHAPTER 2

RELATED WORKS

2.1 Label-ef�ciency for Scene Understanding

With the goal of increasing the label ef�ciency in training deep neural networks, semi-

supervised learning exploits unlabeled data to improve the model which is solely trained

on the labeled data. The majority of the recent semi-supervised methods typically consist

of (1) input augmentations and perturbations, and (2) consistency regularization. They reg-

ularize the model to be invariant and robust to certain augmentations on the input, which

requires the outputs given the original and augmented inputs to be consistent. For example,

existing approaches apply convention data augmentations [14, 15, 16, 17, 11] to gener-

ate different transformations of the semantically identical images, perturb the input images

along the adversarial direction [18, 19], utilize multiple networks to generate various views

of the same input data [20], mix input data to generate augmented training data and la-

bels [21, 22, 23, 17], or learn augmented prototypes in feature space instead of the image

space [24].

Furthermore, semi-supervised learning has been applied to various scene understand-

ing tasks, including object detection [10, 25], segmentation [26, 27, 28, 29], depth estima-

tion [30, 31, 32], etc. Among these tasks, object detection is critical since it serves as a

fundamental technique for interpreting the environment at the instance level. A good label-

ef�cient object detector bene�ts several applications ranging from low-level (e.g.,instance

segmentation [1, 2, 3], object tracking [4, 5]) to high-level tasks (e.g.,robot navigation [6,

7], visual question answering [8, 9]). However, the complexities in the architecture design

of object detectors hinder the transfer of existing semi-supervised techniques from image

classi�cation to object detection.
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Inspired by the aforementioned works on semi-supervised learning, several semi-supervised

object detection works have been proposed to exploit similar ideas to train object detectors

in a semi-supervised manner. For example, CSD [12] applies a left-right consistency loss

to enforce prediction consistency between horizontally �ipped unlabeled images. Some

other works [10, 25, 33, 34] exploit pseudo-labeling, where a model iteratively gener-

ates the pseudo-labels of unlabeled data and add the con�dent predictions into the training

data. STAC [10] uses the limited amount of labeled data to train an object detector, which

is used to generate the pseudo-labels for unlabeled data in an of�ine manner. To re�ne

the quality of pseudo-labels, Instant-Teaching [33] proposes a co-rectify scheme to rec-

tify the false prediction between two identical but independently trained models. Humble

Teacher [34] applies exponential moving average (EMA) and soft pseudo-labels to im-

prove against the model trained on labeled data only. Unbiased Teacher [25] proposes to

generate the pseudo-labels in an online fashion, and the quality of pseudo-labels is further

improved by addressing the pseudo-labeling bias issue. SoftTeacher [35] proposes a sim-

ple background-weighted loss and box variance �lter to improve performance against the

supervised baselines.

Different from the works previously mentioned, our framework delves deeper into

various aspects of semi-supervised object detection. We identify and tackle the issue of

pseudo-labeling bias issue, caused by the class-imbalance nature in object detection (chap-

ter 3). Furthermore, we expand the application of data-ef�cient frameworks to encompass

a broader range of model architectures (chapter 4) and implement semi-supervised learning

in practical, open-set real-world scenarios (chapter 5).

2.2 Parameter-ef�ciency for Scene Understanding

Parameter-ef�cient Learning aims to adapt a pre-trained model to a new task by only train-

ing a small number of parameters. The most straightforward method is to freeze the pre-

trained encoder and only �ne-tune the last layer, while, in terms of the accuracy of down-
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stream tasks, it is still far from full �ne-tuning. Thus, to achieve a better trade-off between

accuracy and the number of tunable parameters, several works [36, 37, 38, 39, 40, 41, 42]

have proposed more parameter-ef�cient methods, and we summarize these works in the

following paragraphs.

Several works build upon the Adapter [38], which is a bottleneck-like module that is

placed across the architecture and trained while the rest of the original model is frozen.

By changing the dimension of hidden vectors, one can easily control the trade-off between

trainable parameters and accuracy. For example, Houlsbyet al. [38] proposes to apply

two adapter modules placed after the attention layers and the MLP layers respectively,

while Pfeiffer et al. [43] only use adapters after MLP layers and show more parameter-

ef�ciency. Furthermore, PHM-Layer [39] learns two types of matrices, one ”slow” matrix

shared across layers and the other ”fast” matrix learned individually in different layers, to

produce the adapter weight via Kronecker Product [44]. Compacter [39] further reduces

the parameters by decomposing the slow matrix into two rank-one vectors. Different from

their goal of sharing slow matrix across layers, we apply Kronecker Product to ef�ciently

scale up adapters to different layer scales.

In addition, there are other parameter-ef�cient learning works. BitFit [36] shows simply

tuning biases in all layers improves against the linear probing. Some other works �ne-tune

learnable vectors, such as learnable vectors in input word embeddings [45] and learnable

vectors integrated with keys/values in each layer of transformers [46]. LoRA [37] produces

two low-rank matrices, which are multiplied and served as a residual of attention weight

matrices. While the above methods show favorable results with using fewer trainable pa-

rameters, the goal of these works is single-task adaptation.

When multiple tasks are learned jointly, one can share some homogeneous information

across different tasks and save the parameter usage by removing the duplicated learned

features. To this end, Hyperformer [40] introduces a hyper-network, which takes as input

task embeddings and produces the weights of adapters in different tasks. Since only the
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parameters in the hyper-network need to be trained, the number of trainable parameters

in task-wise components can thus be reduced in the multi-tasking setup. On the other

hand, Sunget al. [47] shows that simply adding a single adapter on language transformer

and sharing the adapter across tasks can achieve promising results in vision-and-language

cross-modal tasks (e.g.,image captioning).

Despite the promising results, most parameter-ef�cient learning methods are evaluated

on language transformers and NLP benchmarks, and parameter-ef�cient learning on Vision

Transformer [41] is still an under-explored topic. A recent work, Visual Prompt Tuning

(VPT) [41], initiates the study of parameter-ef�cient learning on Vision Transformers, and

it follows the idea of prompt tuning in language tasks and prepends and �ne-tunes some ex-

tra learnable vectors in the input space of pre-trained Vision Transformers. VPT focuses on

single-task adaptation, while our work focuses on multi-task adaptation. To fairly compare

different parameter-ef�cient learning methods, Heet al. [48] present an empirical study

and re-evaluate parameter-ef�cient learning methods (BitFit, Adapters, Pre�x Tuning, and

LoRA) under the same experiment con�gurations for NLP tasks. Inspired by their work,

we implement the aforementioned parameter-ef�cient NLP methods (and include more lat-

est works [39, 40, 41]) on our dense vision tasks, conduct comparative experiments, and

fairly compare these methods. We then propose a more parameter-ef�cient framework for

multi-task scene understanding tasks.
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CHAPTER 3

LEARNING TO DETECT OBJECTS WITH LIMITED SUPERVISION

3.1 Introduction

Figure 3.1: Illustration of semi-supervised object detection, where the model observes a set
of labeled data and a set of unlabeled data in the training stage.

The availability of large-scale datasets and computational resources has allowed deep

neural networks to achieve strong performance on a wide variety of scene understanding

tasks. However, training these networks requires a large number of labeled examples that

are expensive to annotate and acquire. As an alternative, Semi-Supervised Learning (SSL)

methods have received growing attention [11, 49, 14, 50, 16, 15, 51, 52]. Yet, these ad-

vances have primarily focused on image classi�cation, rather than other complicated scene

understanding tasks such as object detection where bounding box annotations require more

effort. 1

In this chapter, we explore object detection under the SSL setting (Figure 3.1): an ob-

ject detector is trained with a single dataset where only a small amount of labeled bounding

1The majority of the content in this chapter was published at the International Conference on Learning
Representations (ICLR) 2021 [25].
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Figure 3.2: Our proposed model can ef�ciently leverage the unlabeled data and perform
favorably against the existing semi-supervised object detection works, including CSD [12]
and STAC [10].

boxes and a large amount of unlabeled data are provided, or an object detector is jointly

trained with a large labeled dataset as well as a large external unlabeled dataset. A straight-

forward way to address Semi-Supervised Object Detection (SSOD) is to adapt from exist-

ing advanced semi-supervised image classi�cation methods [11]. Unfortunately, object

detection has some unique characteristics that interact poorly with such methods. For

example,the nature of class-imbalance in object detection tasks impedes the usage

of pseudo-labeling. In object detection, there exists foreground-background imbalance

and foreground class imbalance. These imbalances make models trained in SSL settings

prone to generate biased predictions. Pseudo-labeling methods, one of the most success-

ful SSL methods in image classi�cation [51, 11], may thus be biased towards dominant

and overly con�dent classes (background) while ignoring minor and less con�dent classes

(foreground). As a result, adding biased pseudo-labels into the semi-supervised training

aggravates the class-imbalance issue and introduces severe over�tting.

As shown in Figure 3.3, taking a two-stage object detector as an example,there exists

heavy over�tting on the foreground/background classi�cation in the RPN and multi-
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class classi�cation in the ROIhead(but not on bounding box regression).

To overcome these issues, as shown in Figure 3.4, we propose a general framework

– Unbiased Teacher: an approach that jointly trains aStudentand a slowly progressing

Teacherin a mutually-bene�cial manner, in which the Teacher generates pseudo-labels to

train the Student, and the Student gradually updates the Teacher via Exponential Moving

Average (EMA), while the Teacher and Student are given different augmented input im-

ages (see Figure 3.4). Inside this framework, (i) we utilize the pseudo-labels as explicit

supervision for both RPN and ROIhead and thus alleviate the over�tting issues in both

RPN and ROIhead. (ii) We also prevent detrimental effects due to noisy pseudo-labels by

exploiting the Teacher-Student dual models. (iii) With the use of EMA training and the Fo-

cal loss [53], we can address the pseudo-labeling bias problem caused by class-imbalance

and thus improve the quality of pseudo-labels. As a result, our object detector achieves

signi�cant performance improvements.

We benchmark Unbiased Teacher with SSL setting using the MS-COCO and PASCAL

VOC datasets, namelyCOCO-standard, COCO-additional, andVOC. When using only

1%labeled data from MS-COCO (COCO-standard), Unbiased Teacher achieves6:8 abso-

lute mAP improvement against the state-of-the-art method, STAC [10]. Unbiased Teacher

consistently achieves around 10 absolute mAP improvements when using only0:5; 1; 2; 5%

of labeled data compared to supervised baseline. Unbiased Teacher also demonstrates 3.9

mAP improvement when trained with additional unlabeled data from MS-COCO (COCO-

additional).

We highlight the key points of this chapter as follows:

• By analyzing object detectors trained with limited supervision, we identify that the

nature of class-imbalance in object detection tasks impedes the effectiveness of pseudo-

labeling method on SSOD tasks.

• We thus proposed a simple yet effective method, Unbiased Teacher, to address the

pseudo-labeling bias issue caused by class-imbalance existing in ground-truth labels
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Figure 3.3: Validation Losses of our model and the model trained with labeled data only.
When the labeled data is insuf�cient (1% and 5%), RPN and ROIhead classi�ers suffer
from over�tting, while RPN and ROIhead regression do not suffer from over�tting. Our
model can signi�cantly alleviate the over�tting issue in classi�ers and also improve the
validation box regression loss.

and the over�tting issue caused by the scarcity of labeled data.

• Our Unbiased Teacher achieves state-of-the-art performance on SSOD acrossCOCO-

standard, COCO-additional, andVOC datasets. We also provide an ablation study

to verify the effectiveness of each proposed component.

3.2 Our Method - Unbiased Teacher

Problem de�nition. Our goal is to address object detection in a semi-supervised set-

ting, where a set of labeled imagesD s = f x s
i ; y s

i gN s
i =1 and a set of unlabeled images

D u = f x u
i gNu

i =1 are available for training.Ns andNu are the number of supervised and

unsupervised data. For each labeled imagex s, the annotationsy s contain locations, sizes,

and object categories of all bounding boxes.

Overview. As shown in Figure 3.4, our Unbiased Teacher consists of two training stages,

theBurn-In stage and theTeacher-Student Mutual Learning stage. In the Burn-In stage

( subsection 3.2.1), we simply train the object detector using the available supervised data

to initialize the detector. At the beginning of the Teacher-Student Mutual Learning stage

( subsection 3.2.2), we duplicate the initialized detector into two models (TeacherandStu-
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Figure 3.4: Overview ofUnbiased Teacher. Unbiased Teacher consists of two stages.
Burn-In : we �rst train the object detector using available labeled data.Teacher-Student
Mutual Learning consists of two steps.Student Learning: the �xed teacher generates
pseudo-labels to train the Student, while Teacher and Student are given weakly and strongly
augmented inputs, respectively.Teacher Re�nement: the knowledge that the Student
learned is then transferred to the slowly progressing Teacher via exponential moving aver-
age (EMA) on network weights. When the detector is trained until converge in the Burn-In
stage, we switch to the Teacher-Student Mutual Learning stage.

dentmodels). Our Teacher-Student Mutual Learning stage aims at evolving bothTeacher

andStudentmodels via a mutual learning mechanism, where theTeachergenerates pseudo-

labels to train theStudent, and theStudentupdates the knowledge it learned back to the

Teacher; hence, the pseudo-labels used to train theStudentitself are improved. Lastly,

there exists class-imbalance and foreground-background imbalance problems in object de-

tection, which impedes the effectiveness of semi-supervised techniques of image classi�-

cation (e.g.,pseudo-labeling) being used directly on SSOD. Therefore, in subsection 3.2.3,

we also discuss how Focal loss [53] and EMA training alleviate the imbalanced pseudo-

label issue.

3.2.1 Burn-Inwith LabeledData

It is important to have a good initialization for both Student and Teacher models, as we will

rely on the Teacher to generate pseudo-labels to train the Student in the later stage. To do so,

we �rst use the available supervised data to optimize our model� with the supervised loss

L sup. With the supervised dataD s = f x s
i ; y s

i gN s
i =1 , the supervised loss of object detection
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consists of four losses: the RPN classi�cation lossL rpn
cls , the RPN regression lossL rpn

reg , the

ROI classi�cation lossL roi
cls , and the ROI regression lossL roi

reg [54],

L sup =
X

i

L rpn
cls (x s

i ; y s
i ) + L rpn

reg (x s
i ; y s

i ) + L roi
cls (x s

i ; y s
i ) + L roi

reg(x s
i ; y s

i ): (3.1)

After Burn-In, we duplicate the trained weights� for both the Teacher and the Student mod-

els (� t  �; � s  � ). Starting from this trained detector, we further utilize the unsupervised

data to improve the object detector via the following proposed training regimen.

3.2.2 Teacher-StudentMutualLearningwith UnlabeledData

Overview. To leverage the unsupervised data, we introduce the Teacher-Student Mutual

Learning regimen, where the Student is optimized by using the pseudo-labels generated

from the Teacher, and the Teacher is updated by gradually transferring the weights of con-

tinually learned Student model. With the interaction between the Teacher and the Student,

both models can evolve jointly and continuously to improve detection accuracy. With the

improvement on detection accuracy, this also means that the Teacher generates more accu-

rate and stable pseudo-labels, which we identify as one of the keys for large performance

improvement compared to existing work [10]. In another perspective, we can also regard

the Teacher as the temporal ensemble of the Student models in different time steps. This

aligns our observation that the accuracy of the Teacher is consistently higher than the Stu-

dent. As noted in prior works [16, 55], one crucial factor in improving the Teacher model

is the diversity of Student models; we thus use the strongly augmented images as as input

of the Student, but we use the weakly augmented images as input of the Teacher to provide

reliable pseudo-labels.

Student Learning with Pseudo-Labeling.To address the lack of ground-truth labels for

unsupervised data, we adapt the pseudo-labeling method to generate labels for training the

Student with unsupervised data. This follows the principle of existing successful exam-
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ples in semi-supervised image classi�cation tasks [51, 11]. Similar to classi�cation-based

methods, to prevent the consecutively detrimental effect of noisy pseudo-labels (i.e., con-

�rmation bias or error accumulation), we �rst set a con�dence threshold� of predicted

bounding boxes to �lter low-con�dence predicted bounding boxes, which are more likely

to be false positive samples.

While the con�dence threshold method have achieved tremendous success in the image

classi�cation, it is however not suf�cient for object detection. This is because there also

exist duplicated box predictions and imbalanced prediction issues in the SSOD (we leave

the discussion of the imbalanced prediction issue in subsection 3.2.3). To address the dupli-

cated boxes prediction issue, we remove the repetitive predictions by applying class-wise

non-maximum suppression (NMS) before the use of con�dence thresholding as performed

in STAC [10].

In addition, noisy pseudo-labels can affect the pseudo-label generation model (Teacher).

As a result, we detach the Student and the Teacher. To be more speci�c, after obtaining the

pseudo-labels from the Teacher, only the learnable weights of the Student model is updated

via back-propagation.

� s  � s + 

@(L sup + � uL unsup )

@�s
; L unsup =

X

i

L rpn
cls (x u

i ; ŷ u
i ) + L roi

cls (x u
i ; ŷ u

i ) (3.2)

Note that we do not apply unsupervised losses for the bounding box regression since the

naive con�dence thresholding is not able to �lter the pseudo-labels that are potentially in-

correct for bounding box regression (because the con�dence of predicted bounding boxes

only indicate the con�dence of predicted object categories instead of the quality of bound-

ing box locations [56]).

Teacher Re�nement via Exponential Moving Average. To obtain more stable pseudo-

labels, we apply EMA to gradually update the Teacher model. The slowly progressing

Teacher model can be regarded as the ensemble of the Student models in different training
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iterations.

� t  �� t + (1 � � )� s: (3.3)

This approach has been shown to be effective in many existing works,e.g.,ADAM opti-

mization [57], Batch Normalization [58], self-supervised learning [59, 60], and SSL image

classi�cation [16], while we, for the �rst time, demonstrate its effectivenessalsoin allevi-

ating pseudo-labeling bias issue for SSOD.

3.2.3 CategoryBiasin Pseudo-label

Ideally, the methods based on pseudo-labels can address problems caused by the scarcity of

labels, yet the inherent nature of imbalance in object detection tasks/datasets impedes the

effectiveness of pseudo-labeling methods. As mentioned in [61], in object detection, there

exists foreground-background imbalance (e.g.,background instances accounts for 70% of

all training instances) and foreground classes imbalance (e.g.,human instances accounts

for 30% of all foreground training instances in MS-COCO [62]). If standard cross-entropy

is applied in the condition of insuf�cient training data, the model is likely prone to predict

the dominant classes. This makes the prediction bias toward prevailing classes and leads to

the class-imbalance issue in generated pseudo-labels. Relying on the biased pseudo-labels

during training makes the imbalanced prediction issue even more severe. To address the

imbalance issue in object detection, existing works have proposed several methods [63, 53,

64].

In this work, we consider a simple yet effective method; we replace the standard cross-

entropy with the multi-class Focal loss [53] for the multi-class classi�cation of ROIhead

classi�er (i.e., L roi
cls ). Focal loss is designed to put more loss weights on the samples with

lower-con�dence instances. As a result, it makes the model focus on hard samples, instead

of the easier examples that are likely from dominant classes. Although the Focal loss is not

widely used for vanilla supervised object detection settings (the accuracy of YOLOv3 [65]

even drops if the focal loss is applied), we argue that it is crucial for SSOD due to the issue

22



of biased pseudo-labels.

On the other hand, we also observe that the EMA training can also alleviate the imbal-

anced pseudo-labeling biased issue due to the conservative property of the EMA training.

To be more speci�c, with the EMA mechanism, the new Teacher model is regularized

by the previous Teacher model, and this prevents the decision boundary from drastically

moving toward the minority classes. In detail, the weights of the Teacher model can be

represented as follows:

� i
t = �̂ � 


i � 1X

k=1

(1 � � � k+( i � 1))
@(L sup + � uL unsup )

@�ks
; (3.4)

where�̂ is the model weight after the burn-in stage,� i
t is the Teacher model weight ini -th

iteration,� k
s is the Student model weight ink-th iteration,
 is the learning rate, and� is

the EMA coef�cient.

The regularization of the previous Teacher model is equivalent to putting an additional

small coef�cient on the gradients on Student models in previous steps. With the slowly

altered decision boundary (i.e., higher stability), the pseudo-labels of these unlabeled in-

stances are less likely to change dramatically, and this prevents the decision boundary

from moving toward minority classes (i.e., majority class bias). Thus, the EMA-trained

Teacher model is bene�cial for producing more stable pseudo-labels and addressing the

class-imbalance issue in SSOD.

We note that the class-imbalance issue is crucial when using pseudo-labeling method to

address semi-supervised or other low-label object detection tasks. There indeed exist other

class-imbalance methods that can potentially improve the performance, but we leave this

for future research.

23



3.3 Experiments

Datasets.We benchmark our proposed method on experimental settings using MS-COCO [62]

and PASCAL VOC [66] following existing works [12, 10]. Speci�cally, there are three ex-

perimental settings: (1)COCO-standard: we randomly sample 0.5, 1, 2, 5, and 10% of

labeled training data as a labeled set and use the rest of the data as the training unlabeled

set. (2)COCO-additional: we use the standard labeled training set as the labeled set and the

additionalCOCO2017-unlabeleddata as the unlabeled set. (3)VOC: we use the VOC07

trainval set as the labeled training set and the VOC12trainval set as the unlabeled training

set. Model performance is evaluated on the VOC07 test set.

Implementation Details. For a fair comparison, we follow STAC [10] to use Faster-RCNN

with FPN [67] and ResNet-50 backbone [68] as our object detectior, where the feature

weights are initialized by the ImageNet-pretrained model, same as existing works [12, 10].

We use con�dence threshold� = 0:7. For the data augmentation, we apply random hor-

izontal �ip for weak augmentation and randomly add color jittering, grayscale, Gaussian

blur, and cutout patches for strong augmentations. Note that we do not apply any geometric

augmentations, which are used in STAC. We useAP50:95 (denoted as mAP) as evaluation

metric, and the performance is evaluated on the Teacher model.

3.3.1 Results

COCO-standard. We �rst evaluate the ef�cacy of our Unbiased Teacher on COCO-

standard ( Table 3.1). When there are only0:5%to 10%of data labeled, our model consis-

tently performs favorably against the state-of-the-art methods, CSD [12] and STAC [10].

It is worth noting that our model trained on1%labeled data achieves20:75%mAP, which

is even higher than STAC trained on2% labeled data (mAP 18.25%), CSD trained on5%

labeled data (mAP 18.57%), and the supervised baseline trained on5%labeled data (mAP

18.47%). We also observe that, as there are less labeled data, the improvements between
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Table 3.1: Experimental results onCOCO-standardcomparing with CSD [12] and
STAC [10]. *: we implement the CSD method and adapt it on the MS-COCO dataset.
The results of0:5%with STAC is from their released code.

COCO-standard

0.5% 1% 2% 5% 10%

Supervised 6.83� 0.15 9.05� 0.16 12.70� 0.15 18.47� 0.22 23.86� 0.81

CSD* 7.41� 0.21(+0.58) 10.51� 0.06(+1.46) 13.93� 0.12(+1.23) 18.63� 0.07(+0.16) 22.46� 0.08(-1.40)

STAC 9.78� 0.53(+2.95) 13.97� 0.35(+4.92) 18.25� 0.25(+5.55) 24.38� 0.12(+5.86) 28.64� 0.21(+4.78)

Unbiased Teacher16.94� 0.23(+10.11) 20.75� 0.12(+11.72) 24.30� 0.07(+11.60) 28.27� 0.11(+9.80) 31.50� 0.10(+7.64)

(a) (b) (c)

Figure 3.5: Pseudo-label improvement on (a) accuracy, (b) mIoU, and (c) number of bound-
ing boxes in the case ofCOCO-standard1% labeled data. We measure the (a) accuracy and
(b) mIoU by comparing the ground-truth boxes and pseudo boxes. This result indicates our
model can generate more accurate pseudo-labels after the Burn-In stage (i.e.,2k iterations).

our method and the existing approaches becomes larger. Unbiased Teacher consistently

shows around 10 absolute mAP improvements when using less than5% of labeled data

compared to supervised method. We attribute the improvements to several crucial factors:

1) More accurate pseudo-labels. When leveraging the pseudo-labeling and consistency

regularization between two networks (Teacher and Student in our case), it is critical to

make sure pseudo-labels are accurate and reliable. Existing method attempts to do this

by training the pseudo-label generation model using all the available labeled data and is

completely frozen afterwards. In contrast, in our framework, our pseudo-label generation

model (Teacher) continues to evolve gradually and smoothly via Teacher-Student Mutual

Learning. This enables the Teacher to generate more accurate pseudo-labels as presented

in Figure 3.5, which are properly exploited in the training of the Student.

25



2) Class-imbalance on pseudo-labels. Our improvement also comes from both the use

of the EMA and the Focal loss [53], which addresses the class-imbalanced pseudo-labeling

issue. As mentioned in subsection 3.2.3, using more balanced pseudo-labels not only avoids

the consecutive biased prediction problem but also bene�ts the predictions on the minority

classes. Later in subsection 3.3.2, we present the details of the ablation study on the EMA

and the Focal loss.

COCO-additional and VOC. In the previous, we presented Unbiased Teacher can

successfully leverage very small amounts of labeled data. We now aim to verify whether

the model trained on100%supervised data can be further improved by using additional

unlabeled data. We thus considerCOCO-additionalandVOCand present the results in Ta-

ble 3.1 and Table 3.2.

In the case ofCOCO-additional(Table 3.1 last column), compared with supervised

only model, our model has a3:90 absolute AP improvement, while STAC has1:58 abso-

lute AP improvement. We also found a similar trend in theVOC experiment (Table 3.2).

With VOC07as labeled set andVOC12as an additional unlabeled set, STAC shows2:51

absolute mAP improvement with respect to the supervised model, whereas our model

demonstrates6:56 absolute mAP improvement. To further examine whether increasing

the size of unlabeled data can further improve the performance, we follow CSD and STAC

to useCOCO20clsdataset2 as an additional unlabeled set. STAC shows3:88absolute mAP

improvement, while our model achieves8:21 absolute mAP improvement. These results

demonstrate that our model can further improve the object detector trained on existing la-

beled datasets by using more unlabeled data. Note that, following STAC, we use a more

challenging metric,AP50:95, which averages the ten values overAP50 to AP95 since the

metric ofAP50 has been indicated as a saturated metric by the prior work [69].

2COCO20clsis generated by only leaving COCO images which have object categories that overlap with
the object categories used in PASCAL VOC07.
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Table 3.2: Results onVOCcomparing with CSD [12] and STAC [10].

Backbone Labeled Unlabeled AP50 AP50:95

Supervised (from Ours) ResNet50-FPN VOC07 None 72.63 42.13

CSD ResNet101-R-FCN

VOC07 VOC12

74.70(+2.07) -

STAC ResNet50-FPN 77.45(+4.82) 44.64(+2.51)

Unbiased Teacher ResNet50-FPN 77.37(+4.74) 48.69(+6.56)

CSD ResNet101-R-FCN

VOC07

VOC12

+

COCO20cls

75.10(+2.47) -

STAC ResNet50-FPN 79.08(+6.45) 46.01(+3.88)

Unbiased Teacher ResNet50-FPN 78.82(+6.19) 50.34(+8.21)

3.3.2 AblationStudy

Effect of the EMA training. We �rst examine the effect of EMA training and present a

comparison between our model with EMA and without EMA. Our model without EMA

is where the model weights of Teacher and Student are shared during the training stage,

and it implies the Teacher model is also updated when the student model is optimized

by using unlabeled data and pseudo-labels. Note that the state-of-the-art semi-supervised

classi�cation model, FixMatch [11] similarly shares the model weights of the Teacher and

the Student models.

From Figure 3.6, we observe that our model with EMA is superior to without EMA,

and this trend can be found both in the model using the Focal loss and cross-entropy. To

further analyze the diverged results, we visualize the class distribution of pseudo-labels

generated by each model and measure theKL -divergence between the ground-truth labels

distribution and the pseudo-labels distribution. With the use of cross-entropy and standard

training (i.e., without EMA training), the model generates the imbalanced pseudo-labels.

To be more speci�c, the instances of most object categories in pseudo-labels disappear,

while only instances of speci�c object categories remain. We observe that using the EMA

training can alleviate the imbalanced pseudo-labels issue and reduces theKL -divergence

from 1:7915to 0:2482. On the other hand, we also observe that the model with EMA

has a smoother learning curve compared with the model without EMA. This is because

27



(a) (b)

Figure 3.6: Ablation study on the EMA and the Focal loss in the case ofCOCO-standard
1%labeled data. (a) mAP of the models using the Focal loss or cross-entropy and applying
the EMA or standard training. (b) Class empirical distribution (i.e.,histogram) of pseudo-
labels generated by each model and computeKL -divergence between the ground-truth
labels distribution and the pseudo-label distribution. Among these models, the model using
the Focal loss and EMA training (i.e., green curve) achieves the best mAP with the most
balanced pseudo-labels.

the model weight of the pseudo-label generation model (Teacher) is detached from the

optimized model (Student). The pseudo-label generation model can thus prevent the detri-

mental effect caused by the noisy pseudo-labels (e.g.,false positive boxes) as we describe

in subsection 3.2.2.

In sum, the EMA training has several advantages: it 1) prevents the imbalanced pseudo-

labels issue caused by the imbalanced nature in low-labeled object detection tasks, 2) pre-

vents the detrimental effect caused by the noisy pseudo-labels, and 3) the Teacher model

can be regarded as the temporal ensembles model of Student models in different time steps.

Effect of the Focal loss.In addition to the EMA training, we also verify the effectiveness

of the Focal loss. As presented in Figure 3.6, the model using Focal loss can perform

favorably against the model using cross-entropy. The model trained with the Focal loss can

generate the pseudo-label which distribution is more similar to the distribution of ground-

truth labels, and it can improve theKL -divergence from1:7915(Cross entropy w/o EMA)

to 0:2001(Focal loss w/o EMA) and mAP from13:42 to 17:85. When EMA training is

applied, theKL -divergence of the model with the Focal loss can be further improved from
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0:2482(Cross entropy w/ EMA) to0:0851(Focal loss w/ EMA) and mAP improve from

16:91 to 21:19. This con�rms the effectiveness of the Focal loss in handling the class

imbalance issues existed in the semi-supervised object detection. The reduction ofKL -

divergence (i.e.,better-�tting pseudo-label distributions to ground-truth label distributions)

results in the mAP improvement.

Effect of Burn-In Stage. As mentioned in subsection 3.2.1, it is crucial to have a good

initialization for bothStudentandTeachermodels. We thus present a comparison between

the model with and without the Burn-In stage in Figure 3.7. We observe that, with the Burn-

In stage, the model can derive more accurate pseudo-boxes in the early stage of the training.

As a result, the model can achieve higher accuracy in the early stage of the training, and it

also achieves better results when the model is converged.

Effect of Pseudo-Labeling Threshold.As mentioned in subsection 3.2.3, we apply con-

�dence thresholding to �lter these low-con�dence predicted bounding boxes, which are

more likely to be false-positive instances. To show the effectiveness of thresholding, we

�rst provide the accuracy of predicted bounding boxes before and after the pseudo-labeling

in Figure 3.8.

When varying the threshold value� from 0 to 0:9, as expected, the number of generated

pseudo-boxes increases as the threshold� reduces ( Figure 3.9). The model using exces-

sively high threshold (e.g.,� = 0:9) cannot perform satisfactory results, as the number of

generated pseudo-labels is very low. On the other hand, the model using a low threshold

(e.g.,� = 0:6) also cannot achieve favorable results since the model generates too many

bounding boxes, which are likely to be false-positive instances. We also observe that the

model cannot even converge if the threshold is below0:5.

Effect of EMA Rates. We also evaluate the model using various EMA rate� from 0:5 to

0:9999and present the mAP result of the Teacher model in Figure 3.10. We observe that,

with a smaller EMA rate (e.g.,� = 0:5), the model has lower mAP and higher variance,

as the Student contributes more to the Teacher model for each iteration. This implies the
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(a) mAP (b) Box Accuracy

(c) mIoU (d) Number of Pseudo-Boxes

Figure 3.7: In the case ofCOCO-standard1% labeled data, (a) Unbiased Teacher with
Burn-In stage achieve higher mAP against Unbiased Teacher without Burn-In stage. Using
Burn-In Stage results in the early improvement of (b) box accuracy and (c) mIoU. (d)
Unbiased Teacher with Burn-In stage can derive more pseudo-boxes than Unbiased Teacher
without Burn-In stage.

Teacher model is likely to suffer from the detrimental effect caused by noisy pseudo-labels.

This unstable learning curve can be stabilized and improved as the EMA rate� increases.

When the EMA rate� achieves0:99, it performs the best mAP. However, if the EMA rate

� keeps increasing, the teacher model will grow overly slow as the Teacher model derive

the next model weight mostly from the previous Teacher model weight.

Effect of Unsupervised Loss Weights.To examine the effect unsupervised loss weights,

we vary the unsupervised loss weight� u from 1:0 to 8:0 in the case ofCOCO-standard10%

labeled data. As shown in Table Table 3.3, with a lower unsupervised loss weight� u = 1:0,

the model performs29:30%. On the other hand, we observe that the model performs the

best with unsupervised loss weight� = 5:0. However, when the weight increases to8:0,

the training of the model cannot converge.
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Figure 3.8: Pseudo-label accuracy improvement with the use of con�dence thresholding.
We measure the accuracy by comparing the ground-truth labels and predicted labels before
and after con�dence thresholding. This result indicates that con�dence thresholding can
signi�cantly improve the quality of pseudo-labels.

Table 3.3: Ablation study of varying unsupervised loss weight� u on the model trained
using10%labeled and90%unlabeled data.

� u 1.0 2.0 4.0 5.0 6.0 8.0

AP (%) 29.30 30.64 31.82 32.00 31.80 Cannot Converge

3.3.3 ImplementationandTrainingDetails

Network and framework. Our implementation builds upon the Detectron2 framework [70].

For a fair comparison, we follow the prior work [10] to use Faster-RCNN with FPN [67]

and ResNet-50 backbone [68] as our object detection network.

Training. At the beginning of the Burn-In stage, the feature backbone network weights

are initialized by the ImageNet-pretrained model, which is same as existing works [12, 71,

10]. We use the SGD optimizer with a momentum rate0:9 and a learning rate0:01, and

we use constant learning rate scheduler. The batch size of supervised and unsupervised

data are both32images. For theCOCO-standard, we train180k iterations, which includes
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(a) (b)

Figure 3.9: (a) Validation AP and (b) number of pseudo-label bounding boxes per im-
age with various pseudo-labeling thresholds� . With an excessively low threshold (e.g.,
� = 0:6), the model has a lower AP, as it predicts more pseudo-labeled bounding boxes
compared to the number of bounding boxes in ground-truth labels. On the other hand, the
performance of the model using an excessively high threshold (e.g.,� = 0:9) drops as it
cannot predict suf�cient number of bounding boxes in its generated pseudo-labels.

1=2=6=12=20k iterations for0:5%=1%=2%=5%=10%in the Burn-In stage and the remain-

ing iterations in the Teacher-Student Mutual Learning stage. For theCOCO-additional, we

train360k iterations, which includes90k iterations in the Burn-Up stage and the remaining

270k iterations in the Teacher-Student Mutual Learning stage.

3.4 Conclusion

In this chapter, we revisit the semi-supervised object detection task. By analyzing the object

detectors in low-labeled scenarios, we identify and address two major issues: over�tting

and class imbalance. We proposed Unbiased Teacher — a uni�ed framework consisting of

a Teacher and a Student that jointly learn to improve each other. In the experiments, we

show our model prevents the pseudo-labeling bias issue caused by class imbalance and the

over�tting issue due to labeled data scarcity. Our Unbiased Teacher achieves satisfactory

performance across multiple semi-supervised object detection benchmarks.

Despite the promising outcomes, the majority of studies, including our work with Unbi-
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(a) (b)

Figure 3.10: Validation AP on the Teacher model with various MMA rates� . (a) With a
small MMA rate (e.g.,� = 0:5), the Teacher model has lower AP and larger variance. In
contrast, as the MMA rate grows to0:99, the Teacher model can gradually improve along
the training iterations. However, when the MMA grows to0:9999, the Teacher model grows
overly slow but has lowest variance. (b) We breakdown the AP metric into APs fromAP50

to AP95.

ased Teacher, primarily focus on anchor-based detectors. The effectiveness of these frame-

works when applied to more advanced object detectors remains under-explored and insuf-

�ciently studied. Consequently, we extend our discussion in this direction in the following

chapter
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CHAPTER 4

GENERALIZED SEMI-SUPERVISED OBJECT DETECTION

In the last chapter, we have shown that Semi-Supervised Object Detection (SSOD) meth-

ods can leverage only limited labeled data and more abundant unlabeled data to improve

performance. Existing state-of-the-art SS-OD methods [10, 25, 33] applied self-training

techniques, which generate pseudo-labels and enforce the consistency between unlabeled

data with different augmentations. Despite the signi�cant improvement, there are still two

remaining issues that are left untackled: (1)there is no prior SS-OD work on anchor-free

detectorsand (2)prior works are ineffective in pseudo-labeling on the bounding box

regression. 1

First, anchor-free detectors have been recently getting more attention in the community

of object detection [73, 74, 75, 76, 77, 78, 79], with the promise of achieving compet-

itive accuracy, computational ef�ciency, and potential generalization to new datasets or

environments [74]. In spite of these advances, existing SSOD works [12, 10, 25] mainly

focus on anchor-based detectors (e.g.,Faster-RCNN [54] and SSD [80]) but do not em-

pirically verify their effectiveness on anchor-free detectors. In fact, when we adapt recent

state-of-the-art SSOD methods to anchor-free detectors, we observe that, compared with

its improvement on anchor-based models, the improvement is much smaller on anchor-free

models (see Figure 4.1a). We �nd thatsome advanced techniques performing favorably

in the fully-supervised setting do not work in the semi-supervised setting with limited su-

pervision. For example, the centerness score becomes unreliable for box selection under

the semi-supervised setting, and the localization-based labeling method is not robust to the

localization noise in pseudo-labels.

1The majority of the content in this chapter was published at the IEEE / CVF Computer Vision and Pattern
Recognition Conference (CVPR) 2022 [72].
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