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SUMMARY

Across the world, there is a growing interest in re-introducing commercial super-

sonic transport aircraft (SST). However, the development of SSTs is dependent on

the mitigation of sonic boom loudness to acceptable levels. Moreover, uncertainties

in the atmosphere and 
ight conditions can drastically impact the loudness of an

aircraft and must be accounted for during the design process to avoid certi�cation

delays. Given this need, there has been signi�cant research on modeling the aero-

dynamic �eld around SSTs, which is characterized by the presence of strong shocks

and nonlinearities, to accurately shape the aircraft sonic boom signature and guide

downstream sub-system analyses.

Computational 
uid dynamics (CFD) simulations closely match experimental

aerodynamic data, but each simulation can take hours or days to output a solution.

For multi-query problems, such as uncertainty quanti�cation (UQ), which require

repeated evaluation of the expensive simulation, this cost becomes computationally

intractable. Indeed, this requirement for physics-based models con
icts with the high

computational cost and leads to a gap that must be tackled to make uncertainty

propagation feasible. This thesis addresses the challenge of performing UQ in such

high-dimensional, uncertain �elds.

While there exist several methods to reduce this cost, surrogate models hold

promise because they are non-intrusive, data-driven, and cheap to evaluate. Tra-

ditionally, UQ has relied on data-�t surrogates to predict scalar random variables.

However, when applied to high-dimensional �elds, where there are thousands or mil-

lions of coupled random variables, it is both impractical and computationally ex-

pensive to train individual data-�t models. Alternatively, Reduced Order Models

(ROM) have served as promising candidates for providing parametric predictions of

high-dimensional �elds at a reduced computational cost. The thesis �rst explores a

xix



recently developed ROM-based tool for high-dimensional UQ called POD-PCE. This

method relies on Proper Orthogonal Decomposition (POD) for dimensionality reduc-

tion and a generalized Polynomial Chaos Expansion (PCE) for uncertainty propaga-

tion. While its application had been previously restricted to canonical test cases or

linear problems, this study thoroughly investigates the robustness of the methodology

in empirical data sets characterized by sharp discontinuities, large nonlinearities, and

high dimensionality. Speci�cally, this thesis explores the performance of the POD-

PCE method in predicting aerodynamic �elds with shocks. From these studies, it is

seen that this tool is unable to predict high-speed 
ows with nonlinearities as POD

and PCE both rely on approximating a nonlinear space with a linear model.

Thus, to address this de�ciency, the research is decomposed into two technical

gaps: The �rst is to identify a suitable alternative to linear dimensionality reduction

and the second is to extend PCE models to handle nonlinear probability spaces. To

address the �rst gap, manifold learning algorithms are identi�ed as a way to poten-

tially capture discontinuous 
ow features more e�ectively than their linear counter-

parts. Using a series of experiments from one-dimensional uncertain internal 
ow

through ducts to two-dimensional 
ow over an airfoil with several uncertainties, the

performance of the manifold learning methods is assessed. It is observed that mani-

fold learning approaches can better predict shocks and maintain accuracy throughout

the �eld as well. It is recommended that global approaches to manifold learning,

which attempt to preserve the overall geometry, be used as they consistently capture

both local and global features.

Once a suitable dimensionality reduction method is identi�ed, the focus shifts to

improving the PCE method. Here, the Polynomial Chaos-Kriging (PCK) method,

which attempts to combine the properties of a global predictive model with the local

predictive accuracy of an interpolation-based technique is utilized. In particular, the

PCK model is combined with both linear DR and manifold learning approaches and

xx



tested on several CFD test problems with stochastic inputs. It is observed that the

manifold learning-based PCK method signi�cantly reduces modeling errors near non-

linear structures compared to classical approaches, even in sparse datasets. Equally

important, the addition of Kriging to polynomial chaos expansions substantially im-

proves the predictive capacity of the ROM, irrespective of the dimensionality reduc-

tion method.

The �nal objective of this thesis is to identify a computationally e�cient, yet

accurate way to propagate the impact of both 
ight and atmospheric uncertainties

on the sonic boom loudness of an aircraft. To tackle this challenge, two approaches

that leverage ROMs to propagate uncertainties are developed. An experiment with a

NASA aircraft geometry is then designed with several atmospheric and 
ow uncertain-

ties to compare the two approaches. As current literature in sonic boom estimation

under uncertainty primarily focuses on scalar outputs, this thesis provides a novel

method for �eld prediction. It is shown that a reduced order model for predicting the

near-�eld pressure distribution of an aircraft when combined with online atmospheric

propagation yields pressure signatures at the ground that both qualitatively match

the shape and perceived loudness with low error. Moreover, this approach outper-

forms models that directly predict the ground signature both in terms of accuracy

and overall computational cost.

Thus, this study not only provides novel insight for the ROM and UQ �elds

based on �ndings from real-world engineering data sets, but also contributes to the

development of methods for the robust design of supersonic aircraft.
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CHAPTER 1

INTRODUCTION

1.1 Motivation

Since the Concorde's last 
ight twenty years ago, there has been no commercial su-

personic transport (SST). Though a technological marvel, its operating restrictions,

high costs, environmental impact, and poor economics led to the Concorde's demise

after just 27 years in service [1]. The collapse of commercial supersonic travel, how-

ever, did not lead to a loss of interest in SSTs. In fact, today, the U.S. is experiencing

a resurgent interest in civilian supersonic transport, as seen through the signi�cant

investments made by both government organizations and private companies [2, 3].

Several start-ups, such as Boom Supersonic and Exosonic, are aiming to re-introduce

supersonic aircraft in the next ten years. The renewed interest is being fueled by

advances in quieter propulsion systems, lighter composite materials, and improved

modeling and simulation tools. Together, these hold promise to make supersonic


ight more environmentally e�cient, technologically feasible, and economically vi-

able than the Concorde [4].

1.1.1 Market for SupersonicBusinessJets

Since the COVID-19 pandemic, the demand for private jets is booming with business

jet inventories at their lowest and prices at their highest [5]. This market and trend

is attributable to the wealth boom, particularly in the most a�uent members of

society [6]. For these premium passengers, the value of time is of utmost importance,

driving the need for private business jets that o�er destination 
exibility and reduced

travel times. Given that today's subsonic business jets travel around 0.8-0.9 Mach
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number1, supersonic business jets traveling at 1.4-1.6 Mach number would have a

dramatic impact on travel times [7]. Based on the several market sizing studies

performed in recent years, the focus has shifted to the design of small SSTs carrying

up to 20 passengers [8, 9]. The shift in focus from large, 100-passenger aircraft to

smaller business jets is motivated by several factors:

ˆ Larger aircraft can operate on fewer city pairs

ˆ Larger aircraft have more seats to �ll

ˆ Smaller aircraft are more amenable to sonic boom minimization and shaping, a

major hurdle to supersonic travel

ˆ Smaller aircraft provide greater opportunity for successful solution of environ-

mental and noise concerns [10]

Thus, Henne [9], after making careful analyses of potential markets for supersonic

aircraft, concluded that \the concept has to be proven on a small scale, before a

larger scale vehicle" can be designed.

Observation

A growing demand for air travel, coupled with the signi�cant time savings

o�ered by supersonic travel, presents a unique opportunity for small supersonic

business jets catering to premium passengers.

Having justi�ed the need for these new aircraft, the discussion below underscores

the novel challenges that must be overcome during the design of these jets.

1Mach number is the ratio of the speed of an object relative to the speed of sound. An object

ying at a Mach number of 1 is 
ying exactly at the speed of sound.
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1.2 Challenges to Supersonic Business Jet Development

Unlike the design of their subsonic counterparts, supersonic aircraft have a large num-

ber of barriers and con
icting disciplinary objectives that make the design process

challenging. This section provides an overview of some of the challenges and tech-

niques used to surmount them. As it will be seen, solutions that are optimal for one

discipline may have detrimental impacts on various other disciplines.

1.2.1 Drag

Any aircraft that 
ies past the speed of sound creates pressure disturbances as it

displaces air around its surfaces and generates lift [11]. These pressure waves coalesce

to form shockwaves, across which the pressure, temperature, and entropy rapidly

increase. This leads to a pressure drag force on the aircraft referred to aswave drag.

Most subsonic aircraft 
y at speeds just prior to the formation of shockwaves to avoid

the increased drag and corresponding ine�ciencies. For SSTs though, wave drag is

unavoidable and accounts over 40% of the total drag. The high drag coe�cients due

to shocks and friction on the wings are compounded by the high velocities and lead

to extremely large drag forces. Indeed, for most supersonic aircraft, the lift-to-drag,

is often half that of subsonic aircraft, indicating the need for improved aerodynamic

performance [12]. Since the 1940s to the early 2000s, the prediction and reduction of

supersonic drag had been a central focus of research e�orts [13]. Today, the design of

most supersonic aircraft, whether �ghter or commercial, is reliant on the concept of

sweep. With enough sweep, the wing's leading edge would e�ectively have a subsonic

Mach number, yet the aircraft would 
y at supersonic speeds. This sweep can have

a detrimental impact on takeo� performance of an aircraft. To further reduce wave

drag, aircraft also use thin airfoils, which perturb the 
ow less and generate fewer

pressure disturbances. This high �neness introduces concerns about increased 
utter,
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large structural de
ections, structural vibrations, and stability issues [14].

Figure 1.1: Shockwaves emanating from an aircraft in supersonic 
ow visualized using
Schlieren imagery [15].

1.2.2 SonicBoom

As shockwaves propagate through the atmosphere to the ground, nonlinear e�ects

cause waves to coalesce and form \N waves" [16]. When the wave reaches an observer

on the ground, the human ear perceives the sharp pressure changes as a bang and is

called a sonic boom. Without proper aircraft shaping, these sonic booms can exceed

200 decibels and cause severe rattling, or even structural damage [17]. In fact, a major

reason for the public movement referred to as \Anti-Concorde" and the subsequent

ban of supersonic 
ight was \the unpleasant side-e�ects due to the sonic boom" [18].

While sonic boom minimization had little impact on the design of the Concorde,

almost all recent e�orts by NASA [19, 20], JAXA [3], private companies [9], and

academia [21] have accounted for sonic boom during the design process. From several

studies within the last century, it was found that the loudness of the sonic boom is

related to the length, size, volume, and shape of the vehicle; the vehicles that have
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slender bodies with sharp noses and small fuselages and volumes produce the weakest

sonic booms [22, 23].

1.2.3 Fuel Burn and Emissions

The value proposition of SSTs is that they o�er a signi�cant time savings. Naturally,

the faster the aircraft, the more drastic the time savings and the more value is added.

As noted previously though, drag increases with Mach number and so a larger, more

powerful propulsion system capable of overcoming the drag is needed. Aircraft de-

signers must resort to low-bypass ratio jet engines to power supersonic aircraft. These

engines are designed to provide high thrust during cruise, but have low propulsive e�-

ciency, which leads to increased fuel burn and emissions [24]. Further, as performance

of a supersonic aircraft is usually optimized for cruise, at o�-design Mach numbers,

the engine may have substantially increased fuel consumption. A recent paper by

Rutherford [25] argued that an unconstrained commercial supersonic network would

consume one-�fth of the entire carbon budget for international aviation provided by

the Paris climate accord.

1.2.4 Integrated Nature of SST Design

The various disciplinary research e�orts each lead to their respective \optimal de-

signs," but, due to the coupling between disciplines, what was perhaps bene�cial

to one discipline was detrimental to others [26]. This led to a shift in literature

where researchers accounted for multiple disciplines concurrently, performing amulti-

disciplinary analysis and optimization (MDAO). For example, recent papers have

evaluated aeroelasticity and sonic boom [27], structures and aerodynamics [28], and

aerodynamics and noise [10]. In such MDAO contexts, the central question shifts

from, \What is the best design that meets my requirements?" to, \Is there a de-

sign that meets all of my requirements?" The essence behind this idea is that when
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various disciplines are accounted for together, the design space may become over-

constrained and feasible designs cannot be found. It is then essential to understand

which constraints are most important and identify solutions that meet them while

o�ering reasonable trade-o�s across multiple disciplines.

Observation

Signi�cant progress must be made to expand the use of multi-disciplinary tools

to perform trade studies, analyze the impact of constraints, evaluate potential

design changes, and understand the interdependencies between di�erent metrics

for SST design.

1.2.5 Designunder Uncertainty

In addition to the incomplete understanding of the interdependencies between disci-

plines, the regulatory landscape for SST certi�cation is also unclear. Since the 1970s,

overland supersonic 
ight has been banned due to the explosive sonic booms produced

by high speed 
ight. With the growing interest in the revival of supersonics though,

Congress passed an act in 2018 which requires the FAA to review the regulations

around the SST ban over land [29]. As the FAA considers amending regulations,

there is uncertainty in the operating [30], atmospheric [31], and 
ight conditions [32].

For example, several studies have cautioned that deviations from the nominal atmo-

spheric conditions assumed during the design process can cause an aircraft to become

uncomfortably loud [33]. The sensitivities of performance metrics to uncertain param-

eters can be used to determine where research, time, and capital should be spent to

reduce the impact of uncertainties. This paradigm shift from deterministic analysis to

probabilistic analysis will increase the con�dence in achieving speci�c targets. Thus,

as the government seeks to quantify the new requirements, there is an immediate
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need to develop techniques that enable uncertainty quanti�cation.

Observation

There is a need to rigorously quantify the uncertainty in disciplinary analyses

and performance metrics introduced through variability in the operating and


ight conditions.

Figure 1.2: Experimental data for impact of wind and 
ight conditions on ground
N-wave pressure signatures. Left: Low wind, M=1.6. Right: High wind, M=1.35.
Adapted from [16]. These variations can have a signi�cant impact on the perceived
loudness by an observer at the ground.

Having observed the challenges during the design process, the discussion below

focuses on tools to overcome them.

1.3 Physics-Based Modeling

Since traditional aircraft design relies heavily on the use of historical data, there are

inherently higher risks and challenges in designing novel aircraft. This problem is

further exacerbated by the fact that supersonic aircraft have historically been de-

signed for military programs and did not target some of the environmental standards

used for certi�cation today. Thus, historical data is either limited to certain point

designs, restricted to military use, or not comprehensive. An alternative to empirical

and experimental data is physics-based modeling: these are analytical techniques or

numerical tools based on the governing laws of physics that model the performance

of an aircraft [34]. Using these tools, practitioners obtain an improved understand-

7



ing of the physical phenomena that are observed experimentally and can exploit this

information to identify new frontiers of design [35]. In doing so, the resulting de-

signs \decrease risk, reduce time-to-market, improve products, and facilitate truly

revolutionary aerospace vehicles [34]."

Observation

Physics-based disciplinary analysis tools are not only required to carry out

aircraft analysis due to limited historical data, but also provide superior designs

than those obtained solely using historical regressions.

There has been signi�cant investment by both the government and private com-

panies to develop and analyze supersonic aircraft using physics-based models. For

example, during design, these tools have enabled inverse design, robust optimization,

and aerodynamic shape optimization, all of which require hundreds or thousands of

model evaluations. Similarly, during analysis, physics-based models have been used

to evaluate the sonic boom [7] (see Figure 1.3), create morphing shape aircraft [36],

and quantify the impact of uncertainties [27]. With the advent of super-computing,

physics-based models have become integral to the design and analysis of aircraft, with

novel concepts requiring possibly thousands of simulations prior to certi�cation. The

term many-query is often used to denote such applications that evaluate a model

many times [38]. For example, optimization and uncertainty propagation, where a

model is evaluated at various parameter settings to obtain a converged statistic, are

examples of multi-query problems.
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Figure 1.3: Comparison of the aerodynamic �eld obtained using numerical simulation
to that obtained from experimental data for the Shaped Sonic Boom Demonstrator.
Data from [37].

Observation

The exploration of aircraft behavior using multiple calls of parametric simula-

tions has become a central component for e�ective decision-making in aircraft

design.

1.4 Summary

A growing demand for supersonic business jets that o�er signi�cant time-savings com-

pared to their current subsonic counterparts presents a unique opportunity for the

revival of commercial supersonic travel. However, because there are often multiple

competing disciplines which dictate the design process, the design space has trade-o�s

that must be carefully evaluated to obtain a feasible design. Further, there is uncer-

tainty in the operating, atmospheric, and modeling conditions used when developing
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the aircraft. These challenges are further complicated by a lack of comprehensive his-

torical data. Thus, for both private companies and government regulatory agencies,

there is a need for a comprehensive set of tools to visualize trade-o�s, evaluate the

impact of uncertainty on metrics of interest, and enable sensitivity studies to reduce

risk and guide decision-making. As organizations seek to reduce the cost and time

to production, there has been an astounding interest in developing computationally

e�cient physics-based models that would play a central role within these tools and

the design process. The observations from this section are summarized below:

Observation

1. A growing demand for air travel, coupled with the signi�cant time sav-

ings o�ered by supersonic travel, presents a unique opportunity for small

supersonic business jets catering to premium passengers.

2. Signi�cant progress must be made to expand the use of multi-disciplinary

tools to perform trade studies, analyze the impact of constraints, evaluate

potential design changes, and understand the interdependencies between

di�erent metrics for SST design.

3. There is a need to rigorously quantify the uncertainty in disciplinary

analyses and performance metrics introduced through variability in the

operating and 
ight conditions.

4. Physics-based disciplinary analysis tools are not only required to carry out

aircraft analysis due to limited historical data, but also provide superior

designs than those obtained solely using historical regressions.

5. The exploration of aircraft behavior using multiple calls of parametric

simulations has become a central component for e�ective decision-making
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in aircraft design.

This leads to the overarching motivation for this thesis:

Overarching Motivation

There is a need to develop parametric, physics-based tools that support the

investigation of supersonic aircraft while quantifying the impact of uncertainties

on disciplinary analyses and performance metrics of interest for use in multi-

query problems.

1.5 Thesis Outline

The thesis decomposes the above overarching motivation into lower-level research ob-

jectives, which are individually tackled in detail. The following chapters are organized

as described below:

ˆ Chapter 2 �rst discusses the importance of aerodynamic analysis and sonic

boom estimation during the design of SSTs. The necessity for high-�delity

computational 
uid dynamics (CFD) simulations is then explored. After de-

composing the various types of uncertainties that can impact the design pro-

cess and providing a brief overview of Monte Carlo approaches, it is shown that

the use of CFD poses considerable challenges during uncertainty quanti�cation.

Then, a conceptual formulation of reduced order models is provided along with

several tools to enable the e�cient modeling of black-box simulations. The sec-

tion concludes with the main research objective of this thesis and scope of the

current work.

ˆ Chapter 3 develops the mathematical theory for linear ROMs and polynomial
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chaos expansions, the central tool used within this study to enable UQ. The

benchmark method for high-dimensional UQ, which relies on these methods, is

then formulated. After a detailed literature review on the application of these

linear tools to engineering problems, the research objective is mapped to three

technical gaps. These gaps not only identify the high-level de�ciencies that

must be overcome prior to achieving the research goals, but also provide the

structure for the remaining chapters.

ˆ Chapter 4 focuses on the �rst technical gap related to identifying a suitable low-

dimensional latent space for nonlinear problems. A set of criteria is established

to guide the search for a suitable methodology. Then, a thorough literature

search is performed to explore di�erent alternatives to linear dimension reduc-

tion. This leads to the formulation of manifold learning-based polynomial chaos

expansions. Finally, the designs of four experiments that will be used to test

several hypotheses throughout the thesis are outlined. The chapter concludes

with a summary of key �ndings regarding the use of manifold learning algo-

rithms in 
ows with shockwaves.

ˆ Chapter 5 explores the second technical gap related to uncertainty quanti�ca-

tion in nonlinear probability spaces. The discussion �rst centers around the

di�erent techniques that have been developed for extending polynomial chaos

expansions to nonlinear problems. This leads to the identi�cation and develop-

ment of PC-Kriging, a highly 
exible surrogate model for UQ. Using a series of

experiments from quasi-1D 
ow to three-dimensional 
ow, the performance, ro-

bustness, and limitations of PC-Kriging are thoroughly analyzed. The chapter

concludes with the identi�cation of a fully nonlinear, parametric reduced order

modeling method for UQ for use in sonic boom estimation and aerodynamic

analysis.
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ˆ Chapter 6 sets up the process for sonic boom propagation along with a short

overview of the governing equations used for estimating loudness. Two ROM-

based approaches to improve the e�ciency of sonic boom evaluation are in-

troduced. Several error metrics used to compare model e�ectiveness are also

discussed. Lastly, an experiment is devised using a 3D aircraft geometry with

several weather and 
ight uncertainties to thoroughly assess the performance

of the two approaches. The chapter concludes with observations regarding the

impact of weather variations on sonic boom loudness.

ˆ Chapter 7 culminates the research with a review of the results and �ndings from

previous chapters. The research questions and hypotheses are consolidated and

linked back to the research objective. After a brief summary of publications

from this work, the thesis concludes with an identi�cation of future areas of

work.
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Figure 1.4: Thesis roadmap.
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CHAPTER 2

PROBLEM FORMULATION

2.1 Aerodynamic and Sonic Boom Considerations

One challenge to enabling commercial supersonic 
ight is the sonic boom. There

has been signi�cant opposition to remove the ban on supersonic 
ight because of

the possible detrimental health e�ects and annoyance associated with constant sonic

booms [39, 40]. This has led to the following challenges to SST programs:

ˆ Severe limitation of potential routes SSTs can 
y (75% of small aircraft opera-

tions occur over land) [2]

ˆ Increased fuel burn, emissions, and expenses due to deceleration/acceleration

at coasts

ˆ Lower times savings if rerouted over water, which diminishes the value propo-

sition of SSTs [41, 7]

Thus, by restricting supersonic travel to only over-sea routes, SSBJ programs have had

a particularly crippled market, increasing the likelihood of their failure. To overcome

these challenges, many researchers have echoed the sentiment that achievingquiet


ight over land is most important to re-introducing commercial supersonic travel [7,

9, 4].

Observation

Technologies that enable sonic-boom reduction would increase the likelihood

of both regulatory and public acceptance of overland supersonic travel, vastly

increasing the number of feasible routes and time savings.
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The analysis of sonic boom requires the spatio-temporal aerodynamic �eld around

the aircraft, which is characterized by the presence of strong discontinuities and non-

linearities, such as expansion fans and shockwaves. Even minute changes in the outer-

mold line and 
ying conditions can signi�cantly change the shock location, strength,

and near-�eld pressure signature1, which leads to vastly di�erent sonic boom ground

noise [36]. In 2003, Northrop-Grumman, together with NASA and DARPA, devel-

oped the Shaped Sonic Boom Demonstration (SSBD) program where an F-5E aircraft

was modi�ed so that its shockwave had a speci�cally designed shape that minimized

the ground loudness. The data collected from that study showed not only that the

computational tools used to shape the aircraft aerodynamics were accurate, but that

they were essential during design [42]. As identi�ed by one study on the future of

supersonic aircraft [14], \Between now and 2030, signi�cant progress must be made

in using near-�eld aerodynamics and exploiting non-linear e�ects ... to manipulate

the ground noise signature."

Even once the aircraft shape is �xed, subsequent disciplinary analysis relies and is

constrained by the aerodynamic �eld. For example, optimization of the wing shape,

control surface design/trim, structural sizing, and aeroelastic performance are all

dependent on the aerodynamic �eld [43, 44]. The �eld information is also used to

remove hot spots, limit shock interactions, and mitigate shock-induced bu�et. For

example, during the US SST program, it was found that the poor aerodynamics of

the \wing caused aeroelastic, takeo� rotation, interference, and low-speed stability

issues" [45]. Thus, it is essential to capture the accurate 
ow �eld and tailor the

aircraft shape prior to beginning signi�cant detailed analyses for other disciplines.

It is important to stress here that supersonic aircraft design cannot rely solely on

scalar or integrated quantities of interest, such as lift coe�cient, lift-to-drag ratio,

drag coe�cient, and moment coe�cients. Rather, it is necessary for the designer to

1The near-�eld refers to the aerodynamic spatio-temporal �eld within 10 body-lengths of the
aircraft.
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have access to thedistribution of the aerodynamic states (such as pressure, velocity,

density, etc.) to accurately shape the aircraft and guide down-stream disciplinary

analyses.

Observation

Aircraft preliminary design is highly sensitive to the pressure distribution and

aerodynamic �eld around an aircraft. Particularly, in supersonics, the shock

location, strength, and shape emanating from the body must be known pre-

cisely; scalar (integrated) values cannot provide su�cient detail for subsequent

analyses.

2.1.1 Needfor High-Fidelity Analysis

Since the 1940s, there has been signi�cant progress in understanding supersonic aero-

dynamics and a growing wealth of analysis tools capable of capturing �elds with

discontinuities, such as shocks and separation, at varying levels of accuracy [46, 47,

48]. Often, during early stages of design and analysis, engineers rely on lower �delity

methods, such as panel methods, to obtain aerodynamic performance estimates [49].

As these codes are based on linearizing or small-perturbation assumptions, they are

extremely fast and physics-based, which enables e�cient design space exploration.

However, low-�delity methods are either unable to capture shocks or incorrectly cal-

culate the strength/location, which causes results to deviate signi�cantly from actual

data [50]. Many researchers have concluded that, while e�ective for analyzing bodies

of revolution with gradual area changes, panel methods are not suitable for actual

supersonic aircraft performance prediction [51]. By using tools that do not capture

the physics properly, engineers risk not capturing the right sensitivities.

An alternative to panel methods is high-�delity analysis: These are computa-
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tional tools that solve the Reynolds Averaged Navier-Stokes Equations (RANS) or

Euler equations, a set of partial di�erential equations (PDEs) that characterize 
u-

ids. When the pressure distribution calculated using RANS or Euler is compared to

wind tunnel data, the shock strength, placement, shape, and magnitude show excel-

lent agreement [52]. These methods are broadly referred to as computational 
uid

dynamics (CFD).

2.1.2 Challengesin using CFD

The use of CFD during design is, however, constrained by several factors: First, the

governing equations being solved are a set of coupled, nonlinear, second order, partial

di�erential equations, which have no analytical solutions2. Thus, the practitioner

must resort to numerically solving these equations over a computational mesh. The

generation of the computational mesh and processing of the geometry to remove

gaps and holes poses severe bottlenecks to CFD. This makes optimization and design

space exploration di�cult as the mesh generation process is slow and requires some

expert-judgement [34].

Once the geometry is meshed, the solution of the governing equations on the

computational mesh is both di�cult and computationally expensive. The ability for

a solver to converge and re�ne the physics properly is dependent on user-de�ned

settings; often, solutions also require engineering judgement to con�rm convergence

or to make modi�cations before re-runs. Naturally, in multi-query problems, such

constant supervision is an unacceptable and unrealistic hurdle. Most importantly,

the solution of RANS and Euler simulations can take on the order of hours or days

for a single design point [53]. With such high computational costs, design under

uncertainty, optimization, and other multi-query problems create a computational

time burden that becomes intractable even with access to supercomputing facilities.

2There exist analytical solutions for certain simple geometries, but for realistic aircraft and most
3D geometries, there exist no analytical solutions.
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High-Level Gap

CFD is necessary to resolve the physics around a supersonic aircraft but is

unsuitable for multi-query problems due to its high computational costs, con-

vergence issues, and geometry meshing requirements.

2.2 Uncertainty Quanti�cation

The discussion above has focused on the type of analysis and level of �delity that will

be used. The following section will outline the challenges when these tools are used

in a probabilistic context and methods to alleviate the high computational cost.

2.2.1 Categorizationof Uncertainties

Based on the decomposition framework provided by Roy and Oberkampf [54], uncer-

tainty can be broadly categorized into epistemic uncertainty and aleatory uncertainty.

Epistemic uncertainty is the uncertainty associated with alack of knowledgeor the

uncertainty due to modeling errors. Naturally, if knowledge is added, then the un-

certainty can be reduced. For example, model-form uncertainty, which arises from

all the simplifying assumptions and mathematical abstractions used to obtain a set

of governing equations, is a form of epistemic uncertainty. Some sources of epis-

temic uncertainty, such as mesh independence, can be readily estimated using mesh

re�nement studies. Most often though, the identi�cation of uncertainty sources is dif-

�cult; the feasible parameter ranges require expert judgement; and, the model being

investigated cannot be modi�ed to propagate the uncertainty [55].

On the other hand, aleatory uncertainty is due to the uncontrollable variations

(or randomness) that can impact the outcome of an analysis. Generally, it is charac-

terized by a probability distribution, such as a probability density function (PDF).

For example, when calculating the aircraft sonic boom, the atmospheric conditions
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in
uence the nonlinear propagation that occurs as pressure waves travel toward the

ground and introduce uncertainty in the measured loudness. As discussed previously,

there is a need to quantify the impact of these irreducible uncertainties as they would

enable the development of robust aircraft and create bounds on the performance met-

rics. For these reasons, this thesis will focus on the forward propagation of aleatory

uncertainty to obtain output distributions.

2.2.2 Limitation of Monte Carlo

An essential part of uncertainty propagation is determining the distribution of outputs

due to variations in inputs and obtaining estimates for the expected value (�rst order

statistical moment) and variance (second order statistical moment). Formally, ifX

is a random variable de�ned on a probability space (
), then the expected value, or

mean, ofX is denoted by

E[X ] =
Z



XdP (2.1)

The value of this integral for practical functions in engineering can be obtained using

the following summation3:

E[X ] =
1X

i =1

x i pi (2.2)

wherex i are outcomes ofX and pi are the associated probabilities. The law of large

numbers states that if we can drawm � 1 samples, the summation tends to stabilize

around the mean. That is,

E[X ] �
mX

i =1

x i pi (2.3)

This above procedure of performing a random sampling of the simulation to estimate

expected values is referred to as the Monte Carlo (MC) method [56] (see Figure 2.1).

It can be shown that the error estimate for Monte Carlo has slow convergence and

3The discussion below will use scalar random variables for simplicity, but the ideas extend to
random �elds.
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drops with a rate of O(1=
p

m). Thus, for computationally expensive analysis, where

the sampling budget is limited, only rough estimates for statistics can be obtained.

Alternatively, the statistical moment can be calculated using direct numerical integra-

tion using quadrature methods. A quadrature method relies on sampling the model

at m speci�c integration points (also known as collocation or quadrature points) and

expresses the integral of a function as a weighted sum of the samples. However, the

number of function evaluations required ismn , wheren is the number of inputs and

m is the samples per input, which can become prohibitively expensive as well [57,

58]. Moreover, quadrature based methods can only provide estimates for statistical

moments and cannot predict a speci�c realization of the system output due to a par-

ticular set of inputs. Moment methods are yet another sampling-based approach for

UQ, but can also only provide moments [59, 60].

Observation

Monte Carlo methods and other structured sampling-based methods for uncer-

tainty quanti�cation have slow convergence and are computationally expensive

to perform due to large sampling requirements.

Figure 2.1: Visualization of Monte Carlo analysis.
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2.3 Alternatives to Monte Carlo

Motivating Question

How can the computational cost of CFD-based aerodynamic analysis be reduced

to make their use in uncertainty propagation feasible?

One common approach to limit sampling costs is to reduce the iterations (in op-

timization problems) or number of samples used (in multi-query problems). Specif-

ically, by reducing sampling requirements by neglecting certain variables, one can

utilize CFD in certain limited contexts. For example, in [52], the authors utilize ge-

netic algorithms to perform aerodynamic shape optimization, but set the maximum

number of samples utilized to 100. The primary issue with this method is that the

optimal solution found may not necessarily be close to the true optimal as regions of

the trade space may be left unexplored entirely. Alternatively, in [61], the authors

perform a sensitivity analysis using results derived from CFD, but, based on prior

knowledge, neglected certain variables to reduce the overall simulation load. However,

if the system's dynamics are not fully understood, researchers cannot simply neglect

variables without losing valuable insight.

Alternatively, some researchers have relied on adjoint-based methods which give

analytical equations to calculate the derivatives (or sensitivities) of an output with

respect to input variables. This allows for e�cient calculation of design sensitivity for

even a large number of design variables [62]. Unlike global methods, which do not rely

on gradients, adjoint-based methods for optimization and design space exploration

are prone to getting stuck in local optima. Further, for large design spaces, even

adjoint-based optimization may be too computationally demanding [32]. As such,

the authors in [62] note that the adjoint-based method \is meant for �ne-tuning after

a concept has matured enough using the best practices and methods available at the
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designers' disposal."

2.3.1 Intrusive vs. Non-intrusive methods

Perhaps the most signi�cant hurdle to adjoint-based analysis is that they require ac-

cess to the governing equations, lengthy modi�cations to the full-order model (FOM)

code to create and/or verify adjoint calculations, and, sometimes, are impossible to

derive. Methods which require such modi�cations and access to the numerical sim-

ulation tool's code are referred to asintrusive methods. This is challenging because

the implementation details of many CFD packages are often proprietary, inaccessible

to the user for modi�cation. The user only has control over the inputs passed, the

solver settings, and obtains outputs. It should be noted that there exist a set of CFD

packages that are open-source, but the modi�cation necessary to implement intru-

sive methods may still be complex and time consuming. Indeed, in many non-linear

problems, intrusive methods generate di�erential equations that are susceptible to nu-

merical errors and su�er from instabilities that fail to yield the correct solutions [63].

On the other hand, non-intrusive methods rely solely on the input/output data pairs,

and require no knowledge about the underlying solver or code (see Figure 2.2). Thus,

non-intrusive methods o�er a robust and practical way to work with a variety of

computational tools.

Observation

Non-intrusive methods provide robustness and practicality for use with black-

box tools because modi�cations to the underlying code and access to the gov-

erning equations are not required.
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(a) Intrusive method

(b) Non-Intrusive method

Figure 2.2: High-level comparison of intrusive vs. non-intrusive models.

2.3.2 SurrogateModeling

The de�ciencies of the aforementioned methods and the excessive computational cost

of expensive simulations led to the development of surrogate models. Surrogate mod-

els are computationally cheap mathematical approximations that mimic the behavior

of the original system [64]. After training the model (during theo�ine phase ), it

is used as a proxy for the full-order model in both an interpolative and extrapola-

tive fashion (in the online phase). The �rst use of surrogate models, which are also

referred to as metamodels, dates back �fty years [65] and is a central pillar within

the engineering community today. The use of such models is motivated by expensive

simulation costs, hence the ultimate goal of surrogate modeling is to develop an ap-

proximation that has the least error while relying on the fewest training evaluations.

Surrogate models have been used in a wide array of contexts with several survey

papers outlining the current state-of-the-art [66, 67, 68, 69, 70].

Eldred et al. [71] categorized surrogate models into three groups: scalar data-�t

models, multi-�delity models, and reduced order models. Scalar data-�t models refer
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to those that use interpolation or regression on a set of data to generate approx-

imations at other points. In such models, no attempt is made to ensure that the

underlying physics from the FOM is maintained. Examples include response surface

models [72], radial basis functions [73], Gaussian process regression [74], and arti�cial

neural networks [75]. Multi-�delity (MF) models attempt to combine lower-�delity

results that use simplifying assumptions (coarser discretization, relaxed solver toler-

ances, omitted physics) with higher-�delity results. MF models attempt to combine

the data acquired fromfew higher-�delity samples with many samples from lower-

�delity tools to lower overall computational cost [38]. The last category of surrogate

models, known as reduced order models (ROM), typically employ a procedure to

identify a low-dimensional representation of the FOM where the physics can be cap-

tured at a reduced computational cost. While each method is extremely versatile, the

question of which method to use is dependent on the availability of data, structure

of the problem, level of accuracy sought, and, generally, has no de�nitive answer.

Depending on the choice, surrogate models can o�er the following array of bene�ts

that enable the solution of multi-query problems using HF tools [71]:

ˆ Data-driven - Can approximate the underlying physics of the full-order model

and predict behavior at unseen points using training data

ˆ Non-intrusive - Can be trained using black-box codes solely relying on in-

put/output pairs of data

ˆ Cheap - Can reduce the computational cost of evaluation by several orders of

magnitude after a one-time training cost

Observation

Surrogate models o�er a data-driven approach to approximating outputs from

expensive simulation tools at a reduced computational cost.
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2.4 Surrogate Modeling for Uncertainty Propagation

The discussion prompts the following question:

Motivating Question

What are the strengths and de�ciencies of surrogate modeling techniques that

exist in literature when predicting uncertain, high-dimensional outputs?

2.4.1 Data-�t SurrogateModels

A wide variety of surrogate-based methods have been developed for uncertainty quan-

ti�cation (UQ). The �rst class of methods is referred to as local expansion methods,

which include Taylor Series Expansions. These o�er some interpolation and predictive

capabilities, but are unsuitable for large variations in inputs and large nonlinearities

in outputs [76]. Response surface equations also su�er from similar de�ciencies where

their applicability is limited to mildly nonlinear systems. Multi-variate regression

splines, which build interpolative models between training data, are another class

of methods used in literature [77, 78]. These can provide more accurate estimates

than local expansions, especially for complex outputs. However, they have a signi�-

cant computational cost associated with the training process (when determining the

spline knot locations).

Arti�cial Neural Networks (ANN) are yet another family of models that mimic

the function of a brain. A typical ANN consists of several sets of connected activation

functions whose weights are optimized to approximate complex functional relation-

ships. Recently, ANNs have been used extensively in several application problems

and showcased robust predictive performance [75]. However, ANNs pose several chal-

lenges:
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ˆ The number of activation functions, interconnected layers, and general structure

(collectively called the architecture) of an ANN dictate the performance of the

model. However, the best architecture for a speci�c problem is not known

beforehand and requires expert-judgement and trial-and-error. In fact, if sub-

optimal architectures are used, the performance of ANN can be inconsistent [66,

79].

ˆ Once an architecture is chosen, the number of tuning parameters in the entire

model can beO(104 � 105), which may require signi�cant samples for train-

ing. For deep neural networks (DNN), which can have hundreds of layers, the

sampling requirements may beO(105) [79, 80].

ˆ The training process of an ANN requires the use of optimizers that may get

stuck in local optima and/or take hours to train.

Physics informed Neural Networks (PINNs) are a variant of the neural network

architecture, and have shown exceptional accuracy in UQ problems [81, 82]. Since the

PDEs are explicitly encoded into the NN and used as part of the objective during NN

parameter optimization, they are not entirely non-intrusive. Moreover, given the large

number of hyperparameters, they too are prone to over�tting and have a heuristic-

driven architecture selection process. Reinforcement learning (RL) is another branch

within machine learning that relies on maximizing some cumulative reward for an

agent to learn the dynamics of a model (known as the environment) [83]. Recently,

RL has been used to perform optimization of airfoils [84], but in general its appli-

cation to 
uids problems has been sparse [85]. Though its application to games has

shown promise, one major de�ciency of these methods as noted by Brunton et al.

is that \RL requires signi�cant computational resources to properly account for the

interactions between the agent and the environment." This cost may be prohibitively

large in computationally expensive simulations, often encountered during aricraft de-
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sign. Recently, Tripathy et al. [86] exploredDeep UQ, where they utilized deep neural

networks to perform uncertainty quanti�cation. However, they too conclude that the

task of selecting an architecture and values for hyperparameters, especially in the

sparse regime is a persistent problem. While the intersection of the �elds of neural

networks and uncertainty quanti�cation is growing [87, 88, 89], the expert driven

selection of layers, nodes, kernels, and regularization functions along with the large

training time pose large barriers that must be overcome.

The last pair of methods, though quite di�erent in their underlying mathematical

theory, have received much attention lately. These methods are Gaussian process

regression (GPR) and generalized polynomial chaos expansion (PCE). Gaussian pro-

cess regression, often referred to as Kriging in literature, is an interpolation routine

that incorporates prior knowledge about a functional relationship [90]. The primary

advantage of a GPR is that it excels when data is sparse and is amenable to be re-

trained rapidly as new data is provided. Another advantage is that GPR can provide

estimates for the modeling uncertainty, or the epistemic uncertainty associated with

the prediction. A survey of GPR for UQ is provided in [91] and Chapter 5 details the

underlying theory used to generate GPR.

Polynomial chaos relies on a pre-de�ned, set of orthogonal basis functions to ex-

press an output random variable by separating its deterministic and stochastic con-

tributions. In the next chapter, the mathematical details and implementation process

for PCE will be described meticulously. For now, a series of high-level observations

about their capabilities can be made. By construction, PCE o�ers some powerful

mathematical properties:

ˆ PCE is based on a strong mathematical foundation of probability theory, and

provides guarantees on convergence rates for the surrogate model error [92, 93,

94, 95].

ˆ The coe�cients of a PCE can be used in analytical formulas to get statistical
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moments and sensitivity indices (such as Sobol indices) without the need to use

MC. This not only reduces the additional cost of sampling, but also prevents

the accumulation of additional errors from the �nite sampling of surrogates [96].

ˆ PCE is amenable to sparse modelling, and thus can be used with limited sam-

pling budgets when desired [97].

It is important to stress here that the ability to analytically calculate moments of

the FOM without access to the governing equations and extensive training data is

one of the fundamental strengths of PCE that other models fail to provide. Today,

PCE models are used for uncertainty quanti�cation in multiple disciplines: For ex-

ample, West et al. utilize polynomial chaos to predict the thermal performance of a

hypersonic vehicle [98]. El Garroussi et al. [99] predicted river 
ooding and identi�ed

areas with greatest risk from uncertain weathers. PCE has even been used in com-

putational dosimetry [100], dam simulations [101], aerodynamics [102, 98, 32], and

has proven to be a robust tool for UQ. In the next chapter, a detailed assessment of

the limitations of PCE models will be provided, which leads to a major thrust of this

thesis, but the strengths noted above motivate the following observation:

Observation

Polynomial chaos expansion (PCE) excels at uncertainty quanti�cation and

provides a rigorous mathematical framework that guarantees rapid convergence

of error, closed form analytical formulas for statistical moments, and 
exibility

for a wide variety of uncertain inputs.

Both PCE and GPR o�er di�erent strengths and neither is guaranteedto consis-

tently outperform the other. However, there have been several studies that have com-

pared the two methods to empirically establish which method tends to have superior

performance. In [103], Roy compares their performance in predicting open-channel
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ows. There, it was noted that \PCE seems more precise to compute spatial correla-

tions as well as Sobol indices without additional simulations." In [91], a comparison

is made in groundwater applications and it is noted that GPR outperforms PCE in

estimating input-output relationships. However, PCE provides better accuracy for

statistical mean and standard deviations. In [74], Owen compares the two methods in

various industrial HF simulation tools and concludes that while GPR is more suitable

for predicting nonlinear simulator behavior, PCE is reasonably accurate for a fraction

of the cost.

2.4.2 Predicting Scalarvs. Field Outputs

The aforementioned methods are powerful in predicting scalar outputs, but have

major de�ciencies in high-dimensional systems. This section discusses these challenges

in further detail.

Recall that when CFD is used, the 
uid region surrounding the body is discretized

into a computational mesh where the governing equations are solved. Upon conver-

gence, the solution state, which includes quantities like pressure, density, and velocity,

is obtained at each node in the computational mesh. This is often a high-dimensional

vector, referred to as a �eld of data, with thousands or millions of points. The in-

formation at one particular node (which represents a location in space at a given

time) can be isolated and viewed as an individual scalar quantity, but the entire �eld

must be solved to obtain the solution at that point. It is however more common to

integrate the information into quantities of interest (QoI) to better understand the

system. For example, the pressure �eld around an airfoil can be integrated over the

surface of the body to obtain the lift coe�cient; similarly, the shear stress distribu-

tion over the airfoil can be integrated to yield the skin friction drag coe�cient. While

surrogate models are versatile enough to be used in both contexts, data-�t models

are more appropriate for predicting scalars [104].
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The prediction of �eld quantities, such as the lift distribution over a wing or

pressure distribution over an airfoil, is more challenging. In these cases, the �eld can

be considered an ensemble of scalar outputs with some spatial coherence dictated

by the physics of the problem. Data-�t models are typically inadequate for such

tasks, but some researchers have resorted to applying scalar models on each node

in the computational mesh, e�ectively generating an ensemble of scalar predictors

(see [102, 99, 105]). This process is not only expensive to perform, but also leads to

extremely high storage (memory) requirements. Most importantly, because data-�t

models have no mechanism to ensure the underlying model physics, the solutions

obtained may lack the spatial coherence inherent between nodes, which may in turn

lead to inaccurate predictions.

Observation

Using surrogates to build scalar models in each node of a high-dimensional �eld

is too memory intensive, computationally ine�cient, and unable to account for

spatial coherence of the �eld, leading to inaccuracies.

2.4.3 ReducedOrder Modeling

Reduced order models (ROM) can predict spatio-temporal �elds in a compact and

computationally e�cient manner. The key idea behind ROM is that the fundamental

features of the high-dimensional problem can be captured using some low-dimensional

subspace. A ROM attempts to identify this low-dimensional subspace and uses it to

predict the high-dimensional solution for points outside the training data set at a

low computational cost [67]. In doing so, ROMs retain the underlying structure

of the model so spatial coherence can be maintained. Furthermore, because ROMs

approximate the �eld, it is possible to obtain all integrated QoIs that would otherwise
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Figure 2.3: Data-�t (scalar) surrogate models vs. reduced order models.

have been modeled using numerous individual data-�t models (see Figure 2.3).

ROMs are a key enabler for leveraging rapidly growing volumes of data and bring-

ing high-�delity numerical simulations earlier into the design process in a computa-

tionally e�cient manner [75]. Within aerodynamics, ROMs have been used to capture

the subsonic, turbulent 
ow around cylinders [106], transonic 
ows past wings [107],

supersonic 
ows in nozzles [108], and even hypersonic 
ows [109]. In control system

design, ROMs have been used to design e�cient controllers that can be applied in

real-time, even for high-dimensional systems [110]. The versatility of ROMs, espe-

cially in predicting complex physical models has led to their use in various other

disciplines, such as solid mechanics [111], aeroelasticity [112], 
ood modeling [99],

and drainage system design [113].

Observation

Reduced order models can provide parametric predictions of high-dimensional

data �elds in a compact and e�cient manner, while improving the predictive

accuracy compared to data-�t models.
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2.5 Summary and Research Objective

As historical data is either limited to certain point designs or restricted to military

aircraft, researchers have had to rely extensively on physics-based models to analyze

SSTs. There has been especially signi�cant research on modeling the aerodynamic

�eld around SSTs, which is characterized by the presence of strong shocks and non-

linearities. This is because minute changes in the outer-mold line and 
ying condi-

tions can signi�cantly change the near-�eld pressure signature, which has a cascading

e�ect on the ground loudness, feasible routes for travel, and overall performance.

High-�delity (HF) computational 
uid dynamics (CFD), which numerically solve the

RANS or Euler equations, can match experimental data, but each simulation can take

hours or days to output a solution. In fact, there are several challenges associated

with the prediction of aerodynamic �elds around SSTs found using CFD analysis:

ˆ Field solutions are high-dimensional vectors with millions of points of correlated

data

ˆ Each simulation is computationally expensive taking hours or days

ˆ Simulations are governed by a set of complex, nonlinear PDEs that cannot be

solved analytically

ˆ Solutions obtained have discontinuous features, such as sharp gradients, whose

properties change with inputs

While there exist several methods to reduce this cost, surrogate models hold promise

because they are non-intrusive, data-driven, and cheap to evaluate. Of the several

methods that exist in literature, polynomial chaos expansion (PCE) excels at uncer-

tainty quanti�cation and provides a rigorous mathematical framework that guarantees

rapid convergence of error, closed form analytical formulas for statistical moments,

and 
exibility for a wide variety of uncertain inputs. For these reasons, PCE models
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are preferred over their counterparts, such as Gaussian processes, and will be explored

further in this thesis. Using these surrogates to build scalar models in each node in

a high-dimensional �eld is however too memory intensive and computationally ex-

pensive and does not account for spatial coherence of the �eld. On the other hand,

reduced order models (ROMs) can provide parametric predictions of high-dimensional

data �elds in a compact and e�cient manner while improving the predictive accuracy

compared to data-�t models.

The observations from this chapter are collected below:

Observation

1. Technologies that enable sonic-boom reduction would increase the like-

lihood of both regulatory and public acceptance of overland supersonic

travel, vastly increasing the number of feasible routes and time savings.

2. Aircraft preliminary design is highly sensitive to the pressure distribution

and aerodynamic �eld around an aircraft. Particularly, in supersonics,

the shock location, strength, and shape emanating from the body must

be known precisely; scalar (integrated) values cannot provide su�cient

detail for subsequent analyses.

3. Monte Carlo methods and other structured sampling-based methods for

uncertainty quanti�cation have slow convergence and are computationally

expensive to perform due to large sampling requirements.

4. Non-intrusive methods provide robustness and practicality for use with

black-box tools because modi�cations to the underlying code and access

to the governing equations are not required.

5. Surrogate models o�er a data-driven approach to approximating outputs

34



from expensive simulation tools at a reduced computational cost.

6. Polynomial chaos expansion (PCE) excels at uncertainty quanti�cation

and provides a rigorous mathematical framework that guarantees rapid

convergence of error, closed form analytical formulas for statistical mo-

ments, and 
exibility for a wide variety of uncertain inputs.

7. Using surrogates to build scalar models in each node of a high-dimensional

�eld is too memory intensive, computationally ine�cient, and unable to

account for spatial coherence of the �eld, leading to inaccuracies.

8. Reduced order models can provide parametric predictions of high-

dimensional data �elds in a compact and e�cient manner, while improv-

ing the predictive accuracy compared to data-�t models.

This leads to the following research objective:

Research Objective

Develop a non-intrusive, PCE-based ROM methodology to enable the e�cient

computation of solutions and statistical moments of uncertain �elds with lo-

calized nonlinear, discontinuous features for supersonic aerodynamic and sonic

boom analysis.
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CHAPTER 3

REDUCED ORDER MODELING IN UNCERTAIN FIELDS

The following chapter discusses the state-of-the-art methodology currently used in

literature to non-intrusively propagate uncertainty in high-dimensional �elds. The

discussion �rst provides a thorough overview of the underlying mathematical theory

and then details the limitations of the tools, speci�cally when applied to high-speed

empirical data sets. From the observations made throughout the chapter, the over-

arching research objective is mapped to lower-level technical gaps that must �rst

be �lled. These technical gaps serve as a backbone for the remaining chapters of

the dissertation, as the proposed methods tackle each of challenges and improve the

e�ectiveness of ROMs during the prediction of sonic booms.

3.1 Benchmark - POD-PCE Method

Before a suitable methodology is developed to predict high-dimensional uncertain

�elds, it is essential to establish the limitations of the current state-of-the-art tools.

This provides the baseline with respect to which progress can be measured. The sec-

tion below outlines the non-intrusive, linear approach that is used as the benchmark

throughout the thesis. The tools developed afterwards are speci�cally designed to

minimize or completely remove the limitations of the ones below.

3.1.1 Proper Orthogonal Decomposition

The central procedure within reduced order modeling is known as dimensionality

reduction (DR) [114]. In this step, the high-dimensional training data is used to

identify a low-dimensional subspace in which the dynamics of the problem can be

accurately modeled. Once this latent space is identi�ed, the original data is projected
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into it and used to train a model for the prediction of unseen test data at a fraction

of the original cost.

Proper orthogonal decomposition (POD) is one of the most commonly used DR

methods in ROM literature [115]. This method is referred to as principal component

analysis (PCA) in computer science and Karhunen-Lo�eve decomposition in statistics.

The central idea behind POD is to identify a subspace spanned by a set of vectors

that captures the most variance within a given dataset [116]. The identi�cation of

these vectors, referred to as POD modes, involves the Singular Value Decomposition

(SVD) algorithm and therefore results in a linear dimensionality reduction procedure.

Once an appropriate latent space is identi�ed, the high-dimensional solution for an

unseen set of parameters can be predicted at a fraction of the computational cost.

To begin, assume that there exists some deterministic modelM which acts on

a set of inputs, � , and yields some vector output,x 2 Rn� 1. Consider a matrix X

that is composed ofm samples, orsnapshots, of a �eld of dimensionn obtained from

a numerical simulation such thatX =
�
x 1; :::; x m

�
2 Rn� m . Typically, though not

necessary, the matrix is mean-centered to improve the stability of the subsequent

steps:

�x =
1
m

mX

j

x j = 0 (3.1)

The singular value decomposition procedure is applied to the snapshot matrix to

yield:

X = U � V T (3.2)

where U 2 Rn� n is the matrix of POD modes,� 2 Rn� m is a diagonal matrix of

singular values, andV 2 Rm� m is a matrix of right singular vectors [117]. To reduce

the dimensionality of the problem, it is important to identify those POD modes that

capture most of the dynamics. This can be done by analyzing the singular values for
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each POD mode and the relative information content (RIC) metric:

RIC(d) =
P d

i =1 � 2
iP r

j =1 � 2
j

(3.3)

The RIC is used to describe the amount of variance that is captured by thed most

dominant modes [118]. Most often, the practitioner sets the RIC to some� 2 [0; 1],

then selectsd basis vectors such that RIC(d)� � .

Once truncated, a matrix � is constructed such that its columns consist of thed

orthogonal modes,� =
�
� 1; :::; � d

�
2 Rn� d. In statistics and computer science, when

the objective is to simply identify a lower-dimensional space, the POD procedure is

complete at this point [119]. In parametric reduced order modeling though, the ROM

is used to replace the full-order model (FOM) during the online phase. To do so, each

snapshot, must �rst be projected onto the latent space:

Z = � T X (3.4)

where Z is the matrix whose columns correspond to each snapshot's coordinates in

the latent space, such thatZ = [ z1; :::; zm ] 2 Rd� m . Each z is then paired with its

associated set of input parameters,� , which were used to sample the FOM.

For each latent space coordinate, a data-�t surrogate model is then trained to

predict the variations with respect to the inputs. Thus, a set ofd scalar models is

generated, which together capture the variations of the latent space:

g(� ) = [ g1(� ); g2(� ); : : : ; gd(� )] = z (3.5)

This procedure is called POD+Interpolation, one instance of which is the POD-PCE

method where a PCE model is used in the latent space [120]. A summary of the

above steps is provided in algorithm 1.
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Algorithm 1: O�ine POD+Interpolation Algorithm
Input: � = f � 1; : : : ; � bg 2 Rb

1 Utilize DOE to generatem samples of input uncertainties, [� 1; :::; � m ] 2 Rb� m

2 Construct snapshot matrix,X = [ x 1; :::; x m ] 2 Rn� m , using FOM evaluations
3 Perform dimensionality reduction to identify POD modes,� , and latent

space coordinatesZ = [ z1; :::; zm ] 2 Rd� m // RIC (d) � �

4 Train regression models for each latent space coordinate,zi , to obtain g such
that gi : � 7! zi

5 Return � and g

3.1.2 Polynomial ChaosExpansion

The section below outlines the mathematical foundation for PCE models and the

numerical implementation details. When combined with POD, it provides an entirely

linear methodology to propagate uncertainties in high-dimensional systems.

To begin, let M represent a deterministic1 model which acts on a set of inputs,

� , and yields some vector output,y . Thus, � = f � 1; : : : ; � dg is a d-dimensional

vector where each component,� i , is an independent random variable. And,y =

f y1; : : : ; yng 2 Rn is a vector that can represent the aerodynamic state, such as

pressure or velocity �eld, from a FOM, such as a CFD simulation. Each component

has some location,x i , in a 2D (R2) or 3D (R3) spatial domain, Dx . The model maps

the d-dimensional vector to another n-dimensional vector, i.e.M : � 7! y 2 Rn .

The theory of polynomial chaos [121, 122, 123] states that the output,y (x ; � ), can

be expressed by separating the deterministic and stochastic contributions and using

a linear combination of orthogonal polynomials. To begin, de�ne the inner product:

h� 1; � 2i i =
Z

� 1(x)� 2(x)f X i (x)dx (3.6)

For each � i , one selects a family of orthogonal polynomials
n

	 (i )
� i (� i )

o

� i 2 N
with a

polynomial order, � i . Thus, given the underlying probability density function (PDF),

1For a given set of inputs, the computational model outputs the same values (and is not itself
stochastic).
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� � i , for each random variable, the set,	 (� i ), satis�es

h	 i ; 	 j i =
Z

	 i (� i )	 j (� i )� � i (� i )d� i

= � ij


	 2

i

�
(3.7)

where � ij is the Kronecker delta, which equals 0 ifi 6= j . Xiu and Karniadakis [122]

found the orthogonal polynomial basis for common PDF distributions. These are

summarized in Table 3.1. By multiplying the polynomial basis for every input vari-

Table 3.1: Askey scheme of polynomials and their links to common PDFs.

Input PDF Density Function PCE Basis Support Range

Normal 1p
2�

e� 0:5x2
Hermite [�1 ; 1 ]

Uniform 0:5 Legendre [-1, 1]

Gamma x � e� x

�( � +1) Generalized Legendre [0; 1 ]

Exponential e� x Laguerre [0; 1 ]

able with every variable's basis, we obtain the following multivariate basis, which is

orthogonal with respect to the joint probability distribution of all the inputs:

 � (� ) =
dY

i =1

 (i )
� i

(� i ) (3.8)

Using this multivariate polynomial basis, it is possible to expressy (x ; � ):

y (x ; � ) � M (x ; � ) =
1X

� =0

a� (x ) � (� ) (3.9)

where a� deterministic coe�cients that vary with x . Note that the multi-index no-

tation used above represents a complicated expression succinctly. For example, using
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multi-index notation, it is possible to express

P = a0D0 +
1X

i 1=1

ai 1 D1 (� i 1 ) +
1X

i 1=1

i 1X

i 2=1

ai 1 i 2 D2 (� i 1 ; � i 2 ) + : : : (3.10)

equivalently as,

P =
1X

j =0

� j 	 j (� j ) (3.11)

where there is a pairing between� j and ai 1 i 2 :::i n and 	 j and Dn (� i 1 ; � i 2 ; : : : ; � i n ).

Typically, one truncates the PCE expansion to some �nite number of terms,P:

M (x ; � ) � y (x ; � ) =
PX

� =0

a� (x ) � (� ) (3.12)

A common way to truncate the expansion is to set an upper bound on the total degree

of the polynomial expansion top such that

j� j =
dX

i =1

� i � p (3.13)

Thus, the total number of terms in the expansion is given byP + 1 = ( d+ p)!=(d!p!).

The orthogonality property of a PCE enables the evaluation of statistical moments

of the output using just the expansion coe�cients:

� (y ) = E [y (x ; � )] = E [y (x ; � )1] = E [y (x ; � )	 0]

�
Z  

X

�

a� 	 � (� )	 0)

!

� (� )d�

= a0

(3.14)
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and

� 2(y ) = E
�
(y (x ; � ) � E [y (x ; � )])2�

�
Z  

X

�;�

a� a� 	 � (� )	 � (� ))

!

� (� )d�

=
PX

� =1

a2
� h	 � ; 	 � i

(3.15)

This attribute of PCE whereby one can obtain closed form expressions for statistical

moments using simply the coe�cients is extremely powerful. Not only does this enable

rapid estimations of statistics, but also reduces the reliance on further sampling the

surrogate model to obtain moments.

The estimation of PCE coe�cients can be performed via intrusive Galerkin projec-

tions [124], quadratures [57], or point collocation [123]. Galerkin projections require

intrusive modi�cations to the FOM code and hence are not suitable for black-box

tools. On the other hand, as noted by Simoyama [125], quadratures may request

samples at points in the domain where the simulation cannot converge to an answer

(which can occur frequently with CFD simulations at high angles of attack or complex

geometries with complicated 
ow patterns). Najm [58] provides an overview of the

di�erent coe�cient determination processes and Poette [126] provides an empirical

comparison of di�erent methods. This thesis will outline the point collocation (also

known as regression-based PCE) training process. In this method, the practitioner

does not require access to either the governing equations, code, or the implementa-

tion details for the FOM. In fact, the procedure is entirely non-intrusive and, unlike

quadrature-based methods, does not require samples at speci�c locations of the input

space. As it is found by Hosder et al. [102] and Poette [126], this regression-based

procedure is versatile, low-cost, and highly 
exible. The following section provides

an overview of the regression-based PCE approach.
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3.1.3 Regression-basedPCE

The regression method for computing the PCE coe�cients starts by generating at

least P + 1 samples of the random vector� . TheseN t samples are input into the

simulation tool to generate snapshots of the system at various parameter settings.

For the sake of simplicity, assume that the output of the simulation is a scalar,

though these concepts readily extend to vector �elds where each component can be

considered an individual random variable. The coe�cientsa� can be found by solving

the following over-determined linear system:

0

B
B
B
B
B
B
B
@

	 0 (� 0) 	 1 (� 0) � � � 	 P (� 0)

	 0 (� 1) 	 1 (� 1) � � � 	 P (� 1)
...

...
. . .

...

	 0 (� N t ) 	 1 (� N t ) � � � 	 P (� N t )

1

C
C
C
C
C
C
C
A

0

B
B
B
B
B
B
B
@

� 0

� 1

...

� P

1

C
C
C
C
C
C
C
A

=

0

B
B
B
B
B
B
B
@

y (� 0)

y (� 1)
...

y (� N t )

1

C
C
C
C
C
C
C
A

(3.16)

The least-squares problem above can be solved with a minimum ofP + 1 samples,

at which point the problem becomes one of solving a linear system of equations.

However, in [102], the authors found that an oversampling of at least twice more

than the required points yields a better approximation for the statistical moments.

The actual sampling method can be a space-�lling design of experiments (DOE) or

quasi-random Sobol sequence or Latin hypercube sampling (LHS) DOE; however,

results have shown that LHS and quasi-random Sobol sequence provide consistent

performance in a variety of problems [127, 102]. The formulation above implicitly used

an L2-norm to �nd the PCE coe�cients. However, other norms and procedures that

encourage parsimony can also be used. Such methods are broadly referred as sparse

PCE approaches [128]. Since the number of basis functions in a full PCE model grows

rapidly with the number of inputs and expansion order, sparse methods alleviate both

the computational cost for training and total number of expansion terms. This thesis
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explores the performance ofL2-norm (also referred to as full PCE) and sparse PCE

found using least angle regression (LAR), which represents the benchmark sparse

approach [129, 128, 113, 97, 130]. In this method, PCE basis functions are added one

by one based on which terms maximize the amount of information captured by the

model [131]. The reader is referred to [131] for further details on the development of

LAR-based PCE models.

3.2 Technical Gaps

For engineering systems that exhibit a steep or discontinuous response to a smooth

variation in the system inputs, models that rely on linear expansions lack robustness

and accuracy especially near nonlinearities [132]. Speci�cally, when given a function

with sharp gradients or jump discontinuities, linear methods exhibit a character-

istic oscillatory behavior called theGibbs phenomenon. First outlined by Wilbra-

ham [133] and later thoroughly explored by Gottlieb when studying Fourier expan-

sions in piecewise-continuous problems, the Gibbs phenomenon is characterized by

three traits [134]:

1. Near discontinuous features, the solution exhibits overshoots and undershoots

that diminish slowly with increasing expansion order. In fact, the error decays

as O(1=p), where p is the expansion order (or number of POD modes).

2. Away from discontinuities, the convergence is slow and oscillations last for long

distances.

3. With increasing order, the oscillations can reach higher frequencies and ampli-

tudes, but are more localized near the nonlinearity.

Having established the above broad limitations of linear models when applied to non-

linear systems, the discussion below speci�cally focuses on the literature surrounding

the performance of POD and PCE in highly nonlinear engineering datasets. As it

44



can be expected and will be rigorously shown in the chapters to follow, these linear

methods su�er from severe losses in accuracy near discontinuities and exhibit the

Gibbs phenomenon.

3.2.1 Limitations of POD

Iyengar et al. [135, 136, 137, 138] explored the performance of the POD+Interpolation

algorithm in predicting the aerodynamic 
ow over bodies in transonic and supersonic

conditions. It was seen that a POD approximation requires a huge number of POD

modes to express shockwaves (Trait #1). In particular, even with an RIC=99.99%,

the POD approximation has oscillations both prior and after shocks (Trait #2). In-

creasing the number of POD modes leads to an increase in the frequency of the

oscillations and does not necessarily achieve a realistic solution, even though the er-

ror is decreased globally (Trait #3). In the subsonic regime, however, POD models

can approximate the pressure distributions around bodies with as few as two modes.

Figure 3.1: Performance of a POD ROM in predicting the pressure coe�cient over
an airfoil with a shockwave [139]. Increasing the number of POD modes, increases
the frequency of oscillations near the shock.

This performance of the POD method can be explained by analyzing the POD

modes themselves. In subsonic 
ows, where sharp gradients are absent, the leading

POD modes capture a large portion of the dynamics, and the singular values decay

rapidly. This extremely fast decay is central to reduced order modeling since a small
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percentage of modes can explain a large percentage of the dynamics. In supersonic and

hypersonic 
ows, though, the energy captured by each mode is small and the singular

values decay slowly [107]. Thus, models with large reduction in dimensionality may

lead to increased Gibbs oscillations as information from the high-energy modes that

capture shocks is lost.

Gap

Linear dimension reduction strategies, such as the POD method, exhibit large

oscillations and poor predictive accuracy near sharp gradients and discontinu-

ous features. Often, an e�ective linear latent space cannot be found even with

a large number of POD modes.

3.2.2 Limitations of PCE Models

When dimension reduction is used to identify a latent space, the relationship between

the inputs and the low-dimensional coordinates can be highly complex and nonlinear

(see Figure 3.2). As PCE theory relies on a linear expansion using smooth basis

functions, it also performs inadequately in problems where there are discontinuities

induced by the random inputs [96]. In fact, like the POD method, PCE typically

exhibits the Gibbs phenomenon near sharp gradients [140]. Thus, even if the dimen-

sion reduction method identi�es theoptimal latent space for a particular problem,

the PCE model can introduce signi�cant regression error that deteriorates overall

predictive accuracy.

In 2005, Chen et al. [141] showed through a series of experiments that the Gibbs

phenomenon degrades the accuracy of PCE models. In particular, it was concluded

that if the variance of the inputs is small, the PCE models can su�ciently predict

the response. In cases with high input variance, though, the PCE model requires
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Figure 3.2: Example of POD coe�cient variations with inputs. Each response surface
is for a particular coe�cient. Notice that all coe�cients except those associated with
the �rst mode have highly nonlinear variations [132].

many higher-order terms and is unable to converge to higher-order moments. Hosder

et al. [102] further analyzed the performance of PCE in predicting stochastic discon-

tinuous 
ows. There they found that a high order (often sixth order) expansion was

required to capture discontinuities accurately, but a lower order (often third order)

su�ces away from the nonlinearity. In fact, in the 1960s, Orszag [142] found that dis-

continuities and complex nonlinearities, especially those seen in 
uid 
ows, contain

energy in higher-order polynomial terms. Thus, PCE models, which rely on a �nite

truncation, su�er from inaccuracies. This predictive error further deteriorates as the

number of inputs increases because additional polynomial interaction terms need to

be included in the expansion.

Gap

PCE representations with �xed �nite order fail to properly represent random

variables or latent spaces with strong nonlinear and discontinuous features; low

polynomial order and small training data sets further exacerbate the issue.

As it is seen through the above sections, both POD and PCE rely on a linear

expansion to express an output, and, thus, face the same limitations. And though
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each of these tools have been extensively studied, it is only within the past decade

that their combined usage has been explored to perform high-dimensional UQ. The

following section details the development of the POD-PCE literature and highlights

the limitations observed in those papers.

3.2.3 Applications and Limitations of POD-PCE

Due to its simplicity, the POD method has been used extensively in the ROM �eld

and, in the past decade, become prevalent in the uncertainty quanti�cation �eld as

well. In 2015, Raisee et al. [143] developed a POD-based method motivated by the

high computational cost of training full PCE (also known as global PCE) models

in high-dimensional spaces. This method relies on the use of two meshes: a coarse

mesh, which provides a computationally e�cient, albeit slightly inaccurate solution

to the problem being analyzed; and a �ne mesh, which is more expensive to solve but

accurately captures all the necessary features of the problem. First, a global PCE

model is �t at each node on the coarse mesh. Then, by constructing a covariance

matrix using the PCE coe�cients and performing POD, a low-dimensional, reduced

set of basis vectors are found. Using this new basis, a surrogate model is built at

each node in the �ne mesh. The central assumption inherent in this method is that

the POD modes identi�ed on the coarse mesh accurately capture the dynamics in the

�ne mesh. This assumption requires that the coarse mesh have a high enough grid

�neness that the essential features of the problem are captured. As noted by Abraham

et al., the de�nition of a coarse mesh is a challenging task, and requires additional

computational e�ort and/or some expert knowledge [144]. Moreover, since a full PCE

expansion must be evaluated on the coarse mesh, the computational cost may still

be too high [145, 146]. Lastly, while this method can achieve a computational cost

reduction of 88% compared to a full PCE expansion on the �ne mesh, it still relies on

�tting scalar surrogates at each node. Indeed, this reduces the method to a variant
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of a data-�t model and introduces possible inconsistencies in spatial coherence [99].

Alternatively, POD can be used to perform dimension reduction and PCE models

can be utilized in the latent space. This method, called POD-PCE, bypasses the

need for individual scalar models at each node. The training procedure is shown

in Figure 3.3 and has the following o�ine steps:

1. The uncertain parameters are identi�ed, and the underlying joint probability

density function is de�ned.

2. A design of experiments (DOE) is generated and the FOM is evaluated to

generate snapshots of the random �eld.

3. A matrix of snapshots is generated, and the POD procedure is employed to

construct a low-dimensional embedding of the data.

4. A multivariate PCE model is used to learn the dynamics of each stochastic

latent space coordinate when changes in the input parameters occur.

During the online phase, the multivariate PCE models are used to �rst predict the

latent space coordinates at some speci�ed input parameter,� � , and then the POD

modes are used to transform the embedded coordinates to the full-dimensional space

by the projection x(� � ) = �z (� � ) = �g (� � ).

Figure 3.3: POD-PCE method.

Using this approach, a high-dimensional, uncertain random variable can be rep-
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resented as follows:

y (x ; � ) �
dX

i =0

 
PX

� =0

ai;�  � (� )

!

� i (x ) (3.17)

Two points should be emphasized here: First, the regression model in the latent space

(PCE) is trained to predict the variations of each latent space coordinate. This results

in an ensemble of scalar surrogate models, which together capture the variations of the

FOM in a low-dimensional space. These models could have been developed at each

node in the computational mesh, but by reducing the dimensionality, the memory and

overall cost of evaluation are reduced. More importantly, the DR procedure contains

valuable information about the inherent correlation and spatial coherence present in

the solution that would otherwise not have been utilized. Second, the latent space

models are trained using the projected high-dimensional data: that is, no additional

sampling of the FOM is required to train the surrogates. Essentially, the training of

these ROMs occurs in a single step and the overall computational cost is constrained

by the one-time data collection procedure to construct the snapshot matrix. This

approach of building models in the low-dimensional space using the data from the

FOM is utilized for all ROMs in this thesis.

With the above formulation (Equation 3.17), the mean and variance can be ana-

lytically computed.

� (y ) = E [y (x ; � )] =
dX

i =0

ai; 0� i (3.18)

� 2(y ) =
dX

i =0

dX

j =0

  
PX

� =1

a�;i a�;j

!

� i � j

!

(3.19)

This method has been utilized recently in UQ literature: Li et al. [147] use it to

predict oceanic 
ow in the Gulf of Mexico due to uncertainties in wind conditions.

There they �nd that although the average behavior of the model is captured well,

the surrogate is unable to perform point-predictions with su�ciency accuracy. In

particular, while the main global structures are captured well, the local variability
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is lost. Other authors have applied the POD-PCE method to acoustics [148], urban

drainage simulations [113], and dynamical systems [149]. In all these papers, the

researchers either work with functions which vary smoothly with random inputs [149]

or restrict their scope to canonical problems. This indicates that the use of POD and,

more generally, ROMs together with PCE has been relatively unexplored in complex

high-dimensional problems (see Table 3.2). Linking these �ndings to the research

objective leads to the following gap:

Gap

The use of non-intrusive PCE with ROM in strongly nonlinear aerodynamics

problems encountered in supersonic aircraft design is relatively unexplored but

would vastly accelerate the computation of sonic boom loudness under uncer-

tainty.

3.3 Summary

The POD method is commonly used for DR in deterministic reduced order modeling.

It expresses an output as a linear combination of basis functions found using the

SVD procedure. While it is non-intrusive and applicable to an array of problems,

its performance in high-dimensional �elds with nonlinear structures, such as shocks

and expansion fans, is poor. In such cases, the solutions from POD-based ROMs

exhibit the Gibbs phenomenon, where there are large, spurious oscillations that do

not mitigate for large distances.

Similarly, for uncertainty quanti�cation, polynomial chaos expansions also rely on

linear expansions to express an uncertain output. And though this linear formulation

enables the rapid and analytical computation of statistical moments, its performance
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is also severely hampered in nonlinear problems. Recently, researchers have explored

the combined use of POD-PCE and applied it to canonical problems or empirical

datasets with small degrees of nonlinearity. It has been observed that while the

main global structures are captured well, the local variability is lost. At the time of

writing this manuscript, there have been relatively few studies that have explored the

use of ROMs combined with PCE for high-dimensional uncertainty quanti�cation in

aerodynamic problems. And, even with the recently developed POD-PCE method,

the prediction of supersonic aerodynamic �elds is expected to be poor. Thus, to meet

the research objective posed in the previous chapter, it is essential to surmount the

following technical gaps:

Gaps

1. Linear dimension reduction strategies, such as the POD method, exhibit

large oscillations and poor predictive accuracy near sharp gradients and

discontinuous features. Often, an e�ective linear latent space cannot be

found even with a large number of POD modes.

2. PCE representations with �xed �nite order fail to properly represent ran-

dom variables or latent spaces with strong nonlinear and discontinuous

features; low polynomial order and small training data sets further exac-

erbate the issue.

3. The use of non-intrusive PCE with ROM in strongly nonlinear aerody-

namics problems encountered in supersonic aircraft design is relatively

unexplored but would vastly accelerate the computation of sonic boom

loudness under uncertainty.

The objective of the subsequent chapters is to tackle each of the aforementioned
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technical gaps that limit the e�ectiveness of ROMs during the prediction of sonic

booms. If these technical gaps are �lled, then the research objective will be accom-

plished. Figure 3.4 provides a visualization of the current technical gaps.

Figure 3.4: Technical gaps.
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CHAPTER 4

UNCERTAINTY QUANTIFICATION USING MANIFOLD

LEARNING

This chapter presents the �ndings from the �rst research objective, which explores

alternate approaches for dimensionality reduction that circumvent the challenges that

POD-based ROMs face. Figure 4.1 shows an overview of the chapter and research

questions to be addressed. The discussion begins with a literature review of current

methods used for dimensionality reduction and their capabilities. Then, a suitable

alternative is identi�ed by using a set of criteria that characterize the problems being

tackled. The performance and robustness of the proposed methodology is �nally

assessed using a set of experiments that have varying levels of complexity.

4.1 Literature Review

The �eld of ROM is rich with methods, developed over the course of the past �fty

years. As such, the discussion below is focused around parametric methods applicable

to cases where the user has no access to the governing equations and FOM code (i.e.

black-box tools). More precisely, the question that drives the discussion is

Formulating Question

What parametric, non-intrusive methods for dimensionality reduction can be

leveraged to improve the predictive performance of models near discontinuous

features, such as shocks, and also reduce overall approximation error when

compared to POD?
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Figure 4.1: Chapter roadmap.
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As each of the methods to be discussed has had been successful and useful in

certain situations, it is important to derive a set of criteria that can be used to

winnow the list. A suitable DR method is one that meets the following criteria:

ˆ Mitigates the e�ect of the Gibbs phenomenon when used to predict 
ows with

discontinuous features and nonlinearities. This requirement is necessary so the

error near shocks is reduced.

ˆ Operates in a parametric manner withO(10) inputs without intractable evalu-

ation costs during the online phase. This requirement is important because the

ROM will be used in uncertainty propagation and other multi-query problems

and should have a manageable computational cost.

ˆ Reduces the dimensionality of high-dimensional �elds withO(103 � 106) com-

ponents. This requirement is based on the fact that most CFD models have

computational meshes that can have thousands, if not millions, of nodes.

ˆ Requires no additional knowledge of the underlying code and system of equa-

tions used to obtain the input-output data. This requirement is based on the

earlier discussion on non-intrusive methods.

ˆ Applies to problems with geometry changes. This requirement is an extension

on the idea of parametric ROMs. In particular, the ROM should be able to

handle perturbations to the geometry.

ˆ Requires no additional user-input (e.g. hyperparameters that require expert

judgement) than determining basis functions and kernels. This requirement is

needed because it is impractical for the practitioner to manually train ROMs

without shifting the computational bottleneck to the training process. More

generally, this requirement ensures that the identi�ed ROM method is robust

to a variety of problems and requires few manual inputs.
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ˆ Does not require signi�cant training data sets. This requirement is necessary

when modeling computationally expensive simulations as the cost for generating

large data sets may be too high.

The �rst category of methods to be discussed are arti�cial neural networks (ANN),

and their variants, such as convolutional neural networks (CNN), deep neural net-

works (DNN), and variational autoencoders (VAE). Note that the discussion in the

earlier chapter focused on ANNs used as data-�t models. They can alternatively be

used to predict �elds and Brunton et al [75] provides an excellent survey of their

application to 
uid mechanics problems. These methods were developed initially in

the �eld of computer science for classi�cation, clustering, and prediction on data sets

with millions of training points. When introduced to aerospace engineering, this high

sampling requirement has posed some challenges because simulations are expensive

and data is sparse. In fact, in the recent work by Du et al [152], ANNs were used to

predict aerodynamic �elds around airfoils in subsonic 
ow, but the models required

40,000 samples during the training procedure. In another recent work by Gonzalez et

al.[80], ANNs were applied to a variety of 
uid mechanics problems and it was seen

that though \they had superior expressive power compared to the POD method,"

they required many training samples because they had well over 108 hyperparameters

to tune. The tuning of these parameters requires optimization tools that can often

over�t the model to the training data [75]. Another drawback is that they often

require expert judgement to pick the architecture (e.g. the number of nodes or depth

of the ANN); indeed, as noted previously, the performance of a particular model is

highly sensitive to these user-de�ned choices and requires trial-and-error[153].

While the above machine learning methods attempt to use large data sets to

tune the weights of a highly complex model, other researchers have resorted to

transformation-based methods. These methods attempt to �nd a transformation

which when applied to the data smoothens gradients. These methods are typically
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developed using rigorous mathematical formulations, theoretical bounds on error,

and, when applied to analytical or canonical examples, have shown to capture shocks

and nonlinearities extremely well [154]. But, there exist several drawbacks: First, the

problem of �nding the transformation is challenging and often involves the solution

of a non-convex optimization problem that must be regularly monitored to ensure

convergence to global optima. For example, in [155], the author notes that the objec-

tive function is both non-smooth and non-convex and requires the use of specialized

optimization algorithms. Second, many of these methods are developed with strin-

gent mathematical assumptions, which when applied to realistic data sets cannot be

veri�ed. For example, in the method developed by Sarna et al. [156], the transfor-

mation requires that snapshots have the \same types and numbers of features" and

any two snapshots \are not too close and not too far." Such conditions are too re-

strictive to be integrated into a robust ROM method. Third, the transformations

themselves may require expert insight to construct. The Shifted Proper Orthogonal

Decomposition [157] is one such method where careful observations of the snapshot

matrix are used to guide the choice of a suitable transformation. Fourth, some of

these methods are developed for at most two input parameters, which severely limits

their scope. For example, when using the transport snapshot method developed by

Nair et al. [158], the computational cost scales directly with the number of training

samples and elements in the �eld; but, since it is necessary to use a quadrature like

procedure during sampling to ensure accurate predictions, the training cost becomes

intractable for expensive, high-dimensional �elds with more than two inputs.

To improve the accuracy of linear ROMs near shocks, a Domain Decomposition

(DD) strategy has been used in previous studies. In this technique, the 
uid domain

is spatially separated into regions where the shock (or discontinuity) is isolated [159,

108]. While these methods have shown to better capture discontinuous features in

a �eld, the process of determining the domain size, shape, and location is highly
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heuristic-driven. In fact, there exists a severe lack of automated domain decomposi-

tion approaches [136, 63, 160, 161]. Furthermore, large arti�cial gradients appear at

the interfaces between sub-regions, but there are currently few methods that robustly

smoothen these gradients and yield a realistic solution [136].

From the above discussion, it is observed that none of the aforementioned methods

su�ciently satis�es the set of criteria developed earlier. The subsequent discussion

details a separate family of methods, initially used in computer science literature for

pattern recognition, that have shown remarkable success when applied to nonlinear

problems.

4.2 Manifold Learning

A manifold can be considered a generalization of the concept of a curved Euclidean

space to higher dimensions. At every point on a manifold, the neighboring region

closely resembles and behaves like a Euclidean space with all associated properties

holding locally [162]. Manifold learning is a branch of dimensionality reduction, which

attempts to recover some low-dimensional manifold embedded in some higher dimen-

sional space [163]. Since the early 2000s, there have been several manifold learning

algorithms that have been developed, each of which uses a di�erent metric to �nd the

optimal low-dimensional manifold. Maaten et al. [163] provides an excellent compar-

ative review of the di�erent methods. The section below provides the theoretical and

implementation details for this technique:

Mathematically speaking, suppose that there exists somet� dimensional, smooth

manifold, M , which is embedded in somen� dimensional space,X 2 R n , with t �

n. That is, M � X . The dimension of the high-dimensional space,n, is referred

as the extrinsic dimensionality of the data, whilet is referred to as the intrinsic

dimensionality.

The goal of manifold learning is to recover (an approximation of) the underlying
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manifold given a (�nite) set of samples,x i 2 X , and/or a matrix of proximities1

between all pairs of points in the set. Upon completion of the manifold learning

algorithm, one should obtain a low-dimensional representation of the data,z i 2

R d, with d � n. Ideally, d � t and we would have obtained a low-dimensional

representation of the data that closely resembles the behavior of the data in high-

dimensional space.

Most dimensionality reduction methods are designed to recover linear manifolds

(such as hyperplanes) and are referred to as linear dimensionality reduction methods.

Two of the most commonly used methods for linear dimensionality reduction are

proper orthogonal decomposition (POD) and multidimensional scaling (MDS) [164].

In fact, POD is a special case of the more general MDS method [163]. Since POD is

outlined in Chapter 3, the discussion below focuses primarily on MDS.

Manifold learning methods can be further decomposed into global and local meth-

ods. Global methods attempt to preserve the entire structure of the manifold by

mapping faraway points to faraway points and nearby points to nearby points [165].

The primary of advantage of the global methods is that they provide a more faithful

representation of the global data variation [165]. MDS, POD, and isometric mapping

(ISOMAP) are examples of global manifold learning. Alternatively, local methods

attempt to preserve the structure in small neighborhoods of the manifold. As such,

local methods tend to generate sparse matrices during computations, which increases

their e�ciency compared to global methods. Locally linear embedding (LLE) is an

example of a local approach to manifold learning. In general, all manifold learning

algorithms consist of the following steps [162]:

ˆ Construct a graph - With samples at the vertices, use the local neighborhood

1The concept of proximity is more general than distance, in that it does not necessarily have to
be based on some quantitative metric. In fact, a proximity can be any continuous measure of how
`similar' two points are that must monotonically decrease as the two points move closer. In the
discussion to follow, the word distance and proximity will be used interchangeably as distance will
be used as the metric of closeness.
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information surrounding at each point and thek-nearest neighbors algorithm

to develop a graph that encodes inter-point relationships.

ˆ Transform the graph - This step varies from method to method but generally

involves calculating some measure of distance between points.

ˆ Compute eigendecomposition - Using the matrix, perform an eigenvalue de-

composition to identify a suitable latent space and obtain a low-dimensional

representation of the data.

4.2.1 Multidimensional Scaling

The objective of classical MDS is to identify a low-dimensional latent space on which

the distances between samples are as closely preserved to the inter-point distances in

high-dimensional space.

To begin, suppose there exist a set of pointsf x 1; :::; x m jx i 2 R ng which are used

to construct a matrix D = ( dij ) where dij is the Euclidean distance between points

x i and x j . In practice, these points represent the high-dimensional snapshot that

is obtained using the FOM.D is referred to as the dissimilarity matrix and is used

to �nd the embedded vectorsf z1; :::; zm jz i 2 R dg where the Euclidean inter-point

distances,d̂ij , approximate dij . Typically, though not necessarily, the dissimilarity

matrix is a m � m symmetric matrix with zeros along the diagonal [166].

Using the dissimilarity matrix as the starting point, the classical MDS algorithm

proceeds as follows: First, construct a matrix~D = 1
2 d2

ij . Second, doubly center the

matrix ~D by removing the row-wise and column-wise mean. This can be done using

the following operation:

B = H ~DH (4.1)

whereH = I m � m� 11m is a centering matrix and1m is a (m � m)-matrix with all
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entries equaling one. Computing the eigenvalue decomposition forB yields:

B = U � U T = ( U � 1=2)( � 1=2U ) = ~Z ~Z T (4.2)

In the above equation, ~Z 2 R t � m is a matrix whose columns are the projected

points in the latent space. Note that the dimensionality of the latent space,t, is the

number of non-zero eigenvalues of the matrixB . Further, the inter-point distance,

d~Z (~zi ; ~zj ), between the points ~z i and ~z j is equal to the inter-point distancesdij .

Often, t may be large and the practitioner supplies the latent space dimensionality

and retains only thed largest eigenvalues (and associated eigenvectors) of the matrix

B . This process yieldsZ 2 R d� m where the distances between points approximate

the distances between points in high-dimensional space. The MDS procedure outlined

above begins with the dissimilarity matrix, which is di�erent than the starting point

for POD. However, if the dissimilarity matrix is computed using the Euclidean metric,

POD and MDS yield the same results [167, 163]. As with POD, MDS may consider

two datapoints as being close to each other simply because their Euclidean distance

is small; however, on highly curved manifolds, two points that are close in Euclidean

distance may be far on the manifold (geodesic distance). An example of this is

shown in Figure 4.2. Isometric mapping (shown below) attempts to preserve geodesic

distances and, therefore, better capture the true geometry of the underlying data.

4.2.2 Isometric Mapping

Isometric mapping (ISOMAP) is an extension of the MDS method to nonlinear man-

ifolds and uses the geodesic distances2 between points in the dataset [168]. As indi-

cated by its name, ISOMAP attempts to preserve the geodesic inter-point distances

between data (that lies on the manifold embedded in a high-dimensional space) in a

2Geodesic distances are generalizations of the concept of Euclidean distance to manifolds. It can
be shown that the geodesic distance computed onR n is a straight line.
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Figure 4.2: Visualization of Euclidean distances on manifolds. Geodesic distance
between points A and B would be measured along the black curves shown in the
�gure.

low-dimensionalEuclidean spaceusing Euclidean inter-point distances. That is, the

procedure for ISOMAP maintains isometry.

To begin, let M represent a deterministic model which acts on a set of inputs and

yields some vector output. That is, for a given set of inputs, the computational model

outputs the same values and is not itself stochastic. Consider that the model has

been used to generatem samples, orsnapshots, to form the set f x 1; :::; x m jx i 2 R ng.

ISOMAP consists of the following procedure [166]:

1. Compute using the Euclidean norm, the distance between every pair of points

in the sample set.

2. Using the nearest neighbors algorithm, compute thek nearest points surround-

ing each sample.

3. Construct a graph with samples at the vertices and weights between neighboring

points x i and x j given by the Euclidean distance between them.
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4. Approximate the geodesic distance between any pair of pointsx i ; x j by:

dgeo(x i ; x j ) = min
� � A

d� (x i ; x j ) (4.3)

where A is the set of all paths that connectx i and x j . Each path is de�ned

as the set of neighbor-to-neighbor links that connect the two points.d� (x i ; x j )

is the distance found by the sum of lengths of the individual segments that

comprise that path. E�ectively, this step �nds the shortest distance between

any pair of points by connecting one point to another. This step is typically

performed using Dijkstra's algorithm [169].

5. Form a m � m symmetric dissimilarity matrix D = ( dij ) = ( dgeo(x i ; x j )) which

encodes information regarding the relationships between points.

6. Using the MDS algorithm, compute the low-dimensional embedding with the

dissimilarity matrix and retaining the d-largest eigenvalues and corresponding

eigenvectors. This provides an embeddingf z1; :::; zm jz i 2 R dg for each high-

dimensional point.

Note that the last step in the ISOMAP algorithm ensures that the distances in the

latent space closely match the geodesic distances between points found on the mani-

fold. In fact, as shown by Bernstein et al. [170], in the limit of in�nite data points and

convex manifolds, ISOMAP recovers thetrue geometric structure of the underlying

high-dimensional manifold.

The number of nearest neighbors used during DR is integral to the success of

ISOMAP. As noted by Ma et al. [166], if the number of neighbors is too large, then

false neighborhood connections are made. These erroneous connections lead to \short-

circuits" and impact the accuracy of the geodesic distances computed. If the number

of neighbors is too small, then the neighborhood graph becomes too sparse and, again,

the geodesic distances are di�cult to approximate. Shi et al. [171] minimize Kruskal's

65



stress to select the value ofk used during DR. This metric is a measure of the quality

of the low-dimensional manifold and is given by:

� k =

vu
u
t

P
ij (dgeo(x i ; x j ) � d~Z (~zi ; ~zj ))

2

P
ij dgeo(x i ; x j )2

(4.4)

This method has been used by several researchers and shown strong performance

empircally [109, 107, 172, 138, 136, 173, 174].

4.2.3 Locally Linear Embedding

The central assumption in locally linear embedding (LLE) is that the region neigh-

boring a point can be approximated by a linear patch of the manifold [175]. Thus,

unlike the previously discussed methods, LLE requires only information about the

local neighborhood surrounding a point de�ned by itsk nearest neighbors. Using this

idea of linearity, LLE attempts to express each sample as a linear combination of its

nearest neighbors. Speci�cally, consider that there existm samples that form a set

f x 1; :::; x m jx i 2 R ng. For any point, x i , let the set N k
i = f x i; 1; :::; x i;k g denote its k

nearest neighbors and be the vertices of a simplex. Then, LLE assumes that there

exists a set ofbarycentric coordinates, w i , which can be used to express:

x i = w i X N k
i

=
kX

j =1

wij x i;j (4.5)

whereX N k
i

= [ x i; 1; :::; x i;k ]. The procedure used during LLE is as follows [166]:

1. Compute thek nearest points surrounding each point.

2. Expressx i = w i X N k
i

with
P

wij = 1. De�ne the matrix W = ( wij ) to be a

m � m matrix with at most mk nonzero entries. Speci�cally, W is found by
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solving the following optimization problem:

W � = min
W

nX

i =1

kx i � w i X N k
i
k2

s.t.
X

wij = 1

wip = 0 if x p =2 N k
i

(4.6)

The weights can be obtained by solving the following linear system [166]:

G i w i = 1m (4.7)

whereG i = ( Gjk ) is a Gram matrix given by:

Gjk = ( x i � x j )
T (x i � xk) ; j; k 2 N k

i (4.8)

where the weights have been scaled to sum to one.

3. Identify a d-dimensional latent space with embedded pointsZ = [ z1; :::; zm ] 2

R d� m by solving:

bZ = arg min
Z

mX

i =1











zi �

mX

j =1

wij zj












2

(4.9)

The solution to this problem can be obtained by constructing the matrixD =

(I n � W )T (I n � W ) and performing an eigenvalue decomposition to obtain:

D = U � U T (4.10)

Let f u 1; :::; u d+1 g be the eigenvectors corresponding to 2nd to the d+1 smallest

eigenvalues. The smallest eigenvalue is 0. Then, the reduced coordinates of the

samples areZ = [ z1; :::; zm ] = [ u 1; :::; u d+1 ].

67



This completes the LLE procedure. As with ISOMAP, the number of nearest neigh-

bors used during DR is central to the success of LLE. Here, the number of neighbors,

k, is found by minimizing the residual variance [168].

� 2
k = 1 � � 2

D X ;D Z
= 1 �

SD X ;D Z

SD X SD Z

(4.11)

whereDX and DZ are the Euclidean distance matrices over X and Z.SD X and SD Z

are the standard deviations ofDX and DZ , respectively. That is, � is the standard

linear correlation coe�cient taken over all the entries ofDX and DZ . The lower the

value for this metric, the better the data is represented in the latent space [176].

4.2.4 Pre-ImageReconstruction

Once a suitable latent space is identi�ed, the dynamics of the data on this manifold

must still be parameterized to predict out of sample points. This is done by training

a surrogate model in the latent space. Then, for unseen test data, this model is

used to predict the latent space coordinates. This must be propagated to the high-

dimensional space through a procedure calledbackmapping. In manifold learning,

there exists no explicit mapping from the latent space to the high-dimensional space.

As such, for any latent space coordinatesz not in the original training set, there

exists no exact high-dimensional solution.

To tackle this, one can de�ne an inverse mapping based on the idea that a small

region in a highly curved manifold can be well approximated as a linear patch [175].

In doing so, thek nearest neighbors surrounding a point in the latent space, should

be the samek nearest neighbors for the associated high-dimensional vector. In fact,

as the sampling density increases, the average distance from a point to its nearest

neighbors decreases and the linear patch represents the curved manifold well [177].

For an unseen parameterp� , let the latent space coordinates bez � . Using the
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k-nearest neighbor method, �nd thek snapshots whose low-dimensional projectionz j

is closest toz � using Euclidean distances. Expressz � as a linear combination of its

neighbors using a set of weighting factorswj to obtain z � �
P k

j =1 wj z j . The authors

in [173] build on the work by Saul et al. [178] and suggest that the optimization

problem be modi�ed to handle cases where the number of nearest neighbors is greater

than the dimension of the latent space as follows:

kwk2
c =

kX

j =1

cj w2
j (4.12)

cj = �
�

kz � � z j k2

maxi kz � � z i k2

� 


(4.13)

where� and 
 are user-de�ned �tting parameters chosen such that 0< � � 1 and 1<


 2 N. In practice, the values for� = 0:01 and
 = 4 have shown to perform well [109],

though the models are largely insensitive to minor changes in these parameters. Using

the above de�nitions, the following modi�ed problem has a unique solution:

min
w

kz � �
kX

j =1

wj z j k2
2 + kwk2

c

s.t.
kX

j =1

wj = 1

(4.14)

The resulting weights can be used to reconstruct the high-dimensional data:

x � =
kX

j =1

w�
j x j (4.15)

Note that, during implementation, the number of nearest neighbors utilized in the

backmapping procedure is equivalent to the number of nearest neighbors used in

the dimensionality reduction procedure. To ensure that the weights used during

reconstruction do not become excessively large, the number of nearest neighbors used
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during DR is increased incrementally such that the weights are within [-0.25, 1.25].

It has been observed in literature that after identifying thek using Kruskal's stress,

incrementally increasing it does not impact the latent space identi�ed [171].

4.2.5 Applications to EngineeringProblems

In the past decade, manifold learning methods have been used in several engineer-

ing problems to produce ROMs. In 2016, Franz and Zimmermann [173, 174] used

ISOMAP to predict transonic 
ows over airfoils and compared it to POD-based

ROMs. It was found that ISOMAP not only accurately captures shockwaves' shapes

and locations, but also had errors that were three times lower than POD. Further-

more, the characteristic Gibbs phenomenon seen in POD was suppressed signi�cantly

when ISOMAP was used. Following this work, Decker et al. [109, 107] applied several

methods to predict the aerodynamic �eld around bodies in hypersonic 
ows. There,

it was found that nonlinear ROMs generally outperformed linear ROMs near the dis-

continuity and often completely removed the Gibbs phenomenon from the predicted

solutions. In a recent work by Fortunato et al. [179], an adaptive technique was

proposed that utilized either POD-based or ISOMAP-based ROMs at a particular

set of input parameters depending on the predicted error of the answer. While the

method itself relied on an intrusive formulation, it was shown that ISOMAP is uti-

lized 90% of the time when predicting 
ows over airfoils and wings with shocks. Bird

et al. [180] investigate ISOMAP's performance in internal 
ows through jet engines

and found that it o�ered a large reduction in error compared to POD models. Thus,

ISOMAP has shown remarkable performance in various applications and hence will

be the global manifold learning method explored in this thesis.

The use of manifold learning in uncertainty quanti�cation has been restricted

to only a few papers that work with high-dimensional input spaces, and has rarely

focused on high-dimensional outputs. In [177], for example, the authors use ISOMAP
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to model input spaces with uncertainty. Their method relied on quadrature points and

therefore required signi�cant samples during the training procedure. Another group

of researchers further explored the use of manifold learning algorithms in uncertain

input spaces, but focused on canonical problems [181]. Moreover, they only explored

the performance of ROMs in predicting the mean and standard deviation. Thus, the

use of manifold learning in di�erent training data sets and engineering problems with

computationally expensive, uncertain output �elds must be further explored.

Observation

Manifold learning methods, which rely on nonlinear dimensionality reduction,

have shown remarkable performance in predicting nonlinear discontinuous fea-

tures in deterministic problems. Their use in a stochastic ROM framework is

sparse and requires further research.

Given the promise that manifold learning has shown in various engineering prob-

lems, this thesis will explore the use of both global and local methods for nonlinear

dimensionality reduction in combination with PCE.

4.2.6 Manifold Learning-BasedPCE

The procedure to train a manifold learning-based PCE model closely mirrors the

POD-PCE method. The o�ine phase consists of the following steps:

1. Identify input uncertainties: The practitioner must determine the number of

input uncertainties and their probability density functions. The b-dimensional

inputs are denoted by� = f � 1; : : : ; � bg 2 Rb.

2. Design a DOE: An appropriate sampling method, such as Latin Hypercube

Sampling, must be utilized to generate a design of experiments withm samples.
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3. Gather snapshot data: The DOE is used to sample the FOM and construct a

matrix of snapshots,X = [ x 1; : : : ; x m ] 2 Rn� m .

4. Reduce dimensionality: Depending on the type of manifold learning method

utilized, the procedure used for DR will vary. Irrespective of the mathemati-

cal approach, this step leads to a low-dimensional representation of the data,

Z = [ z1; :::; zm ] 2 Rd� m . Note that d must be supplied prior to the manifold

learning procedure. Based on recent work, it is assumed that the latent space

dimensionality d equals the input space dimensionalityb [136].

5. For each latent space coordinate,zi , a PCE model is then trained to predict the

variations with respect to the inputs.

During the online phase, the practitioner uses the data-�t surrogate models to predict

the latent space coordinates. Then, using the locally linear backmapping procedure,

transforms the results to a high-dimensional vector. The above procedure is referred

to as probabilistic ISOMAP (proISOMAP) or probabilistic LLE (proLLE) in the

discussions to follow.

It is important to stress here that the mapping between the high-dimensional space

and the latent space is implicit. That is, unlike POD, where an explicit transforma-

tion matrix, � , is de�ned to project snapshots, manifold learning does not output a

mapping. The latent space coordinates are obtained after the nonlinear �tting pro-

cedure is completed and the practitioner has no access to the actual function used to

map x to z. This prevents the analytical computation of statistical moments, even

when PCE models are used in the latent space.

4.3 Research Questions and Hypotheses

The literature review of dimensionality reduction methods has led to the development

of proISOMAP and proLLE. Given that this approach is yet to be investigated in
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literature, not only in aerodynamics, but also, more broadly, in the UQ �eld, its

integral to understand its capabilities and limitations. This leads to the following

question for the �rst research area in this thesis:

Research Question 1

What is the performance of ISOMAP and LLE when combined with polynomial

chaos expansion when compared to the POD-PCE method in predicting high-

dimensional output �elds with nonlinear, discontinuous features and uncertain

inputs?

The goal of this research area will be to empirically show the performance on

manifold learning-based PCE approaches in problems with discontinuities and non-

linearities. Speci�cally, since these models are sensitive to both the amount of training

data supplied and modeling parameters used during training, it is important to eval-

uate performance using several experiments and parameter settings. In each test case

to be outlined below, the training sample size will also be varied to understand the

performance of the techniques in sparse data sets.

4.3.1 Error Metrics

Several metrics will be used to assess the performance of the ROM methods. They can

be decomposed into scalar metrics, which yield a single quantity, and vector metrics,

which yield a �eld of quantities, typically at each node in the computational mesh.

The predictive accuracy of the ROMs can �rst be assessed by comparing the

predicted solution from the model to that obtained using the FOM using

e =
abs(̂x � x � )

kx � k1
(4.16)
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wherex � and x̂ are the exact and the predicted solutions. A scalar metric can also

be similarly de�ned to compare multiple results at once:

e =
kx̂ � x � k2

kx � k2
(4.17)

Note that the above metrics can be used to assess performance of the statistical

moments found using the ROM and FOM as well. Speci�cally, the above equations

would use� , the predicted mean, or� 2, the predicted variance, instead ofx .

For the validation cases, a global measure of error for each test case can be obtained

by using the following RMSE calculation:

eRMSE, i =

s P N t
j =1 (x �

j;i � x̂ j;i )2

N t
(4.18)

whereeRMSE, i is the error evaluated at thei th node of the computational domain and

x j;i is the solution at thei th node of the vectorx j . This will help identify the presence

of Gibbs phenomenon and other regions of high error throughout the domain.

A normalized root mean square error (NRMSE) will also be used as a scalar metric

to assess the accuracy across multiple ROMs:

NRMSE =

vu
u
t

P N t
j =1




 x �

j � x̂ j




 2

P N t
j =1




 x �

j � x



 2 (4.19)

NRMSE can be further decomposed into a reconstruction and regression error for

POD-based models. The reconstruction error is associated with how well the latent

space models the physical space. More speci�cally, the reconstruction error represents

the accuracy of the POD modes. The error is given by

erc =

vu
u
t

P N t
j =1




 x �

j � �� T x �



 2

P N t
j =1




 x �

j � x



 2 (4.20)
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The regression error represents the accuracy of the interpolation models in capturing

the latent space. This is given by

erg =

vu
u
t

P N t
j =1




 � (� T x �

j � ~z)



 2

P N t
j =1




 x �

j � x



 2 (4.21)

Since manifold learning approaches do not have an explicit mapping, regression and

reconstruction errors cannot be calculated. However, to further isolate and assess the

local performance of models near shocks, the maximum absolute error (MAE) can be

evaluated.

MAE =












P N t
j =1 abs(̂x j � x �

j )

N t












1

(4.22)

Recall that a probability density function (PDF) for a scalar output represents

the distribution of values it takes on as a result of input uncertainties. As the focus of

this thesis is on �elds of random variables, PDFs can only be generated by analyzing

speci�c nodes in the computational domain (which represent scalar random variables)

or speci�c quantities of interest (QoIs). Once a speci�c point or QoI is selected, the

PDF generated using surrogate models can be compared to that obtained using Monte

Carlo methods by the two-sample Kolmogorov-Smirnov (KS) test. The KS test eval-

uates whether the two samples are obtained from the same underlying distribution.

E�ectively, this is a qualitative test to assess the similarity of the predicted distribu-

tion to the exact one. The Jensen-Shannon (JS) distance is used to quantitatively

measure how di�erent one distribution,P, is from another distribution, Q. This is

evaluated using the following formula:

DJS (PkQ) =
1
2

DKL (PkM ) +
1
2

DKL (QkM ) (4.23)
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whereDKL denotes the Kullback-Leibler (KL) divergence:

DKL (PkQ) =
Z + 1

�1
P(x) log

P(x)
Q(x)

dx (4.24)

and M = 1=2(P + Q). The JS distance is bounded and symmetric, unlike the KL di-

vergence and hence can be used to compare two distributions that are vastly di�erent.

In this study, the JS distance will be evaluated at each point in the computational

domain and for various integrated quantities of interest, such as lift coe�cient.

Having de�ned a set of quantitative metrics to have a detailed analysis of the

models, a hypothesis can be posed to guide experimental data acquisition and discus-

sions. From previous work by Franz et al. [174], Decker et al. [109, 172], and Iyengar

et al. [136], it has been observed that manifold learning methods result in a better

reconstruction of nonlinear deterministic �elds. In aerodynamics, the governing equa-

tions are highly nonlinear PDEs, which result in 
ow �elds with shockwaves that are

highly sensitive to the inputs. Since ISOMAP uses geodesic distances to preserve

the nonlinearity of the high-dimensional data in the latent space, and LLE uses a

k-nearest neighbors approach to reconstruct nonlinear solutions, it is expected that

their low-dimensional model may better represent the true dynamics of the FOM than

a simple linear tangent space obtained using POD would. This inherent nonlinear

formulation and the �ndings from recent research in deterministic ROMs leads to the

following formal hypothesis statement:

Hypothesis 1

If nonlinear dimension reduction methods are combined with polynomial chaos

expansion, then the mean, standard deviation, and any speci�c realizations of

uncertain �elds at points not within the training data set will be more accurately

predicted than those obtained using the POD-PCE method.
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4.4 Results

The following section outlines various experiments used to test the hypotheses. The

empirical investigation below sheds novel insight into the behavior of the proposed

methodology when applied to engineering datasets that may be encountered during

aircraft design. The discussion is �rst centered on 
ow through a converging-diverging

nozzle and over an oblique wedge. Then, the focus shifts to a test function with

multiple shocks and a two-dimensional problem with an airfoil, where the physics is

more complex. In each case, the 
ow �eld is high-dimensional, with at least 1,000

random variables. Further, the solutions are often obtained using CFD solvers that

either use the Euler equations or Navier-Stokes equations, which are second-order

nonlinear partial di�erential equations, or canonical problems that closely resemble

these PDEs. The geometry and boundary conditions are set such that there is a

localized region of supersonic 
ow in each solution that results in expansion fans and

shockwaves, further increasing the complexity of the underlying model. Thus, these

experiments are tailored to meticulously assess the proposed method in practical

problems and establish its advantages and disadvantages for future practitioners.

In summary, each of the test cases discussed below is speci�cally constructed to

meet the following criteria:

ˆ Function being modeled is nonlinear and outputs a high-dimensional �eld (vec-

tor) with O(102 � 104) components.

ˆ Response depends on independent uncertain parameters each characterized by

a separate PDF.

ˆ Solutions obtained have discontinuous features, such as sharp gradients, whose

properties change with inputs.

A summary of the experiments designed to test the ROMs is shown in Table 4.1.
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4.4.1 Converging-DivergingNozzle

The aim of the �rst experiment is to work with a simple test function, also referred to

as a canonical problem, that has the complexity of a CFD simulation, but without the

associated costs. The following test case analyzes steady 
ow through a converging-

diverging duct with geometric uncertainties and is governed by:

@(�uA )
@x

= 0

@(�u 2A + pA

 )

@x
� p


@A
@x

= 0

(4.25)

whereA = A(x) is the area distribution, � is density, p is pressure,u is velocity, and


 is the speci�c heat ratio of the 
uid. By specifying the boundary conditions at the

entrance and exit, length of the duct and the area distribution, one can iteratively

solve for the Mach number, pressure, and density inside the duct. Uncertainty is

introduced in the problem through changes in throat area ratio (Ae=At ), which impact

the pressure ratio through the nozzle. The nozzle has a parabolic shape whose cross

sectional area changes fromA(x = � 5) = A(x = 5) = 3, with the throat located at

x = 0. The throat area ratio varies as a uniform random variable on the interval [2,8].

Using the boundary conditions,p(x = � 5) = 1 and p(x = 5) = 0 :7, the governing

equations are solved using a �nite di�erence procedure over a uniform grid with 1000

nodes (see Figure 4.3). This results in a shockwave inside the nozzle. A LHS DOE

is used to generatem samples for training andN t = 10; 000 for testing. The training

set is varied in size (m = [25; 50; 100; 200; 300]) to evaluate the impact of sampling

density on prediction results.

Signi�cance: The experiment above is not as computationally expensive as a

complete 3D CFD simulation would be, but contains all the same features. Speci�-

cally, there is a shockwave that varies in size, shape, location, and strength as an un-

certain input is changed. The �eld itself is high-dimensional and, hence, provides early
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Figure 4.3: Visualization of area variation inside converging-diverging nozzle. The
plot shows the speci�c case whereAe=At = 1:33.

insight into the performance of the DR methods in problems with one-dimensional

shock variations in large spaces. The shock is an essential feature of the problem and

its prediction, as it will be shown below, is central to the accurate reconstruction of

the entire 
ow �eld. The only input varied here is the throat area ratio, so results

are not confounded by several competing complexities.

ROM Implementation Procedure

The discussion below outlines the procedure for developing a manifold learning-based

PCE model using the experimental setup of the CD nozzle. In doing so, the theo-

retical overview provided in the previous section is linked back to engineering data

sets. The recipe below is utilized for all the remaining chapters and should serve as

guidance for practitioners who seek to implement the proposed nonlinear ROMs for

high-dimensional UQ. Note that the discussion is centered around using proISOMAP,

which relies on a more involved procedure for DR than proLLE; the latter follows a

similar structure, but its mathematical and implementation details have been outlined

previously.

Step 1: Identify input uncertainties and generate DOE. In this example, the uncertain
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parameter is the throat area ratio (b= 1), which varies uniformly in the interval [2; 8].

A LHS DOE is used to generate a rich sampling of the input space. In the outline

below, it is assumed thatm = 300 samples are provided for training.

DOE =[� 1; � 2; :::; � 300] # � i represents one set of inputs

Step 2: Obtain snapshots of FOM: Utilize the DOE to sample the FOM at the

uncertain training data points to obtain snapshots,x i . Here, each snapshot has

dimensionality n = 1; 000. Construct a matrix by concatenating the snapshots.

for case in DOE:

x i = M (� i )

X = [ x 1; : : : ; x 300] 2 R1000� 300

Step 3: Construct neighborhood graph,G. For each snapshot in the snapshot matrix,

identify its k� nearest neighbors using Euclidean distance. Then, construct a graph,

with the snapshots as vertices and edge weights as the distance between the points,

x i and x j .

for x i in X :

Calculate Eucl idean distance , dij , to x j

Determine k� nearest neighbors

Construct neighborhood graph , G

Step 4: Compute geodesic distances. Use Dijkstra's algorithm to compute the shortest

distance between any pair of snapshots in the training data set usingG.

for x i in X :

for x j in X :

# A is the set of point-to-point connections

dgeo(x i ; x j ) = min � � A d� (x i ; x j )
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Step 5: Apply MDS to reduce dimensionality. This procedure yields the matrix of

projected snapshots,Z , which has dimensionality equal to the number of inputs.

Here, this results in a one-dimensional latent space.

D = ( dij ) = ( dgeo(x i ; x j ))

~D = ( ~dij ) = ( 1
2d2

ij )

B = H ~DH # H is a centering matrix

B = U � U T = ( U � 1=2)( � 1=2U )

Z = ( U � 1=2)[1; :] 2 R 1� 300 # latent dimensionality is d = b= 1

Step 6: Train latent space regression models. The resulting one dimensional latent

space is parameterized using a data-�t surrogate model (see subsection 3.1.3). Specif-

ically, a PCE model is trained for each coordinate in the latent space and depends

on every input. However, there is only one input and one latent space coordinate in

this test case, which simpli�es model construction.

Train g : � 7! z # PCE trained using zi as collocation points

This completes the procedure used to train the ROM. For each unseen data-point,

the latent space regression returns the predicted coordinates and the backmapping

procedure, discussed in subsection 4.2.4, is used to map solutions back to the high-

dimensional space.

A visualization of the variation of the pressure distribution with di�erent throat

areas is provided in Figure 4.4. Two trends are visible: First, the location and strength

of the shock varies signi�cantly with the input uncertainty. Second, this discontinuity

impacts the pressure values downstream. Thus, the accurate prediction of the 
ow

�eld requires both the precise determination of the large amplitude changes in shocks

and the smooth pressure variation at all other points.

Before assessing the impact of training samples and regression order in detail, the

discussion focuses on ROMs that have the largest amount of training data and utilize
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Figure 4.4: CD Nozzle - Visualization of uncertainty in pressure due to throat area
changes. Each line is a realization of the pressure distribution given an uncertain
throat area input.

the highest order PCE regression in the latent space. Figure 4.5 shows the predicted

solution at one validation test case. It is seen that the solution predicted using POD-

PCE has signi�cant oscillations near the shockwave, with minor error elsewhere. This

is because the subspace identi�ed during dimensionality reduction is linear and cannot

accurately reconstruct the discontinuous, nonlinear jump in pressure, leading to the

Gibbs phenomenon. On the other hand, both proLLE and proISOMAP do not face

this de�ciency, and can accurately reconstruct shocks, both locally and globally.

The visualization provided in Figure 4.6 illustrates the RMSE at each node in the

computational domain. The POD-based model exhibits high error throughout the

computational domain, but the RMSE near the shockwave is nearly ten times larger

than at other points. However, as the order of the latent space regression increases,

the reconstructed solution becomes more accurate, reducing the error in areas away

from the shock but still exhibiting oscillations near the discontinuity. The nonlinear

ROMs perform better than POD-PCE at almost all points in the computational

domain. Unlike POD, which employs an explicit transformation to map the latent
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Figure 4.5: CD Nozzle - Point predictions using linear and nonlinear ROMs for
Ae=At = 5:0.

space to the high-dimensional space, ISOMAP uses a backmapping process that relies

on nearest neighbors to represent a solution. This leads to inaccurate shock location

predictions, particularly in datasets with sparse data and low-order regressions, which

explains the large spike in RMSE. LLE-based techniques, on the other hand, do

not consistently outperform POD-based approaches at all locations, but are able to

reproduce a discontinuity without as large an error rise.

Figure 4.6 also provides a more detailed evaluation of the error as the PCE order

and training samples change. For POD-PCE, it is observed that the error steadily

decreases as the order increases. This is because 
ows with shockwaves have a slow

eigenvalue decay and require a large number of POD modes to reach theRIC = 0:9999

threshold. However, these modes also have highly nonlinear variations, making the

latent space more complex and necessitating the use of higher-order PCE models. In

fact, despite the decreasing error, there is no clear asymptote, indicating that even

a 5th order expansion is insu�cient to accurately represent the latent space. Due to

this de�ciency of linear methods, a 5th order POD-PCE model has higher NRSMSE
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(a) RMSE - POD-PCE (b) NRMSE - POD-PCE

(c) RMSE - proISOMAP (d) NRMSE - proISOMAP

(e) RMSE - proLLE (f) NRMSE - proLLE

Figure 4.6: CD Nozzle - Variations in NRMSE and RMSE with model parameters.
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than a 2nd order ISOMAP model. For proISOMAP, increases in order lead to a rapid

decay in error that asymptotes after a third order regression is used.

Increasing the number of samples slightly reduces the error for POD-PCE because

it only provides minor enhancements to the POD modes. On the other hand, when

additional training data is added for proISOMAP, the latent space becomes more ac-

curate and the backmapping procedure improves. Although this leads to a decrease

in error, after 200 samples, there are diminishing returns. Thus, global methods,

like POD-PCE and proISOMAP, always exhibit decreasing error with increases in

the number of samples and regression order. In contrast, it is seen that proLLE has

inconsistent decreases in error with samples and order, as local manifold learning

methods can identify di�erent latent spaces depending on the training data's distri-

bution and sparsity. Because a single proLLE model may not provide predictable

performance, it is necessary to build multiple models to identify the best one.

(a) Reconstruction Error (b) Regression Error

Figure 4.7: CD Nozzle - Variations of reconstruction and regression errors for POD-
PCE models.

Given that POD-PCE has an explicit mapping to the latent space, it is possible to

decompose NRMSE into regression and reconstruction error, as shown in Figure 4.7.

This would help isolate which step in the o�ine process contributes most to the error

and must therefore be optimized. It is seen that the reconstruction error steadily
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decreases with increasing samples, as the POD modes become more precise. And

though the reconstruction error decreases by over 25% as training data is increased

from 25 to 50, it changes by only 10% between 200 and 300 samples. This indicates

that the POD modes becomes saturated with information and any further decrease in

error would require changes to the relative information content threshold. Regression

error, however, increases with sample size because the number of POD modes iden-

ti�ed during DR increases, as shown in Table 4.2. This has a two-fold impact on the

performance: First, the regression models must now predict additional coordinates.

Second, any additional modes added have highly nonlinear variations, which cannot

easily be captured using a simple PCE model. Together, these e�ects increase the

complexity during latent space regression and diminish the performance. Comparing

NRMSE to regression error, it is revealed that a large portion of the former, speci�-

cally over 75% and potentially as high as 90%, can be attributed to the latter alone.

Table 4.2: CD Nozzle - Latent space dimensionality for RIC = 0.9999.

Samples Modes Retained

25 4

50 49

100 88

200 137

300 159

To understand the reason that nonlinear methods can better predict shocks, Fig-

ure 4.8 shows the latent spaces obtained using the various dimensionality reduction

procedures. Because ISOMAP is a global method, the latent space identi�ed is rel-

atively stable and consistent across di�erent training samples. Unlike POD, which

has more than one latent space dimension, ISOMAP requires just one. Further, the

latent space identi�ed by ISOMAP closely resembles the variation in shock location,
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which improves its overall predictive accuracy. For LLE, the di�erences between la-

tent spaces are stark: Changing the number and distribution of training data samples

impacts the nearest neighbors to a given point. This causes latent spaces to di�er

from one sample size to another. Even if the sample size is �xed and PCE order

is varied, proLLE may still exhibit erratic behavior. One reason for this is that the

latent space may have a high degree of nonlinearity, making it challenging to �t prop-

erly. Consequently, the weights used for reconstructing the original data during the

backmapping process may become excessively large, which could result in proLLE

having high errors.

Figure 4.8: CD Nozzle - Comparison of shock location and latent space variation with
uncertain throat area ratio. Second row is for ISOMAP, while the third is for LLE.

While the previous discussion has focused on the global performance of ROMs, the

maximum absolute error (MAE) (Figure 4.9) isolates the capabilities of the models

near shocks. It is seen that POD-PCE has a negligible change in MAE as the number
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of samples is changed. Because the NRMSE decreases with additional samples, the

additional POD modes identi�ed during DR simply improve the global performance

of the ROM, but cannot mitigate Gibbs oscillations. Any increase in PCE order de-

creases MAE. In general, the MAE and NRMSE show similar trends, which indicates

that capturing the shock improves the overall error. Interestingly, irrespective of the

training sample size or the regression used, proISOMAP has lower MAE than linear

ones. Further, for higher sample sizes, the MAE has a larger decrease with PCE order

indicating that ISOMAP-based models can better utilize additional data. It is also

observed that the MAE plateaus for proISOMAP for PCE� 2nd order, as the latent

space is quadratic and no additional PCE terms are needed. Finally, though in some

cases proLLE does outperform POD-PCE, its performance is erratic and does not

necessarily follow a clear trend. In many cases, the latent space identi�ed may not

resemble the underlying dynamics and MAE deteriorates.

(a) POD-PCE vs. proISOMAP (b) POD-PCE vs. proLLE

Figure 4.9: CD Nozzle - Impact of training sample size and PCE order on MAE.

For each of the ROMs, one can also assess the distribution of values obtained

at di�erent points in the domain and how closely they match to the FOM results.

In Figure 4.10, the distribution of values at the point of maximum variance are shown.

The trends observed here amplify the discrepancies seen in the RMSE plots, where

POD-PCE is unable to predict the discrete distributions that nonlinear approaches

89



can. In fact, using the KS test, it can be concluded that the distribution identi�ed

using POD-PCE is di�erent than the distribution obtained from MC of the FOM. On

the other hand, with proISOMAP and proLLE, one cannot reject the null hypothesis

that the underlying distributions are the same. To quantify the di�erence between

the two distributions, one can use the JS distance. When the number of training

samples is increased, POD-PCE shows little change in the average JS distance across

all points in the entire �eld. ISOMAP does show a steady improvement in JS distance

with more samples, as the distributions of the ROMs better align with FOM results.

Thus, in summary, the following �nding is noted:

Finding

While manifold learning approaches can better predict shocks, it is recom-

mended that global approaches, like ISOMAP, be used as they capture both

local and global features, with consistent decreases in error as samples and

regression order are increased.

One of the primary advantages of using PCE models is the ability to analytically

calculate statistical moments using coe�cients. For POD-PCE models, the moments

of the latent space can be mapped to the moments of the high-dimensional space

using the POD modes. Figure 4.11 shows the mean and variance solution obtained

using the Monte Carlo method on the FOM. The results shown utilize a bootstrapping

procedure with 500 re-samples to obtain con�dence intervals for the moments, but

the con�dence interval is small enough that the solutions collapse onto one curve.

Using the analytical expressions with the full-PCE model results in a near-perfect

reconstruction of the mean �eld, even for low order regressions. Speci�cally, POD-

PCE models trained with 300 samples can accurately predict the mean with near-zero

error compared to MC results. While linear methods do not capture the shock well,
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(a) Point Distribution - POD-PCE (b) JS Distance - POD-PCE

(c) Point Distribution - proISOMAP (d) JS Distance - proISOMAP

(e) Point Distribution - proLLE (f) JS Distance - proLLE

Figure 4.10: CD Nozzle - Left: Distribution of values obtained at point of maximum
variance for ROMs trained using 300 samples. Right: Changes in JS distance with
PCE regression and training sample size.
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the mean response depends primarily on the �rst PCE coe�cient and dominant POD

modes, which can be captured precisely with few samples. With sparse regression,

the total number of coe�cients used within the PCE model is reduced. Only the most

dominant terms that contributed to the overall accuracy are retained, which improves

model interpretability and parsimony. Even with sparse models, the analytical mean

calculated using POD-PCE perfectly overlaps the MC results. This suggests that the

analytical formulas remain accurate when sparse regression is used, but the sparsity

of the model is improved. A similar analysis of the variance shows that the response

for both sparse and full-PCE models does not di�er, though neither is able to match

the MC results.

POD-PCE is endowed with properties that enable the analytical computation of

moments, but the lack of explicit transformations for manifold learning approaches

prevents the development of such closed-form expressions. To better understand this,

assume that there exists some nonlinear transformationf such that z i = f (x i ).

Speci�cally, this transformation would represent the dimensionality reduction proce-

dure that maps vectorsx i to latent space vectorsz i . However,

�z = E(z) =
nX

i =1

z i =n

=
nX

i =1

f (x i )=n 6=
nX

i =1

f (x i =n)

6= f

 
nX

i =1

x i =n

!

= f ( �x )

(4.26)

Unlessf is linear, the mean of the latent space cannot be mapped analytically to the

mean of the full-dimensional space. Further, since the linear backmapping procedure

used in proISOMAP utilizes only a subset ofk-nearest vectors to express a solution,

the mean cannot be accurately reconstructed because it depends explicitly onall

vectors. Even if all the snapshots are used for backmapping, the response may only
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closely resemble point predictions and not the mean. The reason this would occur is

because only a few of the neighboring points surrounding the latent space mean would

have the most in
uence on weights used during reconstruction. The weights of the

other neighbors will be signi�cantly smaller, resulting in a solution that resembled a

point prediction than a mean solution. Thus, given the above limitations of manifold

learning models, all moments will be calculated using a MC procedure with the ROMs.

(a) Mean - POD-PCE, Full PCE (b) Variance - POD-PCE, Full PCE

(c) Mean - POD-PCE, Sparse PCE (d) Variance - POD-PCE, Sparse PCE

Figure 4.11: CD Nozzle - Moments calculated by propagating the analytical solution
in latent space to high-dimensional space.

When the number of samples is increased, the POD modes improve in accuracy

and integrated errors decrease (Figure 4.12). There is no change with PCE order as
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the moments depend primarily on the �rst PCE coe�cient and dominant POD modes,

which are una�ected as additional higher-order terms are added. Both proISOMAP

and proLLE have minor errors in predicting the mean, even with 1st order regressions.

The integrated error is near-zero and decreases with larger datasets. For proLLE, the

latent space varies signi�cantly and thus the predicted error for the mean is three

times larger than its counterparts.

Figure 4.13 presents the variance obtained using MC for the ROMs. While an

increase in PCE order does improve the accuracy of the predicted variance, even a 5th

order regression does not result in a perfect prediction for linear models. The stark

di�erence between the mean and the variance is because the variance depends on the

movement of the shock. For POD models, inaccuracies in the shock prediction are

driven primarily by the RIC used during dimension reduction. Speci�cally, the RIC

places an upper bound on the amount of variance that can be captured by the POD

modes. If additional variance is to be captured, the number of POD modes must be

increased (i.e. RIC! 1). Both proISOMAP and proLLE outperform POD when the

maximum number of training data is provided and �fth-order regressions are used.

The integrated error for variance also indicates that a 5th order POD-PCE model

trained using 300 samples performs comparably to proISOMAP with a 2nd order

regression and 25 samples. When the number of training samples is increased, POD-

PCE shows only slight changes, whereas proISOMAP consistently decreases in error

due to the more precise reconstruction of solutions during the backmapping procedure.

As discussed previously, local manifold learning approaches typically perform worse

than global approaches and may have errors with large magnitudes depending on the

settings used during training. These �ndings are summarized as follows:
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(a) Mean - POD-PCE, Samples = 300 (b) Integrated Error - POD-PCE

(c) Mean - proISOMAP, Samples = 300 (d) Integrated Error - proISOMAP

(e) Mean - proLLE, Samples = 300 (f) Integrated Error - proLLE

Figure 4.12: CD Nozzle - Comparison of mean response obtained using Monte Carlo
simulation of ROM.
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(a) Variance - POD-PCE, Samples = 300 (b) Integrated Error - POD-PCE

(c) Variance - proISOMAP, Samples = 300 (d) Integrated Error - proISOMAP

(e) Variance - proLLE, Samples = 300 (f) Integrated Error - proLLE

Figure 4.13: CD Nozzle - Comparison of predicted variance for varying samples and
PCE order.
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Finding

Unlike linear UQ approaches, manifold learning models cannot utilize analytical

formulas to map the moments of the latent space to the high-dimensional space.

However, if Monte Carlo analysis is performed with the ROMs, global nonlinear

models not only surpass the performance of POD-PCE but do so with fewer

training data points.

Given that this 1D test function can be rapidly solved, the cost of performing

Monte Carlo simulation with 10,000 samples is 3800 seconds on a AMD Ryzen 5-

3600 processor. Note that the cost for evaluating the ROM is negligible and is purely

dependent on the time required to collect the initial training dataset. Thus, the

ROM has a training cost of 115 seconds to collect 300 samples. This represents a

97% reduction in cost, even on this canonical test case.

4.4.2 Uncertain SupersonicFlow over 2D Wedge

While the �rst experiment focused on quasi-1D internal 
ow through a converging-

diverging nozzle, the test case below introduces a two-dimensional shockwave depen-

dent on three uncertainties. This function closely matches the stochastic simulations

performed with wedges in supersonic 
ow by several authors [182, 102], but uses ana-

lytical step functions to create discontinuities that resemble attached oblique shocks.

This reliance on mathematical approximations that closely match CFD results re-

duces the computational cost, but still enables a thorough characterization of model

performance. Moreover, the three uncertain parameters in this problem have di�erent

PDFs and thus introduce an increased level of complexity during modeling. Lastly,

the computational domain is ten times larger than the previous test case, and the

shock moves in two dimensions, which makes the latent space regression both highly

nonlinear and challenging.
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The details for the FOM simulation are as follows: The spatial domain is dis-

cretized using a 100� 100 grid and the �eld response is given by the following

governing equation:

f (x; y; a; �; � ) =

8
>><

>>:

a2 + 10; if y � x tan(� + � )

10; y > x tan(� + � )
(4.27)

wherea determines the shock step size,� is the wedge angle, and� is the shock angle

relative to the wedge surface. The wedge angle is described by a Gaussian distribution

with a mean value of 10° and standard deviation of 2°. The ratio of the standard

deviation to the mean is called the coe�cient of variation and used to compare the

variations across variables that may have di�erent mean values. The shock angle is

also Gaussian with a mean of 10° and a coe�cient of variation of 2%. The parameter

a represents in-
ow uncertainty and is distributed uniformly in [8, 11]. A LHS DOE

is used to generateN = [50; 100; 200; 300; 400] samples for training andN t = 10; 000

samples for validation.

Signi�cance: This experiment is characterized by the presence of a shockwave

that varies in two dimensions. Moreover, the shockwave is dependent on two inputs,

one of which is a geometric uncertainty (wedge angle) and the other is a 
ow un-

certainty (a). During aircraft design, practitioners often have a combination of both

geometric and 
ow uncertainties, and this experiment provides insight into the per-

formance of ROMs in such problems. The dimensionality of the �eld is also increased

to 10,000 nodes, which not only makes DR di�cult, but also increases the number of

correlated nodes in the domain. Accurate ROMs must capture not only shocks, but

also this inherent spatial coherence: this is a common trait that is required by models

during design and will be tested below. Additionally, each input has a unique PDF

that describes its variation. The primary constraint of this test case is the fact that

the governing equation is an analytical test function. However, its use is justi�ed as

98



a complete Monte Carlo analysis can be performed to validate the ROMs, which is

otherwise computationally intractable.

Figure 4.14 shows the solutions obtained using the ROMs compared to the FOM

at one test point. For the linear method, the predicted response has the largest error

near nonlinear structures but performs well everywhere else. The error is concentrated

around the shock, which is reconstructed in a staircase pattern, but this phenomenon

persists at points away from the discontinuity as well. Both nonlinear ROMs are

able to accurately predict the discontinuity without any oscillations, highlighting the

bene�t of using manifold learning even in 2D problems.

Changes in the MAE with training samples and regression order better highlight

the capabilities of each method near shocks. As seen in Figure 4.15, the POD-PCE

method has the largest overshoots when the regression order is low. As the PCE

order is increased, the coordinates associated with the trailing POD modes are more

precisely predicted, which decreases MAE by over 40%. Changing the number of

samples has minimal impact on the model, indicating that the MAE is dictated by

the regression models. Lastly, note that there is no asymptote in the error, which

typically occurs when the latent space is captured accurately.

As was the case with the CD nozzle, proISOMAP trained using the fewest samples

still outperforms nearly all linear ROMs. When the data set supplied for training is

sparse, the error reaches a plateau. However, as samples are added, the error decreases

and the impact of changing the PCE order becomes more pronounced. LLE also shows

similar behavior to ISOMAP, though its MAE is slightly larger. From these results,

it is seen that manifold learning is able to better utilize additional training data to

improve predictions than linear models.

One can supplement this knowledge with RMSE and NRMSE to obtain a thor-

ough understanding of the limitations and strengths of each of the DR methods.

In Figure 4.16, it is observed that the accuracy of the linear POD-PCE method is
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(a) Exact FOM Solution

(b) POD-PCE - Prediction (c) POD-PCE - Rel. Error

(d) proISOMAP - Prediction (e) proISOMAP - Rel. Error

(f) proLLE - Prediction (g) proLLE - Rel. Error

Figure 4.14: 2D Wedge - Point prediction performance for models trained using 400
samples and 5th order PCE regressions. Note that relative error is calculated us-
ing Equation 4.16.
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(a) POD vs. ISOMAP (b) POD vs. LLE

Figure 4.15: 2D Wedge: Comparison of predictive accuracy near shocks using MAE.

best in the region away from the discontinuity, but steadily increases to a maximum

near the shock. Both proISOMAP and proLLE do not show a staircase pattern near

the shock, but have a nearly constant error in the solution. This can be expected

because the backmapping procedure relies on heavy regularization, which mitigates

overshoots near shocks, but produces solutions that either incorrectly predict the

location of the shock or the value afterward. While LLE does better predict shocks

compared to POD-PCE, it has a larger error in the post-shock region, which increases

overall error.

Unlike the CD nozzle test case, the NRMSE is not solely dependent on the accu-

racy near shocks and is indicative of the overall predictive performance in the �eld.

So, while both proISOMAP and proLLE predict shocks well, POD-PCE is able to

predict the regions away from nonlinearities precisely. This results in NRMSE val-

ues that are similar across the ROMs. When the number of training samples is low,

NRMSE does not decrease steadily with PCE regression order, and, as seen for POD-

PCE, may actually increase. This is because if the PCE order is increased beyond a

point, the oversampling ratio falls below 2 and this leads to higher regression error.

Since NRMSE can be decomposed into regression and reconstruction error, Fig-

ure 4.17 shows the variation of the errors in the training and validation sets. Note
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(a) RMSE Distribution - POD-PCE (b) NRMSE - POD-PCE

(c) RMSE Distribution - proISOMAP (d) NRMSE - proISOMAP

(e) RMSE Distribution - proLLE (f) NRMSE - proLLE

Figure 4.16: 2D Wedge - Variation of NRMSE and RMSE.
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that with 100 and 200 samples, the error in the training data set decreases but regres-

sion error increases. This shows that as the number of samples is increased, there is

su�cient information to train higher-order models, but over-�tting becomes prevalent

for POD-PCE models. When samples are increased further, both the regression and

training error decrease, but there are diminishing returns on error reduction.

(a) NRMSE over validation set (b) NRMSE over training set

(c) Reconstruction error (d) Regression error

Figure 4.17: 2D Wedge - Decomposition of NRMSE into reconstruction error and
regression error.

For ISOMAP, as the training samples increase, regression order plays a greater

role in prediction accuracy because the underlying latent space becomes more com-

plex. Interestingly, when PCE order � 3, the NRMSE increases with additional

samples. It is hypothesized that this is because the latent space becomes more non-
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linear as samples are added and a low-order PCE has greater di�culty in capturing

this variation. When the latent space is e�ectively modeled (order� 3), proISOMAP

outperforms POD-PCE. That is, ISOMAP's latent space must be accurately captured

to improve global performance, but a low-order model su�ces to capture the shock

without signi�cant overshoot. On the other hand, a low-order model su�ces to cap-

ture the global behavior for POD-PCE, but a higher-order expansion is required to

reconstruct the shock. Lastly, LLE's performance is inconsistent, highly dependent

on the training data and PCE settings used.

Since each point in the computational domain is impacted by the uncertain in-

puts, if the distribution predicted by a ROM closely matches that obtained using

the FOM at those points, it highlights the model's ability to predict scalar random

variables. Figure 4.18 shows the output distribution at the point of maximum vari-

ance, where the shock moves signi�cantly, and at a point with no shockwaves. At the

point of maximum variance, the FOM distribution has a large spike near zero, which

represents the cases where the shockwave occurred downstream. There is a region

with zero frequency after which the distribution is smooth. This smooth region rep-

resents the test cases where the shock occurred upstream of the point of maximum

variance. POD-PCE is unable to predict the discrete spike and produces a smooth

distribution with the same range as the FOM. This suggests that the linear method is

able to approximate the general range in which the output occurs, but cannot predict

the discontinuity exactly. As expected, both manifold learning methods predict the

distribution of outputs more precisely than the linear model. When assessing the

distribution of outputs in the post-shock region, the performance of the ISOMAP

and POD is similar. As there are no discontinuities, the variations are described well

by the POD modes and do not exhibit any oscillations. LLE, on the other hand, is

unable to predict the distribution accurately, which indicates that values after the

shock may be incorrect. The above discussion prompts the following �nding:
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Finding

While both POD-PCE and proISOMAP can predict regions away from shock-

waves precisely, the latter can better predict shocks, even with low-order re-

gressions.

Lastly, given the above �ndings, the following conjecture is posed:

Conjecture

If global manifold learning approaches are able to outperform linear models

near shockwaves, then the variance predicted using the former should more

closely match the FOM results.

Since the mean smoothens the shock movement, both linear and nonlinear ap-

proaches are expected to perform well. Figure 4.19 shows the shockwave dispersed

across a large region, but is captured precisely with all methods. Both proISOMAP

and POD-PCE have the same region of error, but the nonlinear model has a slightly

smaller magnitude. This indicates that though nonlinear models can outperform lin-

ear ones at point predictions, the POD modes can extract the mean variations and

aggregate information well. The proLLE model not only has a larger region over

which the error extends, but also a higher magnitude. Looking at the trends in in-

tegrated error with changes in samples and PCE order (Figure 4.20), it is observed

that the regression order plays an insigni�cant role in overall accuracy for POD-PCE.

Rather, it is the accurate determination of the most dominant POD modes that de-

creases error. POD-PCE has a lower error at nearly all training settings compared

to nonlinear models.

Figure 4.19 also shows the capabilities of the ROMs in predicting the variance. The
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(a) POD-PCE - Point A (b) POD-PCE - Point B

(c) proISOMAP - Point A (d) proISOMAP - Point B

(e) proLLE - Point A (f) proLLE - Point B

Figure 4.18: 2D Wedge - Distribution of values at two points in the computational
domain. Point A, (x; y) = (0 :97; 0:34), is the point of maximum variance, where the
shock moves signi�cantly. Point B, (x; y) = (0 :76; 0:17), is in the region with no
shockwaves.
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(a) FOM - MC Mean (b) FOM - MC Variance

(c) POD-PCE - Relative Error (Mean) (d) POD-PCE - Relative Error (Var.)

(e) proISOMAP - Relative Error (Mean) (f) proISOMAP - Relative Error (Var.)

(g) proLLE - Relative Error (Mean) (h) proLLE - Relative Error (Var.)

Figure 4.19: 2D Wedge - Estimation of statistical moments using 400 training samples.
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region of error for mean and variance is approximately the same, but the magnitude

is �ve times higher. For POD-PCE, the error region is small near the apex, but

increases in size as we move away. This is because the shock has increased variability

and thus the limitations of linear models becomes more pronounced. Thus, POD-

PCE method has superior performance in 
ows with smaller shock movement. In

general, proISOMAP frequently outperforms POD-PCE for a given training data set

(Figure 4.20), especially when sample size is largest. LLE also has lower errors than

POD-PCE in most cases, but it does not decrease monotonically and may actually

rise if the latent space is not accurately determined. Overall, the variance is harder to

predict and the di�erences between ROMs are less stark. Thus, the previously posed

conjecture is validated and can be summarized as follows:

Finding

Global approaches for manifold learning not only improve shock predictions,

but also enable moment prediction when combined with adequate regression

techniques. LLE o�ers inconsistent performance and is highly sensitive to the

training sample size. Linear models can predict the mean well, though not

variance.

Finally, a comparison of computational cost can be performed: A Monte Carlo

simulation with 10,000 samples takes 1800 seconds on a AMD Ryzen 5-3600 processor.

The ROM has a training cost of 72 seconds to collect 400 samples, with a negligible

evaluation cost. This represents a 96% reduction in cost, matching the trends seen in

the previous test case.
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(a) Mean - POD-PCE (b) Variance - POD-PCE

(c) Mean - proISOMAP (d) Variance - proISOMAP

(e) Mean - proLLE (f) Variance - proLLE

Figure 4.20: 2D Wedge - Variation of integrated errors with samples and order.
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4.4.3 Uncertain DiscontinuousShekelFunction

In the above test cases, the 
ow has had only one discontinuity whose location was

impacted by the value of input uncertainties. If the ROM was able to capture that

uncertainty, the subsequently calculated moments and distributions closely matched

the FOM as well. In the experiment below, there are three discontinuous jumps, each

with increasing variance, and three input uncertainties. The objective of this experi-

ment is to better understand the behavior of the DR methods in 
ows with multiple

discontinuities and varying degrees of shock movement. Such data is produced when

there are multiple shocks over a geometry, such as supersonic 
ow over an aircraft,

and the results would provide early insight into the utility of these ROMs in such


ows. For this reason, in the discussion below, the term discontinuity and shock are

used interchangeably.

The function is loosely based on the Shekel function [183], but is modi�ed to

introduce several discontinuities. The Shekel function is

u(x ; � ) = �
tX

i =1

�
(x � 
 i )

2 + � i
� � 1

where t = 3; 0 � x � 10, � = 0:2, and 
 is an uncertain random vector with mean

values:


 = (3 ; 5; 7)

Each component of the above vector can vary uniformly in the interval [-10%, +10%]

from its mean value. Once the above output is obtained for a set of uncertain inputs,

any local maxima are found. Beginning at the location of these maxima, discontinu-

ities are introduced by addingu = 0:25 to the function output. This leads to sharp

jumps in values in the outputs. As with the �rst experiment, the computational

domain is discretized using a uniform grid with 1,000 nodes to obtain a detailed res-
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olution of the function. A LHS DOE is used to generatem = [50; 100; 200; 400; 600]

samples for training andN t = 10; 000 samples for validation.

Signi�cance: Figure 4.21 provides a visualization of the function output for dif-

ferent input uncertainties. Alongside this information, the variance throughout the

computational domain obtained using a MC simulation is also provided. It is ob-

served that the �rst discontinuity has the least movement, while the last one has the

largest movement. Note that each discontinuity is not a�ected by the solution at

other points in the domain. Moreover, the �rst discontinuity is determined primarily

by the value of the �rst input; the second one is determined by the second input;

and, the third discontinuity depends on the third input. Thus, to develop a rigor-

ous ROM, it is important to thoroughly sample the FOM to capture the di�erent

locations and combinations of shocks. In subsonic 
ows, the solution at one point

in the domain impacts the solutions at other points. However, in supersonic 
ows,

information can only travel downstream [11]. Thus, there are regions of the 
ow that

operate in isolation. This test function mimics such 
ows by having three separate

shockwaves that vary over a domain with 1,000 nodes. Based on the results from the

CD nozzle experiment, it can be expected that manifold learning will lead to a better

reconstruction of shocks at all locations.

(a) Mean (b) Variance

Figure 4.21: Shekel Function - Variation of function outputs from changes in inputs.
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To verify this, Figure 4.22 shows the predicted solution compared to the actual

�eld. At the �rst shock, proLLE and proISOMAP are able to predict the discon-

tinuous jump without any oscillations, while POD-PCE smoothens the shock and

has a gradual rise. Though not perfect, manifold learning methods produce a sharp

jump that begins at the same location as the FOM solution. At the second shock,

the discrepancy between the models and the exact solution increases. Yet again, the

POD-PCE solution is unable to produce a sharp discontinuity, but also has a larger

overshoot that lasts for farther distances from the shock. At the third shock, where

the variance is highest, POD-PCE has the largest overshoot. Although the solution

obtained using the linear model is centered around the actual location found using

the FOM, the movement of the shock leads to oscillations that begin atx = 6:0 and

last until x = 7:25. Comparing this to the �rst shock, where the oscillations only

occurred betweenx = [2:2; 2:8]; it is found that the larger the shock movement, the

greater the distances that oscillations last from the actual discontinuity location.

On the other hand, nonlinear models exhibit a staircasing pattern, but no over-

shoots anywhere. This staircasing pattern is due to the backmapping procedure,

which expresses any given solution as a function of its nearest neighbors. If the

number of nearest neighbors is small or the average distance between the solution to

surrounding points is large, this pattern becomes more prominent. For the shock with

the greatest movement, even if the latent space captures the variation of the FOM

well, this will result in increased error as the neighboring solutions will be farther

away from each other.
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Finding

For models that lack an explicit transformation from the latent space to the

full dimensional space, the locally linear backmapping procedure can introduce

error that resembles a staircase pattern.

Figure 4.22: Shekel Function - Predictive performance at one test case. ROMs were
trained using 400 samples.

The RMSE variation over the validation set is shown in Figure 4.23. As the re-

gression order is increased, proISOMAP is largely una�ected, while POD and LLE

improve in performance. When the maximum PCE order is used, the following trends

are observed: For POD-PCE, the error steadily increases to a peak at each shock lo-

cation and then decreases to near-zero. While the maximum error is approximately

the same across all shocks, the spread of error is largest for the third shock. This sup-

ports the trends seen in the point prediction results, where the oscillations lasted for

larger distances away from the shock when the variance increased. For proISOMAP,
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the error in the region without shocks is larger than that for POD-PCE. Further,

the error at the �rst shock, is slightly lower than that for proISOMAP. This indi-

cates that for shocks with little variance, the POD-PCE method can perform just

as accurately as manifold learning approaches. Note that the error occurs over the

same interval for all ROMs, but the maximum error near the second and third shock

is smaller for ISOMAP. LLE matches ISOMAP's trends, though its error is slightly

larger. Thus, it is seen that shocks are, in general, better approximated and captured

by nonlinear methods, but there may still be a staircase pattern in the solutions. As

variance increases, the error is expected to correspondingly increase for all models as

the dimensionality reduction or the solution reconstruction become more di�cult.

(a) POD-PCE (b) proISOMAP

(c) proLLE

Figure 4.23: Shekel Function - RMSE variation for ROMs trained using 600 samples.
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The changes in MAE and NRMSE are shown in Figure 4.24. As regression order

increases, both MAE and NRMSE decrease for linear models because the latent space

variations are better predicted. As the number of samples increase, the POD modes

improve in accuracy, but the error decreases most when the regression can capture the

latent space well. LLE and ISOMAP do not show a similar decrease with order, but

consistently have lower MAE values. For smaller regression orders, manifold learning

outperforms POD both in terms of local performance (MAE) and global performance

(NRMSE). But, di�erences in NRMSE between the ROMs is minor when a 5th order

regression is used.

In the CD nozzle experiment, the manifold learning methods clearly outperformed

POD-PCE even with just 50 samples. The di�erence in performance here can be at-

tributed to the following reasons: First, this test cases has two more inputs, which not

only increases the complexity of the latent space, but also the regression procedure.

Second, the location of one shock does not impact the location and shape of another,

as they are purely dependent on the input uncertainties. This means that there may

be very little spatial coherence between points, and out-of-sample solutions may have

shocks that are quite di�erent than any in the training data set. Thus, to improve

the performance of linear ROMs, it is important to not only increase the number

of samples, but also utilize a correspondingly detailed PCE regression. Nonlinear

methods, especially global ones, can identify the latent space precisely even with 50

samples and a 1st order PCE model, but the limitations of the solution reconstruction

require large sample sizes. It is therefore recommended that alternate methods for

backmapping be explored to improve manifold learning's performance. Finally, note

that the computational cost for obtaining a single snapshot is less than a second for

this analytical test function. Thus, even when acquiring 10,000 samples for statistical

moment estimation, the overall cost is less than a minute. Since �tting the ROMs

takes the same amount of time as the MC analysis, the total reduction in cost is negli-
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(a) MAE - POD-PCE (b) NRMSE - POD-PCE

(c) MAE - proISOMAP (d) NRMSE - proISOMAP

(e) MAE - proLLE (f) NRMSE - proLLE

Figure 4.24: Shekel Function - Variation of NRMSE and MAE with samples and
order.
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gible; but, the primary objective of this test case was to demonstrate the performance

of the ROMs in �elds with multiple shocks.

4.4.4 Uncertain Transonic Flow over RAE2822

The goal of the following experiment for uncertain transonic 
ow over an RAE2822

airfoil is to assess the ability of the proposed methodology in predicting real-world

aerodynamic simulations that may arise during conceptual design or aerodynamic

shape optimization. This test case further increases the complexity of the problems in

four ways: First, the inputs now include both geometry and 
ow uncertainties, which

makes the latent space regression more challenging. Second, the underlying governing

equations are now the Navier-Stokes equations solved with turbulence models, which

make both the dimensionality reduction and regression step di�cult. This is because

viscous e�ects are highly nonlinear and turbulence models introduce randomness into

the system that involves variations that occur over broad ranges of spatial and tem-

poral scales [184]. Third, the �eld has subsonic 
ows and shockwaves that vary in

size, shape, strength, and location. Lastly, since the RAE2822 airfoil is a supercritical

airfoil [185], the shockwave on the upper surface is weak. Thus, the Mach number

just prior to the shock is just slightly near sonic, when the airfoil is in transonic 
ow.

This results in a discontinuity that is highly sensitive to even minor changes in the


ow parameters. That is, for even small changes in the uncertain inputs, the shock

not only has large movements on the upper surface, but also varies in strength and

shape. This results in a challenging problem for modeling, as the latent space my be

highly nonlinear and sensitive to minute variations in uncertainties.

The �rst input uncertainty in this problem is from the angle of attack, which

varies uniformly over the interval [� 2� ; 2� ]. Two additional geometry uncertainties

are introduced using a Free Form Deformation (FFD) approach [186]. In particular,

the shape of the airfoil is varied by vertically displacing control points of a box
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that bounds the outer shape. Uncertainties are introduced by de�ning two control

points at the mid-chord of the airfoil's upper and lower surfaces and independently

changing their vertical displacement from the baseline by [� 3%; 3%] of the chord

length. Perturbations from the baseline are uniformly distributed. The Mach number

is �xed at 0.725 for all simulations, resulting in a shockwave either on the upper or

lower surface depending on the uncertainties. The FOM used in this simulation is

a Reynolds-Averaged Navier-Stokes (RANS) CFD solver, SU2. A Spalart-Allmaras

(SA) turbulence model is used to resolve the viscous e�ects over an O-grid mesh with

10,500 nodes. A LHS DOE with 2,500 points is used to sample the FOM. From

this set, 60% of points are randomly selected to be a part of the validation set and

the training dataset is varied such thatm = [50; 100; 200; 300; 400]. In doing so, the

impact of sparse training data on overall performance is evaluated as was done in the

previous test cases.

Signi�cance: Of all the test cases explored above, this one most closely resembles

the ones encountered during aircraft design. This is because the governing equations

solved are the Navier-Stokes equations with a fully turbulent analysis. This captures

not only shockwaves, but also boundary layers and their interactions with each other.

Equally important, the domain size is also the largest, with 10,500 nodes, with high

correlation between them. The shockwave itself varies not only in two dimensions, but

is also dependent on three uncertainties, making the regression problem challenging.

As with the 2D wedge test case, there are both 
ow and geometric uncertainties,

which may occur due to manufacturing defects or variations during 
ight. These

manufacturing defects are captured by the 3% variation in the FFD points and the

angle of attack variation is large enough to showcase the robustness of the ROMs.

Thus, this test case provides signi�cant additional insight into the performance of

the ROMs when the dimensionality of the outputs is large, the shock varies in shape,

strength, and location, and when there are a variety of uncertainties.
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Figure 4.25 shows the predicted pressure coe�cient around the airfoil from the

di�erent models for one test case. For POD-PCE, the predictive accuracy signi�cantly

improves away from the mid-chord of the upper surface. This is because away from

the upper surface the 
ow is largely subsonic and therefore can be approximated using

linear models. ISOMAP also exhibits similar behavior, with low error globally and

a small rise near the shock. LLE has three main regions of error: The �rst is near

the leading edge. The second is on the lower surface because the proLLE model may

incorrectly predict a shock on the lower surface of the airfoil. The third region of

error is at the actual shock location on the upper surface.

Analyzing the surface pressure distribution for the same test case (Figure 4.26),

it is seen that the solution predicted by POD-PCE has an oscillation before the

shockwave, though the solution elsewhere is precise. The solution obtained using

nonlinear dimensionality reduction (NLDR), regardless of proLLE or proISOMAP, is

able to accurately predict the shock well, with no oscillations. In fact, proISOMAP

not only predicts the shock, but has an accurate prediction everywhere else, unlike

proLLE. Speci�cally, the pressure predicted by LLE has a larger rise on the lower

surface, and deviates quite signi�cantly from the exact solution. Thus, ISOMAP is

able to maintain both strong performance locally and globally.

To further assess the performance of the ROMs across the entire validation set,

the RMSE at each point in the computational domain is shown in Figure 4.27. The

error for POD-PCE is near zero in the free-stream and region aft of the airfoil, where


ow changes minimally. Near the apex, the RMSE steadily increases and is largest at

the mid-chord, where the shock moves the most. For proISOMAP, there is a similar

distribution, though the maximum value and the extent of the error region is smaller.

This suggests that the prediction at the location of the shock improved as did the 
ow

everywhere else. As the regression order is increased, the region of error decreases

for POD-PCE and the lower surface no longer has a large RMSE rise. The upper
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(a) Exact FOM Solution

(b) POD-PCE - Rel. Error (c) proISOMAP - Rel. Error

(d) proLLE - Rel. Error

Figure 4.25: RAE2822 - Performance of ROMs trained using 400 samples and 5th

order PCE model. The relative error metric used above is based on Equation 4.16.
The solution is for � = 1:92� and FFD control point change of� 2:3% on the upper
surface and 0:70% on the lower surface.
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