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SUMMARY

Accurately mapping and evaluating hydrocarbon resources in the subsurface is critical
to meeting the energy needs of our modern world. Hydrocarbons, such as oil and natural
gas, serve as a major source of energy, a vital feedstock for various industrial processes,
and play a signi cant role in global economics and geopolitics. Successful hydrocarbon
exploration efforts depend on the integration of various scienti ¢ disciplines, including but
not limited to geology, geophysics, geochemistry, petrophysics, and environmental geo-
science. To accurately map and characterize subsurface deposits, exploration companies
acquire and interpret various kinds of data, such as seismic shots, well logs, and core sam-
ples. These data have different natures, resolutions, scales, and extents. Additionally, they
yield insights into overlapping, but also complementary characteristics of the subsurface.
Over the recent years, deep learning has shown promise in automating subsurface under-
standing for exploration. However, a more complete adoption of advanced deep learning
algorithms requires overcoming challenges on two fronts: rstly, acquiring training labels
for machine learning models is an expensive and time-consuming process. Consequently,
models trained on limited labeled data are prone to over tting. Secondly, the ef cient in-
tegration of various subsurface data depends on machine learning models that can account
for their unique spatio-temporal properties. Our work has served to address these chal-
lenges in a systematic fashion by leveraging advanced machine learning paradigms such
as active learning, by developing novel training frameworks suitable for settings involving
limited, incomplete labels, and by building machine learning models to better account for

the spatio-temporal properties of subsurface data.
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CHAPTER 1
INTRODUCTION

Accurately mapping and evaluating hydrocarbon resources in the subsurface is critical to
meeting the energy needs of our modern world. Hydrocarbons, such as oil and natural gas,
serve as a major source of energy, a vital feedstock for various industrial processes, and play
a signi cant role in global economics and geopolitics. Successful hydrocarbon exploration
efforts depend on the integration of various scienti ¢ disciplines, including but not limited
to geology, geophysics, geochemistry, petrophysics, and environmental geoscience.

The goal of any exploration project is two-fold: (1) to identify the presence and location
of subsurface hydrocarbon deposits, and (2) to extract detailed information about the quan-
tity, quality, distribution, and other characteristics of the identi ed resources. Towards this
end, exploration companies acquire and interpret various kinds of subsurface data, such as
seismic shots, well logs, and core samples. These data have different natures, resolutions,
scales, and extents. Additionally, they yield insights into overlapping, but also complemen-
tary characteristics of the subsurface. Below, we provide a brief account of their various

characteristics and use-cases. This is also summarized in Table 1.1.

1.1 Various Types of Subsurface Data

The various types of subsurface data and they way they are spatially and vertically related

to each other is shown in Figure 1.1.

1.1.1 SeismicData

Seismic re ection surveys are a popular geophysical technique used to image and analyze
the Earth's subsurface. The process involves the controlled generation of acoustic waves

at the surface using specialized equipment called sources (such as explosive charges or vi-
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Figure 1.1: Figure shows various types of subsurface data used for exploration and reser-
voir characterization and their interrelationships. Seismic data are dense both laterally and
vertically. Well logs are sparse laterally but dense vertically. Core samples are sparse both

laterally and vertically.



brators). When these waves encounter subsurface interfaces between different rock layers
or structures, some of the energy is re ected back to the surface. Sensors called geophones
placed strategically on the surface record the arrival times and amplitudes of these re ec-
tions. The raw shot data typically undergo several stages of processing before they becomes
a representation of the subsurface.

Seismic data may be acquired either as a 2D pro le or as a 3D volume. For the former
case, the sensors and receivers are arranged on a single line on the surface. For the latter,
there is typically a grid-based arrangement in place. 2D seismic provides a cross-sectional
view of the subsurface along the survey line. It offers information about the geological
structures perpendicular to that line. 2D seismic pro les are often used in the early stages
of exploration to identify geological features and locate potential drilling sites. They are
less detailed and may not capture the full complexity of subsurface structures. In contrast,
3D seismic data provides a detailed, volumetric image of the subsurface, rather than just
a cross-section. It captures the geological structures in three dimensions, allowing for a
comprehensive view of the subsurface's complexity. They are used for reservoir charac-
terization, detailed subsurface modeling, and to guide drilling operations with precision. It
offers a much more accurate representation of the subsurface and is particularly valuable

in locating and assessing hydrocarbon reservoirs.

1.1.2 Well Logs

Well logs, also known as borehole logs or simply logs, are records of measurements taken in
the course of drilling and evaluating a borehole (a hole drilled into the Earth's subsurface)
for various purposes, including geological exploration, groundwater studies, and oil and
gas exploration. Well logs provide valuable information about the geological, geophysical,
and petrophysical properties of the rocks and uids encountered during drilling. These logs
are typically recorded as a function of depth within the borehole.

Well logs can encompass a wide range of measurements, but some of the common types



of well logs include:

Spontaneous Potential (SP) LogMeasures natural electrical potential differences

in the formation, which can indicate the presence of permeable zones or uids.

Resistivity Logs: Measure the electrical resistance of the rocks, which helps assess
the rock's porosity and uid content. Common types include shallow, medium, deep,

and induction resistivity logs.

Gamma Ray Log: Measures natural gamma radiation emitted by the rocks. Differ-
ent rock types emit varying levels of gamma radiation, aiding in lithological identi -

cation and stratigraphy.

Sonic Log: Measures the speed of sound waves traveling through the rocks. Sonic
logs provide information about rock density and allow for the calculation of rock

mechanical properties, including Young's modulus and Poisson's ratio.

Neutron Log: Measures the neutron population in the borehole, which is used to
estimate the hydrogen content of the rocks. This information helps assess porosity

and uid content.

Geoscientists, petrophysicists, and reservoir engineers use well logs to identify rock

types, assess porosity and permeability, estimate uid content, and make informed deci-

sions regarding hydrocarbon reservoirs, groundwater resources, and other subsurface ap-

plications.

1.1.3 CoreSamples

Core samples are physical cylindrical samples of rock that are extracted from the subsur-

face through coring or drilling methods. These samples provide direct and tangible material

for laboratory analysis. Core samples provide actual rock material that can be examined



for properties such as composition, texture, mineralogy, porosity, permeability, and geome-
chanical characteristics. They may also contain hydrocarbon or uid samples for analysis.

Core samples are essential for detailed geological and petrophysical analysis. They
offer ground-truth information about the rock properties and can be used for lab exper-
iments to assess characteristics and behaviors that cannot be determined from well logs
alone. Core analysis is vital for reservoir characterization, geological understanding, and
reservoir engineering.

In practice, well logs and core samples are often used in combination for a compre-
hensive understanding of subsurface formations. Well logs provide real-time or continuous
measurements during drilling and help guide the drilling process, while core samples offer
detailed, physical material for laboratory analysis. The integrated study of both types of
data enhances the accuracy of geological and reservoir assessments for oil and gas explo-
ration.

To sum up, assessment of potential oil and gas reservoirs underground relies on the
study of both remotely sensed geophysics data such as 3D seismic volumes as well geolog-
ical and petrophysics data like well logs and core samples, both of which constitute direct
measurements of the subsurface. Seismic data are much broader in scale and spatial cover-
age compared to well logs and core samples that are obtained at sparsely located points on
the Earth. However, the former lack the resolution and direct view into the physical consti-
tution of the subsurface afforded by the latter. Both seismic data and wireline logs and core
samples at the wells are therefore studied together to give a more complete understanding
of the subsurface. For hydrocarbon exploration in particular, remote geophysics data like
seismic re ection surveys can assist with forming initial interpretations and identifying po-
tential drilling sites whereas direct measurements obtained from well logs and cores can
help validate such interpretations and suggestions by providing detailed information about
the lithology, porosity, and permeability of the potential reservoir(s). By using all kinds of

data together, one can build accurate 3D subsurface models and reduce drilling uncertainty
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for hydrocarbon characterization of the subsurface.

1.2 Overview of a Reservoir Characterization Work ow

As discussed earlier, the end goal for any hydrocarbon exploration venture is to develop a
detailed reservoir model that includes among other things, the exact location, size, volume,
and geometry of the potential hydrocarbon deposits. Additionally, one hopes to accurately
model the various lithologies and their associated petrophysical properties (e.g., porosity,
permeability etc.) present in the reservoir. An overview of the complete work ow is pro-
vided in Figure 1.2.

One of the rst steps in the process involves performing structural interpretation on the
3D seismic volume acquired on the eld. Structural interpretation refers to the process of
identifying and characterizing various geological features on the migrated seismic volume,
including but not limited to faults, folds, and unconformities. The interpretation of geo-
logical faults has paramount importance to geophysicists because they can act as traps or
barriers for hydrocarbon reservoirs. Faults can create structural traps by juxtaposing im-
permeable rocks against reservoir rocks, preventing the lateral migration of hydrocarbons.
They can also serve as conduits for uid ow in some cases.

Thereatfter, the next step of the work ow pertains to interpreting distinct seismic re ec-
tions in the volume, termeldorizons Horizons correspond to interfaces between different
sedimentary layers or geological formations. Seismic stratigraphic interpretation involves
the analysis of these horizons to determine their positions, thicknesses, and geometries.
This analysis helps establish the stratigraphy of the subsurface. Interpreters often analyze
the seismic data to differentiate facies, which are distinct sedimentary rock types with spe-
ci ¢ characteristics. This is essential for understanding the composition and properties of
subsurface layers.

The results of both stratigraphic and structural interpretation are typically visualized

as a seismic time structure map, as shown in Figure 1.2. Horizons tracked over the entire
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survey area are visualized as a 3D elevation map representing the topography of speci c ge-
ological layers or boundaries, often color-coded to indicate variations in depth or elevation.
By overlaying interpreted faults on top of the structure map, one can identify potential hy-
drocarbon "compartments” in the subsurface and analyze them in terms of properties such
as uid volume, connectivity, uid ow etc.

At this point, one may also analyze the seismic data for anomalies, also called direct
hydrocarbon indicators (DHIs). DHIs are geophysical or geological attributes observed
in seismic data that are considered direct evidence or indicators of the presence of hy-
drocarbons in subsurface reservoirs. ldentifying DHIs is a critical aspect of hydrocarbon
exploration because they can lead to the discovery of valuable oil and gas reserves. DHIs
are often used to reduce exploration risk and guide drilling decisions. Examples of DHIs
include bright spots, dim spots, and at spots. Analysis of DHIs typically involves com-
puting secondary seismic characteristics or attributes based on frequency, amplitude, and
coherence. The presence of a seismic anomaly conforming to the interpreted seismic struc-
ture map can indicate the presence of a hydrocarbon deposit with a high likelihood.

The various interpretations performed on seismic data yield useful insights regarding
potential drill locations to extract hydrocarbons. Exploration wells are thereafter drilled and
well logs and core samples extracted at these locations. It is pertinent to note that cores are
the most direct measurements of the subsurface, being physical samples of the subsurface
rock. They can be analyzed in the laboratory to determine their lithology, porosity, per-
meability, uid content etc. However, it is prohibitively expensive to acquire and analyze
core samples along the entire depth of a well bore. Typically, they are extracted at sparse
locations along the well bore. Alternatively, they may be acquired densely but only for
a few wells. Wireline logs such as gamma ray, sonic etc., provide indirect measurements
of subsurface lithology. They can be integrated with the sparsely available core sample
data to produce dense estimates of the lithologies and other petrophysical properties along

the entire pro le of the well bore. This process is also referred to as lithofacies modeling.



Understanding the subsurface lithology and petrophysical properties at the well locations
helps to re ne the reservoir model initially created as a result of the seismic interpretation
process.

Having created an accurate lithological and petrophysics model of the reservoir at the
well locations, the last stage in the work ow involves integrating it with the seismic data to
extrapolate them beyond the well locations into 3D space covered by the seismic volume.
This process is also sometimes referred to as seismic inversion. The integration of seismic,
well log, and core data in this fashion helps to create a detailed picture of the distribution
of petrophysical parameters in space, to identify the presence and extent of hydrocarbon-

bearing zones, map reservoir geometry, and optimize drilling and production strategies.

1.3 Challenges Facing Machine Learning for Subsurface Interpretation and Char-

acterization

Machine learning (ML) and deep learning (DL) have been increasingly used for a variety of
applications and domains, including image classi cation, object detection and localization,
natural scene understanding, speech recognition, and machine translation, to name a few [1,
2, 3,4, 5]. It has also resulted in major breakthroughs in decision critical elds like medical
image analysis, helping in the detection of cellular structures and tissues, and in diagnosing
various diseases [6]. Deep learning algorthims have also shown signi cant promise in
automating subsurface interpretation tasks, as evidenced by the plethora of works in in salt
body delineation [7, 8, 9, 10, 11, 12, 13, 14], fault detection [15, 16, 17, 18, 19], and facies
classi cation [20, 21, 22, 23, 24].

However, adoption of deep learning for subsurface understanding on a wider scale still

faces two major challenges:

 Limited, incomplete, and sparse training labels Acquiring accurate and dense
labels for a variety of subsurface data is prohibitively expensive. For a variety of

seismic interpretation applications, the experts are often able to provide labels for
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only a small fraction of seismic sections in the entire 3D volume. Likewise, machine
learning models trained to predict reservoir properties on seismic data have access to
only a few well logs to serve as training labels. The lack of labels in suf cient quan-
tities can lead to the problem of inadequate generalization for the machine learning
model on test data. In the context of seismic fault interpretation, even the few anno-
tated sections are typically only sparsely annotated, with experts only identifying a
few instances out of all of the faults present on the image. When not accounted for,
this causes the machine learning model to underperform by inaccurately learning to

predict unlabeled instances of faults as non-fault features.

* Ignoring spatiotemporal ordering in the data: Subsurface data exhibits tempo-

ral dependencies where the value at a given time or depth is in uenced by previous
values. Likewise, some subsurface data like seismic volumes also exhibit spatial
variations, where data points are interconnected in a 2D or 3D spatial context. Tradi-
tional ML models used for reservoir characterization tasks such as lithofacies mod-
eling and seismic inversion typically treat data as independent and identically dis-
tributed (i.i.d.), ignoring their sequential and spatial interconnectivity of subsurface

data. However, this information encoded in the temporal and spatial interrelation-

ships of datapoints can be very useful to achieving high generalization performance.

1.4 Dissertation Structure

The rest of the dissertation is structured as follows:

* In chapter 2, we address the application of seismic fault interpretation, which also
happens to be major component of structural interpretation carried out in the ap-
praisal stage of an exploration venture, as shown in Figure 1.2. We speci cally deal
with the problem of sparse and incomplete fault labels on annotated seismic sections

leading to poor inference on test data. We demonstrate a training framework that
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models and incorporates human visual attention into the training pipeline to better

account for unlabeled fault instances in the training dataset.

Chapter 3 addresses the issue of limited numbers of annotated seismic sections for
the application of seismic facies interpretation. Interpreting seismic facies is a crucial
component for establishing a stratigraphic framework for the subsurface. We use a
novel active learning strategy to identify the most important training samples required
to be labeled by geoscience experts for generalization. We demonstrate signi cant

savings in labeled data requirement quantitatively and qualitatively.

Chapter 4 discusses the use of DHI interpretation to identify potential drill loca-
tions. In particular, the co-occurence of various DHIs is investigated with respect to
both successful and failed prospects using post-hoc interpretability techniques. We
demonstrate that insights gained from interpretability analysis can lead to improved
trust in the model predictions, identifying important features for speci ¢ use-cases,
and determine cases where the model predicts prospect success rate using biased

data.

Chapter 5 demonstrates a method to perform core-well integration for lithofacies
modeling. Traditional machine learning models used for this application do not ac-
count for the temporal relationship between individual well log samples along the
depth of the well bore. We propose the use of sequence models to predict lithofacies
using available well logs and demonstrate a higher level of generalization perfor-

mance on test data compared to traditional methods.

Chapter 6 address the problem of seismic-based reservoir characterization by inte-
grating seismic data with well logs (after being conditioned and calibrated with core
samples). Seismic data exhibit spatial connectivity in addition to temporality. We
propose a novel architecture that is able to model both the spatial and temporal de-

pendencies in seismic data to extrapolate reservoir properties at the well logs with
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better connectivity and smoothness, even with limited numbers of well logs to serve
as labels. This is quantitatively demonstrated by comparing the output of the pro-

posed method to baseline approaches in the literature.

Chapter 7 deals with the problem of limited labeled training data often encountered
in traditional machine learning-based seismic inversion work ows. We address the
problem by proposing a novel knowledge transfer scheme whereby seismic inver-
sion is performed simultaneously on multiple datasets in a way so as to encourage
the transfer of mutually useful information and improve generalization performance.
A novel training framework is proposed towards this end and demonstrated to be
guantitatively superior to traditional transfer learning in terms of inversion perfor-

mance.

Finally, chapter 8 summarizes the overall contributions of the dissertations, high-

lights the major takeaways, and suggests possible future directions for the work.
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CHAPTER 2
DEEP LEARNING FOR SUBSURFACE FAULT CHARACTERIZATION USING
VISUAL ATTENTION MODELING AND INCOMPLETE LABELS

2.1 Introduction

Geological faults are structures characterized by planar fractures or discontinuities in sub-
surface rock volumes. The movement of impermeable sedimentary rocks along the fault
plane causes the formation of structural traps for hydrocarbons released by source rocks
and migrating upward to the reservoir rocks [25]. As such, faults form an essential element
of petroleum systems. Processed seismic data acquired over potential drill sites provides
a 3D view into the subsurface. Identifying faults on seismic volumes is an important task
for seismic interpreters to reduce drilling uncertainty and increase the chances of success
of obtaining recoverable hydrocarbons.

Manual interpretation of faults on 3D seismic volumes is a time-consuming, labori-
ous process performed by trained geophysics experts. The recent years have witnessed a
tremendous growth in the size and volume of seismic data acquired, rendering fully man-
ual interpretation impractical in many cases owing to the fast turn-around times required.
Deep learning (DL) is a branch of machine learning concerned with automatically learning
useful representations from raw data and their corresponding target labels in various ev-
eryday tasks of practical interest such as image classi cation, object detection, and speech
recognition [26, 27, 28].

Data-driven methods including DL-based models are also being increasingly adopted
for interpretation tasks on seismic volumes. [29] provide a review of image processing
techniques used to automate interpretation of salt domes and faults on seismic volumes.

The works by [30] and [31] describe the use of multi-layer perceptrons (MLPs) and con-
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volutional neural networks (CNNSs) to perform fault mapping after training on seismic data
with fault labels. Deep learning models trained in a fully supervised manner carry the risk
of under-performing when the test data happens to be from a different distribution from
the training data or when there is insuf cient labeled training data to allow the models to
adequately generalize to unseen data.

Recently, there have been a signi cant number of works in the literature introducing
various learning paradigms to relax the assumption of availability of large quantities of la-
beled training data for machine learning models. [32] perform weakly supervised learning
to identify various structures of interest inside seismic volumes. The works by [33] and [34]
introduce the concepts of sequence models to use in conjunction with the physics-based
forward model and limited amounts of labeled data to better estimate subsurface elastic
properties from seismic data. [35] use a novel joint learning framework for elastic property
estimation tasks under limited labeled data settings. [36] use the neural network’s learned
manifold to actively identify important training samples for labeling to reduce annotation
effort for interpreters.

For structural interpretation, obtaining suf ciently large quantities of labeled training
data presents a major bottleneck for any supervised learning-based automation framework.
This is owing to multiple factors including the size and complexity of the data, the time and
effort required to produce such annotations, and the often-times high level of uncertainty
present while assigning particular labels to individual pixels in noisy and complex seismic
data. In the work by [18], the authors put forward a major development in this regard;
they demonstrate a framework whereby a large variety of 3D synthetic fault models and
their corresponding seismic data are generated and used to train a 3D CNN for the task
of fault mapping. Afterwards, the trained network is used to predict faults on real-world
target datasets. Their proposed method offers several bene ts compared to previous works:
rstly, it enables the use of 3D CNNs to extract three-dimensional information in seismic

volumes whereas 2D networks, while easier to train, are limited to observe seismic data
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in 2D patches; secondly, they are able to generate adequate amounts of training data with
high-quality labels to allow for suf cient network generalization to unseen test data.

To bridge the gap between synthetically modeled training data and test samples coming
from real seismic data, various works have appeared in the literature proposing netuning
strategies. Finetuning works to adapt the machine learning model trained on synthetic data
to labels created by seismic interpreters on a few lines acquired from the real seismic survey
of interest. In the works by [37], [38], and [39], netuning is applied to pretrained 2D
CNNs. In contrast, the works by [40], [41], [42], and [43] perform netuning on pretrained
3D CNNs. To overcome the limitation of training 3D networks on 2D slices extracted from
the real seismic volume, the latter works speci cally apply a masking mechanism to the
network output so that the loss function is only contributed to by the annotated seismic
lines.

Despite the potential for netuning to address the mismatch between synthetic and tar-
get data distributions, traditional netuning faces a major challenge of missing and incom-
plete labels on data sampled from real surveys. In most cases, there is usually a high degree
of uncertainty involved in fault annotations produced on real datasets. Seismic interpreters
typically only annotate a small fraction of actual faults on 2D seismic images. This may
happen for various reasons. Firstly, it may be easier to interpret faults in a certain region of
the seismic image versus those in other regions due to for example, better signal-to-noise
ratio. Secondly, geophysicists may only be interested in a particular, localized region of
the seismic section, and hence may not want to go to the trouble of also annotating other
regions in the image. Thirdly, a single seismic image may feature several dozens of small,
closely spaced faults. It would be impractical for an interpreter to manually annotate every
single fault present in the data. Consequently, a great number of faults may go unlabeled in
data samples used to netune the network. Since conventional network training treats all
labels as hard ground-truths, this may lead to inaccuracies in the network output on target

data.
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In this context, we make the argument that an interpreter's annotations created on seis-
mic data are a re ection of their visual attention for the particular image. The subject of
human visual attention has been a signi cant area of study in cognitive psychology, neu-
roscience, and related elds. Understanding how humans allocate and focus their attention
in the visual environment is crucial for gaining insights into perception, cognition, and be-
havior. The work by [44] provides a survey of computational models for visual attention.

Attention selectivity refers to the process of the human brain selectively focusing on
certain aspects of the visual scene. This can be driven both by low-level cues such as
motion, changes in image contrast, color, texture etc., as well as by higher level cognitive
factors such as expectations and goals regarding the target, prior knowledge etc. These
are respectively referred to as the bottom-up and top-down models of visual attention [45].
In practice, human perception of a visual scene is a product of both mechanisms, rstly
drawing attention to regions of salient features in the environment using the bottom-up
approach, and thereafter using task-speci c cues to further re ne attentional focus via the
top-down mechanism.

During the process of annotating a seismic image for faults, a seismic interpreter's
attention is likewise drawn to image regions with salient characteristics, such as strong
re ections, seismic texture patterns that are different from their surroundings etc. These
bottom-up visual signals are then modulated by the interpreter's top-down cognitive fac-
tors such as their prior knowledge of a fault's expected shape, geometry and size, their
expectation of the target region of interest, the time available to produce the annotations
etc. The fault annotations eventually created then re ect this attentional process compris-
ing of both semi-conscious low level cues of color, texture etc., as well as task-specic
high level cues arising from the interpreter's prior knowledge, goals, constraints etc. This
process is depicted in Figure 2.1.

We propose a training framework for netuning pretrained 3D CNNs on sparsely anno-

tated 2D images from target seismic surveys that incorporates the interpreter's attentional
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Figure 2.1: Figure illustrates how visual attention plays a role in the process to delineate
faults on a seismic section. Changes in signal contrast, intensity, and texture generate cues
that draw the interpreter's attention. The attentional focus is further re ned based on the
interpreter's prior knowledge and other cognitive factors related to the task at hand. The
nal labels are a function of both bottom-up and top-down mechanisms of attention. A lot

of smaller faults may be missed due to this attention selectivity.

focus, represented as a heat map of scalar values with high amplitudes on and close to
annotated fault positions and progressively decreasing amplitudes the further the distance
from the annotated faults. The attention map is used to weigh the loss tensor between
predicted and ground-truth samples on a per-pixel basis, emphasizing pixel contributions
close to the annotated faults and simultaneously minimizing loss contributions from pixels
further away. This assists the network in adapting to the fault characteristics of the target
survey using the small set of annotations provided while still being able to detect faults for
which there existed no explicit interpreter-provided label in the training set.
Additionally, we employ a stochastic data sampling strategy whereby the 3D CNN

randomly samples training cubes from the target survey during the netuning stage using a

Poisson distribution centered on the annotated fault pixels. This results in the network sam-
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pling cubes in the proximity of the annotated fault with higher likelihood, with sampling
probability progressively decreasing with increasing distance to the annotated faults. This
has a two-fold effect on the network's learning capabilities: rstly, it is able to use the in-
terpreter's attention map (re ected in the annotated faults) to sample with higher frequency
data samples with higher net attention (and hence more likelihood of being annotated cor-
rectly). Secondly, the random sampling effectively increases the number and diversity of
annotated data cubes being exposed to the network beyond what would have been possible
with a grid-based data sampling approach.

To summarize, we present the following major contributions in this work: (1) we pro-
pose a visual attention-guided training framework for netuning pretrained 3D CNNs for
fault interpretation whereby loss pixel contributions are weighted in accordance with the
level of attention the said pixels received during the annotation process and (2) a stochastic
data sampling strategy whereby the network is exposed to data samples with higher net
attention values more frequently compared to data samples with less attention.

We verify the proposed method on a fully annotated, publicly available seismic dataset
for fault interpretation. Through qualitative and quantitative evaluation of the results, we
demonstrate our netuning process to work well with a minimal number of annotated 2D
slices extracted from the said survey. Additionally, the network netuned with the pro-
posed approach is seen to generalize better to faults not present in the manual annotations

compared to existing netuning approaches.

2.2 Related Works

Since the popularization of computational algorithms and resources for interpretation, geo-
physicists have used seismic attributes to help them identify faults and other structural fea-
tures of interest on migrated seismic volumes. An attribute is essentially a transformation
of seismic data to a different domain that better emphasizes key features to the exclusion

of the unimportant components. Examples of such attributes include coherence [46, 47,
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48], semblance [49], gradient magnitude [50] etc. Seismic attributes that model the hu-
man visual system (HVS) to interpret key structures have also been proposed, such as in
the works by [51] and [52]. [51] propose a visual saliency-based approach to detect salt
domes in seismic volumes. Their method is rooted in the biological perception mechanism
of measuring the dissimilarity of regions in a visual scene to their surroundings to obtain a
score on their perceptual salience. Towards this end, it calculates differences in texture in-
formation encapsulated in small 3D blocks between a region of interest and its neighboring
pixels. While this approach picks up low level cues of intensity and texture contrast in a
seismic image, it ignores top-down factors of cognition such as prior knowledge about the
structure, time constraints etc., that deeply affect how an interpreter would actually end up
annotating a seismic image. In contrast, our proposed attention map generation process is
conditioned on the annotations themselves that are a joint product of both low-level signal
cues and top-down cognitive factors.

Another limitation with attribute-assisted work ows is that the attribute volumes still
need to be manually annotated for structural features. Several works in the literature have
attempted to overcome this shortcoming by using various kinds of machine learning mod-
els trained on labeled seismic data to then predict structures of interest on test data [53,
54, 55]. Early attempts in this line of work used training con gurations where the data
would be presented to the model in patches to predict the label on the center pixel of the
patch, such as in [53]. Later works employed state-of-the-art CNN-based models to predict
class outputs simultaneously on all pixels in a given patch, such as in the work by [56].
To incorporate information from all directions in a 3D seismic volume, [18] popularized
the use of 3D CNN architectures to generate more accurate structure mappings than was
possible with only 2D patch-based machine learning models used by earlier works. To
account for the distribution mismatch between synthetic training data and real-world test
data, several works in the literature proposed netuning strategies. This mismatch may

happen for various reasons such as differences in processing styles, acquisition parame-
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ters including source wavelet frequency, noise characteristics, subsurface geometry etc.,
between synthetic and real data.

Examples of such works include those by [40], [41], [42], and [43]. Since 3D CNNSs re-
quire their targets to be structured as 3D blocks of data, conventional netuning on real data
would require the interpreter to annotate atleast the same number of consecutive sections
as the spatial width in samples of 3D inputs to the CNN. This is prohibitively expensive
in many cases. [43] employ a tensor masking mechanism whereby the annotated 2D slices
obtained from real data are arti cially expanded to three dimensions using zero-padding,
the loss tensor is afterwards computed between the predicted and ground-truth "cubes”,
and the loss contributions zeroed out in all places except for the position(s) of the anno-
tated lines(s). The work by [40] uses an additional active attention module (AAM) during
training to enable the network to enhance predictions of the annotated faults and ignore
noisy predictions in the background.

While we process the 2D labels acquired on real data in a similar fashion to the afore-
mentioned works to allow for training of 3D networks on 2D labeled seismic sections, we
use attention in a fundamentally different way compared to the work by [40]. The latter
deploy attention as a learnable module that is trained as part of the network architecture
itself. It fuses a gaussian-weighted version of the labels to the network activations in an
attempt to enhance network predictions close to the annotated faults and suppress noisy
predictions elsewhere. However, this also leads to the network learning to ignore many
faults not present in the manual annotations, as evident from their results on a real seis-
mic volume compared to the predictions of a pretrained 3D UNet. In contrast, we employ
attention as a training approach that emphasizes loss contributions from the neighborhood
of annotated pixels while minimizing contributions from pixels further away (so as not to
predict them negatives). Consequently, the network is able to perform well on both faults
annotated in the dataset as well as those that remained unlabeled by the interpreters. Ad-

ditionally, our training framework can be used as a plugin method on top of any network

21



architecture, pretrained or otherwise.

2.3 Methodology

2.3.1 NetworkArchitecture

The network architecture follows a typical encoder-decoder style con guration based on
the popular image segmentation model "UNet' [57]. The encoder branch of the architecture
serves to progressively downsample input seismic features and extract increasingly abstract
representations utilizing three-dimensional convolutional layers. On the other hand, the de-
coder branch takes the product of the encoder branch as input and sequentially increases
its feature resolution through three-dimensional transposed convolutional layers. Skip con-
nections from various stages in the encoder to the corresponding outputs in the decoder
help to transmit information in input features otherwise lost in subsequent downsampling
operations in the encoding branch. In addition to the aforementioned global skip connec-
tions, the architecture also implements local skip connections at the output of each stage
in the encoder and decoder, respectively. The proliferation of skip connections combined
with batch normalization and dropout layers throughout the model architecture helps to
make network training more robust. The network takes as input small-sized 3D chunks of
the seismic volume having dimensioms w  d, whereh refers to the height, ana and

d to the width and depth of the 3D seismic block, respectively. In addition, we concatenate
the imaginary and real components of the 3D Hilbert transform of the input seismic cubes
along the channel dimension of the input tensor. The network's output is a fault probability
volume of the same size as the corresponding seismic input. The amplitude of each voxel
in the output fault volume represents its probability of belonging to a fault. Tables Table 2.1
and Table 2.2 describe the layout of the 3D convolutional layers in the encoder and decoder

branches of the network, respectively.
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Table 2.1: Convolutional Layer Parameters in the Encoder Branch of the Network.

In Channels Out Channels Kernel Size Stride

3 16 3 1
16 16 3 1
16 32 2 2
32 32 3 1
32 32 3 1
32 64 2 2
64 64 3 1
64 64 3 1
64 128 2 2
128 128 3 1
128 128 3 1

2.3.2 PretrainingandFinetuning

Using the method described in [18], large quantities of synthetic seismic data with associ-
ated fault labels are generated to train the 3D CNN model described earlier. The seismic
data are modeled to contain faults of various orientations, azimuths, and multiplicities to
expose the network to a wide variety of fault information during the pretraining stage.
Each training sample consists of a 3D seismic data-fault label pair. As mentioned earlier,
the seismic data sample and the fault label volume have the dimersions d. Each
fault label is a binary volume dis andls, indicating no-fault and fault voxels, respec-
tively. Using mini-batch gradient descent and backpropagation, the network is trained to
suf ciently minimize the binary cross entropy (BCE) loss between predicted and ground
truth target fault labels on the training dataset. To account for class imbalance between
fault and non-fault pixels, we use a weighted cross-entropy loss that assigns higher weight
to loss contributions from fault pixels. The network is trained until it is able to detect faults
on samples of the synthetic data distribution with good accuracy, as observed in Figure 2.4.
Since actual data exhibit various fault and noise behavior not always captured by syn-
thetic fault models, it is imperative to netune the pre-trained network on labels obtained

from an interpreter on a real dataset of interest. The caveat with netuning a 3D CNN
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Table 2.2: Transposed Convolutional Layer Parameters in the Decoder Branch of the Net-
work.

In Channels Out Channels Kernel Size Stride

128 128 2 2
192 64 1 1
192 64 3 1
64 64 3 1
64 64 2 2
96 32 1 1
96 32 3 1
32 32 3 1
32 32 2 2
48 16 1 1
48 16 3 1
16 16 3 1
16 1 1 1

model with real-world annotated data is that the latter often occurs as sparse 2D seismic
sections within the complete seismic volume. In contrast, the pre-trained model is set up
to take in, process, and output seismic data in 3D blocks. In addition, properly accounting
for this dimensionality mismatch problem would require the annotators to label atteast
successive seismic sections in the target survey of interest, which could very well prove to
be impractical in terms of the effort required. To mitigate this shortcoming, a masking strat-
egy is employed whereby the network processes the seismic volume as usual to produce
corresponding fault predictions. A pseudo-target fault volume is then created consisting
of all zeros except for the voxels interpreted as faults by the interpreter(s), which carry
the labell. The output fault predictions and the target volume are then compared to each
other via BCE loss with logits to produce a 3D loss tensor of the exact dimensions as the
network fault output. As before, this is a weighted BCE loss that assigns more importance
to fault pixels. Finally, the 3D tensor is masked in all places except for the 2D line contain-
ing ground-truth interpretations, which is then summed and backpropagated to netune the
network. The masking process is summarized in Figure 2.2. This is similar to the approach

employed in [43].
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Figure 2.2: Figure describes the process to netune 3D CNN-based fault prediction net-
work with sparse 2D labels on select sections in a given seismic volume.

2.3.3 Attention-basedbtochasticSampling

As discussed earlier, a typical labeled 2D seismic section may only have a fraction of the
actual faults annotated by the interpreters. In a traditional machine learning work ow,
this would leave a lot of ground-truth faults labeled as non-fault pixels. A common data-
splitting strategy employed by interpretation frameworks evenly divides labeled seismic
sections into overlapping blocks across their length and height. There are two signi cant
drawbacks associated with such splitting schemes: rstly, given the sparsity of fault labels,
they expose the network to a lot more data points with no faults versus those containing
some amount of fault pixels, leading to a class imbalance problem; secondly, fault pix-
els left unlabeled by the interpreters are treated as non-faults. Training the network with
such labels would result in the machine learning model incorrectly learning to predict such
faults as non-fault locations, which may ultimately harm the network's generalization per-
formance on unseen test data samples.

To address this shortcoming with fault labels on seismic sections and their negative
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rami cations during the training phase, we use a modi ed data sampling strategy. This
involves conditioning the sampling locations of 3D seismic cubes (and their corresponding
labels) on the interpreter's attention map generated on the labeled seismic section(s). The
seismic cubes that are sampled as a consequence are more likely to have been annotated
correctly since they lie on the annotated faults (and hence have higher attention scores).
However, a drawback of this sampling strategy is that it would only expose the network

to seismic data in the immediate neighborhood of the labeled fault pixels, leading to the
network training on redundant training samples. To mitigate this problem, we impose a
Poisson distribution whereby the actual sampling locations are a random function of 2D
Poisson distributions with the labeled fault pixels as their means.

To illustrate the sampling process, lebe the set of labeled fault positions for a target
seismic volume, wheré = f(a®;;cD)gl,. a®, B9, andc) refer to the height,
crossline, and inline position of thieth fault pixel, respectively.N refers to the total
number of labeled fault pixels in the volume. Sindemay be extremely large even for
moderately annotated seismic volumes, we select a smaller subset of pixel indices termed
| %of sizeN® wherel © I andN°<< N . To avoid having redundant training samples
that fall within the distance of a few pixels of each other, we rst randomly permute the
ordering of elements ih to then select the rsi “index locations. During the training
stage, each index tuple in’is used to extract cubic samples from both the seismic and
the corresponding label data, as described in the previous section. To prevent the network
over-training on the same set of predetermihNédocations, we inject randomness into the
sampling criteria by drawing index locations from Poisson distributions centered on the
pixel indices instead of using the latter. In each iteration, an index tuple is samplet rom

as

(@ g0y 1 ° (2.1)
The actual sampling indices are then obtained as random samples from a multidimen-
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sional poisson distribution as

(a;c’)  Poissofia®); Poissoiic!): (2.2)

Notice that we only perturb the height and inline indices and let the crossline position
stay constant. This is because the latter speci es the position of the labeled 2D line in
the seismic volume and it is used to perform tensor masking as described in the previous
section. Using these indices, th¢h cubic data sample() is obtained from the seismic

volume tensof as

. h .. h

) = gra® .40 4 N

X Sla 5 a ' + 1
B0 B + w; (2.3)

y o d 4 d
) 5 ) + Sk

whereh refers to the height, ang andd to the width and depth of the 3D seismic block,

respectively. Sampling training labels in this manner has two bene ts: it rstly serves to
circumvent the class imbalance problem resulted from an outnumbering of non-fault loca-
tions over those with fault; secondly, it reduces the likelihood of regions with unlabeled
fault pixels being used to train the network by concentrating most samples in the proxim-
ity of labeled fault positions. Additionally, injecting randomness into sampling locations
increases the effective size of the training dataset and ensures the network learns the full
manifestation of fault characteristics in the labeled seismic section. Figure 2.3(a) compares
a typical data sampling strategy deployed in deep learning work ows to the proposed sam-
pling strategy in Figure 2.3(b). As mentioned earlier, the conventional sampling method
results in class imbalance in addition to generating a lot of samples with incorrect/uncertain
labels. In contrast, the proposed method focuses on extracting data in the neighborhood of

the annotated fault, thus mitigating both problems with the conventional strategy.
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2.3.4 AttentionMap Generation

To incorporate the interpreter's attention map into the network training process and thereby
avoid learning on unlabeled fault pixels, we use a weighting mask that emphasizes the
loss contribution from each pixel for a given training sample based off its nearness to the
annotated fault plane. Pixels closer to the labeled faults contribute more to the loss function
and vice versa. This has the two fold effect of enhancing the network's predictions on the
labeled ground-truth faults while simultaneously learning the ability to detect unlabeled
faults.

In the rst step of this process, we obtain the 3D loss tensor resulting from the pixel-
wise binary cross entropy between the predicted and ground-truth fault cube. Since the
actual fault annotation by interpreters is only present on a single 2D section of this ten-
sor, we extract this one section from the tensor (measuringd samples) and mask out
everything else so that the unlabeled 2D sections in the cube sample do not affect the
loss function. Let this 2D loss tensor be denoted by the discrete fun¢trgm], where
0 m hand0 n d. Letthe setGstand for all such pixel locationgn; n) in the
tensor. A mathematical functiof, is formulated that maps each tugla; n) 2 G to the
straight-line distance valug(d 2 R) between the said pixel location and the nearest fault
pixel in the labeled section extracted from the given data cube. This is described by the

mappingF : @ R, and formulated as the optimization problem

F[m;n] = (mrp;rigz)((m m%y2+(n n9? (2.4)

wherem®andnPrefer to the height and width indices, respectively, for all annotated
fault pixel positions in the given data culke The weighting functionw[m; n] is then

obtained as
wlm;n]= e Fmnl (2.5)
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