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SUMMARY

All space exploration programs begin life as a set of requirements, driven by one or

more scienti�c or technological objectives. Historically, the majority of those objectives

were achieved using tailor-made spacecraft and systems to deliver their payloads, be they

science experiments or astronaut crews, to their intended location. For example, the Apollo

spacecraft were designed to deliver and return a speci�c amount of mass to and from a spe-

ci�c set of locations on the Moon; and most ISS-servicing vehicles were designed specif-

ically to do just that. More recently, however, the number of vehicles that could service

space exploration logistics needs has greatly increased. This is particularly true in the case

of lunar exploration, largely due to the Artemis and CLPS programs, supported by govern-

ment space agencies and private companies in the U.S. and across the world.

In the earliest stages of space program planning, the program or mission architect must

�nd the most effective method by which to achieve the program objectives. “Effective”, in

this case, covers a wide range of needs, such as affordability, reliability, and robustness to

uncertainties in the development cycle of the mission(s). It is the program planner's role

to uncover the architecture that best satis�es these needs from among the mire of available

options and associated uncertainties. The increasingly-large number of options of novel

technologies and logistics vehicles, some that already exist but many that are still under

development, coupled with the ambitious exploration objectives of programs like Artemis

creates a large decision space for the program planner.

Space logistics, as a �eld, is concerned with the ef�cient planning of space missions.

A wide number of classical logistics problems, when applied to space, offer methods for

assessing the effectiveness of a range of mission types. Exploration missions can be mod-

eled using network �ow formulations, in which mixed-integer linear programming is used

to �nd the most ef�cient �ow of commodities through a network given a set of supplies,

demands, and vehicles. However, in the early stages of program planning, many of the
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parameters of the network �ow model are unde�ned, representing, for example, uncertain

vehicle performances, payload masses, or launch schedules. Some of these are uncertain-

ties inherent to the fact that some payloads and vehicles are still in their development cycles.

Others represent decisions to be made by the program architect. Therefore, this thesis will

explore methods by campaign model parameters can be analyzed, and their effect on the

results of the model optimization can be assessed.

With a focus on launch schedule as an example of a programmatic variable, the meth-

ods developed here are used to �nd optimal launch schedules for a cislunar exploration

campaign. In the deterministic case, the method is also used to study the impact of vary-

ing logistic provider availability on the optimal mission plan, and therefore make recom-

mendations about logistics provider redundancies. In the stochastic case, the analyses are

extended to identify the most-likely-optimal launch time for each payload in the campaign

and most-likely-optimal overall schedule. The probability of a speci�c logistics vehicle be

used in the campaign, and the number of times that the speci�c vehicle design is likely

used, is also able to be calculated using these methods. This provides the campaign plan-

ner with some insights into the value of each available logistics vehicle in improving the

robustness of the campaign under launch uncertainty.

Finally, a parametric programming method is employed to study how the optimal cis-

lunar logistics plan varies as vehicle, payload, or commodity dynamics parameters change.

The end result of this is the identi�cation of regions within the parameter space for which

the optimal plan remains feasible. These regions in parameter space can then be used to

de�ne requirements for the systems to which those parameters pertain. In the cislunar logis-

tics case study, for example, the method is used to identify the bounds onin-situ-produced

rocket propellant production rates and infrastructure maintenance requirements such that

ISRU capability should, or should not, be incorporated into a logistically-optimal mission

plan.
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CHAPTER 1

INTRODUCTION

1.1 Background, Motivation, and Objectives

Space exploration missions have historically taken one of two forms: early LEO missions,

through the Apollo era, and the early Shuttle era, largely consisted of single-shot missions

that carried all of the required systems and payloads in a single launch; later, the Interna-

tional Space Station (ISS) era required a more sophisticated logistics plan, with a variety

of resources sourced from different providers being delivered to the space station.

At the time of writing this thesis, however, future space exploration plans are becoming

increasingly complex. The Global Exploration Roadmap (GER), published by the Inter-

national Space Exploration Coordination Group (ISECG) [1], lays out the development of

a sustained crewed presence in beyond-low Earth orbit (LEO) locations over the coming

decades. The document focuses particularly on lunar surface exploration and the planned

Artemis program and supporting missions. Ref. [1] shows a possible sequence of missions

in the Artemis and supporting programs, demonstrating the increasing cadence of missions

launched to cislunar space over the coming decade. The plans laid out in the GER com-

bine the challenges of deep-space exploration of the Apollo era with the complex logistics

requirements of the ISS. This combination of increasing complexity and cadence of mis-

sions, many of which are interdependent, manufactures a necessity for ef�cient planning.

It would be useful, therefore, for a program architect to be able to �nd an optimal campaign

plan for a particular set of programmatic and system assumptions, and to be able to study

how the optimal plan reacts to changes in those assumptions.

Current methods for optimization at the program or architecture level range from manu-

ally testing or enumerating the various combinations of decisions or parameters (see, for ex-
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ample, [2, 3, 4, 5, 6]), automating the trade space exploration using a design-of-experiments

method [7], to using black-box metaheuristic optimization algorithms in conjunction with

trade-space managing tools or sets of decisions rules (e.g. [8, 9, 10, 11]). Each of these

approaches has its limitations. Manual enumeration of course involves some signi�cant,

or a prohibitive amount of, effort from the program planner. In the case that all possible

decision combinations cannot reasonably be manually tested, there may be some bias from

the program planner with respect to which designsare tested [12]. Design-of-experiments

approaches can ef�ciently reduce the design space to a manageable number of design sam-

ples, but it can be dif�cult or impossible to verify if the optimal design is contained within

the set of experiments. Metaheuristic optimizers can, and given suf�cient time,will , �nd

a globally optimal solution regardless of the problem structure. For this purpose, they are

used in some sections of this thesis. However, they do not inherently provide any certi�cate

of optimality for the result.

The work detailed in this thesis builds upon priorspace logisticsmethodologies with

the objective of facilitating architecture optimization and parameter uncertainty analysis in

a complete and rigorous manner. Space logistics is an emerging �eld that exists at the inter-

section of space systems engineering, mission analysis, and operations research. Although

logistics was considered for lunar base architecture studies as early as the Apollo era and

the decades that followed [13], rigorous operations research practices were not introduced

until studies of ISS-supporting architectures were carried out [14, 15]. The discipline has

the overarching objective of �nding ef�cient architectures for complex space missions or

multi-mission campaigns. More recently, the expansion of the �eld has been driven by in-

creasing ambitions and capabilities in space, allowing for more complex architectures that

require ef�cient design and operations. Some examples of space logistics applications are

to cislunar and interplanetary exploration [16, 17, 18, 19, 20], on-orbit servicing [21, 22],

debris removal [23, 24, 25, 26], and logistics infrastructure and vehicle system design [27,

28, 29, 30].
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Ho et al. [19] modeled space exploration logistics as time-expanded multi-commodity

�ow networks. Network �ow linear programming models can �nd the optimal �ow of

commodities through a network that satis�es a set of supply and demand constraints. A

network consists of nodes connected by arcs, along which commodities can travel. By

adapting them to they provide a method by which to quickly evaluate the effectiveness of

mission architectures, for example, by optimizing for minimum total launch mass.

From a program architecting perspective, a limitation of standard network �ow mod-

els is that they optimize according to a set of precisely-de�ned parameters, which often

contradicts program architect's task to design the architecture that the network �ow model

is modeling.In other words, the �xed parameters that form the network �ow model

are typically uncertain variables or parameters for the program architect. This the-

sis therefore organizes these uncertain variables and parameters into three categories and

develops methods for optimizing space exploration campaign architectures and plans with

consideration to each category. Each of the three contributions of this thesis address ad-

dress one of these categories, and does so by building upon prior works by detailing a rig-

orous method for generating provably-optimal results for the program plan by adapting the

mixed-integer programming (MIP) methods commonly found in the space logistics litera-

ture. In the cases where the MIP becomes intractable for complex problems, metaheuristic

approaches for estimating the optimal result are also provided.

Throughout this thesis, a cislunar exploration campaign will be used as a case study,

with the payload launch schedule used as an example set of programmatic decisions in

Contributions 1 and 2. However, the methodologies are applicable to any space mission

design problem that can be modeled as a space logistics optimization problem, and large

numbers of discrete decisions regarding the problem structure must be made. Examples of

other applications could include exploration mission Concept of Operations design (see the

aside made in section 3.6), on-orbit servicing mission planning, or debris disposal missions.
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1.2 Thesis Outline

This thesis is split into four sections. Chapter 2 introduces the background and theory

behind the optimization methods common to each part of the thesis; namely, linear pro-

gramming and its application to network �ow models.

Chapter 3 introduces the speci�c network �ow model that forms the foundation of the

rest of the work. This network �ow model is based on a case study featuring the Artemis

and CLPS lunar exploration campaign plans (circa 2024). Chapter 3 then proceeds to dis-

cuss the challenges of �nding optimal discrete architecture planning variables, considering

the scale that network �ow models can have when modeling complex campaigns. Delivery

schedules for campaigns featuring large numbers of payloads are used as an example of

discrete architecture planning variables. Two approaches will be detailed: �rst, a mixed-

integer linear program formulation is developed in which binary variables determine the

temporal structure of the network �ow model's supply and demand matrix. This method

is combined with a column generation algorithm to select network �ow subproblems, with

the aim of improving computation time. Second, this thesis describes a hierarchical meta-

heuristic optimization method that chooses the launch times of each campaign payload,

which then constructs and solves a network �ow subproblem consisting of only the selected

time steps. The advantages and challenges of each approach are discussed and contrasted.

Next, Chapter 4 adapts the methods of Chapter 3 for the assessment of the expected

performance of a campaign architecture whilst considering stochastic launch delay. The

mixed-integer scheduling method is expanded into a stochastic programming model in

which all realizations of schedule uncertainties are fully enumerated. Due to the large

size of such a model, the hierarchical metaheuristic method is also extended into a “noisy”

evolutionary algorithm that constructs subsets of uncertainties and actually leverages the

variables noise to more ef�ciently explore the design space, building an expected value of

the objective as the algorithm progresses.

4



Table 1.1: Summary of the methods used and related publications for each research
contribution of this dissertation.

Contribution Methods Used Related Publications

1

Mixed-Integer Linear
Programming (MILP)

Column Generation

Evolutionary Optimization

[31, 32, 33, 34]

2

Multi-Objective Optimization (MOO)

Mixed-Integer Quadratically-
Constrained Linear Programming

Stochastic Optimization

Noisy Evolutionary Optimization

[35]

3

Multi-Parametric Linear
Programming (mpLP)

Multi-Parametric Mixed-Integer
Linear Programming (mpMILP)

[36]

Finally, Chapter 5 considers methods in which uncertainties in the “�xed” parameters

appearing in the constraints of the network �ow MILP can be assessed. This is done via

multi-parametric linear programming(mpLP), a method that has the objective of iden-

tifying the critical regions of LP model parameters within which the high-level discrete

decisions to be made by the program architect remain unchanged. Chapter 5 lays out the

mpLP theory and solution algorithms, before applying to two case studies: �rst, a multi-

stage deployment problem, and then the same network �ow problem of Chapter 3 and

4. Chapter 5 closes with a discussion of the wide-ranging applications of mpLP to space

systems engineering practices.

Table 1.1 provides a summary of the methods used in each research contribution and

their related publications.
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CHAPTER 2

TECHNICAL BACKGROUND

2.1 Introduction

Although the majority of technical concepts will be explained fully in their relevant sec-

tions, this chapter is dedicated to the concepts that are relevant throughout this dissertation.

Speci�cally, this includes the fundamentals of linear programming and the strong and weak

duality theorems. An introduction to network �ow models as an important application of

linear programming is also provided.

2.2 Linear Programming

A generic linear optimization problem, or linear program (LP), is shown in Equation 2.1,

wherex 2 Rn ; b 2 Rm ; A 2 Rm� n :

min
x

F (x ) = cT x

s:t : Ax � b

x � 0

(2.1)

The set of feasible solutions to an LP forms a polygon bounded by the planes de�ned

by the linear constraints. The vertices of this polygon are called `basic' solutions. A basic

solutionx � can be split into “basic” and “non-basic” components, containing non-zero and

zero values respectively. The variables in the basic component are called the “basis”. The

number of variables in the basis is equal to the number of constraints in the program in the

absence of degenerate constraints. The concept of basic feasible solutions is particularly

important in chapter 5.
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The Lagrangian for Equation 2.1 is shown in Equation 2.2, where� 2 Rm are the

Lagrange multipliers andg(x ) = Ax � b.

L = F (x ) � � T g(x ) (2.2)

According to Weak Duality theorem, the “dual” problem to Equation 2.1 provides a

bound on the objective of the original problem, which is called the “primal” problem. For

example, for a minimization primal problem, a basic solution to the dual problem provides

a lower bound on the optimum value of the primal. Equivalently, a basic solution to the

primal problem provides an upper bound on the optimum value of the dual. Importantly,

a sub-optimal basic solution to one problem is infeasible in the other, and the optimal

solution produces the same objective value in both primal and dual problems. This allows

us to check the optimality of a primal solution by testing the feasibility of the dual using

the same basis. This fact is known as the Strong Duality theorem, and is utilized by most

LP solvers. The dual problem consists of a variable� for every primal constraint and a

constraint for every primal variable. The dual of Equation 2.1 is shown in Equation 2.3.

Table 2.1 shows the corresponding dual for all possible components of a primal problem.

max
�

H(� ) = bT �

s:t : AT � � c

� � 0

(2.3)

Figure 2.1 illustrates Strong Duality for an example LP, given in Equation 2.4. The

point highlighted in red indicates the optimum for each problem, and it can be seen that the

objective is equal for both. Note that both constraints are active at the primal optimum, and

each dual variable is non-zero at the dual optimum. Equivalently, each primal variable is

non-zero at the primal optimum, and each dual constraint is active at the dual optimum.
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(a) Primal. (b) Dual.

Figure 2.1: Illustration of the relationship between a primal linear program and its
dual.

Table 2.1: Relationships between primal linear programs and their duals.

Primal Dual
Objective: minx F (x ) = cT x Objective: max� H(� ) = bT �

Constraintj sign:

P
i A i;j x i � bjP
i A i;j x i � bjP
i A i;j x i = bj

� j Domain:
� j � 0
� j � 0
� j unbounded

x i domain:
x i � 0
x i � 0
x i unbounded

Constrainti sign:

P
j A i;j � j � ciP
j A i;j � j � ciP
j A i;j � j = ci

min
x

x1 + x2

s:t : � 3x1 � x2 � � 6

x1 � x2 � 1

x1; x2 � 0

max
�

� 6� 1 + � 2

s:t : � 3� 1 + � 2 � � 1

� � 1 � � 2 � � 1

� 1; � 2 � 0

(2.4)

The residual of the dual constraintci �
P

j A i;j � j is the “reduced cost”, or “price”, of the

primal variablex i . The reduced cost of a basic variable will be zero, whilst the reduced cost

of a non-basic variable represents the improvement to the objective that can be achieved by

moving that variable into the basis. The concept of variable prices is particularly important

in section 3.3.
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Figure 2.2: A simple network �ow model, showing nodes with supplies and demand,
and arcs with single costs. The red path indicates the cheapest path for the commodi-
ties to follow to satisfy the demand.

2.3 Network Flow Models

Network �ow models can be used to �nd the optimal �ow of commodities across a network.

Networks are graphs consisting of nodes connected by arcs. In space logistics models, the

nodes represent locations such as the Earth, lunar orbit, or the lunar surface. Commodities

can travel between the nodes along the arcs, which have costs associated with them. A

simple example of a network �ow diagram is shown in Figure 2.2. In space logistics, the

costs are commonly� V and time of �ight � .

A generic LP formulation for a time-expanded commodity �ow problem with a set of

nodesN and time stepsT is shown in Equation 2.5, in whichx 2 RNN � NN � NT � 2 are the

commodity �ow variables, and the indices (i; j; t ) of an individual variablex i;j;t indicate

the �ow along the arc from nodei to nodej at timet. The superscripts� and+ indicate

the �ow leaving or entering the arcs, respectively.C is a scalar cost associated with the arc

(i; j; t ), di;t is the demand (or supply) at nodei at timet, andA is the set of allowed arcs.
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min
x

F =
X

(i;j;t )2A

Ci;j;t x �
i;j;t

s:t :
X

j 2N

�
x �

i;j;t � x+
j;i;t

�
� di;t 8 i 2 N ; t 2 T

x �
i;j;t = 0 8 (i; j; t ) =2 A

x � 0

(2.5)
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CHAPTER 3

OPTIMIZATION OF DISCRETE DECISIONS IN EXPLORATION MISSION

PLANNING

3.1 Introduction

Exploration mission architects and program planners frequently face complex sets of dis-

crete decisions when designing the Concepts of Operations (ConOps) of missions. Ex-

amples of discrete decisions might be launch vehicle selection, launch window selection,

time-sensitive actions such as when to discard a propellant tank, or the choice of a sys-

tem, component, or trajectory design from a discrete set of options. Approaches for solv-

ing complex optimisation problems in space mission design include heuristic optimization

[17], graph theory [37], or linear programming (LP) [19, 20]. Categorical decisions in

mission design problems appear as integer variables. Heuristic optimization is still appli-

cable to such problems [38, 39], but does not guarantee global optimality in a �nite amount

of computing time. On the other hand, LP methods can be expanded to operate with in-

teger variables and can still guarantee optimality and give a bound on the objective for

suboptimal solutions This chapter begins by detailing the construction of such a model for

payload launch and delivery scheduling in the context of cislunar logistics. However, as

will be demonstrated later in this chapter and throughout this dissertation, such models can

quickly become large and computationally-expensive to solve.

Large mixed-integer design problems can become prohibitively computationally expen-

sive to solve with commercially available solvers. In such cases, even if a strong solution

can be found, it can be dif�cult to prove optimality using Strong Duality theory by clos-

ing the gap between the solutions of the primal and dual optimization problems. In these

situations, approximations can be made in order to restrict the scale of the problem. For
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example, neural networks can be used to approximate expensive portions of the model [30].

Alternatively, metaheuristics can be used to solve aspects of the problem in combination

with LP [40].

This chapter explores two methods by which to optimize discrete decisions in space

mission planning:

1. Discrete decisions can be modeled via binary variables in mixed-integer linear pro-

grams, in which a binary variable turns the decisions “on” or “off”. Column genera-

tion is used to construct subproblems in the case that the full MILP is computationally

unwieldy.

2. A hierarchical metaheuristic optimizer can be used to make discrete decisions, the

choices of which are used to construct mission planning MILP subproblems.

First, both methods are applied to a lunar exploration network model. To this end, the

chapter opens by de�ning the network �ow model in question, before moving onto describ-

ing the column generation and hierarchical metaheuristic subproblem construction meth-

ods. After discussing the results as applied to the cislunar exploration model, an additional

discrete decision regarding lunar transfer options is introduced. Finally, the chapter closes

by detailing an application of the methods to discrete decision making in Mars exploration

ConOps design.

3.2 Cislunar Exploration Network Flow Model

Most of the existing space logistics mission design literature assumes a relatively well-

de�ned set of requirements and hypothetical or simpli�ed vehicles, or incorporate vehicle

design directly with the logistics planning. In practice, space mission designers need to

explore a large design space with a set of requirements that are not necessarily precisely

de�ned and yet interdependent. Focusing on launch schedule as an example of a program-

matic variable: a multi-mission campaign needs to be scheduled with across many possible
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launch windows whilst satisfying the payload delivery sequencing requirements and avail-

ability of each potential vehicle.

Although some of these complexity challenges have been tackled by MILP in conven-

tional studies, these methods have signi�cant limitations in terms of their scalability to

the mission sequencing requirements and the number/types of payloads/vehicles. For ex-

ample, the lower and upper bounds of payload launch times and vehicle availability can

be translated into supply/demand times within the commodity �ow in the conventional

MILP formulation. However, more complex types of constraints such as payload or mis-

sion sequencing (e.g. payload X must launch before payload Y) place constraints on the

interactions between the commodities within the MILP. This can be handled by introducing

binary variables that determine at which time step payloads are launched, or by de�ning

the demand model such that a speci�c scheduling is enforced.

Before constructing the network �ow model, it is necessary to construct a foundational

framework for capturing the details of the discrete decisions that are relevant to the program

architect. The following subsections lay out the logistics vehicle and payload ontologies

that are used in de�ning an exploration campaign.

3.2.1 NetworkDe�nition

As the case study of this paper focuses on lunar exploration logistics, it uses a network

consisting of the following �ve nodes:N = f 0: Earth Surface, 1: LEO, 2: NRHO, 3:

LLO, 4: Lunar Surfaceg, illustrated in Figure 3.1. The arcs that connect these nodes and

their associated costs are shown in Figure 3.2.� V 's for arcs (0,2), (0,3), (2,3), (3,4),

(4,3), and (3,2) are based on [41]. In all cases, the� V cost of an arc is the� V that must

be provided by the logistics vehicle itself. With this in mind, there are two assumptions

underlying the values used in the network. Firstly, it is assumed that the launch vehicle is

providing all � V up to but not including the trans-lunar injection (TLI) in the (0,2) and

(0,3) arcs. Conversely, the (0,1) arc has signi�cant portion of the launch� V cost - this
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Figure 3.1: Static network of nodes and arcs.

is because, as will be seen in the case study, the Starship vehicle is the only vehicle that

is allowed to traverse this arc, and the vehicle is unique in the case study that it serves

as the upper stage of its own launch vehicle. Further, in the absence of publicly-available

operational plans for Starship launch to NRHO or LLO, we approximate the� V of transfer

from LEO to NRHO and to LLO as being equal. The second assumption is that the Earth

return arcs - (3,0) and (2,0) - are able to use atmospheric braking. Therefore, the� V for

these return arcs is assumed to be the same as the reverse TLI, as the vehicle simply needs

to target a trajectory that will re-enter the atmosphere.

The arc between a node and its future counterpart is called a “holdover” arc. The

network utilizes a “partially-static” time-expansion, meaning that bi-directional arcs are

separated over different time steps. This functions to prevent opposing �ows from can-

celing each other out. Therefore, each even-odd pairing of time steps will be referred to

as a single period, and in this case study has length equal to the Earth-Moon-Sun synodic

period of approximately 29.53 Earth days. The length of time between an even time step

and its odd pair is such that an outbound sortie mission to the lunar surface has length of

3 Earth days, in the manner of the Apollo missions. The holdover arcs of the other nodes

have a length such that chronological consistency is maintained. However, given the mul-

tiple routes from Earth to LLO with different times-of-�ight, the LEO holdover arc has a

time length that would most conservatively maintain chronological consistency. As will be

seen in the following mathematical formulation, the arc time length is used for commod-
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Figure 3.2: Time-expanded (time-of-�ights measured in synodic Earth days).

ity consumption calculations. Therefore, this assumption would at worst over-estimate the

quantity of commodities required to remain on the LEO holdover arc, if any were deemed

to be required. The length of time between an odd time step and the even time step of the

next period makes up the total period length to 29.53 days. The LLO holdover arc has� V

associated with station-keeping, based on [42]. The NRHO holdover arc does not have an

associated� V as it is assumed that vehicles at this node would be docked to the Gateway,

which would handle stationkeeping.

The� V and time-of-�ights for each arc are also summarized in Table 3.1. In all cases,

the times-of-�ight and� V 's of the network arcs are estimates for the purposes of enabling

the case study, and the network as a whole can be de�ned to suit a potential campaign

architecture's requirements.

3.2.2 VehicleandPayloadOntology

This logistics study considers multiple types of commodities, each with their own rules and

dynamics. A summary of the commodity types is given in Table 3.2.

Besides the commodity �ow network, the logistics models are de�ned by the lists of
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Table 3.1: Costs associated with the network arcs.

Arc [i; j ] Launch � V (km/s) Real TOF (� sun angle) Discrete
costC TOF

Earth holdover [0, 0] - 0 - 1
Earth - LEO [0,1] 1 6.30 0 0

Earth - NRHO [0,2] 1 0.42 60.95 0
Earth - LLO [0,3] 1 0.89 36.57 0

LEO - NRHO [1,2] - 3.15 60.95 0
LEO - LLO [1,3] - 3.15 36.57 0

NRHO holdover [2,2] - 0 73.14 1
NRHO - LLO [2,3] - 0.70 6.10 0
LLO holdover [3,3] - 0.15 per year 60.95 on even time step, 1

(station-keeping)[42] 360� 60:95otherwise
LLO - Lunar surface [3,4] - 1.87 12.19 0

Surface holdover [4,4] - 0 36.57 on even time step, 1
360� 36:57otherwise

Surface - LLO [4,3] - 1.87 12.19 0
LLO - NRHO [3,2] - 0.70 6.10 0
LLO - Earth [3,0] - 0.89 36.57 0

NRHO - Earth [2,0] - 0.42 60.95 0

payloads to be delivered and the logistics vehicles that may carry them. Examples of these

de�nitions and the parameters associated with payloads and vehicles are given in Tables

Table 3.3 and Table 3.4. These examples describe a campaign consisting of two payloads

(one crew of four, and a science payload of mass 430 kg) which must be delivered within a

12-month window bounded byTL andTU . P; Q, andK are the sets of soft pre-cursor pay-

loads, strict-precursor payloads, and co-payloads, respectively. A payloadp must launch

after or witheach payload inPp, strictly after each payload inQp, andstrictly with each

payload inKp. In this simple example, the science payload must strictly be delivered be-

fore the crew. Two vehicles are available, with different “domains”D - the set of arcs

along which they may travel. The crew capsule can only travel to NRHO, whilst the lander

may travel to NRHO, LLO, and the lunar surface.tF is the frequency with which a new

vehicle is supplied from Earth.tL is the �rst time at which a vehicle becomes available for

use. In this example, both vehicles are available from the beginning of the campaign, and a

crew capsule is supplied every 12 months, whilst a lander is supplied every 3 months. The

propellant type determines the vehicle's propellant oxidizer ratio� and oxidizer and fuel
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Table 3.2: Commodity types considered in the lunar logistics case study.

c
Commodity
Name

Unit massmc;v Description

0 Vehicle mdry
v

Integer commodity representing the
logistics vehicle.

1 Crew 100 kg per crew
Integer commodity representing a
crew member.

2
Permanent In-
frastructure

1 kg per unit

Continuous commodity representing
resources that are not ”consumed“ at
their destination, but rather persist
and have a maintenance requirement.

3
Maintenance
Supplies

1 kg per unit

Continuous commodity representing
the supplies required for the main-
tenance of the permanent infrastruc-
ture. Maintenance mass required is
proportional to the mass of infrastruc-
ture to be maintained, and the chrono-
logical length� of the arc.

4 Crew Supplies 1 kg per unit

Continuous commodity representing
the mass of consumables required by
the crew. Proportional to the number
of crew traveling along an arc and the
chronological length� of that arc.

5 Inert Payload 1 kg per unit
Continuous commodity representing
payloads that have no dynamics asso-
ciated with them.

6 Oxidizer 1 kg per unit

Continuous commodity that is con-
sumed when vehicles travel along
arcs. Determined by theI sp of the ve-
hicle and the� V and time-of-�ight �
of the arc.

7 Fuel 1 kg per unit

Continuous commodity that is con-
sumed when vehicles travel along
arcs. Determined by theI sp of the ve-
hicle and the� V and time-of-�ight �
of the arc.
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Table 3.3: Example payload de�nitions.

p Name c Mass (kg) i j T L TU P Q K
0 Crew 1 4� 100 0 4 0 11 - 1 -
1 Science Payload 5 430 0 4 0 11 - - -

Table 3.4: Example vehicle de�nitions.

v m cap (kg) mprop (kg) mdry (kg) I sp (s) Propellant Type T F T L D
Crew Capsule 1000 22000 16000 316 Storable 12 0 [0,0], [0,2], [2,2], [2,0]
Lander 2000 29000 16000 420 LH2/LOX 3 0 [0,0], [0,2], [2,2],

[2,3],[3,2], [3,3],
[3,4], [4,3], [4,4]

boil-off ratesb. The types of propellant considered and their mixture ratios and boil-off

rates are given in Table 3.5.

The demand and supply of each payload and vehicle is constructed according to the

availability de�ned byTL andTU or tF for payloads and vehicles respectively. Crew and

permanent infrastructure are an exception: they are not “consumed” at their demand point,

but are required to be held at that arc. For crew, a demand is placed back at Earth on the

time step following their hold time, whilst infrastructure remains in place.

3.2.3 Mixed-IntegerLinearProgramFormulation

The various parameters used in the construction of the network �ow model are described

in Table 3.6.

The objective of the network �ow MILP is to minimize the total mass of all com-

modities launched from Earth. Although �nancial cost might be of greater interest to in a

real-world campaign planning problem, minimum launch mass is used here as an objec-

tive to avoid making uneducated estimates of launch vehicle and cislunar logistics vehicle

costs, particularly when many of those vehicles are still under development at the time of

Table 3.5: Propellant types and their properties.

Propellant Type Oxidizer:Fuel Mixture Ratio � b ox (% per day) bf (% per day)
Storable 2.61 0.723 0 0
Liquid Methane/Liquid O2 3.6 0.783

0.025 [43]
0.08 [44]

Liquid Hydrogen/Liquid O2 6 0.857 0.1[43]
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Table 3.6: De�nitions of the parameters, indices, and variables used in the linear
program.

Sets Description
V Set of logistics vehicles
N Set of nodes
A Set of arcs
T Set of time steps
C Set of commodity types
L Set of payloads

Parameters Description
N i Cardinality of seti

df 2 RV�N �C�T Fixed demand matrix
dm 2 RV�N �C�L Mutable demand matrix
hf 2 RV�N �C�T Fixed hold matrix
hm 2 RV�N �C�L Mutable hold matrix
Z 2 RV�N �N �T Propellant mass fraction

� Crew consumables consumption rate.
� Infrastructure maintenance supply requirement.

� 2 RV�A�T Real time of �ight
E 2 BV�A�T Boolean variable de�ning whether the arc is traversable by vehiclen at timet.

mn;c Mass per unit of commodity as according to Table 3.2.
C 2 RV�N Relative (equivalent mass to direct LTO) cost of launching a vehicle to a node.

Index Description
v 2 [0; NV) Vehicle.
i 2 [0; NN ) Source node.
j 2 [0; NN ) Destination node.
c 2 [0; NC) Commodity type.
t 2 [0; NT ) Time steps in the linear program.
Variables Description

x �
n;i;j;c;t Quantity of commodity typec, carried by vehiclen,

leaving nodei and heading to nodej at timet.
x+

n;i;j;c;t Quantity of commodity typec, carried by vehiclen,
entering nodej and from nodei at timet.

Bp;t Binary variable indicating if payloadp is launched at timet.

19



writing this dissertation. Instead, total launch mass is an unambiguous analogy for launch

cost. This objective is formulated in Equation 3.1, wheremc;v is the mass of commodity

c carried by vehiclev (in this study, the only commodity that changes mass according to

its associated vehicle is the vehicle itself, in which case the commodity unit mass is the

vehicle's dry mass), andx �
v;i =0 ;j;c;t is the quantity of commodity typec carried by vehiclev

at timet, from Earth (i = 0) to nodej . The variableB 2 BNL � NT determines the demand

time of each payload in the campaign.

min
x;B

F =
X

v2V

X

j 2N

Cv;j

X

c2C

X

t2T

mc;vx �
v;i =0 ;j;c;t (3.1)

Optimization results under other alternative objectives are discussed in subsection 3.5.5.

The supply and demand constraint from Equation 2.5 becomes Equation 3.2 through

Equation 3.4. The �rst applies to vehicles, the second enforces both outbound and return

trips to crew, whilst the latter applies to all other commodities and allows them to be shared

between vehicles at the same location. With the addition of the crew and permanent in-

frastructure types as non-consumable payloads, however, an additional “hold” constraint is

introduced in Equation 3.5 and Equation 3.6. The superscriptsf andm indicate the �xed

(with respect to time index) and mutable demandd and holdh quantities, respectively. Col-

lectively, these constraints ensure that suf�cient commodities enter the holdover arc of the

desired location at the start of the intended time step, and leave the holdover arc at the end

of the required time step.

X

j 2N

�
x �

v;i;j;c =0 ;t � x+
v;j;i;c =0 ;t

�
� df

v;i;c =0 ;t 8 v 2 V ;i 2 N ; t 2 T (3.2)

X

v2V

X

j 2N

�
x �

v;i;j;c =1 ;t � x+
v;j;i;c =1 ;t

�
�

X

v2V

0

@df
v;i;c =1 ;t +

X

p2L

dm
v;i;c =1 ;p (Bp;t � Bp;t � 1)

1

A 8 i 2 N ; t 2 T

(3.3)
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X

v2V

X

j 2N

�
x �

v;i;j;c;t � x+
v;j;i;c;t

�
�

X

v2V

0

@df
v;i;c;t +

X

p2L

dm
v;i;c;p Bp;t

1

A 8 i 2 N ; c 2 C : c > 1; t 2 T (3.4)

X

v2V

x �
v;i;i;c;t �

X

v2V

0

@hf
v;i;c;t +

X

p2L

hm
v;i;c;p

tX

t 0=0

Bp;t 0

1

A 8 i 2 N ; c 2 f 1; 2g; t 2 T : t even (3.5)

X

v2V

x+
v;i;i;c;t � 1 �

X

v2V

0

@hf
v;i;c;t +

X

p2L

hm
v;i;c;p

tX

t 0=0

Bp;t 0

1

A 8 i 2 N ; c 2 f 1; 2g; t 2 T : t odd (3.6)

Next, vehicle oxidizer, fuel, and payload capacities are enforced via the constraints

de�ned in Equation 3.7 through Equation 3.10.� v is the propellant mixture ratio of vehicle

v. Note that permanent infrastructure does not count towards vehicle payload capacity at

NRHO or lunar surface holdover arcs as per Equation 3.10.

x �
v;i;j;c =6 ;t � � vmprop

v x �
v;i;j;c =0 ;t 8 v 2 V ; (i; j; t ) 2 A (3.7)

x �
v;i;j;c =7 ;t � (1 � � v)mprop

v x �
v;i;j;c =0 ;t 8 v 2 V ; (i; j; t ) 2 A (3.8)

5X

c=1

mc;vx �
v;i;j;c;t � mpay

v x �
v;i;j;c =0 ;t 8 v 2 V ; (i; j; t ) 2 A : i 6= j [ i =2 f 2; 4g (3.9)

X

c2f 1;3;4;5g

mc;vx �
v;i;j;c;t � mpay

v x �
v;i;j;c =0 ;t 8 v 2 V ; (i; j; t ) 2 A : i = j \ i 2 f 2; 4g (3.10)

The commodities all have their own dynamics, enforced by the following constraints.

Equation 3.11 states that permanent infrastructure on NRHO or lunar surface holdover

arcs require maintenance supplies in proportion� to their mass. Equation 3.12 gives the
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crew consumables requirement, with consumption rate� . Equation 3.13 and Equation 3.14

give the consumption of oxygen and fuel respectively, according to their boil-off and the

rocket equation whereZ = 1 � exp
�

� � V
I sp g0

�
is the ratio between the propellant required for

traversing an arc and the mass of the spacecraft at the end of the arc. Finally, Equation 3.15

states that all other commodities are simply conserved across arcs.

X

v2V

�
x �

v;i;j;c =3 ;t � x+
v;i;j;c =3 ;t

�
= �� i;j;t

X

v2V

x �
v;i;j;c =2 ;t

8(i; j; t ) 2 A : i = j \ i 2 f 2; 4g

(3.11)

x �
v;i;j;c =4 ;t � x+

v;i;j;c =4 ;t = �� i;j;t x �
v;i;j;c =1 ;t 8 v 2 V ; (i; j; t ) 2 A (3.12)

x+
v;i;j;c =6 ;t � (1 � box

v )� i;j;t

 

x �
v;i;j;c =6 ;t � � vZv;i;j;t

X

c2C

mc;vx �
v;i;j;c;t

!

8 v 2 V ; (i; j; t ) 2 A

(3.13)

x+
v;i;j;c =7 ;t � (1 � bf

v)� i;j;t

 

x �
v;i;j;c =7 ;t � (1 � � v)Zv;i;j;t

X

c2C

mc;vx �
v;i;j;c;t

!

8 v 2 V ; (i; j; t ) 2 A

(3.14)

x �
v;i;j;c;t � x+

v;i;j;c;t = 0

8 v 2 V ; (i; j; t ) 2 A ; c 2

8
>><

>>:

f 0; 1; 2; 5g if i = j \ i 2 f 2; 4g

f 0; 1; 2; 3; 5g if i 6= j [ i =2 f 2; 4g

(3.15)

The �nal set of constraints enforces the scheduling requirements of the exploration
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program. Equation 3.16 states that each payload must be demanded exactly once. Equa-

tion 3.17 through Equation 3.19 enforce co-, soft pre-, and strict pre-cursor payload require-

ments respectively. Note that the right-hand side of Equation 3.19 sums tot � 2 because

of the odd-even pairings of the time steps. Equation 3.20 enforces the times at which the

payload's demand is allowed to be scheduled.

X

t2T

Bp;t = 1 8 p 2 L (3.16)

Bp;t = Bp0;t 8 t 2 T ; p 2 L ; p0 2 K p (3.17)

tX

t0=0

Bp;t0 �
tX

t0=0

Bp0;t 0 8 t 2 T ; p 2 L ; p0 2 P p (3.18)

tX

t0=0

Bp;t0 �
t � 2X

t0=0

Bp0;t 0 8 t 2 T ; p 2 L ; p0 2 Q p (3.19)

Bp;t = 0 8 p 2 L ; t 2 T :

8
>>>>>>>>>><

>>>>>>>>>>:

t < T L
p

t > T U
p

i p > j p \ t even

i p < j p \ t odd

(3.20)

In summary, the objective of the deterministic commodity �ow model is to minimize

the mass launched from Earth (Equation 3.1) subject to supply and demand constraints

(Equation 3.2 - Equation 3.6), vehicle capacity constraints (Equation 3.7 - Equation 3.10),

commodity dynamics constraints (Equation 3.11 - Equation 3.15), and scheduling con-

straints (Equation 3.16 - Equation 3.20). We label the deterministic problem as P1:

23



min Equation 3:1

s:t : Equation 3:2 � Equation 3:20
(P1)

3.2.4 ModelVeri�cation

The accuracy of the cislunar logistics model was veri�ed by applying it to a recreation of a

single Apollo lunar surface mission. This single-mission “campaign” involves the launch

of 3 astronaut crew members from Earth, 1 headed for LLO and the other 2 to the lunar

surface. All crew members return to Earth The available logistics vehicles are the Apollo

command module, the lunar module descent element, and the lunar module ascent element.

The parameters de�ning the test payloads and vehicles representing the Apollo mission are

listed in Table 3.7 and Table 3.8 respectively. Solving the model using the Gurobi [45]

optimization software �nds an optimal objective (total launch mass to LTI) of 38,760 kg.

The actual launch mass, according to [46], was 43,572 kg. Our veri�cation launch mass

results are somewhat short of this, but the full payload inventory was not included in this

simpli�ed test case.

Table 3.7: Apollo veri�cation study payload de�nitions.

p Name c Mass (kg) i p j p TL
p TU

p Pp Qp Kp

0 Surface Crew 1 2 0 4 0 1 - - -
1 Orbit Crew 1 1 0 3 0 1 - - 0

Table 3.8: Apollo veri�cation study vehicle de�nitions. Command module data from
[46], lunar module (LM) data from [47].

v Name mcap
v (kg) mprop

v (kg) mdry
v (kg) I sp

v (s)
Propellant

Type
T F

v T L
v Dv

0
LM Descent
Vehicle

5300 8900 2217 311 Storable 1 0
[0,3], [3,4], [3,3],

[4,4]

1
LM Ascent
Vehicle

350 2670 2020 311 Storable 1 0
[0,3], [3, 3], [3, 4], [4,

4], [4,3]

2
Command
Module

22510 16870 11930 314.5 Storable 1 0 [0,3], [3,3], [3, 0]
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3.3 Column Generation

3.3.1 MethodandOntology

Column generation is a method for reducing the scale of large linear programs with the aim

of improving computation time. It operates by solving the problem using a small subset

of variables and leveraging the reduced costs of the unused variables in the resulting sub-

optimal solutions. The variables with the greatest reduced costs represent those that would

be most useful to add back into the problem. The process is as follows:

• Select an initial subset of variables that produce a feasible solution.

• Construct and solve the model using this subset of variables. This problem is called

the restricted problemS.

• Evaluate the full problemP using this solution, with the unused variables �xed at 0.

Calculate the reduced costs for each unused variable.

• Add the variable with the greatest reduced cost to the restricted problemS and repeat.

The process terminates when there are no remaining unused variables possessing pos-

itive reduced costs. The case study in subsection 3.5.1, and later in section 3.6, utilize

binary or integer variables to represent categorical design choices in the mission ConOps.

The KKT conditions are not meaningful for integer problems because the functions are

discontinuous. In this case, the column generation process uses relaxed versions of the

problem,SR being the relaxed restricted problem, andPR being the relaxation of the full

problemP. The use of the reduced cost for selecting new variables is therefore a heuristic

method when applied to integer variables, because fractional changes to the variables are

not feasible in the integer problem. Additionally, variables may have non-zero reduced

costs in the relaxed problem, but form part of a degenerate solution once added to the basis,

with no change to the relaxed objective. This does not necessarily mean that the added
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Figure 3.3: Flow chart of the column generation process.

variable will be degenerate in the integer problem. Careful consideration must be made

to the structure of the problem as to meaning of fractional changes of otherwise-integer

variables and what this means for the reduced costs that will be calculated. The results and

discussion sections of this paper will study the heuristic nature of the method.

The overall column generation process for MILPs is shown in Figure 3.3, wherex �
S;i

is the optimal solution to the restricted problemSR at iterationi , andx i is the same set of

values applied to the variables of the full problemPR , with unused variables set to 0.

It is not necessary to remove all variables from the problem before initiating the column

generation process. Removing speci�c sets of variables can improve the solve time of the

problem more than others, and generating across a subset of variables results in a smaller

pricing problem. Therefore, some attention must be given to the selection of the set of

variables to be generated. Here, the terminology and notation surrounding this choice is

explained.

First, the set of variables to be removed from the problem and then generated is referred

to as� . The column generation algorithm could generate variables individually, although
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this may be a slow process with little or no change to the optimal solution per column gen-

eration iteration. Alternatively, variables can be generated collectively. At each iteration of

the column generation algorithm, the group with the best price is the one that is generated.

The price of variable group� i is � i , given by Equation 3.21.

� i =
X

y2 � i

� y =
X

y2 � i

 

cy �
X

k

Ay;k � k

!

(3.21)

Where� y is the price of variabley. Note that the process can be terminated before all

groupings� i 2 � have been generated if there is no expected improvement to the objective,

or if other termination conditions are reached.

Various strategies could be taken for de�ning variables groupings – this section de-

scribes the strategy taken in this paper and is speci�c to the problem structures involved

with the case studies. The case studies presented this paper involve mixed-integer linear

programs containing several categories of variables, which may be continuous or integer,

and each have their own sets of indices, e.g. the variable setx t;n;s;v from section 3.6 has

indicest; n; s, andv. If x is chosen as the set of variables to be initially removed from

the problem (� ), and then re-added through column generation, a subset of its index set

(t; n; s; v) is de�ned as a grouping index set. So, a generating variable group� i is com-

prised of variables that share the same grouping index, and represent all possible combina-

tions of the remaining indices.

In general terms: letl be the number of dimensions of a variable set andJ d be the set

of values to be included from index d.J 1 � J 2 � : : : � J l is then the topological space

spanned by the variable set. LetJ G be the grouping index set, whose cardinality ism. Let

the setG be the set of all possible combinations of the grouping indices:

G = ff i 1; i2; : : : ; img 8 i 1 2 I G
1 ; i2 2 I G

2 ; : : : ; im 2 I G
m g (3.22)

The set of remaining indices, all combinations of which are included in each generating
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index set, is thenI N = I nI G:

N = ff j 1; j 2; : : : ; j l � mg 8 j 1 2 I N
1 ; j 2 2 I N

2 ; : : : ; j l � m 2 I N
l� mg (3.23)

The price of an individual group of generated variables is:

� i =
X

j 2 N

� i;j =
X

j 2 N

 

ci;j �
X

k

A i;j;k � k

!

(3.24)

Where� i;j is the price of variablex i;j . If there are multiple classes of variables in�

with different index dimensions, each variable must have its ownG andN de�ned, and

the prices are calculated separately. The user can decide whether to take the most valuable

group overall, or the most valuable group for each variable.

3.3.2 GeneratingtheInitial Setof Variables

The selection of the initial variable set must provide a feasible starting point for the column

generation process. This was done by one of two methods, both involving the construction

of a separate binary optimization problem. The �rst method, shown in Equation 3.25,

minimizes the number of generated variables required to satisfy the constraints that contain

only generated variables.

min



X

i


 i

s:t : g(
 ) = b8 
 2 �

(3.25)

Where
 is the set of non-zero variables in� . In cases where the constraints containing

both generated and non-generated variables are not overly complex, this method is effective

at producing initial starting points for the column generation process.
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3.4 Hierarchical Metaheuristic Framework

In the hierarchical optimization approach, the “outer layer” of the optimization algorithm

searches for optimal launch schedules. A genetic algorithm is used, where the decision

vectorx 2 Z NP contains the delivery time of each payload in the campaign.

The genetic algorithm searches for solutions to the problem stated in Equation 3.26,

whereF is the output of the MILP, described in Chapter 2, given the input schedulex

and set of programmatic requirementsR. � is a scaling factor on the MILP objective and

is a function of the schedule, and� is a cost associated with the schedule. The use of a

metaheuristic optimizer allows both� and� to be non-linear if necessary. For simplicity

in the case studies, a one-to-one mapping between the MILP and metaheuristic objectives

was used, i.e.,� = 0 and� = 1 . One case study demonstrates a scheduling case with

nonlinear�( x).

min
t

�( x(t); R)F (x(t); R) + �( x(t); R)

s.t. tp0 � tp � 0 8 p 2 L ; p0 2 P p

tp0 � tp < 0 8 p 2 L ; p0 2 Q p

tp0 � tp = 0 8 p 2 L ; p0 2 K p

tL
p � tp � tU

p 8 p 2 L ;

(3.26)

Pp; Qp, andKp are the sets of soft pre-cursor (must arrive before or with), strict pre-

cursor (must arrive before), and co- (must arrive with) payloads respectively.F is the ob-

jective returned by the linear program. The constraints are addressed indirectly by applying

a “death penalty”, where a large positive scalar is assigned to the objective function value

if the solution is infeasible, regardless of the extent of constraint violation [48]. Similarly,

the death penalty is applied to any solution that, although feasible according to the meta-

heuristics constraints, is found to be infeasible by the MILP layer. The metaheuristic-layer
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optimization was carried out using the genetic algorithm of the pygmo [49] metaheuristic

optimization python library.

Two aspects of the commodity �ow MILP change between iterations: the demand ma-

trix and the timeline. Both of these are determined by the decision vector chosen by the

metaheuristic layer. Firstly, when considering only direct transfers, the supply and de-

mand times for a particular payload can occur within the same discrete time step, because

a mission featuring direct transfers is less than one lunar period in length. When account-

ing for longer transfer options (see subsection 3.5.6) though, this is no longer true - the

times between supply (launch) and demand (landing) can be multiple lunar periods apart.

Therefore, the matrix construction is changed so that the metaheuristic scheduler deter-

mines speci�cally thedemandtime for the campaign payloads. Then, the supply time is

determined according to the follow rules:

• If the payload is crew, then the supply time is set to the same time step as the demand.

This is to prevent crewed vehicles from using LETs - the long transfer times are not

considered appropriate for crewed travel in these scenarios.

• If the payload follows areturn�ow direction (sourced at the Moon rather than Earth),

then the supply time is set to the same time step as the demand. This is because no

return low-energy trajectories have been considered.

• Otherwise, the supply time is set to the time step equal to the demand time minus

the longest LET discrete TOF, as long as this does not violate programmatic con-

straints (for example, if this would supply the payload earlier than the programmatic

requirements state as it's earliest allowed supply date).

• Vehicles are supplied one-at-a-time, starting with their earliest-available time, and

subsequently according to their minimum launch frequency.

The time indices utilized in the MILP are determined by the time stamps chosen by the

metaheuristics for the delivery of each payload relative to the campaign timeline. When
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using only direct transfers, number of steps in the MILP timelineTLP is equal to two times

(outbound and return) the number of unique values in the metaheuristic decision vector

x(t l ). So, for example, in a 12-month campaign, if payload 0 launches in the third month,

thent0 = 2 (indexing starts at 0). The MILP, however, only cares about time steps where

events happen. So if another payload 1 launches in month 7,t1 = 6, then the MILP does

not consider what happens on months 0, 1, 3, 4, or 5. So, the 12-month campaign timeline

is mapped onto a reduced timeline, which in this case only has 4 time steps (the 2 steps

where launches occur, and the half-steps allowing for return �ows). Of course, the “real”

(non-reduced) time that has passed must be tracked between the reduced steps, so that

consumable calculations are made properly. So for every time step that was cut from the

campaign timeline when producing the reduced timeline, 30 days are added to the “time of

�ight” of the corresponding holdover arcs.

When additionally considering low-energy transfers (see subsection 3.5.6), the 5 peri-

ods prior to the payloads deliver must also be included in the model in order to account for

the longer time-of-�ight. So, if a payload is to be delivered in period 7, then the time index

pairs corresponding to periods 2, 3, 4, 5, and 6 must also be included in the model.

Due to the sparsity of the scheduling solution space, it was necessary to initialize the

metaheuristic population with a set of feasible solutions. These were generated pseudo-

randomly using algorithm 1.

The overall �ow of logic between the different layers of the hierarchical optimization

method is shown in Figure 3.4.

3.5 Cislunar Exploration Logistics Case Study

3.5.1 CaseStudyDe�nition

The case study is a representation of the upcoming campaign of lunar exploration, including

the Artemis and Gateway programs, and a subset of the CLPS program [50]. The case

study's campaign timeline begins with the integer time step oft0 being December 2024. A
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Algorithm 1 : Initial feasible guess generator pseudo-code.
1 Input: Program and vehicles de�nitions.
2 x = 0 // Initialize x with 0's.
3 v = rand (0,Nv ) // Initialize a list of vehicles assigned to each payload with random choices.
4 for i 2 [0; N P ] do
5 if K i 6= ; then
6 x[i ] = x[j ] ; j 2 K i

7 else
8 t L;i = max ( t L;i ; x[j ] 8j 2 P i ; x[j ] + 1 8j 2 Q i ) // Update lower bound t L;i of x [i ] to whichever is

most constraining between its programmatic lower bound, or launch times of any necessary
pre-cursors.

9 if t L;i = t U;i then
10 x[i ] = t L;i = t U;i // Only one feasible choice of launch time.

11 else
12 x[i ] = rand(t L;i ; t U;i ) // If multiple choices are feasible, pick a random one.

// Next, it is necessary to check that there are usable vehicles available at this time
stamp.

13 while Valid Vehicle Check is Falsedo
// Maintain a list of vehicles which are valid for this payload. Initialize with

full list of vehicles:
14 Valid Vehicle List =[0; N ]
15 if Payload origin node is Earththen
16 for n 2 [0; N ] do
17 if t L;n > x[i ] then // Check that vehicle n is available at launch time x[i].
18 Remove vehiclen from the Valid Vehicle List.

19 if Valid Vehicle List6= ; then // If any valid vehicles remain, continue.
20 for n 2 Valid Vehicle Listdo
21 Payload Mass =m i C i // Check that the payload capacity of each vehicle is

not broken by adding this payload.
22 for j 2 [0; i ] do // Find other payloads launching at the same time, on

vehicle n .
23 if x[i ] = x[j ] andv[j ] = n then
24 Payload Mass +=m j C j

25 if Payload Mass> m pay ;n then // If the payload capacity of vehicle n is
broken.

26 Remove vehiclen from the Valid Vehicle List.

27 if v[j ] = n and0 < jx[j ] � x[i ]j < t F;n then // Check that the same vehicle is not
used within a launch frequency period t F;n

28 Remove vehiclen from the Valid Vehicle List.

29 else
30 for n 2 [0; N ] do
31 if [3; 2] =2 D n or [2; 0] =2 D n then // If the payload is not sourced at Earth, it must

be assigned to a return vehicle.
32 Remove vehiclen from the Valid Vehicle List.

33 if Valid Vehicle List6= ; then
34 v[i ] = rand(Valid Vehicle List)
35 Valid Vehicle Check = True // Successfully found a valid vehicle for payload i .

36 else
37 t L;i = rand(t L;i ; t U;i ) // If there are no valid vehicles, try a later time step.
38 if t L;i 6= t U;i then
39 x[i ] = rand(t L;i ; t U;i )

40 else
41 x[i ] = t L;i

42 Output: Feasible design vectorx.
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Figure 3.4: Logical �ow between the layers of the hierarchical algorithm.

series of CLPS payloads are to be delivered to the lunar surface within the �rst 27 lunar

periods of the campaign. The Artemis II crewed mission to lunar orbit1 also launches in

the early stages of the campaign. Next, Artemis III launches as the �rst crewed mission

to the lunar surface campaign. From this period onwards, the Gateway is assembled in

NRHO, and two further Artemis missions head for the lunar surface. The Gateway and

latter Artemis missions have sequencing constraints that restrict the order within which

they must launch. The parameters de�ning these missions are detailed in Table 3.9.

All of these payloads may be delivered by the vehicles listed in Table 3.10. An ex-

ception is made for the crew commodity type, which may only be transported by the Blue

Moon and Starship HLS vehicles and the Orion capsule.

As a test of the optimization algorithm's performance, we have built into the problem

a narrow overlap between the launch windows of the Artemis III and IV missions (both

1Modeled conservatively here as a mission to a low 100 km lunar orbit, though the real-world mission
will be higher altitude.
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Table 3.9: Case study payload de�nitions. The �rst time index corresponds to De-
cember 2024. Parameter values are based on references where available, or estimated
otherwise.

p Name c Mass (kg) i p j p T L
p T U

p Pp Qp K p

0 PRIME-1 [51] 5 40 0 4 0 5 - - -
1 Grif�n Test Flight Payload (prev. VIPER) [50] 5 450 0 4 3 15 - - -
2 CADRE Rovers [52] 5 30 0 4 3 15 - - -
3 Artemis II Crew [53] 1 4� 100 0 2 3 15 - - -
4 PROSPECT [50] 5 90 0 4 12 18 - - -
5 LuSEE-Lite [50] 5 90 0 4 12 18 - - -
6 LuSEE-Night [54] 5 90 0 4 15 27 - 5 -
7 Lunar Path�nder [54] 5 280 0 3 15 27 - - -
8 Artemis III Orbit Crew [53] 1 2� 100 0 2 24 39 - - -
9 Artemis III Surface Crew [53] 1 2� 100 0 4 24 39 - - 8
10 Gateway HALO 2 9000 0 2 27 51 - - -
11 Gateway I-HAB 2 10000 0 2 39 51 - - -
12 Artemis IV Orbit Crew 1 2� 100 0 2 39 51 11 10 -
13 Artemis IV Surface Crew 1 2� 100 0 4 39 51 - - 12
14 Gateway ESPRIT 2 10000 0 2 63 75 - - -
15 Canadarm3 [55] 2 715 0 2 63 75 14 - -
16 Lunar Terrain Vehicle 5 300 0 4 63 75 - - -
17 Artemis V Orbit Crew 1 2� 100 0 2 63 75 15, 16 - -
18 Artemis V Surface Crew 1 2� 100 0 4 63 75 - - 17

missions are allowed to launch at window 39). We should therefore expect a minimizing

solution to take advantage of this and launch those missions together in order to achieve

mass savings.

3.5.2 ColumnGenerationResults

The column generation method was applied to the cislunar lunar logistics problem using

the time indices of the binary scheduling variables as the generated variable set, and the

time index as the grouping index. In other words, a price is calculated for each unused

time indext as the sum of the prices of allBp;t 8 p. The restricted MILP of the cislunar

logistics case study was �rst evaluated with just the minimum feasible set of variables,

found by solving Equation 3.25 to a 30% optimality gap (for computational speed). This

produced the initial set of MILP time indicesf 8; 10; 30; 48; 50; 100; 102; 146; 150g. Recall

that there are two MILP time indices for each launch window in the campaign timeline, so

this corresponds to launch windowsf 4; 5; 15; 24; 25; 50; 51; 73; 75g.

Due to the structure of the partially-static time-expanded network, it is necessary to

pair time index groups together: an even (outbound direction) time step must be generated

34



Table 3.10: Case study vehicle de�nitions.

v Name mcap
v (kg) mprop

v (kg) mdry
v (kg) I sp

v (s)
Propellant

Type
T F

v T L
v Dv

0
Astrobotic
Peregrine

90 720 470 320 Storable 12 0
[0,0], [0,3], [3,4],

[3,3], [4,4]

1
Astrobotic
Grif�n

625 3320 1950 320 Storable 12 3
[0,0], [0,3], [3,4],

[3,3], [4,4]

2
ispace
APEX [56]

300 3700 2000 320 Storable 12 15
[0,0], [0,3], [3,4],

[3,3], [4,4]

3 ispace S1 30 700 300 320 Storable 12 0
[0,0], [0,3], [3,4],

[3,3], [4,4]

4
Fire�y Blue
Ghost [57]

150 3380 2470 321 [58] Storable 12 0
[0,0], [0,3], [3,4],

[3,3], [4,4]

5
I.M. Nova-
C

100 1270 680 320 Methalox 12 0
[0,0], [0,3], [3,4],

[3,3], [4,4]

6
Blue Moon
HLS [59]

20000 29000 16000 420 LH2/LOX 12 24
[0,0], [0,2], [2,2],
[2,3], [3,2], [3,3],
[3,4], [4,3], [4,4]

7 Starship 100000 1200000 100000 380 Methalox 1 15

[0,0], [0,1], [1,2],
[2,2], [2,3], [3,2],
[3,3], [3,4], [4,3],

[4,4]

8 Orion 11800 22000 16500 316 Storable 12 0
[0,0], [0,2], [2,2],

[2,0]

with the following odd (inbound direction) time step. The summed prices of the unused

time indices at the �rst column generation iteration are shown in Figure 3.5a. Note that

we see a peak in variable pricing at MILP time index 78 - this is launch window 39, and

our narrow minimizing decision. Although it isn't the most valuable time index at the

�rst column generation iteration - the higher cadence of payload launches earlier in the

campaign results in higher prices for early time indices - we should expect time index 79 to

be generated within the �rst few iterations. Figure 3.5b shows the prices after 10 column

generation iterations, and it can be seen that the early high-value indices, as well as index

39, have all been generated.

To test the effectiveness of the column generation approach, the case study MILP model

was solved after varying numbers of iterations of the column generation cycle. The result-

ing incumbent objective history versus solve time for each trial is shown in Figure 3.6.

The results show that the column generation process signi�cantly improves the solve time

compared to the full model, with the smallest models �nding strong solutions with an or-

der of magnitude shorter solve time. However, the restricted problems do not �nd the best

objective. The solutions are compared to the lower bound on the objective, calculated by
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(a)

(b)

Figure 3.5: Summed prices of the unused time indices a) after 0 (only initial guess
indices are present) and b) after 10 iterations of the column generation process.
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Figure 3.6: History of the incumbent objective history versus solve time for the cislu-
nar logistics MILP after varying numbers of column generation iterations.

solving the dual of the full problem.

The network �ow produced by the solution to the full problem is shown in Figure 3.7

through Figure 3.14. These �gures show the direction and quantity of the �ow of com-

modities, represented by a colored arrow. The arrow indicates the start and end nodes of

the arc along which the commodities �ow; where the nodes are, from left to right, Earth,

LEO, NRHO, LLO, and the lunar surface. The rows represent the repetition of the network

across the many discrete time periods of the campaign, with the start at of the campaign at

the top left of each �gure, and the end of the campaign in the bottom right of each �gure.

By studying the results of the full problem, we can understand why the column generation

process was unable to �nd the narrow minimum despite the fact that launch window 39

was generated by the process. In the full results, we can see that some infrastructure was

launched at both window 38 and 39; this would be Gateway HALO and I-HAB modules,

which are strict- and soft-precursors to Artemis IV respectively. However, launch windows

that are valid for launching HALO before time window 39 (any window from 27 to 38)
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were not generated within 20 iterations of the column generation process, so the solver

could not launch Artemis IV at window 39andmaintain the sequencing constraint.

Otherwise, we see in the full model solution that the Artemis II mission launches to

NRHO in time window 15, and Artemis V launches to the lunar surface in time window

73. The majority of crew supplies are carried-along by the crew when needed, with the

exception of some supplies being stored aboard the Gateway in between Artemis III/IV and

Artemis V. In addition to the crew supplies, one of the Artemis III/IV Orion capsules is also

left docked to the Gateway until the Artemis V mission, with the III/IV crews returning on

a single capsule. Where possible, we also see the crew mission carrying-along some of the

inert payload deliveries, highlighting the importance of combining missions where possible

to improve mass ef�ciency.

For the surface missions, we see all of surface exploration crews transported to the

surface by the Blue Moon HLS, with Starship unused in this case study. Inert/robotic

exploration payloads are delivered by a combination of I.M.'s Nova-C lander, Astrobotic's

Grif�n lander, and ispace's S1 lander.

Despite the fact that some vehicles are unused in the optimal solution, their presence

in the campaign is still important for robustness. To this end, we will next study how the

solution changes depending on the set of available logistics vehicles.

3.5.3 HierarchicalMethodResults

The case study was also solved using the hierarchical metaheuristic method of section 3.4

for the purpose of comparing the two approaches. Due to the stochastic nature of evolution-

ary algorithms, the experiment was repeated 10 times, with the initial population generated

by algorithm 1 separately for each trial. Table 3.11 details the hyperparameter values used

in the evolutionary algorithm. At the inner layer, the MILP was solved to a 5% optimality

gap at each evaluation in order to improve the per-generation computation time. Figure 3.15

shows the evolution of the incumbent objective.
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(a) Astrobotic Grif�n.

(b) ispace APEX.

Figure 3.7: Network �ow for Astrobotic Grif�n and ispace APEX vehicles in the full
cislunar logistics model.
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(a) ispace S1.

(b) Fire�y Blue Ghost.

Figure 3.8: Network �ow for ispace S1 and Fire�y Blue Ghost vehicles in the full
cislunar logistics model.
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(a) Intuitive Machines Nova-C.

(b) Blue Moon HLS.

Figure 3.9: Network �ow for Intuitive Machines Nova-C and Blue Moon HLS vehicles
in the full cislunar logistics model.
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(a) Starship HLS.

(b) Orion.

Figure 3.10: Network �ow for Starship HLS and Orion vehicles in the full cislunar
logistics model.
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(a) Crew.

(b) Infrastructure.

Figure 3.11: Network �ow for crew and infrastructure in the full cislunar logistics
model.
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(a) Infrastructure maintenance supplies.

(b) Crew supplies.

Figure 3.12: Network �ow for infrastructure maintenance and crew supplies in the
full cislunar logistics model.
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(a) Inert Payloads.

(b) Propellant oxidizer.

Figure 3.13: Network �ow for inert payloads and propellant oxidizer in the full cislu-
nar logistics model.
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Figure 3.14: Network �ow for propellant fuel in the full cislunar logistics model.

Hyperparameter Value
Population Size 20
Generations 100
Crossover probability 95%
Mutation probability 2%
Selection method Proportional to �tness

Table 3.11: Hyperparameters used in the evolutionary algorithm of the hierarchical
method.

The best found solutions using this method are similar in objective value to those found

using the column generation method. Again, this method failed to �nd the narrow minimum

of the full problem. The network �ow of the best-found solution is given in Figure 3.16

and Figure 3.17.

3.5.4 LogisticsProviderAvailability Analysis

Next, we will analyze how the varying availability of logistics vehicles impacts the optimal

commodity �ow for the campaign. To do this, the optimization was repeated with varying
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Figure 3.15: Incumbent objective history of the cislunar logistics problem using the
hierarchical metaheuristic method.

subsets of the vehicles removed from Table 3.10. Speci�cally, various combinations of the

CLPS contractors were removed from the campaign plan:

• Astrobotic,

• ispace,

• I.M.,

• Astrobotic and ispace,

• Astrobotic and I.M.,

• ispace and I.M.

In instances where ispace are lost as a logistics provider, both the APEX and S1 landers

are removed from the plan.

The% increase in the upper and lower bounds of the objective for each case are shown

in Figure 3.18. The results show that losing the I.M., Astrobotic, or ispace as logistics

providers in isolation do not signi�cantly impact the total launch mass of the campaign
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(a) Astrobotic Grif�n (b) ispace APEX (c) ispace S1

(d) Fire�y Blue Ghost (e) I.M. Nova-C (f) Starship HLS

(g) Blue Moon HLS (h) Orion

Figure 3.16: Network �ow diagrams for the cislunar case study logistics vehicles in
the best-found solution.
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(a) Crew

(b) Infrastructure (c) Maint. supplies (d) Crew Supplies

(e) Inert payloads (f) Propellant oxidizer (g) Propellant fuel

Figure 3.17: Network �ow diagrams for the non-vehicle commodities in the best-found
solution.
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Figure 3.18: Upper and lower bounds of the cislunar logistics case study objective
with varying subsets of logistics providers removed from the campaign plan.

plan, with only minor increases in the optimal objective. However, losing both Astrobotic

and ispace together results in an infeasible problem, indicating that there is a campaign

section that only one or the other can ful�ll, and that each provider ful�lls that role to a

similar performance level. In the case where both I.M. and Astrobotic are missing from the

campaign, a feasible solution was found but the bounds on the objective were signi�cantly

higher than in the baseline campaign. This is also true when Blue Origin is lost as a logistics

provider, as the only alternative crew-rated vehicle is the extremely large Starship. The

model also became dif�cult to optimize in the absence of the Blue Origin lander, with the

lower and upper bounds growing by different amounts.

This analysis provides valuable information for the campaign planner regarding vehicle

redundancies. In instances where a vehicle/provider is lost, but there is a similar redundant

option, the campaign plan objective does not change signi�cantly. However, if the redun-

dant vehicle is signi�cantly different to the baseline option - Starship compared to Blue

Moon, for example - then the campaign plan changes signi�cantly. If this change of plan

were to become necessary late in the mission development cycle, the change would be ex-
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tremely disruptive. It would therefore be of value to maintain similarity between redundant

logistics vehicle options, and be of less value to maintain extremely diverse options late

into the development cycle.

3.5.5 AlternativeObjectives

In this section, we brie�y demonstrate how the campaign optimization methods can be used

for designing exploration campaigns according to two alternative objectives. First, we op-

timize the same cislunar logistics case study according to the minimum integer number of

launches. This is almost equivalent to minimizing for minimum launch mass, but more ex-

plicitly minimizes launch costs2. This metric would be more of interest for commercially-

interested or budget-constrained campaign planners. In the original study where the model

was optimized for minimum launch mass, the total number of launches was 18 in the

metaheuristically-solved study, and 13 in the full MILP study.

The updated objective function is given in Equation 3.27.

min
x

X

v2V

X

j 2N :j 6=0

X

t2T

x �
v;i =0 ;j;c =0 ;t (3.27)

Using the updated objective function, the metaheuristic method converged to an ob-

jective of 12 total launches. Interestingly, when attempting to solve the full MILP model

with the updated objective, the solver mistakenly found the model to be infeasible. This

is likely due to the proprietary heuristic utilized by the solver; in cases where only a small

subset of the variables appear in the objective (and particularly when those variables are

integers), the pre-solving stage can apply too many cuts in an attempt to reduce the scale

of the problem and inadvertently exclude the feasible space.

Secondly, we optimize the cislunar logistics case study to minimize the amount of de-

bris left on the lunar surface. Speci�cally, we are de�ning debris as expended vehicles that

2We don't include speci�c numerical launch vehicle costs here for lack of a sophisticated cost model, but
this can be amended by adding cost coef�cients in the objective.
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are remain at any node other than Earth at the end of the campaign. At this point it is im-

portant to note that, according to Equation 3.2 through Equation 3.4, the less-than-or-equal

sense of the constraints means that commodities must only be conserved across nodes in

the sense that they can only be produced by supply, and must consumedat leastby the

demand quantity. However, there is no lower-bound on commodity consumption; com-

modities can disappear from the network when no longer needed. Previously, we would

simply say that, as mission architects, we were no longer tracking the location or state of

those commodities. This assumption is no longer appropriate when designing forsustain-

ability by optimizing for minimum debris. Therefore, as well as updating the objective,

Equation 3.2 must also be updated to having an equality sense, thereby restricting vehi-

cle “consumption” to the demand which, in this case study, is uniformly zero throughout

the network. As a result, the location of all logistics vehicles will be tracked throughout

the campaign. The updated objective is given in Equation 3.28, and the updated vehicle

supply/demand constraint is given in Equation 3.29.

min
x

X

v2V

X

j 2N :j 6=0

x �
v;i =0 ;j;c =0 ;t= NT

(3.28)

X

j 2N

�
x �

v;i;j;c =0 ;t � x+
v;j;i;c =0 ;t

�
= df

v;i;c =0 ;t 8 v 2 V ;i 2 N ; t 2 T (3.29)

Again, the solver mistakenly found the full MILP model to be infeasible when using

this objective. However, using the metaheuristic approach for constructing subproblems, a

solution was found which reduced the number of vehicles abandoned in space to 7.

3.5.6 WeakStabilityBoundaryTransfers

Next, we introduce a decision making process for selecting weak stability boundary (WSB)

lunar transfer trajectory options. Low energy transfers (LETs) provide interesting �exibility

to campaign scheduling: a slow but more ef�cient transfer may be preferable to a direct

one if the schedule and launch capability allows [60]. It is therefore important to include
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this option in a commodity �ow model that will be used for evaluating the strength of

scheduling solution.

Reference [61] details the process by which candidate weak stability boundary trans-

fers were generated. The key characteristics of the set of trajectories generated are shown

in Figure 3.19. Lunar orbit insertion (LOI)� V does not vary signi�cantly between trans-

fers, but the transfer C3 varies signi�cantly. This translates to a variation in lunar transfer

injection (LTI) � V . There is a relatively even spread of time of �ight (TOF) in the range of

3 - 5 lunar months. Breaking the TOF down further, the departure times are evenly spread

through the month. However, arrival times are generally clustered around the� 120� and

� 300� sun angles, as LETs necessitate the Sun tidal force to be exerted at a favorable

orientation to raise the spacecraft's perigee to the Moon's semimajor axis, resulting in this

temporal in�exibility.

Using all of these trajectories in the logistics model would be impractical as it would

result in a huge commodity �ow model. In addition, some trajectories are clearly better

options than others: shorter TOF, lowC3 options will always be better than longer TOF,

high C3 options considering the small variations in LOI costs. So, these trajectories were

down-selected, picking the most suitable trajectory for each vehicle for implementation in

the logistics model.

The “most suitable” trajectory for a given vehicle was considered to be the one that

results in its lowest launch mass, assuming a full-capacity payload. The launch mass was

calculated for each vehicle by calculating its mass throughout a mission concept of opera-

tions (ConOps), in reverse chronological order from landing to launch, for each transfer:

f : Landing occurs at t = 4 days into the lunar period (sun angle = 48.8� ). This is for

simpli�ed comparison with the direct lunar transfer, as the direct transfer (transfer

time 3 days + 1 day loiter and landing) can then be assumed to launch at t = 0 of the

lunar period.

4: The spacecraft begins descent from LLO to the surface.� Vdesc is taken as 1.87 km/s
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(a) C3, time of �ight, and lunar orbit insertion cost for each of the generated low-energy
transfers.

(b) Departure and arrival times of each of the generated low-energy transfers.

Figure 3.19: Key characteristics of the generated low-energy transfers.

54



in all cases.

3: The spacecraft loiters in LLO until it is time to begin the descent to the lunar surface.

The loiter timeTloiter depends on the arrival time of the particular LET (see Figure

Figure 3.19b). For arrival times earlier than 3 days / sun angle 36.6� , descent begins

during the same lunar period. Otherwise, the spacecraft loiters until the next period.

For spacecraft with non-storable propellant types, boil-off during the loitering period

is considered.

2: The spacecraft performs LOI after travelling the LET. LOI cost� VLOI is speci�c to

the particular trajectory (see the color bar of Figure 3.19a).

1: The spacecraft traverses the LET. Spacecraft with non-storable propellant types ex-

perience boil-off according to the TOF of the LET (see thex-axis of Figure 3.19a).

0: The spacecraft is injected into the LET by its launch vehicle. Here, the mass of

the propellant expended by the launch vehicle is considered according to the launch

vehicle's upper stages'sI sp. The � V of the injection is calculated from the LET's

C3, assuming that the maneuver starts in a 185 km low Earth orbit (LEO).

The propellant mass calculations associated with each stage of the ConOps, for each

vehicle/LET combination, are as follows. The propellant used in the �nal descent is given

in Equation 3.30.

mprop ;4 = mf

�
e

� Vdesc
I sp g0 � 1

�
(3.30)

The propellant lost due to boil-off during LLO loitering is given by Equation 3.31,

where� is propellant oxidizer mass ratio,� ox is oxidizer fractional boil-off rate per day,

and� f is fuel fractional boil-off rate per day.

mprop ;3 = mprop ;4
�

� (1 � � ox)� Tloiter + (1 � � )
�
1 � � f

� � Tloiter
�

(3.31)
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Propellant used during LOI is given in Equation 3.32.

mprop ;2 =
�
mf + mprop ;4 + mprop ;3

�
�

e
� VLOI
I sp g0 � 1

�
(3.32)

Propellant lost during the LET is given in Equation 3.33.

mprop ;1 =
�
mprop ;4 + mprop ;3 + mprop ;2

� �
� (1 � � ox)� T OF + (1 � � )

�
1 � � f

� � T OF
�

(3.33)

Finally, the propellant expended by the launch vehicle during LTI is given by Equa-

tion 3.34, whereI sp;LV is the launch vehicle upper stage speci�c impulse.

mprop ;0 =
�
mf + mprop ;4 + mprop ;3 + mprop ;2 + mprop ;1

�
�

e
� VLTI

I sp;LV g0 � 1
�

(3.34)

For comparison, propellant usage during direct transfers was calculated using the same

process. The differences in propellant usage for some example vehicles between the direct

transfer and each LET option are shown in Figure Figure 3.20 (note that the change in

propellant usage includes the savings in propellant expended by the LV upper stage and

not the savings only to the lunar lander). Parameters associated with the vehicles will be

detailed later in the case studies. The �gure shows that two LET options are useful: the

minimum total� V option is best for storable propellant vehicles, whilst a transfer with

slight more� V but signi�cantly shorter total transfer time is best for cryogenic propellant

options due to the impact of boil-off. These two trajectories are shown in Figure 3.21.

With these WSB transfer options included, the updated static network is shown in Fig-

ure 3.22; the updated partially-static time-expanded network is shown in Figure 3.23, and

the full details of the network arcs are given in Table 3.12. In the cislunar logistics case

study, the payload de�nitions remain unchanged, but the vehicle de�nitions are updated
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(a) Storable propellant vehicle.

(b) Liquid hydrogen-oxygen propellant vehicle.

(c) Liquid methane-oxygen propellant vehicle.

Figure 3.20: Total time of �ight (LET TOF + loitering time), total � V , and propel-
lant saving versus direct transfer, for three example vehicles with different propellant
types. The LET with the greatest propellant saving for each type is circled in red.
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Figure 3.21: The two selected low-energy transfers plotted in the Sun-Earth rotating
frame. “Option 1” is the shorter time-of-�ight trajectory selected for vehicles with
cryogenic propellant; “Option 2” is the cheaper but longer-TOF trajectory selected
for vehicles with storable propellant. From [32].

Figure 3.22: Static network of nodes and arcs, including the WSB node.

with the introduction of WSB arcs to their domainsD, shown in Table 3.13.

The decision to take a longer time-of-�ight transfer trajectory is a mass-saving measure,

so the cislunar logistics case study was only repeated with the minimum total launch mass

objective function. The updated network �ow is shown in Figure 3.24 through Figure 3.30.

3.6 Mars Mission Concept of Operations Case Study

As a �nal demonstration of the discrete variable optimization methods developed in this

chapter, we apply the column generation approach to the optimization of a Mars mission

concept of operation featuring large numbers of discrete variables. This case study was
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