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Impossible is just a big word thrown around by small men who find it easier to live in the

world they’ve been given than to explore the power they have to change it.

Impossible is not a fact. It’s an opinion.

Impossible is not a declaration. It’s a dare.

Impossible is potential.

Impossible is temporary.

Impossible is nothing.

Muhammad Ali
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SUMMARY

Human activity recognition (HAR) using wearable sensors and machine learning al-

gorithms is an emerging capability in domains including but not limited to healthcare and

ergometric analysis of populations by providing context to physiological measures from

wearable sensors during natural daily living activities. Despite the success of deep super-

vised models in recent years, obtaining a fully labeled HAR dataset is often challenging

due to the high cost and workforce associated with labeling. In this dissertation, I address

the challenge with the following contributions. First, I present the bilateral domain adap-

tation problem in HAR for the �rst time and propose AdaptNet, a semi-supervised deep

translation network. AdaptNet enables information fusion of two different data domains

using both unlabeled and labeled data. Next, I present a novel framework, DynaLAP, a

semi-supervised variational recurrent neural network with a dynamic prior distribution, to

perform activity recognition in �xed routes and protocols. DynaLAP implicitly exploits the

information about the environment to enhance HAR in �xed protocols such as military and

athletic training with few labeled subject data. Then, I present DualCPC, self-supervised

pre-training with the contrastive predictive coding framework using a tri-axial accelerom-

eter signal and corresponding physiological variable measurements such as instantaneous

oxygen uptake (VO2) during activities performed. Utilizing an auxiliary physiological

variable in training time only, the DualCPC pre-trained model outperformed the baseline

models across different numbers of labeled training data available. Finally, I conclude the

dissertation by discussing the potential future work and extensions.

xiv



CHAPTER 1

INTRODUCTION AND BACKGROUND

Human activity recognition (HAR) is an essential aspect in a wide range of applications,

including monitoring elderly people for an assistive living, robotics, human-computer in-

teraction, surveillance, retail, and keeping track of athletic activities [1]. HAR can be

regarded as a typical pattern recognition problem where videos/images containing human

motions from the camera or motion data from smart sensors such as an accelerometer and

gyroscope are analyzed using various machine learning algorithms.

Following the success in many areas such as visual object recognition, natural language

processing, and logic reasoning, HAR also bene�ts from the powerful representation learn-

ing capability of deep neural networks (DNNs) [2]. While DNNs have achieved unparal-

leled performance in various tasks, they rely on massive amounts of data accompanied by

the highly trusted quality of labels, especially in fully-supervised learning methods. DNNs

trained on a large-scale labeled dataset can often be transferred to new tasks where there

are few or no labels via domain adaptation methods, including �ne-tuning and domain ad-

versarial training [3]. However, obtaining a fully labeled dataset is often dif�cult due to

the high cost and workforce associated with labeling. Also, most conventional domain

adaptation methods assume the label space of the two data domains is identical. It is more

realistic to assume that the target domain contains samples that do not belong to any class

in the source domain and vice versa [4].

Learning not only the pattern of input signals but also about the route and the order of

tasks in a �xed protocol of movements can be a critical source of information to predict

the type of activity performed by human subjects. For instance, in speci�c applications

including military training [5], athletic training[6], physical education [7], most subjects

go through the same route and perform the same tasks. Thus, the spatiotemporal order of

1



activity performed by each subject in these applications is almost the same. Therefore, it

would be bene�cial to learn the knowledge about the environment of the protocol, including

the shape of route and order of the activities, in addition to the typical accelerometry input

data. This supplementary information can act as pseudo labels that provide critical hints

about the expected activity at each time step. As a result, it may substantially reduce the

demand for labels to train machine learning models.

On the other hand, the type of activity and their intensity is highly correlated with

the physiological states of the subject performing the activity in terms of heart rate (HR),

energy expenditure (EE) as a form of oxygen uptake (VO2) or metabolic equivalent of task

(MET) [8, 9]. However, most previous works consider HAR and estimating physiological

status of the human subjects as independent tasks. A few existing work consider utilizing

physiological states in HAR tasks and existing EE estimation works often consider the

type of activity performed by subjects as a part of the input assuming the ground-truth

activity types are given or activity types are predicted by using a separate pre-trained model.

Measuring and utilizing physiological parameters can provide rich information that can

replace a number of labels required by ML model development in HAR.

In this dissertation research work, I aim to address the aforementioned challenges,

which are related to the quantity and quality of labels as well as the data uncertainty, espe-

cially in the HAR problem.

Thesis Statement

Various forms of auxiliary information can replace and reduce the number of labels

required to train tri-axial accelerometer-based human activity recognition models.

Basically, this dissertation introduces various approaches that utilize extra information and

knowledge in training HAR models in addition to available but limited labels directly as-

sociated with sensory measurements by on-body accelerometers.

2



In chapter 2, I present a novel method for robust human activity recognition from a sin-

gle triaxial accelerometer via bilateral domain adaptation using semi-supervised deep trans-

lation networks. Datasets were obtained from previously published studies: University of

Michigan (Domain 1) and Georgia Institute of Technology (Domain 2), where triaxial ac-

celerometry was obtained on subjects during de�ned conditions to recognize standing rest,

walk (level ground), walking (decline), and walking (incline) with and without stairs (ac-

tivity classes). Collected accelerometer data was preprocessed then analyzed by AdaptNet,

a deep translation network composed of Variational Autoencoders and Generative Adver-

sarial Networks trained with additional cycle-consistency losses to combine information

from two data domains over shared latent space. Visualization and quantitative analyses

demonstrated that AdaptNet successfully reconstructs self-domain wavelet scalogram in-

puts and generates realistic cross-domain translations. I found AdaptNet provides up to 36

percentage points (0:75 compared to0:39) better classi�cation performance measured by

average macro-F1 score compared to the existing domain adaptation methods when a small

amount of labeled data is provided for both domains. AdaptNet yielded more robust per-

formance than other methods when the sensor placements differed across two domains. By

enabling improved ability to fuse datasets with scarce and weak labels, AdaptNet provides

valid recognition of real-world locomotor activities, which can be further utilized in digital

health tools such as status assessment of patients with chronic diseases.

In chapter 3, I present a novel framework DynaLAP, a semi-supervised variational au-

toencoder with dynamic latent state-space and dynamic prior distribution, to perform activ-

ity recognition in �xed protocols. DynaLAP takes the entire history of measurements from

a single tri-axial accelerometer of each subject as an input. It iteratively learns not only

the short-term static state of subjects at each time step but also the long-term dynamic state

accumulated throughout the course. Furthermore, instead of using a �xed prior distribution

of the activities, DynaLAP learns the dynamic prior distribution that estimates a different

prior distribution of the next activities at each time step. Learning the dynamics of both

3



subject and environmental information, DynaLAP can be trained to classify the activities

using much fewer labels than typical supervised and semi-supervised models. The macro-

F1 score ranges from 75% to 95% for two different datasets when each training dataset

consists of mostly unlabeled subjects with only a single labeled subject.

In chapter 4, I present a novel self-supervised pre-training approach, DualCPC, where I

apply the Contrastive Predictive Coding (CPC) framework for HAR with an auxiliary pre-

dictive coding of a physiological variable. Spec�cally, DualCPC utilizes the CPC frame-

work with a dual stream mode, one for tri-axial accelerometer data and the other one for

VO2 measurement stream, in a training time. In pre-training phase, a neural network en-

coder is trained to capture the temporal relationship of accelerometer data and VO2 mea-

surements in future latent space. In �ne-tuning phase and evaluation time, only acceleration

data are required for the input to the pre-trained encoder to perform HAR. From experimen-

tal results with two datasets, I show that the model pre-trained with DualCPC outperforms

the baseline models trained with supervised, semi-supervised, and another self-supervised

learning approaches, when a limited number of labels are available in training data.
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CHAPTER 2

ADAPTNET: HUMAN ACTIVITY RECOGNITION VIA BILATERAL DOMAIN

ADAPTATION USING SEMI-SUPERVISED DEEP TRANSLATION NETWORKS

2.1 Introduction

Human activity recognition (HAR) is an important emerging capability for healthcare, er-

gometric analysis of recreational, occupational, and military populations, as well as pro-

viding context to physiological measures from wearable sensors during natural daily living

activities [10, 11, 12, 13]. With suf�cient maturation of HAR approaches, the ergomet-

ric analyses will potentially include task and intensity categorization, fatigue and injury

recognition during physical training, and injury recovery status changes.

Typical HAR approaches can be categorized into two settings broadly: �xed sensor en-

vironment and wearable sensor deployment [1]. The former approaches are based on sen-

sors located at a �xed location, including force plates [14], motion capture systems [15],

WiFi-based systems [16], and distributed camera networks [17]. While such environments

provide stable outputs that can be considered as the gold standard for activity recognition,

assessments are bound to a speci�c location (i.e., instrumented lab, home, or manufactur-

ing facility) and often requires the installment of specialized and expensive systems. In

contrast, wearable sensor approaches are �exible in terms of mobility. They thus can be

applied ubiquitously, such as in the �eld for athletics / military applications, in everyday

living settings for chronic disease monitoring and management, or occupational settings

for ergometric analyses. While multi-modal wearable sensors often provide better perfor-

mance than a single sensor approach [18, 19], the need for multiple sensors to be worn at

different locations on the body is cumbersome, requires the charging of multiple devices,

and can thus reduce the broad acceptance and prevalence of such approaches in the general
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population.

Triaxial accelerometers, typically based on microelectromechanical systems (MEMS)

fabrication technologies, are ubiquitous sensors incorporated into commercial wearable de-

vices and robust HAR approaches based on asingletriaxial accelerometer would represent

a marked advancement with broad application for digital health, recreational, occupational,

and military applications. In contrast to multi-sensor systems, which may be cumbersome,

a HAR system based on a single, miniature accelerometer can be ubiquitously deployed

in many settings and applications [20, 21]. However, robust HAR with a single sensor

is challenging: as compared to multi-sensor approaches capturing the kinematics of indi-

vidual limbs, a single-sensor only captures the movements of one part of the body. For

example, the accelerometer may be placed on the chest in a wearable patch form factor and

thus capture the movements of the chest. Accordingly, classical techniques for HAR based

on hand-engineered feature extraction approaches may not generalize and provide accurate

results [22, 23].

In recent years, it has been shown that deep learning (DL) models can perform accurate

HAR and often outperform traditional machine learning approaches using statistical fea-

tures such as mean, standard deviation, energy, and entropy as well as frequency domain

features including FFT coef�cients [24, 2]. Most DL models do not require explicit feature

extraction steps due to their powerful representation learning capability [25]. Rather, they

incorporate raw accelerometer measurements directly [23] or with minimal preprocessing

to transform the raw time-series into a different type of input representation such as an ac-

tivity image [26], a spectrogram [22], or a modi�ed recurrence plot [27]. While accurate

and robust results might be obtained with speci�c HAR tasks and datasets, the knowledge

learned by a certain DL model is often not directly applicable to new datasets or tasks. Each

data domain may have different aspects, such as different sensor placements and measure-

ment environments, known asdomain shift. Thus, it is necessary to align the two different

data domains in terms of their feature space to leverage the information from one domain,
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especially the labels, to another. Such approaches are calleddomain adaptation, a subset

of transfer learning [28]. Recently, unsupervised domain adaptation methods have been ap-

plied on HAR in the context of sensor location diversity with noticeable results [3]. As in

most conventional domain adaptation methods, however, this prior work assumed that the

label space of the two data domains is identical. Moreover, it is assumed that one dataset

is fully labeled (source domain) while the other domain is unlabeled (target domain). It is

more realistic to assume that the target domain contains samples that do not belong to any

class in the source domain and vice versa [4]. Furthermore, it is often dif�cult to obtain

a fully labeled dataset due to the high cost and workforce associated with labeling. Thus,

weakly supervised open-set domain adaptationis recently proposed where both of two data

domains are partially labeled and their label space is not identical [29]. Therefore, knowl-

edge transfer should be performedbilaterally rather than discriminating the two datasets

into a source and a target domain.

To the best of our knowledge, this chapter of my dissertation presents the weakly su-

pervised open-set domain adaptation problem in HAR for the �rst time. I propose a novel

framework AdaptNet, bilAteral DomainAdaPtation using deepTranslationNETworks.

Liu et al. [30] proposed an unsupervised image-to-image translation (UNIT) framework

based on a shared-latent space assumption and an architecture leveraging Variational Au-

toencoders (VAE) and Coupled Generative Adversarial Networks (GAN) [31]. The authors

were able to generate high-quality target domain images of various image translation tasks

and unsupervised domain adaptation problems such as digit classi�cation. While deep

translation networks have not been utilized in HAR, I further extend this UNIT framework

to semi-supervised translation networks to address bilateral domain adaptation problems,

especially in HAR tasks.

AdaptNet improves upon previous approaches by enabling improved ability to fuse

datasets with few and weak labels, provide more robust activity recognition during real-

world naturalistic activities. This initial study focused on discriminating the basic activity
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classes of rest, level walking, and walking with incline, decline, and on stairs. The key

contributions of this chapter to the existing literature are:

• I present the bilateral domain adaptation problem in HAR for the �rst time to the best

of our knowledge.

• I propose AdaptNet, a semi-supervised deep translation network that enables infor-

mation fusion of two different data domains using both unlabeled and labeled data.

• AdaptNet outperforms the existing popular domain adaptation methods when only a

small number of labels are available for both data domains.

• AdaptNet yields more robust performance than the other methods when the sensor

placements are different over the domains.

2.2 Methods

Figure 2.1 depicts the overall process pipeline of the proposed framework. Assuming that

there are two different domains (datasets), the samples from each domain are handled by

the same or equivalent preprocessing steps and neural network modules. First, the raw

observation samples measured by a single accelerometer in each domain are processed by

applying a band-pass �lter (BPF) and a continuous wavelet transform (CWT) to generate

the scalogram representationsx1 for domain 1 orx2 for domain 2. For each domaini ,

the encoder (E i ) projects the scalogram inputs into a latent space. The decoder (Gi ) then

reconstructs the scalogram using the latent features as well as the class prediction made by

the encoder. Here the latent space and the label space are shared between both domains

to enable semi-supervised translation across the domains. Furthermore, the discriminator

(D i ) distinguishes whether its inputs are the real samples from its data domain (D i ) or fake

(translated) samples from the other domain to encourage the decoder to generate realistic

translations.
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Figure 2.1: Overall process pipeline of AdaptNet. Each pair of an encoderE i and a decoder
Gj forms a VAE module that either reconstructs input scalgorams in the same domain or
translates it into the opposite domain. Each pair of a decoderGi and a discriminatorD i

forms a GAN module where the discriminators distinguish the translated scalograms from
the real scalogram samples of the domaini while the decoders try to generate realistic
translations to fool the discriminators.

2.2.1 Datasets

First, I introduce the datasets I use in this chapter to represent the domains. While I con-

ducted this study under a protocol (H18452) approved by the Georgia Institute of Tech-

nology Institutional Review Board (IRB), both of these datasets were collected previously

also under IRB approved protocols, and all subjects had provided written informed consent.

The datasets were fully de-identi�ed prior to their use in this work.

• University of Michigan (UMich, Domain 1): Ingraham et al. [32] collected a set of

biomechanical and physiological signals including body accelerations from multiple

wearable sensors located at various body parts, including the chest and the wrists

for the task of predicting metabolic energy cost. Data collection was performed in

a controlled indoor environment. Unless otherwise speci�ed, I used the acceleration

data collected from the chest as default among several different locations of available

accelerometers. All sensor data were recorded with synchronized timestamps and a

corresponding activity type at each time step was manually annotated by researchers.

I used a subset of activities (Rest/Walk/Incline/Stairs) from the original dataset where

`Rest' refers to `Standing' in their terminology.
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Table 2.1: Domain Descriptive Statistics

UMich GT

# Subjects 10 (8 Males, 2 Females) 17 (8 Males, 9 Females)
Age (year) 27:4 � 4:5 26:8 � 4:1
Height (m) 1:76� 0:09 1:71� 0:10
Weight (kg) 69:1 � 9:9 67:5 � 14:1
Environment Controlled Lab Outside

Activities
(Standing) Rest/Walk†

Incline/Stairs
(Standing) Rest/Downhill

Uphill/Upstair

Sampling
Freq. (Hz)

128 500

Labeled (%) 100 36.5

†Refers to the status of walking on the �at level treadmill.

• Georgia Institute of Technology (GT, Domain 2): Shandhi et al. [33] collected

seismocardiography (SCG), the recording of body vibrations (acceleration) induced

by the heartbeat [34], along with other physiological signals using a custom wearable

patch placed on the chest. The original dataset was collected through two different

processes: a treadmill protocol in a controlled environment and an outside walking

protocol in an uncontrolled environment. For this chapter, I only used the outside

protocol data since we are more interested in domain adaptation across different en-

vironmental conditions. Although all wearable sensors were recorded with synchro-

nized timestamps, there was no carefully and manually annotated class label about

the current status of a subject regarding whether they were walking on �at ground,

downhill, uphill, etc., at each time step. Only simple timestamps of entering a spe-

ci�c section of the route were recorded. For this chapter, I created weak labels only

for the parts where I was certainthe overall topographyof the period where each

subject is passing through based on the timestamps. Therefore, it is expected that the

partial labels could be somewhat inaccurate (noisy).

Table 2.1 summarizes the characteristic of these two data domains. While domain 1
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is a fully labeled dataset, domain 2 is a partially labeled dataset with about 36.5% of the

data points labeled. Furthermore, the activity classes of both domains are only partially

overlapped. Speci�cally, data points labeled as `Walk' only exist in the domain 1 dataset,

although the domain 2 dataset is known to containunlabeled̀ Walk' class data. Similarly,

the domain 2 dataset contains the data points corresponding to the `Downhill' class, which

does not exist in the domain 1 dataset. I used a union of all available labels in both do-

mains as ourshared label spaceY while I group similar activities into the same class. For

example, the activities `Incline' and `Stairs' from the domain 1 dataset and `Uphill' and

`Upstair' from the domain 2 dataset are treated as a single class as I was more interested in

whether a subject is coping with some inclination or not rather than the existence of stairs.

It applies the same for `Rest' from both datasets. For each dataset, the recordings for two

randomly chosen subjects are held out for the test set, and those for another random subject

are used only as a validation set in model selection, e.g., hyper-parameter tuning. Conse-

quently, the domain 1 dataset consists of about 31K training, 4.7K validation, and 9.3K test

samples, while the domain 2 dataset contains about 21K training, 1.5K validation, and 3K

test samples, after the preprocessing steps discussed in the next section. I split the folds

at the subject level instead of the sample level to avoid any potential information leakage

by the model. Thus, the ratio of the number of samples in each fold may not be the one

typically used in other machine learning applications.

2.2.2 Preprocessing

The raw acceleration data of each axis are �rst passed through a 16th order Butterworth

digital BPF. Speci�cally, the �lter is applied as a cascade of 8th order forward and backward

BPFs to obtain zero-phase �ltering [35]. The cutoff frequency off c = [0:3; 40] Hz is

chosen to exclude gravitational acceleration [36] while it covers the frequency range that

contains most ordinary physical activities [37]. Filtering of the raw signal is followed by

downsampling to 128Hz if the original sampling frequency of a dataset is higher than it.
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Previous studies have shown that deep learning models with the scalogram representa-

tion in the time-frequency domain using a wavelet transform provide robust performance

with non-stationary time-series data including accelerometry and other biometric signals

[38, 39]. Thus, I generated a wavelet scalogram representation for every 2s window with

50% overlap of the �ltered signals for each acceleration axis by applying CWT with Morlet

wavelet. Morlet wavelets have several advantages in the time-frequency analysis of signals,

including less ripple effect, retained temporal resolution, and computational ef�ciency [40,

41]. Whilethe absolute valuesof CWT are generally used to generate scalograms, I usethe

original signed valuesof CWT to keep the directional information of the acceleration. The

generated scalogrammatricesof three axes are stacked to build a single three-dimensional

tensor. Figure 2.2 shows an example of the signed scalogram representation of a �ltered

acceleration signal. Although the stacked scalogram tensor presented in the last column

of the bottom panel is shown as an RGB image (Red channel for X-axis, Green channel

for Y-axis, and Blue channel for Z-axis) for visualization purpose where the value of each

element is clipped within a range of[� 1; 1] or [0; 255], I use the unclipped values of the

signed scalogram tensor as the actual input to the framework.

2.2.3 VariationalAutoencoder(VAE) Modules

The neural network modulesE1; G1; E2; andG2 are the core parts of AdaptNet, which are

responsible for all of the reconstruction, translation, and classi�cation tasks. I brie�y de�ne

the generative (decoding) process of the data and the recognition (encoding) process �rst,

where the learning objective and loss functions can be derived.

Generative process

First, I de�ne how the samples in each data domainD i are generated. Assuming that

we have a prior distribution of the activity classes� i , the class labelyi for each sample

x i is drawn �rst from the categorical distribution de�ned by� i . I then assume that the
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Figure 2.2: Scalogram input representation example for a random sample of the downhill
activity from Domain 2. Each column of the top panel represents each axis of an example
triaxial acceleration measurement segment. Each column of the bottom panel depicts the
corresponding (signed) scalogram representation, while the last column shows the com-
bined three-channel scalogram as an RGB image.

latent featurezi is generated from a Gaussian distribution conditioned onyi , and the actual

samplex i is successively generated fromzi . This generative process can be formulated by

the following equations:

p(yi ) = Cat(yi j� i ) (2.1)

p� i (zi jyi ) = N (zi j� � i; z (yi ); � 2
� i; z

(yi )) (2.2)

p� i (x i jyi ; zi ) = p� i (x i jzi ) = f i (x i ; zi ; � i; x ) (2.3)

where� i; z and� i; x are the neural network parameters of the prior estimator forzi and the

sample decoderGi respectively. Whilef i can be any appropriate probability distribution,

I assume they follow the Laplace distributions that enables us to deployL1 loss (Mean

Absolute Error) as a reconstruction loss function.
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Recognition process

The recognition process is de�ned as a proper reverse mapping of the generative process to

predict the class labelyi and the latent featureszi from the scalogram inputx i . Speci�cally,

I de�ne the encoding process by the following equations:

q� i (yi jx i ) = Cat(yi j� � i;y (x i )) (2.4)

q� i (zi jx i ; byi ) = N (zi j� � i; z (x i ; byi ); � 2
� i; z

(x i ; byi )) (2.5)

where� i;y and� i; z are the neural network parameters for the class prediction headE i;y and

the latent feature headE i; z of the encoderE i , respectively. Also,byi = yi if it is given or

byi = argmaxyi
q� i (yi jx i ) otherwise.

Computation streams

Assuming ashared latent spaceZ between the domains [30, 42], i.e.,z1 2 Z andz2 2 Z ,

now I argue that any given pair of encoder and decoder constitutes a VAE module that

performs eitherself-domain reconstruction

ex1
1 = G1(z1 � E1;z(x1)) (2.6)

ex2
2 = G2(z2 � E2;z(x2)) (2.7)

or cross-domain translation

ex2
1 = G1(z2 � E2;z(x2)) (2.8)

ex1
2 = G2(z1 � E1;z(x1)) (2.9)

where the subscript refers to the target domain where the sample is decoded, and the super-

script refers to the source domain where the sample is encoded. For example,ex1
2 represents
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the samples generated as ones in domain 2, but they are originally encoded from domain 1.

VAE Loss

By de�ning the proposed framework as a semi-supervised learning problem, labely is

assumed to be either observed or not. For each labeled data point, wherey is observed, the

loss function is de�ned by the negative variational lower bound as follows (see Appendix I

for the derivation):

L (x; y) = � Eq� (zjx ;y) [logp� (xjz) + log p� (zjy) � logq� (zjx; y) + log p(y)] (2.10)

Similarly, the loss function for unlabeled data points is de�ned as follows (also see

Appendix I for the derivation):

U(x) = Eq� (yjx ) [L (x; y) + log q� (yjx)] (2.11)

=
X

y

[q� (yjx) (L (x; y) + log q� (yjx))] (2.12)

The marginalization ofy over all possible supports in (Equation 2.12) is the most com-

mon approach used to cope with the non-reparameterizable categorical distribution. How-

ever, it is intractable or inef�cient as the number of classes increases. I instead adopt the

Gumbel-Softmax (GS) trick [43] onq� (yjx) to sampley for better computational ef�ciency.

I use the typical reparameterization trick [44] for the Gaussian distributed variables.

Since the label predictive distributionq� (yjx) contributes to the unlabeled loss func-

tion (Equation 2.12) only, I add a classi�cation loss for the labeled data points [45, 46].

Combining the labeled and unlabeled lower bounds and the classi�cation loss for labeled

data points, the resulting minimization objective for each self-domain reconstruction VAE
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module is:

LVAE(E i ; Gi ) =
X

(x i ;yi )2D i;l

[L (x i ; yi ) � � i E [logq� i (yi jx i )]] +
X

x i 2D i;u

U(x i ) (2.13)

whereD i;l andD i;u represent the labeled subset and the unlabeled subset of the data domain

D i respectively. On the other hand,� i = jD i;l j+ jD i;u j
jD i;l j which is a weight that controls the

amount of compensation by the additional classi�cation loss.

2.2.4 GenerativeAdversarialNetwork(GAN) Modules

While the self-domain reconstruction task can be trained as a typical VAE with reconstruc-

tion loss, there is no ground truth available that can provide any form of supervision for

the cross-domain translation task. Thus, the adversarial training scheme [47] is utilized

by adopting additional discriminatorsD i . For instance, the discriminatorD1 is trained to

distinguish whether its input is a real sample from domain 1 or a translated sample from

domain 2. At the same time, the decoderG1 is further regularized, in addition to its default

task of generating self-domain reconstructionex1
1 in (Equation 2.6), to generate samplesex2

1

in (Equation 2.8) that look similar to the samples from domain 1 when the latent features

encoded from the domain 2 are given. Consequently,Gi and D i forms a typical GAN

framework whenGi use the latent vectors encoded byE�i where�i = 2 if i = 1 or �i = 1

if i = 2. Utilizing the conditional least squares GAN (LSGAN) objective [48], the loss

function for the discriminators and the other modules are de�ned separately by:

min
D i

LGAND (E�i ; Gi ; D i ) =
X

x i 2D i

(D i (x i jbyi ) � 1)2 +
X

x �i 2D �i

(D i (Gi (z�i )jbyi ))2 (2.14)

min
E i ;G i

LGANG (E�i ; Gi ; D i ) =
X

x �i 2D �i

(D i (Gi (z�i )jbyi ) � 1)2 (2.15)

wherez�i � E�i; z(x�i ).
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2.2.5 Cycle-ConsistencyLoss

Cycle-consistency is a widely used regularization technique when a shared latent space

is assumed in generative translation models [30, 42, 49]. Speci�cally, the shared latent

space assumption enables and enforces that the double translation of a sample between two

domains should be similar to the original sample. For example, translatingex1
2 into domain

1 should recover the originalx1 without losing much information. It can be generalized as:

bx i = Gi (z�i � E�i (ex
i
�i )) � x i (2.16)

Then, the cycle-consistency losses for the labeled and unlabeled data can be de�ned simi-

larly to the regular VAE losses in (Equation 2.10), (Equation 2.12), and (Equation 2.13):

LCycle(E i ; Gi ; E�i ; G�i ) =
X

(x i ;yi )2D i;l

[L C(x i ; yi ) � � i E [logq� i (yi jbx i )]]

+
X

x i 2D i;u

UC(x i ) (2.17)

where

L C(x i ; yi ) = � Eq� �i
(z�i jex

i
�i ;yi )

h
logp� i (x i jz�i ) + log p� i (zi jyi )

� logq� �i
(z�i jex

i
�i ; yi ) + log p(yi )

�
(2.18)

UC(x i ) = Eq� i (yi jbx i ) [L C(x i ; yi ) + log q� i (yi jbx i )] (2.19)

2.2.6 Total LearningObjective

The ultimate learning objectives optimized are:

min
E i ;G i ;8i

X

i

h
� Vi LVAE(E i ; Gi ) + � G i LGANG (E�i ; Gi ; D i ) + � Ci LCycle(E i ; Gi ; E�i ; G�i )

i

(2.20)
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min
D i ;8i

X

i

LGAND (E�i ; Gi ; D i ) (2.21)

where� Vi ; � G i and� Ci are the hyperparameters that control the weights between the dif-

ferent tasks. I use� Vi = � G i = � Ci = 1 for all i as the default values that gave better or

comparable results throughout the experiments. I use an alternating training procedure to

solve this objective similar to the conventional GAN training scheme [47]. Speci�cally,D1

andD2 are updated �rst by applying a stochastic gradient descent step while the parame-

ters of the other modules are �xed. Then,E1; E2; G1; andG2 are updated with a stochastic

gradient descent step whileD1 andD2 are �xed.

2.2.7 ImplementationDetails

Table 2.2 summarizes the neural network architectures used for the encoders, decoders,

and discriminators. Each encoderE i is implemented with six convolutional (Conv) layers,

each of which is followed by Batch Normalization [50] and Leaky ReLU recti�ers [51].

Each Conv layer consists of32� 2l � 1 �lters of size 3 � 3 wherel = 1; � � � ; 7 is the order

of the layer, and they are applied with the stride of two and a single zero-padding each

side. While the Conv layers are not shared across two domains, there are two shared fully

connected layers on top of the encoders, one for� i;y , the class prediction headE i;y , and the

other one for� i; z, the latent feature headE i; z, where I set the dimensionality ofZ to 128.

� i; x of each decoderGi is implemented with the same (mirrored) structure of the en-

coders except that each Conv layer is replaced by the nearest neighbor interpolation of� 2

upsampling, followed by a Conv layer with the same design parameters of the correspond-

ing encoder layer but with the stride of one. The prior estimator� i; z is implemented as a

fully connected layer, which is shared between the two domains.

In contrast, the conditional discriminatorD i for each domain also uses the same archi-

tecture of the encoders for the Conv layers part with additional Dropout [52] layers with

the drop probability of 0.5. It is then followed by a fully connected layer that takes the
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output from the �nal Conv layer concatenated withbyi and outputs a single real value of the

range[0; 1].

I use Adam optimizer [53] with� 1 = 0:5, � 2 = 0:999, and the learning rate0:0001,

which is halved every time the validation accuracy is not improved for the past 10 epochs.

The framework is trained for 200 epochs with the batch size of 100 samples, but only the

model parameters that yield the best validation accuracy is tracked. I used PyTorch with

Python 3.7 for the implementation of AdaptNet and the source code is publicly available1.

2.2.8 ComparisonBaselines

I conducted experiments to compare the performance of AdaptNet with the following base-

line (state-of-the-art) methods:

• Fine-tuning (FT) [54]: Fine-tuning is a widely used basic approach for domain

adaptation. A base neural network model is trained with the source domain data

�rst, and then the last few layers are trained again (�ne-tuned) on the labeled target

domain data while the remaining part of the model is frozen. Mostly, it requires a

substantial amount of labeled data for the target domain to be successful since the

labels are the only supervision signals to alleviate the domain shift. For each domain

1 and 2 datasets, I trained a source domain model consisting of a convolutional neural

network (CNN) feature extractor that resembles the encoder architecture used in our

framework followed by a fully connected layer as a linear classi�er. The last classi�er

layer was then �ne-tuned on the other domain using only the labeled data while the

CNN feature extractor was �xed.

• Feature Matching (FM) [55]: A neural network classi�cation model was trained

with an additional loss that measures the distance between the features extracted

from different domains. The features were extracted by using a shared CNN fea-

ture extractor that has the same architecture as FT. The maximum mean discrepancy

1https://github.com/ast0414/AdaptNet
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Table 2.2: Neural Network Architectures

Layer Components Type

Encoders

E1 Conv(N32, K3, S2) – BN – LReLU

Domain
Speci�c
Layers

E2 Conv(N64, S2) – BN – LReLU
E3 Conv(N128, S2) – BN – LReLU
E4 Conv(N256, S2) – BN – LReLU
E5 Conv(N512, S2) – BN – LReLU
E6 Conv(N1024, S2) – BN – LReLU

E7y FC(N4)
Shared
Layers

E7z�
† FC(N128)

E7z�
† FC(N128) – Softplus

Prior Estimator

Gz�
† FC(N128) Shared

LayersGz�
† FC(N128) – Softplus

Decoders

G1 FC(N1024) – BN – LReLU

Domain
Speci�c
Layers

G2 UpConv(N512, S1) – BN – LReLU
G3 UpConv(N256, S1) – BN – LReLU
G4 UpConv(N128, S1) – BN – LReLU
G5 UpConv(N64, S1) – BN – LReLU
G6 UpConv(N32, S1) – BN – LReLU
G7 UpConv(N3, S1)

Discriminators

D1 Conv(N32, S2) – BN – LReLU – DO

Domain
Speci�c
Layers

D2 Conv(N64, S2) – BN – LReLU – DO
D3 Conv(N128, S2) – BN – LReLU – DO
D4 Conv(N256, S2) – BN – LReLU – DO
D5 Conv(N512, S2) – BN – LReLU – DO
D6 Conv(N1024, S2) – BN – LReLU – DO
D7 Concat(D6, OneHot(by)) – FC(N1) – Sigmoid

Conv(N,S): 2D convolutional layer of3 � 3 kernel with a single
zero-padding each side by default where N is the number of �lters
and S is the stride size. BN: Batch Normalization. LReLU: Leaky
ReLU. FC(N): fully-connected layer with N outputs. UpConv(N,S):
� 2 Upsampling followed by a Conv(N,S). DO: Dropout with the
drop probability of 0.5. †Each E7z and Gz was actually imple-
mented as a single FC(N256) layer and the output was chunked into
two parts.
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(MMD) [56] with Gaussian kernel was used to measure and minimize the feature dis-

tance where the same values for� parameter were used as in [3]. A fully connected

layer was used as a classi�er on top of the feature extractor, which is trained by the

labeled data from both domains.

• Confusion Maximization (CM) [3]: Similar to the other two methods, a shared

CNN feature extractor was used to extract features from both domains and followed

by a fully connected layer to classify the features into the classes. Rather than mini-

mizing the feature distance, CM utilizes the domain adversarial training scheme [57]

to force the features from both domains to be similar to each other. The same ar-

chitecture for the feature extractor and the classi�er was used as those for FT and

FM.

2.3 Experimental Results and Discussion

2.3.1 ReconstructionsandTranslations

Figure 2.3 presents visualization examples of reconstructions and translations for a ran-

dom sample drawn from each activity class for both domains. The scalograms were re-

constructed accurately throughout the classes of both domains. The translations to the

opposite domain visually appear reasonable. For example, the scalogram sample from the

`Incline' class of domain 1 is translated to a scalogram that looks like one from the `Up-

hill' class of domain 2 and vice versa. Simultaneously, I performed a quantitative analysis

of reconstructed scalograms also by measuring their cross-correlation with their original

self-domain inputs. Speci�cally, Pearson product-moment correlation coef�cient was cal-

culated between each scalogram inputx i and its self-domain reconstructionex i
i and they

were analyzed for each activity class in each domain separately.

Figure 2.4 contains the box-and-whisker plots [58]: the scalogram reconstructions of

all classes except `Rest' for both domains have high and positive correlation coef�cients in
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(a) Domain 1 (UMich) (b) Domain 2 (GT)

Figure 2.3: Visualization examples of reconstructed and translated scalogram inputs from
each domain. For each domaini , the self-domain reconstructions are generated byex i

i =
Gi (zi � E i; z(x i )) , and the cross-domain translations are generated byex

�i
i = Gi (z�i �

E�i; z(x�i )) where�i = 2 if i = 1 or �i = 1 if i = 2.

terms of their median values and interquartile ranges (IQRs) despite some outliers, which is

another demonstration of robust reconstruction in addition to the visual inspection. `Rest'

activity samples naturally have little to no change in their acceleration measurements, and

thus the resulting scalogram representations also have very small, close to zero, values

for most elements. Therefore, `Rest' activity samples have very low signal-to-noise ratios

(SNRs), which lead to small correlation coef�cients statistically. Consequently, I demon-

strate that AdaptNet not only successfully reconstructs self-domain scalograms but also

generates plausible cross-domain translations.

2.3.2 Classi�cationPerformance

I conducted multiple experiments with varying numbers of available labels in each domain:

• UMich: 50% (about 15k), 1000, 100, and no labels
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(a) Domain 1 (UMich) (b) Domain 2 (GT)

Figure 2.4: Cross-correlation coef�cients between the original and reconstructed scalo-
grams for each activity class in each domain. The number of observations (the number
and percentage of outliers) for each class in each domain is as follows. Domain 1 – Rest:
11,969 (514, 4.29%) Walk: 7,539 (57, 0.76%) Incline: 5,007 (126, 2.52%) Stairs: 6,469
(187, 2.89%) Domain 2 – Rest: 4,043 (188, 4.65%) Downhill: 1,288 (51, 3.96%) Uphill:
1,345 (67, 4.98%) Upstair: 845 (19, 2.25%)

• GT: 36.5% (about 7k), 10%, 1000, 100, and no labels

The macro-averagedF1 (macro-F1) score was chosen as a performance metric given by:

macro-F1 =
1

jCj

X

c2 C

F1;c (2.22)

F1;c = 2 �
Precisionc � Recallc
Precisionc + Recallc

(2.23)

=
TPc

TPc + 1
2(FPc + FNc)

(2.24)

where TP, FP, and FN refer to the true positive, false positive, and false negative samples,

respectively, and the subscriptc means the metric applied in classc. The macro-F1 score

is sensitive to each class-speci�cF1 score since it is averaged over the classes. Thus, it is

a popular performance metric for imbalanced classi�cation problems. Since we have two

different datasets (domains), I mainly present the macro-F1 score averaged again over the
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datasets:

Avg. macro-F1 =
macro-F1;D1 + macro-F1;D2

2
(2.25)

where D1 and D2 represent the domain 1 and domain 2 respectively.

I also present domain-speci�c macro-F1 scores in the supplementary material (See Ta-

ble S2.2 and Table S2.3). For the FT method, the domain speci�c macro-F1 was measured

on the model �ne-tuned on that speci�c domain. Therefore, two models had to be trained

and evaluated for the FT method. On the other hand, FM, CM, and AdaptNet require only

one model for each method since there is no actual distinction of source and target domains

for these methods.

Figure 2.5 shows the average macro-F1 score achieved by each method for the different

combinations of available labels in each domain (See Table S2.1 for the detailed numbers).

FT performs worst in most cases while FM and CM show a better or worse performance

than each other depending on scenarios. Notably, when a relatively large number of labels

are available, especially for the domain 1 dataset (whose labels are expected to be very

accurate), AdaptNet performs comparable to or slightly worse than FM or CM in terms of

both average and domain-speci�c performance. FM and CM are optimized for mainly two

tasks only: classi�cation and feature distance minimization. In contrast, AdaptNet per-

forms more complex tasks simultaneously, including reconstruction and translation with

the additional cycle-consistency losses. Thus, it can be inferred that FM and CM are rel-

atively easier to be optimized to transfer the knowledge when a domain contains a large

number of accurate labels. Most importantly, however, when the number of labelsde-

creasesfor both domains, AdaptNet outperforms the others by considerable gaps in most

cases. Particularly, when only 100 labels were used for both domains, AdaptNet achieved

an approximately 36 percentage points (0:75 compared to0:39) higher average macro-F1

score than the others. Moreover, it is noticeable that the amount of performance degrada-
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(a)50% (b) 1000

(c) 100 (d) Unsupervised

Figure 2.5: Average macro-F1 scores on the test sets for both domains. Each sub�gure (a) –
(d) refers to the result by a different amount of labels used in the domain 1 training dataset.
In each bar chart, x-axis labels refer to the number of labels used in the domain 2 training
dataset. Legend – FT: Fine-tuning, FM: Feature Matching, CM: Confusion Maximization.

tion of AdaptNet is much smaller than others when the number of labels decreases in one

domain while the other one is �xed.

Detailed class-speci�c performances as confusion matrices are shown in Figure 2.6

where the same trend can be found. FM predicts non-rest moving activities as almost a

single class of either `Up' or `Down' in both cases of training with 1000 and 100 labels

for both domains. While the performance of CM deteriorated with a vast difference when

the number of labels decreased from 1000 to 100, AdaptNet performs best with a little
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(a) FM with 1000 labels (b) CM with 1000 labels (c) AdaptNet with 1000 labels

(d) FM with 100 labels (e) CM with 100 labels (f) AdaptNet with 100 labels

Figure 2.6: Normalized Confusion Matrices for each method trained with 1000 and 100
labels for both domains. Prediction results for both domains were aggregated to generate a
single confusion matrix for each con�guration. `Rest' is the combined `Rest' class samples
from both domains. `Up' includes `Incline' and `Stairs' activities from domain 1 as well
as `Uphill' and `Upstair' activities from domain 2. On the other hand, only domain 1 has
`Walk' class labeled samples and `Down' is equivalent to `Downhill' from domain 2.

debasement.

2.3.3 SharedLatentSpace

t-Distributed Stochastic Neighbor Embedding (t-SNE) [59] is the de facto standard algo-

rithm for visualizing high-dimensional data in a wide range of applications[60]. Figure 2.7

provides the visualizations of t-SNE projections of the latent features by each method ex-

cept FT. Speci�cally,z encoded by each domain encoderE with the shared embedding

layer was used for AdaptNet, and the encoder output was used for FM and CM baseline

methods to generate t-SNE. Qualitatively, AdaptNet successfully clusters each class data

of each domain and co-locate similar or same classes from different domains. For exam-

ple, `Rest' in domain 1 and `Rest' in domain 2 form their own clusters next to each other.
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(a) FM (b) CM (c) AdaptNet

Figure 2.7: t-SNE visualization of the latent space learned by each method.

More precisely, both local and global relationships are well preserved in the latent space

of AdaptNet. In contrast, each latent space learned by FM and CM show that the same

class data, `Rest' or `Incline' in domain 1, for example, forms multiple clusters at different

locations in the latent space.

2.3.4 DifferentSensorLocation

Since the domain 1 dataset provides multiple sensor locations, I conducted another set of

experiments using different locations of the accelerometer in each domain to analyze how

AdaptNet and other baseline methods can address the domain shift induced by not only the

different data collection process but also different sensor locations. Speci�cally, I used the

acceleration data measured from the left wrist of each subject for the domain 1 dataset while

the same data measured from the chest were used for the domain 2 dataset. Accelerations

measured from a wrist would differ considerably from the chest due to arm-swinging during

ambulation, which makes domain adaptation more challenging.

Figure 2.8 shows the results obtained using the different combinations of sensor lo-

cations and the different numbers of labels, 1000 and 100, for both domains. AdaptNet

still performs better when there is a location shift between the domains. As a generative

model, AdaptNet optimizes the estimation of the joint distribution of the data and their
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Figure 2.8: Performance comparison by different sensor locations for domain 1 dataset. x-
axis labels refer to – Top: the number of labels used in both domains, Bottom: the location
of the accelerometer in (UMich/GT) datasets. Legend – FT: Fine-tuning, FM: Feature
Matching, CM: Confusion Maximization.

latent features (Appendix A) for both domains simultaneously. Thus, AdaptNet is more ro-

bust against various aspects of the domain shift, including different sensor placements and

measurement environments, than other baseline methods that minimize only the feature

distance between the domains. As the availability of various wearable devices equipped

with accelerometers increases, the robustness across different sensor locations is an impor-

tant aspect to enable HAR to be a useful tool for several applications, including patient

status assessment across different populations.

2.3.5 AblationStudy

I conducted a series of experiments with the increasing complexity of models to validate the

impact of each component in AdaptNet. The minimal con�guration with domain adaptation

capability would be an encoder module for each domain with a shared classi�cation head,

i.e., layers E1 - E7y in eachE i for i = 1; 2. Then, a model that contains only the VAE
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modules (E1; G1; E2; andG2) with the shared latent and label space was trained without

both the cycle-consistency loss and the GAN loss (as well as the actual discriminators),

equivalent to AdaptNet trained with� Vi = 1 and� Ci = � G i = 0. The same VAE modules

trained with the additional cycle-consistency loss (� Ci = 1) but without the GAN loss

(� Gi = 0) were compared for the next level of complexity. Adding the discriminators, the

complete AdaptNet was the last model with the highest complexity in the ablation study.

All models were trained with 1000 labels for both domains, while the encoders-only model

was trained by the labeled data only.

Table 2.3 shows the macro-F1 scores achieved by each con�guration for each domain

test set and their averages. The encoders-only model has the worst performance, which

could be expected. Since it is trained using only the labeled data point, the feature space

constructed through the shared classi�cation head might be coarse and weak. Enabling

semi-supervised learning capability and utilizing unlabeled data points, the VAEs-only

model can transfer more knowledge between domains via the shared latent and label space

and thus achieved noticeable improvements. Training with the cycle-consistency loss pro-

vided an additional improvement in each domain by forcing the shared latent space to be

more relevant over two different domains. Finally, adding the adversarial setting with the

GAN framework yielded more improvement, especially in domain 2, whose labels are ex-

pected to be noisy. By generating realistic translations to fool the discriminators, the same

activity classes across two data domains are now connected in the shared latent space as

shown in Figure 2.7c. Thus, AdaptNet is able to perform robust classi�cation even with

some noisy labels.

2.4 Conclusion

In this chapter, I proposed AdaptNet, a novel semi-supervised learning approach to ad-

dress the bilateral domain adaptation problem in HAR. There exist various semi-supervised

learning methods, including the semi-supervised Expectation-Maximization (EM) [61] and
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Table 2.3: Macro-F1 Scores for Ablation Study

Encoders
Only

VAEs
Only

VAEs
with Cycles

AdaptNet

Domain 1 (UMich) 0.57 0.86 0.87 0.86
Domain 2 (GT) 0.64 0.82 0.83 0.86

Average 0.60 0.84 0.85 0.86

The best macro-F1 score for each domain is shown in boldface.

deep generative models [45], but they often consider a single data source only. The key con-

tribution of AdaptNet is enabling a better information fusion of two different data sets with

a domain shift such as different data collecting environments and different sensor loca-

tions. I have shown that AdaptNet outperforms several state-of-the-art domain adaptation

methods, especially when both domains have a fewer number of labeled data points. In

this chapter, AdaptNet was evaluated on simpler activities to present the weakly supervised

open-set domain adaptation problem in the HAR task. More challenging activities will be

targeted in our future work. Moreover, the UMich dataset considered in this chapter has an

unbalanced gender ratio (see Table 2.1) that could lead to potential biases in stride length

and frequency due to leg length differences and anthropometric or fatigue characteristics.

A well-balanced dataset with more subjects should be preferred in later studies. On the

other hand, future work will assess the capability of AdaptNet to generalize across more

than two data domains, as well as fusing multi-modal sensor data. Furthermore, the perfor-

mance of AdaptNet across different patient populations, such as older participants, persons

with chronic diseases, and persons with movement disorders, will also be veri�ed.
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CHAPTER 3

DYNALAP: HUMAN ACTIVITY RECOGNITION IN FIXED PROTOCOLS VIA

SEMI-SUPERVISED VARIATIONAL RECURRENT NEURAL NETWORKS

WITH DYNAMIC PRIORS

3.1 Introduction

Human activity recognition (HAR) using wearable sensors and machine learning algo-

rithms is an emerging capability in numerous domains. These domains include health-

care and ergometric analysis of populations, where HAR provides context to physiological

measures during various activities [10, 11, 12, 13]. HAR is typically aimed at free-world

applications where human subjects can perform a �nite set of physical activities without

any designated order. Thus, it is often assumed that the sole sources of information are

sensory signal inputs, such as those measured from accelerometers and gyroscopes [20, 21,

18, 19].

Supervised machine learning algorithms have demonstrated more and more promise for

HAR, especially with the recent surge in use of deep neural networks [22, 23, 24, 2]. How-

ever, supervised learning methods require datasets with numerous, meticulously annotated

labels. This is often dif�cult to obtain due to the high cost and substantial labor-intensive

efforts associated with labeling. Various approaches have been proposed to address this

challenge and reduce the number of labels required to train machine learning models, in-

cluding semi-supervised learning [62] and transfer learning [63]. However, these recently

proposed methods can still demand nontrivial amounts of quality labeled data to ensure

satisfactory classi�cation performance.

In contrast, speci�c applications, including military training [5], athletic training[6],

and physical education [7], may involve a �xed protocol where all subjects traverse the
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same route and perform the same tasks. The order of terrain and the related activity per-

formed by the subjects in these applications remain mostly the same. In such scenarios, it

would be bene�cial to exploit - in addition to the sensory inputs typically used - the subject-

independent information about the protocol, including the shape of the route and the order

of the activities. These supplementary characteristics can act as pseudo labels that provide

knowledge about the expected activity at each point in the spatiotemporal space. I hypothe-

size that leveraging this information can substantially reduce the number of required labels

to train a HAR machine learning model successfully.

In this chapter, I propose a novel framework, DynaLAP: semi-supervised variational

autoencoders withDynamic Latent statesAnd dynamicPrior distributions, to perform ac-

tivity recognition in �xed protocols. DynaLAP takes the entire history of measurements

from a single tri-axial accelerometer of each subject as an input. It iteratively learns not

only the short-term state of subjects for each window of data but also the long-term dy-

namic state accumulated throughout the entire course's measurements. Furthermore, rather

than using a �xed prior distribution of activity classes, DynaLAP learns a dynamic prior

distribution of activities that updates at each time step. Incorporating the dynamics related

to a subject's progress through a �xed protocol, along with the dynamics speci�c to the

environment, DynaLAP can be trained to classify activities using far fewer labels than typ-

ical supervised and semi-supervised models. The key contributions of this chapter to the

existing literature are as follows:

• For �xed protocols, DynaLAP outperforms state-of-the-art deep neural network meth-

ods for HAR that are trained via fully-supervised and semi-supervised learning, in-

cluding self-supervised pre-training (6 to 42 percentage points).

• I demonstrate that DynaLAP maintains F1-scores of greater than 80%, even with

training data that contains only a single labeled subject.

• DynaLAP yields robust performance toward variability in activity time lengths (e.g.,
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different lengths of stop times in the midst of the course).

3.2 Related Work

3.2.1 DeepLearningin HAR

Deep Convolutional-Recurrent Neural Networks (DeepConvLSTM) is a widely used archi-

tectural choice in HAR using deep neural networks (DNNs) [64]. They combine convolu-

tional neural networks (CNNs) and recurrent neural networks (RNNs), where convolutional

layers extract local features and recurrent layers, e.g., long-short term memory (LSTM)

[65], summarize their temporal dependencies. Such approaches thus represent a reason-

able architecture to predict human activity given a few seconds window of high-frequency

sensory inputs. Nevertheless, although DeepConvLSTM is popularly used as a base archi-

tecture for various HAR-related tasks such as feature transfer [66] and adaptive annotation

smoothing [67], it is often trained in a fully-supervised manner.

To overcome the annotation challenge and to leverage unlabeled data, semi-supervised

learning methods also have been actively applied in HAR using DNNs. Speci�cally, a vari-

ant of the variational autoencoder (VAE) architecture is often utilized alone [68] or together

with other types of generative models, including generative adversarial networks (GANs)

[69]. Semi-supervised VAEs (SSVAEs) are often trained using either a uniform or a �xed

categorical distribution as a prior distribution of the activity class at each timet throughout

the entire time axis. However, this may be suboptimal for time-series classi�cation prob-

lems, including HAR, where the next event highly depends on the immediately previous

one. Furthermore, such approaches leave out key information beyond short-term sensor

data if all subjects perform the activities in the same order and protocol. DynaLAP learns

a dynamic prior distribution during the training process and grasps the relationship of the

activity types over the time course of �xed protocols.

Self-supervised pre-training is another approach to utilizing unlabeled data (i.e., in-

cluding labeled data without using their labels) to learn better latent feature representa-
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tion. Khaertdinov et al. combined SimCLR [70], a contrastive self-supervised learning

framework successfully applied in computer vision tasks, with HAR and proposed the

Contrastive Self-supervised learning approach to Sensor-based Human Activity Recog-

nition (CSSHAR) [71]. CSSHAR learns feature representations without labels through

contrastive learning between input pairs with different transformations, including jitter-

ing and scaling. Jain et al. proposed Collaborative Self-Supervised Learning (ColloSSL)

[72] to extend the contrastive learning framework to multi-device settings where triaxial

accelerometer and triaxial gyroscope data were measured simultaneously from multiple

devices across different positions on the human body. While both CSSHAR and ColloSSL

outperformed supervised baselines such as DeepConvLSTM and autoencoder-based semi-

supervised baselines, they did not consider the temporal dynamics of the latent feature rep-

resentations. On the other hand, Haresamudram et al. adopted the Contrastive Predictive

Coding (CPC) framework [73] for self-supervised representation learning of body-worn

sensor data [74]. It was shown that �ne-tuning CPC-based pre-trained models with limited

labeled data provide improvements over fully-supervised end-to-end training on the avail-

able annotations only. Although CPC performs contrastive learning over multiple future

time step predictions, learning the latent dynamics is limited by the number of time steps

predicted, which linearly increases the computational cost, as a separate prediction module

is used for each prediction step. On the contrary, DynaLAP utilizes a combination of a

VAE and an RNN shared across time to capture temporal dynamics without necessitating

multiple prediction heads.

3.2.2 DeepLearningfor ProbabilisticInferenceof LatentStateDynamics

A wealth of literature exists for probabilistic inference of latent state dynamics. Dynamic

Bayesian Networks (DBNs) are one example where a seminal model that �ts the DBN

structure and is relevant to this work is the Kalman Filter [75]. The Kalman Filter specif-

ically leverages linear state-space modeling to capture a process's dynamics, where a sys-
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(a) Data processing

(b) DynaLAP

Figure 3.1: Overall process pipeline of the proposed method. In the states estimation
block (orange block in Fig. 1(b)), the dotted black lines represent the connections from
the backbone encoder to each variable and from the variables to the backbone decoder. On
the other hand, the solid blue lines represent the connections between the variables. See
Section 3.3 for mathematical details.

tem's input and output dependencies are expressed in terms of linear �rst-order differential

or difference equations. Importantly, state-space models utilize an intermediary state that

can be latent (i.e., not directly measured) to capture temporal dependencies. Optimality

is only guaranteed in the linear case, however. Thus, nonlinear extensions of the Kalman

Filter remain an active research topic [76].

A recent class of approaches to extend Kalman Filters has leveraged deep learning to

do so. Speci�cally, variational inference has allowed probabilistic generative models to be

ef�ciently learned via neural networks [44]. Although the learning of nonlinear state-space

models has its obstacles, methods such as the variational RNN (VRNN) that DynaLAP

builds upon have demonstrated promise [77]. VRNNs combine VAEs and RNNs to pro-

duce random latent states that capture temporal dependence. In essence, a VRNN consists

of a VAE with a latent state not only dependent on the data being encoded but also on the

previous timestep's latent state. This dependency is learned via an RNN. The RNN's recur-
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rence is then dependent not only on the previous step's hidden state but also on the latent

state and the observed data, thus establishing temporal dependence across latent random

states in time. Although dependence on the data relaxes restrictions of the latent state's de-

pendencies in relation to state-space models, this allows for superior modeling capacity via

neural networks and amenability to backpropagation. In the application of HAR for �xed

protocols, where a latent state's dynamics and its modulation due to inputs and disturbances

are not focuses of investigation, I deem this relaxation acceptable.

Other neural network approaches with latent random variables for sequential data in-

clude stochastic recurrent neural networks, where the RNN's hidden state is a function of a

stochastically sampled latent variable at each time step [78]. Boulanger-Lewandoski et al.

also use RNNs but instead leverage conditional restricted Boltzmann machines (RBMs) to

incorporate uncertainty [79]. Fabius et al. attempt something similar to VRNNs by com-

bining VAEs and RNNs, but instead use RNNs in the encoder to produce the latent state

distribution and initialize the decoder RNN state using the latent state sample [80], similar

to models such as latent factor analysis via dynamical systems (LFADS) [81]. Other viable

approaches exist that adhere to state-space modeling principles in purer ways [82, 83] but

are less �exible in their learning as a result. Therefore, I found the VRNN framework to

best encapsulate our goals in capturing temporal dependencies, affording a rich probabilis-

tic generative modeling framework from latent state to measurable data, and remaining

amenable to semi-supervised inference. Thus, I augmented the VRNN framework with

semi-supervised learning and classi�cation capabilities for HAR to produce DynaLAP.

3.3 DynaLAP

In this section, I describe the detailed formulation of DynaLAP. I use the mathematical

notations listed in Table 3.1 throughout the remainder of this chapter.

Figure 3.1 depicts the overall pipeline for data preprocessing used in this chapter (Fig-

ure 3.1a) and the DynaLAP framework (Figure 3.1b). First, the entire raw acceleration
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recording measured by a single tri-axial accelerometer for each subject is processed using

a band-pass �lter (BPF) and down-sampling. Then, multiple sequences of non-overlapping

short-term acceleration windowsat are generated to be used as inputs to DynaLAP.

DynaLAP, a semi-supervised variant of VRNN, is, in essence, a VAE framework.

Given a sequence, each short-termat is encoded separately by an encoder consisting of

convolutional layers followed by recurrent layers. Then, the activity classct , short-term

latent statew t , and long-term deterministic (recurrent) latent stateh t are estimated using

the encodedat and each other. Having these states, eachat of the input sequence is recon-

structed using a decoder that mirrors the encoder.

3.3.1 Datasets

I conducted the study of this chapter under a protocol (H18452) approved by the Geor-

gia Institute of Technology Institutional Review Board (IRB). Two datasets used in this

chapter were also previously collected under the protocols approved by IRB or the Ethics

of Research Committee, where all subjects had provided written informed consent. Both

datasets had been fully de-identi�ed before they were used in this work.

• MotionSense (MS): Malekzadeh et al. [84] collected body movement signals, in-

cluding tri-axial accelerometer and tri-axial gyroscope data, using a smartphone kept

in the subject's front pocket. The subjects were asked to perform different activi-

ties along the same route around the Queen Mary University of London's Mile End

campus. Although the data collection was paused between trials of different activity

Table 3.1: Notations

Symbol Description

at Tri-axial acceleration sample at timet.
ct Activity class at timet.
h t Dynamic latent state at timet.
w t Window-speci�c latent state at timet.
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types, I treated them as a single continuous recording.

• Georgia Tech (GT): Shandhi et al. [33] collected a set of physiological signals using

a customized chest-attached wearable patch. It includes the measurements of body

acceleration as a form of seismocardiography (SCG) induced by the heartbeat [34].

While the original dataset also contains the data collected from a treadmill proto-

col performed in a controlled environment, I only used the outside walking protocol

data collected from an uncontrolled environment. All subjects walked the same route

around the Georgia Tech campus during the outside protocol, returning to the same

starting point. The route includes a mixture of level ground, uphill and downhill

walkways with signi�cant slopes, two uphill stairs climbing, and four crosswalk traf-

�c signals. The subjects walked at their own chosen speed abiding by the pedestrian

traf�c laws. Although the sensor data were recorded with synchronized timestamps,

no activity class was manually annotated, and only the timestamps were recorded

when each subject entered a particular section of the route. Thus, I created a number

of weak labels only for the periods where I was con�dent ofthe overall terrainthat

each subject was passing through according to the timestamps. Therefore, it is not

irrational to expect that some of these partial labels could be imprecise and noisy.

Table 3.2 summarizes the various aspects of these two datasets. I held out the record-

ings of two randomly chosen subjects for each dataset for the test set. Another two ran-

dom subjects data were used only for validation purposes in model selection, including

hyper-parameter tuning. Note that the ratio between the number of samples in the training,

validation, and testing sets may differ from those in typical machine learning tasks since I

split the data at the subject level instead of the sample level to avoid potential information

leakage between train and evaluation.
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Table 3.2: Datasets Descriptive Statistics

MotionSense (MS) Georgia Tech (GT)

# Subjects 24 (M: 14, F: 10) 17 (M: 8, F: 9)
Age (year) 28:8 � 5:44 26:8 � 4:1
Height (m) 1:74� 0:09 1:71� 0:10
Weight (kg) 72:1 � 16:2 67:5 � 14:1

Length of
Recording (min)

19:6 � 1:8 20:0 � 2:1

Activities
Standing, Sitting,

Walking, Jogging,
Upstairs, Downstairs

Standing, Downhill,
Uphill, Upstairs

Sampling Freq. (Hz) 50 500

Window Size (s) 10 / 30 10 / 30
# Seq. 120 / 360 85 / 255
# Short-term Windows 14018 / 13778 12769 / 12599
% Labeled Windows 89.77 / 70.24 34.72 / 24.76

3.3.2 Preprocessing

First, a 16th-order Butterworth digital BPF is applied to the raw tri-axial acceleration mea-

surements. Speci�cally, it is realized as a cascade of eighth-order forward and backward

BPFs to get zero-phase �ltering [35]. The cutoff frequencyf c = [0:3; 11]Hz is used to �lter

out gravitational acceleration and prevent aliasing from the the subsequent downsampling

while it can still cover most ordinary physical activities [36, 37]. After �ltering, the accel-

eration signals are down-sampled to 32Hz to reduce the size of each measurement window

and the computational burden. Finally, multiple sequences of non-overlapping acceleration

measurement windows are generated from each subject's recording. I considered two dif-

ferent lengths of acceleration windowat : 10s is considered to study a shorter measurement

window and 30s to study a longer one. For each case, sequences are generated with a 2s

gap between two adjacent sequences until there are no duplicated short-term windows, as

shown in Figure 3.1a. In other words, �ve and �fteen different sequences are generated for

the case of 10s and 30s measurement windows, respectively. For each short-term window
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(a) Generative model (b) Inference model (c) State transition

Figure 3.2: Graphical views for the proposed framework with dynamic latent state-space
and dynamic prior distributions.

at , an activity class labelct is given only when the window contains only a single type of

activity. Otherwise, it is considered an unlabeled window.

3.3.3 ComputationalGraphsof DynaLAP

I �rst de�ne the generative (decoding) and the inference (encoding) process of the data as

well as the dynamic state transition. Then, the learning objective and loss functions will be

derived from these in the following sections.

Generative Process

Figure 3.2a represents the graphical view of the generative model that de�nes the depen-

dencies of the acceleration sample,at , generation. First,ct , the activity class at timet, is

drawn from a categorical distribution conditioned onct � 1 andh t � 1, the activity performed

at the previous time stept� 1and the long-term latent state accumulated so far, respectively:

p� (ct jct � 1; h t � 1) = Cat(ct j� � c (ct � 1; h t � 1)) (3.1)

Then, the short-term stochastic latent statew t is drawn from a Normal distribution of which

mean and variance are predicted usingct andh t � 1:

p� (w t jct ; h t � 1)
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= N (w t j� � w (ct ; h t � 1); diag(� 2
� w

(ct ; h t � 1))) (3.2)

Finally, the actual acceleration sampleat is assumed to be sampled from another Normal

distribution where the mean is predicted using all other variables and a �xed variance is

assumed:

p� (at jct ; w t ; h t � 1) = N (at j� � a (ct ; w t ; h t � 1); � 2I ) (3.3)

where� c; � w , and� a are the neural network parameters of the prior estimators forc andw

and the sample decoder fora, respectively.

Inference Process

The inference process described in Figure 3.2b can be thought of as reversing the generative

process to infer activity classct and short-term latent statew t from acceleration sampleat ,

as well as the current long-term latent stateh t � 1. Speci�cally, the encoding process is

mathematically formulated by the following equations:

q� (ct jat ; h t � 1) = Cat(ct j� � c ( eat ; h t � 1)) (3.4)

q� (w t jat ; bct ; h t � 1)

= N (w t j� � w ( eat ; bct ; h t � 1); diag(� 2
� w

( eat ; bct ; h t � 1))) (3.5)

where� c and� w are the neural network parameters for the activity class prediction module

and the short-term latent feature prediction module respectively.eat = f � a (at ) represents

ConvLSTM encoded acceleration signalat . Also,bct = ct , if known;bct = argmaxct
q� (ct jat ; h t � 1),

otherwise.
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State Transition

At the end of the modeling process at each time step, the dynamic latent stateh is updated

as depicted in Figure 3.2c using a recurrence equation on itself and all other variables

updated so far:

h t = f  ( eat ; bct ; w t ; h t � 1) (3.6)

where is a set of (recurrent) neural network parameters approximating the recurrence

update equationf .

3.3.4 LearningObjective

Since the long-term dynamic latent stateh t depends on all the other variables of the previ-

ous time step due to its recurrence relationship, we can rearrange the equations (Equation 3.1)

- (Equation 3.5) as follows for concise expressions:

p� (at jct ; w t ; h t � 1) = p� (at jc� t ; w � t ; a<t )

= p� (at j#at ) (3.7)

p� (w t jct ; h t � 1) = p� (w t jc� t ; a<t ; w<t )

= p� (w t j#w t ) (3.8)

p� (ct jct � 1; h t � 1) = p� (ct ja<t ; c<t ; w<t )

= p� (ct j#ct ) (3.9)

q� (ct jat ; h t � 1) = q� (ct ja� t ; c<t ; w<t )

= q� (ct j' ct ) (3.10)

q� (w t jat ; ct ; h t � 1) = q� (w t ja� t ; c� t ; w<t )

= q� (w t j' w t ) (3.11)
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De�ning DynaLAP as a semi-supervised approach, the activity classct is assumed to be

either observed or not. Then, the variational lower bound, also called evidence lower bound

(ELBO), can be derived from the data log-likelihood (see Appendix B for the detailed

derivation) for labeled activities:

logp� (a� T ; c� T ) = log
Z

w
p� (a� T ; c� T ; w � T ) (3.12)

� Eq� w

"
TX

t=1

�
logp� (at j#at ) + log p� (w t j#w t )

+ log p� (ct j#ct ) � logq� (w t j' w t )
��

(3.13)

, Eq� (w � T ja� T ;c� T )

"

�
TX

t=1

L t (at ; ct )

#

(3.14)

and for unlabeled activities:

logp� (a� T ) = log
Z

c

Z

w
p� (a� T ; c� T ; w � T ) (3.15)

� Eq� (c� T ja� T )

"

Eq� (w � T ja� T ;c� T )

"

TX

t=1

�
logp� (at j#at ) + log p� (w t j#w t ) + log p� (ct j#ct )

� logq� (w t j' w t )
� #

�
TX

t=1

logq� (ct j' ct )

#

(3.16)

= Eq� c

"

Eq� w

"

�
TX

t=1

L t (at ; ct )

#

�
TX

t=1

logq� (ct j' ct )

#

(3.17)

Now I combine both labeled and unlabeled objectives together. The marginalization

of ct over all possible supports in (Equation 3.17) is required to obtain an exact solution

with the non-reparameterizable categorical distribution since we cannot backpropagate the

gradient of the loss function. However, it is intractable since the number of supports is the

Cartesian product of the number of activity classes overt = 1; : : : ; T. Instead, I utilize the

Gumbel-Softmax (GS) trick [43] forq� (ct j' ct ) at each time stept to get a reparameteriz-
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able samplect for better computational ef�ciency. Also, I apply an additional classi�cation

loss for the labeled activities since the activity class predictive distributionq� (ct j' ct ) con-

tributes to the unlabeled objective function (Equation 3.17) only [45, 46].

Consequently, the combined objective function is

J DynaLAP =

Eq� (w � T ja� T ;bc� T )

"

�
TX

t=1

�
L t (at ; bct ) + L cls(bct ; ' ct )

� #

(3.18)

whereL t (at ; bct ) is the loss function for labeled data points de�ned in (Equation 3.14) with

bct = ct if it is given (labeled) orbct = argmaxct
q� (ct j' ct ) otherwise (unlabeled) and

L cls =

8
><

>:

logq� (bct j' ct ) for unlabeledct ,

� � E [logq� (bct j' ct )] for labeledct .
(3.19)

with

� =
# total data

# labeled data
(3.20)

that speci�es the amount of compensation by the additional classi�cation loss. Equa-

tion 3.18 is the maximization objective of DynaLAP, and its negative counterpart is used as

a loss function to train the neural network implementations.

3.3.5 ImplementationDetails

Table 3.3 describes the neural network architecture for each computation block. I used

the Gaussian Error Linear Unit (GELU) [85] as the default activation function after each

convolutional layer and most fully-connected layers. The typical reparameterization trick

[44] was applied for the normally distributed variablew. For all datasets, DynaLAP was

optimized over 25 epochs with mini-batch size of 128 using YOGI optimizer [86] with
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Table 3.3: Neural Network Architectures

Module Layer No. Components

Accel. Encoder� a

1 Conv(N32, K5, S2) – GELU
2 Conv(N32, K5, S2) – GELU
3 Conv(N64, K5, S2) – GELU
4 Conv(N64, K5, S2) – GELU
5 Conv(N128, K5, S2) – GELU
6 LSTM(H128)

Activity Class Predictor � c
1 FC(128) – GELU
2 FC(dim(c)) – Gumbel-Softmax

Window-speci�c
State Estimator � w

1 FC(N128) – GELU
2� † FC(N128)
2� † FC(N128) – Softplus

Accel. Decoder� a

1 FC(128) – GELU
2 FC(128)
3 LSTM(H128)
4 FC(128) – GELU
5 UpConv(N64, K5, S1) – GELU
6 UpConv(N64, K5, S1) – GELU
7 UpConv(N32, K5, S1) – GELU
8 UpConv(N32, K5, S1) – GELU
9 UpConv(N3, K5, S1)

Window-speci�c
State (Prior) Decoder� w

1 FC(N128) – GELU
2� † FC(N128)
2� † FC(N128) – Softplus

Activity Dynamic-Prior Decoder � c
1 LSTM(H256)
2 FC(dim(c)) – Softmax

Dynamic State Estimator 1 LSTM(H256)

Conv(N, K, S): 1D convolutional layer of kernel size K withbK=2c zero-padding each
side where N is the number of �lters and S is the stride size. LSTM(H): LSTM layer
with H hidden units. FC(N): fully-connected layer with N outputs. UpConv(N, K, S):
� 2 Upsampling followed by a Conv(N, K, S). †Each block contains two FC(N) layers
of � and� and was actually implemented as a single FC(2N) layer, where the output
was chunked into two parts.
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� 1 = 0:9, � 2 = 0:999. The learning rate was scheduled by the “1cycle” policy [87] with a

maximum learning rate of 0.001. Only the model parameters that yielded the best validation

performance were stored and used during evaluation. PyTorch with Python 3.7 was used

for the implementation of DynaLAP.

3.4 Experimental Results and Discussion

3.4.1 ComparisonBaselines

The following baseline methods were also evaluated to compare the classi�cation perfor-

mance of DynaLAP:

• DeepConvLSTM: Each input acceleration signalat is independently encoded into

the short-term latent statesw t and classi�ed into the activity classes without consid-

ering the past movement history beyond the window considered. DeepConvLSTM

uses the same architecture of the acceleration encoder� a and the activity class pre-

dictor � c of DynaLAP, but it is trained using only the labeled portions of the datasets.

• SSVAE: SSVAE is composed of the same encoder and decoder neural network ar-

chitectures used in DynaLAP, but no long-term latent stateh t and recurrent neural

network updatingh t are used. Furthermore, it assumes a uniform prior distribution

of the activities for all time steps. Although the SSVAE can learn from both labeled

and unlabeled data, it does not consider window-to-window temporal dependencies.

• CPC: I re-implemented the CPC described by [74]. Using the same architecture

and hyper-parameters, I used a prediction step size of 128 because it optimized the

validation performance for the datasets I used.

3.4.2 Classi�cationPerformanceEvaluation

I conducted experiments with varying numbers of labeled subjects available in the training

data of each dataset: all subjects,50%; 20%, and a single subject (for a training dataset of
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20 subjects, 50% labeled would imply 10 subjects' labels are provided). Note that due to

the window labeling approach described in Section 3.3.2, data from a “labeled subject” can

still contain unlabeled windows. While the MS dataset consists of about90%and70%of

labeled windows for the sequences of 10s and 30s windows respectively, the GT dataset

contains only about35%and25%of labeled windows. Thus, it still has partially labeled

data points even for the all labeled subject con�guration.

I use the macro-averagedF1 (macro-F1) score as a performance metric:

macro-F1 =
1

jCj

X

c2 C

F1;c (3.21)

F1;c = 2 �
Precisionc � Recallc
Precisionc + Recallc

(3.22)

=
TPc

TPc + 1
2(FPc + FNc)

(3.23)

where TP, FP, and FN refer to the number of true-positive, false-positive, and false-negative

predictions, and the subscriptc means that the metric is applied for activity classc.

All models were trained and evaluated over �ve different random splits of train, val-

idation, and test subjects (�ve different random seeds). Figure 3.3 shows the macro-F1

scores for all models compared with the different con�gurations. While it is common

for all methods to perform worse as the number of labeled subjects in the training data

decreases, DynaLAP outperformed all other methods with considerable gaps (6 to 42 per-

centage points) across the datasets, the length of measurement window, and the number of

labeled subjects. In contrast, it is noticeable that the semi-supervised methods and self-

supervised pre-training approach did not provide notable performance improvements over

the fully-supervised model; they even performed worse in certain cases. This could be

due to the fact that the datasets have partial labels on a subject level, not on a sample

level, as in typical semi-supervised learning and �ne-tuning of self-supervised model ap-

plications. However, each subject's data can have subject-speci�c variability, such as body

posture and movement, as well as slight differences in sensor location. Withoutseed labels
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speci�c to each subject, these factors causing variability might not be compensated well

through semi-supervised or self-supervised learning frameworks. Importantly, DynaLAP

can compensate for subject-by-subject variability by utilizingthe world modellearned by

its long-term dynamic latent states. Therefore, I demonstrated that DynaLAP is able to

predict the activities very accurately even when the training data contain only one labeled

subject.

(a) MS, 10s Windows (b) MS, 30s Windows

(c) GT, 10s Windows (d) GT, 30s Windows

Figure 3.3: macro-F1 scores for each dataset with two different measurement window
lengths. The main bars represent average values and the error bars represent the standard
deviations over the �ve random training, validation, and testing splits.

51



3.4.3 PerturbationAnalysis

Learning the world model with the long-term dynamic latent state is a critical capability

of DynaLAP for accurate activity recognition when only a small number of labeled sub-

jects are available in the training data. However, it is not desirable for DynaLAP to simply

memorize the order of activities without considering actual accelerometer signals; doing

so could result in poor testing performance due to susceptibility to random variations in

the route, such as walking speed. Figure 3.4 and Figure 3.5 details the confusion ma-

trices for DynaLAP trained using a single labeled subject from each of the two datasets

and multiple types of perturbations. This analysis assesses whether (1) DynaLAP properly

utilizes the learned knowledge about the course and protocol while (2) still considering

the accelerometer signals provided as measured input. Despite the same order of inputs,

DynaLAP predicted all activities as one of Rest/Standing/Sitting when all acceleration sig-

nals were forced to be zero values (Figure 3.4b and Figure 3.5b). Similarly, all activities

were randomly classi�ed into a random non-static activity when values sampled from a

Normal distribution were used as input (Figure 3.4c and Figure 3.5c). These results con-

�rm that DynaLAP does not simply memorize the order of activities performed throughout

the protocols. DynaLAP performed very poorly when the order of test input sequences

was randomly shuf�ed so that they were very different from the training input sequences

(Figure 3.4d and Figure 3.5d). This con�rms that DynaLAP utilizes the order of activities

learned from the training data, and therefore, the same order of activities should be used

during evaluation.

I also conducted experiments to evaluate how DynaLAP performs when the length of

an activity's time is perturbed, without varying the order of activities. Most subjects in

the GT dataset faced red light traf�c signals a few times during the protocol. Only in the

test dataset, I arti�cially extended the length of the red light signal that occurred at about

18%of the subjects' way through the protocol. This was done by replicating the original

accelerometer signal window captured during the subject's wait in front of the crosswalk.
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(a) Original Data (b) Zero Accel.

(c) Random Accel. (d) Shuf�ed Sequences

Figure 3.4: Confusion matrices for different types of perturbation for GT dataset. Dy-
naLAP was trained with a single labeled subject and 30s of measurement windows for all
con�gurations. The order of windows in each sequence was kept same as original data
for the zero accelerations (Figure 3.4b) and for the random accelerations (Figure 3.4c)
while the original acceleration signal values were maintained in the shuf�ed sequences
(Figure 3.4d).
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(a) Original Data (b) Zero Accel.

(c) Random Accel. (d) Shuf�ed Sequences

Figure 3.5: Confusion matrices for different types of perturbation for MS dataset. Dy-
naLAP was trained with a single labeled subject and 30s of measurement windows for all
con�gurations. The order of windows in each sequence was kept same as original data
for the zero accelerations (Figure 3.5b) and for the random accelerations (Figure 3.5c)
while the original acceleration signal values were maintained in the shuf�ed sequences
(Figure 3.5d).
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Since no traf�c signals were involved in the MS dataset collection, I extended the length

of the `Sitting' activity performed at about21% of the protocol was completed instead.

Figure 3.6 shows the macro-F1 scores by DynaLAP with different lengths of “red light”

extensions for each dataset. For both datasets, the performance drops for the �rst 25-

50 s of extension. However, the performance stabilizes for extensions longer than 100 s.

This phenomenon holds across all quantities of labeled subjects in the training data. Even

with a single labeled subject, DynaLAP maintains about75%and80%of the macro-F1

scores for the GT and MS datasets, respectively, demonstrating that DynaLAP is robust

to perturbations with activity time variability. Interestingly, a model trained using 50%

labeled subjects showed slightly better robustness than one trained using all subjects' labels

for the GT dataset. This seemingly counterintuitive �nding could be due to the fact that the

GT dataset was weakly labeled. Therefore, the labels provided are expected to be noisy,

as described in Section 3.3.1. Thus, using all labels could in fact be suboptimal in cases

where a dataset is noisily labeled.

(a) GT (b) MS

Figure 3.6: F1-score with different length of “red light” extension. The lines and the corre-
sponding shaded area represent the mean and standard deviation of macro-F1 scores over
5 different runs.
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(a) Colored by Activity Type (b) Colored by Time

Figure 3.7: t-SNE plots for the latent features of DeepConvLSTM and the dynamic latent
statesh t of DynaLAP trained on the GT dataset with 10s windows and a single labeled
subject.

3.4.4 Visualizationof theDynamicLatentState

Figure 3.7 (GT) and Figure 3.8 (MS) show 2-dimensional visualizations of t-Distributed

Stochastic Neighbor Embedding (t-SNE) [59] for the latent features of DeepConvLSTM

and the dynamic latent statesh t of DynaLAP, colored by either activity classct or time

stept. Speci�cally, the models trained with a single labeled subject and 10s measurement

windows were used to generate the t-SNE plots for both datasets. The visualizations show

noticeable differences between the latent space learned by DeepConvLSTM and DynaLAP.

Although DeepConvLSTM seems to have learned latent features that exhibit separation by

activity class, there are no clear gradations, separations, or clusters according to time. With

DynaLAP on the other hand, the dynamic latent statesh t corresponding to the same activity
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