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SUMMARY

In this work, we develop a novel multi-dimensional automatic edge detection algorithm
based on shape priors and Principal Component Analysis (PCA) for the challenging and
clinically relevant task of myocardial segmentation in Coronary Computed Tomography
Angiography (CCTA) images. We propose a highly customized parametric model for im-
plicit representations of segmenting curves(3D) for Left Ventricle (LV), Right Ventricle
(RV), and Epicardium (Epi). We develop shape prior models for each anatomy by perform-
ing alignment followed by PCA on a set of manual segmentations. We estimate a set of
uniform 3D pose and shape parameters (weights corresponding to each principal compo-
nent) for each of the three anatomical regions by tting the shape models to a customized
image appearance model optimized via iterative gradient descent approach. For model-
ing the image appearance, we customize the chan-vese image segmentation model which
treats the image as a piece-wise constant function. We enforce a strict ordering of the im-
age statistics of different regions and develop a dynamic adaptive background model which
treats the complex background region as a binary cluster, one with very low and the other
with very high image intensities. We use all three shape priors simultaneously by cou-
pling them through an overlap and nearness penalty term in our energy functional which
constraints the regions to be non-overlapping. The presence of both pose and shape param-
eters with modeling constraints leads to a challenging optimization problem. We develop a
novel automated, shape-adaptive way to choose the gradient parameters weighting dynami-
cally during the tting process which enables successful convergence. To further customize
the models to cardiac anatomy, we modify our pose model to a blended 2D version with a
set of separate 2D poses, one each at the anatomical base and apex, and generate a blend of
the two poses for all the intermediate slices. Both the set of poses have separate in-plane
rotations but we allow only the base pose to have translation. This allows us to explicitly

capture the torsion and shearing present in the cardiac anatomy leading to better results at

Xiv



the apex and septum. Finally, based on the observation that the RV intensity changes from
bright to dark (or vice-versa) from the apex to base, we formulate a piece-wise linear image
appearance model speci cally for the right ventricle. We test our formulations on a set of

45 short-axis cardiac CCTA images and show state-of-the-art results.
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CHAPTER 1
INTRODUCTION AND BACKGROUND

In 2015, the American Heart Association (AHA) reported [1] that heart disease is the No.
1 cause of death in the United States, killing nearly 787,000 people in 2011 alone. Among
various types of heart diseases, coronary artery disease is the most common, killing nearly
380,000 people annually. Further, the direct and indirect costs of heart disease total more
than $320 billion. Consequently, early and cost-effective diagnosis of heart diseases is an
important requirement for clinical practitioners worldwide.

Coronary Computed Tomography Angiography (CCTA), a non-invasive imaging tech-
nique, is becoming increasingly popular for cardiac examination, mainly due to its superior
spatial resolution compared to magnetic resonance imaging (MRI). This imaging modality
is currently widely used for the diagnosis of Coronary Artery Disease (CAD). In clinical
practice, it is not uncommon for a patient to undergo examination with multiple modalities
when the rst test has produced ambiguous results. For this reason, fusing information
from multiple modalities has been considered as a powerful tool for the detection and as-
sessment of coronary diseases [2][3]. Multimodality image fusion allows the incorporation
of anatomical and physiological information obtained from two or more imaging modal-
ities and permits a more comprehensive portrayal of disease severity [4][5][6][7]. Yet,
multimodality image fusion frameworks that can be used in clinical environments are not
widely available. This is likely due to the lack of well-validated, robust and fast software
tools for the automated quanti cation of anatomical acquisitions such as CCTA.

In contrast to a CCTA scan which allows clinicians to explore the structural anatomy
of the heart, myocardial perfusion imaging (MPI) tests are used to measure physiological
aspects of patient cardiac health. Two types of Myocardial Perfusion Imaging (MPI) tests,

Single Photon Emission Computed Tomography (SPECT) and Positron Emission Tomog-



raphy (PET), are typically used to examine the causes of chest discomfort in patients. These
MPI tests can help determine whether the discomfort comes from lack of blood ow to the
heart muscle caused by narrowed or blocked heart arteries. Cardiac Positron Emission To-
mography (PET) derived quanti cation of absolute myocardial blood ow (MBF) and ow
reserve (MFR) [8][9] is a powerful diagnostic tool to identify ow-impaired areas in the
myocardium likely responsible for myocardial ischemia symptoms. However, PET-derived
MBF quanti cation is usually measured globally and in standard anatomical vascular ter-
ritories potentially averaging ow from normally perfused tissue with those from areas
with abnormal ow supply. The lack of patient-speci ¢ anatomical details prevents this
traditional approach from clearly identifying the lesion and/or the vessel responsible for
the perfusion defect. Moreover, averaging over large regions potentially reduces the con-
trast between normally and abnormally perfused tissues in the nuclear study, particularly
in cases of intermediate disease that are the most challenging to diagnose.

Currently, CCTA/MPI fusion frameworks exist as research applications [7][10]. These
fusion techniques exist in systems that do not rely on the explicit CCTA segmentation but
rather on the direct visualization of the two datasets with volume rendering techniques [11].
In [7], our collaborators at Emory University Hospital, previously proposed a novel tech-
nique based on a multimodality image fusion approach of dynamic PET (dPET) and CCTA
for the estimation of vessel speci c rest/stress (r/'s) MBF along the three-dimensional (3D)
trajectory of coronary vessels. The rationale behind the methodology was the creation of an
image-based tool to noninvasively estimate the r/s absolute MBF and derived indexes, such
as MFR and relative ow reserve (RFR) [12], at precise locations underneath the perfusing
vessel of interest and then use it to guide treatment similarly to the invasive assessment of
fractional ow reserve (FFR) [13][14] during LV catheterization.

There are two primary components of this proposed CCTA/MPI image fusion approach:
1. extraction of nuclear information from MPI images
2. the model of the biventricular myocardium including left (LV) and right (RV) ventri-
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cles from the CCTA images

Once these two components are successfully extracted, the 3D representation of the heart
anatomy can be displayed in combination with coronary trees and with quantitative assess-
ments such as ischemic areas [15], PET-derived absolute blood ow quanti cation [10]
and myocardium at risk [7]. Figure 1.1 shows an example of resulting application of the
PET/CCTA image fusion process. Figure 1.1a shows a PET image fused with CCTA de-
rived anatomy. The color coded areas show the blood ow information from the PET im-
ages along with the anatomy and coronary trees derived from CCTA images. Figure 1.1b
shows the CCTA derived anatomy overlaid with the quanti ed myocardial blood ow
(MBF) information and Figure 1.1c shows an example of vessel speci ¢ sampling made

possible after fusing PET/CCTA images.

(a) PET/CT fused (b) Anatomy with MBF (c) Vessel-speci ¢ sampling

Figure 1.1: Example of PET/CCTA fusion approach

Extraction of the required nuclear information was readily available from our collab-
orators' widely disseminated nuclear cardiology software (Emory approach [16]). The
remaining unful lled need was the ability to ef ciently extract CCTA-derived anatomical
information without time-consuming manual processing. To that end, the purpose of this
research is to develop fast, robust, and accurate algorithms for automatic segmentation of
the required bi-ventricular myocardium from CCTA images in order to complete the devel-
opment of the proposed clinical CCTA/MPI fusion software.

Typically in clinical practice only the LV is used for clinical assessment. However,

the LV anatomical shape resembles a symmetrical ellipsoid which leads to dif culties in
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the PET/CT image registration process. In [17], our collaborators at Emory University
developed a technique that utilizes bi-ventricular myocardium segmented in the CCTA im-
ages for robust PET/CCTA image registration. This technique requires us to segment both
LV/RV chambers as well as the bi-ventricular epicardium. This makes it a challenging
image segmentation problem for several reasons. Since only the LV is used for clinical
functional assessment, the CT image acquisition process is customized for LV imaging.
The process is timed to allow best contrast agent perfusion through the LV chamber which
can lead to variable contrast in the RV from patient to patient since it is not considered
during the acquisition process. This causes more dif culties in modeling the RV image
intensities compared to the LV. The myocardial wall around the RV can also be very thin
compared to the LV side which causes further dif culties in extracting the correct shape
boundaries. Further, RV can exhibit beam-hardening effeitts RV chamber borders can

be blurry due to blood ow and partial volume effects and the presence of trabeculations
(wall irregularities) in the cavity, which have the same gray level as the surrounding my-
ocardium, can further complicate the RV segmentation process. Finally, the RV shape can
vary a lot from patient to patient compared to the LV shape which makes it more dif cult to
model the RV. Due to these reasons RV segmentation techniques have received much less
attention compared to LV in literature. Figure 1.2 shows a few CT slices of two different
patients exhibiting a large variation in the RV anatomical shape. The rst case shows a thin
crescent shape whereas in the second case the RV shape is much thicker. The LV shape, in
contrast, is fairly similar for both cases. Figure 5.1 shows two CT cases with large variation

in the RV intensity distribution caused by different amounts of contrast agent perfusion in
the RV chamber for the two cases. In the rst case on the left, the contrast agent hasn't
entered the RV chamber and leads to a uniform darker contrast whereas in the second case
on the right a lot of contrast agent has entered the RV chamber making parts of RV very

bright. This issue is caused by different scan acquisition timing between the two cases.

lwhich causes the edges of an object to appear brighter than the center, even if the material is the same
throughout.



(a) RV shape example case |

(b) RV shape example case Il

Figure 1.2: Example of large variation in RV anatomy

(a) RV contrast example case | (b) RV contrast example case |l

Figure 1.3: Example of large variation in RV contrast

The eld of computer vision and image processing deals with the problem of automati-
cally extracting useful information from digital imagery including different medical imag-
ing modalities. There are a plethora of techniques available for various computer vision
tasks. However, clinical application of these techniques, particularly for image segmenta-
tion is still limited. Medical imagery, in general, suffers from poor contrast, low signal to

noise ratio (SNR), weak or missing edges or smearing of edges due to patient movement.



These among other reasons (particularly for RV as outlined above) make it dif cult to apply
standard image processing techniques to medical image processing tasks and obviate the
need to incorporate as much prior information about the objects of interest as possible.

To overcome the shortcomings of the image acquisition process and inherent complex-
ity of the heart anatomy, many different classes of techniques have been proposed over the
years to aid diagnosis and prognosis of cardiac diseases in various imaging modalities and
data acquisition protocols. Model based segmentation methods have become particularly
prominent in literature and many different formulations have been proposed with many
including some form of weak or strong shape prior. Active Shape and Appearance Mod-
els [18] [19] [20] [21] based techniques have been very in uential in the eld of medical
image processing, and have been used for both LV and RV segmentation [22] [23] [24]. A
further enhancement of model based techniques is in using deformable models [25] which
provides additional exibility by allowing the models to freely deform in response to lo-
cal image features while restraining the global shape. [26] used this technique to present
a model-based approach for fully automatic segmentation of the whole heart (four cham-
bers, myocardium and great vessels) in CCTA imagery. Their model consisted of multi-
compartment triangulated mesh of vertices and triangles. The authors used a 3D Global
Hough Transform for whole heart initialization and estimated global pose using similarity
transformations. This model was then allowed to adapt to local individual patient anatomy
using shape-constrained deformable models.

Atlas based segmentation is another class of techniques that have become increasingly
popular in recent years. An atlas describes the different structures present in a given type of
image. It can be generated by manually segmenting an image or by integrating information
from multiple segmented images from different individuals. Given an atlas, an image can
be segmented by mapping its coordinate space to that of the atlas using a registration pro-
cess [27]. Initially applied to brain segmentation, it is now being widely used for cardiac

segmentation as well. Recently [28] presented a fully automatic segmentation framework



to segment the whole heart, aortic root, left atrium, right atrium, LV, and RV including both
the blood-pool and the myocardial tissue in the ventricles from non-contrast-enhanced cal-
cium scoring CT scan. Based on the work of [29], this work used a multi-atlas-based seg-
mentation process to register multiple atlas scans with corresponding manually annotated
labels to an unseen subject's scan. The registration process used a mutual-information [30]
based similarity measure as a cost function to be minimized with respect to a set of image
transformation parameters.

While most methods referenced here require some form of training images or prior
information, [31] presented a training free method for extraction of LV myocardium from
CT images. The authors used the blood pool surface to approximate the heart surface and
automatically detected the LV by examining the distribution of levelsets starting from the
LV apex and further re ning it by utilizing a geometric active contour model [32] [33] on
the blood pool surface. After locating the endocardial surface, the authors used a variational
region growing method [34] to locate the epicardial surface. These two surface estimates
are then re ned using an active contour model with shape constraints and myocardium
extracted from the voxels between these two surfaces. While this method was used to
obtain only LV myocardium, [35] used a similar strategy to segment both the ventricles
and myocardium. The RV is identi ed on heart surface constructed by using the LV as a
seed region for the variational region growing method.

Active contour models have been widely used in medical image segmentation because
of their exibility and robustness. Prior information can be incorporated as well to restrict
the optimization space. [36] used the concept of an average shape model within the frame-
work of geometric active contour models. [37] proposed a model-based segmenter that
incorporated shape information as a prior model to restrict the ow of the geodesic active
contour [38] [33]. Their prior parametric shape model is derived by performing PCA on
a collection of signed distance maps of the training shape. The segmenting curve then

evolves according to two competing forces: 1) the gradient force of the image, and 2) the



force exerted by the estimated shape where the parameters of the shape are calculated based
on the image gradients and the current position of the curve. In contrast to these edge-based
active contour models which utilize image gradient to stop the evolving contours on the ob-
ject boundaries, region-based models [39], which minimizes the Mumford-Shah [40][41]
energy functional have shown to be more robust to noise and initial placement of contours.
These methods are more global in nature and avoid taking image intensity derivatives.

[42] developed a parametric model using pose and shape parameters for segmentation,
where they describe the segmenting curve as a linear combination of eigenvectors that are
obtained by performing PCA on the variations from the mean shape. [43] later applied a
variation of this technique which incorporated region of con dence (ROC) labels indicating
the reliability of edges in certain object regions, to the task of myocardial segmentation in
pigs cardiac MR datasets.

[43] and [42] use the chan-vese image model which models the image as piece-wise
smooth function and the evolution of the segmenting curve depends upon the pixel intensi-
ties within entire regions. That is, region-based models regard an image as the composition
of a nite number of regions and rely on regional statistics for segmentation. The statistics
of entire regions (such as sample mean and variance) are used to direct the movement of
the curve toward the boundaries of the image.

More formally, the Chan-Vese energy is de ned as:

Z Z
Eow= (I )2dx+ (I )%dx (1.1)
RUY RY

whereR" andRY are the regions inside and outside the segmenting curve. It has been
shown that the optimal choice for the constan@nd are the region means. This model
can be used either on single contour with two regions, inside and outside, or multiple
regions. It can also be easily extended from 2D to 3D. In case of 3D model, the image
statistics are calculated on entire volumes rather than regions.

We have customized these frameworks for the task of 3D CCTA imagery by introducing



several high level constraints and making use of shape priors for three anatomical regions,
LV, RV, and Epi simultaneously. We have developed a Chan-Vese like model for the interior
region of the Epicardium i.e. RV, LV and Myocardium. Our basic energy functional has
integral terms over LV, RV, Myo and background (BG). We de ne Myo domain to be ev-
erything inside epicardium but outside RV and LV and background to be everything outside
epicardium. This basic de nition of the energy functional directly leads to a coupling be-
tween the different regions. To further customize the model for myocardial segmentation,
we have derived a mathematical formulation for enforcing a strict ordering of the image
statistics of different regions in the appearance model which makes the segmentation even
more robust to initial contour placement.

Additionally, the region surrounding the epicardium in cardiac imagery is very complex
with different types of tissues exhibiting different intensity ranges. Consequently, we have
developed a dynamic adaptive background model. We model the background as a binary
cluster, one cluster exhibiting very low and the other very high image intensities.

Instead of using the model separately for each regidnich doesn't allow the shapes
to be constrained to not overlap with each other, we use all three priors simultaneously with
high level constraints. Our model includes a coupling energy functional with an overlap
penalty between distinct regions which effectively couples the three priors. The shape
models we have developed are de ned directly in 3D space instead of operating in a slice-
by-slice manner.

In this basic energy functional which can also be referred to as our image appearance
model, the three shapes, LV, RV, and Epi are controlled via a set of 3D pose and shape
parameters. We have a set of uniform 3D pose parameters with three translation, three
rotation and one uniform scale parameters. The shape parameters refer to a set of weights
associated with the principal components of obtained via running PCA on a set of manually

segmented training shapes. Our overall goal is to estimate a set of pose of shape parameters

2Since our models are de ned directly in 3D the term “region” means a volume.



for each of the three shapes that optimizes the proposed energy functional. We achieve this
using an iterative gradient descent scheme. The segmenting surfaces for each shape are
evolved implicitly by iteratively re ning the pose and shape parameters using the gradients

of the energy functional with respect to the parameters. In chapter 2, we provide the de-
tailed mathematical formulation of our PCA based shape training process, the customized
energy functional, and the iterative gradient descent scheme.

Note that our binary clustering strategy for background region together with strict or-
dering of the image statistics within the four regions imposes more prior information on
the known aspects of the image appearance than other methods. These same adaptations
together with the overlap constraints between regions however rendered the problem non-
convex and made the optimization much more challenging compared to other models. We
have successfully addressed this complication by using a relaxation of the overlap con-
straint which permits small amounts of overlap during the optimization process but not in
the nal result.

As noted earlier, our overall aim is to minimize the energy functional with respect to
a set of pose and shape parameters simultaneously. This type of scheme is commonly ap-
plied in computer vision based localization and pose estimation of known objects within
camera images where we optimize some sort of tting cost with respect to a small num-
ber of parameters including both pose parameters as well as additional parameters which
describe a limited set of variations of the object shape learned through training. How-
ever, due to the complexity of real-world imagery, in our case, complex cardiac CT im-
agery, and complex non-convex energy functional, a direct application of gradient descent
produces sub-optimal results. Several practical implementations of gradient based search
algorithms [44], in an effort to further boost the speed and quality of convergence, will
employ a reweighted version of the actual calculated gradient components. However, the
guestion of how to “weigh” the gradient components arises and can often make the differ-

ence between a successful and unsuccessful search result. There is no structured way to
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achieve this. In some cases the magnitude of the reweighted gradient is chosenlo be
depending on the sign of the gradient components.

In order to devise a structured way we look at the sensitivity of the shape to perturbation
in each parameter and then choose the reweighing scheme based on that. In chapter 3, we
devise a novel automated, shape-adaptive way to choose the parameter weighting dynami-
cally during the tting process which is applicable to general computer vision based 2D/3D
shape based object localization and pose estimation problems. This technique together with
momentum based gradient descent has resulted in a robust and reliable optimization pro-
cess on our models.

Despite all the above innovations in terms of both the energy functional as well as the
numerical optimization process, we noticed sub-par results in many testing datasets. One
of the main issues identi ed was the presence of shearing and torsion in the heart anatomy.
Another cause of sub-par results was the extreme change in the shape of the RV near its
anatomical base. This severe shape change was causing a lot of the PCA budget to capture
noise and unnecessary shape variations. This, in turn, was causing bad segmentation results
near the apex of the heart and septum (thin boundary between LV/RV). In order to account
for shear, torsion, and the abrupt shape changes in the RV shape at the anatomical base,
we decided to develop a 2.5D pose model instead of using a full 3D pose model. In this
strategy, we select a center point in the apex slice of the three shapes and a common base
slice for all three shapes. Then we use two sets of 2D pose parameters, one for the apex
and one for base slice for each shape separately i.e. two sets of poses for each of the three
shapes. We keep the translation of the apex pose xed to the chosen apex center point but
allow the base pose to freely move in order to estimate a 2D translation. We allow the
two sets of poses to have independent in-plane rotations, and take a convex combination of
these two 2D poses for the remaining slices between the apex and base slices. This strategy
allows us to explicitly account for torsion and shearing in the cardiac anatomy and prevents

the PCA models to capture unnecessary shape variation near the cardiac base.
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In chapter 4, we describe the process for training the PCA models using this new
blended 2.5D pose. We also develop the mathematical formulation necessary to derive
the new gradient expressions for optimizing the cost functional with respect to this new
pose formulation. We show improved results near the clinically important cardiac apex and
septum regions using this new blended pose strategy.

Recall that in our image appearance model we have several integral terms over different
shapes. We can weight the terms differently with respect to each other leading to the
possibility of controlling the expansion/contraction of certain regions. In case of the right
ventricle, there is usually a very large shape and contrast variation among different datasets.
In some cases there is very little contrast between the right ventricle and myocardium. In
such cases, we had to manually tune the weighting of RV in order to expand it to the
correct shape. While this strategy works, it is not ideal for a clinical setting where we wish
to obtain results automatically with as little user input as possible. We observed that the
RV volume exhibits a contrast variation from relatively bright to dark (or vice-versa) from
the anatomic base to apex. In order to leverage this, we changed the image appearance
model of RV from the constant Chan-Vese model to a linear version. In chapter 5, we show
the mathematical formulation of this new linear model of RV along with the derivative
expressions. We experimentally show that this model is appropriate for the RV as it helps
us to obtain good results without any parameter tuning or signi cant affect to other regions.

In chapter 3, chapter 4, and chapter 5 we present the segmentation results obtained on
a set of CCTA datasets acquired recently. We use several clinically relevant segmentation
metrics to analyze the results. Finally, in chapter 6 we present conclusions of this research
and lay out some future research directions particularly related to the integration of our

techniques with the rapidly advancing deep learning based methods.
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CHAPTER 2
SHAPE PRIORS AND IMAGE APPEARANCE MODELING

In collaboration with Nuclear Cardiology R&D Laboratory at Emory University School of
Medicine, we apply our algorithm for myocardial segmentation in a 63 patient 3D CCTA
study. We use part of the studies for the training phase of our algorithm in which we
extract mean shapes and principal modes of shape variation of each of the 3 anatomical
structures, namely LV, RV and Epi. The training phase is based on manual segmentation of
the anatomical structures performed by experts at Emory University Hospital. The result of
the manual segmentation process is a binary mask for each region which we then convert to
a signed distance function (SDF) [45] where the zero level set of the SDF represents shape
boundary.

Since shape is de ned to be invariant to Euclidean similarity transformations [46], we
rst perform alignment on the set of training shapes before proceeding further. With the
aligned training SDF's, we perform PCA to extract mean shape representations and prin-
cipal modes. In the actual segmentation phase, we optimize a set of free parameters, pose
and shape, for each region. The shape parameters correspond to a set of weights in a lin-
ear combination of mean shape and its principal modes. This linear combination is then
allowed to deform by a set of pose parameters including translation, rotation and scale and
this process is called Parameter Optimization. The parameter optimization process is based
on the gradients of a region based energy functional designed speci cally to achieve the

task of myocardial segmentation.

2.1 Shape Alignment

The various binary images in the training set vary in size and orientation. We employ an

alignment technique as a preprocessing step to allow us to capture shape variations in our
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database without interference from pose variations. There are many works dealing with
image alignment problem [46] [47] [48]. For our purposes, we approach the task of image
alignment in a variational framework.

Jointly aligningn shapes is an under-determined problem and hence we randomly
choose one of the training shapes as a reference and align the remaining shapes to this
xed reference shape. The purpose of alignment process is to maximize the overlap be-
tween each training shape and the xed reference using similarity transformation. So, for
each training shape we estimate a set of pose parameters each comprising of a 3D transla-
tion T =[xy z]", a isotropic scalé, and a 3D rotation. For rotation, we use exponential
or twist coordinates, also known as Euler-Rodrigues parameters [49, p. 33], which repre-
sents rotation as a 3D vector,whose direction is the axis of rotation and magnitude is the
amount of rotation in radians.

An intuitive way to formulate a cost function which maximizes the overlap between
two shapes is as follows:

Z
Eaign (Traininglmage) = | yain ref ] OR (2.1)

In equation Equation 2.1, is the training image domain and,;, and s are the
characteristic functions(1 inside a shape and O outside it) of the training and reference
shapes respectively. Taking the gradient of alignment energy w.r.t. the pose parameters
and running a gradient descent procedure leads to the desired set of nal optimized pose
parameters which reduce the mismatch due to pose variations in the training shapes.

At each iteration of gradient descent process, we use the following pose parameter
update equation:

pinJrl = p|n tr piEaIign (2-2)

wherer ,, Eaign represents the gradient of the alignment energy wtcomponent of

the pose parameters. The expressions for individual derivatives w.r.t. transia}j@téle
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(h) and rotation ¥) are given by the following set of equations:

yd Py

r TEaIign = é(l 2 ref) g_l_ Mdé (2.38.)
z Dy

r hEalign = é(l 2 ref) %h mdg (2-3b)
y4 D

I vEalign = é(:I- 2 ref) %V Kd$ (2.3c)

In equations Equation 2. refers to the transformed zero levelsetthe image being
aligned and¥ is the outward unit normal at each poiiton the surface. The detailed
derivations and nal expressions that can be implemented for equation Equation 2.3 are
provided in equation Equation 2.27 derived in section section 2.5.

Based on the experience of clinical experts we choose a set of ten training images from
a total of thirty datasets. Out of the ten training images we used one image as a reference
image and aligned the rest using the gradient descent formulation of equation Equation 2.2
and gradient expressions of equation Equation 2.3 separately for each region LV, RV and

Epi.

2.2 Shape Priors

After the Image Alignment phase, we use the aligned SDF representation of training shapes
for each region, LV, RV and Epi, for running a PCA algorithm [37] [42] [43]. The bound-
aries of each of the aligned training shapes are embedded as the zero level set of
separate SDFE 1; ,;:::; nhg with negative distances assigned to inside and positive
distances assigned to the outside of the object. We compute the mean level sgt,

P
as the average of the aligned level set representationSyean (X) = % ", ix). To

ISince we are working in 3D images the zero levelset of their 3D SDF represent&tjass, 3D surface
andP refers to the collection of 3D zero crossing points on the surface.
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extract the shape variability, we subtract the mean shape,, from each of the aligned
signed distance functions,, to createn mean-offset functions, ; 2 X n. We

then formn column vectors, ~;, each consisting d samples obtained by vectorizing

each ; with 3D dimensionsoN = N; N, Na. _

Next we de ne the shape variability matrix &= T T X *nl . We then
employ singular value decomposition on the mathix = %STS. If d is an eigen-vector
of W with eigen-value thenSd is an eigen-vector oﬁ—SST with eigen-value [50].
This leads to the decompositiopSS™ = U UT whereU = [ty;th;  ;th]isaN n
matrix whose columns represent thenodes of variations in the shape ands an
n diagonal matrix whose diagonal elements represent the corresponding non-zero eigen-
values or singular values. Tix values of thay, column ofU, t, are arranged back into
3D grid by undoing the earlier vectorization operation to yiglk), theiy, principal mode
of variation which we also refer to asgen-shapeBased on this PCA procedure we can
extract maximumn eigen-shapesi;(x); ux(x);  ;un(X).

Using the mean level set function and selecting n eigen-shapes we introduce a new

level set function expressed as a linear combination of meak aigkn shapes as follows:

X«
(W;X) = mean(X)+ Wili(X) = mean(X)+ W U(X) (2.4)
i=1
wherew = [wq;W,;  ;wg] are the weights associated with theigen-shapebl(x) =
[ug(x); ua(x);  ;uk(x)] with corresponding variances, 2; 2; ; 2g given by eigen

values calculated from PCA procedure. Equation 2.4 gives a nite representation of a level
set function whose zero level set represents the boundary of the evolving shape.

As an illustration of how our shape prior model captures the shape variability from
the aligned training images, Figure 2.1 shows how the mean RV shape changes by adding
weighted combination of eigen-shapes to the mean. Each small image is a 2D slice through
a 3D volume. The white pixels represent the inside of the mean RV shape while black

pixels represent outside. The red curve which is the zero levelset of the mean, shows the
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Figure 2.1: lllustration of how the shape prior model captures the shape variability in case
of RV. The red curve is the mean RV shape boundary and bright pixels show the interior
for easier visualization. Blue curve showsg,ea, +1 1uU; While magenta curve is mean

1 1u;. 2D slices through the 3D volume are shown here

boundary of the RV shape without any contribution from the eigen-shapes. The blue curve

shows how the shape changes when we adiines the rst principal mode of RV variation

while magenta curve shows the shape withimes the rst principal mode subtracted from

the mean. We can clearly see how this model captures the shape variability. The RV shape

generally varies a lot from patient to patient in terms of both size and orientation. The

magenta curve particularly highlights the large variation in shape captured by the model.
The segmentation also needs to accommodate the variations in shape due to pose dif-

ferences. To be able to handle pose variatipnsve modify our shape prior model in

equation Equation 2.4 as follows:

XK
/( w;R) = Amean (R) + w;0; (R) = Amean R)+ w 0k R) (2.5)

i=1
wherer represents the pose transformed image domain.

We will use the zero level set &f w;®) as the new representation of our shape. By
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Figure 2.2: Overview of the training process and notation used for elements of the shape
prior model

varying the shape weights as well as pose parameters, we can capture a broad class of shape
variations. Figure 2.2 shows an overview of the entire training process used to obtain the
shape priors and summarizes the notation used at each step.

Since our ultimate goal is myocardial segmentation, we combine 3D shape prior models
for LV, RV and Epi which implictly divides the image into four regions as myocardium can
now be de ned as the region bounded by LV, RV, and Epi and the Background (BG) as
the region outside Epi shape. We make use of the three shape prior models simultaneously
instead of individually. This formulation allows us to impose high level constraints to

customize the model for the challenging task of myocardial segmentation.

2.3 Image Appearance Modeling

As described previously, there are two broad classes of segmentation models used in vari-

ational computer vision, edge based and region based. We use region based models where
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the evolution of the segmenting curve depends upon the pixel intensities within entire re-
gions. That is, region-based models regard an image as the composition of a nite number
of regions and rely on regional statistics for segmentation. The statistics of entire regions
(such as sample mean and variance) are used to direct the movement of the curve toward
the boundaries of the image. This is in contrast to edge-based models where the evolution
of the curve depends strictly on nearby pixel intensities (i.e., gradient information). As
a result, region-based models are more global than edge-based models and are also more
robust to noise since gradient operators are inherently sensitive to noise.

In cardiac CCTA imagery, the interior of Epicardium consists of RV, LV and My-
ocardium which is the region of Epicardium excluding RV and LV. Additionally, everything
excluding Epicardium i.e. the background consists of various anatomical structures. We

develop a region based model de ned using an energy functional consisting of two parts:

Ecoupled = Interior Model + Background Model

2.3.1 Interior Model

Thelnterior Model is a Chan-Vese like model that would appear as follows:

Z Z
E coupled = Wiv (I Lv )?dR + Wry (I rv ) 2R
Wz RV (2.6)

+ Wyo (1 Myo ) 0% + Background Model
Myo

Due to the complexity of the background we treat Background Model separately as
described in the next section.

Note that in the above formulation, whenever the three regions plus the background
(BG) are disjoint then these data delity terms function the same way as in the Chan-Vese
formulation. This occurs when there is no overlap between any of the surface pairs. How-
ever, overlap could occur in which case these regions do not remain automatically disjoint.

In such a scenario we have to more precisely de ne the domains of each potentially over-
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lapping region. Accordingly, we de ne the region domains for LV and RV explicitly as
the interior of their respective shape models. The background (BG) is de ned explictly
as the exterior of Epicardium shape model. Myocardium (Myo) region domain, is de ned
using all three shape models implicitly as the region inside Epicardium shape and outside
both LV and RV shapes. Based on these de nitions whenever overlap occurs between the
LV and RV the data delity penalty gets double counted along the overlap through the
rst two terms in equation Equation 2.6. A similar double counting would occur between
LV/BG, RV/BG pairs using the background model described in section subsection 2.3.2
This acts as natural in-built penalty for overlap and thus discourages overlapping shapes.
This de nition of potentially overlapping region domains introduces an extra level of cou-
pling between the regions and making Equation 2.6 different from standard Chan-Vese
energy. In section subsection 2.3.3, we introduce an additional explicit overlap penalty to
ensure the absence of overlap in the nal segmented résult.

In equation Equation 2.6,.v ; rv; wmyo arethe respective region mean intensities and
Wiy ; WRy ; andwyy, are a set of weighting factors for each region. Using these weighting
factors we can bias the evolving shapes to favor the expansion of a particular region. For
example, ifwyy, is more tharwgy and their respective means are same then a voxel being
in Myocardium region would increase the energy more than being in RV region. These
weights could be subtly tuned to the speci ¢ parameters of a given CT system and contrast
protocol.

In the standard Chan-Vese model there is no restriction on the ordering of the region
means. Our model differs in this respect by introducing a strict ordering of the means of

each region as shown in equation Equation 2.7:

Myo RV LV (2.7)

2In contrast to regular Chan-Vese, overlap may occur during evolution but the explicit overlap penalty
introduced in section subsection 2.3.3 ensures it doesn't occur in the nal result.
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This enhancement allows added robustness against initial placement of contours. As
an example, if the LV is initialized in the vicinity of the RV in the actual image, the seg-
mentation may drift towards RV boundaries. Enforcing this ordering prevents this drift and
helps drive the contours towards the correct boundaries even if initialized poorly. While
segmenting a dataset, we check and enforce this ordering at each gradient descent iteration.
For example if the Myo mean exceeds the RV mean then we enforce the mean ordering

constrain by setting bothyy, and ry to be equal to the weighted average of their means.

2.3.2 Backgroundvodel

In cardiac imaging the tissue surrounding the epicardium is very complex. There are differ-
ent types of tissues, muscles, blood pools, calci ed vessels and other organs. Each of these
regions exhibit different intensity ranges. This leads to the presence of both bright and dark
regions. Some regions can be even brighter than the LV. This makes it dif cult to model the
whole background as a single region with a mean intensity. The shape prior model tries to
capture these variations and effectively bleeds the myocardium into the background region.

To overcome these dif culties, we model the background as a combination of two clus-
ters, one darker than myocardium, and other brighter than LV. This leads to the following
modi cation of energy functional:

Z

Ecoupled = Interior Model + wgg mn (I Go)*; (1 i) & (2.8)
BG

The above formulation is a standard two level c-means clustering. By iterating over the
background pixels, the background region is divided into two clusters vwfqeaiadc,; are

the cluster centers of the low and high intensity regions respectively.
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The overall energy functional now becomes:

Z V4 Z

E coupled = Wiy { Lv )2dR + Wry { rRv )R + Wiyo { Myo ) “CR
LVZ RV Myo

+wge  min (I Go)’5(1  @)® R
oe (2.9)

Accordingly we modify the mean intensity ordering given in equation Equation 2.7:

Co Myo RV LV Chi (2.10)

We start the c-means clustering algorithm by settpgqual to vy, andc, equal to
Lv and then run the clustering iteration. In cases where the constraints in Equation 2.10
are violated at the end of clustering we again enforce the constrain by sg§tiogc,;
equal to Myo or LV before running gradient descent iteration. This ensures segmentation
better than one achieved using a single mean for background region without mean ordering

constraints.

2.3.3 OverlapPenalty

As described in subsection 2.3.1, the basic energy term has an in-built overlap penalty
which discourages overlap between regions. On top of that we introduce a separate overlap
penalty term to further bias the different regions to not overlap. The overlap penalty is
purely regularization term which induces a repulsive force whenever regions overlap. This
extra overlap penalty term further couples the separate shape priors into a single higher

level shape model.
Z Z Z

Eoverlap: LR R+ R + R ar (2.11)
LV \ RV LV \ BG RV \ BG

This overlap penalty energy term penalizes the amount of intersection between LV and RV,

LV and BG, and RV and BG with tunable penalty factors. This formulation is made possible
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by our framework to use three shape priors simultaneously rather than individually.

2.4 Parameter Optimization

Based on the energy formulations described in the image modeling section, the task now is
to nd an optimal set of pose and shape parameters which minimize the energy functionals
designed to segment the four regions. This goal is achieved using parameter optimization
procedure which involves running a gradient descent algorithm and updating the pose(

and shape() parameters for each region at every iteration which can be formulated as:

(n+1)

P = p' trpEoa (2.12)

Wi(n+1) - W

!t r wEonl (2.13)
where we take the gradients of the total energy which includes the coupled energy with
binary backgroundEcoupieq) and overlap penalty energ¥ §veriap), W.I.t. each pose and
shape parameter. We choose a time step such that segmenting curves don't move by more
than one pixel at every step.

Since our entire formulation is in 3D and the energy integrals are volume integrals,
the gradient expressions involve surface integrals for each shape respectively. At every
iteration we recalculate the updated PCA model with the latest pose and shape parameters
and extract the zero crossings of the shapes levelset surfaces. We then calculate the required
energy gradients as described in the next sections and update the pose and shape parameters

using equation Equation 2.12 and equation Equation 2.13 respectively.

2.5 Energy Gradients

In this section we derive the expressions for the gradients required for the gradient descent
procedure with respect to both pose and shape parameters. In our approach we segment

the cardiac images implictly by varying the pose and shape parameters and represent the
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evolving shape boundary &which is the zero levelset surface of shape mddejiven
by Equation 2.5. Le® andP represent a point on the zero levelset surface of the pose
transformed and un-transformed shape models given by Equation 2.5 and Equation 2.4

respectivelyP andP are related to each other by the relation:
P (w;p) = hR(V)(P (W) O)+(T+O)

whereO is the center of rotatiorR(v) is the rotation matrix and is the translation vec-
tor. Similar to the discussion in image alignment section section 2.1, the expressions for
individual derivatives of total enerdgy w.r.t. translationT), scale f) and rotation ) are

given by the following equations:

| ! |

z © T z - T Z - T

@ @ @

reE= f == Nd&rs= f = Nd§r,e= f = Nd$
T e @r """ s @h s @V

(2.14)

In the next subsections we derive the expressions for the scalar forcd tenh the

N
gradient expressions% K where could beT, h, v orw.

2.5.1 RotationGradient

Space rotations have three degrees of freedom, and admit several ways to represent and
operate with them [51]. Each representation has advantages and disadvantages. In our
work we chose to use exponential or twist coordinates, also known as Euler-Rodrigues
parameters [49, 51, p. 33], a compact representation requiring only three real numbers. The
Euler-Rodrigues formula [51, p. 28] states that the rotation matrix represente@ by®

is given by:

\Y \'
@ + (1 COSs Q(Vk)) e

R(v) = cos (kvk) | + sin (kvk) - ﬁ (2.15)
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whereyv is the axis of rotation and its magnitude is the amount of rotation in radians and

0 1

0 as ay
[a] := %ag 0 alé 2 Skewg (2.16)

ay ap 0

is the cross-product (skew-symmetric) matrix such fapto= a b, foralla;b2 R3.
In [52], the authors provide a number of derivations related to this particular representa-
tion of space rotations. In particular, we make use of the following result to derive the

expressions for gradient w.r.t. to rotation:

@RV)u _ wh+ RT | [v]_ wi+(l R)[v ]
av R[u ] i = [Ru ] i (2.17)
whereu 2 R3 is a vector independent of

@ @ T

v N = @V(hR(P 0)+(T+0) K (2.18a)
_ L@ !
= h@VR(P o) N (2.18b)

T
- h[R(P O ]VVTJ'(IikaR)[V I x (2.18¢)
h i T
- p T o W e (2.18d)
!
_ wl+[v ] RT |
= e | P g l\'l\} (2.18e)
2
_wi2+(v) (R™2) v 2 _ w'2+(RTRv) (RT2) v 2
- kvk? - kvk? (2.18)
_W'2+RT((Rv) 2) v 2 _ WwW'2+RT(v 2) v 2
- kvi? - kviZ (2.180)
w2+ (RT 1) (v 2 wT +(RT 1)V ] P& N 2 18h
- kvk? - kvk? ( ) (2.18h)
_wT+(RT D[v ] B .
= i fi{zc_ﬁg =M, O N (2.18i)
| M7 )

Here we make use of Equation 2.17, common identities from vector calculus and simple

re-arrangement of terms.
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2.5.2 TranslationGradient

@ . @ T

o K = @T(hR(P 0)+(T+0) N (2.19a)
. @T T,
= oT N =N (2.19b)

Going from equation Equation 2.19a to Equation 2.19b, the only term dependent on the

translation isT itself.

2.5.3 ScaleGradient

| 0 0 11,
C T
%h @@h%)hR(P 0)+(T {r }XX N (2.20a)
-1p 6'K-= _o 4 (2.20b)
h|_{§_}

Here we use the fact that rotation matixs orthogonal suchth&®® R = RR" = | .

2.5.4 Eigen-Shap&VeightsGradient

If P(w) is an evolving point on the evolving zero levelsetofw;®) = " rean(®) + W

Ok(®) (Where” mean (®) = mean (x) and0,(®) = Uy (x)), then we may compute the total

derivative inw

@@W 0= /( W,|§(W)) = Amean Iﬁ(W) tw Ok IS(W)
S Cha}'r rule { dlrec}lpartla{ | .
_@wP) @, @

I @ }@W @sz P) = ow ﬁ(ﬁ)kr{gwlﬁ)lf pk(ﬁ(w)

r @
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which consists of the direct partial derivative with respecivttogether with a chain rule
term which links the spatial movement of the zero level set with the partial derivatives
in space. This kind of total derivative structure is generally referred to as the Material
Derivative when the derivative is taken in time. Finally from this equation we obtain:
!
@
@w

T

X (P) = O(P)  _ Uc(P)

ke T w;P)k  kr T w;P)k (2:21)

At the end of Equation 2.21, we use the last equality for computational ef ciency such that

we do not have to transform all the principal components.

2.5.5 OutwardNormalForce

A typical active contour in 2D is a curv@ which divides an image in two regions inside
(Rin) and outsideRoyt). In 3D it is a surface$) which divides a volume into inside and
outside. In our case we have multiple shapes dividing the image domain into multiple

regions(volumes). Nevertheless, our energy function is still of the following form:

y y
E=  fadx+ f out X (2.22)

Rin Rout

As shown in [53], the derivative of such an energy functional w.r.t. a paramaesegiven

by the following expression:

Z
@E_" @s
@ - S (f in fout) @ N dS (2-23)

In Equation 2.23, could be any parameter such as translatiby cale f), rotation
(v) or shape weightvf). We have derived the partial derivatives of the surf%één the
previous sections.

Following the discussion above, the expression for the force temmgradient Equa-

tion 2.3 for alignment energy de ned in Equation 2.1 isgivefias fi, fout =1 2 (ef .
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Similarly, for the region based segmentation energy functiddal,yieqd, de ned in equa-
tion Equation 2.9, we will get three expressions by taking the derivative of the energy w.r.t.

to each of the three shapes namely, Epi, LV, and RV as shown below:

flf\(;upbd = YVLV (I {Z Lv )f Y\’Myo(I My({%z epi(l RV; (2.248.)

fin fout

faye = YVRV (! z_R ); YVMyo(I My({}z epi (1 LV? (2.24b)

fin fout

fggiupled:]’VMyoU Myo)z({lz v)(1 Rv; YVBGU C(')E epi(1 RV?

fin fout

(2.24c)

where o5, rv, and vy are characteristic functions of Epi, RV and LV shapes respec-
tively. Keeping with our modi ed background model described in subsection 2.3.2, in

equation Equation 2.24c, we de ne the background parancéteias:

8
5 Co; | Clo +20hi

o) = (2.25)
.S Chi ; | > Co +20hi

Finally, the outward normal force for the overlap penalty enefgyeap , de ned in Equa-

tion 2.11 are as follows:

ff&erlap = R rvt L1 epi) (2.26a)
fF%erlap = R wt rREA epi) (2.26b)
fé\;/)?rlap = L R RV (2.26¢)

The overall forcd that is used in the gradient expressions in Equation 2.27, is the sum of

the forces corresponding Bxoupied ANAE oyeriap, for €.9.f 1y = f P4 + £ Qveriap,
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2.5.6 Full GradientExpression

In this section we just present the summary of the last sub-sections showing the consol-
idated gradient expressions that are eventually used in the gradient descent algorithm's
update equations presented in section section 2.4. If we denote the full vector of pose and

shape parameters bythen we may write more compactly:

2 3 2 3
\Y; M, Q Kt
I
T
h 1 N]
BN Pl g g . @ B Q
T @ @v @h @T @w @ IQ
Uk (P)
w kr ’(kw;rﬁ)k

If we denote the total energy i.e. the sumEQfpied aNAE overiap @s simplyE then we may

write:
2 3
@E
@E, 2 2
@v. R T
5 f %V My ,ﬁf 4 N d‘S
@ R
@ 5 f %h f QK d&
r E= = AR (2.27)
f @ Kd8
g §o @T :sf d
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Since we are optimizing a set of shape and pose parameters for three shapes, LV, RV,
and Epi, we would have three sets of expressions given by equation Equation 2.27, one for
each shape. For example, for LV's scale derivative expression, we would have a set of zero
crossing point§ representing the LV zero levelset surface with corresponding unit normals
K at each point. The force termwould be given by Equation 2.24 and Equation 2.26.
Scaleh would be the current LV scale a@lwould be calculated at each point for LV. Two

similar instances of scale derivative would in turn apply to Epi and RV.
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2.5.7 MomentumAcceleratedsradientDescent

Standard gradient descent algorithms can generally suffer from slow convergence or can
get stuck in a shallow valleys leading to sub-optimal results. There are several methods
that help ameliorate these drawback [44]. Most common method employed to overcome
slow convergence and oscillations in standard gradient descent is called momentum [54]
based accelerated gradient descent. In this scheme a fraction of previous update vector is
added to the current update vector. This approach allows the descent procedure to pick up
“speed” and helps overcome “shallow valleys” and approach better local minimums. Es-
sentially, momentum increases for parameters whose gradient points in the same directions
and reduces updates for parameters whose gradient changes directions. Our shape based
approach can be combined with this method to further boost the gradient descent procedure

in natural dynamic way and leads to better segmentation results.

2.6 Experimental Process

The overall process of myocardial segmentation involves two phases: training and tting
(or testing). During the training phase we need to build our PCA based shape prior models
using a set of manual segmentations that are part of our training dataset. We rst align the
set of training segmentations, independently for LV, RV and Epi and then run PCA on each
set to create a set of mean shapes and principal components as outlined in the previous
sections. During the tting stage, we initialize the segmentation process with mean shapes
for LV, RV and Epi followed by a gradient descent procedure to nd a set of pose and shape
parameters (weights corresponding to the principal components) that optimize our image
appearance model given a grayscale CCTA image that we wish to segment. The hope is that
we may be able to nd this combined set of pose and shape weights which when applied
to the PCA models for each anatomy lead to acceptable segmentation of the target cardiac

anatomies in the given image.
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While, in essence, we now have all the pieces to validate our shape prior based segmen-
tation models, our initial experiments exposed some de ciencies in the gradient descent
based optimization procedure. In the next chapter we provide detailed discussion of the
problems encountered in the optimization phase, provide a viable solution and then present
a full validation study. In what follows, we provide a high level overview of the entire
cardiac segmentation process.

Figure 2.3a shows a sample CT image along with the shape prior model initialized with
mean shape for each of the three regions. The red, yellow and blue curves are the zero level
sets of Epi, RV and LV respectively. Each small image shows a 2D slice through the 3D
volume where the curves are actually surfaces. The region enclosed by these curves is Myo
and everything outside of the red (Epi) curve is BG.

As illustrated in Figure 2.4, the segmentation process starts with this mean shape model
where the eigen-shape weights are initially all set to zero. The pose parameters are also
initialized to unity (translation and rotation are 0 but scale is 1) i.e. no transformations
are applied yet to the model. The segmentation then proceeds with the momentum based
gradient descent algorithm using the mathematical formulation derived in section 2.3. We
run several iterations until convergence when the energy stops decreasing substantially.
In each iteration, the shape and pose parameters are updated to yield progressively better
segmentation.

Figure 2.3b shows the same test case which was initialized with the shape prior mean
shape model after the gradient descent procedure is nished. During this process an op-
timized set of pose and shape parameters are obtained for each of the three regions. The
difference in the starting and nal shape for RV and Epi is especially stark. The RV region
initially partially overlaps with myocardium and is at the edge of LV region. The gradi-
ent descent process pushes it to its own region leading to a much better nal myocardial
segmentation. We usegy = 0:5 wgy = 0:5 wyy, = 1:5andwge = 1 for all ex-

periments. Tuning these weights can lead to more expansion of some regions compared
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(a) Shape prior model initialized with mean (b) Myocardial segmentation after gradient
shape for each of the three regions. descent is nished.

(c) The model corresponding to the nal segmentation in example test case.
The darkest and brightest regions are the two background clusters. In the
interior of Epicardium (red curve), LV is the brightest region followed by
RV and nally myocardium

Figure 2.3: Example segmentation and nal model result

to others. Having higher weights for Myo compared to LV and RV leads to expansion of
these regions compared to Myo. This is in line with our knowledge that most of the region
inside Epi should be occupied by LV and RV compared to Myo. With these weights we

can overcome the lack of contrast especially between RV and Myo regions.
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Figure 2.4: Flowchart for the segmentation process
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CHAPTER 3
PARAMETER NORMALIZATION

Several applications in machine vision involve tting an object model to one or more im-
ages by searching over a set of parameters which determine the con guration of its shape
within the images. Such parameters include general pose related variables such as trans-
lation, rotation or scaling, but may also include class speci ¢ parameters obtained using
machine learning methods to capture intra-class or inter-class morphological variations of
objects from training databases. For example, [55] approach the task of 2D image segmen-
tation and 3D pose estimation from a 2D scene, in a variational manner by deriving the
gradient ow of an energy functional that is valid for any arbitrary nite set of parameters
(i.e., shape coef cients, wavelet coef cients, and pose transformations). 3D reconstruction
and camera calibration problems [56], [57] involve evolution of pose, orientation, and scale
parameters of a 3D model in addition to distortion coef cients, color calibration parame-
ters, extrinsic and intrinsic parameters of the cameras.

In these and other computer vision applications, the parameter search is formulated as
an optimization problem, and due to the complexity of real world image data, second or-
der optimization techniques are often inapplicable or impractical, making gradient descent
based algorithms as well as their reweighted, accelerated, and stochastic variants, the meth-
ods of choice. Several practical implementations of gradient based search algorithms [44],
in an effort to further boost the speed of convergence, will employ a reweighted version of
the actual calculated gradient components. However, the question of how to “weigh” the
gradient components arises and can often make the difference between a successful and
unsuccessful search result.

For example, in rigid pose estimation, small variations in rotation parameters can often

“swing” points along the estimated shape much more severely compared to similarly small
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Simple Gradient 500 iterations 3000 iterations

Heuristic Boost 200 iterations 320 iterations

Shape Adaptive 150 iterations 230 iterations
Figure 3.1: Rigid evolution of elliptical shape to optimize bright-pixel overlap.

variations in translation parameters. As such, localization is usually more successful if
translation is given priority over rotation: Intuitively, it makes little sense to adjust the

rotational t before the translational t starts to become reasonable. A simple heuristic,

therefore, would be to multiply the translation components of the t-based gradient vector
by a large factor to boost their importance relative to the rotation components. Such simple
intuition is harder to come by, however, for other shape parameters which come out of
automated machine learning based training [42], and yet the relative weighting of these
parameters during the optimization process can still signi cantly affect the performance of

the optimization algorithm.
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3.1 2D localization example

Consider, for example, nding an optimal translation and rotation of an elongated 2D shape,
such as the red elliptical curve in Figure 3.1, to maximize its overlap with brightimage pix-
els. Small perturbations in translation offsets cause all points along the shape to move the
same amount, while an equally small perturbation in the rotation angle can cause distant
points along the shape to swing by large amounts compared to points closer to the rotation
center. When the initial model guess is far away from its optimal target match, as in the rst
image of the gure, rotation evolution should be considered less important than translation,
yet it will likely comprise the dominate component of the gradient vector nonetheless. In-
deed, we see this effect in the second image (top row) of the gure, where standard gradient
descent has primarily rotated the shape after 500 iterations, even after 3000 iterations, the
translation has not fully converged but is rather slightly shifted up and to the right (this
effect is corrected only after about 12,000 iterations).

Comparatively, middle row shows the effect of heuristically “boosting” the weight of
translation gradient component by 1000 relative to rotation. The resulting re-weigthed
gradient evolution leads to optimal overlap over only 320 iterations (well over an order of
magnitude improvement). Note that the overall magnitude of the gradient vector, in both
cases, is the same, meaning that the faster convergenogédse to taking larger update

steps each iteration (the boosting of translation is ogllgtive torotation).

3.2 3D localization example

This problem of relative weighting gets even worse when the parameter space grows bigger.
Consider for example, Figure 3.2, which shows the red curve which is the projection of a
3D circle onto a binary 2D image. The task is to nd optimal translation, rotation and scale
(radius) parameters of the 3D circle such that the overlap between the binary 2D image

ellipse and the 2D projection of the circle into the image is maximized. Here the 3D circle
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Simple Gradient 300 iterations 400 iterations

Shape Adaptive 400 iterations 660 iterations
Figure 3.2: Rigid evolution of 2D projection of 3D circle to optimize bright-pixel overlap.

has two out of plane rotations in addition to three translations and a scale parameter. The
rst gure in the top row shows the starting projection of the 3D circle. The second gure
shows the standard gradient descent (equal weight to all parameters) after 300 iterations.
Similar to previous example, the 3D circle has primarily rotated such that its projection
is becoming elliptical. After 400 iterations, rotation continues to dominate the gradient
vector and the projection becomes almost a straight line (extremely thin ellipse). In this
case, simple gradient descent has completely failed to converge to the right target.

These simple experiments show the importance of weighing gradient parameters and
serve to illustrate that such re-weighing can lead to a good optimization or a complete

failure to converge.

3.3 Machine learning based shape optimization

As a more complicated example, it becomes far less intuitive to choose reasonable heuris-
tic weighting schemes when the parameters don't represent pose variables but rather other

shape-in uencing variables obtained via machine learning. This happens to be the case
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with our cardiac segmentation model. Recall from chapter 2, that our myocardial segmen-

tation appearance model energy functional is given by the following equation:

Z Z Z

Ecoupled = Wpv (I Lv )de‘ + WRrv (I RV)de‘ + WMyo (I Myo)zdk‘
LVZ RV Myo

+wge  min (I Go)% (I i) o
BG

(3.1)

The above energy functional is subject to the following statistics ordering constraint:

Co Myo RV LV Chi (3.2)

whereg, andc, correspond to darkest and brightest clusters in the background region.

In this energy functional, the regions LV, RV, Myo and BG are de ned using three shapes
LV, RV and Epicardium. Each of these three shapes are in uenced not only by a set of
corresponding pose parameters but also by the set of shape parameters that are the weights
of the principal components in the shape prior model.

We need to optimize the energy functional with respect to both pose and shape parame-
ters. The gradient descent procedure in such cases is complicated by the presence of shape
parameters. The optimization of pose parameters atleast admits a heuristic way of boost-
ing the translation relative to rotation and scale to achieve faster convergence. The shape
parameters, unfortunately, don't provide any intuitive way of optimization. Apart from the
combination of pose and shape parameters, the presence of statistics ordering constraints,
binary background clustering model, and overlap penalty in the energy functional made
this a very challenging optimization problem. While running segmentation experiments, in
many cases, we observed the optimization process getting stuck in local minima leading to
undesirable convergence.

To overcome this problem, we propose an adaptive gradient re-weighting scheme that

is entirely determined by local shape sensitivity calculations at each iteration, rather than
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relying on heuristics. In particular, we have developed a systematic, automated way to
choose the parameter weighting dynamically during the tting process based on differential
geometry, taking into account local movements of a shape (and its projection within a

camera image) in response to any particular parameter perturbation.

3.4 Shape adaptive parameter optimization

We can think about the shape as a point set, Bagnd denote the vector of parameters

affecting the evolution of the shape as= 1 2 . In the speci c case of

n
3D myocardial segmentation in a variational level set framework described in chapter 2,
the shape is the zero level set of the mean shape plus linear combinatoprioicipal
components and the set of parametersomprise of three rotation parameters, upto three
scale parameters, three translations laethen-shape weights.

The objective is to obtain a set of optimized parametersthat minimize the cost
function E, given by the sum of Equation 2.9 and Equation 2.11 described in chapter 2.
We use a gradient descent formulation to minimizav.r.t. the set of pose and shape
parameters. At each iteration every parametés updated according to following gradient

descent scheme:

ptl — p tr E (33)
wherer | is the gradient of the cost w.r.t. to a particular parameter. In most applications,
the gradient needs to be re-weighted leading to the following update equation:

L= P ¢t r E (3.4)

where is a reweighing coef cient vector, one factor for each gradient component, that
relatively rescales the gradient components dnés an update time step with being
element-wise product operator. The question is how to weigh each gradient component to

achieve optimal evolution of the parameters? There is no structured way to achieve this.
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In some cases the magnitude of the reweighted gradient is chosen tb depending on
the sign of the gradient components. In order to devise a structure way we look at the
sensitivity of the shape to perturbation in each parameter and then choose the reweighing
scheme based on that.

We can decompose the motion of evolving shape into a normal and tangent compo-
nent. Only the normal components determine how much the shape moves as an object.

Mathematically, the normal shape perturbation is stated as:

%N (3.5)

whereN is the unit outward normal at each pofiton the evolving shape. By analyzing
these local shape perturbations w.r.t. to the shape parameters, we wish to maximize the

change in energ§E or in other words we wish to maximize the raffp= %N :

3.4.1 GradientExpressiongndNotation

Before delving into the development of the shape adaptive parameter normalization tech-
nique, we recap the gradient expressions derived in chapter 2 as the following derivations
are based on that. This will also help us introduce and expand the previous mathematical
notation as necessary. B represents a point on the evolving zero levelset of shape sur-
faces, and if we denote the full vector of pose and shape parametetbéy we may write

more compactly (subsection 2.5.6):
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The nal expression above can be further manipulated as follows:

2 2 3
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wherel’ denotes the point-wise expressions
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Based on the assumption that the shape gradi€nhtof a geometric energy function&

has the fornf K for a scalar outward normal forée we may derive the following
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where use the compact notati()_n)f to denote thd -weigthed integral of the pointwise

entity ~.
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3.4.2 RelativeWeighingof Derivative Expressions

Note that the nal normal evolution spee(gt Kl of each point on the curve is related to

the pose parameter evoluti@p as follows
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with a rate of change of the energy

* +
d_E = @J‘E
dt @t
|
v v ! Z
@ iNds= T %tm ds= f (L);MTAMCL ds
=

p @t ; P
= (L), MTAM fﬁols—(L)f TAII\AET) =(r E)'Ar E

12 {z—} pl
, (L)' 2 3
kr VEk Q N) N)f MJMV

_ Bkr hEK? 2=(Q .
kr 1EK? (N)f
2

kr E k2 S ue)
|—f—} Iz3 T

The entity component parametersidfcan be subscripted & = (D,;Dy;D1;Dy).

3.4.3 MaximumNormalSpeedCost(methodl):

We establish &ostfor this normal evolution as follows

= max D D max [assuming O]

@ 4
t

whereDox denotes the vector of independent element-wise maximum absolute values
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We now choose relative weights 0 to maximizeD subject to the constraint that

Dmax = 1. Note that this has the form of a standard linear programming problem with

non-zero extreme points = (5—=—;0,0;0), = (O;%;O; 0), =(0;0,52—;0),

X ;T

and = (0;0,0; 5 ) Plugglng in these four extremal points leads us to choose the

maximum of foIIowmg four extremal point energy (and corresponding parameter) evolu-

tions.
8
0 L gﬂ—‘{ = pio-;  casev
% Dy Dy § =51t caseh
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5 5t casew

3.4.4 MaximumNormal SpeedCost(method?):

A variation of this approach, is to consider a tighter upper bound on the maximum normal

speed (as a function of) by noting that

@Ki =max D =Smax(T|ﬁ{l§T ) T D
t ) 5 5 {2 _} I _{Zmax } max

closer bound

where naxdenotes the symmetric matrix of independent element-wise maximum values

of "= DDT.
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Note that the off-diagonal elements of,.x are bounded above by the corresponding (al-
ways positive) products of the elementsidf.x. For example, maxvh ~ Dmax:vD max:h-
These off-diagonal inequalites maﬁeﬁ a tighter upper-bound fomax D
as compared tdox . The goal is how to choose in order to maximize the ratio
r( )= dd—'f:pﬁ,which bounds the ratiéE= % N . from below.

A naive approach comes from noting that the derivative of this ratio, with respect to the

weights ,
D T max D D max
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vanishes whenever,,x Is a scaled version of (parallel t&), and choosing the scale
factor to obtain a unit cost for our perturbation bound .« gives us the closed form

solution.

1

D
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DT 1D D
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However, max may be singular or ill-conditioned (especially considering that it is obtained

by the element-wise maximum of rank-one matriCes DD T).
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Instead, we may formulate a gradient ascent iteration, starting from initial guess for
based on method 1. We start by taking the numerator of our earlier expressionrfoo
deneastep (notethat is simply ascaled version of r) in the gradient direction

with a multiplicative coef cient 0

= T max ror()=( max )D (D) max

Setting the derivative with respect tao zero

(+ ) mx(+ ) DY (+ )D (+ ) ma

0 = -
(4 ) ()
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and solving for yields
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The overall update scheme is summarized as follows
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3.5 Accelerated gradient descent (momentum)

Most common method employed to overcome slow convergence and oscillations in stan-
dard gradient descent is called momentum [54] based accelerated gradient descent. In this
scheme a fraction of previous update vector is added to the current update vector. This
approach allows the descent procedure to pick up “speed” and helps overcome “shallow
valleys” and approach better local minimums. Essentially, momentum increases for pa-
rameters whose gradient points in the same directions and reduces updates for parameters
whose gradient changes directions. Our shape based approach can be combined with this

method to further boost the gradient descent procedure in natural dynamic way.

3.6 Data Collection

In order to test the implementations of our algorithms, a dataset of cardiac CCTA images
was put together by our collaborators at Emory University. Note that, this was a continu-
ous process while we were developing the algorithms in previous chapter followed by the
Parameter Normalization methods described in this chapter. At this stage we were ready
to test our implementations and in order to validate our methods we compiled all the data
we had up to this point. The dataset generation was done by our collaborators at Emory
University and we summarize the process and the resulting imaging dataset compiled by

our collaborators in this section.

3.6.1 StudyPopulationandimagingData

Sixty-three consecutive imaging datasets were selected from a database of clinical CCTAs
available with our collaborators in Nuclear Cardiology Laboratory at Emory University.
The database was created with images acquired at different clinical and research centers
as a result of previous collaborations [7] involving the Nuclear Cardiology Laboratory.

The data was acquired between 2005 and 2016 with devices from different manufacturers

47



(Siemens Somaton De nition, Siemens Sensation Cardiac 64, GE LightSpeed VCT and
Philips Brilliance 64). The image acquisition was originally performed after review and
approval by Emory University Institutional Review Board (USA), the Institutional Review
Board of the University Hospital Val D'Hebron (Spain) and the Institutional Review Board
of the Rambam Medical Hospital (Israel). Written informed consent was obtained from
each patient in accordance with clinical guidelines on human research. The current work
(this thesis) retrospectively analyzes the previously collected images under a novel review
and approval of the Emory University Institutional Review Board. ECG-gated contrast-
enhanced CT images were acquired following standard clinical guidelines after the injec-
tion of 60 mL of nonionic contrast agent at a rate of 4 mL/sec and saved in DICOM format.

The best diastolic phase was selected for successive processing.

3.6.2 \olumetricDatasePreparatiomndManualSegmentation

To facilitate manual segmentation of cardiac CCTA images, datasets were re-oriented along
the cardiac short-axis (SA) and resampled to create an isotropic volumetric dataset. A
manual procedure common to nuclear cardiac studies processing was used to re-orient the
CCTA transaxial images. Once re-oriented, the images were resampled with an isotropic
image spacing equal to the original in-plane image resolution creating a volume of 512
x 512 x 512 voxels. An in-house (Nuclear Cardiology Laboratory at Emory University)
developed software was used for the manual segmentation performed by members of the
team expert in cardiac anatomy. Three borders were identi ed on the volumes: the left (LV)
and right ventricle (RV) endocardia and the biventricular epicardium (EPI). Binary images
were constructed from the pro les and three-dimensional (3D) surface models extracted

with the Marching Cube algorithm [58].
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3.6.3 ShapePrior Training

With the dataset of 63 short-axis oriented 512x512x512 voxels (indicated herein as High
Res) CCTA images, each accompanied with a binary manual segmentation mask of Epi-
cardium, Left and Right Ventricles, we trained our shape prior models. To accelerate the
training/testing process as well as reduce image processing times and computer memory
requirements a scaled-down version of each image was created with a spacing 4 times the
original one and a dimension of 128x128x128 voxels, indicated as Low Res. We used 10
datasets out of the 63 to derive the shape prior models using PCA process and used these
shape prior models together with the implementation of the energy functional optimization
process described in earlier in chapter 2. At this stage we enhanced our gradient descent
optimization process with the Parameter Normalization schemes described in this chapter.

This allows us to validate our algorithms on the collected dataset.

3.7 Experiments

3.7.1 Effectof ParameteNormalization

Figure 3.1 third row shows the effect of dynamically weighing the components of pose
gradient using the rst scheme of choosingbased on independent shape perturbations
(method 1). This simple scheme speeds up the convergence and surpasses the heuristic
way of arti cially boosting translation. It naturally favors translation at the beginning as
it produces better decrease in the energy by increasing the object overlap. The dynamic
weighing scheme then allows the rotation parameters to evolve more leading to a natu-
rally accelerated and accurate gradient descent. This optimization scheme also reduces
overshoot and oscillations in the descent procedure.

Figure 3.2 second row shows the effect of applying shape adaptive method 1 of gradient
reweighing scheme to the 3D localization problem. Starting from the same initial guess,

this method achieves a perfect t of the projection of the 3D circle onto the binary shape.
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In this case, equally weighing the gradient components had completely failed to converge.

(&) Uniform scaling (b) Best component (c) Energy evolution

Figure 3.3: Effect of shape adaptive gradient re-weighing in PCA based cardiac segmenta-
tion

With the successful results on the previous synthetic problems, Figure 3.3 shows the ex-
periment on our actual cardiac segmentation problem where the cost gradient comprises
of nine eigen-shape parameters in addition to 3D pose parameters. Figure 3.3a uses the
momentum accelerated gradient descent for myocardial segmentation but does not use any
special gradient re-weighing scheme before applying updates to parameter evolutions. The
gradient components are only restricted such that no point on the evolving shape moves
by more than one pixel. As seen by the close proximity of blue (left ventricle) and yellow
(right ventricle) in the central region of each image slice, this approach fails to produce a
satisfactory segmentation even with momentum accelerated gradient descent. In contrast,
Figure 3.3b, uses dynamic reweighing of gradient components (method 1) in addition to
accelerated gradient descent and clearly achieves much better segmentation. Figure 3.3c
shows how the segmentation energy decreases over a number of iterations and settles at a
much lower minimum with the new scheme(s). The yellow curve shows method 2 used
without any momentum term. It surpasses the performance of using only momentum with-
out any special gradient re-weighing but will perform much better when used in conjunction
with momentum based descent.

The combination of many cardiac segmentation speci ¢ customizations such as cou-

pled Chan-Vese like energy with binary clustered background, region means ordering con-
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straints and overlap penalties had made the optimization process dif cult and prone to be
stuck in local minima. The net effect of addition of the parameter normalization process

was that we were able to automatically optimize our shape prior based models and in a lot
of cases it made the difference between successful optimization versus complete failure.

With all these ingredients in place, we were nally ready to validate our algorithms so far.

3.7.2 ValidationMethodology

All the algorithms were incorporated into a stand-alone application written in C++ with a
graphic user interface in Tcl/Tk that allows the operator to supervise and interact with the
different modules of the procedure. As noted earlier (Equation 2.9), since in our formula-
tion the borders do not evolve independently, weighting factors (indicatedwwithwgy ,

Wgg, andwyye ) could be assigned to the curve evolution to bias, if needed, the expan-
sion/contraction of one region at the expense of another and to address cases of low con-
trast particularly between myocardium and RV. The weighting factors could theoretically
be modi ed case by case, but in an effort to test the robustness and clinical applicability
of the whole procedure, optimal setting values were identi ed in previous investigations
(Wy =0:5,wgy =0:5, wyy, = 1:5andwge = 1) and used for all the analyzed cases as
the default con guration for the algorithms.

In terms of interactions of the user with the code, once the weighting factors were xed,
the segmentation procedure was essentially fully automated. Only two inputs were required
from the operator to model the background in the images (i.e. all the structures outside the
myocardium): a representative intensity level for the bone structures and an average gray
value for all other tissues. A display window enabled the user to pick points, visualize
their intensity values and enter the two selected thresholds to be used in the running code.
These two constant refer ty, andc,; in our energy formulation with binary background
clustering enhancement to the basic Chan-Vese energy functional. In our experiments we

found that manually specifying these constant leads to better results. Two sets of images
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were analyzed to investigate image resolution impact on automated segmentation: the 53
prospectively segmented sets at Low Res (128x128x128) and a cohort of 20 High Res
images (512x512x512).

3.7.3 Comparison®f ManualversusAutomatedSegmentations

A number of comparisons were performed to compare manually segmented images to the

ones automatically obtained.

Dice Similarity Coef cient

As manually created binary images of the LV, RV chambers and the biventricular EPI were
considered the reference standard, the Dice Similarity Coef cient(DSC) was employed
as one of the metrics to assess the algorithms accuracy. The DSC is an index of spatial
overlapping commonly used to validate segmentation algorithms with binary images. It
is computed as twice the number of pixels that belong to the segmented structure in both
automated and manual masks over the sum of the number of pixels de ning the structure in
each of the mask. The DSC ranges between 0 and 1 (0 indicating no overlap and 1 complete
overlap) and was computed for both the Low Res and the High Res cohorts. The manual
binary masks were resampled to the same image resolution before comparisons in the Low

Res group.

LV and RV Volumes and Myocardial Masses

The following physiologically relevant quantities were computed for automated and man-
ual segmentations: LV and RV chambers volume (Vol), and biventricular myocardial mass
(Myo Mass) by subtracting the LV and RV binary images from the EPI multiplied by a
density factor of 1.05 g/mL. Given the importance of the LV myocardium in cardiovascular
diseases and MPI studies, an automated procedure for the removal of the right ventricle

was used to obtain just the LV mass [10] (LV Myo Mass).

52



3D surface models for the LV, RV and EPI were obtained and surface-to-surface dis-
tances computed between each couple of manual-automated anatomical structures. A
surface-to-surface distance between triangulated meshes was de ned as the Euclidean dis-
tance (in mm) of each point on the source surface mesh (automated) to the closest point in
the target surface mesh (manual) along the direction of the local normal to the source sur-
face. The average of surface-to-surface distance map for all points was computed for LV,
RV and EPI surfaces. Figure 3.4 shows maps of the surface-to-surface distance calculation
displayed for one of the analyzed cases.

Volumes, masses and surface-to-surface distances were computed for all the analyzed

datasets, for both image resolutions when available.

Statistical Analysis

Continuous data were expressed as me&D and statistical signi cance was measured
with Student t-test with a level of signi cance of$ 0.05. The DSC was provided as mean

SD. Pearson correlation coef cients (R) and the standard error of the estimate (SEE)
were used to assess the performance of the automated segmentations in extracting LV and
RV Vol, Myo and LV Myo Mass. Percentage of relative errors of the automated measure-
ments were calculated with respect to the manual ones. Surface-to-surface distances were

provided as mean SD over the entire triangulated surfaces.

3.7.4 Results

Image processing time and robustness

The manual segmentation of all three borders required from 2 to 3 hours. The time required
for image re-orientation and creation was consistently below 1-2 minutes. Of the 53 studies,
44 visually converged on all three cardiac anatomic features using the weighting factors
established during training while the remaining 9 required the operator to change the factors

for the algorithm to converge. Thus, the assessment on the algorithms' performance was
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Figure 3.4: 3D maps of the surface-to-surfaces distance between manually segmented bor-
ders (mesh in opaque) and automated ones (color-coded). The absolute distance between
each couple of structures is used to color to models. For anatomical reference the manual

epicardial model is also displayed in opaque light gray with the LV and RV chambers

based on the 44 studies where no interaction was required.

Automated segmentation was performed using a quad core 3.2 GHz Intel core i7 CPU
with a 16 GB RAM computer. For the down sampled cases (Low Res) automated seg-
mentation took an average of 0.45 secs per iteration favorably converging at 100 iterations
(45 secs total). For the full resolution cases (High Res) automated segmentation took an

average of 21.9 secs per iteration for a total of 36.5 min processing time.

Manual vs Automated Segmentations

The DSC was computed for all cases in the two image resolution cohorts. Mean values
were as follows: LV:0:88 0:04, RV: 0:80 0:08, Epi: 0:89 0:04 at Low Res (n=44);
LV 0:91 0:02 RV:0:85 0:03 Epi: 0:89 0:02at High Res (n=20).

In Table 3.1, automated segmentations are compared to manual ones in terms of av-
erage values of LV and RV chamber volumes, and Myo and LV Myo Mass for the entire
cohort of studies processed at Low Res (n=44). Pearson correlation coef cients showed ex-
cellent results for the LV endocardium detection (R = 0.96, SEE = 13.1) and progressively
decreasing levels of accuracy for LV: Myo Mass (R =0.84, SEE =21.7), RV Vol (R =0.73,
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SEE = 27.8) and Myo Mass (R = 0.67, SEE = 29.3).

In Table 3.2, the manual vs automated comparisons are reported for the cohort of
datasets processed at both high and low resolutions (n=20). The trend to improved ac-
curacy is shown in all measurements for both R and SEE when processing at a higher

image resolution.

n=a4 Manual Automated
mean SD | mean SD R (SEE)
LV Vol [mL] 96.9 37.7 | 120.9 43.9| 0.96 (13.1)
RV Vol [mL] 105.4 27.2|134.2 40.3| 0.73(27.8)
Myo Mass [g] | 170.3 48.9| 110.0 39.0| 0.67 (29.3)
LV Myo Mass [g] | 135.0 43.8| 85.5 30.9 | 0.84 (21.7)

Table 3.1: Comparison of manual versus automated segmentations for the Low Res cohort.
SD, standard deviation; SEE, standard error of the estimate; R, Pearson's correlation coef-
cient

Manual Automated
=20 [
n mean  SD High Res Low Res
mean SD | R(SEE) | mean SD | R (SEE)

L[\r/n\li(])l 120.1 40.9| 134.6 48.6| 0.99(7.4)| 139.4 49.7| 0.96 (14.1)
IR)[\r;\Ll]Ol 120.6 24.0| 119.3 23.6| 0.75(16.0)| 149.4 34.5| 0.59 (28.6)
Myo Mass

] 199.8 33.0| 120.0 33.6| 0.68 (25.5)| 107.0 31.8| 0.52 (28.0)
LV Myo 1484 27.7| 88 18.3 |0.71(13.3)|] 82.2 23.1 | 0.63(18.4)
Mass [g]

Table 3.2: Comparison of manual versus automated segmentations for the High Res and
Low Res cohorts. SD, standard deviation; SEE, standard error of the estimate; R, Pearson's
correlation coef cient

Table 3.3 reports the analysis of the 3D surface-to-surface distance between each couple

of automated-manual borders, LV and RV endocardia and the biventricular EPI. Results
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con rm the highest accuracy of the LV chamber identi cation with a mean distance of
2.7 mm and slightly higher values for EPI and RV borders (Epi = 3.5 mm and RV = 4.3
mm). The maximum distance values could greatly increase on a case by case basis (in
fact as much as 4.5 cm), but these values were consistently located at the base of the heart
or even further out with respect to where the manual segmentations stopped. The usage
of images with higher resolution improved the results and decreased the automated versus
manual mean distances for all 3D surfaces. The segmentations of LV and RV chambers
were signi cantly more accurate (p-valge 0.01), while only a trend toward lower errors

could be evidenced for EPI borders.

Surface-to-Surface Distances
Low Resolution (n=44) High Resolution (n=20
mean SD mean SD
LV Endo [mm] 26 1.1 1.7 04
RV Endo [mm] 3.7 16 23 05
Heart Epi [mm] 3.2 14 3.3 05

Table 3.3: Surface-to-surface distances calculated for the Low Res cohort (n=44) and the
subgroup of datasets processed at both image resolutions (n=20)

3.8 Discussion

The developments up to this chapter marked a major landmark in developing automated
cardiac segmentation algorithms. We developed, implemented and validated our basic
methodology of using principal component based shape priors with customized image ap-
pearance model enhanced with shape adaptive gradient parameter weighing scheme. The
clinical validation analysis (largely performed at Emory University) indicated that the over-

all scheme works and gives us reasonable results. However, the results do not rise up to the
level of clinical use acceptance, except perhaps for the LV chamber. We used the clinical

analysis to identify various de ciencies in the segmentation results. First, in the clinical
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validation step we identi ed a common set of region weight parameverg ,(Wry , Weg ,
andwyy,) Which lead to visual convergence of contours. This step was done as it was
determined to be very cumbersome to adjust these parameters for clinicians for every sin-
gle case and this was simply not clinically feasible. With that said, in our experiments we
determined that adjusting the parameters for individual cases could lead to better results in
several cases. Second, we identi ed the anatomical regions which generally show worse
results. We noticed worse results near the base and apex of the anatomies particularly for
RV and Epi. In many cases, the septum which is the thin myocardial wall separating LV and
RV chambers, showed worse segmentation. This was clearly re ected in the worse Myo
mass and LV Myo mass computations shown in Table 3.1 and Table 3.2. Figure 3.5 shows
3D model of the heart anatomy to highlight the anatomical regions in need for improvement

in terms of segmentation accuracy.

Figure 3.5: Display of the 3D anatomy of the heart with markings for anatomical regions
identi ed that need improvements in segmentation accuracy

This analysis led us to develop a set of high level tasks for improving the segmentation
results to clinically acceptable levels and in the following chapters we detail our efforts

towards achieving the following goals:

1. Improve segmentation near the smaller apex regions of the heart

2. Improve segmentation near the base of the heart where large surface-to-surface dis-

tance errors are observed
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3. Improve segmentation in the clinically very important septum region

4. Decrease the dependence of the quality of segmentation on manual parameter tuning
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CHAPTER 4
BLENDED POSE

In chapter 2 we introduced our customized myocardial segmentation model and in chap-
ter 3 we developed a novel technique to reweight the gradient components to improve the
convergence characteristics of the gradient descent process. With this functionality im-
plemented, we saw good segmentation results overall on our testing datasets. However,
we still saw sub-par results in many cases. Overall the results were good but in several
anatomical areas we saw sub-optimal contours. From a clinical perspective, these errors
were deemed unacceptable and we had to nd ways to x these issues.

We worked on identifying the causes of sub-par results in several cases. One of the main
issues identi ed was the presence of shearing and torsion in the heart anatomy. Another
cause of sub-par results was the extreme change in the shape of the RV near its anatomical
base. This severe shape change was causing a lot of the PCA budget to capture noise and
unnecessary shape variations. This, in turn, was causing bad segmentation results near the
apex of the heart and septum (thin boundary between LV/RV).

Figure 4.1 shows example RV shapes from our database with varying amounts of tor-
sion and shearing. Figure 4.1b clearly shows a large amount of torsion. We can see how
the small slices (apex) are twisted in relation to the larger slices at the RV anatomical base.
Figure 4.1a on the other hand shows a relatively smaller amount of torsion. This torsion
effect in heart anatomy comes from the motion of heart muscles required to pump blood.
Without accounting for this torsion in our pose parameters, the shape priors need to capture
this variation. This makes the optimization process more dif cult and in some testing cases
we are not able to capture this shape variation during tting leading to sub-optimal results.
Figure 4.1d clearly shows a larger amount of shearing compared to the RV shape in Fig-

ure 4.1c. In Figure 4.1d, the smaller slices on the top (apex) of RV are leaning forward. The
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(a) Small torsion (b) Large torsion (c) Small shear (d) Large shear

(e) Shape clutter captured near RV base using 3D pose

Figure 4.1: Example of different amounts of torsion and shear in RV anatomy

center of the apex doesn't line up with the center of the base (larger slices at the bottom).
This, we identi ed as another cause of sub-optimal results in our experiments. Finally,
Figure 4.1e shows an example of how the PCA model based on full 3D pose captures a lot
of the cluttered shape variations near the RV base anatomy. The top row of the 2D slices
shows relatively small shape variation away from the base but, in contrast, the bottom two
rows show that there is a large shape variation near the RV base. Due to this issue, a large
portion of the PCA budget is spent in capturing this shape variation while neglecting im-
portant shape variations near the smaller apex region. During the tting process, the model
tends to respond to these large shape variations near and beyond the RV base leading to
worse results near clinically important apex region.

In order to account for shear, torsion, and the abrupt shape changes in the RV shape at
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the anatomical base, we decided to develop a 2D blended pose model instead of using a
full 3D pose model. In this strategy, we select a center point in the apex slice of the three
shapes and a common base slice for all three shapes. Then we use two sets of 2D pose
parameters, one for the apex and one for base slice for each shape separately i.e. two sets
of poses for each of the three shapes. We keep the translation of the apex pose xed to the
chosen apex center point but allow the base pose to freely move in order to estimate a 2D
translation. During tting procedure, we estimate the in-plane rotation and a uniform scale
for the apex pose and in-plane rotation, a uniform scale and 2D translation for the base
pose. We then take a convex combination of these two 2D poses for the remaining slices
between the apex and base slices. This is done using a normalized z coordinate which is
0 at the apex and 1 at the base. This leads to only the apex pose being applied to the apex
slice and only the base pose to the base slice, with all remaining image slices in-between
these two slices receiving a blended version of the two poses depending on the z coordinate
of a particular slice.

Fixing the apex translation and allowing the base to translate freely allows us to account
for shearing in the data. Since the two sets of poses have independent rotation, it allows
us to account for torsion in the shapes. We follow a similar approach during the PCA
training process. We discard the manual segmentation below the selected base slice of all
the training datasets. This allows us to capture only meaningful shape variations, especially
in RV. We developed the mathematical formulation of this technique, including all the
gradient expressions needed for implementing the gradient descent procedure, created the
implementations and then trained and tested new models. In the following sections we will
show a formal derivation of this technique and later show experiments that help to con rm

the improvement in the segmentation results.
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4.1 Blended Shape Priors

As described in chapter 2, the level set functions each depend on nite

I RV ! epi!?

vectors of shape parameters of sikes K., ,K_,, which we concatenated here into a

RV 7" “epi?
single vectom = (wyq;:::; Wk ), as follows
l§(|_v
Lv (W;X) = W (X) + Wkuk(x) (41)
k=1
(4.2)
KLV){'KRV
RV (W;X) = Ry (X) + Wkuk(x) (43)
k=K, +1
(4.4)
K Lv + ls(RV +K epi
epiLVv (W1 X) = epi (X) + WkUk(X) (45)

k=K,, +K_, 6 +1

Lv RV

where represents the mean (pointwise) of the aligned training set of signed distance

functions (note that will generally not be a signed distance function itself) and where

this same set of aligned training signed distance functions.

4.1.1 Domaintransformatior{poseparameters)

independent domain transformatigfp; x) (such as translation, rotation, or scaling) which
maps any given spatial locationto® = g(p;x) and whose inverse mapping in turn maps
each such locatior back to its original locatiox = g *(p;®). We in turn de ne the

domain-transformed level set functidnas follows:

Tpwr)=  wig Y(piR)
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By denoting the Jacobian of the forward mapping%gsand differentiating( w;x) =
T p;w; g(p;x)) in x, we may relate the spatial gradient of  within the original (train-

ing) domain to the spatial gradient. of " within the transformed domain as follows
@% T
r W;X)= —/—(P:X r E P;wW; ?'X 4.6

Differentiating instead with respect to one of the pose parampiers: ; p. in turn yields

the following expression

@) @

—(p;wR)= 71 TWR) —(p;X 4.7
QP wR) + 1 pwir) @gp ) (4.7)
whereas differentiating with respect to one of the shape parameiers: ; wx gives the

simpler expression

@, @
@—W(p,w,k)— @—W(W,X)— Uk (x) (4.8)

Normal speed of zero level set Differentiating the relationship p;w;P(p;w) =0

with respect to any of the shape parameteryields

@ . @ _
aw' "t ew’

If we now substitute » "= Nkr » "k we obtain

@ W = 1 @\ _ U (x)

@w kr » "k@W  kr o7 P)k (4-9)

4.1.2 Blendedposeparameters

We now linearly blend the pose parameters themselves as a function convex weghts
andl w(z) depending oz 2 [z, z,] wherez, andz, represent the-coordinate for the

base and apex slice respectively. As such our spatial magpmg(p; x) now takes the
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form 0 1

2 = g(p(X;Pa;Pn); X) = g%i::;pk(z; I??'k; pb;k);::}:;x§

each pose parameter

where the pose vector (now dependent uporetbeordinate ok) is given by

2 3
P(X; Pa; Po) = gpk(Z; Pak 5 pb;k)% - YV{(Z Pat(l  W(Z))Ps
. 2[0:1]
pose parameters corresponding to the base and apex poses respectively.

Pose parameter derivatives

We can easily compute the new pose parameter derivatives from the old ones by the chain

rule as follows.

@ = @ @p = W(Z) @
@p«  @p @px @p
@ _@& op @

Qp @p @px =1 w) @p

The Jacobian however takes on a slightly different form than before

64



@y, @@
dx @& Q@@

%ng %g(pa Pb) W(z)e]

:%g+ w(z) %%Ta Tb)"'%%ha hb)"‘%?va Vo) €3
:%g+ w(z) Ta Ttﬁ%%ha hb)+%%va Vo) |FZ;}

| {z } row
colum vector

Note that the column vectarin the expression above will have the form

23

N

0

if the translation vector3 ; and T, share a commoz-componentT,, and the scaling
factorsh, andhy also share a commanicomponenh,, and the rotation exponential coor-
dinatesv, andvy, are non-zero only in thez-components. In such a scenario, rotation oc-

curs only around the-axis (i.e. within thexy plane), and the apex and base have matching
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translation and scaling along theaxis. In this case, by Sylvester's determinant theorem

det

dg

dx

= det

= det

= det

= det

= det

= det

= det

= det

27 +w@efad 20 c |
!
%g 1+ w(z)el %g c
%g 1+w(z)elSRTc
2 3; 23
0
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+
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mm*
o O
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h, 0
2 3231
* 0 +
w1
h, 0
2 3231
*~ 0 +
o L
h, 0

Qlo

we see that the Jacobian determinant of the blended pose transform depends upon the

blended pose parameter values but not on their derivatives (nor or the blending factor

derivative) and may therefore be computed directly from the blended pose itself.
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Rescaling of surface area form

Applying the generic relationship

T

dg

NdS=adj -= NdS
dx
= adj %QL w(z)ce! "Nds
0 2 31+
2 0 0 o
= adj §+ w(z)go 0 Cég N dS
" 000
2 3T
@op w(z)c
_ adjg @op _( ) ZDE
0 h,
2 3
@gD w(z)c
= cofg s U(z) ZD% N dA
0 h,
Blending parameter derivative
An obvious choice for the blending factew(z) would be
w(z) = z Zzb; 1 w(z)= Za zZ
faiz 2 faiz 2y
0z 1 1z

wherez represents a normalizedcoordinate which starts at 0 on the base sfigand
reaches 1 on the apex sligg. In this case the blending factor matches the normalized
coordinate itself and therefore changes linearly. However, we could allow a variable rate of
change by making the blending factor depend upon a parame#ée use the parameter as

a subscript to denote these more general blending fastorg/e will assume the following

67



constraints in the design of .

W (z)=0; w(z)=1; w(2) O0; 22 [zs2)

If we de ne the normalized blending factar settingw (z) = w (z), our constraints can

be written more conveniently

w (0)=0; w(1)=1; wl(z) 0; z2]0;1]

in terms of the normalized coordinaze= Zza Zzbb.

@9 _ X @ @p _ X @w @9
@ = @—p @ - @(Z)(pa;k pb;k) A

k K Q@p
- 2@ Xk (Parc P g;
@ -2 Xk (Pasc P é% Q
Quadratic blending scheme ( 1 1) A quadratic blending factor satisfying these

constraints would take the form

w(z= 1+ (1 2 z 1 1
R IR A
linear bump

When = O this reduces to the earlier linear scheme. Note that this choice also exhibits
the following symmetry

1 w(l 2=w (2
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in terms of its parameter. Itis easy to see that it satis es our blending constraints and that

wl(0) =1+

wl(1) =1

wilz)= 2
%(z) =z(1 2

Base power-law blending scheme (1) If we raise the linear base blending coef cient

to a power we get the following.

w(z)=z; 0< < 1

In this case = 1 reduces to the earlier linear scheme.

%(z)= ZInz=w Inz
Li!mo% -0 (for 1)

4.2 Training Process

We implemented the blended pose strategy using the manually segmented training datasets.
In this case, for each of the training datasets, we select an apex and base slice before image
alignment and PCA process. The base slice selected is same for all three shapes of any
particular training dataset. The base slice is selected based on the RV shape which changes
dramatically at the base. We manually select the base slice to be the slice just before
the dramatic change in RV shape occurs for each dataset. The apex slices are selected
separately for each shape as all three shapes have different anatomical apexes. Once base
and apexes are selected for all the training datasets, image alignment process is carried

out using the same overlap energy as de ned in Equation 2.1. However, now we use the
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blended pose formulation to align the training datasets to a common reference shape. We
apply a z-scale to each training dataset such that its apex and base slices match that of the
reference dataset which is followed by estimation of the blended 2D pose which maximises
the overlap between the two datasets. This process is repeated for all training datasets and
then PCA process is run to obtain a set of mean shapes and principal components for each
shape, RV, LV, and Epi.

Before running the PCA process to obtain the new shape priors and continuing with the
tting process, in the image alignment phase, we experimented with various pose blending
schemes outlined in the previous section. We aligned all three shapes using three differ-
ent blending schemes, quadratic and two variation of the power law blending scheme. We
then looked at the nal alignment energies for all three shapes using all the three blend-
ing schemes. Figure 4.2 shows the plots of the nal alignment energies of all the training
datasets for all three shapes. For LV alignment we noticed that quadratic blending scheme
generally produced higher energies but there was not much difference between the two dif-
ferent power law blending schemes. This is due to LV being a largely symmetric somewhat
circular shape. For the case of RV alignment, all three blending schemes produced simi-
lar results. The most noticeable difference in the different blending schemes is exhibited
in Epicardium alignment. Epicardium encloses both the LV and RV shapes and hence ex-
hibits characteristics of both the shapes. Power law 0 (base power law) produces lower nal
alignment energies in many training datasets. We also looked at the aligned nal training
shapes, and base power law blending based scheme captured the torsion better than other
schemes. This led us to choose this pose blending scheme for further experiments.

Figure 4.3 illustrates the salient features of the resulting PCA model obtained using the
blended 2D pose formulation for the RV shape. Top row shows 3D rendering of the model.
The top row middle gure shows the mean RV shape and the gures on left and right show
how the mean shape changes when we subtract and add 0.5 times the rst principal com-

ponent respectively. We can observe that the model captures RV shape variations without
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(a) Left Ventricle alignment (b) Right ventricle alignment

(c) Epicardium alignment

Figure 4.2: Image alignment using different pose blending schemes

the twisting/shearing phenomenon and the model does not capture clutter around the base
of the RV shape as it did with the full 3D pose. The bottom row shows the 2D slices corre-
sponding to subtracting and adding the rst principal component. The model captures two

different types of RV shapes seen in the training set.
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@) 0:5u; (b) : mean shape (c) +0 :5uz

(d) 0:5u; 2D slices (e) +0 :5u; 2D slices

Figure 4.3: RV model trained with blended 2D pose

4.3 Experiments

4.3.1 StudyPopulatiorandimagingData

In chapter 3 we described our imaging dataset of 63 CCTA images along with the pre-
processing steps done to prepare the re-oriented CCTA images manual segmentations. In
addition to this dataset of 63 images, as part of recent data collection research led by our
collaborators at Emory University, we acquired 45 new CCTA images. This new set of
CCTA images underwent the same pre-processing steps and included isotropic short-axis
CCTA images along with manual segmentations. This dataset was improved in quality and
was free from certain inaccuracies and inconsistencies in pre-processing noticed in the rst

imaging dataset.
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4.3.2 ValidationMethodology

During the development of the implementation of the new blended pose formulation we
used the same 10 training datasets as used in the last chapter. We identi ed several cases
from the rst set set of experiments which exhibited worse segmentation results near the
apex, septum and base anatomical regions. We used these testing cases to debug and ascer-
tain the potential improvements in segmentations results. After seeing encouraging results,
we expanded our training database to include 46 images from the original set of 63 images.
We kept the entire new dataset of 45 CCTA images for testing our new implementations
and reporting results.

As described earlier in this chapter, the new blended pose formulation requires the user
to select the anatomical center of the apex slice of each of the three shapes: Epi, LV, and
RV and a common base slice. As before, the algorithms needed the user to select two
constants: a representative intensity level for the bone structures and an average gray value
for all other tissues and allows tuning of the weighing parameteis:, Wgy , Wuyo and
Wge . We usedvy = 0:5andwgg = 1 for all experiments but allowedry andwyy, to
be optimized from case to case.

We trained the models using the highest resolution data (512x512x512) and then down-
sampled the resulting PCA models by a factor of 3 resulting in an in-plane size of 170x170.
We downsampled all the testing images to 170x170x170 resolution for testing and reporting

results.

4.3.3 Comparison®f ManualversusAutomatedSegmentations

Same as in chapter 3, we use dice score (DSC) as the rst measure of segmentation quality.
To measure the surface to surface distances, we use average symmetric surface distance
(ASSD), hausdorff distance (HD) and 95 percentile hausdorff distance (HD95). ASSD
measures average distance between voxels whereas HD measures the maximum distance

between the voxels of a pair of surfaces and can be affected by outliers. HD95 measures
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the 95 percentile maximum distance and is more robust to outliers. We compute the physi-
ologically relevant LV and RV chambers volume (Vol), and biventricular myocardial mass
(Myo Mass) for automated and manual segmentations. Wherever appropriate, we compute
mean SD for computed metrics and use pearson correlation coef cients (R) and the stan-
dard error of the estimate (SEE) to assess the performance of the automated segmentations
in extracting LV and RV Vol, and Myo Mass. We also compute percentage of relative errors

of the automated measurements with respect to the manual ones.

4.3.4 QualitativeResults

(a) Bad septum segmentation with 3D pose (b) Better septum segmentation with blended
pose

(c) Bad septum segmentation with 3D pose (d) Better septum segmentation with blended
pose

Figure 4.4: lllustration of better segmentation results in septum region with blended 2D
pose compared to full 3D pose for two images

Figure 4.4 and Figure 4.5 show results of applying the blended 2D pose model versus
the full 3D pose to several testing cases. The PCA models used for the both the blended
pose and full 3D pose are trained from same set of 10 training images. In both cases
shown in Figure 4.4, the full 3D pose fails to segment the septum region of the myocardium
correctly whereas the blended pose does a much better job. Similarly, in Figure 4.5, blended
pose formulation segments the small apex region much better than the 3D pose. We believe

these better results are due to the torsion being separately accounted for in the pose model
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(a) Bad apex segmentation with 3D pose (b) Better apex segmentation with blended pose

(c) Bad apex segmentation with 3D pose (d) Better apex segmentation with blended pose

Figure 4.5: lllustration of better segmentation results around apex with blended 2D pose
compared to full 3D pose for two images

rather than relying on the shape model to capture it. The addition of these anatomical
constraints, helps to overcome the de ciencies caused by lack of contrast in many cases.
Whenever the image contrast is poor expecially for the RV/Myocardium region, the full 3D
pose fails to capture correct boundaries. In the case of blended pose formulation whenever
there is a lack of image contrast the anatomical constraints can kick in and help drive
the segmentation to the correct boundaries. Apex area occupies much smaller volume
compared to the rest of the anatomy, however, it is still clinically very important to segment

this area well. The blended 2D pose model helps to do just that.

4.3.5 QuantitativeResults

To further test the bene ts of the blended 2D pose formulation, we compute several quan-
titative measures on segmentations generated on a testing set of 45 newly acquired CCTA
datasets. We compute dice coef cient (DSC), average symmetric surface distance (ASSD),
hausdorff distance (HD) and 95 percentile hausdorff distance (HD95). ASSD measures
average distance between voxels whereas HD measures the maximum distance between
the voxels of a pair of surfaces and can be affected by outliers. HD95 measures the 95

percentile maximum distance and is more robust to outliers.
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We computed the physiologically relevant LV and RV chambers volume (Vol), and
biventricular myocardial mass (Myo Mass) for automated and manual segmentations. We
compute mean and SD for metrics and use pearson correlation coef cient (R) and the stan-
dard error of the estimate (SEE) to assess the performance of the automated segmentations
in extracting LV and RV Vol and Myo Mass. We also compute percentage of relative errors
of the automated measurements with respect to the manual ones.

Table 4.1 shows the computed DSC and surface-to-surface distance metrics using 45
test cases. All three anatomies have an average DSC score of more than 0.90 which is
generally clinically acceptable. Epicardium shows the highest accuracy with an average
DSC score of approximately 0.95 with low variation across the testing datasets. RV is the
hardest to segment and consequently has the lowest average DSC scores (0020).

Along similar lines, the average surface to surface distance (ASSD) is close to 1 mm for
both Epi and LV but is larger (at 1.22 mm) for RV. The higher values for HD/HD95 suggest
that some localized regions of the segmentations may be several voxels away from the

ground truth segmentation.

=45 DSC ASSD (mm)| HD95 (mm)| HD (mm)
mean SD | mean SD | mean SD | mean SD
Epi 095 0.01/1.13 0.21 | 346 0.66| 7.92 2.36
LV 0.92 0.03|1.05 0.27 | 270 0.95|4.75 1.58
RV 090 0.04|1.22 056 355 1.62|7.93 3.03

Table 4.1: DSC and surface-to-surface distance metrics using the blended 2D pose formu-
lation

In Table 4.2, automated segmentations obtained using the 2D blended pose formulation
are compared to manual ones in terms of the physiologically relevant LV/RV chamber
volumes and Myocardial mass. Pearson correlation coef cients show excellent results for

the LV endocardium detection (R =0.99, SEE = 8.4) followed by only slightly lower results
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for RV endocardium (R =0.97, SEE = 9.5). The entire myocardium mass is the lowest with
a correlation coef cient of 0.90 and SEE of 41.7. Despite the Myo mass being less accurate
than RV/LV chamber volumes, all the results are clearly improved compared to using the

full 3D pose formulation with older testing datasets as detailed in subsection 3.7.4.

Manual Automated
mean SD | mean SD R (SEE)
LV Vol [mL] 75.6 26.9 | 79.2 30.7 | 0.99 (8.4)
RVWol[mL] | 87.9 29.9 | 93.1 335 | 0.97(9.5)
Myo Mass [g] | 163.6 36.0| 125.0 31.1| 0.90 (41.7)

n=45

Table 4.2: Comparison of manual versus 2D blended pose based automated segmentations
for physiologically relevant quantities including chamber volumes and myocardial mass

Figure 4.6 shows that the percentage relative errors in LV/RV volumes are both less than
10% while Myo mass errors are slightly higher at around 23%. Finally, wewsgd= 0:5
andwgg = 1 for all experiments but allowedr, andwyy, to be optimized from case to
case. We had to customizgs, andwyy, in 14 out of the 45 total cases. For the rest of

the cases we simply used the neutral parametengef= 1 andwyy, = 1.

Figure 4.6: Percentage relative errors for LV vol, RV vol and Myo mass

4.3.6 Comparisorwith OtherMethods

From a clinical perspective, typically DSC coef cients of greater than 0.90 are considered

to be acceptable level of automatic segmentation quality. However, we conducted a liter-
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ature search to nd the latest methods dealing with the cardiac segmentation problem to
compare our segmentation results. A recent publication [59], reported the results of evalu-
ation of 10 different algorithms on a whole heart segmentation challenge (including LV and
RV chambers) in both cardiac CT and MRI images. The algorithms were evaluated on an
excluded test dataset and the best average dice score reported was 0.923 for LV and 0.909
for RV for the CT datasets. Note that the best scores were obtained by two different teams,
one team achieved the best score for LV and another for RV. As reported in the last section,
we achieved a dice score of 0.92 for LV and 0.90 for RV. We also wanted to compare our
results in terms of inter user/observer variability. Unfortunately, inter-observer variabil-
ity statistics were not available for CT images. However, [59] reported the inter-observer
variability of manual segmentations in cardiac MRI images. To get a sense of our results
we use the reported MRI inter-observer variability of 0.937.013 for LV and 0.90 0.02

for RV for comparison. With a dice score of 0.90.04, our RV results seem to be within

the inter-user variability. We achieved dice score of 0.023 for LV which seems to

be very close to the inter-user variability of MRI as well. Unfortunately, there were no
statistics available for bi-ventricular myocardium. But taking into account the high average
dice score of our epicardium segmentation (0.091) along with results very close to
inter-user variability for LV and RV, we believe that our bi-ventricular segmentation results

would also be at least very close to inter-user variability limits.

4.4 Discussion

In this chapter we developed the blended 2D pose formulation to replace the original 3D
pose parameter formulation. This scheme uses torsion and shearing constraints based on
cardiac anatomy and helps to improve segmentation results near the anatomical base, apex
and septum regions of the myocardium especially for dif cult contrast cases. This intro-
duces four new required inputs from the user in addition to the two background reference

contrast parameters and four region penalty terms that can be tuned. In our experiments we
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found thatwgy andwyy, are the only terms that need tuning in some of the cases. In the
next chapter we develop a better appearance model for RV leading to a formulation which

reduces the need for tuning these penalty parameters.

79



CHAPTER 5
LINEAR MUMFORD-SHAH MODEL

As described in chapter 2, we have integral terms over different anatomical regions in
our image appearance model. Each of these terms can have different scalar weighting
factors relative to each other. This parameters can be tuned to favor the expansion of one
region over the other. This parameter tuning was necessary in many cases to get good
segmentation results for the right ventricle. There is both a large variation in shape as
well as contrast for in case of the RV anatomy. Some regions of RV can have contrast
very similar to that of the myocardium leading to sub-optimal segmentation results using
neutral weighting factors. In such cases, we tune the weights of the RV integral term in
our energy functional to force the RV to expand further leading to better segmentation
results. While this weight tuning process is simple, it is not ideal for clinical use scenarios.
We wish to have as automatic a segmentation process as possible and to reduce operator
dependence on segmentation results. Recall that our image appearance model is based
on customization of the Chan-Vese model which treats the image regions as piecewise
constant. It is not an accurate modeling assumption in regards to RV anatomy. The RV
intensity changes gradually from bright to dark from apex to base or vice-versa depending
on the scan acquisition timing which affects how the contrast agent diffuses through the RV.
This effect can be observed between base and apex slices and withing 2D slices as well.
In either case, the end effect that we observed was that we needed to tune the RV penalty
to favor expanding the RV shape to occupy the entire RV chamber. Without this penalty
adjustment, the RV shape would settle in the brighter regions leaving the darker regions
to be part of the myocardium. This phenomenon is also supported by our means-ordering
hypothesis where the RV is assumed to be brighter than myocardium. Figure 5.1 shows

an example of varying contrast in the RV chamber. It can be clearly seen that the lower
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