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I know nothing with any certainty,
but the sight of the stars makes me dream.

Vincent Van Gogh
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SUMMARY

Humans are often asked to make decisions in complex domains where the decision
space is too large to be exhaustively explored and the environmental factors create un-
certainty. These types of domains create a space where Al-based decision support tools
can be invaluable. However, within this collaborative environment, humans alone are bur-
dened with the task of managing team strategy due to the Al-agent's use of an unrealistic
or non-existent model of the human-agent's decision-making process. To effectively uti-
lize Al-decision support tools, a human-Al team (HAT) must be able to maintain a shared
understanding of the environment, team goals, and problem constraints. Otherwise, the
human-Al team performance will never outperform individual performance.

The objective of this dissertation is to develop methods for creating mutual understand-
ing and assess impacts of the inclusion of a shared mental model (SMM) in HATs. SMMs
provide meaningful information to and about both humans and Al-systems. Our goal is to
demonstrate that joint human-Al systems which include a SMM increase accuracy and ef-
ciency, and reduce dissonance between human and Al systems in decision-making tasks.
This work is comprised of two primary research thrusts: 1) developing methods to build
accurate and useful SMMs in human-agent teams. 2) developing metrics to quantify the
impact of partial and complete SMMs in HATs. We assess performance of these reduced-
order SMMs by varying correctness of task mental models, and completeness of team men-
tal models to determine if the onus of collaboration should primarily fall on the user, the
Al agent, or be shared in HATSs.

This dissertation contributes three primary ndings: 1) SMM in HATs improve de-
cision making accuracy and speed, 2) Shifting the burden of team strategy between the
user and Al-agent through uni-directional team mental models leads to both positive and
negative impacts on team performance, while bi-directional team models improve team

performance, and 3) Al-decision support using novel methodology can infer user decision

XViii



making tendencies, abilities, and preferences. These and associated ndings are then sum-

marized as design recommendations for implementing SMMs in HAT dyads.
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CHAPTER 1
INTRODUCTION

Al and machine learning technologies are in the process of rapid deployment in both civil-
ian and military applications. Advances in Al allow for more coordination and integration
between humans and technology (Bosch and Bronkhorst, 2018). Yet, the ways in which
human expertise can most effectively be used in conjunction with Al remains an open re-
search question. Traditionally, humans and automated systems have ful lled complemen-
tary but separate functions within military decision making (Hosack et al., 2012). Although
the speed with which autonomous and Al-backed systems can make decisions dwarfs the
speed with which humans can do the same, the human is often left with the nal decision-
making authority to avoid undesired outcomes such as unreliable and/or unfair decisions
(Gomez, Unberath, and Huang, 2023). This type of Human-Al Team (HAT) dynamic is
referred to a\l-advised human decision makif@ansal, Nushi, Kamar, Lasecki, et al.,
2019). However, problems often arise in this type of joint decision making, particularly
when the human is not aware of the same information that is available to the Al, or when
the human is only abstractly aware of the Al's decision making methods. Compounding
this problem are the human's cognitive limitations, which impact attention in vigilance
tasks and reliance on automated systems (Gawron, 2019).

Studies have found that when the human user does not understand how an Al generates
a plan, they tend to use the system incorrectly or ignore the technology altogether (Line-
gang et al., 2006) - termentisuse or disuseConsider a new Al tool, which calculates
new courses of action (COA) and conveys to the decision-maker an innovative decision
sequence that had not yet occurred to the human operator. If the decision-maker has never
considered this COA, they may be skeptical to follow the Al's recommendation, especially

if the reasoning behind the recommendation is ambiguous. In a ight planning scenatrio, it



was found that users tended to blindly follow a decision support tool even when they knew
it was ignoring important aspects of the environment (weather), or alternatively, tended to
revert to ignoring the tool completely and generating their own solutions (Smith, McCoy,
and Layton, 1997).

To effectively utilize Al-tools in complex, high-consequence decision environments,
humans and Al agents must be able to collaboratively nd solutions with a shared un-
derstanding of the contextual environment, the operational goals, and the situational con-
straints. This will allow the HATs to most effectively work together and outperform what
the human or agent could accomplish individually (Bansal, Nushi, Kamar, Weld, et al.,
2019). Shared Mental Model (SMM)s are considered crucial to high-functioning human
teams (Fiore, Eduardo Salas, and Janis A Cannon-Bowers, 2001; Mathieu, Heffner, Good-
win, Eduardo Salas, et al., 2000), from healthcare (Jonker, Van Riemsdijk, and Vermeulen,
2010), to power plant control rooms (Waller, Gupta, and Giambatista, 2004), to software
development (Levesque, Wilson, and Wholey, 2001). The broader concept of "'mutual un-
derstanding' has shown promise in human-automation (Borst, 2016; Endsley, 2017; Stout,
Janis A Cannon-Bowers, and Eduardo Salas, 2017), human-Al (D. Wang et al., 2020; Q.
Wang, Saha, etal., 2021; Q. Wang and Goel, 2022; Andrews et al., 2023), and human-robot
teams (Nikolaidis and Shah, 2012; Gervits, Fong, and Scheutz, 2018; Gervits, Thurston,
et al., 2020; Edgar, McWilliams, and Scheutz, 2023). However, the SMM frameworks
proposed by Scheutz, DeLoach, and Adams (2017) and Jonker, Van Riemsdijk, and Ver-
meulen (2010) are exhaustive in scope (Gervits, Fong, and Scheutz, 2018) and, as such,
face signi cant challenges in implementation (Schelble et al., 2022).

In this dissertation, we investigate an approach to the interaction between humans and
agents via a SMM. Creating SMM, in much the same way we do in human-human teams,
can lead to bridging of gaps in information and capabilities of each agent, and mediate chal-
lenges and dissonance faced in human-Al teams (Scheutz, DeLoach, and Adams, 2017).

It remains unclear how complex and accurate SMM must be to drive substantial improve-



ments in HAT performance. We investigate complete and incomplete SMMs between an
Al agent and a human decision maker in a geospatial, dynamic decision task. Complete
SMMs included a comprehensive and correct task mental model and team mental model.
Incomplete SMMs have arti cially introduced gaps or errors in either the task or team
mental models of the user and/or the arti cial agent. We aim to create a reduced order (in-
complete) SMM in human-Al teams by applying the concepts of Theory of Mind (ToM),
mental models, and naturalistic decision making. We hypothesize that a reduced-order,
bi-directional model may be useful in team decision making tasks to help teammates un-
derstand one another's knowledge, tendencies, and skills, which are the lower stability
aspects within the team mental model (team model) (S. Converse, J. Cannon-Bowers, and
Salas, 1993). This focus on a reduced-order SMM is more applicable to real-world prob-
lems in which a comprehensive task and team model framework is impractical. Through
this research, we develop inference methods for eliciting decision strategies and propose
methods for maintaining a SMM throughout a task to avoid model degradation. We also
demonstrate the tangible bene ts of supporting team mental models in HATs. This ap-
proach shows the potential to allow decision-makers to better leverage Al-decision support

tools.

1.1 Research Questions and Objectives

We investigate whether explicitly supporting a SMM does improve team performance and
reduce user workload within human-agent team. We specify three primary research ques-
tions with the goal of determining how to develop a SMM in a human-agent team and
determining the impact of the SMM:

RQ1. Can we infer human decision strategies (used as a mental model that an arti cial

agent might have of their human teammate about decision task)?

* RQ1.1.Can we validate the accuracy of this metric for classifying decision making?

* RQ1.2.Can Al use this theory of mind of its teammates' to improve team decision

3



making accuracy and reduce user workload?

RQ2. Can human decision makers develop an appropriate mental model for their Al team-

mates within a collaborative decision task?

* RQ2.1.Can users determine the Al's adherence to a model?

* RQ2.2.Can users determine the Al's inclusions of a team model?

RQ3. Does facilitating a more similar and accurate SMM improve team performance in

human-Al teams?

* RQ3.1.How does the team model within a SMM impact team performance?

1.1.1 Scope

Human-Agent Teams

The work discussed in this thesis is meant to be applied to human-agent teams in which the
human is the nal decision maker. The foundations of this work are drawn from human-
human teams, however, the ndings should not be applied to human teams. The primary
application is Al-advised decision making. This work is also speci c to interface-only
Al-Decision Support Systems (DSS) that provide recommendations or predictions based
on data; it does not address more communicative forms of teamwork including verbal or
written conversational agents. We do not use embodied agents in this work. Although
the concepts and ndings do have applications with embodied agents, we do not assert
that any of the ndings are directly transferable to embodied agents. We also note that
social measures within the teams such as attitudes and opinions towards Al agents were

not considered in these studies.

Shared Mental Models

The mental models and by extension shared mental models discussed in this thesis are lim-

ited. The full framework for SMM includes many components that are not included in all

4



team dynamics and not included in these studies. For example, the framework includes
“equipment functioning' within the task model that is not applicable to this environment.
We also primarily explore the impact of the team model rather than the task model. This
distinction was chosen because the team model is characterized by low stability while the
task model is considered to be more stable (S. Converse, J. Cannon-Bowers, and Salas,
1993). Low stability aspects of SMM show more signi cant changes throughout the inter-

action and developed throughout the interaction rather than a priori.

Decision Making

This work is speci cally geared towards real-world decision making with Al support in
complex environments. The environment is limited to the geospatial disaster relief scenario
in which the human is unlikely to consistently determine the optimal solution within the
experimental constraints such as time limits. There is signi cant research in the elds of
decision making that cover theories of heuristics, analytic decision making, and bounded
rationality. The relevant theories are discussed in Section 3.3. While we draw on some
of the terminology from these works, this research primarily focuses on decision making
in in conjunction with an automated agent thus we do not incorporate the full spectrum of

decision making strategies.

1.2 Contributions

1. The primary contribution of this work is that it provides evidence towards proving
the SMM hypothesis. ThBEMM hypothesis for arti cial agentsonjectures that de-
signing arti cial agents, both embodied and disembodied, with a team mental model
would improve the ef ciency and performance of human-agent teams (Scheutz, De-
Loach, and Adams, 2017). Currently, the SMM hypothesis is unproven in human-
agent teams and there is little evidence to prove or disprove this theory. This research

provides supporting evidence for the SMM hypothesis in human-agent team decision



making.

. On a more detailed level, this work also provides evidence of the impact of uni-
directional models in human-agent dyads. As of this writing, the marginal gains of
uni-directional and bi-direction team mental models have not been studied. SMM
are bi-directional models that are characterized by overlap in understanding between
team members (see Figure 3.1), assuming each teammate has some understanding of
themselves, a SMM can be developed by only one team member gaining a mental
model of the other (a uni-directional model). The study presented in Chapter 7 shows
the interesting insights of supporting an Al-only team "mental model' compared to

that of a human-only team mental model on performance and workload metrics.

Chapter 4 introduces a novel method to identify archetypes of decision makers
through interaction. Decision strategies are not captured explicitly in the team model
though some aspects are captured indirectly such as information sources, interaction
patterns, knowledge, and skills. However, methods for Al teammates and advisory
systems to capture these aspects of the team model have not been directly studied.
This work proposes a method for an Al agent to form a model of the human decision
makers' interaction patterns during a task, the information sources that the decision
maker most heavily relies upon, and how these behaviors relate to their performance

over time.

. Finally, this work makes contributions in the form of design recommendations for Al-
advised decision support tools. We distill three primary recommendations regarding
SMMs 1) SMMs are most impactful when the task and team models are complete.
When comparing uni-directional models 2) supporting the user's mental model of the
Al provides the largest bene ts for team performance, while 3) designing Al with a

team model for the user provides the largest bene ts for both task speed and effort.



1.3 Dissertation Outline

There are nine chapters in this dissertation covering the relevant literature, the ndings from
ve human-in-the-loop experiments, and insights found from the body of work as a whole
to human-Al teams. The purpose of each chapter and the major content are organized as

follows:

Chapter 1 Introducing the problem domain, research scope, and primary contributions of

the dissertation

Chapter 2 Providing the technical approach to the problem and a description of the deci-

sion making environment

Chapter 3 A review of literature on related research including shared mental models,

human-Al teaming, and Al-advised decision support

Chapter 4 A proposed methodology for determining archetypes of decision-making be-

havior from two human subject experiments (Experiments 1 a and b)

Chapter 5 Results from the third experiment show that users exhibit an all-or-nothing
bias where they tend to overestimate the performance of well-performing Al and

underestimate the performance of poor-performing Al

Chapter 6 Two methods of decision support systems, attribute-wise and option-wise sys-
tems, are proposed in this chapter using the methods for identifying decision archetypes
from Chapter 4. Findings show that heuristic decision support led to the best perfor-

mance outcomes

Chapter 7 Finding on the impact of team models within the SMM. We demonstrate here
that a bi-directional team model does lead to signi cant performance increases over

the baseline. We also demonstrate the idiosyncrasies of uni-directional team models



Chapter 8 Relays the most signi cant ndings from all the experiments and provides dis-

cussion on the applications of these ndings

Chapter 9 Summary and nal thoughts



CHAPTER 2
TECHNICAL APPROACH

The objective of this dissertation is to demonstrate that joint human-Al systems which
include a SMM perform better at dynamic decision-making tasks. Central to this research
is the belief that a human must be supported in a discernible way (i.e. the human must have
some understanding of the Al-system) and the Al must have an understanding of its human
teammate's processes.

| use a combination of theories from robotics, computer science, and psychology to
develop a proactive Al-agent to work collaboratively with a human decision-maker, acting
as a teammate rather than a tool. This Al-agent will improve human decision making by
utilizing not only the problem parameters but developing ToM of human decision strategies
utilized during high pressure decision tasks. The primary contributions of this work are:
1) demonstrate the utility of reduced-order mental models for SMM development; and 2)
document the impact of reduced-order SMMs on a subset of geospatial, dynamic-decision
making tasks. This mechanism for allows Al-agents to model humans utilizing heuristics,

enabling them to anticipate human behavior and to provide appropriate decision support.

2.0.1 ResearcfThrusts

The work is comprised of two primary research thrusts. The rst focuses on how to build
accurate and useful SMMs in human-agent teams. The second focuses on the effect of
humans and Al collaborating with varying correct or incorrect, and incomplete models of
their teammate’s likely methods and tendencies.

RT1: Team Model Inference This research thrust is broken into three tasks where we de-
termine how humans and Al can effectively make critical inferences about the methods of

their teammate during decision making scenarios that are characterized by uncertainty. To



Technical Approach
Research Thrust 1: Team Model Inference
Task 1.1. Al inference of team model through DM Strategy
Task 1.2. Human inference of team model through DM Strategy
Task 1.3. Design Recommendations
Research Thrust 2: Utilizing Team Model in Decision Tasks
Task 2.1 Assess bene ts of altering aid based on the team model through
performance and workload
Task 2.2 Assess the bene ts of supporting accurate team models in a SMM
Task 2.3 Design Recommendations

establish these capabilities, we run a series of Human in the Loop (HITL) studies that give
us an understanding of how the user can collaborate with an Al agent in a set of scenarios
with complex decision making tasks that are more similar to real-world events.

Task 1.1— Al inference of Team Model through Decision Making StrategyThe
goal of this thrust is to utilize an Al-tool that can create and update an understanding of
both the environment and the operator. The “understanding” of the operator is drawn from
behavior data during the decision-making process. This model gives the Al insight into
what methods the human is using. The Al can then use this model and feedback from the
user to give tailored data-to-decision reasoning to the operator.

Task 1.2— Human inference of Team Model through Decision Making Strategy
The goal of this thrust is to determine the user's mental model of the Al-system and iden-
tify gaps in users that do not have expertise in AI/ML methods. Findings from this study
paired with theory from Explainable Al literature will help us determine the capabilities of
non-technical users when asked to collaborate with Al.

Task 1.3— Design Recommendation§he goal of this task is to generalize the nd-
ings in from this research into rules and recommendations that will inform the design of
Al-based decision support across domains. We report on two main ndings in Chapter 8:
(1) methods for inferring user decision strategies (2) limitations of users in human-Al col-

laborative decision tasks.
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Research Thrust 2: Utilizing Team Model in Decision Taskdn this research thrust, |
determine the effect of humans and Al collaborating during decision making scenarios that
are characterized by uncertainty. To establish operator capabilities we run a series of HITL
studies that will give us an understanding of what impact this a model of a teammate's
knowledge, methods, and limitations can have on team performance and workload.

Task 2.1— Assess bene ts of altering aid based on the Team Model through per-
formance and workload The goal of this task is to test the methods developed in Research
Thrust 1. | test the impact of Al decision support aids catered to speci ¢ decision strategies
on overall performance metrics (accuracy, effort, time-to-complete).

Task 2.2— Assess the bene ts of Team Models in a SMMdraw on the ndings
from each prior task to assess how the overall SMM effects team collaboration metrics.
This experiment will help determine the workload, ef ciency, and success of working with
an Al teammate with and without explicitly facilitating the collaboration via SMMs.

Task 2.3— Design Recommendation§he goal of this task is to generalize the nd-
ings in from this research into rules and recommendations that will inform the design of
Al-based decision support across domains. We report implications regarding impact of

SMMs with Al on workload of the human and performance of the team in Chapter 8.

2.0.2 Decision-MakingEnvironment

Experimental Task

An arti cial decision-making environment was designed to simulate a disaster scenario in

which the participants would act as disaster relief planners. In this role, the participant must
decide where to place resources within a city prior to and throughout the progression of a
natural disaster to maximize the utility of these resources to those affected by the disaster.
The task environment is designed to simulate real-world decisions made sequentially with

dynamic information change over time. The number of time steps and details of the task
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varied by experiment and are explained in more detail with each relative chapter.

The interface consists of three main areas (see Figure 4.1), the left-hand side holds a
list of information sources the participants may choose to review, the middle shows a map
of the affected city, and the right includes controls to place the resource. The information
source buttons, allow the participant to view a heat map overlay of the relative utility of that
information source on the city map. For example, ooding indicates where the ooding is
most severe (dark red) and where it is not a problem (green). Participants were provided
with up to six information sources (the exact amount varied by experiment): current storm
(dynamic), ooding (dynamic), power outages (dynamic), socioeconomic status (static),
population density (static), and no-go zones (static). The information or "data sources' are
listed as such to provide clarity to the participants but are referred hereafter as informa-
tion attributes for the sake of consistency with decision making literature. The dynamic
attributes change after each decision, but the static attributes remain the same across the
trial blocks.

At each decision step, the environment is updated, and the participant must decide
where to move the resource based on the new information or in the case of experiment
3 (Chapter 5) access the quality of the location determined by the agent. The participant
is tasked with using the attributes available to place the resource in the “best” location
assuming each attribute is weighted equally. The participants were given the ability to
click through the various attributes to display associated heat maps, and subsequently to
select a single location to place the resource. Once the location is selected, the participant
is required to click to submit the decision choice. After the submission of a choice, the
dynamic resources were updated. This sequence was repeated for each task. A graphical

representation of the experimental design and process ow is given in Figure 4.2.
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Figure 2.1: The experimental interface

Experimental Apparatus

The experiment was built in and hosted on the Gariflaonline platform in combination

with a custom JavaScript decision-making environment. The tasks are prede ned within a
nite-state machine. The order of the tasks varies in balanced designs. In all experiments,
the participants were recruited using an online recruitment tool, Proli c. The rst presen-
tation of this experiment is given in (Walsh and Karen M. Feigh, 2021). All participants
were English-speaking US residents. The maps utilized in this study are representative of
one of three major US cities (Atlanta, Houston, or Chicago) with associated satellite images
obtained from Google Maps. The heat maps used to characterize the environment were cre-
ated in Python. The static heat maps, (population, socioeconomic status, and no-go zones),
were formulated in a previous study (lllingworth and Karen M Feigh, 2021). All other
heat maps were simulated by selecting random centers of high values and using a Gaussian
smoothing function to graduate the values. The heat maps generated for experiment 4 were

created in Matlab following speci c criteria that is explained thoroughly in Chapter 7.
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2.0.3 AgentOverview

There are two types of agents discussed in this work. Those agents are used to infer human
decision making strategies and those are used to advise the decision maker. Neither of the
agents used in these experiments operate or interact in real time. Given that the decision
space is nite, it appears to the user as an agent providing advice in real time. However, the
decisions and advice are predetermined and given to the users post hoc. Agents that infer
decision strategies (discussed in experiment 1 and Part 1 of experiment 2) use sequential
algorithms: a partial least squares regression to interpret and label data, and a random for-
est classi er to identify user archetypes. Agents that provide advice to the user (discussed
in experiments 3, 4, and Part 2 of experiment 2) are constructed from simple underlying
algorithms a linear or nonlinear maximization. These techniques should not be confused
with a Wizard of Oz approach in which a human is acting as an agent, but rather, the deci-
sion environment does not require a complex algorithm to determine the optimal solution.
While the decision space is large for a human to interpret, 100-options with 600-attribute
levels to consider, the solution is trivial for Al agent as each pixel has a numeric utility

value and the value of each option is a linear superposition of the values.

2.0.4 Experiments

In this dissertation, | will describe the methods and ndings from four human-in-the-loop
experiments. The goals of these efforts are to create methods developing team mental mod-
els and gain insights as to the impact these models have on human-agent decision making.
Experiments 1 and 2 are aimed at the development of a method for Al to interpret human
decision making behavior in an interface-only environment. Experiment 3 explores the
user's ability to develop a team mental model of Al and correctly calibrate the performance
of the decision aid in this environment. Finally, experiment 4 uses all the insights from
the previous experiments to compare the impact of bi-directional and uni-directional team

mental models and the potential for team mental models to compensate for errors in task
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mental models.

Experiment 1a

The goal of this study was to develop a method for providing Al-based decision support
systems with a team mental model of their human teammate in a complex decision envi-
ronment. Further, we aim to infer and classify decision strategies based on human behavior
and interaction data rather than prompting the user with questions that could disrupt or alter
the decision making process. This study answers three primary research questions: 1. Can
we infer decision strategies from dynamic behavioral data? 2. Can we detect when peo-
ple diverge in their decision making approach? 3. Can we classify these inferred decision

strategies based solely on behavioral data?

Experiment 1b

The ndings from experiment 1a led to a follow-on study to extend the duration of inter-
action from 10 tasks to 30 tasks to determine if the interaction behavior persisted. The

methods and ndings from these experiments are presented in Chapter 4.

Experiment 2

The aim of experiment 2 was to test approaches for an Al decision aid to support the
decision process to using the team model developed from experiment 1. The study was
designed to determine if aid directed at broad archetypes of decision makers (heuristic
and analytic) would improve decision making performance and/or reduce workload on the
agent. The study was designed and deployed in two-parts. The methods and ndings from

this experiment are presented in Chapter 5.
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Experiment 3

Experiment 3 investigates users' mental models of an Al-decision aid. The users are asked
to determine whether the Al is satisfying a set of constraints to best serve the affected
population. Users are also asked to provide an overall score for the Al performance in
resource placement. The outcome of this experiment informs on how accurate are user
mental models of Al model adherence. The methods and ndings from this experiment are

presented in Chapter 5.

Experiment 4

The goal of experiment 4 is to determine the impacts of team mental models on perfor-
mance and workload. The results answer four research questions: 1. Does a limited SMM
(more accurate team model) improve the decision-making metrics (performance, workload,
time to complete, compliance with Al)? 2. Is there a bene t to improving the team model
for HAT tasks? 3. Is there a bene t to having a two-way model vs. a one-way? and 4. Can
a team model compensate for errors in the task model? The methods and ndings from this

experiment are presented in Chapter 7.
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CHAPTER 3
LITERATURE REVIEW

3.1 Individual and Team Mental Models

Many use cases in HATs require humans and Al-agents to work as teammates. Current
intelligent agent collaborations have focused on making Al smarter rather than focusing on
the glaring issue: these teammates do not understand one another's thinking. Borrowing
from human teams, we nd human teams are most effective when the members of the team
utilize a SMM, i.e. a shared perception of goals and actions through effective communica-

tion and an understanding of their fellow team members' goals and likely methods.

3.1.1 MentalModels

The mental model construct is frequently used by psychologists and engineers to explain
human cognitive functioning and human system performance (S. Converse, J. Cannon-
Bowers, and Salas, 1993). A mental model describes a user's understanding of a system.
Mental models are crucial in human-human interactions as well as human-computer inter-
actions given that they enable people to draw inferences and make predictions, understand
phenomena, and decide what actions to take to in uence a system (Johnson-Laird, 1983).
Humans create mental models when interacting with complex systems in order to develop
an understanding of the behavior of the system (Norman, 1988). Johnson-Laird (1983) hy-
pothesized that humans "understand the world by constructing working models of it in their
mind” (p. 10). Mental models enable people to draw inferences and make predictions, to
understand phenomena, and to decide what actions to take to in uence a system (Johnson-
Laird, 1983). There are several de nitions for mental models, we use the de nition of a

mental model from (Rouse and Morris, 1986):
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Mental models are the mechanisms whereby humans are able to generate de-
scriptions of system purpose and form, explanations of system functioning and

observed system states, and predictions of future system states.

Mental models evolve naturally as human teammates interact and work toward a goal, how-
ever, they are not always consistent with the conceptual model of the system or the system
image(S. Converse, J. Cannon-Bowers, and Salas, 1993). Conceptual models are created
by system designers or teachers in order to create a useful, correct, and complete model of
the target system. The system image is the image that the users are faced with when in-
teracting with the system. Ideally, the conceptual model and the system image will always
be consistent, as the system image should be constructed from the designer's conceptual
model. The user's mental model will be developed from the conceptual model, the system
image, and experience with similar systems. Norman (1983) noted some considerations
when researching mental models: 1) they are often incomplete, 2) they often do not have
clearly de ned boundaries (systems are con ated), and 3) they are parsimonious (Gentner
and Stevens, 2014; Norman, 1983). Klein (1989) suggested that experts are able to “run”
mental model simulations in their minds in order to predict system outcomes before inputs

to a system are made (Kleinman and Serfaty, 1989).

3.1.2 SharedvVientalModelsin TeamDecisionMaking

The mental model concept encompasses SMMs (Scheutz, DeLoach, and Adams, 2017),
however, mental models are generally used to describe a person's understanding of a system
(Norman, 1988) whereas SMM describe the person's understanding of the team (S. Con-

verse, J. Cannon-Bowers, and Salas, 1993). In order to explain the more elusive aspects
of teamwork behavior, several researchers have extended the concept of mental models
suggesting that team members may hold shared or common mental models of the task and
team (S. A. Converse, Janis A Cannon-Bowers, and Eduardo Salas, 1991; S. Converse, J.

Cannon-Bowers, and Salas, 1993; Orasanu, 1990). These SMM explain the aspects within
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the team that are held in common amongst the team members (Janis A Cannon-Bowers,
Eduardo Salas, and S. Converse, 1993). The concept of SMM is de ned in (S. Converse,

J. Cannon-Bowers, and Salas, 1993) as:

knowledge structures held by members of a team that enable them to form
accurate explanations and expectations for the task, and, in turn, coordinate
their actions and adapt their behavior to demands of the task and other team

members

SMM help describe, explain, and predict the behavior of the team, which allows team
members to coordinate and adapt to changes (Mathieu, Heffner, Goodwin, Eduardo Salas,
et al., 2000). Effective coordination within a team requires that team members understand
when particular behaviors are necessary, either as a function of the task or needs of other
team members (Prince et al., 1992).

S. Converse, J. Cannon-Bowers, and Salas (1993) propose four types of mental models
that make up a SMM: equipment model, task model, team interaction model, and team
member model (S. Converse, J. Cannon-Bowers, and Salas, 1993), sh®® ithese
sub-models re ect two major content domains: task-related knowledge and team-related
knowledge (Mathieu, Heffner, Goodwin, Eduardo Salas, et al., 2000). These two major
content domains are widely used today in models of human and mixed human-agent teams.
(Mcintyre et al., 1988) as cited in (S. Converse, J. Cannon-Bowers, and Salas, 1993) sug-
gested that effective team members are to be able to predict the behavior and needs of their
teammates. An important aspect of effective teams is that they can predict behavior often
without disruptive forms of communication. (Kleinman and Serfaty, 1989) revealed that
teams under high workload conditions maintain performance by relying on “implicit” co-
ordination strategies as overt communication can be restricted. Much of the work in this
thesis focuses on implicit forms of coordination, as these types of communication do not

disrupt the users' work.
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Type of Mental Model  Knowledge Contents Stability of Model
Equipment functioning
Operating Procedures

Equipment Model Equipment limitations High
Likely failures
Task Model Task procedures
Likely contingencies
Task Model Likely scenarios Moderate

Task strategies
Environmental constraints
Roles/Responsibility
Information Sources
Role Interdependency
Communication Channels
Interaction Patterns
Information Flow
Knowledge
Skills
Team (Teammates') Tendencies
Model Preferences
Performance History
Attitudes

Team Interaction Model Moderate

Team Model

Low

Table 3.1: Model Models in Team table originally published in (Janis A Cannon-Bowers,
Eduardo Salas, and S. Converse, 1993)

3.1.3 Human-AlTeamMental Model

To move toward true collaboration between humans and Al, a critical feature is the devel-
opment of a SMM (Scheutz, DelLoach, and Adams, 2017), a concept born in the domain
of human teaming. Creating SMMs is a multifaceted issue, wherein the Al must be trans-
parent enough for the human to understand why the Al is making a suggestion (or at the
very least whether the suggestion is reliable), while at the same time, the Al must develop
an accurate model to identify pertinent aspects of the human decision-maker. Psychology
research shows that when people interact with any complex system, they create a men-
tal model that facilitates their use of the system (Norman, 1988). Similarly, humans also
create mental models of teammates (both human or Al-agents), through their interactions

with these agents (Kulesza, Stumpf, Burnett, and Kwan, 2012). However, mental models
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do not need to be complete to be useful (Gary and Wood, 2011; Norman, 1988). In fact,
less complex mental models where decision makers adopt heuristics can outperform more
complex models when the complexity of the model leads to some inaccuracies (Gary and
Wood, 2011). Despite the recent advances in human-Al teaming, most Al systems cur-
rently provide no team strategy support, and the humans are left managing both sides of the
interaction with their rigidly designed partner(M. Johnson and Vera, 2019). One frequently
explored aspect of SMM involves the human developing a mental model of the Al, and
using that mental model to uncover when/where/why the Al makes an error, and when to
trust the Al (Bansal, Nushi, Kamar, Lasecki, et al., 2019; Bansal, Wu, et al., 2021; Gero
et al., 2020). However, an equally important but underexplored aspect of human-Al SMMs
are the effects of providing the Al with the tools to understand the human's mental state.
(Chakraborti et al., 2017) express the critical need for an inherent dif culty of “learning
human mental models' that are easy for an Al system to train (for human mental modeling)

and can support planning/decision-making (for anticipating human behavior).

3.1.4 MentalModelsof Al

Humans develop mental models of automated systems that evolve and improve through
sustained interaction (Kulesza, Stumpf, Burnett, and Kwan, 2012). Examining user mental
models provides an in-depth understanding of how users want to interact with Al, when
users may need an explanation, and what knowledge is shared between the user and the Al
system (Villareale and J. Zhu, 2021). Studies of users' mental models of Al fall into three
primary research areas (shown in TaBg: mental models of 1) algorithms, 2) output
prediction, and 3) error predictions. Earlier studies have examined users' mental models
of machine learning systems, focusing on the user's understanding of model algorithm
(Kulesza, Stumpf, Burnett, and Kwan, 2012; Kulesza, Stumpf, Burnett, S. Yang, et al.,
2013; Lombrozo, 2009) or model prediction (Ribeiro, S. Singh, and Guestrin, 2016) but

have not examined model failure. The responsibility of the human when working with Al is
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Figure 3.1: Diagram of a SMM in a human-Al team from (Andrews et al., 2023)
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often in a supervisory role, thus failure prediction is critical to successful outcomes. Nushi,
Kamar, and Horvitz (2018) and Bansal, Nushi, Kamar, Lasecki, et al. (2019) recognized

this gap and examined model failure areas.

Research Areas Relevant Paper Method
Lombrozo (2009b)
Users' MM of algorithm Kulesza et al. (2012) Likert-scale questionnaire

Kulesza et al. (2013)
Users' MM of output prediction Riberio et al. (2016)
Nushi et al. (2018) Participant prediction of model
Bansal et al. (2019)

MM of failure predictions

Nushi, Kamar, and Horvitz (2018) examined failure areas with respect to designers and
machine learning practitioners, rather than users. Bansal, Nushi, Kamar, Lasecki, et al.
(2019) provides an innovative perspective on the interactions between user perception and
the reality of Al-system error boundaries, as well as how these interactions can be leveraged
to improve human-Al teams. They examine how the human mental model of an Al's error
boundary (the conditions under which it errs) affects the overall performance of human-Al
teams. Through a human-grounded evaluation, they examine how changes in parsimony
and stochasticity of the error boundary, as well as the dimensionality of the task, affect
human-Al team performance in a toy problem. This work reveals three important proper-
ties of error boundaries that prove useful in design considerations for Al-advised human
decision making: (1) more parsimonious error boundaries lead to improved performance,
(2) less stochastic error boundaries lead to improved performance, and (3) reduction in
task dimensionality leads to improved performance. Additionally, Bansal, Nushi, Kamar,
Weld, et al. (2019) found that issuing updates thateaseAl accuracy but are inconsistent
with the user's mental model can actuatlgcreaseoverall human-Al team performance.
Thus, understanding mental models of Al is now considered critical for designing human-
centered Al.

As the human's mental model becomes more accurate, or representative of the behavior

of the system, human-Al teams have demonstrated improved productivity in addition to the
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user building a more positive sentiment towards their Al teammate (Kulesza, Stumpf, Bur-
nett, and Kwan, 2012). Further, more accurate mental models of Al have also been shown
to improve performance in collaborative task work (Gero et al., 2020). Smith-Jentsch,
Mathieu, and Kraiger (2005) studied how different types of mental models interacted with
one another to impact air traf c tower safety and ef ciency. Two related studies by Michelle
Marks (Marks, Zaccaro, and Mathieu, 2000; Marks, Sabella, et al., 2002) found that a
shared understanding of procedures was the best predictor of team performance. Mathieu
et al. (Mathieu, Heffner, Goodwin, Janis A Cannon-Bowers, et al., 2005) investigated the
effect of mental model quality on team performance and found that team processes and per-
formance were better among teams sharing higher-quality team mental models than among

teams evidencing less sharedness or lower-quality models.

3.1.5 Al MentalModel' of Users

In order to truly create a SMM in HATSs, the Al system should also create a mental model
of the user(s) (the Al's team model) that guides its behavior towards the user(s). An Al
system's team model may in its understanding of user preferences, goals, and characteris-
tics (Kobsa, 2001) use this information to determine the system's actions. The Al's mental
model of the user(s) is largely determined by Al designers' mental models of what the
Al system should do, i.e. the conceptual model (Norman, 1983), which is why the de-
signer/researcher is included in the HAT SMM as shown in Figure 3.1. There have been
some recent efforts in developing team models fof iAtluding a mutual theory of mind

(Q. Wang, Saha, et al., 2021; Q. Wang and Goel, 2022) and intent recognition (Tian et al.,
2020) for conversational agents and intent recognition in gameplay (R. Singh et al., 2020),
however, we primarily scope this review on computational interpretations of user decision

making.

IModels have been developed across many elds and do not always use the same nomenclature. We
include studies that have developed ‘team models' in concept if not in name
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Inferring Decision Strategies

Identifying ways to interpret and improve decision strategies has been of high interest
across many elds, particularly in medical, military, and management domains at both
individual and team levels. Implicit inference of decision strategies has been shown to im-
prove the performance of human teams (Castellan, 2013) but has not yet been successfully
translated to human-Al teams. Inferring decision strategy could give Al systems a limited
but useful understanding of the human's mental model of the joint task, taking one step
closer toward SMMs.

One method used to make inferences about decision strategies is known as process
tracing. Process tracing examines behavioral data such as the order and frequency of in-
formation acquisition to infer which decision strategy was most likely utilized (Ford et al.,
1989). Early works used verbal or observational process tracing. However, with techno-
logical advances, we no longer need to infer processes through verbal protocols, but can
instead use the delity of computer systems to track the information accessed by partici-
pants (Schulte-Mecklenbeck iKberger, and J. G. Johnson, 2011). Similar to the work of
(W. Zhu and Katsikopoulos, 2009), this approach assumes that the participant constructs
a mental representation of the decision problem, which is used as a template for guiding
information search and decision making. Thus, by analyzing the behavior of information
search, we are able to construct a similar representation of the system from the user's per-
spective, and implicitly capture their decision processes and strategies.

Several methods have been used to infer decision strategies or thought processes at
various levels of delity. Bbder (2002) developed a regression-based approach to classify
decision strategies in a multi-attribute, two-option scenario. The classi ed participants
were assigned to one of three strategies: "Take-the-Best', Dawes Rule, or compensatory.
The Broder studies were successful in classifying participants into strategies, but are only
applicable to static binary decision tasks. These methods and decision strategy archetypes

do not extend to many real-world decision tasks. To classify decisions at the individual
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level, Broder implemented Einhorn's idiographic approach (Einhorn, 1970d&r &
Schiffer (2003) developed a Bayesian approach to classify multi-attribute decision making
strategies in two and three-option decision spaces. This approach compared individual
decision data to “Take-the-Best”, equal weighted, and compensatory strategies to assess
the likelihood of the empirical data being generated by one of the three strategiee(Br

and Schiffer, 2003). There are obvious bene ts and limitations to constricting the decision
space to a three-option decision space, with the primary limitation being that this restriction
is not often representative of the types of complex decisions that decision makers are often
faced with. For example, a doctor's diagnosis of the disease is rarely limited to one or
two possibilities, but rather dozens of ailments that could exhibit similar symptoms. It is
therefore important to consider larger and more complex decision spaces if we are to make
useful and relevant recommendations to Al designers.

The need to extend human behavior studies into more complex environments is of-
ten the reasoning behind model-blind or model-free reinforcement learning approaches.
Human behavior inference using reinforcement learning (RL) is particularly common in
robotics and contemporary neuroscience. (Lin, Cecchi, et al., 2019) used a model-free RL
approach to understanding decision making. However, this study focused on abnormal pro-
cesses in psychiatry. (Lin, Bouneffouf, and Cecchi, 2020) also tested several RL algorithms
to mimic human behavior in a decision making context. While these studies are promising
they should be viewed in a separate context to decision making inferences as they focus on
the neurological component rather than the cognitive processes. Swamy et al. (2019) com-
pare model-based, model-free, and theory of mind models in a simple driving task. The
theory of mind model was learned from observable human data. They found that theory of
mind and mode-based approaches performed similarly well, outperforming the model-free
approach, but the theory of mind model was less sensitive to changes in the distribution of
the training set. Interestingly, the theory of mind robots in this study performed well even

when using the wrong assumptions about the human, validating the importance of consid-
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ering the human teammate's actions and goals even when knowledge is imperfect. These
types of RL theory of mind models may be useful in developing the Al's ToM for collab-
orative decision tasks in which we will likely have many wrong but useful assumptions
about the human user's game strategy (ex: greedy player, altruistic player, etc.).

The approach by (H. Bastani, O. Bastani, and Sinchaisri, 2021) is the most closely
related to the approach in Chapter 4. Their algorithm tracks human decision making and
provides tips (i.e., explanations) to bridge the human policy to the optimal policy. This work
found that these tips led to improved human performance. While this approach works well
in their constrained optimization problem, the representation of the participant's mental
model as a Markov Decision Process does not capture the bounded rationality of the human
decision maker. The proposed solution is driven by participant actions (outcomes), rather
than capturing the complexity in information access (process), limiting its usefulness in
real-time decision support. As such, there is a demonstrated need for the development
of tools in which Al-systems can analyze real-time, observable human behavioral data
to develop accurate, dynamic models of human decision making, and therefore provide
decision support to the user in real-time. However, the key takeaway from this study is
the ability to improve decision making in Al-decision support through feedback based on

a learned decision model.

3.2 Human-Agent Teams

Several complementary research thrusts are actively working towards improved human-
Al teaming and two-way information sharing: 1) explainable Al — an attempt to increase
the transparency and observability of Al systems so that humans can better understand
what these systems are doing (Shin, 2021; Preece, 2018; Arya et al., 2019), 2) the ability
to maintain a short and long term memory of interactions (Amershi et al., 2019), 3) the
ability to create and maintain a shared mental model with their human teammates (Scheutz,

DeLoach, and Adams, 2017), and 4) the ability to bridge gaps between the Al and human's
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relative policies (H. Bastani, O. Bastani, and Sinchaisri, 2021).

The inability of the Al system to perceive and incorporate information about the hu-
man's perspective into their own programming is a crucial missing component of effective
information sharing in human-Al teams (Scheutz, DeLoach, and Adams, 2017; Gervits,
Fong, and Scheutz, 2018). Al systems must develop approximate models of the human
decision process which can be quickly trained and applied toward anticipating human be-
havior (Chakraborti et al., 2017). To address this gap, and to take advantage of the strengths
of joint teams of Al systems and human operators, there has been an initiative by the re-
search community to develop strategies for effective human-Al and human-robot teaming
to create more effective overall systems that reduce undue burden on humans (Gombolay
et al., 2015; G. Hoffman, 2019; Gervits, Thurston, et al., 2020).

Human-Al interaction is an active eld of study in academic, government, and industry
labs around the world. However, as D. Wang et al. (2020) point out, “interaction” is distinct
from collaboration. To be successful, human-Al teams must strive for collaboration. Such
collaboration requires bi-directional communication in which the human can express a need
for information, while the Al can detect misunderstandings, possible errors of judgment,
or departures from plans, and adapt its response accordingly. To achieve this ideal, the Al
must be given the capability to diagnose such states and provide analyses and explanations
that are comprehensible to the human (Bosch and Bronkhorst, 2018). One of the most sig-
ni cant, unanswered research questions in this domain is: what features of human-human

teams can be extended and applied to human-Al teams (McNeese et al., 2021)?

3.2.1 FromHuman-Humameamso Human-Al Teams

In a push to identify characteristics of successful human teams that are transferable to
human-Al teams, several studies have explored ways to improve the user's understand-
ing of Al. (Amershi et al., 2019) outlined 18 guidelines for Al designers to enable more

user-friendly and effective interactions with Al systems. An open question remains, how-
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ever, just what aspects of human behavior and/or mental state are necessary to allow an Al
system the minimum information necessary to adjust to their human teammate to provide
successful collaboration? In fact, it is not yet clear if anything short of a full-blown un-
derstanding would even suf ce. Scheutz, DeLoach, and Adams (2017) have outlined what
could be considered the full set of attributes necessary for a general and complete SMM to
be created by an Al system. It is likely however that depending on the work or task do-
main, it may be possible for an Al system to develop a simpli ed SMM about some useful
aspect of the human's behavior or mental state that is suf cient to allow it to successfully
collaborate. One recent example comes from E. Yang and Dorneich (2018) who created an
intelligent tutoring system that was aware of a user's frustration, motivation, and satisfac-
tion and based on that aspect of a SMM was able to adapt how it provided feedback. In this
work, we hypothesize that similarly, providing an understanding of decision strategies may

be a bene cial aspect of a partial or limited SMM.

3.3 Decision Making and Decision Support Tools

Many groups in academia, industry, and government have shifted much of their research
efforts and interests into the development of Al and machine learning methods that will
enable advanced automation and decision aids to support humans in complex, dynamic
problems. Al and machine learning have shown great potential to quickly solve decision
making problems. However, how best to use humans as experts in conjunction with Al

decision support systems (DSS) is an open research question.

3.3.1 Al-Advised DecisionSupport

The objective of decision support systems (DSS) is to improve the performance of the hu-
man decision making, as well as, to make the decision task easier. Al decision support
tools show potential in complex environments to increase decision making speed and accu-

racy. However, DSS often requires the user to blindly follow predictions made by the DSS
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without providing interpretable solutions (Nocentini et al., 2019). This trend has brought to
light the challenges of information sharing, human-Al collaboration, and decision support.
To combat some of the issues in Al-human teaming, scientists have largely focused on cre-
ating more accurate Al tools, but this only furthers kmowledge gaproblem (Gomez,
Unberath, and Huang, 2023). Although, accuracy in solutions is a vital part of trust in
socio-technical systems; it will not solve many of the collaboration issues. Studies found
that when the human user does not understand how an Al generates a plan, they tend to use
the system incorrectly or ignore the technology altogether (Billman et al., 2005, as cited
in (Linegang et al., 2006)). In a ight planning scenario, it was found that users tended
to blindly follow a decision support tool even when they knew it was ignoring important
aspects of the environment (weather), or, alternatively, tended to revert to ignoring the tool
completely and generating their own solutions (Smith, McCoy, and Layton, 1997). Com-
pounding this are the human cognitive limitations that impact their attention in vigilance
tasks and their reliance on automated systems. Humans are unable to monitor informa-
tion displays (or the external environment) well for long periods of time (Gawron, 2019).
Additionally, humans have been shown to overly trust automated systems even when the
systems have known de ciencies (Robinette et al., 2016).

Traditionally, humans and automated systems have ful lled complementary but sepa-
rated functions within military decision making (Hosack et al., 2012). But recent advances
in Al allow for more coordination and integration of humans and technology (Bosch and
Bronkhorst, 2018). As the use of Al aids has proliferated, the eld of explainable Al (XAl)
has returned to prominence as an active area of research. XAl systems seek to make their
actions and intent more intelligible to humans by providing explanations (Bellotti and Ed-
wards, 2001). Examples of these efforts include Al decision support for loan underwriting
— explanations based on a belief rule-basis when loans were rejected (Sachan et al., 2020)
and Al decision support for hospital discharge — the LASSO regression-based XAl led to

a 14% improvement over the baseline (Vucenovic et al., 2020). In practice, Al accuracy
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has been used as a proxy for human-Al team performance— hypothesizing that more ac-
curate Al leads to better team performance. Accuracy in solutions is a vital part of trust
in socio-technical systems. However, it does not solve many of the collaboration issues.
If individual accuracy is used to assess team performance, then the human-Al team will
never outperform individual performance. Many researchers have begun to challenge this
convenient proxy, noting that in an Al-advised human decision making scenario, the hu-
man must understand the circumstances in which they should either accept or reject the
Al's recommendations in order for the team to function effectively (i.e. accurately predict
where the Al will fail) (Bansal, Nushi, Kamar, Weld, et al., 2019).

However, the current decision support tools do not adapt these explanations based on
the user's unique understanding of the problem. They do not consider the decision maker's
tendencies and problem approach, and thus cannot adapt to different archetypes of decision
makers. This puts the user in con ict with the method of support provided by the DSS
(Morrison et al., 2013). Decision support tools, often by default, assume that decision
makers use analytic strategies, despite the abundance of literature suggesting humans are
often reliant on heuristic decision making strategies (Rieskamp and Hoffrage, 2008; John
W Payne, John William Payne, et al., 1993; J. Payne et al., 1990; Marc C Canellas and
Karen M Feigh, 2014; Rothrock et al., 1995). Morrison et al. (2013) point out that is critical
to design decision aids that support the wide range of decision strategies if these aids are
to be implemented in real-world, complex environments. Systems that do not properly
support these types of heuristic decision strategies have been shown to negatively impact
the work ow of the very users they aim to support (K. Feigh et al., 2006). Canellas and
Feigh (Marc C. Canellas and Karen M. Feigh, 2017) devised effective rules for heuristic
information acquisition in decision support. Follow-studies revealed that both heuristic and
analytic information acquisition support can lead to faster, and in some cases, more accurate
decision making with less information (Sealy and Karen M Feigh, 2020), and differences

in decision strategy adoption may explain signi cant differences in decision performance
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(Sealy and Karen M Feigh, 2021).

3.3.2 DecisionStrategies

Decision making has been studied extensively across many elds. This section does not
provide an extensive review of decision making strategies, but rather provides the necessary
background for understanding the work presented in this dissertation. Decision strategies
exist on a spectrum from heuristic to analytic strategies. A heuristic strategy ignores parts
of the information, with the goal of making decisions more quickly, frugally, and/or accu-
rately than more complex methods (Gigerenzer and Gaissmaier, 2011). An analytic strat-
egy, on the other hand, seeks to weigh all the available information to identify an optimal
solution. Analytic strategies are generally slower, more complex, and highly dependent
on working memory capacity (Evans, 2006). Analytic and heuristic styles are treated as
opposites on the continuum of decision making strategies; as one moves from analytic to
heuristic processes, exact solutions are replaced by approximate, “good enough” solutions
that may not be optimal (Simon, 1955). Heuristic decision making is thought to be fast
and automatic while reducing cognitive load, and analytic decision making is thought to be
slower, rule based, and taxes working memory (Evans, 2006). Information processing in
decision making can either be thought of as option-wise or attribute-wise. In option-wise
processing, a single option is considered with all its attribute values before another option is
processed. In attribute-wise processing, a single attribute is processed for all options before
the next attribute is considered (Pfeiffer, Riedl, and Rothlauf, 2009). Heuristic strategies
are thought to make attribute-wise evaluations, while analytic strategies make option-wise
evaluations. Interestingly, both types of decision strategies have been shown to be accurate
and effective. As argued in the eld of ecological rationality, and counter to more nor-
mative de nitions of rationality, employing heuristic strategies in particular environments,
can make for faster, more ef cient, and in some cases, more accurate decision making than

analytic strategies, despite using less information (Marc C Canellas and Karen M Feigh,
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2014; Gigerenzer and Gaissmaier, 2011; Gigerenzer, 1996; Gigerenzer, Todd, Group, et al.,
1999; Todd and Gigerenzer, 2012).

3.4 Concepts Related to Shared Mental Models

Mutual Theory of Mind ToM is the ability of a person to understand another's beliefs,
desires, emotions, or intentions (Gallagher and Frith, 2003). ToM is an automatic
function that develops during human childhood with few exceptions. Mutual Theory
of Mind (MToM) is a concept that is extended from human teams where all beings
have a ToM. ToM allows humans to explain and predict others' behavior; it forms
the underpinnings for empathy, deceit, and cooperation. It has been hypothesized
that MToM in human-agent teams will allow for more effective communication (Q.
Wang, Saha, et al., 2021), but to accomplish this, Al-agents must be able to develop
of ToM for the users. ToM in Al-agents is often discussed under the umbrella of "hot
cognition." Hot cognition refers to emotional and social cognition, including ToM
(Cuzzolin et al., 2020). Machine ToM approaches are potentially capable not only of
predicting the future behavior of a person but also of providing an explanation for the
observed behavior. Cuzzolin et al. (2020) claim that ToM needs to be incorporated
into intelligent machines if they are to smoothly share environments built by human

beings for human beings.

Team Situation AwarenessSituation awareness (SA) refers to the completeness in the
understanding of a current task, event, and environment (Endsley, 2017). The key
difference between SA and mental models is that mental models are thought to exist
independent of time where Situation Awareness (SA) exists only within a speci c
situation (Andrews et al., 2023). Likewise, Team SA components are linked to the

situation, rather than the team dynamics as a whole.

Team Cognition Team cognition refers to team members' ability to acquire knowledge re-
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lating to team success (Fernandez et al., 2017). This concept is similar, but not identi-
cal to SMM. SMM are built on the mental model concept that focuses on knowledge

structures, whereas, team cognition focuses on the process (Andrews et al., 2023).

Distributed Cognition Distributed cognition extends the idea of what is cognitive “beyond
the individual' and “into the wild', into the materials and resources individuals and
teams use to support cognition (Hutchins, 1995). Hollan, Hutchins, and Kirsh extend
this work into the HCI domains and include automation and the internet (Hollan,
Hutchins, and Kirsh, 2000), but distributed cognition research has yet to consider the
“social distribution’ of information between humans and arti cial agents as it does in

human-only teams.

3.5 Cognitive and Behavior Models

Here we would like to draw a distinction between models of cognition and models of behav-
ior. Both are useful in understanding aspects of mental models, however, cognitive models
represent processes in the mind whereas behavioral models help us explain actions in the
world. Cognitive models originate in cognitive science (Fum, Del Missier, Stocco, et al.,
2007) and behavior models originate in economics and psychology (Simon, 1955). Cog-
nitive models represent the underlying cognitive processes in the mind (Fum, Del Missier,
Stocco, et al., 2007). Behavior models represent the cognitive and social processes used
to make decisions (Rapoport and Wallsten, 1972). Both cognitive and behavioral models
are directly linked to mental model development and outcomes of running a mental model
(Johnson-Laird, 1983; Chermack, 2003).

Cognitive models are derived from the basic principles of cognition and are represented
using a mathematical or computational model (Levine, 2000). Like all models, they are a
simpli cation of the real-world process, in this case, cognition. These models are generally
run in order to simulate human behavior and skills (Ritter et al., 2000). Within the human-

computer interaction (HCI) eld, cognitive models have been used in three ways (Ritter
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et al., 2000): 1) to predict the amount of time a task will take users (Sears, 1993), 2) as
embedded agents to provide task assistance (Anderson et al., 1995), and 3) as arti cial
users to simulate user behavior (Pew and Mavor, 1998; Jones, 1998)

Behavior models may also be represented mathematically or computationally (Klein
et al.,, 1993; Dawes and Corrigan, 1974; Marc C Canellas and Karen M Feigh, 2016).
Behavioral models are useful for describing the behavior of both individuals and groups of
people, thus it has become invaluable to the elds of economics and psychology (Rapoport
and Wallsten, 1972). Similar to cognitive models behavioral models can be useful for
simulating behavior or for assisting in the process (Dawes and Corrigan, 1974). However,
unlike cognitive models these models do not necessarily present the underlying cognitive
process but rather the outcomes. Often these behavioral models are, what P. J. Hoffman,
1960 termed, paramorphic representation, meaning they do not necessarily represent the
psychological process of making a decision but rather simulate it. Behavior models are also
useful in understanding the importance of attributes used in decision making and judgment
which is useful to understand why a human or group made a particular decision (Martignon
and Hoffrage, 2002). The methods for model inference presented in this dissertation fall
under the categorization of behavioral models. They seek to understand the outcomes of
decision making as well as the underlying preference structure and skills that led to these
outcomes, but our models do not seek to understand or simulate the underlying cognitive

process used in decision making.
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CHAPTER 4
Al “MENTAL MODEL” OF HUMAN DECISION PROCESSES: INFERRING
DECISION STRATEGIES FROM BEHAVIORAL DATA IN A GEOSPATIAL
DECISION TASK

This chapter investigates a method to infer and classify decision strategies from human be-
havior, with the goal of improving human-agent team performance by providing Al-based
decision support systems with knowledge about their human teammate. First, an experi-
ment was designed to mimic a realistic emergency preparedness scenario in which the test
participants were tasked with allocating resources into 1 of 100 possible locations based on
a variety of dynamic visual heat maps. Simple participant behavioral data, such as the fre-
qguency and duration of information access, was recorded in real time for each participant.
The data was examined using a partial least squares regression to identify the participants’
likely decision strategy i.e., which heat maps they relied upon the most. The behavioral
data was then used to train a random forest classi er, which was shown to be highly ac-
curate in classifying the decision strategy of new participants. This approach presents an
opportunity to give Al systems the ability to accurately model the human decision mak-
ing process in real time, enabling the creation of proactive decision support systems and

improving overall human-agent teaming.

4.1 Motivation

In complex real-world environments, humans and Al systems are often tasked with working
together as a team to solve high-consequence and dynamic problems. Presently, these
human-Al teams require the human operators and Al support systems to play relatively
static and complementary roles to ensure successful completion of a joint task. When

used to support decision making, Al decision support tools are often designed to use their
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signi cant computing and pattern recognition abilities to either simplify the decision space
or to present one or more Al-approved options to reduce the burden on human decision
makers. However, most of these systems have little to no understanding of their human
teammate's decision making process and/or cognitive state, leaving such systems unable to
adapt the aid they provide to match the needs of their human teammate.

Prior work in simplistic decision environments has indicated that, indeed, it is possi-
ble to infer decision strategies on a post-hoc basi®dBr, 2002; Bdder and Schiffer,
2003). We transition into a more complex, realistic decision environment and propose a
new method of identifying and classifying human decision strategies using a simulated
geo-spatial emergency preparedness and response scenario which requires a series of 10
distinct decisions utilizing six decision attributes and a decision option space of 100 possi-

ble choices. In doing so, this paper seeks to answer three primary research questions:

1. Can we infer decision strategies from dynamic behavioral data in combination with

decision accuracy?
2. How stable are people's decision strategies?

3. Can we classify these inferred decision strategies based solely on behavioral data?

Answering these questions will allow us to 1) characterize relevant aspects of the mental
model relating to the decision system, 2) maintain this characterization of mental model in
dynamic decision making environments, and 3) implement the methodology in real-world

environments in which outcome data cannot be immediately quanti ed.

4.2 Methodology

The work outlined here uses several methods to identify decision strategies utilized by
participants. In this section, the experimental setup is described in detail, followed by a
review of the two machine learning strategies employed ensemble to accurately identify

decision strategies.

37



4.2.1 Experiment

Experimental Task

We use the decision-making environment describe@?mo simulate a disaster scenario

in which the participants would act as disaster relief planners. In this role, the participant
must decide where to place resources within a city prior to and throughout the progression
of a natural disaster to maximize the utility of these resources to those affected by the
disaster. Participants make decisions with dynamic information changing over 10 time
steps. The information source buttons, allow the participant to view six heatmap overlays
describing various aspects of the city and storm impact over the city map. Participants
were provided with six information sources: current storm (dynamic), ooding (dynamic),
power outages (dynamic), socioeconomic status (static), population density (static), and
no-go zones (static).The information or "data sources' are listed as such to provide clarity
to the participants but will be referred hereafter as information attributes for the sake of
consistency with decision making literature. The dynamic attributes change after each time
step, but the static attributes remain the same across the 10 time steps (one trial block).

At each decision step, the environment is updated and the participant must decide where
to move their resource based on the new information. The participant is tasked with using
the six attributes available to place the resource in the “best” location assuming each infor-
mation attribute is weighted equally. After submission of a choice, the dynamic resources
were updated. This sequence was repeated 10 times for each of two cities. Participants
were required to complete the task using a training city to become familiar with the in-
terface prior to the data collection phase. A graphical representation of the experimental

design and process ow is given in Figure 4.2.
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Figure 4.1: Experiment 1: experimental interface

Decision Environment Design

The task was designed such that different weighting or use of the six attributes would
result in different optimal locations of resource placement. In this way, each participant's
behavioral data (e.g. which attributes were clicked, time spent viewing each attribute)
and decision choice (selected grid space) could be used to estimate the relative weights
assigned to each of the six attributes by a given participant. These weights could then,
in turn, be used to identify the most likely decision strategy utilized. Within our decision
making environment, we might expect heuristic decision strategies to be made faster and
with fewer instances of information access, while analytic strategies may take more time

and have higher counts of information access.

Experimental Apparatus

The maps utilized in this study are representative of two major US cities (Houston and
Chicago) with associated satellite images obtained from Google maps. The heat maps used
to characterize the environment were created in Python. The static heat maps, (population,

socioeconomic status, and no-go zones), were formulated in a previous study (lllingworth
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Figure 4.2: Experimental design diagram

and Karen M Feigh, 2021) by selecting random centers of high values and using a Gaussian

smoothing function to gradate the values.

Design of Experiments

The main independent variable of interest was the city and speci ¢ storm track/location at
each time step. To reduce systemic bias due to progressive fatigue of executive function,
the participants were placed into balanced groups such that each group was exposed to a
different city rst. Storm tracks were randomly selected prior to the experiment; however,
storm movement was constrained such that they could only move one grid space per time
step to replicate realistic velocities and headings.

The dependent variables collected were: 1) mouse clicks of attributes, 2) grid loca-
tion of the resource marker for each submission, 3) time spent on each heatmap overlay,
and 4) the calculated utility of each location. The dependent variables (resource location,
time on task, and number of mouse clicks), were recorded and analyzed against our six
attributes, shown in Figure 4.2. On the left, there is a diagram of the experiment sequence
to illustrate the path taken by participants when progressing through the experiment. In the

middle, there is a break-down of each task where we show that each task is compromised
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of 10 subtasks. The attributes represent the information shown to the participant where the
dynamic resources are updated at each time step and the static are constant through time.
The decision space is geospatial; it represents the 100 possible decision choices left to the
participant. On the right, we see data collected from the actions of the participants. The
utility of each attribute was mapped to a scale from O (lowest utility) to 1 (highest utility).
The maximum utility in a grid space selected by the participant was taken as the represen-
tative utility for the entire grid space. Utility was used to assess the performance of the
participants. Utility is a measure of how “good” a grid space is. Participants were briefed
on how performance was measured. Before beginning the experiment, participants were
asked to interpret several heat maps to ensure they understood how utility was measured.
Participants could not continue with the experiment until they correctly identi ed the map

with the highest utility to verify their understanding of the task.

4.2.2 Inferring andClassifyingStrategies

To infer decision strategies from the data, we needed to be able to classify decision strate-
gies based only on behavioral inputs. We do not implement outcome-based data for classi-
cation, as it is unlikely to be available in real-world settings. However, in order to train a
classi er, we needed to develop a labeled training set, i.e. to establish what decision strate-
gies each participant was using. Supervised machine learning relies on a labeled data set
to learn from previously identi ed entities (training) and then classify new entities (test-
ing). The challenge faced in this work was that a labeled training set did not exist and that
the labels themselves would need to be derived based on objective data, not self-reports or
experimenter observation.

We use a two step approach to construct a labeled data set and train a classi er (shown
in Figure 4.3) combining two well-studied methods: partial least squares regression (PLS-
R), see 8Data Labeling- Partial Least Squares Regress{below), and a random forest

(RF) classi er, see Strategy Classi cation- Random Forest Classi @relow). The goal
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of this approach is to 1) establish the labeled training set by quantifying the relationship
between the behavioral data, outcome data, and decision strategy for each participant over
several time steps, 2) solve for which attributes participants relied on most heavily in their
decision-making process and 3) understand how that mix of attributes can be explained by
their behavioral data only.

We used the PLS-R to create a labeled data set by uncovering the relationship between
the behavioral data (response variables) and outcome data (predictor variables) (objectives
1 & 2). Data labeling is important to but performed separately from the training process.
Labeling is a method to attach meaning to different types of data for the purpose of training
a machine learning model. The labeling process identi es a single entity from a data set as
belonging to a particular class. For example, consider you want to train a classi er to iden-
tify which images contained cats and which contained dogs, you would have to construct a
data set in which images are labeled correctly. The labels are primarily constructed manu-
ally. The classi er would then train itself by relating the prescribed features of the images to
the label given. When a new image appeared (test set) the classi er would analyze features
of the new image and assert a label "cat' or "dog'. Similarly, we seek to classify decisions
based on how effectively the decision maker utilized an attribute. This is not simply how
long or frequently an attribute was used but also how this use relates to performance on
that attribute. Put simply, the PLS-R allowed us to label each participant's decision strat-
egy, and determine the most signi cant information attributes used in the decision making
process. The random forest was then trained and tested using the labels derived from the
PLS-R method along with the behavioral data collected from the experiment.

Using this two-part approach is key to interpreting the implications of the results. It
may, initially, seem circular to classify strategies (RF) using results from the categoriza-
tion/labeling process (PLS-R), however, it is important to understand that the combination
of the two methods can be understood as a labeling, training, and veri cation process.

Without the RF, it could be argued that the relationships between predictor (performance)
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Figure 4.3: Data labeling and classi cation approach
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and response (behavior) variables identi ed by the PLS-R may be an artifact of this par-
ticular data set. By independently using a classi cation strategy (such as random forest)
we are able to demonstrate that the mapping from behavioral data to strategies is indeed
robust. Additionally, we can classify distinct strategy groups that have similar patterns in
information access (time and quantity) and accuracy of decision chiticeutneeding in-
formation on decision accuracy (which is likely unavailable in the real world). In a working
implementation of such a strategy, the system under development would be used to collect
data from participants during its development, and only the pre-trained random forest clas-
si er would be used in real time once the system was deployed. As is the case with most
real-world implementations of Al (Tesla autopilot, siri, alexa, etc.). Occasional updates to

the classi er would be possible based on additional data sets collected.

Data Labeling- Partial Least Squares Regression

Data labeling is a method to attach meaning to different types of data for the purpose of
training a machine learning model. Labeling identi es a single entity from a dataset as be-
longing to a particular class. Many techniques are used for collecting labeled data includ-
ing manual annotation from persons, extracting relations from readily available sources,
and automatically generating labels based on user behaviors (Chang, Amershi, and Ka-
mar, 2017). This work presents a new method for data labeling using a popular statistical
method, partial least squares regression (PLS-R). The decision strategies used by the par-
ticipants in this experiment are inherently ambiguous; they cannot be measured directly,
only inferred. Decisions are made through weighting of relevant attributes and selection of
option with the highest criterion value (sum of attribute scores and their respective weight-
ing). We establish the decision strategies participants implemented through process tracing
(i.e., the information acquisition (Ford et al., 1989)) to capture the most heavily weighted
attributes for each participant. We use the utility value of the selected location on each

heatmap as a proxy for the criterion value, assuming that if a person is valuing a given
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information source more highly, they will pick a location on the heatmap associated with a
higher utility, potentially at the expense of those associated with other information sources.
The application of PLS-R provides us with an answer to our rst research que§iam

we infer which decision strategies people are using®m a combination of behavioral

and outcome data. The behavioral data is assigned as the response variable, and the de-
cision choice as the predictor variable. The response and predictor variables are given in
Table 4.1. This con guration may seem unintuitive, but recall that the goal here is to de-
termine which information sources were valued most heavily, thus we want to determine
coef cients for the information attributes that were used. Note that what information at-
tribute were relied upon isot which attribute were clicked on the most but rather which

attributes were predictive of utility on that attribute.

Table 4.1: The response and predictor variable used in the partial least squares regression

Response Variables Predictor Variables
No. Clicks on Power Utility on Power Map
No. Clicks on Flood Utility on Flood Map
No. Clicks on Storm Utility on Storm Map

No. Clicks on Population Utility on Population Map
No. Clicks on No Go Zones Utility on No Go Zones Map
No. Clicks on SES Utility on SES Map

Total No. Clicks

% Time on Power

% Time on Flood

% Time on Storm

% Time on Population

% Time on No Go Zones

% Time on SES

Total Time

The PLS-R approach is uniquely suited to this problem structure. As con gured, this
problem is complex, with multicollinear independent variables, and an indirect measure for
the dependent variables, as well as a larger number of variables for regression than mea-
sured observations. PLS-R technique can be used with data that contains correlated inde-

pendent variables (MATLAB and Simulink, 2021). The technique constructs new indepen-
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dent variables, known as components, as linear combinations of the original independent
variables. Similar to a Multiple Linear Regression (MLR), PLS-R seeks to nd a combi-
nation of the independent variables that best t the dependent variable(s). Additionally,
like a Principal Components Analysis (PCA), PLS-R attempts to identify combinations of
independent variables with large variance to identify those that are most signi cant. Unlike
MLR and PCA, PLS-R combines information about the variance of both the independent
and dependent variables, while considering correlations among them. For our problem, the
PLS-R approach provides information about the relative importance of each resource to a
participants decision choice, and which features from their behavioral data correlated most
strongly with the used resources.

Having performed the PLS-R and identi ed the relative importance of the attributes and
behavioral features for a given user, we must now establish a cutoff threshold to identify
which resources were “usedand which were not, so as to accurately classify the partici-
pant's decision strategy. To do this, we make use of a metric called the Variable Importance
in Projection (VIP), which uses values from the calculated PLS-R covariance matrix to es-
timate the predictive power each independent variable in explaining the behavioral data.
Any VIP scores higher than 1 indicate information sources that were used (1 being a well-
established cutoff threshold for PLS-R independent variable reduction) (Akarachantachote,
Chadcham, and Saithanu, 2014). The ground truth for the user's decision strategy group is

then de ned by which of their information sources had VIP scores over 1.

Strategy Classi cation- Random Forest Classi er

Random forests are an ensemble learning method used for both classi cation and regres-
sion. The random forest model was used to answer our last research queatione
classify these inferred decision strategies based solely on observable behavioral data?'

Random forests are particularly useful in problems with missing data, no-linearity, and are

l“Used” in this context does not refer to whether the attribute was clicked on at all, but rather if the
interaction (clicks and time spent) with the attribute was predictive of the decision choice.

46



robust to outliers; these strengths are well-suited to our experimental data and the nature of
behavioral data as human data is inherently messy.

In each tree, the division is continued until the tree reaches its maximum depth. For
classi cation tasks, the output of the random forest (i.e., collection of individual trees) is
then the class selected by most trees. The classes in this scenario are the decision strategies
determined by signi cant VIP scores in the PLS-R. The candidate splitting variables in each
tree are chosen by a random selection from the set of explanatory variables. In our analysis,
these explanatory variables are the behavioral data used as the independent variables in the
PLS-R. The random forest combines bootstrapping and random feature selection. This
alleviates the problem of over tting in decision trees. In the bootstrapping step, each tree
grows with a different training sample which is randomly selected from the training data set
with replacement. Through sampling with replacement, some observations might appear
more than once, while others will be left out in the bootstrap sample, known as out-of-bag
(OOB) observations (Breiman, 2001). From these OOB observations, we can determine
the error rate (generalizability of our model).

Our dataset was unbalanced, which can lead to high error rates in “lazy learners', i.e.
algorithms that classi es based on the most related stored data from the training set. To
balance the data, we performed a synthetic oversampling of the underrepresented strategies
using the SMOTE algorithm (Chawla et al., 2002). The synthetic balance of classes is
appropriate for instances where some classes are severely underrepresented. If classes are
not relatively balanced in the training data a ‘lazy learner' can achieve high accuracy by
ignoring those underrepresented classes. The original and synthesized distributions of data
are given in Figure 4.4. Note that we are using abbreviations for each sub-strategy, (see
Table 4.2).

The accuracy of the random forest is generally high as it reduces variance. The perfor-
mance is in uenced by three primary factors: (1) correlation between trees (low correlation

is better); (2) the performance of each tree (higher performance of base trees); and (3) the
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(a) Houston synthetic minority oversampling (b) Chicagosynthetic minority oversampling

Figure 4.4: The distribution of decision strategies in before and after class balancing. For
attribute abbreviations, see Table 4.2.

Attribute Abbreviation Static v. Dynamic
Power Outages P Dynamic
PopulationDensity D Static
Storm S Dynamic
Socideconomic Status E Static
No Go Zones N Static
Flood Zones F Dynamic

Table 4.2: Abbreviation key for the information attributes

Block Features Classes Train Test Instances
Houston 14 20/2 80% 20% 640
Chicago 14 15/2 80% 20% 640

Table 4.3: Speci cations within the random forest model

48



number of trees (a large number of trees balanced with computational constraints) (Cheng
et al., 2019). Because of the low computation time for our model, we did not have to make
a trade-off in the number of trees. Our model was built using the R “randomForest” library
(Liaw and Wiener, 2002). The speci cation on the number of features, number of classes,
and splitting of the data is given in Table 4.3. The number of classes is split because we
built models at two levels of classi cation, number of attributes used and which attributes
were used. We used 700 decision trees and varied splitting between 3 and 10 variables for
the various levels of classi cation. The prediction performance is quanti ed by the out-of-
bag (OOB) sample; thus it is not required to run a cross-validation procedure to measure

the random forest performance (Cheng et al., 2019).

4.3 Results

Referring to our three main research questions, we will present our results for each question

in a separate subsection below.

4.3.1 Canweinfer decisionstrategiesrom dynamicbehavioraldatain combinationwith

decisionaccuracy?

Using the PLS-R strategy described iDgta Labeling- Partial Least Squares Regression

we were able to determine which attributes users relied on most heavily to select a decision
choice, and thus, we were able to infer their decision strategy. Again, the aim of the PLS-R
is to categorize decision strategies based on the number of attréfteesvelyused in the
experiment. Itisimportant rstto clarify how the attribute numbers discussed below should
be interpreted. We are not simply identifying what attributes were selected, which could
simply be tallied. We instead examined how the interaction behavior with each attribute
(the frequency and length of use over time) relates to performance over time (overall utility
and individual attribute utility). For example, if the user interacted with attribute X consis-

tently, but their performance on attribute X was chaotic than the PLS-R would not identify
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that attribute as signi cant in the user's decision making strategy. Conversely, even if the
user had little interaction with attribute X compared to the other attributes, if that inter-
action was predictive of high performance on the attribute then the PLS-R would identify
attribute X as signi cant. The mapping that should be drawn between the attributes and
decision strategies should not be drawn between number of attributes selected, but rather
between the attribute selection and attribute-wise performance, i.e. was selection predictive
of performance? Note that we are using abbreviations for each sub-strategy, see Table 4.2.

The majority of participants in this study used a 3-attribute strategy, with the next largest
group exercising a 2-attribute strategy. As shown in Figure 4.5, the distributions of decision
strategies for the Houston and Chicago blocks were similar. This result is unsurprising,
as the complexity of the experiment (designed to be more realistic) makes it dif cult for
participants to effectively use all six information attributes within the allotted time frame.
Analysis shows that within the 3-attribute group, there is overlap of sub-strategies between
the two cities, with PDE (Power, Population, SES) and DEN (Population, SES, No-Go
Zone) being the most popular. Within the 2-attribute group, there is more diversity in the
sub-strategies: DE (Population, SES) and PD (Power, Population) dominate in Chicago,
while the most numerous groups in the Houston block were PE (Power, SES) and DN
(Population, No-go). The 4-attribute group sub-strategies were similar, with most of the
participants in this group designated as the PDEN (Power, Population, SES, No-Go) sub-
strategy. The following section will address the stability of participant strategies and how
they changed between cities. Note that weighting amongst statistically signi cant attributes
is not considered i.e., for the PD (Power, Population) sub-strategy there is no distinction
between those that weighted power more heavily than population and vice versa. Although
itis possible to use PLS-R to make this weighting distinction, we chose not to as the number
of strategies would balloon and thus make classi cation impractical.

Very few participants were found at either end of the analytic/heuristic spectrum. Only

three participants were found to adhere consistently to one reason decision making like the
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popularized “Take-the-Best” strategy and no participants adhered to a 6-attribute strategy
like the popular equal weight strategy. One participant, Participant 49, in a single city
(Houston) was not classi ed into a decision strategy by their behavioral data using the
PLS-R approach. Participant 49 was among the lower performers for this city, but they
did meet the criteria to be included in the study indicating that they had high effort on the
task. Participant 49 was among the higher mouse clicks and time taken on this task. This
high-effort to low-accuracy interaction is likely the reason that the PLS-R could not nd an
appropriate relationship between their behavior and their output.

Interestingly, among the most popular sub-strategies, none made signi cant use of the
more visually simplistic dynamic attributes (Storm, Flood), instead relying on the most
visually complex dynamic attributes (Power) and the three static attributes (Population,
SES, and No-Go). We might have expected people to rely more heavily on the dynamic
attributes as the experiment progressed because as participants gained familiarity with the
static attributes and were able to store them in their working memory. However, we did
not nd this; we found visual complexity to be more important than how the attribute
changed through time. Visual complexity is linked to how well and how quickly observers
can synthesize the information (Deng and Poole, 2010). Potter (2012) show that observers
understand and comprehend the visual information of a scene within 100ms, but they need
slightly more time to consolidate it into their memory. However, when navigating large
information resources cognitive overload is a critical problem (Harper and Patel, 2005).
More complex data sources lead to lower performance, as a result, the interaction data has
little predictive power (the PLS-R would not identify the attribute as signi cant). Itis likely
that the overuse of the more complex information attribute overshadows those of the less
complex sources that are more comprehensible and able to be retained in working memory
more quickly.

Table 4.4 shows a comparison of the explanatory capacity of the modelsR@)e.

The mediarR? values are 0.47 and 0.54 for Chicago and Houston, respectively. Scores
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(a) Houston: distribution of decision strategiegb) Chicago: distribution of decision strategies

Figure 4.5: The distribution of decision strategies in each experiment block.

Figure 4.6: Subsets and supersets of all possible strategies within out decision paradigm.
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less than 50% are common for models of behavioral data, which have inherently high
variability (Frost, 2019). For the Houston data, the lowR$tvalue is zero, intuitively
corresponding to the unclassi ed participant. Among successfully classi ed participants,
the minimumR? value is 0.188, similar in magnitude to the minimum in the Chicago data.
Models for participants with low explanatory capacity 20%) are not of concern to this
study, as the goal of this regression is not to predict future behavior but rather to identify
the relative importance of each attribute for a given participant's decision making process.
As demonstrated in the following sections, these models do not have to be predictive to be

useful in classifying participants into decision strategy groups.

R? Chicago Houston
Median 0.484 0.542
Mean 0.475 0.543
Min 0.126 0.000
Max 0.816 0.959

Table 4.4: R-squared values from the PLS-R models tted to each participant.

4.3.2 How stablearepeople'sdecisionstrategies?

Across the two cities there exists 22 total strategies, 12 of these are present in both cities.
This means a portion of our participants switched strategies between the cities. Having
grouped the participants by apparent decision strategy, and observing a great deal of overlap
between the two cities, the following question remains: how stable are people's decision
strategies? To answer this question, we tracked how users' decision strategies changed
between the two cities, as well as, within a given city.

First, we analyze behavior within a given city. To compare within city data, we perform
the PLS-R with data which was subset by time step. We perform the PLS-R with the
rst two time steps, rst three time steps, etc. until we have all ten. We then compare
the classi cation at each time step to the nal step. We make this comparison using the

Levenshtien Distance (LD) (Levenshtein et al., 1966). LD is a measure of the similarity
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(a) Houston: Levenshtein Distance (b) Chicago: Levenshtein Distance

Figure 4.7: The Levenshtein distance between the nal PLS-R classi cation anadfthe
step classi cation

between two strings, the source string and the target string. The lower the LD the more
similar two strings are. Figure 4.7 represents the LDs for each city, there is a clear trend
downward meaning the strategies get more similar through time. Similar trends were also
seen in the marginal LD (the LD between two consecutive time steps). However, we cannot
de nitively say that the participants at large converged on a strategy. To gain conclusive
evidence of strategy convergence, we must test over a longer time period.

While participants trend towards a stable strategy within a given city; do they continue
using this strategy in the second part of the experiment? We constructed the diagram in
Figure 4.8 to illustrate the divergence in decision strategies between cities. In the dia-
gram users, shown as colorful and small dots, were visually clumped into the large blobs
of their general decision strategy, as well as smaller circumscribed blobs denoting their
sub-strategy. The size of the strategy groups varied between the two experimental blocks.
Shown above is the movement between strategy groups. Black circles indicate participants
who did not change strategy between the blocks. White circles indicate participants who
completed their respective rst block within a strategy but diverged to another group. Col-
ored circles indicate the strategy used in the second block of the experiment. The color

of the circle indicates which strategy group the participant diverged from (e.g., the green
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No. Attrs.  Match ( 0) 1 2 3 4
Participants 12.5% 56.5% 81.5% 87.5% 100%

Table 4.5: Participant changes in strategies.

circle in the 3-attribute-DEN indicates a person that used a 4-attribute strategy in their rst
experiment black but transitioned to a Take 2 strategy in their second block. All other users
adapted their strategies. The results suggest that a majority of users (87.5%) did vary their
strategy between cities — indicating that the context of the task was more impactful on the
choice of decision strategy than on an intrinsic preference for one strategy type. Among
those that diverged in strategy, many simply used a subset or superset of their previously
used attributes, shown in Table 4.5.

The heatmap given in Figure 4.9 illustrates switches in strategies from a participant's

rst city to their second city. The heatmap is densest along the diagonal indicating that most

participants do not diverge by more than one attribute. For example, of the 8 participants
that changed from a 3-attribute strategy to a 4-attribute strategy, 7 of these moved to PDEN
from a subset (PDE, PND, DEN, PEN), dropping a single attribute. We can also observe
from the white numbers in Figure 4.9 that participants that remained withigrid spaces
had small changes in utility between the two cities comparatively to those that made larger
attribute switches (e.g. switching from a 1-attribute to a 3-attribute strategy or from a 5-
attribute to a 2-attribute strategy.)

The strategy mappings indicate that while a smaller percentage of participants (12.5%)
strictly adhere to a single strategy across the two cities, a majority of the participants use a
similar strategy—relying primarily on the same attributes (44%). Adaptive strategies are of-
ten attributed to either the time pressure or changes in the dispersion of cue validities (this
may vary with experience as users learn which attributes might have collinearities) as these
factors have been shown to have predictable effects on information search behavior (John
W Payne, John William Payne, et al., 1993; John W Payne, Bettman, and E. J. Johnson,

1988; E. J. Johnson and John W Payne, 1985). Given that the effects on information search

55



Figure 4.8: Strategy transitions

Figure 4.9: Migration of decision strategies between the rst city a participant encountered
to the second city. The gradient color represents the number of participants. The white
numbers inside the grid spaces represent the average change in performance between the

two cities.
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are predictable, the next step is to determine if we can reliably classify decision strategies

with the variable data.

Note: The results in this section indicate that participants begin to converge on a strat-
egy during the tasks. However, ten tasks were not suf cient to determine convergence. We
preformed a follow on experiment to sus out how users develop mental models of the task

and when these models stablize. Please refer to Section 4.5 for these results.

4.3.3 Canwe classifyindividualsinto theseinferreddecisionstrategiedasedsolely on

observabldehavioradata?

We now ip the problem with the goal of classifying strategy using only the behavioral data.
We make this adjustment because behavioral data is often the sole human data available to
the Al system, as the ground truth is unknown. Classi cation based on behavioral data
rather than outcome data is bene cial for two reasons 1) different decision strategies can
frequently produce similar outcomes, thus we can only diagnose errors by understanding
the processes, and 2) in real-world situations, behavioral data can indicate a potential error
before it occurs (an opportunity for an Al teammate to bring possible errors to the user's
attention), whereas, by de nition, errors in outcome data can determine once a decision is
made.

Using a random forest classi er, we attempted to classify by tuning each model to re-
duce the error rate and maximize the accuracy for each classi cation task. We performed
two levels of classi cation: sub-strategies (PE, PD, PDEN, etc.) and then by a more sim-
plistic strategy categorization (analytic or heuristic). The results of the sub-strategy clas-
si cations are given in Table 4.6. The results of our classi er show promising results,
particularly for such a large class problem with model accuracy between 70.7-99.2% for
various classes. There are 22 possible classes and 640 samples before the oversampling

technique was implemented; thus we have used an asterisk to denote classes that contained
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less than 5% of participants. There is greater potential for the model to be over t or the
samples to be underrepresented in these classes. The last line in Table 4.6 gives the Out of
Bag (OOB) error for the model. The model is accurate on 87% and 82% of the samples it
has not been trained on for Chicago and Houston, respectively. The accuracy measured by
the OOB error is commonly used as method for estimating the model error (Cheng et al.,
2019). The OOB samples are samples that were not selected in the training set as a result of
bootstrapping (about 1/3 are left out). The OOB ensemble is smaller than the full ensemble
used to train or test the model. The OOB error is suf ciently low for our purposes.

Machine Learning methods are less proli c in behavioral research (Turgeon and Lanovaz,
2020). Turgeon and Lanovaz (2020) assessed the effects of an interactive web training to
teach parents behavior analytic procedures to reduce challenging behaviors in children with
autism spectrum disorders. They used this data set to test the viability of using various
machine learning algorithms with behavioral data. The RF algorithm was successful in
predicting whether a child would bene t from their parent following the web training in
77% of the sample. Given the complexity and variation in human data, our results are very
promising for classifying new participants in real-time.

Rolling up to a more simplistic two-level strategy classi cation (more heuristic or more
analytic with the distinction set between 3-4 attributes) is given in Table 4.7 and Table 4.8
and results in an accuracy (from OOB) of 92% and 81% for Chicago and Houston, re-
spectively. The heuristic and analytic decision strategies are opposite ends of a spectrum
and not necessarily as binary a split as represented here. However, this distinction may be
useful in reliably determining the complexity of the strategy. These results indicate that
behavioral data in the form of quantity and length of information access can be used to
accurately classify people's decision strategies. This nding is particularly useful because
this classi cation can be done in real time with few or one interactions with the system

(after it is trained).
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No. Attributes Strategy

Chicago Houston

1 Population 96.9% * 96.9% *
1 Power N/A 92.2% *
2 Population, SES 82.8% 80.4%
2 Power, No Go 82.8%* 88.3%*
2 Power, Population 76.6%  96.9% *
2 Power, SES 70.7%*  92.9%
2 SES, No Go N/A 98.4% *
2 Storm, Flood 81.2%* 95.3% *
2 Population, No Go N/A 94.5% *
3 Population, SES, No Go 89.1% 78.9%
3 Power, Population, SES 90.6% 77.3%
3 Power, SES, No Go 89.1% 90.6%
3 Power, Population, No Go 98.4%* 92.2%
3 Power, Population, SES, No Go 96.9% 87.5%
4 Storm, Flood, Population, SES 96.9%* 97.7%*
4 Storm, Flood, SES, No Go 96.9% * N/A
4 Storm, Power, Flood, SES 95.3% * 97.7%*
4 Storm, Power, Flood, Population N/A 97.7% *
4 Storm, Power, Flood, No Go N/A 99.2% *
5 Storm, Power, Flood, Population, SES 96.1%* 96.9% *
5 Storm, Power, Flood, Population, No Go N/A 94.5% *
0 Unclassi ed N/A 96.9%
OOB Error 12.66%  17.9%

*Less than 5% of the participants

Table 4.6: The accuracy of the random forest classi er for each city at the attribute level.

Chicago
Number of Trees: 700
No. of splitting vars.: 10
OOB estimate of error rate: 7.8%
Confusion Matrix:

Predicted

Analytic Heuristic Class Error

Observed Analytic 373 27 6.7%
Heuristic 38 394 8.8%

Table 4.7: Classi cation of heuristic and analytic strategies for Chicago.
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Houston

Number of Trees: 700
No. of splitting vars.: 10
OOB estimate of error rate: 19.1%
Confusion Matrix:
Predicted
Analytic Heuristic Class Error

Observed Analytic 319 56 14.9%

Heuristic 85 273 24.3%

Table 4.8: Classi cation of heuristic and analytic strategies for Houston.

4.4 Discussion

The results presented in this study have implications for decision support systems, human-
agent SMM development, and human-agent teams at large. In this work, we demonstrate
a viable method for an agent to build a targeted model of the human decision making
process via quanti cation of the relationship between measurable human behavior and the
decision choice made. This is a step towards fully characterizing the user's mental model
of the decision system. However, before this method can be applied in-situ, several critical
guestions must be asked and answered: Can we reliably classify human decision making
strategies in this domain? Is this approximation of the human-agent's decision strategy
suf cient to develop a functional model of their decision processes?

To the rst of these questions: yes, we were able, using behavioral attributes alone (time
and information access) to classify individuals at the sub-strategy level. When examining
stability of decision strategies at the attribute level, we have shown that the strategies are
quite stable, shifting only by one attribute in many instances. However these strategies,
which are most popular utilize 3-4 attributes, making them neither fully heuristic nor fully
analytic, but instead a more sophisticated heuristic. This lack of stability may be explained
by Yang's (1997) examination of students' information seeking (S. C. Yang, 1997). He
articulated that, over time, mental models “appeared to move from chaos to order, and

fuzzy to clear”. This is likely why we see slightly improved performance for participants
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who adopted an additional attribute in the 3-attribute to 4-attribute strategy migration. As
participants' understanding of the task and information sources become clearer, they are
able to incorporate an additional attribute successfully. The addition of an attribute to a
decision strategy may be explained by familiarity with the interface and task gained over
time.

While there are various other levels of abstraction that we might have chosen to examine
decision strategies, such as named strategies (Take-the-Best, Tallying, Dawes-Rules, etc.)
or number of attributes used (disregarding which attributes were used and how), we chose
the distinctions of 1.) generic heuristic versus analytic and 2.) speci c attributes that were
effectively used because of the opportunity they would seemingly give for tailored decision
support. Had we found a clear distinction between preferences for analytic and heuristic
strategies, we might have advocated to speci cally cater support to each strategy through
option-wise or attribute-wise aid, respectively. However, having identi ed instead, that
most individuals adopted a sophisticated heuristic, we might instead opt for support that
is tailored at the attribute based strategies. (Morrison et al., 2013) point out that is critical
to design decision aids which support the wide range of decision strategies if these aids
are to be implemented in real-world, complex environments. Systems that do not properly
support these types of heuristic decision strategies have been shown to negatively impact
the work ow of the very users they aim to support (K. Feigh et al., 2006). Here, we
also identi ed a tendency to overly dwell on visually complicated attributes while ignoring
dynamic attributes. It may be that working memory was poorly distributed and that support
should target supporting working memory.

To the second question: yes, as demonstrated in this work, the proposed method can
be employed to create an accurate model of the human-agent's decision strategy from uti-
lization of information resources. The estimation of the human-agent's decision strategy
has obvious merits for the prediction and guidance of decision making in real time. When

evaluating the accuracy of such models and how they can be used to infer mental mod-
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els, it is important to consider that mental models do not need to be complete or entirely
correct to be useful. Norman observed individuals' mental models were likely inaccurate,
containing “contradictory, erroneous, and unnecessary concepts” (Norman, 2014), but they
were usable and useful when developing an understanding of new systems or environments
(Blummer and Kenton, 2014). Therefore, approximate models, such as those developed
in this work, are suf cient to understand and guide human-agents in a decision making

environment.

4.4.1 Limitations

We have addressed limitations of the proposed methods throughout the chapter. In this
section, we reiterate some of these concerns and speak to viable solutions.

Firstly, we have not tested the ways in which these ndings can be used to improve
team decision making. Thus, it is dif cult to determine the merit of the two levels of
decision strategies employed (high-level analytic v. heuristic) or attribute-level strategies
in this study. The distinction between analytic and heuristic strategies was not clearly
found in the results indicating that this split may not have much value in this task domain.
Alternatively, it may mean that using information seeking as our basis for classi cation
(heuristic v. analytic) was insuf cient to capture actual information processing. Heuristic
strategies are thought to make attribute-wise evaluations, while analytic strategies make
option-wise decisions. Future work should examine the impacts of this distinction, as well
as test and quantify the potential bene ts from inferring decision strategies and using the
distinction to improve human-agent team performance.

Secondly, machine learning methods require large quantities of diverse data to be fully
trained. Within our data set the full spectrum of strategies was not represented and, in the
strategies that were represented, some had low numbers of participants. This manifests
as a poorly trained algorithm on many possible strategies and may over t on classes that

are lacking variation in data (i.e. only one participants data). As with all classi ers, you
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must have representative population data for all classes. To fully train a classi er signi -
cantly more data must be collected in the target environment. Further, we identi ed a set
a features that are useful for classi cation we have not identi ed all features and perhaps
important features for strategy identi cation, such as order of attribute selection. The order
of attribute select results in complex data that was not included in the classi er, however,
future research will address how the preferred order of attribute selection impacts decision

making and re ects the user's mental model.

4.5 Stability of strategies: Extending experiment from 10 to 30 tasks

In this section, we show results of a temporally extended version of the geospatial dis-
aster relief environment discussed previously in this chapter. The experiment extension
and analysis shown in Section 4.5 represents the joint work with another student, Ranjani
Narayanan. Rather than the 2 blocks of 10 tasks each, all dynamic resources change are 30
times in a single experimental block. New data was collected from 32 participants (47%
male, 44% female, and 9% undesignated).

Unlike Subsection 4.3.2, which utilizes all data points for characterizing the key at-
tribute of each strategy, this work explores a sliding window technique to capture the dy-
namic variations in users' mental models as task understanding changes. This section is
an abbreviated summary of the ndings from the experiment extension. More details on
the results of the experiment extension can be found in (Ranjani Narayanan and Karen M.

Feigh, 2023).

4.5.1 Methodologyfor Convergencdests

These windows had sizes in the factor of 30 to incorporate data points from all the updates
evenly. Thus, the candidate window sizes were 3, 5, 6, etc. Consecutive windows were
constructed (Figure 4.10). For consecutive windows, window 1 is classi ed using data

points 1-2-3-4-5, window 2 using 6-7-8-9-10, and so on. Key attributes are identi ed for
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each window using the PLS-R described in Subsubsection 4.2.2.

Figure 4.10: Windows for strategy convergence. Consecutive windows do not use any
overlapping data points.

We use convergence as a metric to quantify the stability of strategies. The convergence
of a strategy is de ned by measuring the similarity of attributes of each window with those
of the nal window. The similarity between strategies used in any two windows is calcu-
lated using Levenshtein Distances (LD) (Levenshtein et al., 1966). A lower LD indicates
higher similarity between windows of comparison.

We focused on identifying key attributes over a localized window of time to capture
variations among participants' choices. A window size of 3 was not suf cient for PLS-R to
make accurate classi cations (led to an over t model wihvalues 1). Sizes5and 6 led
to negligible differences in key attributes but a window size of 5 allowed for an additional
classi cation point for comparison (6 vs 5). Higher window sizes did not yield suf cient
classi cation points for analyses. Thus, a window size of 5 was used for all further analyses

presented.
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4.5.2 ConvergencdnalysisResults

Participant groups were, thus, divided into higfh = 85.2709, SD = 6.8021)mid (M =
76.2041, SD = 8.2253)and low (M = 65.233, SD = 10.1479performance categories.
Individuals whose performance exceede®D above the overall mean were designated
as high-performers, while those with sco 3D below the mean were grouped as low
performers. Individuals with scores ranging between high and low performers were mid-
performers. 62.6% participants were mid-performers, followed by 18.7% and 15.6% par-

ticipants in the low and high-performance groups respectively.

Figure 4.11: Group-wise average LDs between nal model and model at each update.
(*** p< 001

To gauge the stability of MMs with task progression, we investigated if the strategies
identi ed at each window "converged' toward the strategy identi ed at the nal window.
Figure 4.11 shows the trends in LD for each performance group. Among all groups, we
observe a downward trend in LDs computed between the nal window and window at
each time step. Differences between the performance groups were non-trivial. A one-
way ANOVA indicatedF (2;72) = 27:77;p < 0.01L Tukey's HSD posthoc tests revealed
statistically signi cant f < 0:00]) results between the high-low and mid-low pairs, while

the differences between the high-mid pair were not signi cgnt( 0:05). These results
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point towards differences in adaptability among the three groups, which is strongest among

high performers followed by mid and low performers in that order.

Figure 4.12: Distribution of the number of attribute changes in key components of each
model

Figure 4.12 shows the distribution of marginal Levenshtein Distances among partici-
pants over time. Marginal LDs are LDs calculated between consecutive windows without
any overlap in the data points used to classify them. This is done to avoid similarities aris-
ing due to artifacts of overlapping key component classi cations. The proportion of partici-
pants having O-attribute changes monotonically increases with the progression of tasks and
almost doubles by the end of the experimental trials. The overall proportion of participants
with O or 1-attribute changes also increases in comparison to 2, 3, or 4-attribute changes.
This tendency for local convergence was highest among low-performers, followed by mid
and high-performers in that order. We attribute this pattern to high adaptability within the
high-performers. Our results indicated that decision rules cluster into a relatively small

number of distinct strategies, similar to the ndings of (Gary and Wood, 2011).
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4.6 Conclusions

The proposed methodology detailed in this work provides Al-systems the tools to use real-
time, observable human behavioral data to develop accurate, dynamic models of human
decision making. We present three primary ndings from this paper that can be used to
infer decision making strategies and inform on mental models of the decision system: 1)
we can infer decision strategies from dynamic behavioral data in combination with their
decision choices, 2) we detect when people diverge in their decision making approach, and
3) we classify these inferred decision strategies based solely on behavioral data. The gen-
eral conclusions that decision makers change strategies even during similar events and the
methodology used to track decision strategies can be implemented in design principles for
Al used in human-Al collaboration. If these tools and others like it are implemented ap-
propriately in current Al support systems, we can achieve more effective human-Al teams,
leading to better outcomes and lower costs, bene ting the users, the developers, and society

at large.
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CHAPTER 5
MENTAL MODELS OF Al

Understanding human mental models of Al is critical for designing human-centered Al.
Examining mental models provides depth in understanding how users want to interact with
Al, when users may need an explanation, and what knowledge is shared between the user
and the Al system. This work investigates users' mental models of an Al-decision aid. An
experiment was designed to mimic a realistic emergency preparedness scenario in which a
resource must be allocated into 1 of 100 possible locations based on a variety of dynamic
visual heat maps. The users are assisted in resource placement by an Al-decision aid. The
users are asked whether the Al is satisfying a set of constraints to best serve the affected
population and to provide an overall score for the Al performance in resource placement.
It was found that users tended to exhibit a binary bias in which they tended to categorize
performance into discrete bins rather than on a continuous scale, however, the users were
able to distinguish between individual and team goals in a human-Al team decision task

and did not exhibit a bias towards the human goals.

5.1 Methodology

The following sections will describe the experimental task design, the apparatus used in

this experiment, the recruitment techniques, the experiment design, and the Al algorithm.

5.1.1 Experimenflask

The experimental environment was modi ed from previous studies discussed in Chapter 4
(Walsh and Karen M. Feigh, 2021; Walsh and Karen M. Feigh, 2022b) and Chapter 6
(Walsh and Karen M. Feigh, 2022a). For a full description of the decision attributes and

interface construction please refer to Subsection 2.0.2.
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The task is designed to simulate the complexity of real-world, decision environments.
In the given scenario, a life-saving resource must be placed within the city map. In order
to determine the optimal location of the resource, various data sources (hereafter referred
to as "attributes') must be accounted for according to a given rank order of importance.
Participants make use of six attributes in the form of heat map overlays accessed through
a toggle panel. The color coding of each heat map corresponds to the utility value of that
location, where green is best and corresponds to a utility value of one, and black is worst

and corresponds to a utility value of zero.

5.1.2 Changedo DecisionEnvironment

Unlike our previous experiments in this environment described in Chapter 4, Chapter 6,
and Chapter 7, the participant does not place the resource, but rather assesses how well an
Al decision aid places the resource within this environment. The interface is still divided
into three parts (see Figure 5.1). The left-hand side illustrates the toggle attribute panel
and the Al constraints the user must evaluate. The right-hand side contains the response
buttons. In block 1, participants were asked to rate the performance of the Al on a Likert
scale from 1 to 7 (top): all conditions were met, most conditions were met, few conditions
were met, and none of the conditions were met. Participants were also asked to identify
which conditions were met (bottom). In block 2, the right-hand side contains the response
buttons. Participants were asked to rate the performance of the Al on the 'Al constraints’
(top), on the 'User constraints' (middle), and give an overall performance score (bottom)
on a Likert scale from 1 to 7 (top): all conditions were met, most conditions were met,
few conditions were met, none of the conditions were met. The participants were given the
ability to click through the various attributes to display the associated heat maps, on the
left-hand panel, and respond as to whether the pin is well placed by the Al decision aid, on
the right-hand panel. In the center, participants can observe how the different attributes are

dispersed throughout the city. The environment is updated several times, and the participant
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must assess the new Al-suggested placement based on the currently available information.

The participants see two experimental blocks discussed further in the next section.

Figure 5.1: Experiment 2: the experiment interface for experiment block 1 and control
group.

Figure 5.2: The experiment interface for experiment block 2.

The Al solves a non-linear optimization problem within the same storm interface used
in a previous set of studies (Walsh and Karen M. Feigh, 2021). The set of constraints is
consistent throughout the experiment, however, other problem values of the information
sources are updated at each task. The Al solves for the best grid location to place its

resource (a generator) given the current information state and the steady-state set of con-
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straints. The Al is programmed with intentional logic errors to test the users understanding.
Participants will be told the constraints and must rate the Al performance, as well as, iden-

tify the source of any errors (i.e. how is the Al wrong?).

5.1.3 ExperimentaDesign

The experiment is designed in two experiment blocks. In the rst experiment, block users
will be asked to rate the performance of an Al over 8 trials. The rating should be based on
how well the Al meets various constraints explained to the participant. The constraints are
discussed more deeply in the following sections. In the second experiment block, the user
is asked over 12 trials to rate the Al on 1) how well it met its own set of constraints (i.e. was
it good at its own task), 2) how well it met the user's constraints (i.e., was it conscientious
of its teammate's task), and 3) how well the Al performed overall. The goal of the rst
two questions is to determine the user's mental model of the Al error. The goal of the third
guestion is to determine if users exhibit a bias to prioritize their own goals over team goals.
The independent variable was the number of constraints that were violated. There were
4 levels of constraint violations: "all', ‘'most’, ‘few', or ‘none' of the constraints that were
met. The constraints were violated in consistent ways that aligned with resource weights
(discussed further in the 'Al Resource Constraints' section. The dependent variables were
the ratings the user assigned to the Al. Users were asked to rate the Al on a scale of 1 to 7
with 1 corresponding to 'none’ of the criteria was met and 7 corresponding to 'all' of the

criteria was met.
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5.1.4 Al ResourceConstraints

The Al places a resource on the map based on an optimization problem with a non-

compensatory weight structure. The optimization problem is de ned as follows:

X
n;(ax F(X) = f

St fro go(X) = WaX
fses(X) =0
foop(X) = WsX
pop %
2 1 x=0

frood (X) = S
T WoX x60

fpower(x) = WX

f storm (X) = WpX

where,

Wi:4li

The functions represent the relative importance of each attribute to evaluate the criterion.
The decision space is 851,408 with2 [0;1]. This problem does have a ground truth
solution to be solved for (there exists at least one optima). The user will be given the set of
constraints as a non-mathematical preference structure (to be accessible to online popula-

tions). The preference structure for Block 1 is given as follows:

Al Constraints
» The Al cannot place the resource in the storm path
» The Al would prefer a place with no ooding

» Areas with no power outages are more valuable than areas with no ooding

» High population density is considered more valuable than No go zones
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The preference structure for Block 2 is given as follows:
Al Constraints

» The Al cannot place the resource in the storm path
» The Al would prefer a place with no power outages
» High population density is considered more valuable than No go zones

User Constraints

* You cannot place the resource in an area with a power outage

* It is important to service the lowest socioeconomic status (SES) community

* You would prefer a place with no ooding
In a randomized set of trials, the Al will (by design) fail at meeting particular constraints at

various levels. It will be the task of the user to detect these errors. The distribution of task

dif culty for each block can be found in Appendix Section .1.

5.1.5 Participants

The experiment included 32 participants, 15 males, and 17 females. The participants ranged
in age from 21 to 54 with an average age of 34 years old. All participants spoke English,
resided in the U.S., and reported no color blindness. Participants were recruited through

the online crowd-sourcing platform Proli c.

5.2 Results

We examine rst the user's rating of the Al performance in the rst experimental block.
User ratings are given in Figure 5.3. The dashed line indicates the expected values, and
the box plot indicates the actual user ratings. We rst test to see if the users can distin-
guish between the four levels of accuracy. We use a Kruskal Wallis Test to determine the
difference amongst the reported accuracy levels. We nd signi cant differences between
all pairings with the small difference being between that ‘'most' and "all' of the criteria are
met groups(f = 0:0095. This indicated the users can in fact determine differences in the

levels of Al accuracy, however, it does not indicate whether the user can accurately assess
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the performance level or identify sources of error.

Next, the users are scored based on their ability to accurately rate the Al performance.
The highest performance is seen in the ‘none' and "all' conditions with mean scores of
96.09% and 90.1% respectively. In the ‘few' and ‘most' conditions, the users' overall
performance is 81.77% and 79.69% respectively (Figure 5.5. We nd that the participants
tend to anchor towards "all or nothing' scoring (binary bias), overrating Al accuracy when
most of the criteria are met and underrating accuracy when few of the criteria are met. To
understand whether this trend is related reary biasor the inability to correctly identify
sources of error, we examine the user responses of users identifying which criteria were
met (shown in Figure 5.4. We nd that users are most accurate for all attributes (with a
median and mode = 100) except 'No Go Zones' in which performance was statistically

worse, with a median score of 0.79.

Figure 5.3: User Ratings of the Al's performance in experimental block 1. Red points
indicate expected values. The solid line is the lowest order t to the median values.

"No Go Zones' were ranked in the algorithm and in the description to the user as

the lowest weighted attribute that was still used in the decision-making recommenda-
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Figure 5.4: The accuracy of the user ratings for each resource and its related visual com-
plexity
tion. These results indicate the users have adopted a heuristic in which they ignore this
lower-weighted attribute. However, as the users can with high accuracy also determine the
source(s) of error, we determine that users do exhibit an “all or nothing' bias in the overall
rating of the score even with accurate information on the error.

In the second experimental block, we examine how users interpret Al performance in
a team decision task. In this case, the Al must balance equally the constraints of the user
resource placement and its own resource placement to determine a single “best” location
for the team. First, we examine how the user rates the Al performance in this context. We
nd in this case a slightly more accurate rating for Al performance when looking at the
median values ( Figure 5.6 but with much more variance in responses than we saw in the
previous experimental block. Thus, we also examined the most frequent responses. We
nd that a bias to underrate lower performance still exists with a mode of 2 for the “few'
condition. Similarly, when examining the rating given to the Al on the user metrics (seen

in Figure 5.7) a larger variance is seen and the most frequent responses bias towards the
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Figure 5.5: The accuracy of the user ratings for each level of Al performance

binary categories of the constraints being met.

Figure 5.6: User Ratings of the Al's performance on the Al metrics in experimental block
2. Red points indicate expected values. Blue points indicate the most frequent response of
the user (response mode).

Lastly, the overall performance rating is examined to identify if users are biased towards

76



Figure 5.7: User Ratings of the Al's performance on the User metrics in experimental block
2. Red points indicate expected values. Blue points indicate the most frequent response of
the user (response mode).

their own goals or team goals in a team task. The overall ratings for Al performance for
each treatment condition are given in Figure 5.8. Blue boxes indicate trials when more of
the Al criteria were met. Green boxes indicate trials when more of the users’ criteria were
met. Red boxes indicate trials when the performance of the Al and users' criteria were
equal. To assess bias, the data were t to a general linear model with binomial error. The
treatments examined were compared in two ways, 1) as a proportion of the data in which
the Al or the user had more constraints met and 2) which agent had more constraints met
andthe point differential (1 or 2). The overall rating (1:7) was examined as the dependent
variable. In both cases, we nd no indication that the user's bias towards one set of cri-
teria is being met over the other. This indicates that the users are able to assess the team

performance with objectivity (i.e., prioritize team goals over individual goals).
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Figure 5.8: User Ratings of the Al's overall performance on the User metrics in experimen-
tal block 2.

5.3 Discussion

In this experiment, two research questions were examined. We rst nd that users are able
to determine how well the Al performed when given explicit performance criteria. Users
were most accurate at assessing Al performance in the instance where either all or none
of the constraints were met but were still able to determine the intermediate cases with
an average accuracy of 80%. Users were also able to accurately determine the source
of Al error with nearly 100% accuracy, other than no-go zones for which accuracy was
signi cantly lower.

These trends point toward two interesting behavior patterns. The rst trend that we see
is the inaccuracy in identifying no-go zones as a source of error despite it being the sim-
plest (visually) attribute. Given that users are able to correctly identify the most signi cant
attribute despite their complexity and recognize attributes that should not be considered
as a constraint (SES), we hypothesize that users are able to recognize that no-go zones

are the lowest weighted attribute and thus simply ignore the attribute when assessing the
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Al. This ts with Johnson-Laird's description of mental models as ‘rudimentary, biased
and governed by heuristics' (Johnson-Laird, 1983). The second trend is that people tend
to exhibit a “binary bias' was rating Al performance. The binary bias is "the tendency
to bin continuous data into discrete categories, such as positive versus negative ratings'
(Fisher, Newman, and Dhar, 2018). This bias leads users to underrate poorer Al perfor-
mance and overrate higher but imperfect Al performance. This “binary thinking' affects
not just novices but also leads experts to create false dichotomies (Fisher and Keil, 2018).
If this nding holds it has implications for trust and reliance on Al systems. Users of Al
decision support systems may tend to bin these systems as ‘'good' or "bad' leading to an
overreliance and trust in some systems and misuse or disuse of others, even if they do have
an accurate understanding of the system's error boundary.

Lastly, we determined that users were able to distinguish between individual and team
goals. Although we found the same binary bias exhibited in the team decision domain,
we found no evidence of bias towards the user's own goals. Users were able to prioritize

team goals over their own individual goals which provides evidence that the user sees the

decision aid as a teammate and not simply a tool.

5.4 Conclusion

Humans develop mental models of Al systems which evolve and improve through sustained
interaction. In a human-in-the-loop experiment, we nd that users are able to use a simple
explanation of Al constraints to determine Al performance in a geospatial decision domain.
While users were able to identify sources of Al error, they tended to exhibit a binary bias in
which they tended to categorize performance into discrete bins rather than on a continuous
scale. It was also found that the users were able to distinguish between individual and team
goals in a human-Al team decision task but did not exhibit a bias towards the human goals.
These ndings have implications for both the design of Al and exhibit promise toward true

human-Al collaboration in which the Al is perceived as a teammate rather than a tool.
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CHAPTER 6
Al-ADVISED DECISION SUPPORT

The objective of adaptive decision support is to make the decision task easier and to im-
prove the performance of a human's decision making. In this study, we investigate whether
decision support systems should adapt to the strategies used by the decision maker, or if par-
ticular decision support designs are effective regardless of the strategy the user is inclined
to use. We examine decision support system architecture and system match/mismatch with
strategy as independent variables to determine the effects on accuracy, speed, and effort.
Human-in-the-loop experimentation was used to determine the ef cacy of two decision-
support architectures, one designed to support heuristic decision making and another to
support analytic decision making. Both heuristic and analytic aids led to faster decision
making with no degradation in performance. Both aids also led to improved accuracy over
the participants' baseline performance. In addition, the decision aids led to a drop in in-
formation access (a proxy for effort) with no degradation in performance. However, the
experiment revealed no interaction effects between decision strategies and aid type. The
results of this study should be considered in the design of decision support systems when
determining if adding complexity to the system is truly bene cial. A more simplistic deci-
sion support tool may be suf cient to help decision makers make faster decisions with no
negative impact on performance and to improve the decision making accuracy for users of
all archetypes of decision strategies. This chapter is published in its full form in (Walsh

and Karen M. Feigh, 2022a).

6.1 Methodology

This section describes the experimental design, setup and apparatus, as well as, the methods

used to identify the decision strategies used by participants.
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6.1.1 ExperimentDesign

The same arti cial decision making environment described in Subsection 2.0.2 is used in
this chapter to simulate a disaster scenario in which the participants would act as disaster
relief planners (lllingworth and Karen M Feigh, 2021; Walsh and Karen M. Feigh, 2022b).
In this role, the participant must decide where to place resources within a city prior to and
throughout the progression of a natural disaster.

The study was designed as a two-part experiment. In Part 1 of the experiment, partic-
ipants were asked to complete a decision task similar to that of the geospatial experiment
described in Chapter 4. In Part 2 of the study, participants were placed into one of three
experimental conditions: heuristic aid, analytic aid, or control (no aid). Participants were
told that in this part of the study, they would have access to an Al decision aid.

In both parts of the experiment, participants were asked to determine the best location to
place a resource at each time step during a storm hazard scenario. The participant was given
the opportunity to update the resource location at each storm update. The participant's goal
was to maximize the utility of these resources to those affected by the disaster. After Part 1
was complete, participants were classi ed into decision process groups determined through
a process tracing technique developed in Subsubsection 4.2.2 (Walsh and Karen M. Feigh,
2022b) and brie y summarized below. 90 participants were invited back to complete Part

2 of the experiment through strati ed random sampling.

6.1.2 Changego theenvironment

The task and interface in Part 1 (shown in Figure 6.1) is the same as that described in Chap-
ter 4 with the exception of feedback. Unlike in Chapter 4, the participants were provided
feedback on performance after each decision task. In Part 1, participants were given 10
tasks. Participants were scored using an equal weighting strategy with cue values equal to
the sum of the utility values with a min-max normalization applied. This created a scor-

ing system in which the location with the highest criterion value received a score of 100,
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while the lowest criterion value location was scored as 0. The average utility in a grid
space selected by the participant was taken as the representative utility for the entire grid
space. More detail about the distribution of swatch values and utility scores can be found in
Subsection 2.0.2. Participants were briefed on how their performance would be measured.
In Part 2, participants were given one of two decision aids, heuristic or analytic, or
placed in a control group in which they were provided no additional support. The heuristic
aid provided an attribute reduction to the participant by combining four of the attributes into
a single composite attribute, as shown in Figure 6.2. This reduced the decision space from
600 to 300 grid spaces. The analytic aid provided option space reduction by eliminating
50% of the options, as shown in Figure 6.3. Spaces with utility values in the top 25% and
bottom 25% of options were left so as not to arti cially in ate scores. This aid also reduced
the decision space from 600 to 300. The “control' or "'no aid' condition provided a baseline
of performance changes from Part 1 to Part 2 of the experiment, shown in Figure 6.1. This
could account for any learning effects between trials. The decision space was not altered
from the original 600. We compared the effects of aid type and strategy implemented
on accuracy and effort in Part 2, as well as any interaction effects between aid type and

strategy.

6.1.3 Participants

Data was collected for 178 participants in Part 1, and 90 participants in Part 2. Of the
participants, 40% were male and 60% were female. The ages of participants ranged from
19-76 years old with a median age of 31. All participants spoke English, resided in the
U.S., and reported no color blindness. Data was collected through the crowdsourcing plat-
form, Prolic. The experiment was hosted on an experiment-building platform, Gorilla.
As an artifact of the poor data sometimes obtained in online crowdsourcing studies, the
bottom 20% of participants were removed from consideration for Part 2 based on poor per-

formance. Evaluation of performance was based on the average utility value of the grid
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Figure 6.1: Control Decision Aid. Participants completed Part 1 of the study using this
interface. Those that we invited back for Part 2 and were assigned to the control group also
used this interface for Part 2.

location selected (described in the methodology section).

6.1.4 Strategyldenti cation

Participants were classi ed into decision process groupgdominant attributes, 3 domi-
nant attributes, or 4 dominant attributes, using a PLS-R described in Subsubsection 4.2.2
and published in (Walsh and Karen M. Feigh, 2022b). We used the PLS-R to classify the
grouping of decision strategy by uncovering the relationship between the behavioral data
(mouse clicks, dwell time on each attribute) and outcome data (performance on each at-
tribute).

It should be noted that the PLS-R provided more granular information than was required
for the strategy levels used to categorize the users. We instead use one level of abstraction.

We assume here that only the number of attributes is suf cient to determine if the decision
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Figure 6.2: Heuristic Decision Aid.

Figure 6.3: Analytic Decision Aid.
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maker is heuristic or analytic, not which attributes they rely on. Thus we make no inference
about whether participants are relying on good or bad heuristics, only that the strategy is

heuristic in nature.

6.2 Results

In this section, we explore the impact of both decision aid, provided by the researchers, and
decision strategy, implemented by the participant, on performance and workload (mouse
clicks and time-to-complete).

The results were analyzed using one-way and two-way ANOVAs to determine statisti-
cal signi cance. To answer the rst research question, we used a two-way ANOVA. The
two factors tested were “decision aid' and "decision strategy'. Decision aid has three levels:
heuristic, analytic, and none (control). This represents the type of decision aid the partic-
ipants were given in Part 2 of the experiment. Decision strategy has 3 levels: heuristic,
analytic, or mixed. This factor represents the decision strategy used by the participant in
Part 1 (classi ed by the Partial Least Squares Regression described below).

The second research question was analyzed using a one-way ANOVA. The independent
variable is the strategy/aid alignment. This factor has 2 levels: match or mismatch. The de-
pendent variables for both tests were accuracy (performance), number of mouse clicks, and
time-to-complete (used as a proxy for workload). Unless otherwise noted, all assumptions

for both analyses were met.

Strategy Groups

The distribution of decision strategies from Part 1 of the experiment, given in Figure 6.4,
showed a similar distribution of strategies to those in previous experiments Chapter 4. Par-
ticipants using a 1 or 2-attribute strategy were grouped as heuristic strategy users. There
were 11 participants in the 1-attribute strategy group and 54 participants in the 2-attribute

grouping, totaling 65 participants classi ed as heuristic strategy users. The participants
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that were labeled as 4 and 5-attribute users were grouped as analytic strategy users. This
strategy grouping contained 40 participants. The largest strategy group is the 3-attribute
strategies group containing 74 of the 178 participants. These participants were character-
ized as using a mixed-strategy approach. No participants were found to have successfully
used all 6 attributes. One participant was labeled with an unknown strategy; unknown la-
bels are given when the PLS-R cannot nd any attribute that was consistently used in a way
that was predictive of the user's performance. Using the results of the PLS-R, participants

were invited back to complete Part 2 of the experiment.

Figure 6.4: Strategy classi cation for Part 1 using the PLS-R labeling method

6.2.1 Impactof DecisionAid on Performance

We begin by testing the changes in accuracy from Part 1 to Part 2 of the experiment. Part 1

results consider all participants that completed Part 1 of the study in a satisfactory manner
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(low-effort responses and bottom quartile removed). Part 2 results include all participants
who were invited back to complete Part 2 of the study. Participants were invited back in
three balanced groups and were given either one of two types of decision aid or no decision
aid, as described previously. The change in performance between Parts 1 and 2 between
groups that were given a decision aid and the group that was not provided aid is given
in Figure 6.5. The groups given a decision aid are depicted in black and the group not
provided an aid is given in gray. The x-axis represents the time step (10 storm updates) and
the y-axis represents the change in performance from Part 1 to Part 2 of the experiment.
There was no improvement (p = 0.5) between Part 1 and Part 2 by participants who were not
given an aid, depicted in gray, i.e. there are no learning effects or improvement as a result
of more experience. A one-way ANOVA showed that there was signi cant improvement
(p =0.0017, =0.047) in decision making accuracy from participants who were given a
decision aid in Part 2, depicted in black. Thus, there is a clear advantage to using a decision

aid.

Figure 6.5: Change in performance between Part 1 and Part 2 of the experiment.
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Next, we examine how decision strategy affects performance. A one-way ANOVA was
used to show that ‘mixed' strategy participants performed signi cantly better by over 8%
(p=0.0485, =0.086) between trials compared to the "analytic' strategy when no aid was
given, but not in the conditions where a decision aid was given, sho/?.irAnalytic
strategy users underperformed in the baseline, but they performed as well as the other
strategy groups when using an aid. This result indicates that the decision aid can boost the
performance of the lowest performers to bring them up to the performance standard of the
other strategy groups. We then explored how a strategy-aid match or mismatch impacted
performance i.e. participants using an aid aligned with their strategy, heuristic aid with
a strategy labeled as heuristic. A two-way ANOVA showed that aid and strategy both
signi cantly impacted performance (p = 0.03 and p = 0.00%; 0.0424 and = 0.068, for
strategy and aid respectively) over the baseline. However, there were no interaction effects

between strategy and aid and no difference between aid conditions.

Figure 6.6: The performance of participants by aid and strategy groupings

In summary, the results of this analysis revealed the decision aids introduced here were
equally effective regardless of users' decision strategy. There exist no signi cant differ-

ences in performance between the strategy grouping within each aid type, i.e. no inter-
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Figure 6.7: Number of mouse clicks made by participants by aid and strategy groupings

Figure 6.8: Average time to complete a task of participants by aid and strategy groupings
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action effects. However, decision aids can reduce the performance disparities between

strategy groups.

6.2.2 Impactof DecisionAid on Workload

We used two effort metrics to estimate the effects of decision aid on workload, the number
of mouse clicks, and the time it took to complete the study. Given that the previous section
revealed minimal differences in performance among groups in Part 2, we do not need to
control for performance in our workload estimates. There was a signi cant effect of deci-
sion aid on participants' time to complete a task while controlling for strategy. An ANOVA
showed decision aid does impact<pl.7e-6) time to complete. A planned contrast re-
vealed that having an analytic aid was associated with a signi cant decre&sb.(}be-5,

=11.47) in time to complete, and being presented with the heuristic aid was associated
with a further decrease (p 0.0002, = 27.42) in time regardless of the strategy of the
participant.

It was also found that there was a signi cant effect of decision aid on participants'
mouse clicks while controlling for strategy. An ANOVA showed decision aid does impact
(p < 3.99e-5) the number of mouse clicks. We then ran a second planned contrast which
revealed that having an analytic decision aid was associated with a signi cant decrease (p
< 0.0003, =6.5) in mouse clicks, and that being presented with the heuristic aid was
associated with a further decrease<(|90.0032, =12.17) in mouse clicks.

In summary, there were signi cant differences in workload for those presented with a
decision aid versus those who were not provided an aid. Being presented with a decision
aid led to a reduction in time to complete the study as well as fewer mouse clicks overall. In
both cases, the heuristic aid (attribute-wise) led to a signi cant decrease in workload when

compared to the analytic aid (option-wise).
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6.3 Discussion

It is critical to the design of DSS to support the types of decision strategies people use
in real-world environments (Morrison et al., 2013). Traditionally, DSS is biased towards
an assumed analytic decision approach. We observe in this experiment a wide variety of
information seeking and processing behaviors, with a slight preference towards the heuris-
tic end of the spectrum over analytic. The majority of participants adopted the "mixed'
3-attribute decision strategy. However, there are enough users at the analytic end of the
spectrum that we must have the capacity to support these as well. Our goal in this exper-
iment was to determine if a decision aid designed to support a particular type of decision
strategy would be bene cial in complex decision environments. To make this determi-
nation we seek to answer two primary research questiéibat form of decision support
(option-wise or attribute-wise) improves performance (accuracy, effort, time to complete)?’
and Does decision support that aligns with natural decision strategy improve performance
over strategy-aid mismatch?'

To the rst research question: both forms of decision aid led to more accurate decisions
between trials when compared to the control group. However, differences in accuracy be-
tween the between the two types of aid were not statistically signi cant. These results
indicate that both attribute-wise and option-wise aid have the potential to improve perfor-
mance at the same levels in deployed DSS. As for the workload metrics, both aid types led
to faster decisions with no degradation in performance. Our results showed that option-
wise aid led to signi cantly faster decisions over the baseline while maintaining consistent
performance levels, and the attribute-wise aid led to signi cantly faster decisions com-
pared to both the baseline and option-wise aid. Faster decisions without any losses in level
of performance could have a high impact in domains like military decision support where
war ghters are often asked to make complex decisions like whether a target has malicious

intent in a time-limited environment (Sealy and Karen M Feigh, 2021). We show evidence
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that attribute-wise aid is best suited for faster decision making. Lastly, we found that both
decision aids led to a reduction in information access, with the attribute-wise aid leading
to a signi cant reduction over the option-wise aid and baseline condition. This is likely
because the attribute-wise aid allowed for passive information acquisition leading to better
retention of the available attributes. Heinke (2019) found that active information acquisi-
tion leads to decreased attention capacities spent on a piece of information (Heinke, 2019).
The composite attribute allowed the users in the attribute-wise aid group to have more pas-
sive information access leading to an ability to retain more information from the attributes
that were viewed, thus reducing the need for active acquisition (fewer clicks).

To the second research question: no, we did not nd suf cient evidence that a strategy-
aid match was signi cant in altering performance in this decision making task. We instead
found that one type of aid (the attribute-wise aid) led to improved performance regardless
of the participants' natural strategy. This nding indicates that we can reduce cognitive
load for all strategy types with a single type of aid. Relying on more passive information
access with attribute-wise decision support reduces workload and decreases the time to
make decisions for all decision makers and should be considered in DSS design. This may
be related to limitations in working memory. We identi ed a tendency to overly dwell on
visually complicated attributes while ignoring dynamic attributes. It may be that partici-
pants' working memory was poorly distributed and that attribute-wise support better targets

supporting the working memory.

6.3.1 Limitations

The results support that attribute-wise support improved decision making for all strategy
archetypes. This does not support the hypothesis that adaptive support is necessary but
rather heuristic support is necessary. It is dif cult to determine if this is due to the nature
of the support or if the distinction between similar strategies on the strategy continuum is

not meaningful in this context. There does not exist a clear distinction between analytic,
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heuristic, and mixed strategies in the results. This indicates that this split may not have
much value in this task domain, or alternatively, it may mean that using information seeking

as our basis for classi cation is insuf cient to capture actual information processing.

6.4 Conclusions

The goal of this work was to determine how different forms of decision support affect
the performance and workload of various decision strategy archetypes. We present a two-
part experiment in which participants were asked to solve a series of dynamic decision
tasks. Participants were then classi ed in decision strategy archetypes and invited back to
the second part of the study where they were exposed to a decision aid aimed at support-
ing heuristic or analytic decision-making, or placed in the control group. We found that
all types of decision strategy archetypes bene ted most from the heuristic (attribute-wise)
support. Our ndings indicate that reducing the need for active information access in favor
of a combined attribute (passive information access) leads to faster and lower effort deci-
sions with no degradation or slight improvement in decision making accuracy. Our results
provide evidence that attribute-wise support provides bene ts to a wide range of decision
makers and should be explored further. Future work should investigate a broader range of
heuristic decision-support and tasks that have a spectrum of alignment toward heuristic and

analytic strategies.
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CHAPTER 7
INFLUENCE OF SHARED MENTAL MODELS

7.1 Introduction

In this chapter, we study the extent to which the Task and team models in uence per-
formance and workload in a human-agent team. It has been hypothesized that extend-
ing SMMs from human teams to human-agent teams will lead to similar bene ts in per-
formance and workload (Scheutz, DeLoach, and Adams, 2017). However, this theory is
largely untested.

In Chapter 5, we studied how the user's mental model of the Al in uences their ability
to accurately identify Al error, and how the users interpret individual and team goals. In
Chapter 4, we discuss a method for Al systems to develop a partial team model of the user.
We draw on ndings from these experiments to determine how partial and complete SMMs
in uence team performance. We mimic these gaps and inconsistencies in our experiment
design to simulate how partial and full SMMs impact the team. This work contributes to
the understanding of how mental models in uence performance and workload in HAT.

We use the human-agent framework for SMMs developed by Scheutz, DeLoach, and
Adams (2017) (based on the framework of SMMs in human teams by S. A. Converse, Janis
A Cannon-Bowers, and Eduardo Salas (1991)). In this framework, SMMs are comprised of
two mental models the task model and the team model. Task models incorporate informa-
tion about the environment (equipment etc.) whereas team models incorporate information
about the teammate (roles, abilities, knowledge, etc.). Task and team models are formed
through prior knowledge and interaction. We designed an experiment to allow us to instill
mental models, such that we know precisely what the user understands and what they do

not. We use the experimental instructions to in uence user mental models. An advantage
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of this type of experiment is that we can distinguish between correct and incorrect answers
to the knowledge questions about task and team models knowledge, similar to that of Gary
and Wood (2011) and Borgatti and Carboni (2007). This allows us to avoid the dif cult

problem of measuring mental model accuracy in eld settings (Gary and Wood, 2011).

7.1.1 ResearclQuestions

This work investigates several related questions regarding the in uence of SMMs on task

performance and workload.

» Does a limited SMM (supporting on a team model) improve the decision-making
metrics (performance, workload, time to complete, compliance with Al) compared

to no team model support?
* Is there a bene t to having a two-way model over a one-way Team Mental Model?

» Can a team model compensate for errors in the task model?

7.2 Methodology

The goal of this study is to determine the impacts of mental models on performance and
workload. Similarly, to previous experiments, the participant assumes the role of a natural
disaster relief planner. Each participant is presented with an Al-decision aid to assist in
the decision-making process. The participant must determine where to place a resource
prior to a natural disaster. The total decision space is comprised of a 10x10 grid, and the
area of support is a pin that the user places within the decision space. The participant must
balance four data sources (attributes) and determine the location with the highest criterion
value. The value of the grid spaces contained within the support area is a linear superpo-
sition of values from heatmaps corresponding to relevant geospatial information. These
4 attributes are population density, power outage locations, storm location, and ooding

locations. Each grid space is assigned a color based on the favorability of the location.
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The colors correspond to a point value to gamify the task. The goal is to serve the largest
number of people (i.e. gain the most points). Each participant completes 12 tasks. The par-
ticipant has access to an Al decision aid. The Al decision aid helps limit the decision space
by placing a 3x3 box containing the “best” location. The “best” location is optimized by
some criteria (this may or may not align with the user's understanding of the best location).
The participant must place a pin on the map that maximizes their score. We collected data
from 117 participants. The metrics evaluated are performance/team score, workload, and

time to complete.

7.2.1 Changedo the Decision-Makingenvironment

The experimental environment was built and hosted on Gorilla. For a more thorough expla-
nation of the decision environment please refer to Subsection 2.0.2. This study details the
most signi cant changes to the interface (shown in Figure 7.1, as the design of the over-
lays was dramatically changed for this study. The left-hand side has a toggle panel that the
users can click through to examine the various overlays. The middle section is comprised
of the decision surface. The recommendation zone of the Al is represented by a 3x3 red
box. The participant must drag and drop the pin (shown in the middle of the grid) to the
highest value location. The participant must then click submit (shown on the right-hand
side). After submitting a location, the true score of the selection is given in a red banner
across the top of the screen.

The primary changes to the environment were made in the heatmap overlays. Rather
than the high-centered heatmaps used in the previous experiments, each overlay is gener-
ated randomly and adheres to speci c criteria. The grids are randomly generated such that
each grid space contains only one color. This change was made in order to pinpoint how
particular types of errors in the task and team models impact the metrics of interest. The
best three locations are unique, i.e. scoring (linear superposition of values from heatmaps)

gives only one 1st, 2nd, and 3rd best locations. The highest value location must be at least

96



Figure 7.1: Experiment 4. experimental interface

5 points better than the next best location; 2nd best location must be at least 3 points better
than 3rd best location. The 1st and 2nd best locations are never in the same 3x3 square.
These stipulations create meaningful differences in optimal versus sub-optimal decisions.
Each map can contain only one hazard zone square (red) and one evacuation square (pur-
ple). The disparity in the value of the best square allows the participants to more easily
adapt heuristics to use in this environment rather than require a purely analytic strategy that

would take participants considerable time to evaluate each square.

7.2.2 ExperimentaDesign

Participants are briefed to establish one of three types of mental models regarding the task
and Al teammate: 1) a complete task and team model, 2) an inaccurate task model but com-
plete team model, or 3) an inaccurate task and inaccurate team model (shown in column
2 of Table 7.1. The task model being wrong implies that the user does not have correct
information about the environment, in this case, how a purple square is scored. The incor-
rect team model implies that the user or Al does not have accurate information about their
teammate's understanding of how the task is scored. The variations in mental models are
instilled through variations in the instructions within the experiment. To ensure that each
participant has the intended mental model, there is a post-brie ng test. The measurement

of knowledge using tests is a well-developed in psychology (Borgatti and Carboni, 2007).
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I.V. 2: Al Model Levels

Experimental Groups Version 1: Optimize | Version 2: Optimize
Team Score Al Score
Mental Model 1: Complete Shared
Correct Mental Model Mental Model
Uni-directional
Mental Model 2: Bi-directional Team Model
Complete Team Model Team Model
(User model of Al)
I.V. 1: User ni-directional
Model Levels Mental Model 3: UTe::11m(_ll\(;ltc)(zieFIJ1
Incomplete Task and No Team Model
Team Model

(Al model of User)

Table 7.1: The ve experimental groups.

The method of a priori mental model assessment to understand the level of completeness
of mental models is similar to that used in Gary and Wood (2011). Participants are paired
with one of two Al-decision aids: 1) an Al with a correct task and team model, or 2) an
Al that only has a correct task model, but an incomplete team model (shown in row 2 of
Table 7.1). This design results in ve experimental groups, shown in columns 4 and 5 of
Table 7.1.

Grid spaces assume one of six colors: 1) green, 2) yellow, 3) orange, 4) black, 5) red, or
6) purple. The distribution of colors is approximately 30% black, 30% orange, 30% yellow,
and 10% green 1%. All participants are given the same information about how the rst
four squares are scored.

1. Green squares are worth 10 points

2. Yellow squares are worth 5 points

3. Orange squares are worth 1 point

4. And black squares are worth 0 points
There are two specialty squares: Red and Purple. The experimental groups vary in their
understanding of red and purple squares.

5. Red squares are high-value squares however, they are labeled as hazardous zones.
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Participants are blocked from placing resources in these squares. Version 1 of the Al in-
corporates this limitation, but Version 2 of the Al does not incorporate information that
hazardous zones are a danger to humans and should be avoided.

6. Purple squares are worth -25 points. However, the different experimental groups are
given different information about the value of purple squares. The group with the correct
task model is told that these areas are not well suited for resources because they have been
completely evacuated. The groups with incorrect task models are told that these areas are
very densely populated and should be prioritized over other areas (the square is worth 50
points).

Users are provided with feedback on their scores after each task. The point value is not
presented to the user only a score between 0-100% determined from a max-min normaliza-

tion of the point values.

Task and Team Model

There is one type of error in the task model. This error only impacts the user's task model.

There are two types of error in the team model which impact either the user or the Al.

» Task model error: The user has incorrect information about how purple squares are
scored. They are told that purple squares (evacuation zones) are worth 50 points. The
ground truth is that the selection of this square is worth -25 points which results in a

normalized nal score of 0%.

» Users' team model: Users with incorrect team models are told that the Al has the
exact same information that they on scoring and that their Al has 100% accuracy.
Users with a correct team model are told that the Al is not always accurate and
that the Al has a different valuation for purple squares (users are not told what this
valuation is or whether they or the Al has the correct information). This type of error

impacts 6 of 12 tasks.
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» Al team model: The Al with an incorrect team model assumes that all spaces on the
board are available for selection. However, the users are unable to select red squares

(hazard zones). This type of error impacts 6 of 12 tasks.

Figure 7.2: Point values for heatmap overlays given to participants

Examples of how the dissonance in understanding the task and team models affects the

likely decision outcomes can be found in Section 9.2.

Al and Error

The "Al' in this experiment is not complex enough to traditionally be considered intelli-
gent. Both versions of the Al have simple underlying maximization algorithms. Version 1
optimizes with all the correct information (red squares values are sét tbecause they

are not possible locations for the user to select. Version 2 assumes that the user can select

a red square which, by design, is the highest value square in 50% of the cases.

7.2.3 Metrics

There are three primary metrics of interest in this study: performance, speed, and workload.
Metrics are summarized in Table 7.2. Performance is the measure of accuracy based on the
ground truth score of each grid space. Performance is scored as a max-min normalization

of the linear superposition of the 10x10 grid. Speed is measured directly to the nearest
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Independent Variables Dependent Variables

MM of task and team| Accuracy (score: 0-100%)
User Mental Model MM of team
Incorrect MM of team
Model of team Time to complete (seconds)
No Model of team User workload (NASA TLX: 0-20)

Effort/Active Information Access (clicks)

Al Mental Model

Table 7.2: Independent and Dependent variables

second. The task speed is calculated from the time the participant started the task to the
time they clicked submit (not when they have selected the nal position). Lastly, workload
is measured both objectively (through instances of information access via mouse clicks)

and subjectively (through the NASA Task Load Index).

7.3 Results

7.3.1 In uence of the Al MentalModelv. theUserMentalModel

We rst examine the importance of the Al having a model of the user compared to that
of the user having a model of the Al. We use a linear mixed effects model (LMER) to
examine these differences. The LMER allows us to make fewer strict assumptions about
the homogeneity of regression slopes and the assumption of independence; both of which
are not true in our data. By experiment design, it is unlikely the regression slopes will
be similar between our treatment groups due to the disparity of accuracy in mental models
across groups. We also cannot assume independence because the data are inherently related
to one another; we have 12 samples from each participant. Lastly, using a mixed effects
model allows us to control for both the xed effects, the treatments, and the random effects,
differences in participants, and question dif culty for that treatment group.

We nd, as expected, that users with a complete task and team model outperform those
with an incomplete task model and those with an incorrect team model. The user's mental
model affected overall performance?(2) = 19.076, p = 7.207e-05), by lowering it 12.82%

+ 4,986 (standard error) when the task model is incomplete and 22.17% + 4.955 when the
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task and team models are incomplete. However, a more complete understanding of how the
users' mental models affect performance over time can be understood through Figure 7.4.
This gure shows that users with an inaccurate task model initially perform similarly to
each other and worse than the users that have an accurate mental model of the task over
time. The users with an inaccurate mental model of the Al have a similar improvement
over time compared to those that came in with accurate task and team models. However,
the users with an accurate team model are able to signi cantly close the gap in performance

to those with an accurate mental model of the task over the 12 tasks.

Figure 7.4: The average score over the 12 tasks for users with each variation of the team
model for the Al.

We also nd that users working with an Al that has a mental model of the user's ca-
pabilities perform slightly better than those that teamed with an Al that did not have a
model of the user (i.e. did not have information on what spaces were inaccessible to the
user). An Al with a more accurate team model increased performance by 5.31% + 3.797,
however, these differences were not statistically signi cant. The average performance over
time of users with each version of the Al is given in Figure 7.5. Given that differences

in results were not signi cant we conclude that the Al team model does not signi cantly
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