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SUMMARY

Genome comparison, search and/or classi cation is a key step in microbiome stud-
ies and has recently become more challenging due to the increasing number of avail-
able database genomes and the fact that traditional methods do not scale well with large
databases. By combining k-mer hashing-based probabilistic data structures (i.e., ProbMin-
Hash, SuperMinHash, Densi ed MinHash, and SetSketch) to estimate genomic distance,
with a graph-based nearest neighbor search algorithm (called Hierarchical Navigable Small
World Graphs, or HNSW), | created and implemented a new data structure, and devel-
oped two associated computer programs, BinDash 2 and GSearch, for genome compari-
son and search, respectively. | implemented b-bit one-permutation rolling MinHash with
optimal/faster/re-randomized densi cation with SIMD in BinDash 2. BinDash 2 can per-
form 0.1 trillion (i.e.10') pairwise genome comparisons in about 1.8 hour on a descent
computer cluster or several hours on a personal laptop. BinDash 2 is about 50% faster than
the original version with similar accuracy. GSearch is orders of magnitude faster than al-
ternative tools while maintaining high accuracy and low memory usage for genome search.
For example, GSearch can classify 8,000 query genomes against all available microbial or
viral genomes (n 318,000 or 3,000,000, respectively) within a few minutes on a personal
laptop, using "6GB of memory or less (e.g., 2.5GB using the SetSketch option). Notably,
GSearch has a®(log(N)) time complexity and will scale well with billions of database
genomes based on a database splitting strategy. Further, GSearch implements a three-
step classi cation strategy depending on the degree of novelty of the query genomes to
maximize speci city and sensitivity. Therefore, GSearch solves a major bottleneck in mi-
crobiome studies that require genome search and/or classi cation. Additionally, this new
structure can also be applied to solve another problem: large-scale sequence or genome
visualization/embedding in a new software package called annembed. Annembed demon-

strates competitive accuracy compared to popular UMAP-like algorithms but is more than

XiX



10 times faster for large biological datasets. These software packages can be used in many
real-world metagenomic and genomic studies to facilitate the investigation of ecological
and evolutionary questions related to natural or engineered microbial communities.

Understanding how microbial populations respond to disturbances represents a major
goal for microbial ecology. While several theories have been advanced to explain micro-
bial community compositional changes in response to disturbances, appropriate data to test
these theories is scarce, especially when considering the challenges in de ning rare vs.
abundant taxa and generalists vs. specialists, prerequisites for testing the theories. in chap-
ter 5, | de ne these two key concepts by employing the patterns of coverage of a target
genome by a metagenome to identify rare populations and, by borrowing concepts from
macroecology, the proportional similarity index (PS index), to identify generalists. Using
these concepts, we found that coastal microbial communities are resilient to major pertur-
bations such as tropical cyclones and (uncommon) cold or warm weather events—partly
due to the response of rare populations, providing support for the insurance hypothesis
(i.e., the rare biosphere has the buffering capacity to mitigate the effects of disturbances).
Generalists appear to contribute proportionally more than specialists to community adapta-
tion to perturbations, supporting the disturbance-specialization hypothesis, i.e., disturbance
favors generalists. Taken together, our results advance understanding of the mechanisms
governing microbial population dynamics under changing environmental conditions and
have potential applications for ecosystem management.

In the nal chapter of the thesis, | focus on one of the most abundant microbial groups
on earth— the marine SAR11. | studied the ecology and evolution of SAR11 in the oxy-
gen minimum zone through a variety of cutting-edge 'omics approaches, such as single-
cell genomics and metagenomics. Large-scale surveys of natural microbial communities
(metagenomics) or isolate genomes have revealed species-like clusters around 95% Aver-
age Nucleotide Identity (ANI) of shared genes. That is, members of the same species tend

to show greater than 96% ANI among themselves and less than 83% to members of other

XX



species, with a clear scarcity (gap) of genome pairs showing between 83-96% ANI. In these
surveys, members of the marine SAR11 order (Alphaproteobacteria, Pelagibacterales) have
always been a conspicuous outlier, sometimes showing indiscrete species boundaries. |
found that SAR11 does form sequence-discrete genomospecies, but their ANI gap is shifted
to lower identities, i.e., between 86% and 91%, and the intraspecies ANI ranges between
91% and 100%, with a peak at 93%-94%. | then employed a recently developed bioinfor-
matic methodology to measure recent gene exchange among these genomes. The results
showed a higher frequency of homologous recombination within the genomospecies than
between them (more than twice the effect of diversifying mutation), and the recombination
events to be randomly distributed across the genome. Further, recombination is so frequent
that it causes gene (as opposed to genome) sweeps for metabolic functions under strong
selection, such as the respiratory nitrate reductase (NarG). Therefore, these results suggest
that high ecological cohesiveness coupled with rampant horizontal gene transfer, mediated
by homologous recombination, underlies the SAR11 genomospecies.

In summary, both the software packages and the ecological and evolutionary ndings
in this thesis can help better study and understand natural and engineered microbial com-

munities.

XXi



CHAPTER 1
INTRODUCTION AND BACKGROUND

1.1 Average Nucleotide Identity

Average Nucleotide Identity, or ANI, is widely used to compare microbial genomes, espe-
cially prokaryotes. Since it has been validated that ANI correlates well with the DNA-DNA
hybridization rate [1], ANI was thought to be robust and has been widely applied in almost
every microbial comparative genomics study. Computationally, ANI can be obtained by:
1. aligning short fragments extracted from a pair of genomes via BLAST local align-
ment [2]; 2. Itering matches to obtain reciprocal best matches (RBMs); 3. averaging
BLAST identities for all RBMs [3, 1, 4]. However, BLAST-based ANI is computation-
ally expensive, and it can take months or even years of computational time when dealing
with thousands of genomes because alignment via dynamic programming is too costly for
many genome fragments [5]. Therefore, comparing a large number of microbial genomes
presents a signi cant challenge, as we can recover hundreds, if not thousands, of genomes
from environmental or clinical samples in a single study via metagenomics or single-cell

genomics [6].

1.2 Probabilistic Data Structure for Comparing Genomes

1.2.1 K-merandGenomeComparisons

Since BLAST-based ANI computation is computationally expensive, it has been proposed
that we can compare genomes by extracting k-mers (continuous substrings with xed length
k of given sequences) from the genomes. Speci cally, those k-mers extracted from a
genome will form a set, then we can compare two sets based on a given measurement.

Since k-mer is sensitive to point mutation or Single Nucleotide Polymorphism (or SNPSs),



accurate estimation of genome similarity can be obtained by comparing k-mer set similar-
ity. It has been proved that the ANI or mutation rate (1-ANI) between genomes can be
robustly estimated by k-mer set Jaccard similarity under a Poisson model of evolution [7]
or Bionomial model of evolution [8]. However, for prokaryotic genomes, several millions

of k-mers or more can be extracted. Exact solutions to compare set similarity is still too
expensive and memory demanding. Probabilistic data structures, also known as sketching
algorithms can provide approximate answers while being much faster and more memory ef-
cient and has become more and more popular in large-scale genome comparisons recently.
Minwise Hashing (MinHash), HyperLoglLog and Minimizer et.al., are some of the popular
sketching algorithms for genome comparisons [9, 10, 11]. Faster and more memory ef -
cient ANI estimation based on k-mer hashing and evolutionary models such as FastANI,
Mash, Sourmash, Dashing [5, 7, 12, 13], have been recently proposed to speedup ANI
computation via those sketching algorithms. FastANI, as a fast and accurate alternative
for alignment-based ANI, has gained popularity recently [5]. In FastANI, a combination
of minimizer [14] and MinHash [15] was designed for mapping homologous fragments

similar to that of BLAST but much faster [16].

1.2.2 ClassicMinwise Hashing

MinHash was rst proposed by Broder [15] to compare documents. It maps a set S to
an m-dimensional vectdK 1; K,; K3; iy Kiy) usingk; : ming,s hi(d), whereh; are in-
dependent hash functions (m in total). The probability, that compoegtandK,; of

two different MinHash Sketches for sdtsandV match, equals the Jaccard similarity J:

P(Kui = Kyi) = 18} x" = J. This locality sensitivity makes MinHash very suitable for

set comparisons and similarity search becuase the Jaccard similarity can be directly and
quickly estimated from the fraction of equal components with a rooted-mean-square error
(RMSE) ofp J@ J)=m.

MinHash can also be applied to comparing genomes as in the Mash paper [7]. Speci cally,



MinHash is the key step to obtain the identity of mapped fragments in FastANI since the
Jaccard index between a pair of fragments approximated by MinHash can be transformed

into sequence identity (or 1-mutation rate) via Mash equafibii = 1 + %In 12+J“.| or

ANI =( 12+JJ )%. MinHash alone can also used to estimate ANI without obtaining aligned
fragments and it can be even faster since minimizer is both computational less ef cient
and memory demanding. In the case of estimating Jaccard index for microbial genomes,
there are millions of kmers (or set elements) to pass to MinHash algorithm, which will
be computationally impractical if many hash functions are applied, which is why Min-
Hash implemented in Mash and FastANI employed a different strategy, called the bottom-s
implementation. The bottom-s implementation is much faster than the very rstimplemen-
tation with the same accuracy due to the fact that the very rst implementation requires
many hash functions instead of one in bottom-s implementation [17]. But this implemen-
tation needs a priority queue to maintain the s smallest hash values, and this leads to a
non-constant worst-case time per element. Additionally, bottom-s implementation loses
the locality sensitive hashing (LSH) property because set-similarity (the similarity between
two genomes) cannot be encoded as an inner product of two sketch vectors [18]. This is
because the elements (i.e., bits) lose their “alignment” — that is, the key with the small-
est hash value in one set might have the 10th smallest hash value in another set. In other
words, the alignment property is preserved if the same components (e.g., value at a given
position) of two different sketches are equal with a collision probability that is a mono-
tonic function of some similarity measure, also called a locality sensitive hashing [15]. In
many real-world applications, such as nearest neighbor search, this property will guarantee

theoretically optimal accuracy and search recall will deteriorate signi cantly if LSH is not

preserved [19].



1.2.3 New MinHashalgorithms

Since the rst introduction by Broder, there are theoretical breakthroughs for MinHash
algorithm recently that are even faster while preserving the locality sensitive hashing prop-
erty (or LSH). One Permutation Hashing (OPH) is the rst MinHash algorithm that requires
O(n+ s) (nis the number of set elements/kmers, s is number of hashes, or sketch size) com-
putations, a signi cantimprovement over tB¥¢ns) in classic MinHash [20]. However, the
estimation accuracy (as evaluated by Rooted Mean Square Error, RMSE) can be large in
OPH, which leads to a technique, called densi cation, to reduce RMSE by borrowing hash
values from non-empty positions in the sketch vector to Il in empty positions [21, 22].
However, Some densi cation technique can have signi cantly poor accuracy compared to
classic MinHash [23]. Optimal densi cation, or even better densi cation strategies such as
faster densi cation [19] and re-randomized densi cation [24] can achieve similar or better
accuracy with exact the same running time, see Table 3.1.

In Chapter 2, | will introduce how those newly invented MinHash algorithms (e.g., faster
densi cation & re-randomized densi cation) can be applied to large-scale microbial genome
comparisons in an updated software package called BinDash 2. That s, B-bit one-permutation
rolling MinHash with optimal/faster/re-randomized densi cation with Simple Instruction
Multiple Data (SIMD).

In addition to the densi ed MinHash (MinHash algorithms with densi cation strategies)
above, several other new MinHash algorithms, such as SuperMinHash [25], ProbMinHash
[26], SetSketch [27] can also be applied to genome comparisons due to their advantages.
SuperMinHash is the rst algorithm that has smaller error than classic MinHash, at the ex-
pense of additional computations, see Table 3.1. ProbMinHash, on the other hand, extend

the classic Jaccard index estimation based on set element presence/absence to probability
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only set element weights. Similarly, BagMinHash [29] and DartMinHash [30] can be used

sidering set element weights and set size orjus

if considering

to estimate the weighted Jaccakg, both are LSH for the weighted Jaccard. In practise,
estimating the weight of each set elemént @nd! g) is computationally challenge for

very large dataset such as metagenomics, because billions of set elements will need to be
processed. Therefore, probabilistic data structure such as Count-Min sketch [31] may be
used to obtain the set element weight for large datasets. Applying ProbMinHash for mi-
crobial genome comparisons have several advantages: genome incompleteness and repeats
(k-mer multiplicity) commonly found in eukaryotic and sometimes in prokaryotic genomes

are considered, therefore providing better estimation accuracy and robustness [32].

1.2.4 SpeedSpaceandAccuracytrade-offfor MinHash-likealgorithms

Despite being the most ef cient sketching algorithms for set similarity, MinHash algo-
rithms can be space inef cient. For large number of genomes, sketch vectors that are
stored on disk can consume large disk space and thus large memory when fully loaded in
RAM. One solution this this problem is called B-bit MinHash [33], which extract only the
most signi cant B bit for each hash values (e.g., 64 bits integer for hashes are often used)
in the sketch to reduce sketch size. However, B-bit MinHash works only for high similarity
ranges and will lost some accuracy for low similarity. Another sketching algorithm, which
can also be used for estimation of set similarity, called HyperLogLog (HLL), is space ef -
cient but suffers from larger estimation error compared to MinHash [34]. Speci cally, HLL
rst counts the number of unique elements in eachj8¢tandjBj and then use inclusion

Aj*+jBjj A[Bj

and exclusion rule to compute set similarity (Jaccard similadggcard = AL

However, both the distinct element counting and union operation based on two sketches
have large estimation error and thus the Jaccard estimation error is much worse than Min-

Hash [27].



The rst approach to combine some properties of HLL and MinHash in one data structure
is HyperMinHash [35]. The theoretically derived Jaccard similarity estimator in Hyper-
MinHash is relatively complex and too expensive for practical use [27]. This is why the
authors derived an empirical formula for smaller computational complexity. Until recently,
new theoretical breakthroughs have been made to Il in the gap between HyperLogLog
and MinHash. The new data structure, called SetSketch [27], can be used for both distinct
element counting and set Jaccard similarity estimation. Speci cally, the Locality Sensi-
tive Hashing (LSH) estimator and Joint Maximum Likelihood (JMLE) estimator are both
space ef cient and fast for estimating Jaccard index. However, the accuracy is bounded by
distinct element counting step, which is not known before hand [27] and thus the Jaccard
estimation error are worse than MinHash in practise despite that it can be as accurate as
MinHash if set cardinality is known. SetSketch LSH and JMLE are all under the locality

sensitive hashing scheme.

1.3 Genome Search and Classi cation

1.3.1 Classi cationandNearestNeighborSearch

Classi cation is widely used to identify unknown genomes or sequences in environmen-

tal microbiology studies, that is to search these query genomes against the databases for
their closest sequences or genomes in a database using user provided query sequences or
genomes. Widely used tools includes RDP classifer for 16S ribosomal RNA sequences or
GTDB-Tk for whole genomes [36, 37]. The key step in this process is to nd closely re-
lated information in a database given queries and a similarity measurement. This problem

is a well-studied problem called nearest neighbor search (or NNS). This problem has two
different aspects, "the comparison operator” and “the database search”. "The comparison
operator” for microbial genomes, is the similarity measurement and it can be ANI or other
genomic distances. “The database search” refers to query genomes and database genomes

are compared. Currently, all tools are relying on an "all-versus-all” strategy, that is to com-

6



pare query genomes with all database genomes. As more and more microbial genomes are
accumulated in public databases at an unprecedented speed (e.g., there are more than 0.5
million prokaryotic genomes and 12 million virus genomes), an all-versus-all comparison
strategy to search newly sequenced genomes against these large databases is computation-

ally impractical.

1.3.2 ApproximateK-NearestNeighborSearch

One of the most broadly used approaches for nding closely related information in a
database while circumventing an all vs. all comparisons is the K-Nearest Neighbor Search
(K-NNS). Approximate nearest neighbor search (ANNS) algorithms, such as locality-sensitive
hashing [38], k-dimension tree [39], random projection tree [40], k-graph [41] and proxim-
ity graph [42, 43, 44] have been recently used to greatly accelerate search processes with
small loss in accuracy. Proximity graph, as implemented for example in the hierarchical
navigable small world graph (HNSW), has been shown to be one of the fastest ANN search
algorithms with search time complexity O(log(N)) [43]. HNSW incrementally builds a
multi-layer structure consisting of a hierarchical set of proximity graphs (layers) for nested
subsets of the stored elements. Then, through smart neighbor selection heuristics, inserting
and searching the query elements in the proximity graphs can be very fast while preserving
high accuracy, even for highly clustered data [43].

In Chapter 3, | will introduce a new data structure that combines HNSW with MinHash-
like algorithms (e.g., SuperMinHash, ProbMinHash, SetSketch and Densi ed MinHash) to

solve the problem with respect to large-scale microbial genome search and classi cation.



1.4 Non-linear dimension reduction for large-scale genomic sequences

1.4.1 Dimensionreductionvisualizationandgenomicsequenceomparisons

Dimension reduction (DR or embedding) is an important statistical technique for big data
visualization and pre-processing. There are two categories of algorithms for dimension
reduction: those that seek to preserve pairwise distance for all data points such as princi-
ple component analysis (PCA) and multi-dimensional scaling (MDS), and those that seek
to only preserve local distance over global distance such as t-SNE [45] nad UMAP [46].
The latter are also called non-linear dimension reduction techniques. Recently, non-linear
dimension reduction has also been applied in bioinformatics and computational biology
such as in single cell RNA sequencing analysis and metagenomic binning [47, 48]. UMAP
was designed to preserve more of the global structure with superior run time performance
compared to t-SNE and has no computational restrictions on the number of embedding di-
mensions. For both UMAP and t-SNE, the very rst step is to nd closest neighbors for
each point in the dataset. The approximate nearest neighbor algorithm used in UMAP and
LargeVis [49], i.e., the NN-Descent and random projection tree, is the limiting step for
computational complexity. Graph-based approximate nearest neighbor approach, as men-
tioned above, can achieve top performance without sacri cing accuracy [43].

Both UMAP and t-SNE have been widely applied in single cell RNA sequencing studies
since they are much faster than PCA for larger number of single cells pro les, where Eu-
clidean distance is often used. For genomic sequences dataset, alignment-based distance is
more appropriate. Visualizing genomic information or metagenomic binning/clustering
(e.g., DNA or RNA sequences clustered by species/genome) using UMAP has several
challenges: 1. Genomic/sequence distance such as genomic/sequence identity based on
sequences alignment is expensive to compute via traditional methods such ANI/AAI (for
genomes) or alignment identity (for short sequences but not genomes/MAGS) [5]; 2. Larger

number of genomes in public database (e.g. 10 million for the viral genome database)



exacerbate problem 1. Furthermore, K-mer hashing based on probabilistic data struc-
tures (e.g., MinHash) are much faster than traditional ANI/AAI to calculate genomic dis-
tance while maintaining ANI/AAI accuracy [7]. Speci cally, Jaccard index estimated by
MinHash algorithms can be transformed into ANI/AAl/identity via the Mash equation:
ANI =1+ % In % [7]. Also, Edit distance (an alignment-based distance, directly related
to sequence identity in alignment) can be approximated via Order MinHash [50].

In Chapter 4, | will present a software package called annembed for visualizing large-scale
genomic sequences based on a modi ed version of UMAP algorithm. Annembed essen-
tially used the same idea underlying GSearch, i.e., combining HNSW for nearest neighbor
search and MinHash-like algorithms for genomic or sequence distance estimation. Non-

linear dimension reduction will then be performed to visualize large-scale complex ge-

nomic data.

1.5 Microbial Rare Biosphere

1.5.1 Rarebiosphere

In recent years, the importance of the rare biosphere has been increasingly emphasized. For
instance, low-abundance taxa are important contributors to battd -diversity, and rare

taxa have been shown to have important ecological roles in speci ¢ ecosystems [51].Rare
taxa can periodically become abundant, and their abundance dynamics may depend on
selection pressure such as those imposed by seasonal uctuations in environmental param-
eters and substrate availability, and/or ecological processes including dispersal, predation,
reactivation from dormancy, functional redundancy, plasticity, and diversi cation [52]. As

a universal ecological pattern, species abundance curve (also known as a rank-abundance
curve) indicates that for natural communities, a majority of the species are low abundant
while only a few species are high abundant, leading to a log-normal like distribution. We
can use this curve to de ne rare taxa. In traditional marker gene-based studies (e.g., ri-

bosomal gene), arbitrary thresholds like 0.01% or 0.1% was used to de ne rare species in
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a community. However, marker gene-based sequencing provides little information on the
functional potential of the populations detected and thus, offers limited information on the

roles of abundant and rare taxa in maintaining important ecosystem processes.

1.5.2 Metagenomicssaneffectivetool to studyrarebiosphere

To better understand how rare species might respond to uctuating environments, including
functional aspect of rare biosphere, time-series metagenomic sampling is very useful. For
example, Shotgun metagenomes before, during and after the disturbance events underlying
uctuating environments can be used to de ne abundant and rare population based on cov-
erage information of recovered MAGs (e.g., genome depth and breadth covered by mapped
reads) and assess how many rare populations responded to the events. In this process, |
also de ned the limit of detection of our metagenomic effort based on the species abun-
dance distribution curve mentioned above. Speci cally, | plot the MAG depth and breadth

covered by mapped reads against the MAG abundance rank.

1.5.3 Ecologicaltheoriesfor rarebiosphere

Several ecological theories have been advanced to explain the responses of abundant and
rare microbial populations to disturbance. For example, the insurance hypothesis suggests
that rare biosphere represents a strategy for responding to temporally variable environ-
ments, contributing to community resilience [53, 54]. Disturbance-specialization hypothe-
sis suggests that niche breadth, rather than relative abundance, of a species is important for
species' responses to disturbance. For example, generalists versus specialists. However,
how to de ne generalists versus species remains a challenge for microbial populations.

In Chapter 5, | will de ne rare versus abundant populations using metagenomic-based
abundance and study their responses to natural disturbance events through time-series sam-
pling. Several theories in microbial ecology related to the rare biosphere such as insurance

hypothesis and disturbance specialization hypothesis will also be tested.
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1.6 Cohesive forces maintaining SAR11 species diversity

1.6.1 SAR1lis anoutlierin termsof species-levetliversity

Metagenomic studies have shown that the daunting microbial diversity is predominantly
organized in tractable, sequence-discrete, species [55, 56]. Typically, such species show
"96-100% intra-species genome average nucleotide identity (ANI), and are discrete be-
cause they show less than 90% ANI when compared to all other cooccurring species in the
same community [57, 58, 59]. The Alphaproteobacteria of the SAR11 clade form one of
the most ecologically dominant organism groups on the planet, representing up to half of
the total microbial community in the surface or the deep ocean [60, 61]. It has been shown
that SAR11 natural populations has higher intraspecies genome diversity than most other
prokaryotic taxa (e.g., ANI values ranging between 90-100% ANI) and sometimes indis-
crete species [57, 62, 63]. Clearly, the SAR11 subclades have been an outlier with respect
to clear species boundaries, and the 95% ANI threshold that commonly works for the great

majority of prokaryotic species does not seem to apply well within these subclades.

1.6.2 Challengesn studyingSAR11

Metagenomic assembled genomes (or MAGSs) for SAR11 are typically highly fragmented
(incomplete), presumably due to the higher intra- and inter-species diversity that is prob-
lematic for genome assembly and/or binning [64]. Single-cell ampli ed genomes (SAGS)
could provide the genomic data needed but the number of available SAGs from the same
and/or closely related subclades has been rather limited to allow for robust comparisons
[63]. SAG sequences are also commonly rather incomplete (e.g., less than 50% complete-
ness), and may suffer substantial contamination issues from co-occurring cells or DNA
attached to cells during cell sorting [65]. In conclusion, the mechanisms behind the high
intra- and inter-species diversity of SAR11 population remains unsolved due to those chal-

lenges.
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In Chapter 6, | will present single-cell-based sequencing technologies to reconstruct
high-quality genomes (SAGSs) of different SAR11 clades from oxygen minimum zones and
advance our understanding of SAR11 ecology and evolution based on analysis of those

SAGs.
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CHAPTER 2
BINDASH 2.0: FAST AND ACCURATE GENOME SEARCH AND
COMPARISONS WITH THE STATE-OF-THE-ART MINHASH ALGORITHMS

2.1 Abstract

Motivation: Comparing a large number of genomes in term of their genomic distances is
becoming more and more challenging due to the increasing number of microbial genomes
deposited in public databases. Nowadays, | may need to estimate pairwise distances be-
tween millions or even billions of genomes. Very few pieces of software packages can
perform such comparisons ef ciently.

Results Here | updated the multi-threaded software BinDash by implementing several
new MinHash algorithms and computational optimization techniques (e.g., Simple In-
struction Multiple Data, SIMD) for ultra-fast and accurate genome search and compar-
isons at trillion scale. That is, | implemented b-bit one-permutation rolling MinHash with
optimal/faster/re-randomized densi cation with SIMD. BinDash 2 can perform 0.1 trillion
(i.e.,10'1) pairwise genome comparisons in about 1.8 hour on a descent computer cluster
or several hours on a personal laptop. Therefore, BinDash 2 is about 50% faster than the
original version

Availability and implementation: BinDash 2 is released under the Apache 2.0 license at

https://github.com/jianshu93/bindash

2.2 Introduction

MinHash, originally developed for detecting duplicate webpages [17], turned out to be a
powerful strategy when applied for genome comparisons based on pioneering work by [7].

This study showed that genome kmer set Jaccard index (J) estimated via MinHash can
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accurately estimate genomic distance or Average Nucleotide Identity (or ANI) via Mash
equation ANlor(l Mashp) =1+ % In % where k is the kmer size. The computation

of the original MinHash requires many hash functions under the locality sensitivity scheme
[15]. An alternative to the implementation of such computation is the bottom-k implemen-
tation, where one hash function is needed and it is required to maintain the sketch as the
keys with the k smallest hash values [17]. However, this implementation needs a priority
gueue to maintain the k smallest hash values, and this leads to a hon-constant worst-case
time per element (overall complexity 9(n log(s))), which may be problematic for
real-time processing of high-volume data streams. More importantly, since only one hash
function was used, it is not possible to encode set-similarity (the similarity between two
genomes) as an inner product of two sketch vectors. This is because the elements (i.e., bits)
lose their “alignment” — that is, the key with the smallest hash value in one set might have
the 10th smallest hash value in another set [23]. In other words, the alignment property is
preserved if the same components (e.g., value at a given position) of two different sketches
are equal with a collision probability that is a monotonic function of some similarity mea-
sure, also called a locality sensitive hashing [19]. In many real-world applications, such
as nearest neighbor search, this property will guarantee theoretically optimal accuracy and
search recall will deteriorate signi cantly if LSH is not preserved [19]. Another problem

is the Jaccard index from the bottom-k method does not form a metric space (i.e., satisfy
the triangle inequality), they could not be used for numerous important applications that
require metric space (e.g., clustering) [21]. Another interesting alternative is called One
Permutation Hashing [20], which also applies only one hash function with time complexity
O(n + s), where n is the number of elements/kmers while s is sketch size. However, it
has much larger variance than traditional k-minwise hashing because there might be empty
slots in the sketch vector after splitting the sketch into buckets. Densi cation, which lls in
the empty slots with some non-empty slots chosen with certain rules, has greatly improved

the accuracy of one permutation hashing and has been proven to be theoretical equivalent
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to that of traditional k-minwise hashing. Based on one permutation hashing, original den-
si cation [21], improved densi cation [22] and optimal densi cation [19] were proposed
and have all been shown to be locality sensitive theoretically (metric space). Optimal den-
si cation was implemented in the original BinDash [66]. However, since the publication of
the original the BinDash paper, more densi cation strategies with better run time behavior
have been proposed (e.g., faster densi cation [67], re-randomized densi cation [24], bidi-
rectional densi cation [68]. Speci cally, compared with the optimal densi cation, faster
densi cation improved the worse-case running time fr@fn + s?) toO(n + s log(s))

while keeping the same average-case running tim@(of + s), and re-randomized den-

si cation further improves the accuracy for optimal densi cation at the cost of additional
computation since rerunning MinHash within previously empty bins after optimal densi-
cation is computationally expensive when there are many empty bins (see also detailed
complexity analysis of re-randomization densi cation provided by [24]). BinDash 2 im-
plemented all avors and variants of MinHash presented in [15], [33], [20], [22], [21], [19],
[24] and [67] with SIMD (see below).

The running-time bottleneck step of BinDash is population count (popcount), which
counts the number of non-zero elements (i.e., set bits) in a large bit vector for the estimat-
ing collision probability (after XOR operation). However, recent algorithmic advancements
in SIMD has provided the opportunity to further speed up population count for many in-
struction sets (e.g., AVX2, AVX512 and SVE512) [69, 70]. Since 64-bit integer type was
used as the sketch vector to store hashes from kmers, it is possible to use SIMD to count
the number of non-zero elements in parallel after rearranging the sketch vector in a way
such that each small portion of the sketch vector ts into an AVX instruction (e.g., 512 bits
for AVX512 or SVE512, 256 bits for AVX2) and also taking care of the remaining bits that
does not t for any size of sketch vectors.

Genomic distance, measured via Jaccard index, can be transformed into genome aver-

age nucleotide identity (ANI) via the Mash equation mentioned previously. However, it has
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been recently proved that the Poisson model assumption of sequence evolution can also be

replaced by the binomial model, which give more accurate estimation of ANI for distantly

related genomes (e.g., below 85% ANI) [@IN] = ( 12+JJ )%. Therefore, | also added the
option to use this binomial model in BinDash2. To further improve the accuracy of the
BinDash 2—estimated ANI when compared to alignment-based ANI (e.g., BLAST or USE-
ARCH) [71, 2], | implemented a supervised learning step that minimizes the root-mean-
squared error (RMSE) between BinDash 2 estimated ANI and alignment-base ANI accord-
—_—
ing to the equationRMSE = M wherey; andy; are BinDash 2—estimated
ANI and orthoANI for each pair [3], respectively. T is the total number of pairs of genomes
in the training dataset. | use a large collection of training genomes (10,000) extracted from
NCBI/RefSeq, covering ANI from 75% to 100%. Similar to the rst version, for each set,
BinDash 2 rst applies one-permutation MinHash (Li, et al., 2012), which applies one pre-
de ned hash function to all elements/kmers in the set. Then, one-permutation MinHash
deterministically partitions the hash value universe into a prede ned maximum number B
of buckets, extracts the smallest hash value in each bucket (Figure 2.1a), and extracts the b
lowest bits (b=14 in practice) of each smallest hash value [33]. These B*b bits are use as the
signature of the set. Usually, a hash value v is assigned tovt{®=B )e bucket, where
M is the maximum possible value for v. One-permutation MinHash may produce an empty
bucket that does not contain any hash values at all, so | then subsequently applied densi-
cation algorithms to put some hash value into such empty buckets (Figure 2.1b) [21]. In
addition to all MinHash schemes implemented in the original versions (original MinHash,
bottom-k MinHash and optimal densi cation), | also implemented a faster densi cation
algorithm in BinDash 2 (Figure 2.1c). That is, | implemented the b-bit one-permutation
rolling MinHash with faster/re-randomized densi cation with SIMD. Speci cally, updated
version of cyclic-polynomial rolling hash based on iterated string hashing can be even faster
than MurMurHash3/Robinhood-Hash for DNA strings as in Mash, which can further im-

prove DNA string processing [72, 73, 74, 75]. | also added the nearest neighbor search
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option to only report nearest genomic distance to query genomes with the consideration
that the three densi cation schemes are all LSH. LSH property is important for genome

search and classi cations (e.g., nding top best hits in a database to the query genomes),
recall or accuracy degradation is likely to be observed for other similar software packages

without LSH properties such as Mash, Dashing and Sourmash (FracMinHash) [12, 13, 7].

Figure 2.1: Schematic overview of two densi ed MinHash algorithm, optimal densi cationa and faster den-
si cation. (a) One Permutation Hashing. Each km¥g(X 1,...) in the genome was rst hashed into value

fo, f1... f5 et.al., which will fall into the range of the output of given hash functions. Then the hash uni-
verse was partitioned into S buckets; (b) Optimal Densi cation by mapping empty bins to non-empty bins
and copying values from non-empty bins to empty bins. Carefully designed 2-universal hashing is required
for the mapping; (c) Faster Densi cation or Reverse Optimal Densi cation by mapping non-empty bins to
empty bins and copying values to empty bins from non-empty bins. Random hashing library can be used,
e.g., Murmurhash3&, andN, are empty and non-empty bins in the sketch vector, respectively.

2.3 Methods

2.3.1 Implementatiordetail

Based on the same idea to maximize the use of CPU cache in original BinDash, query and
target genomes are both divided into batches. The query and target batches can be store
into a typical last-level CPU cache. Then, each batch of query genomes is compared with
each batch of target genomes. Each batch of comparisons of sketches were then paral-

lelized via OpenMP [76] to make full use of modern multi-core CPUs. To compute hash
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values, BinDash 2 uses the updated version of cyclic-polynomial rolling hash library here.
To count the number of 1 bits (bit population count) in an u64 type array as ef ciently as
possible, | use the SIMD version of population count (e.g, AVX2 and AVX512) as imple-
mented in the libpopcnt library [69]. Detailed step by step implementation is described
below:

(1) All k-mers of each genome are extracted, selected and then transformed into hash val-
ues. The range of all possible hash values (the universe) are partitioned into some bins or
buckets. The smallest hash value in each bin is selected.

(2) If a bin is empty (i.e., has no hash values), then the smallest hash value from the next
bin is picked. The de nition of the next bin is proposed by [19]. Another densi cation
strategy is to map reversely from non-empty bins to empty bins and choose the smallest
hash value from non-empty bin to Il the empty bin, as proposed by [67]. This new densi-
cation strategy has a worse ca6¢k log(k)) complexity while Shrivastava 2017 has a
O(k?) worse case complexity. The lowest (i.e., least signi cant) b-bits (b=14) of each hash
value are picked to form the signature of the genome.

(3) Two genomes are compared by simply performing b XOR opeations for b bit positions.
Then population count will be performed on the output of bit XOR. By default, BinDash
automatically picks the fastest POPCOUNT algorithm for the given array or sketch size
based on your machine instructions (e.g. AVX2 or AVX512). Spei cally, the sketch will

be tinto the length of a given instruction (128 bit, 256 bit or 512 bit) and the remaining bit
will be handled additionally. The hamming similarity can be computed by the 2 steps. The
collision probability of 2 such sketch vectors is the match positions divided by the length

of the sketch, which equals to Jaccard index of original kmer set extracted from 2 genomes.

2.3.2 ExactJaccardastruth for evaluationof RMSE

| computed the exact Jaccard index based on extracted kmers for each pair of genomes as

the ground truth. There are two steps for computing the exact Jaccard index: 1. Count
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the intersection of kmers between two sets and 2. Count the union of all possible kmers
between two sets. The number of shared/intersected kmers divided by the number of all

kmers in the union will then be the Jaccard index.

2.4 Results

| compared BinDash 2 with BinDash, Mash, Dashing 1 and Dashing 2, the state-of-the-
art MinHash or HyperLogLog-based bioinformatics software packages. On Dec. 22, 2023,
the 315,686 assemblies of bacterial and archaea genomes in RefSeq were downloaded. The
downloaded genomes consist of 412.7 GB of gzip-compressed FASTA les ("2.1 terabytes
for raw fasta les). The 315,686 compressed genomes were used as input data to each
software package. For each software package, | recorded the following: total size of the
les used to represent sketches and wall-clock runtime of each command. Each software
ran, with its default parameter values (except sketch size of 10,000) with 24 threads, on a
Red Hat Enterprise Linux (Intel(R) Xeon(R) Gold 6226 CPU @ 2.70GHz, which supports
AVX2 and AVX512 instruction sets).

BinDash 2, Dashing 1, Dashing 2 and Mash are all composed of two commands: sketch
and dist. The command sketch compute sketches by hashing kmers from genomes. The
command dist compares each sketch used as query to each sketch used as target. The total
runtime of these two commands is the total runtime of the corresponding piece of software.
In all comparisons, | used the sketch size of 10,000 instead of the default 2000 to have
good accuracy at 99% ANI or above. Sketch size is important for real-world genomic
distance comparisons for species-level ANI comparisons (e.g., 95% or 99%) as suggested
by several papers[5, 12]. For 318,756 bacterial and archaea genomes, BinDash 2 was
47.8% faster than the original BinDash, 80 times faster than Mash, "8 and "17 times faster
than Dashing 1 (HLL option) and 2 (ProbMinHash or SetSketch option), respectively, for
the dist command (Table 2.1). For sketch, BinDash 2 is slightly slower than Dashing 1.

However, since the running time of the sketch command is always less than 20 minutes
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for "318K genomes, it is not the running-time (Table 2.1). The persistent storage space
(size of the sketch result stored on disk) consumed by BinDash 2 and BinDash are both
about 3 times smaller than the one consumed by Mash but larger than the one consumed by

Dashing (Table 2.1).

Table 2.1: Running times and sketch sizes of BinDash 2, BinDash, Dashing, Mash for all-
versus-all comparisons of all 318,756 NCBI/RefSeq prokaryotic genomes using 64 threads
on an AMD EPYC 9534 64-Core Processor @ 2.45GHz with AVX2 and AVX512 support.

Method BinDash 2 (faster) BinDash 2 (re-randomized) BinDash (optimal) Dashing 1 or 2 (SetSketch option)  Mash
Sketch 21.2 min 27.8 min 21.9 min 18.7 min/28.2 min 42.5 min
Dist 1.84h 1.87h 3.54h 8.24h/22.7h 120 h
Sketch- le size 5.3G 5.3G 5.3G 2.6G/3.2G 15.9G

| computed the true Jaccard indices of the pairwise comparisons for 120 reference
genomes randomly chosen among these 318,756 genomes with ANIs above 80%. The true
Jaccard indices serve as ground truth and root-mean-square error (RMSE) was used to mea-
sure the accuracy of all tools. BinDash 2 with faster and re-randomized densi cation was
characterized by almost the same accuracy compared with the original BinDash, and the
RMSE of BinDash 2 with faster densi cation is lower than the RMSEs of Mash, Dashing
(Table 2.2). BinDash 2 with re-randomized densi cation has almost the same RMSE with
original BinDash (optimal densi cation). More importantly, the RMSEs of BinDash 2 and
Mash both converge to zero as sketch size increases in theory, while such convergence is
not guaranteed for Dashing 1 and Dashing 2, the HyperLogLog-based algorithms. BinDash
2 (faster densi cation) has an 8% to 10% improvement compared to original BinDash in
terms of Mean Absolute Error (MAE) for large sketch size (e.g.,larger than 3,000) while

for small sketch size, the improvement is negligible (Table 2.2 and Table A.1).
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Table 2.2: RMSE of BinDash2, Mash, and Dashing for randomly selected 120 genomes.
Exact Jaccard was used as truth (extremely slow). A sketch size of 10,000 was used for all
tools.

BinDash 2 (faster) BinDash2 (re-randomized) BinDash Dashing1l Dashing 2 (SetSketch) Mash
RMSE ( 10 3) 0.382 0.379 0.383 2.34 1.72 0.407

2.5 Discussion

| implemented the fastest densi cation idea called faster densi cation, which has smaller
theoretical RMSE than optimal densi cation in original BinDash. For re-randomized den-
si cation, it has a smallest theoretical RMSE among all densi cation schemes despite much
slower than both optimal and faster densi cation. Recently, it has been shown that circu-
lar permutation can be used as a densi cation strategy, which achieve uniformly smaller
Jaccard estimation variance than that of the classical MinHash with S independent permu-
tations (or S hash functions) [77]. Speci cally, the permutation was re-used S times in
a circulant shifting fashion. It should be noted however, performing S times permutation
on the sketch vector can be much slower than other densi cation strategies for large S.
However, | can use a slightly larger sketch size S in fast densi cation to achieve similar
accuracy with re-randomized MinHash or Circulant MinHash because the running time of
faster densi cation is not compromised due to the fact that the average-case running time
of O(n + s) is not affected by sketch size s (i.e.,n is always more than 100 times larger
than s for genomic applications) and that the estimation error converges to O as S increases.
In this regard, BinDash 2 achieved the best running time and accuracy trade-off among all

MinHash-based algorithms, including the newly invented ones.
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CHAPTER 3
GSEARCH: ULTRA-FAST AND SCALABLE GENOME SEARCH BY
COMBINING K-MER HASHING WITH HIERARCHICAL NAVIGABLE SMALL
WORLD GRAPHS

This chapter was published in:

Jianshu Zhao, Jean Pierre Both, Luis M Rodriguez-R, Konstantinos T Konstantinidis,
GSearch: ultra-fast and scalable genome search by combining K-mer hashing with hierar-
chical navigable small world graphs, Nucleic Acids Research, 2024;, gkae609,

https://doi.org/10.1093/nar/gkae609

3.1 Abstract

Genome search and/or classi cation typically involves nding the best-match database
(reference) genomes and has become increasingly challenging due to the growing num-
ber of available database genomes and the fact that traditional methods do not scale well
with large databases. By combining k-mer hashing-based probabilistic data structures (i.e.,
ProbMinHash, SuperMinHash, Densi ed MinHash and SetSketch) to estimate genomic
distance, with a graph based nearest neighbor search algorithm (Hierarchical Navigable
Small World Graphs, or HNSW), | created a new data structure and developed an associ-
ated computer program, GSearch, that is orders of magnitude faster than alternative tools
while maintaining high accuracy and low memory usage. For example, GSearch can search
8,000 query genomes against all available microbial or viral genomes for their best matches
(n="318,000 or ~ 3,000,000, respectively) within a few minutes on a personal laptop, us-
ing "6GB of memory (2.5GB via SetSketch). Notably, GSearch has an O(log(N)) time
complexity and will scale well with billions of genomes based on a database splitting strat-

egy. Further, GSearch implements a three-step search strategy depending on the degree of
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novelty of the query genomes to maximize speci city and sensitivity. Therefore, GSearch
solves a major bottleneck of microbiome studies that require genome search and/or classi-

cation.

3.2 Introduction

3.2.1 ANI, GenomeSearchandClassi cation

Classifying microbial species based on either universal marker genes (e.g., 16S or 18S
rRNA genes) or entire genomes represents a re-occurring task in environmental and clini-
cal microbiome studies. However, this task is challenging because the microbial genomes
in nature are still severely under-sampled by the available genomes. For instance, the num-
ber of new genomes reported is still increasing. There are more than 1012 prokaryotic and
fungal species in nature according to a recent estimation based on 16S rRNA gene or ITS
(Internal Transcribed Spacer) analysis [78], and even more viral species, as the number of
viral cells outnumbers that of prokaryotic cells by a about a factor of ten in most natural
habitats [79]. The number of total prokaryotic genomes has reached “318,000 in the newest
release of the NCBI/RefSeq prokaryotic database (until Feb. 2023), and larger than 12
million in the latest IMG/VR4 database for viruses, representing 65,703 prokaryotic and
8.7 million viral distinct species if clustered at the 95% ANI (genome-average nucleotide
identity) level [80, 81]. This has created a new challenge: an all-versus-all comparison
strategy to search newly sequenced genomes against these large databases to nd their best
matches and/or classify them according to the matches has become impractical. Further,
due to the recent improvements in metagenomic and single-cell sequencing technologies,
it is now possible to recover hundreds, if not thousands, of genomes from environmental
or clinical samples in a single study [6, 82]. Such studies have started to Il in the gap

in the described diversity mentioned above but they have also exacerbated the database
size problem. In addition to the searching strategy, the actual algorithm used to determine

overall genetic relatedness (e.g., ANI or its approximations) between the query and the
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database genomes is critical. There are many ANI implementations available based on
either BLAST [2], USEARCH [71] or MUMMER [4, 3, 83, 84]. While the traditional
BLAST-based ANI, and the genome-aggregate average amino acid identity (AAl), have
been proven to be highly precise and robust for genetic relatedness estimation across mi-
crobial and viral genomes [3, 83, 1, 85], they take hours or even days of computational
time when dealing with thousands of genomes. Recently, phylogenetic placement methods
using a handful of universal genes (100) have become popular, but these methods can
be memory demanding and slow [37, 86], especially for a large number of or a few deep-
branching (novel) query genomes. Further, the phylogenetic approach cannot be broadly
applied to viral genomes, which lack universal genes. Moreover, universal genes, due to
their essentiality are typically under stronger purifying selection and thus evolve slower
than the genome average [87]. This property makes universal genes appropriate for com-
parisons among distantly related genomes, e.g., to classify genomes belonging to a new

class or a new phylum, but not the species and genus levels [37, 88].

3.2.2 Sketchingalgorithmsfor GenomicDistanceEstimation

Faster and more memory ef cient ANI estimation based on k-mer hashing and evolutionary
models have been recently described in tools such as FastANI, Mash, Sourmash, Dashing
and BinDash [5, 7, 13, 66]. These tools typically rely on probabilistic data structures (or
sketching algorithms) to estimate genomic distance such as MinHash (a class of locality
sensitive hashing) (24), FracMinHash (25), HyperLogLog (HLL) (26) or a combination

of HLL and MinHash, called SetSketch (27). Importantly, MinHash and MinHash-like
algorithms have been shown to provide an unbiased estimation of the Jaccard similarity

JaccardA;B) = ﬁk—g between two genomes, an accurate proxy for ANI or mutation rate

after appropriate transformations: ANl ar Mashp = 1 + %In % where J is the

Jaccard similarity and k is k-mer size, also known as the Mash equation. Note that the Jac-

card similarity considers only unweighted k-mer presence/absence in a set [7]. MinHash is
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more accurate than HyerLoglLog, HyerLogLog++ or SetSketch [27] in estimating Jaccard
similarity but less space ef cient. The HyerLogLog-like algorithms can also be used to esti-
mate Jaccard similarity via inclusion and exclusion rules after estimating the set cardinality
[13]. However, Jaccard similarity (unweighted) estimated by MinHash-like sketching al-
gorithms can be problematic for incomplete genomes [7, 89] and genomes with extensive
repeats (e.g., microbial eukaryotes) because this estimation does not consider the abun-
dance of k-mers (k-mer multiplicity) and genome size. Weighted Jaccard-like indices such
as those provided by ICWS and ProbMinHash have been recently developed to address
this limitation [90, 26]. The application of weighted (or unweighted) MinHash-like algo-
rithms to the genome search problem (that is, to search a query genome against a genome
database to nd its closest relatives) can still be slow despite the algorithms themselves
being fast because these algorithms are typically applied in a “brute force” manner. That
is, all query genomes are searched against all database genomes (i.e., “all vs. all”), and
thus computational time grows quadratically as the number of query and database genomes
increase. More importantly, in the case of searching a database, the locality sensitive hash-
ing property of those probabilistic data structures should be satis ed to ensure high recall

or accuracy [19].

3.2.3 NearestNeighborSearchor LargeGenomeDatabase

One of the most broadly used approaches for nding closely related information in a
database while circumventing an all vs. all comparisons is the K-Nearest Neighbor Search
(K-NNS). The K-NNS approach has been used, for instance, for 16S rRNA gene-based
classi cation followed by a vote strategy [36]. Approximate nearest neighbor search (ANNS)
algorithms, such as locality-sensitive hashing (LSH) [38], k-dimension tree [39], random
projection tree [40], k-graph [41] and proximity graph [42, 43, 44] have been recently used
to greatly accelerate search processes with small loss in accuracy. Proximity graph, as im-

plemented for example in the hierarchical navigable small world graph (HNSW), has been
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shown to be one of the fastest ANN search algorithms [91, 92] with search time complexity
O(log(N)). HNSW incrementally builds a multi-layer structure consisting of a hierarchi-
cal set of proximity graphs (layers) for nested subsets of the stored elements. Then, through
smart neighbor selection heuristics, inserting and searching the query elements in the prox-
imity graphs can be very fast while preserving high accuracy, even for highly clustered
data (38). Therefore, nding the closest genomes in a database can be substantially ac-
celerated by combining two sub-linear algorithms while maintaining ANI/AAI accuracy:
MinHash-like or HyperLogLog sketching algorithms for genomic distance estimation and
HNSW for nding nearest neighbors. This is an idea that, to the best of our knowledge, has
never been applied to genome search previously, despite its potential to greatly accelerate
genome search.

Here, | describe GSearch (for Genome Search), a computer program that combines one
of the most ef cient nearest neighbor search approaches (HNSW) with MinHash-based
or SetSketch-based estimates of genomic distances, and applied it to large collections of
fungal, prokaryotic and viral genomes. Six MinHash-like algorithms are provided as part
of GSearch to ensure the critical property of locality sensitivity: Densi ed MinHash (2
variants) [19, 67], ProbMinHash [26], SuperMinHash [25] and SetSketch (2 variants) [27].
Each of them provides distinct advantages in accuracy, speed and/or space requirement.
Densi ed MinHash is by far the fastest algorithm due to the use of just one hash function.
SuperMinHash is similar to classic MinHash but optimized in terms of accuracy to calcu-
late simple Jaccard similarity, sacri cing speed. ProbMinHash (default) is based on shared
k-mers, weighted by their abundance, and normalized by total k-mer count. Essentially,
ProbMinHash computes the normalized weighted Jaccard-like similribetween each
pair of genomes. Accordingly, ProbMinHash can account for genome incompleteness and
repeats (k-mer multiplicity) commonly found in eukaryotic and sometimes in prokaryotic
genomes and is the default option (setting) in GSearch. SetSketch is a new data structure

aiming at both space ef ciency and speed, which lIs the gap between MinHash and Hy-
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perLoglLog. The Jaccard similarity calculated by any of the above methods is subsequently
used as input to build the HNSW graph of the database genomes. Accordingly, the search
of the query genome(s) against the graph database to nd the nearest neighbors for classi-
cation purposes becomes an ultra-fast step and can be universally applied to all microbial

genomes. The novelty of GSearch also includes a hierarchical pipeline that involves both

nucleotide-level (when query genomes have close relatives at the species level) and amino-
acid-level searching (when query genomes represent novel species), which provides high
accuracy for query genomes regardless of their degree of novelty relative to the database
genomes, as well as a database-splitting strategy that allows GSearch to scale up well to

billions of database genomes.

3.3 Methods

GSearch is composed of the following steps. Initially, the genomic distance among a col-
lection of database genomes is determined based on the above mentioned sketching algo-
rithms, which compute the normalized weighted Jaccard-like idgaxsing the probmin-
hash3a algorithm in the ProbMinHash option or the simple Jaccard ihd@xSetSketch,
SuperMinHash and Densi ed MinHash options, as implemented in the probminhash pack-
age. The normalized weighted Jaccard-like distadce {,) or Jaccard distancd ( J)
between genomes is then used for building the HNSW graphs (note that a Hamming dis-
tance computation is required only when that genome pair is required for graph building,
thus GSearch avoids all vs. all distance computations). Genomes are subsequently recur-
sively added as the nearest neighbors of each node in the built graph with the same distance
computation procedure. The built graph database and sketches from the MinHash-like al-
gorithms are stored on the disk, including a graph le from HNSW as the main component
of this new data structure. Each node/genome in the graph has a corresponding sketch
in the sketching le. Query genomes are then searched against the graph database after

loading the database les in memory and subsequently, best neighbors are returned for
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classi cation. In this process, the best neighbor (or neighbors depending on the number
of neighbors requested) is also identi ed based on the smallest ProbMinHash distance or
Jaccard distance. The output can then be transformed into ANI/AAI values with a sepa-
rate program.. There are 3 modules in total: tohnsw, add and request. The tohnsw module
builds the graph by gradually inserting genomes into the graph. The request module queries
the graph database built in the tohnsw step. The add module adds new genomes to an exist-
ing HNSW database. Each of the three modules operates in parallel for high performance.
GSearch was implemented in the Rust programming language. Implementation details of

GSearch, including libraries can be found in Appendix B.

3.3.1 Detailedimplementatiorof MinHash

| reimplemented the ProbMinHash algorithm to estimate genomic relatedness between any
two genomes based on normalized weighted Jaccard-like distanck according to the
original ProbMinHash paper [26]. The MSE (Mean Standard Error) of ProbMinHash is
Jo(1  Jp)=m, where m is the sketch size or number of registers, similar to that of classic
Jaccard similarity) (1 J)=m. Essentially, when objects/k-mers are hashed, they represent
probability distributions (relative frequency of k-mers after normalization),Jnd a nat-

ural extension of J with Pareto optimality for estimating distance among various genomes
[28]. The Rust re-implementation of ProbMinHash, and other related MinHash-like algo-
rithms, can be found here . 1 relied on version 0.1.10 of probminhash package for this
study. There are 11 different MinHash-like algorithms in this package (all are metric since
J andJ, are metric): One Permutation MinHash with Optimal Densi cation [19] Faster
Densi cation [67], SuperMinHash [25], ProbMinHash1, ProbMinHashla, ProbMinHash2,
ProbMinHash3, ProbMinHash3a, ProbMinHash4 [26], Order MinHash [50] and SetSketch
(locality sensitive hashing estimator and Joint Maximum Likelihood Estimator) [27], with

6 of them used in GSearch (ProbMinHash3a (default), optimal densi cation, faster densi-
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cation, SuperMinHash, SetSketch LSH and JMLE). Speci cally, when Jaccard similarity

is smaller than 0.01 for queries with the best neighbors, LSH estimator in SetSketch is less
accurate [27]. | therefore use JMLE estimator instead of LSH since it is more accurate for
small Jaccard similarity values.

To benchmark ProbMinHash against Mash, Dashing v1, Dashing v2, Sourmash and BinDash,
all tools were run with the same sketch size (s=12,000) and k-mer size (k=16) for bacte-
rial genomes at the nucleotide level, and k-mer size (k=7) at the amino acid level, for both
database building and searching. For fungal genomes, a larger sketch size (s=48,000) and k-
mer size (k=21) were used due to the much larger genome size. For convenient comparison
of GSearch results against those of the Mash and ANI based methods, | performed the same

transformation of Mash distance from normalized weighted Jaccard-like similarity Jp to

ProbMASH-ANI as a proxy of ANI using the equatioArobMash ANI =1+ % In 22

+3p°

3.3.2 Detailedimplementatiorof HNSW

Generally, the framework of HNSW can be summarized in the following two steps: 1)
build a HNSW graph where each node represents a database vector (or sketch vectors of
genome pro les in our case, Figure 3.1b). Each database vector will connect with a few of
its neighbors while maintaining small world property in each layer of HNSW. 2) Given a
query vector, perform a greedy search on the HNSW graph by comparing the query vector
with database vectors under the searching measures (in ouflcadgeorl J). Then, the

most similar candidates are returned as outputs. The key task for these two-step methods
is to construct a high-quality HNSW graph, which provides a proper balance between the
searching ef ciency and effectiveness. To guarantee the searching ef ciency, the degree
(number of maximum allowed neighbors, denoted as M) of each node is usually restricted
to a small number (normally 207200) while the effectiveness is ensured by a large width
of search for neighbors during insertion (denoted asogfstruct; higher than 1000). The

large efconstruct number increases the chance to nd the best M neighbors by increasing
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the diversity of neighbors that can be retained. The graph is subsequently collapsed into
hierarchical layers following an exponential decay probability. Building the graph (i.e.,
inserting nodes into the graph) and searching a query against the graph follow the same
greedy search procedure except that there is an extra step of reverse updating of neighbors
list for each vector when inserting database vectors (genomes), one by one, into the existing
graph until all genomes are inserted (Figure 3.1a). For building, after searches are nished
at the bottom layer for each inserted element, a reverse update step will be performed to
update the neighbor list of each node in the existing graph, while for searching/querying
against the graph this step is not needed. The overall database building time complexity is
O(N*log(N)), where N is the number of nodes in the graph. The rst phase of the search-
ing process starts from the top layer by greedily traversing the graph to nd maximum
M closest neighbors to the new node element P in the layer by doingreftruct times
search (Figure 3.1c). After that, the algorithm continues the search from the next layer
using the closest neighbor found from the previous layer as entry point, and the process
repeats until it reaches the bottom layer. Closest neighbors at each layer are found by a
greedy and heuristic search algorithm (Figure 3.1d and e). For searching, since there is no
need to reverse update the best neighbor list for each node in the graph, time complexity
is O(log(N)) as explained above. I/We reimplemented the original hnswilib library written

in C++ using the Rust programming language for memory safety, ef cient parallelism and
speed. | also implemented memory map to reduce memory requirement for billions of data

points or genomes.
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Figure 3.1: Schematic overview of GSearch graph building (a), graph searching (c) and (Su-
per/Prob)MinHash/SetSketch distance estimated (b).(a) Overview of the HNSW building process. GSearch
(tohnsw module) starts from a randomly chosen genome to gradually build the graph at Layer 0 (1) and grad-
ually collapse genomes(dash grey line indicate newly clustered/collapsed representatives compare to previous
step) into Layer 1 (2) and layer 2 (3) as more genomes are being incorporated in Layer 0 until all genomes
in database are inserted into layer 0 (4). When inserting new genomes in the graph (database), GSearch
essentially searches in a partially built graph to nd nearest genomes, based on ProbMinHash/SetSketch dis-
tance values among the genomes; see (c) for details. After the required number of nearest neighbors are
found for each inserted genome, a reverse update step is performed to update neighbor list of all nodes in
the graph. (b) Overview of (Super/Prob)MinHash/SetSkdichnd J, where h is the hash function to hash
k-mers from two genomes (orange and blue) and store the hashed values as sketches (shapes in the two big
circles). ProbMinHash calculatég from shared sketches while SuperMinHash and SetSketch calculate J
from shared sketches. (c) To search/identify a new genome P (orange) against the graph (request module),
starting from an entry node (black, random or inherited from layer above it, depending on whether it is the
top layer or not), GSearch nds the closest connected neighbor of the entry node (black) to the new node P to
be searched (orange) by calculating the (Super/Prob)MinHash/SetSketch distance of the new node P (orange)
with all neighbors (blue) of entry node (black) and assigns the closesonim this case) as the new entry

point (that is X5 will be the new entry node) (panel (d)). GSearch is then traverses in a greedy manner (i.e.,
update the entry point using the newly found closest connected neighbor of X5) until the nearest neighbors
in the layer are found (speci cally, the path goes from entry node to X5, X8 and X13) (panel (e)), and then
goes to next layer. This process is repeated until the required number of nearest neighbors (N) are all found
for the given new querying data point P and subsequently, reported to the user.
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3.3.3 Distributedimplementatioranddatabaseplitting

To accommodate the increasing number of genomes that became available at an exponential
pace in recent years, and will soon surpass 1 million, | provide an option to randomly
split the database into a given number of pieces and build a graph database separately
for each piece. In the end, all best neighbors returned from each piece will be pooled
and sorted by distance to have a new best K neighbor collection returned to the user for
each query genome. It has been proven that in terms of requesting top K best neighbors,
the database split strategy is equivalent to non-split database strategy if the requested best
neighbors for each database piece is larger than or equal to K [44, 43]. Searching against
the split databases can be done sequentially, on a single node, when multi-node support
is not available. In theory, a large database can be split into any number of pieces. In
practice, a reasonable way to decide on the number of database pieces to use is that memory

requirement for each piece is equal or smaller than the total memory of host machine.

3.3.4 Prokaryoticgenomesearchpipeline

A three-step pipeline can be used for searching query genomes at different ANI with
database genome (Figure 3.3f). For building the whole-genome amino-acid graph, | used
k=7 to have the best speci city without compromising sensitivity, which is also consis-
tent with previous results on classi cation of amino acid sequences based on k-mers. For
building the graph based on universal gene set, | used k=5 because of the much smaller
total amino acid space of universal genes. The proteome of each genome was predicted by
FragGeneScanRs or Prodigal can be used for gene prediction [93, 94]. Hmmsearch in the
hmmer (v3.3.2) software was used to extract the universal gene set for bacteria and archaea
genomes [95]. Note that for viral genomes, this last step was not implemented because
there are no universal single copy genes for viral genomes. Evaluation of the speed and
memory requirements for all steps mentioned above were performed on a RHEL (Red Hat

Enterprise Linux) v7.9 with 2.70 GHz Intel(R) Xeon(R) Gold 6226 CPU. Unless noted oth-
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erwise, all 24 threads of the node were available by default. In order to directly compare
GSearch results with GTDB-Tk v1.3.0, | used the top-10 matches provided by GSearch
for each query genome against GTDB r207, and perform the evaluation as follows. If the
best match (top 1) had ANI 95% with a database genome, the query was (manually)
identi ed as the same species as the match and this result was compared to GTDB-Tk
v1.3.0's classi cation for the same query (i.e., whether or not it was assigned to the same
species). Similarly, for genomes with at least 5 matches out of 10 with ABb% to the

same genus, the query was identi ed as the same genus (but new/novel species) as these
matches. Finally, for the remaining query genomes with top 5 best matches out of 10 with
AAl  52%, the query was identi ed as the same family (but new/novel genus and species)

as these matches, otherwise the genome was considered unclassi ed at the family level.

3.3.5 Recallof AAl, ANI andMinHash-basedearesheighborsearchingor prokaryotic,

fungi andviral genomes

To benchmark GSearch performance compared to traditional ANI/AAI- and/or MinHash-
based tools, | ran brute-force ANI/AAI searches of the same query genomes against the
(same) reference databases and assess if GSearch return the same best match as these tra-
ditional methods. | used the BLAST-based ANI called , Addliculator) for bacteria and
archaea as well as for viral collections, MUMMER-ANI for fungi, and BLAST-based AAI

in all databases. | also used OrthoANI as an additional ANI gold standard and it showed
the same ground truth (i.e., same best match) as ANI calculator [3]. | also performed ad-
ditional benchmarks using FastANI as the truth since FastANI correlates perfectly with
BLAST-ANI [5]. For the assessment, | used the well-established average recall as the
accuracy measurement [96]. Given a query genome, GSearch is expected to return K best
genomes. | examined how many genomes in this returned set were among the true K nearest
neighbors (NN) of the same query found by the reference brute-force ANI/AAI. Suppose

the returned set of K genomes given a query is R' and the true K nearest neighbors set of
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the query (from BLAST-ANI/AAI) is R, the recall is de ned agcall(R9 = jlejRj. Then,

the average recall represents the mean recall for all query genomes. | compare the accu-
racies of different algorithms by requiring different numbers of nearest neighbors (NN) of
each query genome, including 10-NN and 5-NN. Since biological species databases are
generally sparse due to undersampling of natural diversity and the existence of natural gaps
in diversity among species, a larger top K NN (e.g., 100) used in standard ANN bench-
mark experiments will offer little, if any biological advantage, especially when the query
genomes are relatively novel, e.g., a new family compared to database genomes. Therefore,
| use top 5-NN and 10-NN. Further, if the genomic Jaccard distahceJ, or 1 J) of

guery to some of the top 10 or top 5 neighbors found by GSearch at the nucleotide level
was larger than 0.9850 for bacterial genomes, these matches were Itered out and not used
in estimation of recall because | have shown that above this threshold, k-mer based Min-
Hash methods at nucleotide level will lose accuracy and this is not related to the HNSW
search itself (e.g., 8 out of 10 are kept, so top 8 in R' is compared with top 8 in R). At the
proteome level, accuracy was calculated following a similar procedure with the threshold
value being 0.9720 (switching to the universal gene graph above this threshold). For viral
genomes, the threshold was 0.9800. These thresholds were chosen based on correlation

analysis between the GSearch genomic distance and BLAST-based ANI or AAL.
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Table 3.1: Theoretical comparison of estimator error (rooted mean standard error) of
MinHash-like algorithms for Jaccard index, wheareis the number of registers (sketch
size).J is Jaccard index.

Algorithm Software RMSE
Classic MinHash (bottom-5)  Mash & Sourmash . ) 22 _J)
SuperMinHash Dashing 1 —T 1|UJ«(.1+1)JU)+(, e
(m DY ImUcu 1)

Re-randomized Minhash - < J(lm J)
Circulant MinHash - < q 0 9)
Densifed MinHash BinDash q | Jq(lmJ)
SetSketch Dashing 2 [ 1, o8
Dashing (original & Improved) Dashing 1 @ 4+ 10
Dashing (MLE)? Dashing 1 @ +

-GRA ( =0:8898° - 1074

Notes:1[17]; 2The second long term in the variance is always smaller than 1, thus SuperMinHash RMSE is
always smaller than classic MinHash, the smallest MinHash RMSE known until today, seéJ@agitler
RMSE than classic MinHash but more computationally expensive, see*Bdialler RMSE but much more
computationally expensive, see [77Dne Permutation MinHash with Optimal/faster Densi cation, RMSE
goes to 0 much faster than classic MinHash/SuperMinHash as m increases, see [19] difs[6E;close
to 1, RMSE is close to lower boun@Both the original and improved estimators need correction at small
cardinality. Dashing 2 has the same variance with SetSketch because it reimplemented Set@k&dh;
Maximum Likelihood Estimator, theoretically optimal for HyperLogLog sketches but much slower;
8Generalized Remaining Area with= 0:8898has the smallest error. Detailed analysis of RMSE for
Tau-GRA can be found in [971°For HLL-like algorithms in Dashing 1&2, the number of unique kmers in
the intersection of two genomes is required and it can be estimated by merging 2 sketches but it has an error,
which was called. — means no software has implemented the algorithm.

3.4 Results

3.4.1 ProbMinHashs arobustmetricof genomerelatednes$or prokaryoticgenomes

Correlations between ProbMASH-ANI (I called it ProobMASH, after transformation from
ProbMinHash similarity {,), see Materials and Methods for details) and ANI determined
by FastANI or Mash-ANI showed that ProoMASH-ANI is robust and slightly better than
Mash for determining distances among bacterial genomes related at around 78% ANI, or

above (Spearman rh0=0.9643 and 0.9640, respectivel,0®1, Figure B.5a and b). For
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moderately related genomes, for which ANI based on nucleotide k-mer is known to lose
accuracy, ProoMASH-AAI based on amino acid k-mer was robust compared to BLAST-
based average amino acid identity (AAl), especially between genomes showing 95%
AAl  52% (Spearman rho=0.90, P.01, Figure B.6a and b). Below 52% AAI, both
ProbMASH-ANI and Mash-ANI lose accuracy compared to AAl. However, AAI of just
universal genes provides a robust measurement of genetic relatedness at this level of dis-
tantly related genomes, and | show here that ProoMASH-AAI for this set of universal genes
is also robust (Spearman rho=0.9390,001, Figure B.7). Thus, for query genomes
with distant relatives in the database (i.e., deep-branching, novel genomes), for which their
closest matching genome in the database is related at the order level or higher, restricting
the search to the universal genes can provide robust classi cations [88, 37]. Accordingly,
GSearch implements a three-step classi cation process, depending on the degree of nov-
elty of the query genome against the database genomes, using the ANI and AAI thresholds
mentioned above (see also Figure 3.3f). This strategy and its accuracy are discussed further

below.

3.4.2 Comparisonsvith otherMinHash-likesearchalgorithms

| then compared available MinHash-like sketching algorithms in terms of their time com-
plexity (big O notation), space (memory), and accuracy in estimating the Jaccard similarity
(Table 3.1, Table 3.2), as well as other important properties for large scale applications such
as mergeability (whether sketching parts of the dataset individually and subsequently merge
them is equivalent to sketching the entire dataset). SuperMinHash and ProbMinHash were
fast and mergeable MinHash-like algorithms, slower than Densifed MinHash (Table 3.2).
The latter algorithm, however, is not mergeable, thus dif cult to use in distributed compu-
tational environments. HyperLogLog-like algorithms are signi cantly more space-ef cient
albeit slightly slower and less accurate. For variance, | analyzed the rooted mean squared

error (RMSE) with respect to true Jaccard similarity. MinHash-like algorithms such as
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ProbMinHash, SuperMinHash and Densi ed MinHash had the smallest theoretical vari-
ance for the same m (the number of registers used for sketching; | use m=12,000), followed
by SetSketch (as b1l) (Table 3.1). Our actual implementation of Densi ed MinHash has
similar RMSE to classic MinHash (Figure B.3). SetSketch was also space-ef cient and
similar to HyperLogLog in terms of space, speed and accuracy. The accuracy (RMSE) of
the actual implementation of SetSketch can be found in Figure B.4. HyperLogLog sketch
estimators such as those implemented in Dashing had the largest RMSE for estimating the

cardinality of sets (followed by inclusion-exclusion rule to estimated Jaccard similarity).

Table 3.2: Comparisons of MinHash-like and HyperLogLog algorithms. In bold face are
results obtained as part of this study (via gsearch —algo prob/super/hll option); remaining
results shown are from the literatuik, is closer to real Jaccard index thap despite both
algorithms considering k-mer weights.

Method Weighted Element Set Size Bias Speed Space Merge&bilipprox. Jaccard-like Index
Classic MinHash x X kk * X J
Densi ed MinHash? x X e x J
SuperMinHash? x X ok *x X J
Re-randomized MinHagh X X — o x J
Circulant MinHash x X — ok x J
ProbMinHash (defaultf X x Fkkk Ak X I
BagMinhash X X Kk kkkkk X Ju
DartMinHasl% X X Kk ok X Ju
HyperLogLod x x ok ok X J
HyperLogLogLog® x x - . X J
SetSketcH! x13 x ok ok X J
UltraLogLog x x *x *kkk X J

Notes:1[17], 2[19, 67],%[25], *[24], °[77], 6!;26], T29], 8E0], 9198], °[99], *1[27], 1? which means that
adding an element or taking the union of multiple subsets can be performed in sketch space, important
feature for large scale application when new data need to be added to existing sketches or distributed

environment!3SetSketch can be applied in a weighted fashion but not in this paper

3.4.3 SpeedandAccuracyBenchmark

Graph database build and search scale almost linearly with increasing number of threads
(Figure 3.2a and d). | built a database of all NCBI/RefSeq prokaryotic genc3i& (

genomes, 2 TB in size, in total), which took 4.1 hours using 24 threads with maximum
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memory usage of 21GB (1.2 h with 128 threads) and the stored database le size of 15GB.
It took 1.4 h using Densi ed MinHash for building and is slower using SuperMinHash (27

h) and SetSketch (13 h). Searching of 8,466 query genomes against this RefSeq database
took 9.33 min (ProbMinHash)(Table 3.3) and 16GB of memory, which was signi cantly
better than alternative state-of-the-art tools for the same purposes such as skani, Dash-
ing vl and v2 and BinDash. For example, Dashing v1 or v2 and BinDash (brute force
HyperLogLog or MinHash) took 21, 42 min and 41 min for the same task, respectively
(Table 3.3). To evaluate the performance against Mash, Dashing, Sourmash or BinDash
more fully, | increased the number of database genomes gradually from a subset of 65,703
to the full set of 315,686 genome while using the same number of query genomes (8,466).

| observed that GSearch follows a log tting, consistent with the O(log(N)) theoretical pre-
diction, while Dashing, Sourmash, MASH and BinDash followed linear tting (Figure 3.3

a and c). For example, GSearch was 3 to 4 times faster than Dashing when the number
of database genomes increased from 65,703 to 315,686 (Figure 3.3a and c), and 20 to 30
times faster with the 3 million reference virus genomes (Figure 3.3b). With Densi ed Min-
Hash, GSearch can be even faster (4.6 min) (Table 3.3). Graph build and search are gen-
erally faster at the amino acid level (Figure 3.2b,c,e and f). Memory consumption of each
MinHash implemented in GSearch is comparable with other MinHash (e.g. Sourmash) or

HyperLogLog (e.g., Dashing) algorithms (Figure 3.2d).
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Table 3.3: Comparisons of database size, running time for ProbMinHash, Densi ed Min-
Hash, SuperMinHash, and SetSketch with all other softwares. Results are based on search-
ing 8,466 query genomes against all NCBI/RefSeq genomexl8K) on a 24-thread ma-

chine. Times reported are average values from 3 runs.

Software Database size (or memory) Database Loading Time Sketching & Searching Time Total Wall Time
GSearch (Prob) 29G 57.2s 8 min23s 9.33 min
GSearch (Densi ed) 9.7G 27.2s 4.2 min 4.6 min
GSearch (Super) 25G 41s 24.2 min 24.93 min
GSearch (SetSketch) 2.5G 9.1s 12.21 min 12.34 min
Mash 19.8G 71s 182.1 min 183 min
Sourmash 7.9G 30s 64.3 min 65 min
Dashing 1 2.7G 61s 20.5 min 21.5 min
Dashing 2 (Prob) 4.7G 61s 47.5 min 48.5 min
Skani 30.1G - 74.42 min 74.42 min
BinDash 16.2G 16s 51.4 min 41.4 min
Notes:For 8000 query genomes, Skani total m?tmory requirement is larger than 60G, the largest among all
Soltware.

For large databases (for example, larger than 100 million bacterial genomes), the graph
building and requesting step could require a large amount of memory (due to much larger
k-mer space) that is typically not available in a single computer node. | therefore provide
a database split solution for such large databases. The average database building time on
each node for each piece of the database after the splitting step scales linearly with in-
creasing nodes/processors (Figure 3.2g) and requires much less memory (1/n total memory
compared to when building in one node, where n is the number database pieces after split-
ting; for GTDB v207 nucleotide graph building and n=5, it will be 28.3/5=5.66 GB). The
searching time scales sub-linearly with increasing number of nodes (Figure 3.2h) but of-
fers the advantage of a reduced memory footprint with respect to the single-node search.
The search accuracy the database split strategy were exactly the same as the non-splitting

strategy [43].
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Figure 3.2: Performance and scalability of database building (tohnsw) and searching (request) steps as the
number of threads or nodes increases. Upper panel shows total wall time (y axes) for building the GTDB
v207 (65,703 genomes) at the nucleotide level (a), whole-genome proteome (amino acid level) (b) and uni-
versal gene set proteome (c) reference graphs (or databases). Middle panel shows searching performance
and scalability against number of threads used for different sets of query genomes at nucleotide (d), amino
acid level (e) and universal protein level (f). Speci cally, 100, 300 and 1000 query genomes ( gure key)
were used. All tests were run on a 24-thread Intel (R) Xeon (R) Gold 6226 processor, with 40GB memory
availabl; (g) Database build time vs number of nodes or number of database pieces (maximum 5) for the split
strategy, and request/search time of 100 bacterial genomes (nt) against the split databases (h). Each node
was responsible for running a piece of the full database. Average time was calculated by averaging total time
across all nodes for (g) and (h). The entire NCBI/RefSeq database (318K genomes) were used for testing the
split strategy. For each node, 24 threads were used for building and searching steps.

The accuracy of GSearch and other tools in nding the best matching genomes among
the database genomes was evaluated by comparing their results against those identi ed by
traditional alignment-based methods, namely BLAST-based ANI for query genomes with
close relatives in the databases and BLAST-based AAI for more divergent query genomes.
The query genomes originated from two datasets, the Tara Ocean (8,466) and the collection
put together by Ye and colleagues (997). For the genomes in these two datasets that had
closely related genomes in the RefSeq database (showing larger than 78% ANI, 6,992 and

906 query genomes, respectively), | observed an average top 10 recall of 96.2% and 95.1%,
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respectively (similar results were obtained for top-5 matching genomes; (Table 3.4)). For
guery genomes with no closely related database genomes showing higher than 78% ANI,
1474 and 91 genomes from the two datasets, respectively, recall was signi cantly lower,
around 60% or below (Table 3.4). However, when | search these genomes at the proteome
level using BLAST-based AAI as the reference standard for calculating recall, the recall
value increased to 96.9% and 95.2%, respectively (Table 3.4). There were 327 and 25
genomes, respectively, that, even at the proteome level, had no related genome in the Ref-
Seq database showing higher than 52% AAI, and these genomes accounted for most of
differences with the top-10 matching genomes by BLAST-based AAI. These genomes ap-
parently re ect the fact that the public genome databases are still sparse and do not cover
well all biological diversity. When | searched these deep-branching (highly novel) genomes
at the universal gene proteome level, using the universal gene AAI as the reference stan-

dard, the average top-10 recall value was 95.5% and 94.6%, respectively (Table 3.4).

3.4.4 Prokaryoticsearchpipeline

A three-step pipeline was proposed to search prokaryotic genomes at whole genome level,
whole proteome level and universal gene level to account for the novelty of the genomes. It
took 9.329 min, 6.234 min and 0.445 to search 8,466 query genomes against the NCBI/RefSeq
database on a 24-thread Intel (R) Xeon (R) Gold 6226 CPU (Table 3.5). Similar speed was
obtained on AMD EPYC 7513a CPU. It took 9.669 min, 6.166 min and 0.568 min on re-
cent laptops (Table 3.5). The classi cation is consistent with GTDB-Tk at species level,
and the few differences noted (Figure 3.3e) were probably associated with contaminated
(low quality) MAGs or taxonomic inconsistencies, which was challenging to assess fur-
ther, and/or the peculiarities of each method. Since ProbMASH-ANI distance correlated
well with BLAST-based AAI after transformation in the range of AAl values between 52%
and 95%, the classi cation results were always consistent with AAl-based classi cation

based on the above mentioned thresholds.
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Table 3.4: Recall of GSearch for two query genome datasets containing various levels
of novel genomes relative to the genomes in the reference database. The query genome
datasets are the same as those used in Table 2. BLAST-ANI, BLAST-AAI and universal
gene BLAST-AAI were used as the reference results (or standards) to compare against.
Recall is the average across all query genomes.

Dataset Dataset size (# of genomes) Level Recall (top 5) Recall (top 10)
Tara (with best matches in databdse) 6,992 nucleotide 98.3% 96.2%

Tara (without best matches in database) 1,474 nucleotide 62.4% 43.1%
Tara (with best matches in databd&se) 1,147 proteome 97.2% 96.9%

Tara (without best matches in database) 327 proteome 65.0% 50.8%
Tara (with best matches in databdse) 327 universal 96.4% 95.5%

Ye (with best matches in database) 906 nucleotide 97.7% 95.1%

Ye (without best matches in database) 91 nucleotide 54.8% 48.5%
Ye (with best matches in databa’e) 66 proteome 96.3% 95.2%

Ye (without best matches in database) 25 proteome 76.0% 55.5%
Ye (with best matches in database) 25 universal 95. %% 94.6%

Notes:'De nded as query genomes that had best match in the database better than 78%eMMNid as

query genomes that had best match in the database better than 52%gaAEd as query genomes that
had best match in the database better than 55% AAI based on universal genes.

Table 3.5: The performance fo GSearch on major CPU platforms for searching 8,466 query
genomes against the RefSeq reference dataBas& (genomes) at 3 levels. ProbMinHash
was used as the genomic distance algorithm for this benchmark, with 50 neighbors re-
guested.

CPU Threads Clock Speed (GHz) Request Time nt (min) Gene Prediction (min) Request Time Proteome (min) hmmsearch Time (min) Request Time USCG (min)
Intel (R) Xeon (R) Gold 6226 24 2.70 9.329 3.348 6.234 3.524 0.445
Intel (R) Core i9-8950HK 16 2.30 13.654 6.764 7.910 6.214 0.613
AMD EPYC 7513& 32 (24 used) 2.60 10.245 4.452 6.021 3.345 0.402
Apple M1 Pro® 10 3.22 9.669 4.310 6.166 4.603 0.568

Notes:®RHEL v7.9, Linux v3.10.0-1160, all threads used. 512G RAM availaMagOS v12.3, Darwin
21.4.0 on MacBook Pro laptops, all threads used. Database was split into two pieces to have smaller
memory requirement on those 16GB RAM laptops since database size was 15GB for entire NCBI/RefSeq.
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Figure 3.3: Running time, memory consumption and classi cation accuracy of GSearch against Dashing,
Sourmash and BLAST-based ANI/AAI tools. (a) Running time of GSearch versus Dashing for search-
ing 8,466 query genomes against the RefSeq prokaryotic genome database as a function of the number of
genomes used in the database (x-axis) at the nucleotide level. (b) Running time of GSearch (blue) versus
Dashing (orange) for 10,000 query viral genomes against the IMG/VR v4 database at amino acid level. (c)
Same as in (a) above but comparison is against Sourmash multisearch (orange). (d) Memory consumption
of GSearch versus Dashing and Sourmash. Search is to load database into memory, thus maximum mem-
ory is directly related to database size. Note that y-axis values are in log scale in panels (b), (c), and (d).
(e) Comparison of GSearch classi cation results with GTDB-Tk and Blastp-based AAl tools for moderate-
to-distantly related query genomes based on the bacterial proteome database (e.g., ANI between the query
genome and its best match in the database was lower than 78% for these genomes). Each point represents a
comparison between two genomes, query and the best match found by GSearch, showing RED values gener-
ated by GTDB-tk (y-axis) versus Blastp-based AAIl between these two genomes. The taxonomic rank that the
guery and the best database match share is shown (see gure key). Two vertical lines indicate Blastp-based
AAl threshold for family and genus level classi cation threshold. Note that the best match was always the
same genome between GSearch and all vs. all Blastp AAl, and the overall consistency between GSearch/AAl
and GTDB-tk in identifying the same best database genomes for the same query genomes. (f) Overview of
GSearch's 3-step pipeline for classifying prokaryotic genomes. Orange boxes denote steps that aim to prepare
genome les, in different formats, for graph building while green boxes denote building steps of the graph
database (in nucleotide or amino acid format). Blue boxes indicate input/query genomes to search against the
database while grey boxes indicate classi cation output for each input. Two key steps of GSearch: tohnsw
and request are used to build graph database and request (or search) new genomes against the database, re-
spectively. Two thresholds are used in the pipeline to decide between whole nucleotide vs. whole-genome
amino acid search and whole-genome amino acid vs. universal gene amino acid; that is, 78% ANI and 52%
AAl, corresponding to Probminhash distance 0.9850 and 0.9375, respectively (see main text for details).

43



3.5 Discussion and future perspectives

A popular way to assess genetic relatedness among genomes is ANI, which corresponds
well to both 16S/18S rRNA gene identity and DNA-DNA hybridization values, the gold
standards of fungal and prokaryotic taxonomies [1]. However, the number of available
microbial genomes has recently grown at such a speed that the all vs. all search using tra-
ditional BLAST-based ANI or faster k-mer-based implementations has become intractable.
Phylogenetic approaches based on quick (approximate) maximum likelihood algorithms
and a handful of universal genes as implemented, for example, in GTDB-Tk could be
faster than brute-force approaches but are often not precise and require a large amount
of memory for the querying step [80] while the database building step could take several
weeks of run time. Further, approaches to speed up the searching step that rely on k-medoid
clustering to avoid all vs. all comparisons could be sometimes trapped into local minima
because of arbitrary partitioning of database genomes into clusters, a known limitation
of these methods [88]. GSearch effectively circumvents these limitations by combining
new k-mer hashing-based probabilistic data structures for fast computation of genomic re-
latedness among genomes (i.e., ProbMinHash, SuperMinHash and/or SetSketch) with a
graph based nearest neighbor search algorithm (HNSW). Accordingly, GSearch is at least
an order of magnitude faster than alternative approaches (e.g., Mash, Dashing, Sourmash,
GTDB-TK) for the same tasks based on current datasets and will be even faster as the num-
ber of database genomes grows due to O(log(N)) complexity (vs. linear complexity for
these other approaches). | have shown that the speed advantage of GSearch will be even
larger as the number of database genomes continues to grow. Therefore, GSearch solves an
important challenge associated with the tasks to search and/or classify microbial genomes
and will serve well these tasks for years to come.

To the best of our knowledge, no current tools have combined two sub-linear algo-

rithms, and thus can ef ciently search very large genome databases while maintaining high
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accuracy. Several sub-linear algorithms such as Sequence Bloom Tree or COBS (cross-
over between an inverted similarity and Bloom Iters) can do sequence to sequence (or
genome to genome) search but do not provide ANI/AAI values, which are key parame-
ters for microbial genome search and classi cation [5], and these tools are generally less
accurate than the ANI/AAI-based approach. GSearch can deal with 20 million bacterial
database genomes, or billions of bacterial genomes if using SetSketch on a modern com-
puter cluster. This represents a substantial improvement compared to existing tools for the
same purposes. This database split idea of HNSW, or other graph-based NNS libraries
more generally, has been successfully applied to several industrial-level applications for
other purposes (e.qg., billions).

GSearch could also be applied to whole metagenome search and identi cation of the
most similar metagenomes in a series or a database because the relatedness among metagenom
can be estimated in a similar way to genomes using ProbMinHash as implemented, for
example, in the HULK software [100]. However, to allow for sketching of the much
larger metagenome sequence data (compared to genomes) for building the HNSW graph,
weighted k-mer (e.g., ProbMinHash) approaches require much larger memory than un-
weighted approaches. Probabilistic or approximate counting of k-mer abundances, such as
the Count-Min sketch or a combination of Count-Min Sketch with HyperLogLog sketch,
can be used instead for k-mer counting for metagenome search [13, 101, 102]. Similarly, |
could seamlessly replace ProbMinHash with another relatedness algorithm should such an
algorithm becomes available and has advantages in terms of speed and/or precision in its
locality sensitive hashing property (and thus estimation of Jaccard similarity). For exam-
ple, the SuperMinHash option is provided for its high accuracy over traditional MinHash
but not speed [25], or other newer implementations such as the One Permutation MinHash
with Optimal Densi cation for its speed (one hash function, average case O(n+m)) and
locality sensitive hashing property (via optimal densi cation or faster densi cation) [19,

67]. Note that the bottom-K sketch implementation in Mash [17] or FracMinHash [103]
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in Sourmash [12] use just one hash function or a much smaller number of hash functions
required by that of classic MinHash, and thus lose the locality sensitive hashing property,
which is essential for nearest neighbor search purposes [23]. Further, BagMinHash [29] or
DartMinHash [30] for weighted (but not normalized) Jaccard similarity can also be used in
place of ProbMinHash (also LSH). Since the number of genomic distance computations is
O(log(N)) in GSearch, the computational time for estimating genomic distance for a pair of
genomes is not a major bottleneck in overall computational speed because log(N) is always
a small number. Accuracy in the genomic distance estimate is relatively more important
and the main reason that ProbMinHash is the default option in GSearch. Related to this,
ANI as currently implemented, for instance, in FastANI is not appropriate for this function
because it is not metric; that is, symmetry and triangle inequality property does not hold for
FastANI [5]. Similarly, mutation rates (or ANI) estimated by FracMinHash, CMash and
related tools (e.g., Sourmash or skani-based calculated ANI) are also not metric [12, 104].
To solve this “metric” problem, a norm adjusted proximity graph (NAPG) was proposed
based on inner product, and shows improvements in terms of both speed and recall using
non-metric distances [105]. This could be another direction for further improving the speed
and accuracy of GSearch in the future.

The HNSW graph le size grows linearly with the number of genomes (or graph node
size). Fortunately, the database can be split into small pieces to reduce graph le size with-
out affecting accuracy, a common practise in industrial-level applications [44]. The com-
pressed sketches size from SetSketch is comparable to other space ef cient algorithms such
as HyperLogLog (with b=2, Setsketch asymptotically corresponds to HyperLogLog), Ex-
tendedHyperLogLog [106], HyperLogLogLog [99], UltraLogLog [107] (25% more space

ef cient than HyperLogLog) and ExalLogLog [108]. The Shannon entropy of SetSketch
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compared to an uncompressed register size of 16 bits, there is still some room for improve-

ment for SetSketch. Theoretically, a 17.25% reduction in space can be achieved but would
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add additional implementation complexity. For any HyperLogLog-like algorithms (e.g.,
SetSketch [27], UltraLoglLog [107] or ExaLogLog [108]), a theoretical limit for sketch
size isO( 2 + log(n)) (where n is the number of elements whilés error) [109], or
slightly worse but easy to implement [110]. This means that we cannot improve further
without losing accuracy as database size grows unless relying on the database split strat-
egy. SetSketch shares this property with HyperLogLog, and thus we cannot improve space
requirement further without theoretical breakthroughs. Currently, | implemented memory
map for the sketch vectors so that for large number of sketches (e.g., billions), they can be
stored on disk rather than in memory with additional computational expenses.
Graph-based NNS methods achieve good performance compared to tree based and locality-
sensitive hashing (LSH) methods or space partitioning methods [91]. Building a HNSW
graph relies on proximity of the database elements. Thus, if the distances among database
elements, in our case genomes, cannot be effectively estimated, the navigation of graph
becomes less ef cient (e.g., gets trapped in local minima). This is especially problematic
for highly sparse/distantly related and diverse datasets, like the viral genome database, in
which two phage genomes could often share very little genomic information (k-mers). Our
results con rmed this expectation when we attempted to build a nucleotide-level graph for
viral genomes. Hence, the amino acid level will be much more robust for viral genomes
and is the recommended level to use. Finally, recent advancements in proximity graph
building could further reduce database building time from O(N*log(N)) to O(N*c) (where

c is a constant, independent of the number of genomes or N) and achieve better search
performance than existing approximate proximity graph [111]. This approach essentially
reduces the number of points/genomes to be compared during graph building, and will be
explored in future versions of GSearch to provide additional speed-up and/or robustness
for graph database building. The HNSW graph, and graph-based K-NNS in general, can
be further improved by adding shortcut edges and maintaining a dynamic list of candidates

compared to a xed list of candidates used by default [112]. Graph reordering, a cache

47



optimization that works by placing neighboring nodes in consecutive (or near-consecutive)
memory locations, can also be applied to improve the speed of HNSW [113]. It should be
mentioned that in our HNSW Rust implementation, a memory map was also implemented,
which will solve the memory limit problem when building large graph with billions of data
points or genomes. Another direction for further improvement of GSearch could be the
use of Graphics Processing Unit (GPU) instead of CPU because GPUs are more ef cient
in handling matrix computations and machine learning tasks [114]. | will explore these
options in future versions of GSearch.

To summarize, GSearch, based on MinHash-like algorithms and HNSW, solves a major
current challenge in search and classi cation of microbial genomes due to its ef ciency
and scalability. Both the Densi ed MinHash and HNSW are approximating the theoretical
optimality of similar algorithms in terms of speed and accuracy trade-off. GSearch will
serve the microbial sciences for years to come since it can be equally applied to fungal,
bacterial, and viral genomes, and thus offer a common framework to identify, classify and

study all microbial genomes at a million-to-billion scale.
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CHAPTER 4
APPROXIMATE NEAREST NEIGHBOR GRAPH PROVIDES FAST AND
EFFICIENT EMBEDDING WITH APPLICATIONS IN LARGE-SCALE
BIOLOGICAL DATA

4.1 Abstract

Dimension reduction (or embedding) such as t-SNE and UMAP has found many applica-
tions across elds as a popular way to visualize data. Here, | further improve on UMAP-like
algorithms in the following aspects: 1. Combining several aspects of t-SNE and UMAP to
create a new dimension reduction algorithm; 2. Replacing its rate-liming step, the K-graph-
based nearest neighbor search, with Hierarchical Navigable Small World Graph (HNSW);
3. Extending the functionality to DNA/RNA sequence data by combining the HNSW al-
gorithm with Locality Sensitive Hashing (LSH) algorithms (e.g., MinHash) for distance
estimations among sequences or genomes. | also provide additional features including
computation of Local Intrinsic Dimension (LID) and hubness, which can re ect structures
and properties of the underlying data that strongly affect nearest neighbor search algorithm
in traditional UMAP algorithms and thus the quality of the resulting embeddings. Our
library, called annembed, is implemented, and fully parallelized in Rust and shows com-
petitive accuracy compared to the popular UMAP-like algorithms. Additionally, | apply
our library in solving three real-world problems: visualizing large-scale microbial genome
database, visualizing single cell RNA sequencing data and metagenomic binning. These
examples showcase the performance, scalability and ef ciency of the library when distance

computation is expensive or when there are millions to billions of data points.
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4.2 Introduction

4.2.1 FromNN-Descento HNSW

Dimension reduction (DR or embedding) is an important statistical technique for big data
visualization and pre-processing. There are two categories of algorithms for dimension
reduction: those that seek to preserve pairwise distance for all data points such as principle
component analysis (PCA) and multi-dimensional scaling (MDS), and those that seek to
only preserve local distance over global distance such as t-SNE [45] and UMAP [46].
The latter are also called non-linear dimension reduction techniques. Recently, non-linear
dimension reduction has also been applied to bioinformatics and computational biology
such as in single cell RNA sequencing analysis [47] and metagenomic binning [48]. UMAP
was designed to preserve more of the global structure with superior run time performance
compared to t-SNE and has no computational restrictions on the number of embedding
dimensions.

For both UMAP and t-SNE, the very rst step is to nd closest neighbors for each point
in the dataset. The approximate nearest neighbor algorithm used in UMAP and LargeVis,
i.e., the NN-Descent and random projection tree, is the limiting step for computational com-
plexity [46, 41]. NN-Descent was used as the default option for nearest neighbor search
in UMAP to construct K nearest neighbor graph (K-NNG) with an empirical time com-
plexity O(N 14) [41]. This empirical time complexity relies heavily on the properties and
distributions of the data. Recently, a new concept, called local intrinsic dimension (LID)
has been proposed to describe the properties and distributions of the data, which is a mea-
sure of the minimum number of variables needed to represent the data without signi cant
loss of information [115]. NN-Descent recall is very low for datasets with LID larger than
20, however, because the algorithm will produce a large amount of incorrect K nearest
neighbors [41]. Several fast algorithms for building K-NNG have been proposed with time

complexityO(d nt) (t 2 (1;2), normally 1.2 to 1.4) oO(d N log(N)) (where d is
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dimension), which could be further studied for dimension reduction purposes [116, 117].
As K or LID increase, the performance of NN-Descent algorithm degrades signi cantly.
Another key aspect of LID or, more generally, the curse of dimensionality, is the hubness
concept [118]. A Large LID dataset is easier to contain hubs and LID is correlated with
hubness. Hubness is de ned as the tendency of intrinsically high-dimensional data to con-
tain hubs — points with high in-degrees in the K-NNG, or skewness of the distribution of
neighbors of points [118]. NN-Descent algorithm on datasets with large LID or hubness
is problematic, despite some recent efforts to alleviate this problem, such as by using a
much larger K [119]. Many real-world datasets such as genome collection and single cell
RNA sequencing datasets and other biological datasets are distributed highly unevenly, and
thus they can be highly clustered and have high LID or contains many hubs. It has been
revealed that hierarchical small world graphs (HNSW) showed high performance and re-
call in various benchmark studies compare to K-NNG or tree-based NNS search algorithms
due to their hierarchy and small world property [91, 43]. Similarly, both HNSW and other
graph-based algorithm become slower as the local intrinsic dimension (LID) increases but
accuracy is not affected [120, 121]. Some modi ed K-NNG algorithms, such as K-NNG

+ graph diversi cation and diversi ed proximity graph (DPG), were shown to have similar
performance compare to HNSW, even for high LID dataset [121]. Therefore, dimension
reduction tools should also consider the LID and hubness of the dataset to be embedded
for further evaluation of how reliable the nearest neighbor search step can be. For large
datasets, e.gN 1, N 4 (empirical time complexity of K-graph) will be much more
expensive thail log(N) (HNSW complexity), especially when the distance computation

is expensive since total time will be the number of computations (time complexity) multi-

plied by time for each computation.
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4.2.2 MinHash-likesketchingalgorithmsfor genomicandsequencelistancesstimation

Both UMAP and t-SNE have been widely applied in single cell RNA sequencing stud-
ies since they are much faster than PCA for larger number of single cells pro les, where
Euclidean distance is often used. For genomic sequences, alignment-based distance is
more appropriate. Visualizing genomic information or metagenomic binning/clustering
(e.g., DNA or RNA sequences clustered by species/genome) using UMAP has several
challenges: 1. Genomic/sequence distance such as genomic/sequence identity based on
sequences alignment is expensive to compute via traditional methods such as ANI/AAI
(for genomes) or alignment (for short sequences but not genomes/MAGS) [5]; 2. Larger
number of genomes in public database (e.g. 10 million for the viral genome database) ex-
acerbates problem [6]. Importantly, K-mer hashing based on probabilistic data structures
(e.g., MinHash) are much faster than traditional ANI/AAI to calculate genomic distance

while maintaining ANI/AAI accuracy [7, 5].

4.3 Methods

4.3.1 Algorithm description

Overall, our implementation is a mixture of HNSW with previously described embedding
algorithms such as UMAP and t-SNE. First, | use HNSW to build the nearest neighbor
graph. Speci cally, HNSW incrementally builds a multi-layer structure consisting of a hi-
erarchical set of proximity graphs (layers) for nested subsets of the stored elements, which
maintains the small world property Figure 4.1. Then, through smart neighbor selection
heuristics, inserting and searching the query elements in the multi-layer proximity graphs
can be very fast (due to small world property for each layer and hierarchical structure)
while preserving high accuracy/recall. Inserting new data into existing graph is essentially
a search process but all neighbor list in the graph will need to be updated once the insertion

is completed. The graph (Figure 4.1a) provides sub-sampling of the data to be embedded
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by considering only less densely occupied layers (i.e., the upper layers). This corresponds
generally to a subsampling of 2-4% of the total data but the small fraction of data used is
not problematic as the distance between the points left out by the subsampling and their
nearest sampled neighbor are known in the complete HWSW graph. The HNSW struc-
ture thus enables an iterative/hierarchical initialization of the embedding by considering
an increasing number of layers (until layer 0). The preliminary graph built for the em-
bedding uses an exponential function of distances to neighbor nodes (as in UMAP) but
keeps a probability normalization constraint with respect to neighbors (as in t-SNE) (Fig-
ure 4.1b). Itis then possible to modulate the initial edge weight by considering a power of
the distance function to neighbors or increase/decrease the impact of the local density of
points around each node (similar to the repulsive force). | initialized embedded space by a
diffusion map instead of Laplacian Eigenmap as in UMAP, the former can be considered
as a generalization of the latter but the order of top eigenvector is reversed. To minimize
divergence between embedded pace and initial distribution probability, | also used a cross
entropy optimization of this initial layout but considered the initial local density estimates

of each point in the embedded space when computing the Cauchy weight of an embedded
edge as in UMAP (Figure 4.1b). The corresponding "perplexity” distribution (the same as
in t-SNE, a parameter to balance attention between local and global aspects of the data as
in t-SNE) is estimated on the .

Hubness is estimated as follow: | estimated the skewness of point neighbors of the dataset
by comparing the neighbors observed with the expected neighbors (e.g. average number
of neighbors) according to the original paper in our software (Figure 4.1c)). At the very
beginning, | initialize the hubness values of each data set point to zero. Then, during al-
gorithm execution (K-NN was extracted from HNSW), | increase the hubness value of a
given point by one if that point is added to the nearest neighbor list of some other point,
and analogously, | decrease the hubness value by one if the point is removed from some

nearest neighbor list.
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LID is estimated as follow: for point; in its kneighborhoodk  20). Let R be the dis-
tance metric (e.g. Euclidean) aRj 2 R be the distance between poigtandx; under
this metric, the maximum likelihood estimator of the LID around paintvith the distance
metric of R, is computed ag (xi; R) = ( k—ll P jk:11 IogE—:jk) ! (Figure 4.1d), where the
summation is over the knearest neighbors of prinNote thatdy (x; R) is point-speci c,
dependent on k and the distance meRicLID therefore uniquely characterizes the sub-

manifolds aroundk. | then average LID across all point in the database. Implementation

details can be found Appendix C.

When computing the distance between genomes or sequences as input for the above
HNSW graph building step, several MinHash algorithms can be used. For example, Prob-
MinHash [26], SuperMinHash [25], SetSketch [27] and Densi ed MinHash [19, 67] for
genomic distance (Jaccard similarity) while Order MinHash [50] can be use for Edit dis-
tance approximation of sequences to avoid accurate but expensive dynamic programming

[122].
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Figure 4.1: Overall description of annembed algorithm key steps and functionalities. (a) Builda HNSW graph
from scratch by gradually adding points in the database in a recursive way with random initialization. When
maximum number of allowed neighbors in the graph is reachkepfér each existing point, a representative

will be chosen as new point in new layers (above) by collapsing the neighbors. Finding neighbors for a
newly added point involves to insert the point into the graph by searching for its neighbors and updating
the graph when th# is reached (i.e., newly added point could also be neighbors of other existing points);
(b) UMAP-like embedding algorithm by combining t-SNE (edge sampling in left panel) and UMAP (cross
entropy optimization). For edge samplingis set to 1 to result in exponential weights similar to Um&ps

to modulate and is set to 0.5 to while is the spacial scale factor and is also set to 1. After normalization
the weight will represent a probability distribution. For initial embedding, to de ne the weight of the edge,

| initialize b as 1 and coef cient, is a coef cient related to scale coef cient in the original space around

X since scales are smooth as they are computed as mean of distancesxartamehach pointx | have its

k neighboursy; [i = 1;2;3:::K], for each of its neighbourg; | get its rst neighbour distancé;. | then
average all these distances, that give an idea of distance around a point,ya agatee (x Y)=(scalex). (c)
Hubness estimation by evaluating the skewness of neighbor distributions of observed neighbors of each node
and the expected ones. (d) LID estimation via the maximum likelihood method. | use Euclidean distance
(metric) for R by default and it can be changed according to user specic case (e.g., Jaccard distance, a
metric, can be used for genomes).
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Table 4.1: Running time of UMAP and annembed for 3 benchmark datasets using 24
threads. Running time is average values of 3 independent runs.

Number of data points UMAP (NN-Descent) NNS  UMAP (annoy) NNS UMAP embeddiny Annembed (HNSW) NNS  Annembed (embedding)
MNIST FASHION 70,000 2min25s 44's 1min0ls 274s 142s
SIFT_IM 1M 53 min 20 s 14 min35s 53min22s 9min2ls 16 min 13 s
HIGGS 1M >8h 1 h45min >24h 43 min 1h 56 min

4.4 Results

4.4.1 Speedandaccuracypenchmark

| benchmarked annembed with standard datasets in MNIST-digits and MNIST fashion .
Annembed performed as good as UMAP (Figure 4.2, Figure 4.3) with similar running time
using 24 threads (Table 4.1). | then tested the nearest neighbor search (NNS) performance
with a large dataset called HIGGS ("11 million data points, 20 dimensions, generated by
Large Hardron Collider) for UMAP (NN-Descent or Annoy for NNS, called UWOT) and
annembed. NNS step takes about 18 minutes for annembed for this dataset while it cannot
nish for UMAP (NN-Descent) within 1 hour. For the steps after NNS (e.g. minimize the
loss function and produce embeddings), our implementation takes about 43 minutes using
24 threads while UMAP and UWOT takes more than 8 hours (not parallelized). UWOT
(ANNQY) NNS step is much faster than UMAP (NN-Descent) because of the ANNOY
library: NNS step takes about 22 minutes, similar to that of annembed. However, it has
been shown that as K increases (default K is 15 for both UMAP and UWOT), for example
K=200 or above, to maintain the same accuracy, e.g., 95% or higher recall, ANNQY is
much slower than HNSW according to Aiifter et al. [121]. Both UMAP and annem-

bed use cross entropy optimization, which is the speed limiting step for UMAP-python
and UWOT implementations. However, annembed fully parallelizes this step and allows
multi-threaded cross entropy optimization, which is about 10X times faster than UMAP
for the same step when embedding. Despite being fast due to parallelization, memory

consumption also increases. Therefore, | next compared annembed with Trimap, the most
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memory ef cient algorithm for non-linear DR, for embedding the HIGGS dataset. Annem-
bed consumed a maximum memory of 58GB with 24 threads while Trimap only consumed
a maximum memory of 15GB (Table 4.2) but had similar running time with UMAP, and
thus much slower than annembed. We showed that annembed scaled well with the number
of threads for datasets with millions of data points (Figure 4.4). The visualization of em-
beddings for the HIGGS dataset followed a similar pattern to that observed with smaller

datasets (Figure 4.5), with UMAP's visualization being more compact.

Figure 4.2: Dimension reduction for t-SNE (a), UMAP (b) and annembed (c) respectively for MNIST digits
dataset. Color legend indicates labels.

Figure 4.3: Dimension reduction for t-SNE (a), UMAP (b) and annembed (c) respectively for MNIST-fashion
dataset. Color legend indicates different labels. For t-SNE, UMAP and annembed, k=15 (number of neigh-
bors) was used.
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Table 4.2: Comparison of annembed with Trimap for memory and running time

Dataset Number of data points Dimension Peak memory (Trimap) Peak memory (annembed) Running time (Trimap) Running time (annembed)
MNIST FASHION 70,000 748 0.3G 0.9G 3min25s 41.6s

MNIST DIGITS 70,000 748 0.3G 0.3G 3min15s 39.2s

SIFT_AM iM 128 4.4G 17G 1h 03 min 25 min 33s
HIGGS 1M 20 15.3G 58G 10h 2h 39 min

Figure 4.4: Scalability of annembed with respect to the number of NUMA threads for HIGGS dataset. Ex-

periments were performed on a NUMA 64-threads AMD EPYC 7713 processor.

| then also compare annembed with UMAP using a standard single-cell RNA sequenc-

ing dataset called PBMC (Peripheral Blood Mononuclear Cells) and another dataset from

C. elegans. Annembed can clearly separate each cell type of the blood cells from each other

and showed consistent visualization with UMAP despite less compacted visualization (Fig-

ure 4.6 a and b). The C. elegans dataset also showed consistent result with UMAP, e.g.,

each cell type and sampling time point were identi ed consistently between annembed and

UMAP (Figure 4.7). Additionally, | were able to adjust the spatial scale parameter (via the

—scale option) to allow more or less clustered visualization of the embeddings. The default

58



value is used for the above comparison.

Figure 4.5: Visualization of embedding results for HIGGS dataset using UMAP (a) and annembed (b). An-
nembed default parameters were used for maintaining the quality of the embedding.

Figure 4.6: Comparisons between UMAP and annembed for single cell RNA sequencing dataset PBMC
(Peripheral Blood Mononuclear Cells). Note that the distance among those clusters or cell types does not
have meaningful interpretations.
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Figure 4.7: UMAP and annembed visualization for C. elegans single cell RNA sequencing dataset. Color
indicates time (h) since experiment started while shape indicates cell types. Major cell types are also labeled
in the plot, anchored by the centroid of each cell type. High resolution gures can be found in the supple-
mentary materials.

4.4.2 Quality andothermetricsof theembeddings

| evaluated the quality of the embeddings by increasing perplexity (a parameter to balance
attention between local and global aspects of the data). As perplexity quantile increased
from 0.05 to 0.99, the quality of embeddings (matched neighbors in embedded space out
of 15 true neighbors in the original space) increased from 4 to 6 for FASHION dataset at
guantile 0.5, but did not increase any further as perplexity quantile further increased to 0.99
(Table 4.3). The quality of embeddings (matched neighbors in embedded space out of 25
true neighbors in the original space) for the GTDB genome database (see section below)
increased from 12 to 15 as quantile increases from 0.05 to 0.5 but did not further increase as
guantile further increases to 0.99 (Table 4.3). Therefore, annembed can determine the best

perplexity to use automatically for different dataset to maximum the quality of embeddings.
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Table 4.3: Perplexity Quantile and embedding quality

Perplexity Quantile 0.05 0.50 0.95 0.99

MNIST FASHION® 390 5.99 6.00 6.00
GTDB 12 149 15 15

Notes:
aQuality was de ned by number of true neighbors in embedded space divided by total true neighbors in
graph (I use 15, consistent with UMAP).
b use true neighbor=25 in the genome case because biological database is sparse, and neighbors are not
evenly distributed.

LID estimated for the MNIST-digits (22.97) and MNIST-fashion (17.5) datasets by an-
nembed were very similar to those reported previously (i.e., 19.6 and 15.3, respectively).
Hubness estimations in annembed of the two standard datasets (i.e., 2.46 and 1.01, respec-
tively) were also close to the original study that proposed the hubness concept (Table 4.5).
The hubness of HIGGS dataset is about 1,000 since the number of data points is much

larger than the MNIST fashion dataset.

Table 4.4: LID and hubness estimated by annembed and comparisons with other implemen-
tations. 100-NN was used for estimation of LID and hubness based on Euclidean distance.

Dataset Number of data points Dimension LID (annembed) Hubness (annembed) LID (MLE in Amsaleg et.al., 2015)
MNIST FASHION 70,000 748 22.97 (12.45) 3.28 19.6 (13.9)

MNIST DIGITS 70,000 748 17.5(7.09) 1.014 15.3(8.4)

HIGGS 11 M 20 14.9 (5.93) 919.3 -

4.4.3 Visualizationlarge-scalenicrobialgenomedatabasandidenti cation of inconsistent

taxonomicdesignations

| recently combined MinHash-like algorithms for genomic distance estimation (i.e., ANI)
with HNSW to obtain nearest neighbor genomes in the database, that is to build HNSW
graph using MinHash estimated Jaccard index as a proxy of ANI. For GTDB database
(prokaryotic genome database clustered at 95% ANI species threshold), tohnsw (subcom-
mand in GSearch to build HNSW graph, see Chapter 2) took about 43 minutes to build

the graph and 4 minutes to perform the embedding. For NCBI/RefSeq prokaryotic genome
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database ("318K genomes), tohnsw step took about 2.3 hour while embedding step took
13.2 min. Tohnsw step to build HNSW graph database for "3 million virus species took
about 16.4 hours while embedding step takes about 33 minutes on a 24 threads node. No-
tably, for traditional dimension reduction methods such as PCA, NMDS requires calcula-
tion of all versus all pairwise genomic distances among all database genomes, which will
be impractical for real-world genome databalé comparisons; N is number of database
genomes) even with fast algorithms such as MinHash for so many comparisons (e.g., 12
million virus genomes 10" comparisons). Hubness estimation is 153.2 at amino acid
level for GTDB and 181.2 for NCBI/RefSeq, consistent with the prediction that biological
databases are highly clustered (MNIST fashion dataset has a much smaller hubness esti-
mation, 2 to 3, with a similar total number of data points), where NN-Descent algorithm
performance degrades signi cantly.

| also visualized the embedding result for GTDB, which is a taxonomically well described
(labeled) genome species database according to the RED values and ANI concept. The
majority of the genome hubs visualized by annembed grouped according to their taxonomy
af liations, e.g., genomes within the same phylum af liation grouped in the same cluster

in the two dimension annembed plot (Figure 4.8). However, It is also observed that several
genomes such as members of the Firmicutes (red) and Desulfobacterota (orange) phyla
clustered in the Proteobacteria (green) cluster, which indicates that the former genomes
might have been mislabeled taxonomically. To further con rm this, | extracted those Fir-
micutes and Desulfobacterota genomes (3 genomes as an example) and calculate universal
gene AAI (accurate for phylum level genomic distance/identity) between them and the most
similar genome in Proteobacteria. | found that those genomes have better universal gene
AAl values to the most similar genome in Proteobacteria than to the most similar genome
in their originally assigned phylum (57.3%, 49.5% and 54.9% versus 50.4%, 42.0% and

47.2%), consistent with mislabeling of these genomes.
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Figure 4.8: Annembed plot of the 65,703 genomes available in GTDB (v207) using ProbMinHash as the
genomic distance metric. Different shapes indicate bacteria or archaea kingdom (key on top). Major phyla
of bacteria and archaea are colored differently (key to the right). ProbMinHash distance was based on pre-
dicted gene amino acid sequences. Performing this analysis at the nucleotide level is not possible because a
pre-clustered database at 95% ANI level is too sparse, and thus many genomes do not have reliable genomic
distance estimation to meet the minimum requirement of 15 nearest neighbor genomes in UMAP and annem-
bed.

| then also visualized detailed embedding results at a lower taxonomic rank (e.g., class
and order levels) and found that annembed can also clearly differentiate between different
classes and orders within the Proteobacteria phylum (Figure 4.9). Therefore, the annembed
results can be used to quickly determine or check mislabeled taxonomy information in
public databases. Similar results were obtained with the NCBI/RefSeq prokaryotic genome
database (Figure 4.10), and the viral genome database, with closely related viral genomes

grouped in the same cluster (Figure 4.11).
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Figure 4.9: Detailed annembed plot of phylum Proteobacteria (Green in Figure 4.8). Each shape represents a
class while different colors in each class represents different orders.

Figure 4.10: Annembed plot of all NCBI/RefSeq prokaryotic genor8&8K) using nt genomic sequences.
Since taxonomy information is not described in the NCBI/RefSeq collection very carefully according to
ANI/AAI values as in GTDB database, many phyla information are mislabeled. Here | only show that each
cluster is well separated using nucleotide genomic distance (to approximate ANI), representing species to
genus level clusters (80% 95% ANI).
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Figure 4.11: Annembed plot of IMG/VR v4 (total 3 million genomes). Each cluster represents a phylogenetic
group (family or class) of virus. ProbMinHash distance are based on amino acid.

4.4.4 Visualizinglarge-scalenarkergenedatabasefr prokaryotes

| combined Order MinHash, a LSH to approximate edit distance or alignment identity with
HNSW, to visualize the 16S ribosomal RNA (16S) gene database (e.g., SILVA, RDP) (av-
erage sequence length of an individual 16S gene is “1,500 bp). Order MinHash is a special
case of the weighted MinHash where weight is the position of the kmer in a sequence.
Running annembed with Order Minhash as the underlying sequence distance estimation
for 1.6 million 16S sequences available in SILVA database took less than 5 minutes with
24 threads (Nearest neighbor search step took 33 minutes). No clear separation of the 16S
sequences was observed at phylum or class levels (Figure 4.12 and Figure 4.13). These re-
sults might indicate that several sequences are taxonomically mislabeled in SILVA, which
is consistent with the previous analysis that reported that 20% of the taxonomy annotations
in SILVA are wrong by examining at the guiding tree [123]. | also ran the same analysis for
the RDP v18 16S sequences for comparison. | observed a clear separation by taxonomic

annotation at phylum, class and even genus level (Figure 4.14 and Figure 4.15). The RDP
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