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SUMMARY

Environmental phenomena, such as algal blooms, wild re propagation, pollutant dis-
persion, and more, evolve as continuous spatiotemporal elds that demand real-time mon-
itoring for effective management, rapid response, and/or policymaking. While modern
sensing and modeling frameworks have improved environmental monitoring through satel-
lite imagery, sensor networks, and deep learning, underwater environments present unique
challenges due to severe communication constraints, costly infrastructure, and the absence
of shared research platforms. This dissertation addresses these challenges by co-designing
accessible aquatic hardware infrastructure with distributed estimation algorithms for real-
time monitoring of spatiotemporal elds.

A primary contribution of this work is the development dfiet, an open-source aquatic
testbed that integrates custom acoustic and optical modems, patrticle- lter-based localiza-
tion, and miniature underwater robots to enable decentralized sensing experiments. Build-
ing on this platform, we develop a comprehensive suite of distributed cooperative lters that
transition from relying on known eld structures to accommodating unknown eld struc-
tures. First, we embed known Poisson and advection-diffusion constraints directly into a

Iter using nite-volume discretization, proving convergence and demonstrating adaptive
gradient-based formation control. Next, we extend to unknown parameters through a cas-
caded architecture that decouples eld estimation from online parameter identi cation of
diffusion and ow coef cients while maintaining a distributed implementation. We then
generalize the estimation process by augmenting states with arbitrary-order spatial and
temporal derivatives, employing extended Kalman lItering to discover governing dynam-
ics from data, and constraining the nal estimates by the discovered model. Finally, we
enhance the prediction step by embedding a stochastic discontinuous Galerkin solver using
polynomial chaos expansion, yielding uncertainty-aware, physics-informed forecasts even

during active model learning.

XX



This dissertation bridges the gap between theoretical advances in distributed estimation
and practical deployment in resource-constrained aquatic environments. By providing both
an accessible hardware platform and a modular suite of algorithms that scale from physics-
constrained to data-driven estimation, this work enables accurate, physically consistent
eld reconstruction under realistic communication and computational limits. The open-
source nature of all components—from circuit schematics to algorithm implementations—
lowers barriers to entry for underwater research and fosters reproducible, community-

driven innovation in environmental monitoring.
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CHAPTER 1
INTRODUCTION

Many environmental phenomena—including algal-bloom dynamics in eutrophic waters
[1, 2], evolving wild re perimeters [3, 4, 5, 6, 7, 8, 9, 10, 11, 12], migration of species
[13, 14, 15], and the advective transport and diffusion of oil spills [16, 17, 18] —are best
represented as continuously varying spatiotemporal elds. Modern modeling frameworks
now make it possible to track and predict these elds in near real time: crowd-sourced
social-media feeds speed wild re mapping [19]; high-resolution satellite imagery sharpens
bloom detection [20, 21, 1, 22]; and sensor networks, coupled with social-media driven in-
formation mining, enhance ood-inundation forecasting and emergency response [23, 24].
Recent deep-learning advances—particularly spatiotemporal convolutional networks and
attention-based LSTMs—further boost forecast skill for dynamic environmental processes
[25, 26], while digital-twin initiatives such as Destination-Earth embed these models within
global Earth-system simulations for scenario exploration and policy support [27]. On the
operational side, CPU-ef cient hydrodynamic solvers deliver real-time urban ood maps
[28], and multi-scale models that explicitly couple spatial pattern analysis with tempo-
ral dynamics continue to reveal emergent behaviors inaccessible to static approaches [29].
This reliable, real-time estimation of spatiotemporal phenomena is indispensable for robust
environmental management, rapid disaster response, and evidence-based long-term policy
planning [30, 31].

Underpinning these real-time estimation and modeling breakthroughs is a sensing and
observation infrastructure that delivers high-quality, real-time measurements across both
space and time. Data from xed insitu arrays [23], satellite and aerial remote sensing
[20], and emerging autonomous platforms provide the spatiotemporal delity needed for

rapid data assimilation, uncertainty reduction, and timely model updates. This demand for



low-latency, high-resolution information has driven the evolution of sensor deployments—

from static grids that guarantee continuous xed coverage to adaptive mobile systems de-
signed to seek out regions of interest—each offering distinct trade-offs in coverage, relia-
bility, and operational complexity.

Static sensor networks— xed arrays of buoys, weather stations, or in-situ probes an-
chored at predetermined sites-have long been a staple in spatiotemporal environmental
monitoring. Their xed deployments provide uninterrupted data and low upkeep, enabling
classical adaptive-observer designs for Partial Differential Equation (PDE) estimation [32],
adaptive boundary control schemes [33], and of ine/online estimation pipelines that split a
dense calibration phase from sparse operational sensing [34]. Yet because the layout can-
not change once deployed, static grids can struggle to resolve steep spatial gradients, miss
transient hot spots, and require costly redeployment when the optimal sensor deployment
geometry drifts with the phenomenon.

Mobile sensor networks mitigate these blind spots by mounting instruments on au-
tonomous robots, pro ling oats, or surface vessels that navigate through the eld they
measure. By steering toward regions of high uncertainty, they achieve information-driven
coverage and can map broader domains with fewer platforms. This adaptability is par-
ticularly bene cial for real-time monitoring of phenomena such as pollutant dispersion or
wild re propagation [35, 36, 37, 38, 39]. Mobility, however, couples spatial and tem-
poral components in the measurements, complicating the process of eld modeling and
estimation. Mobile sensors typically exhibit higher noise levels, necessitate real-time path
planning, and introduce dynamic networking constraints. Consequently, lters capable of
fusing observations in such environments into physically consistent eld estimates become
indispensable.

While the advantages of mobility carry across many domains, they are especially crit-
ical — and challenging — underwater. Although aquatic processes such as the advec-

tion—diffusion of salinity, temperature, or pollutants lend themselves to spatiotemporal



PDE-based modeling and estimation, real-world deployment is hampered by ultra-low
acoustic bandwidth, costly proprietary hardware, and imprecise localization. Turn-key
robotic platforms, acoustic or optical modems, and high-precision positioning systems re-
main expensive or unavailable, and underwater communication rates are orders of magni-
tude lower than in air. Unlike the rich terrestrial and atmospheric observation infrastructure
— where xed arrays, Unmanned Autonomous Vehicles (UAVS), and high-bandwidth links
are commonplace — shared aquatic research infrastructure is minimally available. Aquatic
deployments in [22] demonstrate that aquatic infrastructure is possible, but is still not open
to community development and requires extensive setup and expense to operate. Com-
bining all these limitations, estimation algorithms in aquatic domains must generally rely
on distributed, neighbor-to-neighbor exchanges rather than centralized fusion, and with-
out open, accessible aquatic infrastructure, progress in real-time underwater eld modeling
will remain limited. See Section 2.2.3 for a discussion of centralized versus distributed ar-
chitectures and Section 2.2.2 for background on static versus mobile networks; for a more
detailed analysis of expected smoothness and roughness in terrestrial and aquatic elds—
and their effect on static/mobile and centralized/distributed systems—see Appendix A.

To bridge these requirements, this thesis presents a shared, open-source aquatic testbed
— integrating communication, localization, and robotic platforms — and introduces dis-
tributed cooperative algorithms for real-time eld estimation and PDE-based modeling. By
providing an accessible framework for underwater sensing, this work enables better real-

time spatiotemporal estimation and modeling in marine environments.

The primary contributions of this work are as follows:

1. Shared aquatic infrastructure (Chapter 3). We design and release an open, mod-
ular testbed—Net [40]—that integrates the BlueBuzz acoustic modem [41, 42, 43,
44], a complementary optical modem [45], a particle- Iter acoustic localizer [46],
and the Miniature Underwater Robot (MUR) [47] and the Marine Automatic Swarm
Experiment Platform (MASEP) [48, 49, 50, 51] robotic platforms.
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2. Distributed cooperative Kalman Itering with known PDE constraints (Chap-
ter 4). Using nite-volume discretization and hard constraints, we embed Poisson
and advection—diffusion relationships directly into a distributed cooperative Kalman
Iter, proving convergence and demonstrating gradient-based formation control [52,

53].

3. Cascaded ltering for unknown advection—diffusion parameters(Chapter 5). A
three-stage architecture decouples eld estimation from online identi cation of dif-
fusion and ow coef cients, enforces non-negativity of diffusion through soft con-

straints, and preserves the fully distributed implementation. [54]

4. Generalized, model-agnostic estimatiorfChapter 6). We drop an assumed PDE
form, as well as generalize to arbitrary order spatial and temporal derivative track-
ing, and employ an extended Kalman lter to discover governing dynamics from data
while improving real-time estimation, preserving model and state estimation consis-

tency with soft-constraints. [55]

5. SDG-PCE prediction in Generalized, Cascaded Filte(Chapter 7). We construct
a Stochastic Discontinuous Galerkin (SDG) predictor leveraging Polynomial Chaos
Expansion (PCE) to embed the uncertain model parameters, replacing the informa-
tion dynamics derived forecast step in the cascaded lter, yielding physics-aware

predictions even when the model is actively being estimated. [55]

This thesis is organized as follows. Chapter 2 reviews the literature on aquatic infras-
tructure, PDE estimation and lItering, and model discovery, and introduces the notation
and problem formulation preliminaries. Chapters 3—7 present the work outlined above.
Finally, Chapter 8 summarizes the key contributions, discusses their broader impact, and
outlines directions for future research.

Together, this work delivers an open, modular aquatic testbed and a cohesive suite of

distributed, cooperative estimators—combining physics-embedded Kalman lters, online
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data-driven model discovery, and SDG-PCE-based physics-aware prediction—culminating
in real-time, scalable estimation of unknown spatiotemporal elds under communication
constraints. This framework paves the way for environmental monitoring and rapid re-

sponse in challenging aquatic environments.



CHAPTER 2
BACKGROUND AND MOTIVATION

2.1 Motivation and Literature Review

Building on the challenges outlined in Chapter 1, this chapter surveys three strands of
research that converge on the central question of how to sense, estimate, and predict aquatic
processes in real time. First, we review the evolution of shared infrastructure and robotic
platforms—from early moored observatories and cabled arrays to today's acoustic modems
and coordinated eets of autonomous underwater and surface vehicles. These advances
have begun to democratize access to the ocean, yet the community still lacks truly open,
interoperable testbeds that researchers can replicate and extend.

Second, we trace the progression of Itering and PDE-constrained estimation tech-
niques. Early work leveraged dense, static grids and centralized solvers; contemporary
efforts exploit mobile, distributed sensors that embed physical laws directly into coopera-
tive Kalman and particle Iters. The result is a shift toward algorithms that can operate on
bandwidth-limited, intermittently connected networks while still enforcing the governing
physics of advection—diffusion, Poisson, or more complex dynamics.

Finally, we examine the rise of data-driven model discovery—from sparse regression
frameworks such as SINDy to physics-informed neural networks capable of learning hid-
den dynamics directly from measurements. While these methods promise unprecedented
exibility, recent critiques highlight reproducibility gaps and the need for stronger phys-
ical interpretability. By synthesizing insights across infrastructure, Itering, and model
discovery, we identify key opportunities for open-source aquatic testbeds and distributed,

physics-aware estimation algorithms—gaps that the ensuing chapters address in detail.



2.1.1 AquaticlnfrastructureandRoboticPlatforms

Ocean-related technologies, especially the infrastructure for observing and exploring aqua-
tic environments, are essential to advancing national economic interests and security ob-
jectives [56]. The November 2018 report by the National Science & Technology Coun-
cil highlights research infrastructure as “one of the highest priorities of the ocean science
and technology community” [57]. Over recent decades, Autonomous Underwater Vehicles
(AUVs) and Autonomous Surface Vehicles (ASVs) have emerged as essential platforms
for sampling and monitoring in oceans, lakes, and estuaries [58, 59, 60, 61]. Building upon
these advances, current research is increasingly focused on deploying coordinated eets
of aquatic robots to perform distributed sampling in dynamic environments [62]. These
multi-robot systems enable a range of emerging applications, including: (1) tracking ma-
rine life to study the life cycles and movement patterns of species such as sharks, jelly sh,
and lobsters [63]; (2) detecting and monitoring fast-evolving phenomena such as plumes,
harmful algal blooms, and chemical spills [64]; and (3) conducting high-resolution surveys
for tasks such as search and rescue or mine countermeasures [65, 66].

Recent advances in autonomous underwater robotics have placed growing emphasis
on swarm-based approaches, which seek to harness the distributed capabilities of multiple
vehicles while addressing the inherent challenges of coordination, communication, and
energy ef ciency in underwater environments.

Jaffe et al. (2017) introduced a eet of 16 Mini-Autonomous Underwater Explorers (M-
AUES), capable of passive drift and vertical maneuvering [67]. These vehicles are equipped
with buoyancy-driven propulsion and use acoustic signaling to maintain three-dimensional
localization in ocean currents. Designed to capture spatiotemporal ow dynamics through
drift, the M-AUE system has been used to understand plankton distribution within internal
wave elds.

Mintchev et al. (2014) presented “Jeff,” a compact underwater robot optimized for

swarm operations in con ned aquatic environments [68]. Jeff employs a magnetically cou-
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pled waterproof propulsion system, LED-based communication, and an acoustic beacon-
based localization method. Notably, it features an integrated docking system that enables
autonomous recharging, supporting long-duration deployments with minimal human inter-
vention.

lacoponi et al. (2022) proposed the H-SURF system, a heterogeneous robotic swarm
composed of 30 autonomous robotic sh deployed to protect coral reefs and coastal ecosys-
tems from threats such as urbanization and climate change [69]. This system incorporates
a oating data-relay platform and a tethered sinker for stabilization, enabling decentralized
sensing and actuation across a wide spatial range.

Loncar et al. (2019) developed a heterogeneous sensor network composed of autono-
mous underwater robots and xed sensor nodes for persistent marine monitoring [70]. The
system integrates multiple modalities of mobile agents with surface vehicles that support
energy transfer, acoustic localization, and data relay. Their work provides detailed insights
into hardware integration, inter-robot communication protocols, and the acoustic limita-
tions encountered in cooperative underwater operations.

In tandem with these platforms, researchers have advanced adaptive sampling strate-
gies to ef ciently cover vast, under-sampled three-dimensional aquatic volumes. Chen
et al. (2012) proposed a two-phase framework combining random compressive sensing
with adaptive sampling. They iteratively apply compressive sensing to capture spatial
relations, and then adaptive sensing to capture temporal changes in micro-rounds, re-
peating until convergence. However, this method has strict temporal variation bound-
aries coupled to agent speed [71]. Inspired by social insects, Geng et al. (2019) pro-
posed a virtual pheromone—based coordination scheme for underwater robot swarms, dis-
cretizing the search area into a grid where robots deposit and sense pheromone densi-
ties and bias movement via a directional variable, with periodic data exchange at com-
munication nodes. Simulations showed this approach markedly improved coverage and

reduced energy-wasting turns [72]. Li et al. (2019) examined sh-like robot swarms in



two-dimensional Computational Fluid Dynamics (CFD) simulations with tandem, pha-
lanx, diamond, and rectangular formations with different spacing [73]. Together, these
bio-inspired, indirect-communication strategies outperform random search, offering scal-
able solutions for large-scale underwater monitoring.

While these advances in swarm robotics and adaptive sampling have improved under-
water data collection, they rest on the foundation of robotics hardware. Bakhshalipour et al.
(2023) introduced RoWild, an open-source, cross-platform benchmark suite that systemati-
cally evaluates robotics workloads—from legged delivery to autonomous vehicles—across
a spectrum of modern hardware, ranging from low-end embedded CPUs to high-end GPUs.
Their analysis uncovers critical architectural inef ciencies, including ineffective CPU vec-
torization, memory bandwidth walls on edge platforms, prefetchers unable to handle ir-
regular access patterns, and excessive unnecessary data movement in caches, underscoring
the need for hardware-aware benchmarks and architectural innovations to bridge the gap
between robotics and systems research [74]. Sandamirskaya dimdn@aim (2022) cham-
pion neuromorphic, bioinspired architectures that embed processing directly within sensor
arrays, of oading tasks such as feature extraction and tracking to the periphery and thereby
achieving ultra-fast perception (up to 2000 fps) at milliwatt-level power budgets [75]. In
addition, open-source control boards and standardized interfaces—such as the R4 system,
RobotCore architecture, and ReconROS framework—are streamlining the integration of
ROS 2with diverse motor drivers and accelerators [76, 77, 78, 79, 80, 81].

Underwater robotics has emerged as a mature subdiscipline and comprehensive surveys
have traced its shared technological heritage with space robotics, encompassing challenges
in hydrodynamic modeling, adaptive control, navigation, power systems, and pressure-hull
design [82, 83]. Reviews of Underwater Vehicle Manipulator System (UVMS) control
emphasize advanced underwater positioning, navigation, and vehicle—manipulator coordi-
nation techniques [84, 85, 86]. Enhancements in underwater communication—from im-

proved acoustic protocols to triboelectric-nanogenerator-based wireless methods—are fur-



ther enabling cooperative autonomy in challenging conditions [87, 88].

Recent efforts also prioritize modularity and cost-effectiveness. Open-source testbeds
like Modularis accelerate algorithm validation, while low-cost prototypes demonstrate that
capable underwater vehicles can be built cheaply [89, 90, 91]. Bioinspired soft robots,
drawing on deep-sea species' pressure-adaptive forms and propulsion methods, promise
capabilities for extreme-environment exploration [92, 93].

While aquatic robotics has made impressive gains, from coordinated swarms and adap-
tive sampling to bioinspired hardware, the availability of truly open-source research in-
frastructure remains relatively limited. Broadening shared platforms—such as publicly
available hardware blueprints, modular acoustic and optical communication stacks, stan-
dardized localization toolkits, and interoperable software libraries—would further enhance
collaboration, reproducibility, and rapid innovation. By continuing to invest in and embrace
open-source systems across hardware, communication, localization, and software ecosys-
tems, the marine robotics community can more effectively democratize access, accelerate
discovery, and develop scalable, resilient solutions for ocean exploration and stewardship.
Our work in 3 re ects our targeted contributions towards this shared aquatic research in-

frastructure.

2.1.2 FilteringandPartial Differential Equation@PDES)

Modeling real-world spatiotemporal phenomena with PDEs is fundamental in describ-
ing a variety of physical processes. Yet, due to their nature, explicit analytic solutions are
typically not available [94, 95]. This challenge has spurred extensive research into estima-
tion techniques that bypass the need for closed-form solutions.

Early efforts relied on static sensor networks to provide measurements of the unknown
eld by sampling at predetermined locations. These approaches, while effective under cer-

tain conditions, are limited by xed spatial con gurations (i.e. if large gradients occur in
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regions that are sparsely monitored, the quality of the estimation can be compromised).
Researchers have developed a multitude of methods that respond in real time to the evolv-
ing behavior of the system for static sensor networks. Techniques such as model predictive
control [96], adaptive observer designs for boundary input disturbances [32, 97], and adap-
tive boundary control [33] have been introduced to enhance both parameter identi cation
and state reconstruction in these scenarios.

Complementary of ine/online techniques are now used to address sparse sensor net-
work constraints. For example, Chen et al. (2020) [34] proposed a two-stage framework
where an of ine Karhunen—-Leve decomposition (KL), applied during a dense initializa-
tion phase, extracts full spatial basis functions. These functions then enable the recovery of
missing data during normal operations with far fewer sensors, with periodic recalibration
via an incremental KL algorithm. This streaming method reconstructs the complete spa-
tiotemporal state with onlg sensors, achieving full-array accuracy on a nonlinear catalytic
rod process. Extending this idea, Zhao et al. (2021) [98] integrated high- delity simula-
tion data with sparse, noisy sensor measurements by using higher-order Singular Value
Decomposition (SVD) to identify shared spatiotemporal modes, training Gaussian-process
surrogates for rapid predictions, and employing a reduced-order Patrticle Filter (PF) to in-
corporate live data and update estimates in real time.

However, in these static networks, they often rely on a signi cant number of sensors
to fully capture the eld. Further, because sensor positions are cheogeiori, regions
of high dynamic variability may still be undersampled, degrading estimation quality and
motivating the shift toward adaptive sensing strategies. Further, any portion of the eld
outside the xed sensor network can never be reached.

To address these limitations, research developments have focused on the transition from
static to mobile sensor networks. Mobile sensors offer dynamic, adaptive coverage of
spatially distributed elds, allowing measurements to concentrate where the PDE exhibits

rapid changes. This capability has proven particularly advantageous in overcoming the
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limitations of xed deployments. Numerous studies have demonstrated the ef cacy of
mobile sensor approaches in capturing the dynamics of complex spatiotemporal elds [35,
36, 37, 38, 39]. Moreover, the concept of cooperative mobile agents has been successfully
applied not only to improve estimation accuracy but also to monitor distributed, highly
dynamic environments [99].

Advances in cooperative estimation and ltering have paved the way for robust, dis-
tributed algorithms that integrate both sensor data and model predictions for mobile sensor
networks. In this context, Yuan et al. [100] proposed nonlinear cooperative estimation
protocols that accommodate both exact state reconstruction and bounded-error formula-
tions. La et al. [101] developed a cooperative and active sensing framework for scalar
eld mapping, while Lv et al. [102] and He et al. [103] have introduced constrained dis-
tributed Kalman Iters that manage state equality constraints and optimize communication
requirements. In related efforts, Xu [104] explored adaptive sampling strategies based on
Gaussian process models to re ne covariance estimation, further highlighting the role of
mobile agents in adaptive sensing.

Complementing these sensor network strategies, signi cant progress has been made in
re ning estimation algorithms through both centralized and distributed approaches. Bayes-
ian inference methods applied to kinetic schemes for ion channels have been successfully
integrated with Kalman Itering techniques to handle nonlinearities and noise [105]. Simi-
larly, sensor selection algorithms that account for correlated measurement noise [106] and
recursive ltering surveys for networked nonlinear systems [107] illustrate the breadth of
research aimed at enhancing estimation performance. Distributed state estimation for linear
multi-agent systems with time-varying topologies has also been addressed [108], ensuring
stability and performance in dynamic settings.

A particularly notable development in recent years is the use of multi-robot systems for
the parameter identi cation of spatial-temporal varying processes. Wu et al. [39] combine

a cooperative Kalman Iter with recursive least squares for parameter identi cation in real-
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istic diffusion elds. Such strategies are especially promising for bandwidth-constrained or
underwater applications, where distributed processing minimizes the need for centralized
communication [109].

In summary, the evolution from centralized static sensor networks to adaptive, dis-
tributed, cooperative mobile sensor frameworks has improved the estimation of PDE-gov-
erned elds. The literature presents a comprehensive roadmap for tackling the challenges
of spatiotemporal process estimation in modern applications.

In summary, PDE estimation and modeling has expanded from centralized static sensor
networks, to adaptive, distributed, cooperative mobile sensor frameworks to provide exi-
bility in sampling and estimation strategies. Our work builds in this direction, constructing

rst distributed cooperative lters constrained by known PDEs to improve state estima-
tion of mobile sensors (4), to distributed Itering constrained by unknown parameterized
PDEs (5), and nally to a generalized, cooperative, distributed PDE estimation and model-
ing Iter for unknown PDEs, leveraging the mobile mesh architecture to incorporate Finite

Element Methods (FEMS).

2.1.3 ModelDiscovery

Model discovery refers to the systematic process by which governing equations and under-
lying dynamics of complex systems are extracted directly from data. In the context of uid
mechanics and other physical sciences, this approach leverages experimental observations
or high- delity simulation outputs to identify the mathematical structures that best rep-
resent the system behavior, thereby enabling not only accurate predictions but also deeper
physical insight [110]. This data-driven methodology is designed to complement traditional
modeling approaches by identifying unknown dependencies and interactions that might not
be apparent.

A central aspect of model discovery is the distinction between parameterized and non-

parameterized methodologies. Parameterized model discovery approaches rely on a pre-
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selected library of candidate functions with known structural forms and determine the co-
ef cients that best describe the underlying dynamics. For example, the Sparse Identi ca-
tion of Nonlinear Dynamics (SINDy) method ts within this category, representing system
dynamics as a sparse linear combination of prede ned basis functions [111, 112, 113].
This framework enables the discovered models to be readily incorporated into established
numerical methods, such as the Finite Volume Method (FVM) and/or FEMs, which are
are used to enforce state estimation constraints and ensure that simulations adhere to core
physical principles. Extensions, such as SINDYc, incorporate external inputs and feedback
control, thereby extending the framework's applicability [114]. Techniques such as the
Extended Kalman Filter, in conjunction with polynomial chaos theory, have been used to
achieve reliable parameter identi cation and provide uncertainty quanti cation in the form
of probability density functions [115, 116].

Parameterized approaches can be sensitive to noise, such as traditional implementa-
tions of SINDy. In response, modi cations such as Weak-SINDy—which reformulates
the problem in a weak (integral) form—and Ensemble-SINDy—which combines multiple
model instances—have been introduced to enhance robustness to noise while preserving
model clarity [117, 118]. In addition, complementary toolkit methods have been proposed
to maintain the reliability of the identi ed governing equations under high noise condi-
tions [119].

In contrast, non-parameterized approaches, which are typically embodied by black-box
models such as deep neural networks, do not impose an explicit functionahfpriari.
Although these models can offer considerable exibility and noise insensitivity, they fre-
guently compromise on physical interpretability and may not integrate as smoothly with
traditional simulation tools.

Further, deep learning approaches have been developed in both parameterized and
in non-parameterized forms to augment statistical approaches. These deep learning ap-

proaches have been applied to address the challenges of high-dimensional and noisy data-
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sets. Methods such as DeepMoD and large-scale neural solvers for PDEs have demon-
strated effectiveness in this regard [120, 121]. More recently, physics-based deep learn-
ing frameworks have been introduced that combine practical simulation tools with deep
learning, emphasizing physical loss constraints and differentiable simulations to improve
model performance [122]. In parallel, physics-informed machine learning techniques have
been developed to integrate (often noisy) observational data with known physical laws,
thereby guiding the training of neural networks toward solutions that respect the underly-
ing physics [123]. Comprehensive reviews on Physics-Informed Neural Networks (PINNS)
further detail how specialized architectures and loss functions can enhance both training ef-
ciency and generalization [124].

Moreover, advancements in turbulence modeling have illustrated the bene ts of inte-
grating data-driven approaches with established physical principles. Contemporary reviews
highlight methods that systematically inform turbulence models with experimental and
simulation data to quantify and reduce uncertainties [125]. In parallel, there is growing in-
terest in using machine learning to enhance computational uid dynamics, notably through
improved turbulence closure models and reduced-order modeling [126]. At the same time,
research into promising directions for machine learning in the context of partial differential
eguations points to opportunities in discovering new governing equations, learning effec-
tive coordinate systems, and developing improved numerical algorithms [127].

It should be noted, however, that a recent Nature systematic review has raised con-
cerns regarding the comparative evaluation of machine learning-based PDE solvers in uid
dynamics. From McGreivy et al. (2024), it has been shown that 79% of studies compar-
ing these machine learning-based PDE solvers to standard numerical solvers employ weak
baselines. When combined with publication biases, this leads to an overoptimistic view
of performance improvements [128]. While machine learning techniques should continue
to improve barring some unknown limitations, at the moment, such analysis has helped to

guide our work to focus on statistical methods with the possibility of provable controllabil-
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ity and observability.

In summary, model discovery serves as a valuable complement to traditional model-
ing and simulation approaches by enabling the extraction of governing dynamics directly
from data. When combined with parameter estimation techniques, sparse regression, and
physics-informed machine learning, these methods can produce interpretable and compu-
tationally tractable models suitable for integration with established numerical solvers. As
the eld continues to advance, it is essential to critically assess the reliability and applica-
bility of learned models, particularly in light of recent ndings that highlight limitations
in benchmarking practices. Continued development of physically grounded, interpretable,
and robust methodologies is still key to ensuring that data-driven models can meaningfully
support simulation, estimation, and control of complex physical systems. We thus leverage
model discovery in Chapters 5-6 to model the unknown governing PDE, and to constrain

our cooperative estimation frameworks.

2.1.4 Motivation Summary

The foregoing review shows two intertwined gaps that motivate this th@siafrastruc-

ture. Despite progress in autonomous aquatic vehicles and sensing modalities, the eld
still lacks an open, modular testbed that other groups can replicate, extend, and bench-
mark against, slowing both innovation and reproducibiliiy. Estimation and Modeling.
Real-time estimation and reconstruction of spatiotemporal elds in aquatic domains calls
for distributed lters that respect physical laws while exploiting the mobility of cooperative
robot swarms.

To close these gaps, this dissertation introduces a uni ed framework of ve compo-
nents: shared aquatic infrastructure; distributed cooperative Kalman Itering with known
PDE constraints; cascaded Itering for unknown advection—diffusion parameters; gener-
alized, model-agnostic estimation; and SDG—PCE-based physics-aware prediction (as de-

tailed in Chapter 1).
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Together, these contributions democratize access to aquatic research infrastructure and
provide a scalable, physics-aware toolkit for real-time monitoring and control in dynamic,

bandwidth-constrained marine environments.

2.2 Preliminaries

Notation for the distributed mobile sensor networks presented in Chapters 4-7 is shared,
and thus we detail them here as preliminaries.

In many practical sensing scenarios, achieving all-to-all communication among robots
in a large-scale network is infeasible due to limited bandwidth, energy constraints, and
potential communication losses (Section 2.2.3). Consequently, distributed ltering ap-
proaches are preferred over centralized solutions. By organizing the robots into locally
communicating cells and allowing only neighbor-to-neighbor information exchange, the
system becomes more scalable and robust to local failures. This section describes the
organization of a distributed sensor network, the communication assumptions, and the fun-
damental equations governing local measurements and cell center de nitions. These de -

nitions will be utilized throughout this work.

2.2.1 BasicNotations

We denote the set of real numbersRisthe set of integer numbers s and the set of
natural numbers ahl. Scalars are represented by lowercase letters, &.gvhile bold
lowercase letters represent vectors, evg. Matrices are denoted by bold capital letters,
e.g.,A. The inner product between two vectarsv is written asu” v or hu;vi. The zero
vector is de ned a® 2 RY with all elements being 0. The absolute value of a scalar
denoted aggj. For a seB, its cardinality is denoted bBj. The , norm is written ak ko,

?7
and for a vectox 2 RY, itis de ned as:kxk, = 4 x2
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2.2.2 Staticvs. Mobile SensomlNetworks

Static sensor networks have a long history in monitoring spatiotemporal phenomena. Their
xed sensor placements provide stable, continuous measurements that can be used for tech-
niques such as adaptive observers [32] and adaptive boundary control [33], as well as of-
ine/online estimation methodologies [34]. However, due to theirimmobility, static sensors
inherently limit spatial coverage and struggle to adapt to rapid changes or emerging fea-
tures in the monitored eld. For example, while two-stage least-squares methods [95] can
extract PDE parameters from such data, xed deployments might miss critical regions of
steep gradients or transient behaviors.

In contrast, mobile sensor networks employ robotic platforms that dynamically traverse
the environment, thereby offering broader spatial coverage and the capability to target re-
gions of high uncertainty. This adaptability is particularly bene cial for real-time monitor-
ing of phenomena such as pollutant dispersion or wild re propagation [35, 36, 37, 38, 39].
However, the inherent motion introduces complexities such as spatiotemporal coupling and
increased measurement noise. These challenges necessitate robust Itering techniques—
like the distributed cooperative Kalman lters presented below—that integrate mobile mea-

surements with underlying PDE models to maintain physically consistent state estimates.

2.2.3 Centralizedss. DistributedArchitectures

Some mobile sensing frameworks rely on centralized data fusion, where sensor measure-
ments are transmitted to a single processing unit for global estimation [129, 130]. Although
centralized architectures can simplify algorithm design by leveraging a holistic view of the
system, they are prone to signi cant drawbacks. However, in large-scale deployments,
centralized data fusion can become impractical due to limited bandwidth [131], multi-hop
communication overhead [132], and restricted communication environments [133].

To address these issues, some mobile sensor networks adopt distributed architectures.

In such systems, each sensor or cell conducts local data fusion and state estimation through
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limited, neighbor-to-neighbor exchanges. This distributed processing reduces communi-
cation overhead and improves robustness, ensuring that the failure of individual nodes
does not compromise the overall network performance. Such architectures are particularly
advantageous in challenging settings—Iike underwater monitoring or disaster response—

where communication constraints and environmental uncertainties are prevalent [134, 135].

2.2.4 Cell StructureandDistributedCommunication

Figure 2.1: Example of 5 cell€;; ;Cs with 8 sensors (left), where the blue dots
denote mobile sensors and the solid lines represent boundary edges of each cell. Intra-
cell communication of cellC; (right), where the dashed lines represent communication
between any two sensors from the same cell. Note that Cellend C4 do not share a
boundary, and thus no communication occurs between these cells.

Figure 2.2: Communication ow of the distributed mobile sensor networ. Green dots rep-
resent the CSC sensors while blue dots represent the SC sensors, and orange triangles
represent the cell formation centers. Green dashed arrows represent communication or
information sharing with direction. Orange and dark red dashed lines represent uncon-
strained and constrained state estimations, respectively.

Consider a set of mobile sensors operating in an environment governed by a PDE (e.qg.,

the advection-diffusion equation). In practical deployments, sensors operate under commu-
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nication constraints such that they can only exchange data with nearby nodes. To address
this, the mobile sensors are organized iogétls where each cell consists of one or more
robots that communicate freely among themselves (intra-cell communication) and share
information only with immediatelyadjacent cellghat share a boundary edge. Figure 2.1
illustrates a representative example: the domain is partitioned into multiple regions, each
representing a distinct communication cell. Within each cell, the dashed lines indicate the
intra-cell communication links, while inter-cell communication is limited to exchanging
information between cell centers.

This local communication structure offers several advantages over centralized Itering

approaches:

1. Scalability: In large-scale deployments, centralized computation can become in-
tractable due to the volume of data and computational demands [131, 132]. Local-
izing ltering tasks across multiple cells distributes the computational burden and

allows the network to scale effectively.

2. Robustness to Failures By relying on local processing, the network is resilient to
the loss of one or more sensors or even entire cells. Remaining cells can continue to
operate independently using their own data, ensuring that the overall eld estimation

remains robust.

3. Adaptation to Limited Networking Infrastructure : In challenging environments
(e.g., underwater or disaster zones), global high-bandwidth communication may not
be feasible. Instead, robust local, peer-to-peer links are employed to achieve the

necessary data exchange.

Under this distributed paradigm, each cell collects local measurements from its sen-
sors and computes local estimates using either unconstrained or constrained Kalman |-
tering techniques. The cells then exchange partial estimates—typically the cell-center

information—with their immediate neighbors to enforce PDE-based constraints across cell
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boundaries. This collaborative process ultimately yields a consistent global eld map
stitched together from localized estimates.
In order to formalize the local connectivity and communication framework, we intro-

duce the following assumptions and de nitions:

Assumption 1 The mobile sensors form a pre-de ned communication graph thatis xed in
topology, though the formation size may vary as the sensors traverse the eld. The spatial
domain covered by the network is denoted bywith a boundary@ , , both of which may

change over time.

Assumption 2 Each cellC; maintains suf cient inter-sensor spacing so that the area

A(C;) remains non-zero; that is, the cell's coverage area does not collapse or invert.

Assumption 3 Communication occurs exclusively between neighboring cells that share
a common boundary edge; cells do not overlap in their interior regions, and any shared

boundary is con ned to an edge.

De nition 4 Two cellsC; andC. are de ned asneighboring cellsf they share a common

boundary segment in the communication graph.

Assumption 5 Within each communication cell, all sensors share information in an all-
to-all manner. Information exchange between cells is limited to the estimated cell-center

data, ensuring that the overall communication overhead remains low.

To further formalize the communication structure, our approach distinguishes between

two types of mobile sensors:

» Computing, Sensing, and Communicating Sensor (CSCJ)hese sensors are re-
sponsible for taking measurements and performing all Kalman Iter computations.
They serve as the computational hubs within each cell. Of note, 1 CSC sensor can be

responsible for multiple cells (can be shared).
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» Sensing and Communicating Sensor (SC)rhese sensors primarily collect mea-
surements and relay the data to the CSC sensors. Each cell is guaranteed to have at

least one CSC sensor.

The communication and data ow within the network can be summarized as follows

(see Figure 2.2 for an illustration of the communication ow):

[ —

. All sensors (SC and CSC) move and take a measurement of the eld.

2. SC sensors (blue dots) in each cell send their data to their connected CSC sensors

(green dots) (Figure 2.2(left)).

3. The CSC sensor performs the unconstrained cooperative Kalman lIter to estimate
the measurement values and gradients at the cell center (orange triangles) for each

cell it is connected to.

4. The CSC sensors communicate with their “connected” CSC neighbors to get all the
necessary robot positions, measurements, and cell center estimates. (“Connected”
CSC neighbors are CSC mobile sensors that share a mobile sensor in their connected

cells) (Figure 2.2(middle)).

5. Each CSC sensor computes the constrained cooperative Kalman lter for each con-

nected cell.

6. Cell estimates are pushed back to the connected mobile sensors for feedback control.

(Figure 2.2(right)).
7. Repeat.

By adhering to these communication protocols and processing strategies, the distributed
mobile sensor network effectively integrates local measurements with PDE constraints.
This approach not only overcomes the limitations of centralized processing but also lever-

ages the bene ts of mobile sensing for real-time eld estimation and control.
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2.2.5 Mobile SensoMeasurementell CentersandDomainCoverage

Suppose the mobile sensors form multiple communication ERHE;; :Cn. Denote
theith mobile sensor from ce€; as(i;j ) and the location of this mobile sensor at Kih
time step as |k1 . Then the corresponding noisy measurenyénifj ; k) taken by this sensor
can be written as

Yk k) = 2(rl K+ (2.)

wherez(r ¥ ; k) is the (unknown) true eld value at locatiarf; , andnf; is an i.i.d. Gaus-
sian noise term with zero mean and variangg,. These measurements—collected across
time and space—are utilized to estimate (and later model) the underlying(elki).
To de ne a reference point for estimation within each cell, we introduce the concept of
acell center Let
1 X

k

rijs (2.2)

1G] i2C;
wherejC;j is the number of sensors in cel} . Here,r‘gj represents the centroid of the
sensor positions in cell; at time stepgk. This center is used as a nominal location for
estimating the eld valuez(r(';_ ; k), gradient information, and more. Over time, as sensors
move, thespatial domaincovered by the entire sensor network (denotéjialso evolves.

We assume that each cell retains non-zero area (or volume in higher dimensions), prevent-
ing degenerate coverage.

Further, de ne the set of neighboring cells for any given ¢llas
N;j = fCjo : C; andCjo share a boundagy (2.3)

2.2.6 Finite Volume MethodNotation

Laplacians frequently appear in PDEs, and there are several methods to approximate them.
In our distributed mesh of sensor cells, we leverage the distributed system architecture to

apply a nite volume method [136] for the approximation. This accomplishes two goals:
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1) approximating the Laplacian, and 2) enabling cooperative information sharing. In what
follows, we present the general formulation that covers both interior (non-boundary) and
boundary edge cases. For simplicity, since all values correspond to the same time step, we

drop the time index.

Figure 2.3: lllustration of jjo, jjo, jio, jo, and s with given cell centers;;co and an
edges connecting verticegi ® Orange triangles represent cell centers.

Consider an edgeshared by celC; and its neighboring cell;.. Let the cell centers of
C; andC;jo be denoted by; andco, respectively, and let the two vertices of edgeei and
i% As illustrated in Figure 2.3, we denotg o as the unit outward normal vector on edge
(oriented fromC; towardC;o), with j; o as the corresponding unit counterclockwise tangent
vector. Similarly, jiois de ned as the unit outward normal vector on the line joining cell
centerss andgo, and jio is the associated unit counterclockwise tangent vector. We de ne

s as the angle between, oand jo.

Suppose the line connectiig andc;o intersects edge at a pointas, and letd denote
the length of the segment connectiggto as. Then the three vectois jo, dcos s jj o,
anddsin s jjoform aright triangle, as indicated by the green shaded area in Figure 2.3(b).

This geometric con guration leads to the relationship

1
COS s

jo= fan o jot ij - (24)

If there is no neighboring celjo (i.e., the edge lies on the boundary), then the midpoint
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of sis treated as;o.
By integrating the Laplacian z over cellC;, we obtain

2z x Z

zdr = rz jods; (2.5)

Cj s2@G Sio

whereS; o represents the segment along edgassociated with verticeisandi® Since

A(C;) 6 0, dividing both sides byA (C;) and substituting j; o from (2.4) yields

zZZ
z 1 zdr
A(C]) Cj Z
1 X q
= r z i 0aS
A(G) 22@¢ , Si0 ! (2.6)
1 X ‘ £ "
= tan rz jods+ rz jods :
A(CJ) s2@¢ } Sii 0 ! COS's 5,0 “
Applying a nite difference approximation, we have
8
rz jjods z zpo rz jods K K Cjokz
’ S; Fij  rioj i+, :
e v : krli. rlc':)kzz 20 7o 1Sp02@0;
; _
J 2.7)

wherez; andzj denote the eld values at verticesandi® z and Zc o denote the eld
estimates at cell centecs and o, respectivelykri;  rio ks is the Euclidean distance

between verticesandi® andkr g Ig K2 Is the distance between cell centers.

Thus, the Laplacian approximation becomes

L7 (z 70
Z= —_— tan Z; Zio
A(Cy) 2@¢ T
1 X 1 kri-j Iio; kz
+ ’ ’ (Zc- Zc-) 2.8
A(G) s2(@Gn@ ) Cos s Krg  roka " J (2.8)
1 X 1 Kkri; rioike z + zjo
+ YJ ‘J ZC]
A(C) 206 @ 1) Ccos s krg, rcjokz 2
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We further build upon this Laplacian estimation in the following sections, using this
2D discretization as the baseline to integrate the cooperative Laplacian estimation into our

state estimation frameworks.
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CHAPTER 3
SHARED AQUATIC INFRASTRUCTURE

Aquatic research is often constrained by the high costs, technical challenges, and lim-
ited accessibility of existing underwater platforms. These limitations slow both scienti ¢
discovery and the development of innovative technologies for exploring and monitoring
underwater environments. Highlighting these barriers, recent reports such $si¢hee

and Technology for America's Oceans: A Decadal Vision by the U.S. Of ce of Science
and Technology Policy57] have emphasized the need for open-access, shared research
infrastructure. Such infrastructure lowers the entry barrier for researchers, fosters interdis-
ciplinary collaboration, and accelerates progress across the eld.

In direct response to these challenges, tNet project [40] was developed as an open-
architecture framework for underwater communication, localization, and control. The
project includes both indoor and outdoor (lake-based) testbeds, each tailored to support
experiments across varying scales and environmental conditions. This chapter focuses on
our contributions to the indoor testbeds—controlled environments that enable rapid pro-
totyping, systematic evaluation, and cost-effective experimentation. These testbeds are
designed to be easily replicated, making them accessible to a broad range of researchers
and educators in the aquatic research community.

Our work is organized around three key research areas:

1. Communication: We have developed open-source underwater communication mod-
ules, including the BlueBuzz acoustic modem [41, 43, 42] and its complementary op-
tical modem [45]. These systems are engineered to address the limitations of under-
water channels, such as limited bandwidth and severe multipath interference, while
being highly recon gurable and user-friendly. The BlueBuzz has further been uti-

lized to develop novel communication protocols for medium access control [44] for
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distributed swarms of AUVs. Detailed descriptions of these communication systems

are provided in Section 3.1 and Section 3.2.

2. Localization: In GPS-denied underwater environments, precise localization is para-
mount for enabling autonomous operations and coordinated multi-robot missions.
To meet this need, we propose an acoustic localization framework that leverages
time-of-arrival measurements coupled with particle ltering techniques to achieve

sub-meter accuracy. This framework is discussed in Section 3.3.

3. Robotic Systems and Controls:Complementing our communication and localiza-
tion efforts, we have developed open-source robotic platforms that integrate modu-
lar hardware. In particular, the Miniature Underwater Robot (MUR) is developed
within the Net project, while the Marine Automatic Swarm Experiment Platform
(MASEP)—although not a direct component dflet—serves as a complementary
example of shared aquatic research infrastructure. Both platforms support autono-
mous operation, multi-robot coordination, and seamless sensor integration, and are

detailed in Section 3.4 and Section 3.5.

By focusing on these three research areas within the controlled setting of indoor test-
beds, our contributions advance the state-of-the-art in underwater communication, local-
ization, and control while also providing a fully accessible and customizable platform for

the research community.

3.1 BlueBuzz, an Open-Source Acoustic Modem

Real-time underwater communication is a foundational element of shared aquatic research
infrastructure. Effective communication enables coordinated multi-robot operations, reli-
able data transmission, and the integration of control systems, especially within indoor and

constrained testbed environments.
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Despite the growing importance of underwater research in elds such as offshore re-
newable energy, marine aquaculture, and ocean monitoring [56], access remains limited
due to the high resource costs of deploying and maintaining underwater communication
systems. To mitigate these barriers, we have focused on developing open-source, recon g-
urable communication solutions that can operate reliably in diverse aquatic settings.

At the core of this effort iBlueBuzz an open-source acoustic modem designed for
real-time communication in indoor underwater environments. Engineered for research and
modularity, BlueBuzz enables rapid prototyping and integration within the broddet
testbed ecosystem. This section details the modem's design, architecture, and experimental
validation, underscoring its role in increasing access to underwater communication [41, 43,
42]. We also highlight its usage in the development of novel communication protocols for
distributed swarms of autonomous underwater vehicles (AUVS) [44].

Commercial acoustic modems are often poorly suited to the unique demands of indoor
aquatic testbeds. These environments present signi cant challenges, including severe mul-
tipath interference and the rapid evolution of custom robotic platforms. Such platforms
frequently require specialized mechanical integration, diverse power and voltage require-
ments, and exible communication interfaces.

To meet these challenges, we established ve key design criteria for the BlueBuzz mo-

dem:

* Recon gurable: The modem must be physically adaptable to accommodate a vari-

ety of robotic platforms with differing form factors and mounting requirements.

* Open-Source: All hardware and software components are openly available to sup-
port community-driven development and encourage customization for speci c re-

search needs.

» User-Friendly: The system is designed with accessibility in mind, requiring min-

imal setup and no specialized expertise, making it suitable for researchers across a
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wide range of disciplines.

» Robust in Indoor Settings: The modem must operate reliably in re ective and re-
verberant indoor aquatic environments, where signal distortion and multipath effects

are particularly pronounced.

* Interoperable: Compatibility with multiple communication protocols—including
WiFi, Ethernet, USB, and UART—which ensures integration with diverse robotic

and sensing systems.

Prior acoustic modem research has progressed along three principal directions—higher
throughput, open-source accessibility, and reduced cost—yet none satisfy the combined
requirements of indoor robotics testbeds. High-data-rate OFDM prototypes have demon-
strated 1.96 kbps links over 200 m for micro-AUV telemetry [137], and con gurable mo-
dems have achieved 4.39 kbps with zero post-decode bit errors in channels with large delay
spreads [138]; continued work on synchronization and block processing has further reduced
OFDM bottlenecks [139]. Open-source initiatives such as CoralCon openly released hard-
ware and rmware targeting 1 kbps in open-ocean conditions [140]. Meanwhile, lower-cost
prototypes have pushed material costs low while supporting 0.2—2.25 kbps links over meter-
scale ranges [141, 142, 143]. These advances highlight valuable individual capabilities but
do not collectively provide the recon gurability, compact integration, and robustness to

severe indoor multipath that motivate ddiueBuzalesign.

3.1.1 SystemArchitecture:Transceiver|nterface,andReception

BlueBuzz is built on a modular hardware architecture designed to balance performance,
exibility, and ease of integration. The system features a clear division of labor between

two processing units: a Raspberry Pi Zero W and a Teensy 4.0 microcontroller. The Rasp-
berry Pi functions as the onboard computer, responsible for higher-level tasks such as en-

coding, decoding, and error correction. In parallel, the Teensy 4.0 handles real-time digital
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signal processing (DSP), including modulation and demodulation. This separation enables
computationally intensive operations, such as frequency detection using the Goertzel algo-
rithm, to be of oaded to the microcontroller, while the Raspberry Pi manages system-level
communication and protocol logic.

Figure 3.1a illustrates the acoustic communication ow. An external PC transmits a
message to the onboard Raspberry Pi, where it is encoded and forwarded to the Teensy
microcontroller. The Teensy then generates modulated sine waves using a 12-bit digital-
to-analog converter (DAC), supporting both Frequency Shift Keying (FSK) and Frequency
Hopping FSK (FHFSK) schemes. These signals are ampli ed using a custom output stage
that includes dual parallel TPA3116D2DAD chips and an impedance matching circuit, de-
signed based on measured transducer characteristics and a variable transformer. This stage
can boost the signal by up to 36 dB over the 20-50 kHz band.

Figure 3.1b highlights the interface layer, which provides transparent communication
between external devices and the modem. This layer supports multiple interfaces—includ-
ing WiFi, Ethernet, and USB/UART—enabling external systems to send and receive serial
messages without managing the underlying physical layer.

Finally, the analog receive chain, shown in Figure 3.1c, handles reception and signal
conditioning. Incoming signals are rst processed through a multi-stage preampli er fea-
turing cascaded bandpass Iters centered at 30 kHz. A programmable gain ampli er adjusts
the signal gain (from 3 kV/V to 21 kV/V), optimizing it for digitization by a 12-bit analog-
to-digital converter (ADC) operating at 200 kHz.

Figure 3.2a provides a visual representation of the BlueBuzz hardware. The photograph
highlights the compact design of the system: the computer board is displayed in the fore-
ground, with the analog and ampli er boards stacked behind, with the transducers in the

background.
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(b) Interface layer

(c) Receive signal chain

(a) End-to-end system ow

Figure 3.1: Composite diagram of the BlueBuzz system. (a) End-to-end acoustic com-
munication ow showing transmission from an external PC through the onboard computer
and microcontroller, and reception including ampli cation, demodulation, and decoding.
(b) Interface layer that enables transparent communication between external devices via
WiFi, Ethernet, or USB/UART. (c) Analog receive chain illustrating bandpass Itering and
programmable gain ampli cation for signal digitization.

3.1.2 Digital SignalProcessingndError Correction

Reliable underwater acoustic communication requires ef cient Digital Signal Processing
(DSP) to mitigate the effects of ambient noise, signal attenuation, and multipath interfer-
ence. BlueBuzz integrates a suite of lightweight, real-time DSP techniques tailored for
resource-constrained hardware, enabling accurate frequency detection, precise signal onset
identi cation, and robust error correction.

For frequency detection, the Teensy microcontroller uses the Goertzel algorithm — an
ef cient alternative to the Fast Fourier Transform (FFT) when monitoring a small set of fre-
guencies. Its computational simplicity makes it well-suited for real-time demodulation of
Frequency Shift Keying (FSK) and Frequency Hopping Frequency Shift Keying (FHFSK)
signals, even on embedded hardware with limited processing power.

Precise identi cation of signal start is equally critical. To address this, BlueBuzz im-

plements a sliding window technique combined with parallel message processing. This
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(a) BlueBuzz w/ Transducers.

(b) BlueBuzz v2 front view.  (c) BlueBuzz v2 back view.
Figure 3.2: The BlueBuzz. Left: original BlueBuzz with paired transducer. Right: Blue-
Buzz v2 front and back views, illustrating the updated compact and modular design.
approach ensures tight synchronization between transmission and demodulation.

To enhance communication robustness, BlueBuzz incorporates a dual-layer error cor-
rection scheme (Figure 3.3). Each message is rst encoded with Reed-Solomon codes
to correct burst errors—common in acoustic channels—followed by a Hamming code to
guard against single-bit errors. This layered approach improves data integrity and resilience

under noisy conditions, supporting more reliable underwater communication.

Figure 3.3: BlueBuzz employs a dual-layer error correction scheme, where an inner Reed-
Solomon encoder corrects burst errors and an outer Hamming code addresses single-bit
errors, ensuring robust data integrity in underwater communication.

3.1.3 ExperimentaEvaluation

BlueBuzz has been extensively tested across a range of aquatic environments, from con-

trolled laboratory tanks to real-world eld deployments, to evaluate its modulation meth-
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ods, data rates, and error performance under varying levels of multipath interference and
channel conditions.

Initial testing was conducted in a controlled acoustic tank (12r6.5m 7m) at
Georgia Tech. Within this environment, both Binary Frequency Shift Keying (BFSK)
and FHFSK were evaluated. BFSK performance degraded signi cantly beyond 50 bps due
to intense multipath interference, whereas FHFSK maintained reliable communication at
higher data rates, achieving up to 200 bps with a Bit Error Rate (BER) of approximately
2%. Figure 3.4 (top row) shows the tank test setup, with BlueBuzz housed in a water-
proof box near the tank corner and the transmitter submerged at a depth of roughly 1 m.
The accompanying plot illustrates BER as a function of baud rate at a 10 m range, clearly
demonstrating FHFSK's superior performance under multipath-dominated conditions.

To evaluate performance at longer ranges, additional tests were conducted in Georgia
Tech's Campus Recreation Center (CRC) pool, an Olympic-sized pool. In this environ-
ment, FHFSK achieved a data rate of 250 bps with a BER as low as 0.5% at distances up to
50 m. Figure 3.4 (bottom row) presents the pool test setup and the corresponding BER vs.
baud rate plot, highlighting FHFSK's ability to sustain higher throughput when multipath
IS minimized.

Real-world testing at Kraken Springs further validated the long-range capabilities of
BlueBuzz. Figure 3.5 shows FHFSK communication over a 220 m link. The aerial view
(left) maps the communication path across the lake, while the ground-level image (right)
captures the receiver's vantage point looking back toward the transmitter dock. Although
communication was established, the system experienced an average BER of approximately
38%, indicating that further re nement—particularly in impedance matching—is needed
for reliable long-range operation in complex natural environments.

Overall, these experiments demonstrate that BlueBuzz performs reliably across both in-
door and outdoor aquatic settings. FHFSK offers notable advantages over BFSK in mitigat-

ing multipath effects and supporting higher data rates. However, long-range performance
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remains sensitive to system tuning, emphasizing the need for continued optimization of

impedance matching and gain control in future iterations.

3.1.4 Recentimprovementgversion?2)

Since its initial release, BlueBuzz has been fully overhauled. The information above de-
scribes BlueBuzz v1, and is a representation of our published work; its successor, BlueBuzz
v2, delivers substantial upgrades in both hardware and signal processing. These enhance-
ments translate into a more powerful, exible, and user-friendly platform designed to boost
performance and foster broader community adoption.

On the hardware side, the Raspberry Pi Zero W has been replaced with a more powerful
Compute Module 4, allowing all processing tasks to be consolidated onto a single board.
The Teensy microcontroller has also been recon gured to handle both signal transmis-
sion and reception, as well as dynamic control of the preampli er's feedback gain. These
upgrades enable more robust real-time processing and ner control over received signal
power—both of which are essential for maintaining reliable underwater communication.

Signal processing has also seen key advancements. Real-time cross-correlation of
header signals has been implemented to align transmitted headers precisely with incoming
acoustic packets. This technique, illustrated in Figure 3.6a, signi cantly improves syn-
chronization and maintains data integrity. In parallel, a feedback gain controller has been
integrated into the preampli er system (Figure 3.6b), enabling automatic gain adjustment
in response to varying signal levels and ensuring optimal digitization conditions.

Additional improvements include real-time digital signal conditioning for general-pur-
pose ltering and batched processing techniques for parallel computation—both of which
enhance system responsiveness and throughput. With these enhancements, BlueBuzz v2
now supports communication at 640 baud with a BER of just 2%, as demonstrated in the
performance plot shown in Figure 3.4b.

The hardware redesign has also resulted in a more compact and modular layout. Fig-
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(a) GT Acoustic Water Tank test setup. Blue-
Buzz (in box) located at the tank corner; (b) BER vs. baud rate at 10 m in acoustic tank for
transmitter submerged1 m. BFSK and FHFSK.

(c) BlueBuzz at 35 m during CRC pool test.
Transmitter moved across distances up to(d) BER vs. baud rate at 50 m in CRC pool using
50m. FHFSK.

Figure 3.4: Experimental results in acoustic tank and CRC Olympic pool. Tank tests re-
vealed multipath limitations for BFSK and FHFSK, while pool tests con rmed improved
performance and increased throughput with FHFSK over longer distances.
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(a) Aerial view of Kraken Springs test site.
Red line marks 220 m communication path. (b) Ground photo of test showing receiver's
view across lake toward transmitter dock.

Figure 3.5: Kraken Springs lake testing. FHFSK communication link was established at
220 m with very high BER.

ures 3.2b and 3.2c display the updated front and back views of the system, respectively.
Collectively, these upgrades represent a substantial step forward in the evolution of Blue-
Buzz, offering improved performance, greater reliability, and enhanced integration for un-

derwater communication research and applications.

3.1.5 Decentralizedpace-Propagation-AwaghannelAccesswith BlueBuzz

The BlueBuzz modem has been instrumental in implementing innovative Medium Access
Control (MAC) strategies optimized for underwater acoustic channels. Rather than treating
the long propagation delays and spatial-temporal variability as mere constraints, BlueBuzz
leverages them to enable a decentralized MAC scheme that dynamically adapts to channel
conditions, maximizes throughput, and minimizes interference [44].
In this collaboration with The City University of New York, the underwater network

is modeled as an undirected graph, where edge weights correspond to propagation delays
between nodes. Transmission scheduling is then reframed as a variant of the Traveling

Salesman Problem (TSP), enabling the use of lightweight, suboptimal heuristics—such as
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(a) Real-time cross-correlation of header signals, ensuring precise alignment between transmitted
and received data.

(b) Preampli er range normalized to signal power. With a 14-bit ADC, a 0—4 V input range, and
selectable gain up to 4096, the system can resolve signals across approximately 7.8 orders of mag-
nitude if there is no noise. In practice, with noise and decent SNR, this is an effective rang=5of

orders of magnitude.

Figure 3.6: Signal processing enhancements in BlueBuzz v2. (a) Cross-correlation align-
ment of header signals improves synchronization, while (b) the feedback gain controller
places the signal in the 0—4 V range across a wide range of input signal powers.

nearest-neighbor or random selection—to determine token-ring transmission sequences.
This decentralized token-passing mechanism adapts to inter-node distances, allowing for
collision-free communication without requiring tight global synchronization.

Each node independently computes its own transmission schedule by exploiting the
spatial-temporal diversity of the acoustic channel. This self-organizing behavior mini-
mizes control overhead and allows the network to scale ef ciently, even in dynamic or
sparse deployments. By avoiding centralized coordination and adapting in real time to net-
work topology changes, the protocol achieves improved energy ef ciency—an essential
consideration for power-constrained underwater systems.

Simulation and real-world experimental evaluations with the BlueBuzz show that this

space-aware MAC protocol outperforms traditional schemes such as Time Division Mul-
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tiple Access (TDMA) and ALOHA in both packet delivery ratio and network throughput
[44]. When implemented on the BlueBuzz platform with a 4 modem network, the protocol
demonstrated improved synchronization, reduced collision rates, and increased overall data
throughput.

These results underscore the unique capabilities of BlueBuzz in supporting not only
physical-layer communication but also the development and validation of advanced MAC
strategies. By embracing the inherent characteristics of underwater acoustics, this decen-
tralized protocol provides a scalable foundation for future energy-ef cient underwater net-
works and reinforces BlueBuzz's role as a powerful tool for advancing aquatic communi-

cation research.

3.1.6 ConclusionandFutureWork

The BlueBuzz acoustic modem is a versatile and accessible platform for advancing un-
derwater communication research. Its open-source, recon gurable architecture enables
researchers to prototype, test, and re ne novel algorithms in real-world conditions—an
essential capability for experimental aquatic robotics. With a dedicated digital signal pro-
cessing pipeline, dual-layer error correction, and multi-interface support, BlueBuzz enables
communication even in complex indoor environments characterized by severe multipath in-
terference. Validated through extensive lab and eld testing, the system has demonstrated
reliable data transmission at rates up to 640 bps with a bit error rate (BER) of 2%.
BlueBuzz is already supporting other collaborative research efforts. Ongoing partner-
ships with the University of Alabama and the University of Notre Dame are leveraging
BlueBuzz as a shared experimental platform for developing next-generation communica-
tion protocols, adaptive network architectures, and distributed multi-agent systems. Fur-
ther, partnerships with commercial AUV manufacturers are ongoing to integrate BlueBuzz
into their systems. Its accessibility, modularity, and demonstrated performance make it an

ideal foundation for collaborative, reproducible, and scalable aquatic research.
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3.2 Optical Modem for Short-Range, High-Speed Underwater Communication

While acoustic modems, such as the BlueBuzz, remain the standard for long-range un-
derwater communication, their data rates are fundamentally limited by the low bandwidth
of acoustic channels. In contrast, many emerging underwater-robotics applications, such
as real-time control, high-resolution sensor streaming and logging, and large- le transfers,
demand signi cantly higher throughput (0 kbps). For example, the Robotarium uses Wi-

Fi to control a deployed robot swarm [144], Georgia Tech's miniature autonomous blimps
(GT-MABSs) employ radio links for manual and autonomous control [145], and the Kilobot
swarm leverages 30 kbps infrared peer-to-peer communication [146], among others.

To meet this demand, optical communication provides a compelling alternative, albeit
for shorter range applications 50 m). Optical signals offer orders-of-magnitude higher
data rates when water clarity and alignment are favorable. The aquatic research community
has explored optical communication and building optical modems [147, 148], but none of
the modems have been released open-source or with ambient light rejection. In response,
we have developed an optical modem tailored for short-range, high-speed underwater com-
munication, which includes active ambient light rejection and is designed for integration

with robotic and sensor network deployments [45].

3.2.1 SystemArchitecture:TransmitterReceiverandProcessing

The optical modem features a modular architecture designed to deliver high-speed perfor-
mance while remaining adaptable to various deployment scenarios. Figure 3.7a presents a
schematic overview of the system.

The transmitter consists of an array of high-power LEDs driven by a custom circuit
controlled by a Microcontroller (MCU). These LEDs are modulated at high frequencies to
encode data, enabling reliable short-range transmission even in environments with variable

visibility.
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(a) Data ow for the optical modem. The MCU(b) Underwater test setup. The top unit (trans-
encodes and modulates data to drive the LERDitter) hosts the LED array, and the bottom unit
array while the receiver Iters, ampli es, and(receiver) uses photodiodes for signal detection.
demodulates incoming light.

Figure 3.7: System diagrams illustrating (a) the optical modem's data ow and (b) the
experimental underwater setup.

On the receiver side, the system employs photodiodes coupled with active bandpass
Iters and adjustable gain stages. This combination enables rejection of ambient light in-
terference while maintaining sensitivity to the modulated optical signal. The adjustable
gain stages allow the system to dynamically adapt to varying distances and lighting condi-
tions, ensuring consistent signal quality.

A key feature of the design is that a single MCU handles both transmission and recep-
tion tasks. This includes performing modulation, demodulation, and error correction within
a uni ed DSP framework. Maintaining the same architecture as the BlueBuzz acoustic mo-
dem streamlines development, simpli es cross-modality integration, and lowers the learn-

ing curve for researchers working with multiple underwater communication platforms.

3.2.2 ExperimentaEvaluation

The performance of the optical modem was validated through a series of experiments in
both terrestrial and underwater environments. Initial on-land testing was conducted in a

controlled indoor corridor spanning up to 50 m. These trials demonstrated stable link op-
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eration, achieving stable link performance with a worst-case signal-to-noise ratio (SNR)
of approximately 18.8 dB. Active bandpass Itering and dynamic gain control effectively
suppressed ambient interference, including emissions from overhead uorescent lighting,
ensuring consistent communication performance.

Underwater testing was carried out in an indoor water tank, with the transmitter and re-
ceiver positioned at a separation of approximately 0.1 m. In this con guration, the modem
achieved a reliable data rate of 1 kbps with negligible packet loss with no communication
tuning. The system maintained stable performance despite exposure to overhead laboratory
lighting and indirect sunlight, con rming the effectiveness of its ambient light rejection de-
sign.

These results validate the optical modem's suitability for high-speed, short-range un-

derwater communication in both controlled lab settings and dynamic lighting conditions.

3.2.3 ConclusionandFutureWork

The optical modem introduced in this section expands the underwater communication land-
scape by providing a high-speed, short-range alternative to traditional acoustic systems.
Designed for accessibility and adaptability, the modem supports robust communication in
both on-land and underwater settings, with experimental validation con rming a stable
1 kbps link under a variety of lighting and environmental conditions, with future improve-

ments increasing communicate speed.

3.3 Acoustic Localization: A Beacon Ping ToA Particle Filter

Accurate localization remains a challenge for underwater robotic systems operating in
GPS-denied environments. For shared aquatic research infrastructure, the need for ex-
ible and reliable localization methods is especially critical. In this section, we introduce

an open-source acoustic localization framework based on a time of arrival (TOA) Particle

Filter (PF). This system leverages asynchronous beacon pings and an onboard acoustic mo-
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dem, such as BlueBuzz [41], to estimate the pose of a Miniature Underwater Robot (MUR)

in both 2D and 3D environments [46].

3.3.1 BackgroundandApproach

Acoustic signals are the primary modality for underwater localization due to their long-
range propagation in water [149]. Several acoustic measurement models exist, including
Angle-of-Arrival (AoA) [150], Received Signal Strength Indicator (RSSI) [151], Time-
of-Arrival (ToA), and Time-Difference-of-Arrival (TDoA). Among these, short-baseline
ToA methods offer a balance between hardware simplicity and localization accuracy. In
our system, multiple beacons are placed at known or partially known locations and emit
acoustic pings at scheduled intervals. The MUR measures the arrival timex {hese
signals and estimates its distance to each beacon.

To address nonlinearities and environmental uncertainties—such as multipath effects,
sound speed variations, and beacon placement errors—we employ a patrticle lter (Se-
guential Monte Carlo Iter) [152]. This lter jointly estimates the robot's pose (position,
velocity, and optionally orientation), beacon positions (if unknown), and the local speed of
sound. A motion model, based on the MUR's nominal kinematics, is used ipréukct
step to propagate particles forward. Tingdatestep then re nes particle weights based
on observed TOA measurements. Through iterative prediction and correction, the lter
converges on a consistent, probabilistic estimate of both robot and beacon states, enabling

robust localization under real-world aquatic conditions.

3.3.2 SystemArchitectureandMathematicaFramework

Starting with acoustic signal acquisition via an onboard modem (e.g., BlueBuzz), the sys-
tem records beacon-ping arrival times)( A particle Iter then processes these measure-
ments by incorporating a motion model based on the MUR's kinematics. Duripgedect

step, prior pose estimates are generated from control inputs and process noisejpn the
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datestep, observed TOA measurements re ne those estimates, adjusting particle weights to
account for uncertainties such as multipath re ections, uctuating sound speed, and beacon
positioning errors [149, 150, 151]. Finally, a Sampling Importance Resampling (SIR) algo-
rithm maintains a representative particle set of the posterior distribution, ensuring reliable

convergence of the lter over time [152].

;o b=1;::1 Ny (3.1)

where 2 R? (or R®) is the robot's position, ,, is the position of beacoh, V,, is the
constant speed of sound in water, dgds beacors ping frequency.
Since measurements arrive asynchronously, at each reception time indeketeby

robot observes a single TOA:

zz= tp +v; v N (0;R);

wherel, identi es which beacon's ping was detected at thi event, and is zero-mean

Gaussian measurement noise with variaRc&quivalently, de ne per-beacon observation

functions
kx k 1
h - pos b + - :1N
b(X) VW fba b 7 1 ba
so that whenever beactnis heard at time,
z = hp(Xy) + v (3.2)

State Estimation via Particle Filter: Letx; 2 R" denote the robot's (hidden) state at the

t-th measurement event (sdndexes reception events). Hetgys 2 R? (or R®) denotes
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the position component of;, and the remaining entries encode velocity, heading, etc. The
motion model is

Xt = f X ;u + w; w N (0; Q) (3.3)

whereu is the known control input (e.g., thrust or velocity commands) during the interval

leading up to the-th reception, andyv; is zero-mean Gaussian process noise with covari-

anceQ.

Thus the one-step transition density is

PXejXe 13U =N Xi; F(X 1;u); Q:

When a new TOA measurementfrom beacorh arrives, its likelihood under a candi-
date state; is

PzjX = N z;h,(xt);R; (3.4)

wherehy(x) is de ned as in (3.2).

Each particle<§i) is assigned a weight according to
w' 1w pzx (3.5)

followed by SIR resampling to prevent particle degeneracy. This framework processes
each TOA measurementindividually, using the appropriate functidn, ( ) at each event

iteration.

3.3.3 SimulationFrameworkandExperimentaResults

To evaluate the performance of our ToA-based particle Iter, we developed a simulation.
The simulator models the MUR's motion using a discrete-time kinematic system, where
the robot follows an elliptical trajectory. Acoustic pings are emitted from xed beacons

at regular intervals, generating synthetic time-of-arrival (ToA) measurements that serve as
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inputs to the particle lter.

The lIter is con gured to scale the number of particles — ranging from 20,000 to
50,000 — based on the complexity of the scenario (e.g., 2D vs. 3D, known vs. un-
known beacon positions). This adaptive strategy ensures suf cient sampling of the state
space while maintaining computational ef ciency. The simulation environment exercises
all stages of the Iter—predict, update, and resample—under a variety of conditions, cap-
turing the effects of real-world uncertainties such as sensor noise, beacon placement error,
and varying sound speed. Noise pro les were empirically determined from real sensors on
the MUR and from the BlueBuzz.

Quantitative results are summarized in Table 3.1. In 2D simulations with xed beacon
positions, the particle Iter consistently achieves sub-meter localization accuracy within
100-200 seconds. When beacon positions are also estimated, uncertainty increases, as
expected, resulting in higher positional error. In 3D scenarios, the lter maintains meter-
level accuracy despite the increased dimensionality and more complex spatial constraints.

Figures 3.8a and 3.8b present the 2D localization performance for known and unknown
beacon con gurations, respectively. The 3D results are shown in Figures 3.8c and 3.8d,
illustrating the system's ability to handle full spatial localization with and without prior
beacon information.

Together, these simulations demonstrate the exibility and accuracy of our particle
Iter-based ToA localization framework. The system performs reliably across a range of
conditions and dimensionalities, reinforcing its potential for deployment in real-world un-

derwater research infrastructure.

Table 3.1: Results in 2D and 3D cases for known and unknown beacon positions.

Dimensions Beacon Position Known? E[kek] (m) ek (M)

2D Yes 0.14 0.37
2D No 1.63 0.97
3D Yes 1.05 0.61
3D No 2.55 0.86
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3.3.4 Conclusion

In summary, ouifoA-based particle Itefframework offers an adaptable solution for real-

time underwater localization. By jointly estimating the robot's pose, beacon positions
(when unknown), and environmental parameters such as the local speed of sound, the sys-
tem can achieve sub-meter accuracy in 2D and meter-level accuracy in 3D simulations. Of
note, depth sensors on underwater vehicles typically achieve sub-centimeter accuracy by
measuring water pressure. Incorporating this precise depth information as a constraint can

further re ne the vehicle's 3D position estimates.
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(a) 2D Localization with Known Beacon Posi- (b) 2D Localization with Unknown Beacon Po-
tions: Avg. Error = 0.14 m, Std. Dev. = 0.37 m. sitions: Avg. Error = 1.63m, Std. Dev. =
0.97m.

(c) 3D Localization with Known Beacon Posi- (d) 3D Localization with Unknown Beacon Po-
tions: Avg. Error =1.05m, Std. Dev. = 0.61 m. sitions: Avg. Error = 2.55m, Std. Dev. =
0.86 m.

Figure 3.8: Comparative Analysis of 2D and 3D Acoustic Localization. Top Row: 2D
tests with 20k particles, 4 beacons, 100-second runtime. Bottom Row: 3D tests with 20k
particles, 5 beacons, 200-second runtime. Red squares show Particle Filter (PF) estimates,
black dots are robot position particles, yellow line depicts the robot's trajectory, cyan dot is
the robot's true position, red "X's mark true beacon positions, blue dots represent estimated
beacon positions, and green dots are beacon position particles.
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3.4 Miniature Underwater Robot (MUR)

While commercial AUVs, ranging from inspection-class ROVs to industrial deep-sea sys-
tems, offer impressive capabilities, they often remain inaccessible to smaller labs and ed-
ucational institutions due to high costs and proprietary architectures [153, 154, 155]. This
creates a gap between the cutting-edge tools available to well-funded institutions and the
practical needs of researchers seeking to explore aquatic systems at smaller scales.

The Miniature Underwater Robot (MUR) [47, 156] is designed to address this gap.
Built as a modular, open-source platform, the MUR provides a low-cost, customizable al-
ternative to commercial systems—offering robust underwater mobility, ROS-based control,
and seamless integration with a wide array of sensors and communication modules.

More than just a hardware platform, the MUR is tightly integrated into shared research
infrastructure, such as theNet project [40], where it supports reproducible experiments
in communication, localization, and multi-robot coordination. Its use within these collab-
orative testbeds allows researchers to perform both lab-scale and eld-scale deployments
with consistent software and hardware interfaces—promoting experimental rigor, scalabil-
ity, and broader participation.

In the work that follows, we describe the design, control architecture, and deployment
capabilities of the MUR. Particular emphasis is placed on its role in supporting underwater
autonomy research, acoustic networking experiments, and scalable swarm deployments in

both educational and research contexts.
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(f)

Figure 3.9: The Miniature Underwater Robot (MURQ) Swarm render(b) Path planning
render,(c) Underbelly render(d) Underwater photo during operatia) Alternate under-
water perspectivéf) CAD model, andg) Camera view with tagged components.
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3.4.1 HardwareDescription

Figure 3.10: MUR Intro Video — Click to Watch

The Miniature Underwater Robot (MUR) (shown in Figures 3.9 and 3.10) is a compact
platform designed to support a wide range of underwater research applications. Unlike
conventional Autonomous Underwater Vehicles (AUVs), which often rely on proprietary
hardware and closed software ecosystems, the MUR is built entirely on an open-source
foundation. This design philosophy not only reduces development and deployment costs,
but also promotes modularity and extensibility—making the platform accessible to research

institutions, educators, and hobbyist communities alike.

Design Philosophy and Architecture

Leveraging a ROS-based (Robot Operating System) software stack, the platform enables
real-time data exchange and simpli es the integration of diverse sensors and control algo-
rithms. Both mechanical and electronic subsystems are designed for plug-and-play recon-
gurability, allowing users to easily swap thrusters, attach water-quality sensors, or mount
specialized cameras. Sensor connectors follow the Pixhawk interface standard, ensuring
compatibility with a wide range of off-the-shelf components.

At the core of the MUR's design is a 5-degree-of-freedom propulsion system, enabling
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precise control over position, yaw, and roll. Neutral buoyancy provides passive pitch stabil-
ity, allowing the vehicle to perform accurate station-keeping and smooth trajectory track-
ing. Integrated cameras support advanced perception tasks such as visual odometry, object
tracking, and machine learning-based scene interpretation.

Affordability is a key strength of the platform, with total build costs ranging from $850
to $2000 (USD, 2025) [47]. This cost-effective design broadens access to underwater
robotics, making the MUR ideal for marine ecology surveys, educational deployments,
and experimental research in sensing, autonomy, and communication.

Unlike many commercial AUVs that are limited by closed ecosystems, the MUR's fully
open and modular design encourages customization, experimentation, and collaboration.
Researchers can easily prototype new control strategies, integrate novel sensor payloads,
and adapt the platform to specialized tasks without extensive redevelopment. This adapt-
ability ensures the MUR remains relevant as technology and research objectives evolve.

The platform is also inherently scalable. Multiple MURs can be deployed for cooper-
ative exploration, distributed sensing, or swarm-based behaviors—enabling large-scale en-
vironmental monitoring and autonomous mission execution. Supported by an active ROS
community, extensive documentation, and open-access hardware les, the MUR fosters

collaborative development and rapid knowledge transfer across research groups.

3.4.2 Highlights

» Scalable for Multi-Robot Missions: Designed for coordinated deployments in en-

vironmental monitoring, mapping, and swarm robotics.

» Customizable Open-Source DesignFully modular hardware and software enable

rapid prototyping and tailored experimentation.

» Advanced Sensing and AutonomySupports visual odometry, object detection, and

machine learning pipelines with multiple onboard cameras and sensors.
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