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SUMMARY

How to ef ciently learn discriminative deep features is arguably one of the core prob-
lems in deep learning, since it can bene t a lot of downstream tasks such as image classi-
cation, object detection, etc. In this dissertation, we present a uni ed deep representation
learning framework on hypersphere, which introduces a hyperspherical inductive bias into
deep neural networks. We discuss our framework from four perspectives:

Learning objectives on hypersphere To learn deep features that are discriminative on
hypersphere, we propose a general framework to design learning objectives. As instances,
we design the large-margin softmax loss and the angular softmax loss to learn features that
have large inter-class angular margin. We show that replacing the standard loss function in
neural networks with these large-margin loss functions leads to state-of-the-art performance
on image classi cation and face recognition.

Neural architectures on hypersphere To bene t the representation learning on hy-
persphere, we propose a hyperspherical neural network that makes each layer in the neural
network to operate purely on angles. Furthermore, we generalize the hyperspherical neural
network to the decoupled neural network that decouples the inner product into an angu-
lar activation and a norm activation. These new neural architectures are shown to have
better generalization, faster convergence and stronger robustness against adversarial per-
turbations, compared to the standard neural networks.

Regularizations on hypersphere Because the widely used weight decay regulariza-
tion in neural networks is no longer effective in our hyperspherical learning framework, it
is necessary to use alternative regularizations to regularize the direction of neurons rather
than the norm of neurons. To this end, we propose the minimum hyperspherical energy
regularization that minimizes a potential energy de ned on hypersphere in order to encour-
age the hyperspherical diversity of neurons. Moreover, we further propose the compressive

hyperspherical energy that is easier to minimize than the standard hyperspherical energy.
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Both regularizations show superior empirical generalization and convergence performance
on many supervised learning tasks.

Hyperspherical Training paradigm. Inspired by the observation that minimizing hy-
perspherical energy of neurons leads to better generalization, we propose a generic frame-
work — orthogonal over-parameterized training that can provably minimize the hyperspher-
ical energy in a principled way instead of using the energy as a regularization term. This
training framework is not only useful in neural architectures on hypersphere, but also effec-
tive in all types of standard neural networks such as multilayer perceptrons, convolutional
neural networks, graph convolution networks, point cloud neural networks, etc.

Besides these aspects, many other aspects of neural networks can be revisited from a
hyperspherical learning viewpoint, such as optimizers, normalization methods, etc. The
hyperspherical learning framework provides a simple yet effective way to enable deep rep-
resentation learning on hypersphere, and we believe it will bene t wider spectrum of deep

learning applications.
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CHAPTER 1
INTRODUCTION

Recent years have witnessed tremendous progresses made by deep learning, such as
visual recognition [1, 2], semantic segmentation [3] and object detection [4]. However, why
highly over-parameterized deep neural networks can generalize well on unseen samples
remains an open problem. Since neural networks have strong approximation power [5] and
can approximate almost any non-linear function, the inductive bias of neural networks plays
a crucial role in generalization. Therefore, how to effectively impose desirable inductive
bias to neural networks becomes one of the core problems in deep learning, and it is still
actively studied in different applications.

In this thesis, we present a novel deep representation learning framework that inherently
introduces a hyperspherical inductive bias and shows superior empirical generalization in
various supervised learning tasks. Speci cally, learning deep representations on hyper-
sphere requires us to revisit the components in typical neural networks, such as learning
objectives (.e., loss functions), network architectures, and weight regularizations. We will
revisit all these components and discuss how to modify them for adapting to the deep rep-

resentation learning paradigm on hypersphere.

1.1 Motivation

Before delving deep into the details of the hyperspherical learning paradigm, we rst
discuss why learning on hypersphere is appealing and promising. We present several inter-
esting observations that showcase the superiority of deep representation learning on hyper-
sphere. These discoveries largely motivate our study.

Hyperspherical similarity is discriminative in high dimensions. As one of the most

popular similarity measures in machine learning, Euclidean distance between two vectors



Figure 1.1: A toy convolutional autoencoder experiment to show that angular information

can well preserve the semantics. Speci cally, we rst train a standard convolutional au-

toencoder, and x the weights of the autoencoder during the experiment. We then make
the convolutional encoder output either angles or norms instead of inner product during
inference (with the weights of all the convolution kernels xed).

x 2 R"andy 2 R" is de ned as

Y
de(X;y)= kx yk= x2+y2 2x>y (1.1)

which will approach top x2 + y2 when the dimension becomes larger and larger. This
is because random vectoie(, each element of the vector follows an independent normal
distribution) tend to be orthogonal to each other in high dimensions due to the law of
large numbers. Therefore, Euclidean distance becomes less and less informative in high
dimensions since it will be overwhelmed by the 2-norm of the two vectors.
As for the inner productl (x;y) = kxk kyk cos() which is also commonly used
as a similarity measure in machine learning, it will encode some unnecessary information
about the norm of the vectors. In terms of images, these norms are usually referring to the
contrast and brightness, which are not essential for semantic visual recognition.
Therefore, the hyperspherical similarity which is a function of the angle between
andy contains the most discriminative information to distinguish these vectors. A simple
example of hyperspherical similarity is the cosine similadgy = cos( ) which is also
equal to the normalized inner prodygf-¥-.

Hyperspherical similarity preserves visual semanticsWe conduct a toy experiment



Figure 1.2: The left one presents Human Selection Frequency v.s. AVH, which we can
see strong correlation. The second plot presents the correlation between HSF and Model
Con dence with ResNet-50. The third one presents HSF kd<,. Note that different

color indicates the density of samples in that bin.

to intuitively show that hyperspherical similarity can preserve most crucial visual semantic
information. Speci cally, we rst train a convolutional auto-encoder on a set of images.
After training, we x the weights of the network and output either the angular information
(i.e, cos()) or the magnitude information.¢., kxk kyk) at the layer before the latent
space, as illustrated in Figure 1.1(a). It is quite interesting to observe that the norm in-
formation alone does not give any meaningful output for the decoder, while angles can
reconstruct images very well. Such an empirical observation suggests that hyperspherical
similarity is able to largely preserve visual semantic information. In other words, most of
the semantic difference in neural networks is encoded in hyperspherical similarity.
Hyperspherical similarity well correlates to human perception To show that hy-
perspherical similarity is well aligned with human perception, we visualize the correlation
between human selection frequency (HSF) [6] and model con dence, HSF and feature
norm as well as HSF and angular visual hardness (AVH) [7]. HSF is de ndx:asf b
out of m humans label a picture as the ground truth class, and it is a surrogate to the visual
hardness of the image from human perspective. Model con dence is de nle‘a;%vﬁ
wherex is the deep feature of the input sample with lap@hdW; is the classi er of the

w

i-th class in the nal fully connected layer. AVH is de ned as AVH P((—\jle)x) where

(Wi; x) is the angle between the classi er of th¢h class and the input sample. It can



Figure 1.3: CNN learned features are naturally decoupled. These 2D features are output
directly from the CNN by setting the feature dimension as 2.

be observed that AVH is based on the hyperspherical similarity between deep features and
nal classi ers from different classes. In general, smaller AVH indicates easier input im-
age. From Figure 1.2, we can see that there is no obvious correlation between HSF and the
norm. Model con dence shows that the network is over-con dent about all the samples,
since most samples lie on the top-right corner. Therefore, model con dence does not imply
the intrinsic hardness that aligns with humans. In contrast, we can see that AVH shows
very strong correlation with HSF, indicating that hyperspherical similarity is well aligned
with human perception.

Deeply learned features already live on hyperspheré/Ne visualize the deeply learned
features of the MNIST training set [8] by setting the output dimension of the neural network
as 2. Since we are not using any visualization tools, the visualized features will directly
re ect the underlying feature distribution. From Figure 1.3, we can observe that these fea-
tures that are directly output from the neural network are already quite discriminative on
the hyperspherd.€., they can be well classi ed with angles). Therefore, deep neural net-
works are already implicitly learning features that are separable on a hypersphere. This

observation motivates us to explicitly perform deep learning on hypersphere.



Figure 1.4: Overview of the thesis structure.

1.2 A Deep Representation Learning Framework on Hypersphere

We present a novel deep representation learning framework on hypersphere in this the-
sis. We introduce this framework from three aspects: learning objectives, neural architec-
tures and regularizations. All of these are basic components of a standard neural network,
and we will show how to adapt them to the hyperspherical learning framework in Part I,
Part Il and Part Ill. Last, we will introduce a new training paradigm for neural networks
that is inspired by hyperspherical learning in Part IV. The structure of the thesis is shown

in Figure 1.4.

1.2.1 Partl: LearningObjectiveson Hypersphere

In order to enable learning deep features on hypersphere, the very rst thing we should
consider is the learning objectivase(, loss functions). If we view the neural network as a
black-box tting machine that can approximate any complex function, the loss function will
play the deciding role in guiding the neural network to learn the desirable deep features.

To explicitly constrain deep features to lie on a hypersphere, we consider several nor-
malization methods that can be applied to the softmax cross-entropy loss. Based on these
normalized loss functions, we propose a large-margin loss function that can learn features
that not only lie on a hypersphere but also have large-margin separations among different

classes. We also propose a few variants of this large-margin learning objective. Finally, we



apply it to both image classi cation and open-set face recognition, achieving the state-of-

the-art performance.

1.2.2 Partll: NeuralArchitectureson Hypersphere

We further consider how to modify the standard neural architectures to benet the
learning on hypersphere, rather than viewing the neural network as a complete black box.
Speci cally, we revisit the convolution operator and propose a hyperspherical convolution
operator that does not take norm into consideration when performing convolution. Further-
more, we generalize the hyperspherical operator to the decoupled convolution operator,
encouraging stronger modeling exibility. We show that these minor modi cations on the
convolution operator can ensure that the inference of the neural network does not depend
on any activation norm.

Finally, we provide strong empirical evidence that shows superior generalization and
adversarial robustness of both hyperspherical convolution and decoupled convolution in

visual recognition.

1.2.3 Partlll: Regularization®n Hypersphere

Because we do not consider norm in the hyperspherical learning framework, the widely
used , weight decay is no longer useful. We need to come up with a new regularization
that is suitable for learning on hypersphere. The new regularization should depend only
on angles. A natural choice is the orthogonality regularization. In order to propose a
more effective regularization, we draw inspiration from a well-known problem in physics
— Thomson problem, where one seeks to nd a state that distributekectrons on a unit
sphere as evenly as possible with minimum potential energy. In light of this intuition,
we propose the minimum hyperspherical energy (MHE) as a generic regularization for
neural networks. To further reduce the optimization dif culties of MHE, we propose the

compressive minimum hyperspherical energy (CoMHE) and achieve better regularization



effect than MHE. Most importantly, we nd that both MHE and CoMHE can be applied to

standard convolutional neural networks (CNNs) and signi cantly improve generalization.

1.2.4 PartlV: Hypersphericalraining Paradigms

Following the intuition of the hyperspherical learning framework, we propose a novel
training paradigm — orthogonal over-parameterized training (OPT), which can provably
achieve MHE during training. We show that this training paradigm is generally useful
and can applied to various types of neural networks (not limited to hyperspherical neural
networks). In experiments, OPT can consistently improve the training stability and network

generalization owing to the effective minimization of hyperspheriacl energy.

1.3 Thesis Contribution

This thesis makes conceptual and algorithmic contributions to the eld of deep learning.

Our contributions can be summarized as the following:

We introduce a uni ed framework to perform deep learning on hypersphere. The
framework is not only conceptually appealing but also very effective for improving

generalization.

We propose the large-margin learning objectives for the hyperspherical learning frame-
work. The large-margin loss functions are able to learn deep features with excellent

inter-class separability and intra-class compactness.

We propose the hyperspherical networks and decoupled networks as the suitable neu-
ral architectures to perform deep learning on hypersphere. These neural architectures

are shown to be useful for improving generalization and adversarial robustness.

We propose the minimum hyperspherical energy regularization for the hyperspheri-
cal learning framework. MHE and its variants are very effective in preventing over-

tting and improving generalization. More importantly, they are generally useful and

7



can be applied to various neural networks, not limited to the hyperspherical networks

and decoupled networks.

Inspired by the intuition of hyperspherical learning, we propose a general training
paradigm for neural networks, called orthogonal over-parameterized training. OPT
shows superior empirical performance in improving generalization of various neural

networks.

1.4 Related Work

We survey the existing literature according to the three aspeeiddarning objectives,

neural architectures, and regularizations) of the hyperspherical learning framework.

1.4.1 LearningObjectives

Learning objective on hypersphere for CNNs has been an active topic since the pio-
neering large-margin softmax loss [9]. Inspired by this work, [10] has developed an an-
gular softmax loss function which can produce desirable large angular margin, and shown
impressive performance on face recognition. [11, 12] constrain the original softmax loss to
work on the hypersphere by normalizing both classi er weights and features. In order to
alleviate the training dif culty in [10], [13, 14, 15] have considered a new additive margin
in the softmax loss, in contrast to the multiplicative margin used in [10]. There are also
plenty follow-up work [16, 17, 18, 19] that further improves these large-margin losses. All
these variants of the large-margin softmax loss on hypersphere are widely applied to visual

recognition and face recognition, achieving the state-of-the-art performance.

1.4.2 NeuralArchitectures

In order to bene t the learning on hypersphere, the neural network architectures also

need to be revisited. [12] rst propose hyperspherical convolution operators that produces



angle instead of inner product. Based on this building block, [12] further introduces a hy-
perspherical neural network (SphereNet) that are distinct from conventional inner product
based convolutional networks. Therefore, SphereNet is trained entirely based on the angles
between kernels and local patches. Empirically, it shows faster convergence and stronger
generalization compared to its CNN counterpart. [20] generalizes SphereNet to a more
exible neural network — decoupled networks (DCNets) by combining a magnitude func-
tion to hyperspherical convolutions. Quite interestingly, DCNets not only shows strong
generalization power but also presents superior robustness against adversarial perturba-
tions [21]. To address the few-shot classi cation problem, [22] propose the hyperspherical
prototype networks that combines the idea of hyperspherical learning to the prototype net-
work [23]. For generative modeling, hyperspherical learning can also be applied to develop
new generative network architectures, such as sphere generative adversarial networks [24]

and hyperspherical variational autoencoder [25].

1.4.3 Regularizations

Regularizations on hypersphere are more concerned with the angles among weights
rather than the scale of weightse(, weight decay). For example, SphereNet normalizes the
weights of the convolution kernel during training, so weight decay can no longer serve as a
regularization to control the network capacity. In order to introduce a suitable regularizaiton
for SphereNet, [12] rst considers to make the kernel weights to be orthogonal, which is
called orthogonality regularization. In fact, there are plenty of work [26, 27, 28, 29, 30, 28]
that focuses on characterizing diversity among neurons with orthogonality and regularizing
the neural network by promoting the orthogonality.

Differently, [31] encourages the neurons to be uniformly distributed on the hypersphere
to regularize the neural networks. Inspired by the Thomson problem in physics, MHE [31]
and CoMHE [32] de ne the hyperspherical energy to characterize the diversity on a unit hy-

persphere and shows signi cant and consistent improvement in supervised learning tasks.



The importance of regularizing angular information is also discussed in [9, 12, 10, 20, 15,

13, 11, 14, 33, 22].

1.5 Thesis Organization

The following of the thesis will be organized in this way: In Part | (Chapter 2), we
present the large-margin learning objectives on hypersphere. In Part I, we will discuss
the neural architectures that can perform deep learning on hypersphere. Speci cally, in
Chapter 3, we will discuss how to design a network architecitee $phereNet) that oper-
ates entirely on hypersphere. In Chapter 4, we generalize SphereNets to decoupled neural
networks that have stronger generalization and adversarial robustness. Part IIl mainly dis-
cusses the alternative regularizations (other than the weight decay) in the hyperspherical
learning framework. In Chapter 5, we will introduce a novel weight regularization for
learning on hypersphere, called minimum hyperspherical energy. In Chapter 6, we propose
the compressive minimum hyperspherical energy regularization to alleviate the optimiza-
tion dif culty of MHE and improve the training stability. In Part IV, we will present a new
training paradigm for neural networkisg, orthogonal over-parameterized training) that is

inspired by hyperspherical learning.
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Part |:

Learning Objectives on Hypersphere
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The learning objective on hypersphere plays an important role in our framework, since
they directly determine the feature distribution and the nal performance. There are many
objective functions that can enable learning on hypersphere, such as triplet loss with nor-
malization [34], contrastive loss with angular similarity [35], etc. Because we mostly focus
on supervised learning tasks in the thesis, we build the learning objectives based on the
popular cross-entropy loss with softmax. We denoteittie input feature ax; and its
label asy;. The original cross-entropy loss with softmax (we also call it softmax loss for

convenience, and the full de nition is given in section 2.1) can be written as

X X Wy, kkxikcos( y; )+ by

_ 1 |
L; = W og ¢ J_ekwjkkxikcos(j)*'t}

L
N i i
whereN is the number of sample®y; denotes the linear classi er (in the nal fully con-
nected layer) for theé-the class and; is the angle between the deep featufeand the
classi er of thej -th classWj. In order to learn separable features on hypersphere, we
can consider two simple normalization strategies for the softmax loss: weight normaliza-
tion [12] and sphere normalization [12, 11].

Weight-normalized softmax loss To make the classi cation fully dependent on the
angle, we need to normalize the weights of the classi ess, (et kW;k = 1;8j) and
remove all the bias terms:

1 X gkxikeos( y;)
Lw = W Iog _ gkxikeos( )
i J

where we can observe that as long as the angle between the feature and the target classi er
is the smallest, then the classi cation is correct. In other word, the classi cation is purely
based on the angles between the featyrand different classi erav; .

Sphere-normalized softmax lossBecause the feature nokr;k is left in the softmax
con dence in the weight-normalized softmax loss, the training dynamics for different input

samples will be different. To remove the effects of the feature norm and make the decision
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fully rely on the angles, we consider the following sphere-normalized softmax loss:

1 X esi cos( y;)
wheres; is the scale of the normalization and is typically used as a hyperparameter to
alleviate the training dif culty. In order to make the classi cation purely dependent on the
angles, we will use the same constant forsglli.e,, s; = s, = = sc = swhereC is
the number of classes. In general, largégads to better training stability.

Both weight-normalized softmax loss and sphere-normalized softmax loss can enable
the deep neural networks to learn separable features on hypersphere. Next, we will discuss
the main topic of chapter 2 — large-margin learning objectives on hypersphere.

Generalized softmax loss We generalize the original softmax loss by generalizing

cos( y,) to a general function ( ;) [9]:

1 X Wy kkxik (y;)
= — log : P
N ekWyikkx.k (yi) + 6y kW kkxikcos( j)
| i

Lg

based on which we present two different ways to impose the large angular margin constraint
to the deep features. In order to learn deep features with large inter-class angular margin,
we need to rst make the con dence scdk@/jkkxk ( ;) fully dependent on the angles.

Both weight normalization and sphere normalization can be adopted here. To be more
general, we consider the sphere normalization as an example, since the sphere-normalized
softmax loss will reduce to the weight-normalized softmax loss waydrecomeskx k.

Then we need to combine the large angular margin constraint to the features. To achieve
this, we propose to make the classi cation con dence of the target class to be smaller than
the standard classi cation con dence (which is basedcos( y,)). Speci cally, we only

need to design a suitablg y,).

Multiplicative large-margin softmax loss. We propose to a multiplicative way [10] to

13



combine angular margin . The multiplicative large margin softmax loss is formulated as

1X esi (yi)
Lp= — log — >
esi (i) + sy, esi cos( )

in which we dene ( ,)=( 1)¢cosfm ) 2k, 2 ["m;%} andk2[O;m 1]
m 1is an integer that controls the size of the multiplicative angular margin. The intuition
behind is that the multiplicative factor will make the classi cation more dif cult than the
original softmax loss, because the featufeneeds to have smaller angle with the target
classi er in order to be correctly classi ed. The multiplicative large-margin softmax loss
(it is also called angular softmax loss in [10]) is one of the rst loss functions for neural
networks that can explicitly incorporate large margin on hypersphere. We will give the
detailed introduction and derivation of this loss function in chapter 2.

Additive large-margin softmax loss There are two additive ways [14, 13, 15] to
impose the large angular margin. The rst additive margin is to subtract a constant from
cos( y,). Then we end up with the following additive large-margin softmax loss [14, 13]:

1 X gsi(cos( y;) m)
La= — log — P
esi(cos( y;) m) 4 sy, esi cos( )

wherem is a hyperparameter that controls scale of the additive angular margin. loarger
yields larger angular margin in general. Another way to impose the additive angular margin
is to add a constant inside the cosine function [15]:

X i CoS( y;+m)
e oy

L= log eSiCOS(yi+m)+l 6y esi cos( ;)

L
N

i
wherem is a hyperparameter that controls scale of the additive angular margin. loarger
leads to larger angular margin in general.

One of the common characteristics of both multiplicative margin and additive margin

is that the ( ;) function has to be smaller thaws(,) when , 2 [0; ]. This design
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criterion is the key to the large inter-class margin on hypersphere.

The next chapter is based on the following publications:

W. Liy, Y. Wen, Z. Yu, M. Yang. Large-Margin Softmax Loss for Convolutional
Neural NetworksICML 2016

W. Liy, Y. Wen, Z. Yu, M. Li, B. Raj, L. Song. SphereFace: Deep Hypersphere
Embedding for Face RecognitioGVPR 2017
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CHAPTER 2
LARGE-MARGIN LEARNING ON HYPERSPHERE

2.1 Preliminaries

Current widely used data loss functions in CNNs include Euclidean loss, (square) hinge
loss, information gain loss, contrastive loss, triplet loss, Softmax loss, etc. In this thesis, we
de ne the softmax loss as the combination of a cross-entropy loss, a softmax function and
the last fully connected layer (see Figure 2.1). Under such de nition, many prevailing CNN
models can be viewed as the combination of a convolutional feature learning component
and a softmax loss component, as shown in Figure 2.1. To enhance the intra-class compact-
ness and inter-class separability, [36] trains the CNN with the combination of softmax loss
and contrastive loss. The contrastive loss inputs the CNNs with pairs of training samples.
If the input pair belongs to the same class, the contrastive loss will require their features
are as similar as possible. Otherwise, the contrastive loss will require their distance larger
than a margin. [34] uses the triplet loss to encourage a distance constraint similar to the
contrastive loss. Differently, the triplet loss requires 3 (or a multiple of 3) training samples
as input at a time. The triplet loss minimizes the distance between an anchor sample and
a positive sample (of the same identity), and maximizes the distance between the anchor
sample and a negative sample (of different identity). Both triplet loss and contrastive loss
require a carefully designed pair selection procedure. Both [36] and [34] suggest that en-
forcing such a distance constraint that encourages intra-class compactness and inter-class
separability can greatly boost the feature discriminativeness. Considering that the softmax
loss is used in most supervised learning tasks, we aim to impose a margin constraint to the
original softmax loss. Unlike any previous work, our work cast a novel view on generaliz-

ing the original softmax loss.
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Figure 2.1: Standard CNNs can be viewed as convolutional feature learning machines that
are supervised by the softmax loss.

We de ne thei-th input featurec; with the labely;. Then the original softmax loss can

be written as

1 X 1 X el
= — L= P .
L N L; N log =7 (2.1)

wheref; denotes th¢-th elementj( 2 [1, K], K is the number of classes) of the vector of
class scoret, andN is the number of training data. In the softmax ldsgs usually the
activations of a fully connected lay& , sofy, can be written a,, = W [x; in which
W,, is they;-th column ofW . Note that, we omit the constabin f;; 8] here to simplify
discussion. Becaudeg is the inner product betwealY; andx;, it can be also formulated
asf; = kW kkxikcos(;) where ; (0 ) is the angle between the vectt; and

Xi. Thus the loss becomes

ekWyi kkxikcos( y;)
L = |Og )

j ekW j kkxikcos( j) (2'2)

2.2 Large-Margin Softmax Loss

2.2.1 Introduction

A recent trend towards learning with even stronger features is to reinforce CNNs with
more discriminative information. Intuitively, the learned features are good if their intra-
class compactness and inter-class separability are simultaneously maximized. While this

may not be easy due to the inherent large intra-class variations in many tasks, the strong
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representation ability of CNNs make it possible to learn invariant features towards this di-
rection. Inspired by such idea, the contrastive loss [37] and triplet loss [34] were proposed
to enforce extra intra-class compactness and inter-class separability. A consequent prob-
lem, however, is that the number of training pairs and triplets can theoretically go up to
O(N?) whereN is the total number of training samples. Considering that CNNs often
handle large-scale training sets, a subset of training samples need to be carefully selected
for these losses. The softmax function is widely adopted by many CNNs [1, 2, 38] due
to its simplicity and probabilistic interpretation. Together with the cross-entropy loss, they
form arguably one of the most commonly used components in CNN architectures. Despite
its popularity, current softmax loss does not explicitly encourage intra-class compactness
and inter-class-separability. Our key intuition is that the separability between sample and
parameter can be factorized into amplitude ones and angular ones with cosine similarity:
Wx = kW kykx ks cos( ), wherec is the class index, and the corresponding parame-
tersW . of the last fully connected layer can be regarded as the linear classi er ofclass
Under softmax loss, the label prediction decision rule is largely determined by the angu-
lar similarity to each class since softmax loss uses cosine distance as classi cation score.
The purpose of this work, therefore, is to generalize the softmax loss to a more general
large-margin softmax (L-Softmax) loss in terms of angular similarity, leading to poten-
tially larger angular separability between learned features. This is done by incorporating a
preset constarmt multiplying with the angle between sample and the classi er of ground
truth classm determines the strength of getting closer to the ground truth class, producing
an angular margin. One shall see, the conventional softmax loss becomes a special case
of the L-Softmax loss under our proposed framework. Our idea is veri ed by Figure 2.2
where the learned features by L-Softmax become much more compact and well separated.
The L-Softmax loss is a exible learning objective with adjustable inter-class angular
margin constraint. It presents a learning task of adjustable dif culty where the dif culty

gradually increases as the required margin becomes larger. The L-Softmax loss has sev-
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Figure 2.2: CNN-leanrned features visualization (Softmax Loss (m=1) vs. L-Softmax loss
(m=2,3,4)) in MNIST dataset. Speci cally, we set the feature (input of the L-Softmax loss)
dimension as 2, and then plot them by class.

eral desirable advantages. First, it encourages angular decision margin between classes,
generating more discriminative features. Its geometric interpretation is very clear and in-
tuitive, as elaborated in Section 3.2. Second, it partially avoids over tting by de ning

a more dif cult learning target, casting a different viewpoint to the over tting problem.
Third, L-Softmax bene ts not only classi cation problems, but also veri cation problems
where ideally learned features should have the minimum inter-class distance being greater
than the maximum intra-class distance. In this case, learning well separated features can

signi cantly improve the performance.

2.2.2 Intuition

We give a simple example to describe our intuition. Consider the binary classi cation
and we have a sample from class 1. The original softmax is to for?é,x > W, x
(i.e. kW 1kkx kcos( 1) > kW ,kkx k cos( ;)) in order to classifyi correctly. However, we
want to make the classi cation more rigorous in order to produce a decision margin. So

we instead requir&W ;kkxk cosfm 1) > kW ,kkxkcos(,) (0 1 ) Wheremis a
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positive integer. Because the following inequality holds:

kW kkxkcos(1) k W kkxkcosm ;)
(2.3)

> kW ,kkx kcos( 2):

Therefore kW 1kkx kcos( 1) > kW kkxkcos(,) has to hold. So the new classi cation
criteria is a stronger requirement to correctly classifproducing a more rigorous decision

boundary for class 1.

2.2.3 De nition

Following the notation in the preliminaries, the L-Softmax loss is de ned as

Wy, kkx ik ( y;)
ek i kK y

Li= log Wy Kok (yp) 4 o, €KW kkxikoos()) (2.4)
18Yi
in which we generally require
8
2 cosfm ); O —
()= m (2.5)
; . <
DO —

wherem is a integer that is closely related to the classi cation margin. With larger
the classi cation margin becomes larger and the learning objective also becomes harder.
Meanwhile,D( ) is required to be a monotonically decreasing function Bifgt) should

equalcos(-).

Figure 2.3: () for softmax loss and L-Softmax loss.
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To simplify the forward and backward propagation, we construct a speci ¢) here:

k (k+1)
m’ m

()=( Dfcostn) 2 2] ] (2.6)

wherek 2 [O;m 1] andk is an integer. Combining Equation 2.1, Equation 2.4 and
Equation 2.6, we have the nal L-Softmax loss. For forward and backward propagation,

Ty .
we need to replaceos( ;) with % and replaceosm y,) with

COSQ’TI Yi) = Cr?ﬁ Co§n( Yi) Cr?ﬁ COén 2( yi)(l CO§( Yi ))
+ Cpcos” ()L cod( y))*+ (2.7)

( 1)"CRlcos” ()1 cos( )"+

wheren is an integer an@n  m. After getting rid of , we could perform derivation with

respect to« andW . It is also trivial to perform derivation with mini-batch input.

2.2.4 Geometridnterpretation

We aim to encourage an angle margin between classes via the L-Softmax loss. To
simplify the geometric interpretation, we analyze the binary classi cation case where there
are onlyW ; andW .

First, we consider thEW ;k = kW ,k scenario as shown in Figure 2.4. WKW k =
kW ,k, the classi cation result depends entirely on the angles betweand W (W ).

In the training stage, the original softmax loss requires , to classify the sampl&

as class 1, while the L-Softmax loss requires; < , to make the same decision. We

can see the L-Softmax loss is more rigor about the classi cation criteria, which leads to
a classi cation margin between class 1 and class 2. If we assume both softmax loss and
L-Softmax loss are optimized to the same value and all training features can be perfectly
classi ed, then the angle margin between class 1 and class 2 is givﬁa—lb)i;z where

1.2 IS the angle between classi er vectd/; andW,. The L-Softmax loss also makes
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Figure 2.4. Examples of Geometric Interpretation.

the decision boundaries for class 1 and class 2 different as shown in Figure 2.4, while
originally the decision boundaries are the same. From another viewpoint, Wedetn
and assume that both the original softmax loss and the L-Softmax loss can be optimized to
the same value. Then we can knovin the original softmax loss i 1 times larger
than ; in the L-Softmax loss. As a result, the angle between the learned featub and
will become smaller. For every class, the same conclusion holds. In essence, the L-Softmax
loss narrows the feasible angfer every class and produces an angle margin between these
classes.

For both thekW ;k > kW ,k andkW ;k < kW ,k scenarios, the geometric interpreta-

tion is a bit more complicated. Because the lengtiaf andW ; is different, the feasible

1Feasible angle of thieth class refers to the possible angle betweemdW; that is learned by CNNs.
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angles of class 1 and class 2 are also different (see the decision boundary of original soft-
max loss in Figure 2.4). Normally, the larg@; is, the larger the feasible angle of its
corresponding class is. As a result, the L-Softmax loss also produces different feasible
angles for different classes. Similar to the analysis ofkiwé k = kW ;k scenario, the

proposed loss will also generate a decision margin between class 1 and class 2.

2.2.5 Discussion

The L-Softmax loss utilizes a simple modi cation over the original softmax loss, achiev-
ing a classi cation angle margin between classes. By assigning different values foe
de ne a exible learning task with adjustable dif culty for CNNs. The L-Softmax loss is

endowed with some nice properties such as

The L-Softmax loss has a clear geometric interpretatiom.controls the margin
among classes. With biggen (under the same training loss), the ideal margin
between classes becomes larger and the learning dif culty is also increased. With

m = 1, the L-Softmax loss becomes identical to the original softmax loss.

The L-Softmax loss de nes a relatively dif cult learning objective with adjustable
margin (dif culty). A dif cult learning objective can effectively avoid over- tting
and take full advantage of the strong learning ability from deep and wide architec-

tures.

The L-Softmax loss can be easily used as a drop-in replacement for standard loss,
as well as used in tandem with other performance-boosting approaches and modules,
including learning activation functions, data augmentation, pooling functions or other

modi ed network architectures.
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2.2.6 Optimization

Itis easy to compute the forward and backward propagation for the L-Softmax loss, so it
is also trivial to optimize the L-Softmax loss using typical stochastic gradient descent. For
L, the only difference between the original softmax loss and the L-Softmax loss figs in
Thus we only need to computg, in forward and backward propagation whflgj 6 ;
is the same as the original softmax loss. Putting in Equation 2.6 and Equatidy, A</,

written as

f,, =( 1) kW, kkxikcosm ;) 2k kW, kkx ik

=( 1)* kW, kkxk C? _WyXi
- ™ KWy, kkx (K (2.8)
WT i W[ x
2 m 2 yi Xi 2 4 .
Co W, Kok & kW Kok ) 2K KWy kdexik
Wherew 2 [cosf.); cos®)] andk is an integer that belongs {6;m 1]

For the backward propagation, we use the chain rule to compute the partial derivative:
P P

@L — oL ef @L - @ _of I Qf . @f
&= iote andg-= | Gav Because%f andg-; gv—8j 6 i are the

same for both original softmax loss and L-Softmax loss, we leave it out for smpl%ﬁity.

and @N' can be computed via

MOWIX)™ W, (m o 1)(WX)™X
(KW, Ko™ 1T MW, km Thoc ket
L (M 2)WIX)™ W, (m W Ix)™ 2,
™ (KW, Kkx K)™ 3 ™KW, K™ 3Kx kM

o o2 MOWTX)™ Wy, (M W)X
MKW, Kkx k)™ T MW, KM Ky kML kx K

@,
@

=( ¢ CY

kWyi kXi ]

(2.9)

24



@,
@Vyi

(1 oo MW Ix)™ 3 o(m LWIx)™W,,
™ W, Ko k)™ 1 MW, ko k3
, (M 2)(WIxi)™ 3x; . 2 (m  3)(W/x)™ Wy,
(KW, Kk )™ 3 ™KWy, kM Tkx kM 3
, MW I x)™ 1x; , (M (W /x)"W,, . ok kxikWy,

™ KW, Ko k)™ 1 O kW, K ko k3 KW, k
(2.10)

+ C;,

In implementationk can be ef ciently computed by constructing a look-up table for
m (i.e. cos(y,)). To be specic, we give an example of the forward and backward

propagation whem = 2. Thusf; is written as

fi=( 1)"% 2k + (- 1)* kW, kkxik (2.11)
8 T
where k = “ 1 % cos) :
0; W > cos(3)

In the backward propagatlor% and I can be computed with

Ty. Ty )2y . .
@ _( gy DWyXiWy  2W, 0N gy KWKo )
@& KW, Kk K KWy, KKx K3 kx K

Tv.v. Ty .\2 )
@;i =( 1)k 4'WinIXI 2(Wyixl) WYi 2k+( 1)k kX|kWyi: (213)
av, KWy, Kkx K Kx KKWy, K3 KW, K

Whilem 3, we can still use Equation 2.8, Equation 2.9 and Equation 2.10 to compute

the forward and backward propagation.

25



[ Layer | MNIST (for Figure2.2) | MNIST [ CIFARI10/CIFAR1O0+]| CIFARIO0 | LFW ]

Conv0.x N/A [3 3,64] 1 [3 3,64] 1 [3 3,96] 1 [3 3,64] 1, Stride 2
Convlx | [6 5,32] 2,Padding2 | [3 3,64] 3 [3 3,64] 4 [3 3,96] 4 [3 3,64] 4
Pooll 2 2 Max, Stride 2

Conv2.x | [5 5,64] 2, PaddingZ[ [3 3,64] 3 [ [3 3,96] 4 [ [3 3,192] 4 [ [3 3,256] 4
Pool2 2 2 Max, Stride 2

Conv3.x | [5 5,128] 2, Padding 2[ [3 3,64] 3 [ [3 3,128] 4 [ [3 3,384] 4 [ [3 3,256] 4
Pool3 2 2 Max, Stride 2

Conv4.x N/A N/A N/A N/A [3 3,256] 4
FC 2 256 256 512 512

Table 2.1: Our CNN architectures for different benchmark datasets. Convl.x, Conv2.x and
Conv3.x denote convolution units that may contain multiple convolution layers. E.d3, [3
64] 4 denotes 4 cascaded convolution layers with 64 Iters of siz8.3

2.2.7 ExperimentsandResults

Experimental Settings

We evaluate the generalized softmax loss in two typical vision applications: visual clas-
si cation and face veri cation. In visual classi cation, we use three standard benchmark
datasets: MNIST [39], CIFAR10 [40], and CIFAR100 [40]. In face veri cation, we eval-
uate our method on the widely used LFW dataset [41]. We only use a single model in all
baseline CNNs to compare our performance. For convenience, we use L-Softmax to denote
the L-Softmax loss. Both Softmax and L-Softmax in the experiments use the same CNN
shown in Table 2.1.

General Settings We follow the design philosophy of VGG-net [42] in two aspects:

(1) for convolution layers, the kernel size is 3 and 1 padding (if not speci ed) to keep the
feature map unchanged. (2) for pooling layers, if the feature map size is halved, the number
of Iters is doubled in order to preserve the time complexity per layer. Our CNN architec-
tures are described in Table 2.1. In convolution layers, the stride is set to 1 if not speci ed.
We implement the CNNSs using the Caffe library [43] with our modi cations. For all exper-
iments, we adopt the PReLU [38] as the activation functions, and the batch size is 256. We
use a weight decay of 0.0005 and momentum of 0.9. The weight initialization in [38] and
batch normalization [44] are used in our networks but without dropout. Note that we only

perform the mean substraction preprocessing for training and testing data. For optimiza-
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Table 2.2: Recognition error rate (%) on MNIST dataset.

] Method | Error Rate)|
CNN [45] 0.53
DropConnect [46] 0.57
FitNet [47] 0.51
NiN [48] 0.47
Maxout [49] 0.45
DSN [50] 0.39
R-CNN [51] 0.31
GenPool [52] 0.31
Hinge Loss 0.47
Softmax 0.40
L-Softmax (m=2) 0.32
L-Softmax (m=3) 0.31
L-Softmax (m=4) 0.31

tion, normally the stochastic gradient descent will work well. However, when training data
has too many subjects (such as CASIA-WebFace dataset), the convergence of L-Softmax

will be more dif cult than softmax loss. For those cases that L-Softmax has dif culty con-

KW y; kKkxikcos( y; )+ KWy, kkxik ( y;

)
o and

verging, we use a learning strategy by letting =

start the gradient descent with a very larggt is similar to optimize the original softmax).
Then we gradually reduce during iteration. Ideally can be gradually reduced to zero,
but in practice, a small value will usually suf ce.
MNIST, CIFAR10, CIFAR100: We start with a learning rate of 0.1, divide it by 10
at 12k and 15k iterations, and eventually terminate training at 18k iterations, which is
determined on a 45k/5k train/val split.
Face Veri cation: The learning rate is setto 0.1, 0.01, 0.001 and is switched when the
training loss plateaus. The total number of epochs is about is about 30 for our models.
Testing: we use the softmax to classify the testing samples in MNIST, CIFAR10 and
CIFAR100 dataset. In LFW dataset, we use the simple cosine distance and the nearest

neighbor rule for face veri cation.

27



Table 2.3: Recognition error rate (%) on CIFAR10 dataset. CIFAR10 denotes the perfor-
mance without data augmentation, while CIFAR10+ is with data augmentation.

y Method | CIFARIO | CIFAR1O+ |
DropConnect [46] 9.41 9.32
FitNet [47] N/A 8.39
NiN + LA units [48] 10.47 8.81
Maxout [49] 11.68 9.38
DSN [50] 9.69 7.97
All-CNN [53] 9.08 7.25
R-CNN [51] 8.69 7.09
ResNet [2] N/A 6.43
GenPool [52] 7.62 6.05
Hinge Loss 9.91 6.96
Softmax 9.05 6.50
L-Softmax (m=2) 7.73 6.01
L-Softmax (m=3) 7.66 5.94
L-Softmax (m=4) 7.58 5.92

Visual Classi cation

MNIST : Our network architecture is shown in Table 2.1. Table 2.2 shows the pre-
vious best results and those for our proposed L-Softmax loss. From the results, the L-
Softmax loss not only outperforms the original softmax loss using the same network but
also achieves the state-of-the-art performance compared to the other deep CNN architec-
tures. In Figure 2.2, we also visualize the learned features by the L-Softmax loss and
compare them to the original softmax loss. Figure 2.2 validates the effectiveness of the
large margin constraint within L-Softmax loss. With larger we indeed obtain a larger
angular decision margin.

CIFAR10: We use two commonly used comparison protocols in CIFAR10 dataset. We
rst compare our L-Softmax loss under no data augmentation setup. For the data augmen-
tation experiment, we follow the standard data augmentation in [50] for training: 4 pixels
are padded on each side, and a 32 crop is randomly sampled from the padded image or
its horizontal ip. In testing, we only evaluate the single view of the original 32 image.

The results are shown in Table 2.3. One can observe that our L-Softmax loss greatly boosts

the accuracy, achieving 1%-2% improvement over the original softmax loss and the other
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Figure 2.5: Confusion matrix on CIFAR10, CIFAR10+ and CIFAR100.

state-of-the-art CNNs.

CIFAR100: We also evaluate the generalize softmax loss on the CIFAR100 dataset.
The CNN architecture refers to Table 2.1. One can notice that the L-Softmax loss outper-
form the CNN with softmax loss and all the other competitive methods. From Table 2.4,
the L-Softmax loss improves more than 2.5% accuracy over the CNN and more than 1%
over the current state-of-the-art CNN.

Confusion Matrix Visualization: We also give the confusion matrix comparison be-
tween the softmax baseline and the L-Softmax loss (m=4) in Figure 2.5. Speci cally we
normalize the learned features and then calculate the cosine distance between these fea-
tures. From Figure 2.5, one can see that the intra-class compactness is greatly enhanced

while the inter-class separability is also enlarged.
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Table 2.4: Recognition error rate (%) on CIFAR100 dataset.

] Method | Error Rate]|
FitNet [47] 35.04
NiN [48] 35.68
Maxout [49] 38.57
DSN [50] 34.57
dasNet [54] 33.78
All-CNN [53] 33.71
R-CNN [51] 31.75
GenPool [52] 32.37
Hinge Loss 32.90
Softmax 32.74
L-Softmax (m=2) 29.95
L-Softmax (m=3) 290.87
L-Softmax (m=4) 29.53

Table 2.5: Veri cation performance (%) on LFW dataset. * denotes the outside data is
private (not publicly available).

] Method | Outside Data] Accuracy |
FaceNet [34] 200M* 99.65
Deep FR [55] 2.6M 98.95

DeeplD2+ [56] 300K* 98.70
Yietal. [57] WebFace 97.73
Ding et al. [58] WebFace 98.43
Softmax WebFace 96.53

Softmax + Contrastive  WebFace 97.31
L-Softmax (m=2) WebFace 97.81
L-Softmax (m=3) WebFace 98.27
L-Softmax (m=4) WebFace 98.71

Face Veri cation

To further evaluate the learned features, we conduct an experiment on the famous LFW
dataset [41]. The dataset collects 13,233 face images from 5749 persons from uncontrolled
conditions. Following the unrestricted with labeled outside data protocol [41], we train
on the publicly available CASIA-WebFace [57] outside dataset (490k labeled face images
belonging to over 10,000 individuals) and test on the 6,000 face pairs on LFW. People
overlapping between the outside training data and the LFW testing data are excluded. As
preprocessing, we use IntraFace [59] to align the face images and then crop them based

on 5 points. Then we train a single network for feature extraction, so we only compare
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the single model performance of current state-of-the-art CNNs. Finally PCA is used to

form a compact feature vector. The results are given in Table 2.5. The generalize softmax
loss achieves the current best results while only trained with the CASIA-WebFace outside
data, and is also comparable to the current state-of-the-art CNNs with private outside data.
Experimental results well validate the conclusion that the L-Softmax loss encourages the

intra-class compactness and inter-class separability.

2.3 Angular Softmax Loss

2.3.1 Introduction

Recent years have witnessed the great success of convolutional neural networks (CNNS)
in face recognition (FR). Owing to advanced network architectures [1, 42, 60, 61] and dis-
criminative learning approaches [62, 34, 63], deep CNNs have boosted the FR performance
to an unprecedent level. Typically, face recognition can be categorized as face identi ca-
tion and face veri cation [64, 65]. The former classi es a face to a speci ¢ identity, while
the latter determines whether a pair of faces belongs to the same identity.

In terms of testing protocol, face recognition can be evaluated under closed-set or open-
set settings, as illustrated in Figure 2.6. For closed-set protocol, all testing identities are
prede ned in training set. It is natural to classify testing face images to the given identities.
In this scenario, face veri cation is equivalent to performing identi cation for a pair of faces
respectively (see left side of Figure 2.6). Therefore, closed-set FR can be well addressed
as a classi cation problem, where features are expected to be separable. For open-set
protocol, the testing identities are usually disjoint from the training set, which makes FR
more challenging yet close to practice. Since it is impossible to classify faces to known
identities in training set, we need to map faces to a discriminative feature space. In this
scenario, face identi cation can be viewed as performing face veri cation between the
probe face and every identity in the gallery (see right side of Figure 2.6). Open-set FR is

essentially a metric learning problem, where the key is to learn discriminative large-margin
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Figure 2.6: Comparison of open-set and closed-set face recognition.

features.

Desired features for open-set FR are expected to satisfy the criterion that the maximal
intra-class distance is smaller than the minimal inter-class distance under a certain metric
space. This criterion is necessary if we want to achieve perfect accuracy using nearest
neighbor. However, learning features with this criterion is generally dif cult because of the
intrinsically large intra-class variation and high inter-class similarity [66] that faces exhibit.

Few CNN-based approaches are able to effectively formulate the aforementioned crite-
rion in loss functions. Pioneering work [67, 36] learn face features via the softmax loss, but

softmax loss only learns separable features that are not discriminative enough. To address
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