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SUMMARY  

Wheels and brakes are the most significant contributors to aircraft component 

maintenance costs. Specifically, carbon brakes have a high initial cost, and their current 

Time-Based Maintenance (TBM) practice, which involves performing maintenance 

activities at fixed intervals, often leads to unnecessary inspections and increased aircraft 

downtime. Shifting to Condition-Based Maintenance (CBM), based on the actual health 

state of the brakes, can help reduce maintenance costs, increase aircraft availability, and 

enhance carbon brake life and safety as tailored insights can be provided to reduce wear. 

CBM is enabled by Prognostics and Health Management (PHM) studies, which 

focus on diagnosing current component health and predicting future conditions and 

performance. Carbon brakes and their maintenance are a significant revenue stream for 

manufacturers, who are also granted access to operational data from their customers. Big 

data analytics on such data enables innovative solutions to optimize brake maintenance. 

While traditional condition monitoring techniques lacked real-time predictive 

capabilities, the advent of Digital Twin (DT) technology and the abundance of 

multidomain data availability has given rise to a new DT-driven condition monitoring 

approach using enhanced data-driven methods such as Artificial Intelligence (AI) and 

Machine Learning (ML). This advancement enables predictive maintenance by allowing 

for timely detection and prediction of potential risks and failures. 

Still, the existing literature on carbon brake wear highlights several gaps. These 

include the lack of understanding of the effects that varying operational and 

environmental conditions have on carbon wear, the limited use of advanced ML 
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techniques on high-dimensional datasets from actual operations, and the lack of 

generalizability assessments and enhancements of predictive models across different 

domains (e.g., varying aircraft types). Therefore, this research aims to develop an 

optimized and generalizable data-driven methodology that predicts carbon brake wear 

based on various parameters, including aircraft-specific parameters, operational 

conditions, and environmental factors. 

This research addresses the identified gaps by developing a robust and repeatable 

methodology called AIM -Wear (Advanced Implementation of Machine Learning for 

Wear Monitoring). This framework is not only tailored for monitoring wear in aircraft 

brakes but can also be adapted to other components subject to wear. First, clustering 

techniques are used to identify brake wear patterns and varying ranges of aircraft, 

operational, and environmental parameters corresponding to different levels of wear 

severity. By integrating multidimensional datasetsðincluding aircraft data, weather 

conditions, and airport characteristicsðthis methodology captures a more comprehensive 

view of the factors influencing brake wear. The findings validate that clustering 

techniques with optimized hyperparameters reliably categorize brake degradation severity 

based on operational and environmental variables. The results highlight the ability of 

clustering algorithms, such as K-Means and DBSCAN, to achieve high accuracy in 

aligning with true wear labels while uncovering nuanced patterns and trends. This 

integration of clustering and feature selection through supervised methods like Random 

Forest not only enhances the understanding of wear dynamics but also enables more 

informed and proactive predictive maintenance strategies. This approach could also lead 
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to adjustments in duty cycle procedures, i.e., dynamometer brake performance tests, to 

better reflect actual operations.  

Next, supervised ML algorithms are used to develop classification models that 

better determine the severity of carbon brake wear based on varying operational and 

environmental conditions. Such capability allows flights experiencing excessive brake 

wear to be identified along with the influencing factors. A comprehensive benchmarking 

of classifiers revealed that the LGBM classifier is the best performer, achieving 

exceptional results across all metrics. A well-tuned Decision Tree classifier also 

demonstrated comparable performance, offering valuable interpretability. These models 

not only provide reliable predictions but also quantify prediction uncertainty, ensuring 

robustness in real-world applications. The findings validate that supervised ML methods 

are highly effective for predicting brake wear severity, highlighting the relevance of 

feature importance analysis in uncovering influential factors. Furthermore, the results 

emphasize the tradeoff between achieving high predictive performance and practicality, 

particularly minimizing false negatives, where actual high wear is predicted as lowða 

critical consideration for safety and operational deployment. 

The problem is then tackled as a regression task for more accurate and precise 

brake wear predictions using traditional ML and advanced Deep Learning (DL) 

techniques, allowing for a benchmark of multiple algorithms and assessing their 

suitability for DT modeling purposes. The findings reveal that traditional ML models, 

such as the Decision Tree Regressor, outperform DL models in terms of predictive 

performance, computational efficiency, and interpretability, which are critical for 

predictive maintenance in aviation. The Decision Tree Regressor achieves the lowest 
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Mean Squared Error (MSE) and highest Coefficient of Determination (R²), demonstrating 

consistency and efficiency in training. Advanced DL models, such as Long Short-Term 

Memory (LSTM), perform adequately (comparable R²) but require significantly longer 

training times, confirming that the performance gains from DL do not justify their 

complexity for this task, supporting the preference for traditional ML approaches. The 

findings also highlight the importance of selecting modeling techniques aligned with 

specific operational requirements, emphasizing the role of feature engineering and data 

preprocessing in enhancing model performance. Refined data handling by adopting a 

more granular approach to the data, such as using per-flight data without condensation or 

leveraging raw full -flight data, could further improve predictions.  

Both regression and classification models rely on the availability of wear pin 

signals from flight data, which indicate the percentage of carbon brake disk remaining. 

These signals are reported inconsistently, approximately every ten flights. To address 

this, Step 3 of the methodology also investigates the optimal frequency for collecting 

wear pin values, determining how often operators should report carbon brake thicknesses 

for aircraft lacking electronic wear pin sensors. This enables the development of 

supervised predictive models for such aircraft. The results confirm that increasing wear 

pin signal reporting frequency enhances predictive performance up to a threshold, beyond 

which further increases yield diminishing returns. The findings reveal the optimal 

reporting frequency for wear pin data to be every six flights, minimizing MSE while 

balancing data granularity and operational efficiency. This frequency supports precise 

wear pattern detection without overfitting or excessive noise, enabling maintenance staff 

to schedule inspections effectively.  
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Furthermore, the generalizability of the predictive brake wear models is assessed 

to determine whether specific models need to be developed for different data segments 

(or domains, such as diverse aircraft types), or if a single model can provide acceptable 

performance across the entire dataset. The findings reveal that a well-optimized 

generalized model effectively handles variations within the fleet, achieving robust 

performance across different aircraft types. This approach confirms that a single, 

generalized model trained on diverse data is more efficient and better performing than 

multiple specialized models. It also simplifies the maintenance strategy and reduces 

computational overhead by eliminating the need to store, deploy, and maintain multiple 

models. 

Lastly, Transfer Learning (TL) techniques are incorporated to explore their 

potential to enhance model performance across the different data segments, taken as 

distinct variants of the widebody aircraft. The findings reveal that TL significantly 

enhances model adaptability and performance on smaller or less representative datasets, 

such as the large-sized aircraft variantôs dataset. For instance, by leveraging knowledge 

from the broader datasets of the smaller-sized variants (Variants 1 and 2), significant 

reductions were achieved on the limited dataset of the larger-sized variant (Variant 3). 

These results confirm that TL not only boosts model generalizability across varied 

domains but also improves computational efficiency by reducing training and prediction 

times. This strategy enables the development of a unified, accurate model for predictive 

maintenance across diverse contexts. By reducing the need for multiple models and 

frequent retraining in Step 4 and the use of TL in Step 5, the AIM-Wear approach further 

optimizes resource use, supports reliable maintenance scheduling, and enhances 



© 2025 Collins Aerospace | This document contains no export-controlled technical data. 

 xxviii  

operational efficiency, directly benefiting the aviation industry's safety and cost-

effectiveness. 
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CHAPTER 1: INTRODUCTION  

In 2015, the Airline Cost Management Group at IATA released a report presenting 

the cost structure of 55 airlines, which, combined, account for 20% of the industry [1]. 

This report shows Maintenance and Overhaul being the third largest contributor to 

operating costs, amounting to 9.4% (~$13.4B), preceded by Fuel and Oil and Aircraft 

Ownership. While expenses for the latter are mainly uncontrollable or irreducible, there is 

potential to optimize costs through more efficient maintenance strategies and predictive 

analytics. Figure 1 below presents the operating cost structure for these airlines during 

Fiscal Year (FY) 2013. 

 

Figure 1 ï Airline Operating Cost Breakdown FY 2013 [1] 

More specifically, direct maintenance costs can then be divided according to 

activities like line maintenance, engine overhaul, and component maintenance. This 
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breakdown is also provided by IATA for FY 2013 and is presented in Figure A.1 of 

Appendix A [2]. While component maintenance accounts for only 15% of direct 

maintenance costs, it is still significant, amounting to ~$2B for the 55 airlines combined. 

The aviation consultancy ICF International further breaks down maintenance costs by 

components, as shown in Figure 2 [2]. In particular, it reveals that Wheels and Brakes are 

the most significant contributors to component maintenance, accounting for 30% of the 

cost (i.e., ~$0.6B for the 55 airlines). This revelation does not come as a surprise since 

wheels and brakes are, in fact, highly consumable. 

 

Figure 2 ï Component Maintenance Cost Breakdown [2] 

As in the design phase, airworthiness must be considered in all parts of the 

maintenance and repair phases [3]. The preventative maintenance of critical systems, 

such as brakes, and the corrective maintenance of non-critical systems, such as inflight 

entertainment systems, ensures aircraft airworthiness. Preventative maintenance often 

involves scheduled events, while corrective maintenance tends to repair systems once 
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they completely break down or fail, often leading to unscheduled events. The current 

preventative practice, Time-Based Maintenance (TBM), schedules maintenance activities 

based on fixed time intervals determined by a specified number of flight hours, cycles, or 

days, whichever comes first [4]. However, these scheduled events can often be omitted if 

the componentôs health condition is known beforehand [5]. As such, TBM practice can 

unnecessarily increase operational costs and aircraft downtime.  

For future practice, the aviation industry, among others, is shifting towards 

Condition-Based Maintenance (CBM), which is based on the real-time health status of a 

component [6]. CBM practice reduces Maintenance, Repair, and Overhaul (MRO) 

process time and costs and increases aircraft availability, enabling operators to maximize 

the utilization of their assets to boost revenue [7].  

Carbon brakes and their maintenance, also a part of the acquisition package, are a 

significant revenue stream for aerospace manufacturers such as Collins Aerospace. To 

enhance brake design and maintenance activities, manufacturers are granted access to 

their customersô operational data, allowing them to investigate and develop innovative 

solutions to optimize brake maintenance and reduce wear. Enhanced data-driven 

solutions are expected to ultimately reduce airline operating costs while increasing 

aircraft availability. 

To enable this shift towards CBM, fault diagnostics must first assess a componentôs 

current health state, and its future condition or Remaining Useful Life (RUL) must then 

be estimated via failure prognostics [8]. In turn, the projected RUL can help operators 

make more informed decisions on the optimal time to perform maintenance on the 
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component [9]. These two active research areas are part of a broader field known as 

Prognostics and Health Management (PHM). 

1.1 Overview of PHM 

PHM is an interdisciplinary field that aims to predict the future health and 

performance of systems or components based on real-time data analysis to avoid potential 

failures or performance degradation. It is a rapidly growing field, driven by increasing 

demand for predictive maintenance and the widespread availability of sensor data and 

other data sources. As more and more systems become connected and instrumented, 

PHM applications continue to grow exponentially. The PHM process collectively 

includes sensor data collection and preprocessing, diagnostics, prognostics, and 

maintenance decision-making, as illustrated in Figure 3 below [10]. It aims to optimally 

manage a systemôs health by minimizing the consequences of failure on operations and 

the associated costs, whether direct or indirect maintenance costs [11]. As such, it must 

also consider constraints such as the available maintenance resources and the operating, 

economic, and environmental requirements [12].  

 

Figure 3 ï Prognostics and Health Management Process [10] 
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While fault diagnostics and failure prognostics are vital aspects of PHM, they 

serve different purposes in predicting and preventing component failure. Fault 

diagnostics involves identifying a system's current health state, including the specific 

type of fault or failure that has already occurred, its location, and its severity [13]. It 

typically relies on techniques such as Fault Tree Analysis (FTA) or Root Cause Analysis 

(RCA) to identify the source of the problem [14]. As such, fault diagnostics is reactive 

and focuses on identifying and fixing an existing issue. 

On the other hand, failure prognostics involves tracking the time evolution of 

fault properties, predicting a system or component's future health and performance, and 

estimating the time interval left until the system or component reaches a failure threshold 

or breaks (i.e., RUL) [13]. Prognostics uses real-time data analysis and predictive models, 

such as data-driven or physics-based models, to estimate the future state or performance 

[14]. Thus, failure prognostics is proactive and focuses on predicting and preventing 

failures or performance degradation before they occur. Consequently, prognostics is used 

to explore questions about system criticality that could trigger actions for maintenance or 

repair [15]. The Venn diagram in Figure 4 summarizes the similarities and differences 

between diagnostics and prognostics. Both concepts are significant to PHM and are used 

to ensure the reliability and longevity of systems or components. 
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Figure 4 ï Relationship Between Fault Diagnostics and Failure Prognostics [16] 

1.2 PHM Enables the Shift to CBM 

By providing continuous monitoring and analysis of components and systems, 

PHM enables the shift from TBM to CBM. After collecting and examining data on a 

component's health state and performance, PHM systems can identify when maintenance 

is required based on its actual condition rather than a pre-determined maintenance 

schedule. This shift allows for more efficient and cost-effective maintenance practices 

accompanied by the following benefits [17]: 

1. Improved Maintenance Planning: PHM allows maintenance teams to identify 

potential issues before they occur, enabling them to plan maintenance activities 

proactively. Maintenance schedules can be optimized by grouping multiple 

components requiring service around the same timeframe, reducing the need for 

separate maintenance events and enhancing operational efficiency. 

2. Increased Aircraft Availability: PHM systems can also decrease asset downtime 

due to scheduled maintenance events by reducing unnecessary inspections. Such 

systems also reduce unscheduled events by monitoring component health and 
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detecting potential failures early. Both improve aircraft availability, enabling 

operators to maximize their assets' use and generate higher returns. 

3. Reduced Maintenance Costs: PHM systems also reduce maintenance costs by 

minimizing the frequency of maintenance activities (scheduled and unscheduled) 

and optimizing the use of resources (e.g., supply chain management, labor, etc.). 

This ultimately leads to decreased maintenance costs while preserving and 

improving component reliability. 

4. Improved Safety: As PHM allows for the early detection of potential failures or 

performance degradations, it can prevent catastrophic failures that could lead to 

aircraft accidents. For instance, if brake pad degradations are not detected early 

on, runway overrun events could occur, putting passengers and crew at risk. 

Detailed safety analyses, including Functional Hazard Assessments (FHAs) and 

Fault Tree Analyses (FTAs), which outline the risks associated with failing to 

decelerate the aircraft on the ground at both the aircraft and wheel brake system 

levels, can be found in Appendix C. 

5. Enhanced Performance: PHM provides insights into component performance, 

enabling the optimization of their lifetimes. For instance, if PHM studies show 

severe degradation of a particular component under a specific operating 

environment, operators could then find solutions that minimize degradation in that 

environment or plan to avoid it entirely. 

Given the above benefits, PHM is becoming an essential part of aircraft design to 

improve reliability, safety, and efficiency.  
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1.3 Future Designs Enable PHM 

PHM is increasingly being integrated into the design of future aircraft. The Advisory 

Council for Aeronautical Research in Europe (ACARE) expects all novel aircraft to 

incorporate essential elements needed for CBM by 2050 [18]. The several ways in which 

PHM is being incorporated into upcoming aircraft designs include: 

1. Sensor Integration: Future aircraft are being designed with the installation of 

numerous sensors to collect data about the performance and health of various 

components. These onboard sensors measure a myriad of parameters (e.g., 

temperatures, pressures, vibrations, etc.) and provide massive amounts of real-

time data that can be used to monitor system health [19]. Figure 5 below presents 

sample systems monitored onboard aircraft during operation. 

 

Figure 5 ï Onboard Sensors Monitor Aircraft  Systems During Operations [20] 
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2. Big Data Analytics: Advanced data analytics techniques are used to process and 

investigate the vast amounts of data the abovementioned sensors generate [21]. 

For instance, Artificial Intelligence (AI) and Machine Learning (ML) algorithms 

can detect anomalies, predict component degradations and potential failures, and 

recommend maintenance actions. 

3. Wireless Data Transmission: Wireless data transmission technology (e.g., 5G 

networks) is being used to transmit health data from the aircraft to ground-based 

maintenance teams in real-time [19]. This transmission allows for remote 

monitoring of the aircraft's health, enabling proactive maintenance activities and 

lowering the risk of sudden failures. 

The above drivers have given rise to a field called Integrated Aircraft (or Vehicle) 

Health Management, IAHM (or IVHM). IAHM is a concept that involves the integration 

of various PHM technologies and techniques to provide a holistic view of aircraft health 

[21]. These integrated systems are designed so that hardware and software work 

seamlessly together. As such, IAHM combines data from various sources, including 

sensor data, operational data, and maintenance records, to provide a complete picture of 

the aircraft's health and performance. It then uses advanced analytics techniques, such as 

AI/ML algorithms, to analyze the data and provide insights into potential issues.  

To encourage the use of the available data, the Federal Aviation Administration 

(FAA) released Advisory Circular (AC) 43-218 on 07/08/2022, guiding the certification 

of health monitoring systems in aircraft such that operators can develop and use their own 

IAHM programs [22]. The AC outlines the requirements for IAHM systems to be 

certified as a part of an aircraft's type design, as well as the methods for showing 
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compliance with those requirements. The AC covers several areas, including data 

transmission and security, data analysis and implementation, the maintenance of such 

programs, and the documentation and training of personnel on appropriately using the 

IAHM system [22]. 

1.3.1 Evolution of IAHM in Commercial Aviation 

Figure 6 below shows the evolution of IAHM in commercial aviation, which 

starts with the first-generation aircraft (e.g., B727, DC-9) that would monitor individual 

components or systems using push-to-test technology [23]. Typically, a button or switch 

in the cockpit tests a specific system to ensure its proper function. In the early 1980s, 

second-generation aircraft (e.g., B757, B767) began incorporating Built-In Test 

Equipment (BITE), a self-diagnostic tool that allows the avionics system to monitor itself 

for faults or malfunctions. BITE is designed to perform diagnostic tests automatically and 

continuously while the aircraft is in operation and can detect various problems, such as 

software and hardware failures. Then, third-generation aircraft (e.g., A320, B747-400) 

that were introduced in the late 1980s included a Centralized Maintenance Computer 

(CMC), which collects data from multiple sources for various systems (e.g., avionics, 

engines, and others) and analyses it to identify and troubleshoot potential problems. The 

CMC plays a chief role in maintenance programs, as it stores information about past and 

upcoming maintenance tasks and is used to plan activities more effectively. 
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Figure 6 ï Evolution of IAHM in Commercial Aviation  [23] 

 In the 1990s, fourth-generation aircraft (e.g., B777) were introduced with modular 

avionics, which refers to standardized and interchangeable components. In this 

architecture, each avionics system consists of several modules, each performing a 

specific function. These modules can be more easily replaced or upgraded as needed 

without requiring significant changes to the aircraft's wiring or other systems. This 

architecture thus allows for greater flexibility in configuring the avionics systems while 

also reducing weight and improving reliability.  

Most recently, the fifth-generation aircraft introduced in the 2000s (e.g., A380, 

B787) include Structural Health Management (SHM) capabilities, which require a variety 

of sensors to be implanted in different parts of the aircraft, such as the wings, fuselage, 

and landing gear. These sensors continuously monitor the loads and vibrations an aircraft 

experiences during operations and transmit this data to the central monitoring system in 

the cockpit. The SHM system detects structural changes or damage, including wear, 

cracks, and corrosion.  
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As highlighted in Figure 6, the industry-leading aircraft designed for IAHM is the 

Boeing 787 Dreamliner. It is known for its advanced technology and interconnected 

design, which positions it at the forefront of integration. The next-generation aircraft are 

expected to feature IAHM with prognostic capabilities. To reach such an advanced level 

of integration, prognostic models for specific aircraft systems are initially being 

developed and tested on the B787. 

1.3.2 Boeing 787 Dreamliner 

The Dreamliner is a widebody aircraft that can fly a more extended range than 

most commercial aircraft, allowing airlines to operate long-haul routes more efficiently 

and profitably. Table B.1 of Appendix B shows the three aircraft variants with different 

passenger capacities and ranges [24]. For instance, the 787-9 can achieve great distances 

up to 7,565 nm, which is ~61% greater than those conducted by the A321XLR [24, 25]. 

This revolutionary aircraft is unique in many ways. For instance, it is made 

primarily of composite materials, which are lighter and stronger than traditional 

aluminum, allowing for enhanced fuel efficiency and reduced maintenance costs [26]. In 

fact, the 787 is one of the most fuel-efficient commercial aircraft in operation, as it allows 

for a 20% reduction in fuel consumption compared to similar-sized aircraft [26]. This 

efficiency not only reduces operating costs but also the aircraft's environmental impact. 

Furthermore, the 787 incorporates more electric systems, eliminating the need for 

specific hydraulic systems that are heavy and can be a maintenance burden, thus enabling 

more efficient operations [26]. One such system is the 787's Electro-Mechanical Braking 

System (EMBS). 



© 2025 Collins Aerospace | This document contains no export-controlled technical data. 

 13 

The Dreamlinerôs braking system uses electrical rather than hydraulic actuation. 

The EMBS combines electric and mechanical components to apply pressure on the brake 

pads to slow down and eventually stop the aircraft. Figure 7 outlines the EMBS 

architecture, which uses 28V system power and includes wheel speed monitors, Brake 

System Control Units (BSCUs), Electronic Brake Power Supply Units (EBPSUs), and 

Electronic Braking Actuator Controllers (EBACs) for motor control [27].  

 

Figure 7 ï B787 Electro-Mechanical Brake System Architecture [27] 

This EMBS system controls the eight brakes on the 787ôs main landing gear [27]. 

Electric motors activate four actuators on each brake to apply force to the brake calipers, 

which press the five-rotor carbon disk assembly (i.e., heat stack or carbon brake pad) 

against the wheels [28]. The friction generated decelerates the aircraft until it comes to a 

complete stop. With time, the thickness of the carbon disk assembly reduces as it wears. 

Physical wear pins on each brake, as shown in Figure 8, visually indicate the remaining 

brake pad thickness [29]. The extent of wear pin protrusion directly reflects the brake 
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pad's level of degradation. As the brake pad material wears down, the wear pin slowly 

aligns with a reference surface, signaling that replacement is needed. 

 

Figure 8 ï Sample Wear Pin on an Aircraft  Brake [29]  

In addition, the 787ôs EMBS includes wear pin sensors that record the position of 

the actuators when pressed onto the carbon disks and deduce their remaining thickness 

[26]. These sensors are designed to monitor brake wear and indicate when replacements 

are needed. As such, they are an essential safety feature on the 787's braking system, as 

they ensure that the brake pads are replaced before they become too worn to provide 

effective braking. The 787 is the first commercial aircraft equipped with this technology. 

The electronic wear pin reading provided by the aircraft for each brake is typically more 

accurate than a simple visual inspection of the physical wear pin. However, this 

electronic measurement is taken inconsistently every ten or so flights, just before landing, 

as the brakes are still ócold-soakedô (i.e., when they are still cold from cruising at high 

altitudes for prolonged periods). Thus, this data allows for semi-instantaneous wear state 

analyses of the brakes, eliminating the need for physical measurements of the wear pins 

by ground engineers and facilitating the creation of solutions to optimize current brake 

maintenance practices, which are detailed as follows. 
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1.4 Brake Maintenance 

Aircraft brake maintenance can be categorized into scheduled and unscheduled 

maintenance. Unscheduled events occur when a problem is suddenly detected or when a 

component fails unexpectedly [30]. Such events may include emergency repairs to the 

braking system, replacing a brake component that has failed prematurely, or conducting a 

special inspection after an abnormal event, such as a hard landing or a Rejected Takeoff 

(RTO). Indeed, incidents associated with high brake energies continue to occur [29]. One 

example is the runway overrun of flight WN1248 at Chicago Midway in 2005 caused by 

untimely use of reverse thrust, lack of crew familiarity and training of the autobrake 

system, and operational uncertainties as the flight experienced more tailwind than 

expected. This event resulted in multiple injuries and one death [31]. Figure 9 below 

shows the aircraft following the event. 

 

Figure 9 ï N471WN Runway Overrun at Chicago Midway in 2005 [31] 

On the other hand, scheduled maintenance, performed under TBM, involves routine 

inspections, cleaning, lubrication, adjustment, and replacement of brake components at 

predetermined intervals. The maintenance schedule may be based on the number of flight 

hours, landing cycles, or calendar time [32]. In the case of brake pads, visual inspections 
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of wear pins are performed by ground engineers at these fixed intervals, which can vary 

depending on the type of aircraft, operating conditions, regulatory requirements, and the 

manufacturerôs recommendations. For instance, aircraft operators may schedule brake 

inspections every certain number of days. Subsequently, the brake pads are replaced if 

the wear pins are worn beyond a certain threshold. However, these inspections are often 

unnecessary as carbon brakes typically conduct thousands of landings before they are 

entirely worn. As such, conducting frequent inspections can be pricey and laborious and 

may lead to unnecessary replacement of brake pads with remaining useful life. 

The wear pin sensor on the B787 is designed to decrease the number of 

unnecessary brake inspections by providing a more accurate and reliable way to monitor 

brake pad wear. It intends to detect when a brake pad has worn down to a certain level; at 

this point, an alert is sent to the maintenance system that the brake pad needs to be 

replaced. This real-time condition estimate reduces the frequency of unnecessary 

inspections and replacements, saving time and resources while ensuring the continued 

safe operation of the aircraft [23, 33]. Figure 10 below illustrates how PHM systems 

generally allow eliminating scheduled maintenance checks before a componentôs 

performance level reaches a pre-defined threshold. This approach increases the 

maintenance-free operating period (MFOP), which refers to the duration an asset can 

operate without requiring planned maintenance, thus enhancing efficiency and reducing 

unnecessary downtime [34]. Given the wear pin sensor values, the EMBS on the 787 

could be one of the first cases where a CBM policy substitutes a TBM policy [35]. This 

maintenance practice revolution is also accompanied by a shift in brake pad material for 

reasons detailed subsequently. 
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Figure 10 ï Elimination of Scheduled Maintenance Tasks via PHM [23] 

1.5 Shift from Steel to Carbon Brakes 

Aircraft are increasingly adopting carbon brakes over steel brakes. This shift is 

driven by numerous factors, including weight savings, improved performance, and 

reduced maintenance requirements [36]. Even though carbon brakes have higher initial 

and overhaul costs, they are preferred for several reasons [36].  

First, carbon brakes are made from lightweight, high-performance materials that 

can withstand high temperatures and provide excellent stopping power [36]. Because of 

this, they help lower the aircraft's overall weight, reducing fuel consumption and 

operating costs. The weight savings comparison between carbon and steel brakes of 

several aircraft is shown in Table B.2 of Appendix B. Carbon brakes also have excellent 

wear characteristics at high temperatures, primarily dependent on the number of 

applications, which leads to a longer service life than steel brakes and helps reduce 

maintenance costs and aircraft downtime [36]. 
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In addition to weight savings and improved performance, carbon brakes are also 

less susceptible to corrosion than steel brakes, and they are immune to welding, which 

happens when the parking brake is applied too soon after a high energy stop (e.g., RTO) 

and the rotors and stators of steel brakes fuse. Moreover, carbon brakes are less 

susceptible to fade when the brakes overheat or when the friction material is worn [36]. 

As such, carbon brakes require less frequent maintenance and can provide better 

reliability and consistency over time.  

 Given the benefits of carbon brakes, their demand is projected to increase [37, 

38]. Market Research Reports projects a Compound Annual Growth Rate (CAGR) of 

6.19% from 2021 to 2028 for aircraft carbon brakes, with commercial brakes accounting 

for over 90% of the global market [37]. Table 1 below captures this projected growth. 

Additionally, Table B.3 of Appendix B lists a variety of aircraft equipped with a specific 

carbon brake product, whether electrically actuated (e.g., B787) or hydraulically actuated 

(e.g., A320) [39]. Given this upsurge in carbon brake demand, it is vital to understand 

what causes their wear, as will be discussed next. 

Table 1 ï Aircraft Carbon Brake Market  Size [37] 

2021 Market Size 2028 Market Size (est.) CAGR* Growth 2021-2028 

$1.24B $1.89B 

6.19% 
Commercial Brake 

Revenue Contribution 

Aftermarket Segment 

Revenue Contribution 

90.51% 93.64% 
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1.5.1 Carbon Brake Wear 

Carbon brakes are designed to last a certain number of landings, called Landings 

Per Overhaul (LPO). Generally, the brake manufacturer will provide a recommended 

LPO for the specific brake model, which may be based on factors such as the design of 

the brake, the padding materials, and the expected operations. For example, the 

recommended LPO for the B787ôs carbon brakes is typically around 2,000 landings [40]. 

The manufacturer usually designs and tests carbon brakes for a specific aircraft as a óone-

size-fits-allô for all customers despite varying operations, as the design LPO is found via 

a pre-determined set of duty cycles. 

Duty cycle testing for aircraft brakes involves subjecting the brake assembly to 

simulated braking events (e.g., hot or cold taxi events, landing events) to evaluate their 

performance and durability under diverse conditions. This testing aims to ensure that the 

brakes can withstand the demands of normal and abnormal flight operations and safely 

bring the aircraft to a stop in various circumstances. However, current duty cycle testing 

poorly reflects the operational variations of different airlines and route structures, which 

is why inaccurate lab-to-field LPO projections exist. Aircraft-specific factors (including 

the weight and type of the aircraft), airport characteristics (such as runway length and 

elevation), environmental factors (such as static air temperature and relative humidity), 

and operating conditions (like flight duration and turnaround time) can all impact the 

wear and tear on the brakes, affecting the overall LPO [29, 32, 36].  

In addition to diverse operating conditions, airline maintenance practices can also 

play a vital role in determining the LPO for carbon brakes. Regular inspections and 
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maintenance can help detect and address issues affecting a brakeôs performance and 

longevity, thus extending its service life and reducing the need for overhaul. Furthermore, 

the pilot's technique also has a significant impact on the overall LPO, including the 

number of braking applications used, the timeliness of braking, along with the use of the 

autobrake system, reverse thrust, and speed brakes  [29, 32, 36]. 

Notably, airlines often pay for brakes on a per-landing basis, meaning they incur 

costs as they use the brakes. As such, LPO is decisive in determining manufacturer 

contract pricing for airline customers, as it helps both parties plan for future maintenance 

requirements and estimate costs. Brake manufacturers typically use the operator's average 

LPO from previous years to determine Cost Per Aircraft Landing (CPAL) rates. 

However, this approach does not consider estimates of future LPOs, as it does not 

account for changes in operating conditions or other factors that may impact brake wear 

and maintenance requirements. 

To improve the accuracy of LPO estimates for contract pricing, brake 

manufacturers may use various factors in addition to an operator's historical LPO data, 

including the type of aircraft, operating environment, and maintenance history, as well as 

data from sensors and monitoring systems that track brake performance in real-time. 

Examples of operational factors that affect carbon brake wear are discussed in more 

detail below.  

1.5.2 Operational Effects on Carbon Brake Wear 

The wear of aircraft carbon brakes can be influenced by many operational factors, 

including [29, 32, 36]: 
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1. Landing weight: The aircraft's weight at landing explicitly impacts the wear of 

carbon brakes. Heavier aircraft typically generate higher kinetic energies 

during landing, resulting in higher brake temperatures and potentially 

increased wear. Landing weight is influenced by factors such as onboard fuel, 

cargo load, and passenger count. According to Boeing, carbon brake wear is 

much less sensitive to airplane weight than steel brake wear [36]. 

2. Landing speed: The speed at which an aircraft lands can also affect carbon 

brake wear. Higher landing speeds can result in higher brake temperatures and 

more aggressive braking, potentially leading to increased wear. Boeing also 

highlights that carbon brakes are much less sensitive to airplane speed than 

steel brakes [36]. 

3. Piloting techniques: The piloting techniques employed during landing and 

taxiing can also significantly affect wear. Smooth and consistent braking and 

proper use of thrust reversers and other deceleration methods can help 

minimize brake wear [32]. Moreover, the frequency and intensity of brake 

usage during landing and taxiing can also impact carbon wear. As mentioned, 

Boeing reports that carbon brake wear primarily depends on the number of 

brake applications. One firm brake application causes less wear than several 

light applications, and maximum brake life can be achieved during taxi using 

a few long, moderately firm brake applications [36].  

4. Environmental factors: The aircraft's operating environment, such as ambient 

temperature and humidity, can also affect carbon brake degradation. For 
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instance, higher ambient temperatures can increase brake temperatures and 

slow brake cooling [29]. 

5. Runway conditions: The runway's condition, including factors like runway 

surface, length, and slope, can also impact carbon wear. Runways with rough 

surfaces, shorter lengths, or steeper slopes may require more aggressive 

braking and lead to increased wear. 

6. Maintenance practices: The effectiveness of aircraft maintenance practices 

(e.g., brake inspections, cleaning, lubrication, etc.) can also impact carbon 

brake life [32]. Proper maintenance ensures that brakes are functioning 

optimally, minimizing wear. 

Additionally, carbon brake wear can also vary depending on the aircraft type and 

its operations. In another report published by Boeing regarding brake energy 

considerations in flight operations, it is stated that short-haul flights with short turnaround 

times appear more prone to brake problems [29]. Short-haul flights are often 

characterized by frequent takeoffs and landings, leading to more aggressive braking, 

higher brake temperatures, and potentially increased wear. Boeing continues to state that 

short-haul flights can be just as detrimental to brakes as a single high-energy stop (e.g., 

RTO); this is primarily due to insufficient time for cooling between landings, which is 

affected by environmental conditions and ground operations (e.g., use of portable fans) 

[29]. Note that cooling may also be uneven between brakes. Furthermore, short-haul 

flights typically involve smaller aircraft that may have higher landing speeds, which can 

result in higher brake temperatures and potentially more wear. The landing weight of 
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these smaller aircraft may also be proportionally higher relative to their brake size, which 

can further exacerbate the wear. 

As such, flight operations tend to minimize the amount of energy going into brakes in 

numerous ways, including using reverse thrust promptly upon landing, using the 

minimum autobrake level consistent with operational requirements, conducting a more 

extended rollout on appropriate runways, following recommended taxi techniques in the 

Flight Crew Training Manual, and using inflight gear extended cooling, which is the most 

effective cooling method according to Boeing. Finally, the flight crew can also use 

onboard brake cooling fans if present [29]. 

While there is a general understanding of the operational and environmental factors 

that can impact carbon brake wear, the exact relationships and magnitudes of these 

effects are still poorly understood. Carbon brake wear is a multifaceted phenomenon 

involving numerous features, such as brake temperature and pressure, and the interactions 

between these features. As such, their combined effects on brake wear are not yet fully 

characterized. Additionally, the wear mechanisms of carbon brakes are complex, 

involving processes such as oxidation, abrasion, and thermal degradation. Various 

operational and environmental factors can affect these wear mechanisms, but the precise 

impact of each factor on carbon wear is still missing. Consequently, further research is 

needed to clarify the operational and environmental conditions impacting carbon brake 

wear. A better understanding would help improve brake designs, maintenance practices, 

and operational procedures to optimize brake performance, extend brake life, and reduce 

maintenance costs. 
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1.6 Observations and Research Goal 

The goal of this research is to: 

Develop a condition monitoring strategy for aircraft carbon brakes to reduce 

associated maintenance costs and provide tailored operational insights to enhance brake 

life and aircraft safety. 

The need for such a strategy is supported by the fact that wheels and brakes are the most 

significant contributors to aircraft component maintenance costs [1]. The latter is further 

exacerbated by current TBM practices that lead to unnecessary inspections and increased 

aircraft downtime, motivating a shift to CBM to schedule maintenance based on the real-

time status of components [8-11]. 

Moreover, the effects of various operational and environmental conditions on 

carbon brake wear are still not fully understood, stressing the need for continuing 

research in this area. By leveraging PHM capabilities, this research will develop a CBM 

approach for carbon brakes tailored to specific operational conditions, improving brake 

life and aircraft safety while reducing maintenance costs. This approach will be based on 

detailed brake performance and wear data analyses, considering different factors such as 

diverse flight operations and environmental conditions. Ultimately, this research aims to 

develop a comprehensive and effective condition-monitoring strategy that operators can 

use to optimize carbon brake maintenance and enhance aircraft safety and availability. 

This dissertation is organized as follows. Chapter 2 presents background 

information on traditional condition monitoring strategies and the emergence of DT 
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technology. Chapter 3 then details the problem formulation, which focuses on the 

predictive model development as part of a broader DT-driven condition monitoring 

strategy for aircraft carbon brakes while considering offline model optimization. 

Subsequently, Chapter 4 reviews the relevant literature regarding the modeling and 

prognostics of brake wear across the aerospace and automotive industries and highlights 

limitations. Chapter 5 discusses the formulation of research questions and the 

development of corresponding hypotheses and experiments. Chapter 6 then presents the 

available datasets for this research.  

The methodology is summarized in Chapter 7, and the implementation and results 

of each step are presented next. Chapter 8 discusses the first step of the methodology 

developed to cluster distinct brake wear patterns, addressing Research Question 1. 

Chapter 9 then discusses a supervised ML approach to classify different brake 

degradation severities that flights experience and the results of implementing this 

approach, addressing Research Questions 2.1-2.3. Subsequently, Chapter 10 addresses 

the problem as a regression task to predict continuous wear values using conventional 

ML and Deep Learning (DL) techniques. It also explores finding the optimal reporting 

frequency of the available wear pin signals, thereby addressing Research Questions 2.4 

and 2.5. Chapter 11 then presents the development and application of a methodology to 

assess model generalizability, examining whether using a generalized model on the entire 

dataset or separate models for each domain (i.e., data segment) is more effective for 

predicting carbon wear experienced by the brakes of different aircraft variants. It also 

evaluates the potential of Transfer Learning (TL) to enhance model generalizability 

across the widebody aircraft variants, directly addressing Research Questions 3.1 and 3.2. 
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Finally, Chapter 12 concludes this research work and outlines future directions for further 

study. 
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CHAPTER 2: BACKGROUND  

Traditional, data-driven techniques have long been the cornerstone of maintenance 

strategies in condition monitoring, providing valuable insights into system health. 

However, the landscape has experienced a transformative shift with the advent of Digital 

Twins (DTs), ushering in a novel approach known as DT-driven condition monitoring. 

This chapter delves into the limitations of traditional methods, the rise of DTs, and their 

pivotal role in shaping a new method for condition monitoring that enables predictive 

maintenance. 

2.1 Traditional Condition Monitoring (CM)  

Data-driven condition monitoring methods have improved with advancements in 

sensor and communication technologies and data mining techniques. However, 

challenges persist in providing explainable and reliable results due to several limitations, 

including  [41]: 

1. Limited data availability and inadequate data quality: Traditional CM 

techniques often rely on limited data sources due to insufficient sensing and 

data inaccessibility, especially in harsh environments such as high-

temperature areas surrounding aircraft brakes. Some sensors may also be 

incapable of measuring specific parameters, such as temperature or pressure, 

limiting the ability to detect potential issues. Additionally, traditional 

techniques may not consider outside influences, such as environmental or 

process changes that can impact component health. For these reasons and 
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others, the available data is often not rich enough to train robust algorithms 

[42]. 

2. Limited modeling capabilities: Traditional techniques may rely on simple 

statistical models or rule-based systems to analyze data, limiting their ability 

to identify complex patterns or relationships. For example, the performance 

degradation of a component evaluated using historical data via statistical 

methods may only illustrate the average degradation [41]. Traditional 

techniques have also struggled to predict diverse future operational conditions 

that are difficult to estimate using traditional sensors and data mining. 

Moreover, traditional methods can find it challenging to handle large volumes 

of data, even if available. 

3. Weak ability to support real-time decision-making: Traditional techniques 

may generate alerts or reports that require manual interpretation and analysis, 

which can delay decision-making and increase the risk of unplanned 

downtime. They typically lack real-time data flow and can only offer 

reference material rather than optimal and final decisions [43]. For example, 

an engineer or technician may need to intervene and manually review multiple 

data sources to determine the optimal maintenance time. 

Traditional condition monitoring techniques may struggle to provide 

comprehensive, accurate, and timely information about component health. As such, they 

lack the capability for real-time prediction, which can limit their ability to detect potential 

issues, optimize maintenance schedules, and prevent unscheduled maintenance events. 

Given these limitations, many organizations are turning to more innovative methods, 
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such as ML and big data analytics, to enable predictive maintenance, a proactive 

maintenance approach enabled by leveraging large amounts of data and models that 

facilitate real-time decision-making. One artifact that combines several concepts, such as 

AI/ML or physics-based models, to create an updated and holistic representation of an 

asset's behavior and condition is the DT. The following section will introduce the DT 

concept and detail its expansion to encompass condition monitoring, revolutionizing how 

maintenance strategies are developed and executed. 

2.2 Digital Twin  (DT) 

The notion of DT originally appeared in aerospace in the 1970s, where it was used 

to mimic the behavior of multifaceted systems such as spacecraft [44]. Later, in the early 

2000s, its theorization was proposed by Dr. Grieves during a Product Lifecycle 

Management course. He described the DT as a system consisting of physical products in 

the real space, from which information flows to virtual products in the virtual space [44]. 

Then, in 2010, NASA defined the DT in aeronautics as ñan integrated multi-physics, 

multi-scale, probabilistic simulation of a vehicle or system that uses the best available 

physical models, sensor updates, fleet history, etc., to mirror the life of its flying twinò 

[44]. This definition refers to simulations often used to support system design, 

verification, and validation [44]. The evolution of the definition of a DT is shown in 

Figure 11 below. 
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Figure 11 ï Development of the DT Definition [44] 

Post 2010, the definition of DTs evolved to focus more on the industrial sector 

[44]. For instance, Lee et al. proposed the DT as an improvement in predictive 

manufacturing and defined it as an on-cloud simulation [45]. Similarly, Rosen et al. 

specified that DTs allowed for realistic predictions and decision-making support by 

merging real data with simulations [46]. Chen then also defined the DT as an electronic 

model of a system that embodies all functionalities and the relations between them [47]. 

Later, specific authors recognized the DT as a representation of the production system 

that integrates simulations and data from various sources across the product lifecycle 

[44]. Another recent definition claims that the DT is a virtual illustration of a system 

recurrently updated with its performance data [44]. 

DTs have seized increased attention from academia and industry due to their ability 

to simulate and inform the development of novel product design, production, and service 

strategies. The AIAA Digital Engineering Integration Committee concisely defines a DT 

as a ñvirtual representation of a connected physical assetò enabled by the incessant data 
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exchange between the virtual and physical counterparts [41, 48-51]. The benefits of DT 

span the entire product lifecycle, from early in the development phase, throughout the 

manufacturing and service phases, until later in the disposal phase. This research will 

focus specifically on the use of DTs in the service phase for performance health 

monitoring and maintenance, as shown in Figure 12 [48]. 

 

Figure 12 ï Benefits of DT Throughout the Entire Lifecycle 

2.2.1 Expansion of DT for CM 

DT technology has created both new opportunities and difficulties for condition 

monitoring. In one respect, DTs can deliver a complete view of a componentôs health and 

performance as they integrate data from several sources, including real-time sensor data, 

historical data, or data generated from simulations. This fusion of data can enable more 

effective and proactive maintenance decision-making. 

Conversely, the complexity and scale of DT systems raise multiple challenges for 

condition monitoring. As DTs may involve multiple subsystems and layers of data, 

monitoring and analyzing this data often requires advanced analytics tools and expertise. 

This data also needs continuous updating so that the DT remains an accurate 
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representation of the behavior of the real system. Confirming the DTôs reliability is 

critical, as errors or inaccuracies can lead to poor maintenance decisions or operational 

failures. 

In mid-2022, Lui et al. conducted a methodical literature review on the theoretic 

and hands-on development of DTs in progressing condition monitoring [41]. Specifically, 

it is pointed out that the growing trend of papers in both the óexperimentationô and 

óprototypeô categories implies that DT-driven condition monitoring is moving towards 

real-world application [41]. Moreover, a relation mapping of all the keywords directly 

linking condition monitoring to DTs is conducted, as shown in Figure 13 [41]. As 

expected, AI/ML plays a significant role in the emergence of DT-driven condition 

monitoring to determine RUL and enable predictive maintenance. 

 

Figure 13 ï Relation Mapping of Keywords in 95 Publications [41] 

As such, the emergence of DT technology has given rise to a new approach to 

condition monitoring, which leverages real-time data to produce virtual models that 
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mirror system performance. For instance, AI/ML algorithms analyze the data and detect 

patterns, deviations, or anomalies in the system's behavior. The virtual representation 

allows for real-time monitoring of the system's condition and predicting potential failures 

before they occur. This growing approach to condition monitoring is driven by multiple 

factors, which will be discussed next. 

2.2.2 Drivers of DT-Driven CM 

DT-driven CM relies on data integration from the actual and virtual systems to 

provide an inclusive understanding of a componentôs health and performance. It is a 

customized and immediate process to assess the current health state and simulate 

different scenarios [52]. Multiple factors drive the shift towards the use of DTs in CM. 

First and foremost, it is supported by abundant data, as sensors and other data sources 

make multidomain data increasingly available [41]. The data is also multilevel, meaning 

that a componentôs data can be combined with the higher-level system data and stored in 

integrated databases, which store holistic information across the componentôs entire 

lifecycle. Moreover, the rapid advancements in AI/ML technologies have enhanced the 

capabilities of DT-driven CM, making it increasingly viable and effective [41]. Such 

advanced data-driven methods include: 

1. Performance Evaluation: Individual performance of components or assets 

can be recorded across varying operating conditions [53, 54].  

2. Anomaly Detection: Outliers can be more easily identified since variables in 

locations that are hard to access or under extreme conditions can now be 

monitored (e.g., brake temperatures) [55, 56].  
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3. Health Monitoring : Real-time DT variables can be leveraged to generate a 

Health Indicator (HI) for the component [42, 57]. 

4. RUL Prediction : RUL can then be found using a model that estimates the 

damage of the particular failure mode [43, 58-60]. 

By identifying and addressing issues promptly, complex system performance can be 

optimized, leading to increased operational efficiency and productivity. 

Another main driver of DT-driven CM is the requirement to shift toward 

predictive maintenance [41]. The DT produces updated information, enabling forecasts of 

future behavior to extend the lifespan of parts [61, 62]. Thus, it is essential to advocate 

integrating DT and CM techniques to realize predictive maintenance [41]. This 

integration enables proactive maintenance, where activities can be planned based on the 

actual system condition, reducing downtime and maintenance costs compared to those 

incurred by traditional preventive or reactive approaches. The next section further details 

the transition from corrective maintenance to predictive maintenance. 

2.3 Maintenance Mode Shift Ү Path to CBM+ 

Maintenance (MX) can be broadly categorized into hierarchical levels based on the 

method taken to manage the components or assets, including corrective MX, preventative 

MX, condition-based MX (CBM), and condition-based MX plus (CBM+), as shown in 

Figure 14. To begin with, corrective MX, also known as reactive or breakdown 

maintenance, involves repairing or replacing the component after it fails or breaks down. 

This approach is typically characterized by unplanned downtime due to the need for 

unscheduled maintenance events, which are only performed after the equipment no 
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longer functions appropriately [63]. While corrective maintenance can be cost-effective 

for non-critical components with low failure consequences, it can result in higher long-

term costs, increased downtime, reduced part life, and higher safety risks, especially 

when conducted on critical components such as aircraft brakes.  

The next level is preventive maintenance, also known as Time-Based Maintenance 

(TBM) or planned maintenance, which aims to reduce the risk of equipment failure by 

scheduling systematic inspections or maintenance tasks at predetermined intervals. These 

intervals are based on a fixed schedule or specific usage parameters (e.g., operating 

hours), allowing for proactive management of potential issues before they result in failure 

[63]. This approach is generally fleet-based; for instance, A320 family aircraft are 

required to undergo an A-check every 120 days, 750 flight hours, or 750 flight cycles, 

whichever occurs first [64]. Such schedules enable early detection and resolution of 

potential issues, reducing the risk of unexpected breakdowns and enhancing asset 

reliability. However, preventive maintenance can lead to over-maintenance or under-

maintenance, as it does not account for the actual condition of each component. For 

example, scheduled inspections or maintenance events may be redundant for aircraft 

carbon brakes, which are typically designed to last around 2,000 landings for the B787 

[65]. These scheduled tasks increase downtime and operational costsðcosts that could be 

minimized if real-time brake condition monitoring were available, allowing for 

maintenance based on actual wear and usage.  

Consequently, there is a shift toward Condition-Based Maintenance (CBM), a 

proactive approach that relies on real-time or near-real-time monitoring and data analysis 

to assess the health and performance of components [17, 66, 67]. By continuously 
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tracking asset conditions and performance trends using sensor data, maintenance 

activities are performed only when needed, based on actual system requirements. This 

approach enables optimized maintenance schedules, reduced downtime, and extended 

asset life [67]. However, implementing CBM requires investment in sensors, monitoring 

systems, and data analysis capabilities, making it resource-intensive upfront. While initial 

costs are higher, CBM offers long-term savings through reduced maintenance and 

operational expenses [63, 68]. 

Recently, the Department of Defense (DoD) introduced CBM+, an evolved 

approach to predictive maintenance that builds upon CBM by incorporating advanced 

technologies and methodologies, including AI/ML, DTs, Physics of Failure (PoF), and 

digital simulations. At its core, AI and ML algorithms drive CBM+ by delivering data-

driven insights into component or asset health and performance [63, 68]. These 

algorithms process large volumes of data, such as maintenance logs and operational 

metrics, to detect patterns, anomalies, and trends that reveal maintenance needs. 

Advanced analytics not only uncover hidden relationships and forecast future events but 

also evaluate the impact of different maintenance strategies, directly supporting decision-

making [69].  

DTs add another dimension to CBM+ by integrating sensor and operational data 

with other relevant information to create a detailed, real-time view of asset health [41]. 

Through DTs, maintenance teams can conduct scenario analyses, what-if simulations, 

and risk assessments, making maintenance planning more precise and adaptable [52]. By 

enhancing predictive performance and reliability, DTs enable better-informed 

maintenance decisions, optimize resource allocation, and reduce downtime. This 
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integrated approach maximizes the value of maintenance strategies, improving asset 

management and operational efficiency across the lifecycle of critical systems.  

In addition, integrating techniques such as PoF into CBM+ provides valuable 

insights into the physical mechanisms driving component degradation and failure [63]. 

PoF leverages physics-based models, material science, and engineering principles to 

predict the likelihood and impact of component failures under a range of operational 

conditions [14, 70]. This information can help fine-tune maintenance schedules, 

determine optimal maintenance actions, and design assets that are both reliable and 

robust.  

Digital simulation further enables the creation of virtual environments that 

accurately replicate asset behavior and performance under diverse conditions. These 

simulated environments are invaluable for training and strategic decision-making, 

allowing maintenance teams to explore various scenarios, assess maintenance strategy 

effectiveness, identify potential issues, and optimize operations without resorting to 

physical testing methods, such as costly dynamometer brake testing [41, 52]. This 

approach yields substantial time savings, reduces costs, and minimizes the risk of 

unexpected failures.  

In essence, the maintenance approaches, summarized in Figure 14, span from 

reactive strategies, such as corrective maintenance, to proactive, predictive approaches 

like CBM. The DoDôs CBM+ framework builds on CBM by incorporating AI/ML and 

DTs, among other advanced analytics, facilitating a proactive, data-driven strategy that 

provides a comprehensive view of asset health and performance [63, 68]. By leveraging 
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CBM+, organizations can develop maintenance schedules tailored to specific component 

needs, optimize resource allocation, reduce downtime, and extend asset life, thus 

enhancing operational efficiency and reliability. 

 

Figure 14 ï Four Levels of Aircraft Component Maintenance 

This shift toward predictive maintenance, or CBM+, is fundamentally reshaping 

not only how maintenance strategies are implemented but also how systems engineering 

processes are structured. It is accompanied by a transition from a traditionally document-

focused mindset to a dynamic digital engineering mindset, which serves as the foundation 

for the evolution of DT-driven strategies, as will be explored in greater detail in the next 

section. 

2.4 Transition to Digital Engineering 

In systems engineering, the development and verification of safety-critical 

components, such as aircraft brakes, have traditionally relied on a document-centric 
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approach [71]. This approach is well-represented by the systems engineering V-model, as 

shown in Figure 15 [72]. The V-model illustrates the systematic flow from requirements 

definition to system validation and certification. On the left-hand side of the V, 

requirements are decomposed from the system level down to individual components. On 

the right-hand side, the process transitions to integration and verification, where each 

component and system-level requirement is validated against predefined criteria [71-73]. 

 

Figure 15 ï Systems Engineering V-Diagram [72] 

This method provides a clear, structured framework for ensuring that design 

objectives are met and that all systems comply with regulatory and operational 

requirements. However, a noteworthy limitation of the document-focused methodology 

lies in its static nature, as engineering teams often depend on disconnected elements (e.g., 

requirements documents, design specifications, test plans, and verification records), 
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which can lead to process inefficiencies, redundant efforts, and challenges in maintaining 

traceability, especially as systems become more complex [71]. 

For instance, in the context of aircraft braking systems, the traditional approach relies 

heavily on maintaining separate documents for various stages of the systems engineering 

process. Failure modes are defined through comprehensive safety assessments, such as 

Fault Tree Analysis (FTA) and Functional Hazard Analysis (FHA), which are further 

detailed in Section C of the Appendix [74, 75]. These documents are complemented by 

additional records that outline software and hardware design specifications, as well as 

detailed methods for component-level verification and validation. While this document-

centric approach has proven effective in ensuring safety and compliance, it can become 

increasingly cumbersome and rigid when faced with the need to rapidly integrate new 

operational insights. For example, developing predictive analytics tools using the wealth 

of data generated from in-service operations often requires iterative updates. However, 

the siloed nature of traditional documentation makes this process time-consuming, limits 

collaboration, and increases the risk of inconsistencies across the lifecycle [71]. These 

challenges highlight the need for a more integrated and flexible approach. 

The evolution of DT-driven condition monitoring offers an opportunity to shift away 

from the traditional document-centric mindset, paving the way for a more dynamic and 

integrated approach to systems engineering. By embedding operational and design data 

into a unified digital framework, DTs facilitate a digital engineering approach that 

enables real-time updates, greater traceability, and enhanced collaboration across 

disciplines, all while maintaining the rigor of traditional safety verification. This 

transition closely aligns with the progression from the V-diagram to the Model-Based 
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Engineering (MBE) Diamond, shown in Figure 16, representing a transformative shift in 

systems engineering practices [71]. Unlike the linear and static nature of the V-diagram, 

the MBE Diamond emphasizes an integrated and iterative approach that spans the entire 

lifecycle of a system. At the core of this framework is the concept of the Digital Thread, 

which connects all stages of developmentðdesign, modeling, simulation, delivery, and 

ongoing serviceðthrough a seamless and unified flow of information, enhancing the 

ability to manage complex systems effectively [71, 76]. 

 

Figure 16 ï MBE Diamond [71] 

This framework fosters seamless collaboration across disciplines by embedding real-

time data and system models into every phase of the lifecycle. For instance, during the 

service phase of aircraft brakes, the Digital Thread enables advanced performance health 

monitoring by integrating real-time operational data from braking systems and other 

relevant systems. This data, gathered through onboard sensors, is fed into the system 

models to assess wear, predict remaining life, and optimize maintenance schedules. These 

insights ensure that in-service data drives actionable outcomes, such as identifying 
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abnormal wear patterns or scheduling proactive maintenance, ultimately improving safety 

and operational efficiency. 

By leveraging the Digital Thread in the service phase, the MBE Diamond overcomes 

many of the limitations of the traditional document-focused mindset. It eliminates silos, 

reduces redundancy, and enhances traceability, ensuring that every stakeholder has access 

to a single source of information [71]. This holistic approach not only improves 

efficiency but also ensures that safety-critical components, such as aircraft braking 

systems, meet rigorous certification and operational standards throughout their lifecycle. 

Building on this foundation, the next chapter discusses the problem formulation for 

creating a DT-driven condition monitoring approach for aircraft carbon brakes, enabling 

their predictive maintenance. 
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CHAPTER 3: PROBLEM FORMULATION  

As previously mentioned, traditional condition monitoring techniques lack the 

capabilities for accurate, real-time predictions [41, 43]. The emergence of DT technology 

gives rise to a new approach to condition monitoring [41, 52]. Supported by multidomain 

data availability throughout the componentôs lifecycle and advanced analytics 

capabilities, DT-driven condition monitoring can revolutionize maintenance practice, 

enabling the shift toward predictive maintenance [41, 52]. Figure 17 shows a 

representation of the DT concept. During the service phase, for instance, the physical 

system supplies in-flight measurements through flight records and operational data to the 

virtual system, which, in turn, provides improved operation settings and an optimized 

maintenance schedule for the physical system. 

 

Figure 17 ï Representation of DT Concept [52] 

 



© 2025 Collins Aerospace | This document contains no export-controlled technical data. 

 44 

3.1 DT-Driven CM Framework for Carbon Brakes 

In the case of aircraft carbon brakes, a DT-driven CM strategy would first track and 

predict the degradation profile of the carbon heat stack to eventually guide decision-

making regarding the optimal time to replace the brake. This process involves the 

creation of a DT of the brake pad that integrates data from various sources, such as 

onboard sensors and weather reports. The DT would be used to imitate the behavior of 

the actual carbon heat stack, which is critical for safe operations. By continuously 

monitoring and analyzing data from the DT, the strategy can track the degradation rate of 

the brake pad and forecast when it will reach a failure threshold. Ultimately, the DT-

driven approach can enable decision-making around the optimal time to replace the brake 

by providing a more accurate and timely system health assessment.  

Figure 18 below provides a visual for the framework of the DT-driven CM strategy of 

aircraft carbon brakes. Sensor measurements from various onboard systems, including the 

braking system, are collected from the physical system and preprocessed. Additional 

features can also be generated from the operational data. Environmental factors can 

supplement the sensor data to enhance the digital brake model by better depicting the 

conditions that the system experiences in operation. This use of multiple data sources to 

align the physical system with its digital representation is known as the physical-to-

virtual connection (P2V) [12]. Various modeling approaches, such as data-driven, 

physics-based, or hybrid methods, can be leveraged to create the Digital System (DS) 

[12]. The P2V connection also includes fault diagnostics and failure prognostics to 

anticipate the brake's imminent health status and the progression of its degradation, as 

discussed in Section 1.1 [12]. Maintenance personnel or engineers can then use these 
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results to decide on the optimal time to replace the brakes or provide recommendations 

on reducing wear based on specific operational requirements. This process, known as the 

virtual-to-physical connection (V2P), is only partially automated, as it includes human 

involvement and must be addressed promptly to prevent unforeseen malfunctions 

requiring unscheduled maintenance [12]. 

 

Figure 18 ï DT-Driven Framework for Aircraft Carbon Brakes  

Highlighted in Figure 18, Uncertainty Quantification (UQ) and Optimization (OPT) 

are essential elements of the entire DT process as they better characterize the actual 

system in the digital realm, refining the correctness and effectiveness of the digital model 

[77]. UQ involves evaluating and quantifying the uncertainties associated with the data 

used to develop the DT models and those associated with the models and algorithms 

themselves [77]. It involves identifying and characterizing the sources of variability and 

assessing their impact on predictions. Example techniques for UQ include sensitivity 

analysis, probabilistic modeling, and Monte Carlo simulation [77]. 
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OPT also serves a crucial function in all dimensions of the DT and can be segmented 

into two main groups. The first is offline optimization, which occurs during the P2V 

connection development, before deploying the DT [77]. This type of optimization 

includes sensor placement optimization, which entails finding an ideal way to collect the 

data to maximize the value of information [77]. Offline OPT also includes optimizing the 

physical system modeling. For example, this involves enhancing the performance and 

efficiency of ML algorithms by generating and selecting the most relevant features and 

most suitable algorithms, tuning hyperparameters, and optimizing the model architecture 

[77]. The second category is online optimization, which occurs as part of the V2P 

connection after the DT has been deployed and is in operation [77]. For instance, this can 

involve identifying the optimal time for maintenance or replacement of a component.  

As emphasized in Figure 18, this research focuses on developing the DT model as 

part of the overall DT process. Incorporating UQ and OPT into the process makes it 

feasible to create more accurate and dependable models to improve decision-making and 

boost system performance. The forthcoming subsection will explore the diverse modeling 

approaches that DTs can harness to replicate the actual system's behavior in a virtual 

environment. 

3.2 DT Foundation ï Advanced Modelling Methods 

Modeling methods are essential in creating a digital replica of the physical system. 

Advanced modeling techniques enable the digital model to characterize component 

behavior in diverse operating conditions [12, 77]. Depending on the objective and 

complexity of the DT, modeling techniques are commonly categorized into [12]: 
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1. Physics-based modeling (or first-principles modeling): This method uses the 

underlying physical laws and principles governing a system. Physics-based models are 

typically based on mathematical equations that accurately represent the behavior of the 

physical system under different situations. To simulate the varying physical effects, these 

mathematical models are usually solved by software, such as Computational Fluid 

Dynamics (CFD) or Finite Element Analysis (FEA) programs. As such, they are high-

fidelity models [43]. However, they are often complex and require a high level of 

expertise to develop, which can be time-consuming, computationally intensive, and 

costly. To reduce their complexity, these models typically rely on simplifying 

assumptions, which can also limit their performance and applicability to specific 

scenarios [78, 79].  

2. Data-driven modeling: This method uses statistical analyses or AI/ML algorithms 

to identify trends and connections within the data without necessarily considering the 

system's underlying physics or mechanisms [80]. This method is especially valuable 

when the underlying physical process is poorly understood or when the modeled system 

is complex and has many interdependent variables [12]. The primary benefit of data-

driven modeling lies in its capacity to encapsulate nonlinearities between the variables 

and to make predictions based on the learned relationships [12, 80]. Typically, these 

methods are more efficient, lower-fidelity models that are easier and faster to develop 

than physics-based models [12]. However, they often lack interpretability and 

generalizability. Since these models do not incorporate the system's underlying physics, 

they may not be able to extrapolate beyond the range of the training data [80-82].  
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3. Hybrid modeling: This method combines the strengths of physics-based and data-

driven modeling to form a more accurate depiction of the physical system [12]. Hybrid 

models can grasp the complex interplay between different system components and are 

suitable for simulating the system's response under varied conditions [83-85]. 

Given this, model selection is typically a tradeoff between model fidelity and 

computational efficiency [12]. Model fidelity refers to how well the model represents the 

real-world system, whereas computational efficiency refers to how quickly the model can 

be run and the computational resources it requires (e.g., memory footprint, run time, etc.). 

More complex models, such as physics-based models, are often higher-fidelity models 

since they are constructed upon detailed knowledge of the system's underlying physics 

[12]. However, these models are typically more computationally expensive. Instead, data-

driven models can be more efficient but may not capture all system complexities [12]. 

Thus, the model selection hinges on the particular application, the availability of the data, 

and the computational resources at hand. For this research, a data-driven approach is 

chosen, as detailed below. 

3.3 Data-Driven Model Selection for Modeling Aircraft Carbon Brake Wear 

This research focuses on data-driven modeling methods for predicting aircraft 

carbon brake wear for several reasons. First, there is an absence of a well-known equation 

for aircraft carbon brake degradation that depends on aircraft-specific parameters in 

combination with operational and environmental factors. For instance, duty cycle testing 

currently varies parameters such as initial temperature, initial/final speeds, and 

deceleration rate (i.e., torque). However, parameters such as ambient conditions are not 



© 2025 Collins Aerospace | This document contains no export-controlled technical data. 

 49 

controlled. Additionally, attempting to model the physics behind carbon brake wear 

through CFD or FEA can be complicated and time-consuming. In contrast, data-driven 

models can establish a direct relationship between operating scenarios and brake 

degradation, identifying intricate wear patterns to forecast RUL from extensive datasets 

[12, 86].  

Data-driven models can also be scaled to multiple systems that experience wear 

without requiring specific domain knowledge [12, 87, 88]. Moreover, they can make 

predictions rapidly, even though a real-time requirement is not needed in this case, since 

a prediction on the order of days is sufficient to reroute an aircraft for maintenance. In 

addition, using data-driven modeling does not pose a significant risk since regulatory 

bodies mandate an inspection interval much shorter than the expected brake life. For 

instance, a visual inspection of the brake wear pins is required at each wheel removal, 

whose time interval varies depending on the aircraft type [32]. The intervals for checking 

the brake wear indicators for various types of Airbus aircraft, as given by each of their 

Maintenance Planning Documents (MPD), are shown in Table 2 below. For the above 

reasons, data-driven models are selected as the focus of this research. 

Table 2 ï MPD Intervals to Check Brake Wear Indicator [30] 

A300/A310 A320 Family A330/A340 A350 A380 

8 days 6 months or 100 

flight cycles 

42 flight 

cycles 

10 days 7 days 
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3.4 Research Objective 

Specifically, this research leverages various ML algorithms to understand and 

predict carbon brake wear. Even though they are low-fidelity models, they can achieve 

sufficient predictive performance in estimating carbon degradation, given vast amounts 

of quality data [70]. As such, this research aims to develop an optimized, generalizable, 

data-driven methodology to predict aircraft carbon brake wear based on a vast set of 

parameters. The desired attributes of this methodology include the ability to rely on a 

comprehensive, real dataset from the operations to assess the impact of varying aircraft-

specific parameters (e.g., aircraft weight, speed, etc.), operational factors (e.g., flight 

time, turnaround time, etc.), environmental conditions (e.g., static air temperature, 

relative humidity, dewpoint, etc.), airport characteristics (e.g., runway length, elevation, 

etc.), and their various interactions on carbon brake wear. The methodology should also 

be able to handle large and complex datasets, optimize model hyperparameters, and 

quantify the uncertainty of the predictions. Moreover, it should provide insights into the 

most impactful factors influencing wear and be generalizable and transferable across 

different domains or specialized data segments, such as diverse operating conditions or 

aircraft types. 
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CHAPTER 4: LITERATURE REVIEW  

Before proceeding further, it is essential to review pertinent background information 

and related materials on monitoring carbon or steel brake pad wear in the aerospace and 

automotive industries, whether or not DT technology is involved.  

4.1 A Survey of Literature 

This section synthesizes the existing literature, discusses the instrumental 

advancements in brake wear modeling, and highlights the challenges involved. 

4.1.1 Proprietary Modeling: First DT of Aircraft Landing Gear 

In collaboration with Infosys engineering services, GE built the first DT of aircraft 

landing gear [89]. They initially identified typical failure points where sensors could be 

placed to monitor wear, leading to the addition of 34 sensors, including hydraulic 

pressure and temperature sensors [89]. Advanced analytics in real-time led to the creation 

of the DT, which is continuously updated. The sequential data is collected once per 

second (on average) and is utilized to identify irregularities and diagnose any issues. 

Predictive analytics is then run to determine the landing gearôs RUL to prevent unplanned 

downtime [89]. Note that the modeling is proprietary, and no insight is given on the 

technique used. Figure A.2 of Appendix A shows the pump sensor dashboard, which uses 

confidence intervals to quantify uncertainty in the pumpôs output pressure predictions. 
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4.1.2 Data Deficiency: Overlooking Environmental and Operational Effects on Wear 

 Certain studies exemplify the shift towards leveraging historical and real-time 

operational data (although limited) in ML algorithms for various purposes. Oikonomou et 

al. evaluate the viability of prompt RUL prognostics using historical data collected from 

three similar widebody aircraft from an airline's fleet, where each is equipped with eight 

brakes [35]. It is emphasized that the inherent data stochasticity requires using 

methodologies with uncertainty quantification. As such, the authors evaluate three 

probabilistic, data-driven methods: 1) Non-Homogeneous Hidden Semi-Markov Model 

(NHHSMM), 2) Artificial Neural Network (ANN) with Bootstrapping, and 3) Bayesian 

Linear Regression (BLR) [35]. A six-flight moving average window is employed as part 

of data preprocessing, which diminishes a model's ability to detect abrupt degradation 

events. The inputs consist solely of one sensor value indicating brake pad thickness and 

the number of performed flights, without considering other aircraft-specific parameters or 

environmental conditions. Evaluation metrics are applied while ignoring the first 25% of 

the brake's life, which was justified by stating that early predictions are unreliable due to 

limited data availability at the time, future operational uncertainties, and that all the 

models converge close to ground truth as end-of-life approaches [35]. However, reporting 

metrics for only the last 75% of the brake's life is misleading because the model may 

perform poorly in earlier stages while performing well in later stages. Hence, assessing 

the model's performance over the entire life of the brake, not just a portion, is important 

to ensure that it is reliable and accurate. For instance, the NHHSMM model drastically 

fails to capture the ground truth at the beginning of the brake's operational life, as shown 

in Figure A.3 in Appendix A. Results show that the ML models (ANN with bootstrapping 
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and BLR) outperform the statistical model (NHHSMM), with bootstrapped ANNs being 

best-performing. Still, the ML models could not accurately forecast the RUL for outliers 

(i.e., degradation sets that experience much shorter or longer lifespans) reserved for 

model testing, demonstrating a limited generalization capability [35]. This work relies on 

a few sensor inputs (excluding various operational and environmental parameters), shows 

limited generalization capability for outliers,  and demonstrates that even advanced 

algorithms struggle with accurate predictions despite transparent linear relationships in 

the data [35]. 

In another effort, Hsu et al. implemented a health assessment and RUL prediction 

method for landing gear based on a PHM framework shown in Figure A.4 of Appendix A 

[90]. They leveraged the vibration recording from the integrated flight control 

accelerometer to generate ten time-series signal distribution parameters (e.g., amplitude). 

The vibration data was nonuniformly sampled, which is not ideal for analysis, and only 

two features were chosen to train ML models after feature selection. As such, this work 

also overlooked the effects of operational and environmental parameters on wear. 

Logistic regression was leveraged to find a Health Indicator (HI), which oscillated 

heavily potentially due to external factors. Hsu et al. admit that wear changes depending 

on operation, asset usage, and asset age; however, no insight was given on what may 

have caused this oscillation. Instead, the effects of noise and missing data were again 

minimized using a moving average technique (just as in Oikonomou et al.ôs work), 

resulting in an updated HI that presented a degradation trend less sensitive to abrupt 

events. Next, the AutoRegressive Integrated Moving Average (ARIMA) method was 

used to estimate RUL. Predictions corresponded to a forewarning of about two to three 
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months, which was deemed sufficient by the partner operator [90]. However, these results 

would not be adequate for manufacturers or airlines requiring improved predictive 

performance, such as a forewarning on the order of days, to reroute aircraft for 

maintenance in a timely fashion. 

 Few studies address the impact of varying operational and environmental 

conditions on braking efficiency. Travnik et al. leverage ML techniques to predict 

Friction-Limited (FL) landings, where the braking effectiveness between the tires and the 

runway is reduced, leading to skidding [91]. Even though they do not directly predict 

brake wear, they uncover insights into the complex interplay between landing 

circumstances and braking performance using inputs such as atmospheric, precipitation, 

runway, and aircraft-specific features. Their partner, Aviation Safety Technologies 

(AST), used proprietary software to transform sensor data (e.g., brake pressure) into 

quantifiable metrics of aircraft braking upon landing and provided a large dataset of 

millions of landings labeled with a binary FL indicator (i.e., target variable). XGBoost is 

found to be the best-performing model, followed by Random Forest. Travnik et al. train 

another model that excludes aircraft-specific features, enabling forecasting with only a 

marginal decrease in performance and proving that environmental factors play a 

substantial role in determining aircraft braking action. This finding is also supported by a 

feature importance analysis using Shapely Additive Explanations (SHAP), which 

highlights relative humidity and air temperature as the most essential features [35, 92]. 

This work avoids feature selection, engineering practices, removal of correlated 

variables, or dimensionality reduction prior to model training to preserve 

interpretabilityða decisive aspect in aviation. The authors further propose using 
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unsupervised techniques, such as clustering, on FL scenarios to identify distinct root 

causes (e.g., icy runways), which could provide valuable insights for runway 

maintenance; however, they leave this investigation for future work [91]. Travnik et al.'s 

research marks progress in recognizing the impact of environmental factors on braking 

performance. Still, a thorough analysis that includes a wider range of factors affecting 

carbon brake wear remains necessary. 

4.1.3 Simulating Variability: Addressing Data Gaps and Model Generalizability 

While ML models can demonstrate superior performance in predicting wear rates 

and maintenance needs, challenges persist in generalizing models to accommodate 

diverse operational lifespans and conditions [93, 94]. For instance, the models developed 

by Oikonomou et al. struggle with brakes exhibiting atypical wear patterns, emphasizing 

the need for models that can adapt to a broader array of operational scenarios [35].  

 Due to limited operational data availability, many studies rely on test rig 

experiments or software to simulate operational variability. In one effort, De Martin et al. 

developed the preliminary stages of a PHM system designed for electro-mechanical 

brakes (i.e., E-brakes) [95]. The physics-based model developed in their preceding paper 

simulates the entire landing process, assuming a balanced touchdown, meaning no roll 

angle and an even weight spread between both main landing gear legs [96]. Note that, in 

reality, aircraft might not conduct perfectly symmetric touchdowns, especially in 

challenging weather conditions such as strong crosswinds. A synthetic database is built 

using this high-fidelity model, and Gaussian noise is applied to the parameters. Only a 

few features are considered: 1) the time delay between the initiation of motor shaft 
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motion and when the braking torque rises from zero, 2) the angular rotation between 

these timesteps, and 3) the autocorrelation between the force parameter and a reference 

database of its nominal values [95]. As such, the inputs to the diagnostics and prognostics 

do not consider the varying operational effects. For fault detection, a simple technique, 

where the inputsô distributions are contrasted with reference benchmarks of normal 

operational behavior, is used. Particle filtering is then leveraged for prognosis, which is 

considered valid for preliminary analyses but unsuitable for DT purposes. The resource-

intensive nature of particle filtering and the potential inaccuraciesðdue to the 

assumptions and simplifications associated with sampling strategiesðhinder its 

effectiveness in capturing complex interactions and limit the DT's real-time capabilities. 

Thus, research for more accurate and efficient prognosis techniques is still needed. 

In another effort, Magargle et al. highlight that current methods for component 

health management heavily leverage data science and limited physics and are restricted in 

applicability to diagnostics [43]. They emphasize the need for higher-value capabilities, 

such as DTs. As such, they use a physics-based strategy for heat monitoring and 

predictive maintenance of automotive brakes [43]. Their simulation-based ñDTò (i.e., 

integrated, numerical model) is subjected to diverse failure modes to produce abnormal 

pad wear and sensor signatures. Wear is found via an FEA analysis and the Archard wear 

model, the formula for which is shown in Figure A.5 in Appendix A. During the 

simulation, constant pressure is exerted on the external surfaces of the pads that interact 

with the rotor spinning at a steady speed. Several pressure and speed combinations are 

simulated to generate a wear response surface at the chosen points on the brake pad, and 

results are obtained for normal and abnormal Antilock Braking System (ABS) and sensor 
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operations. The authors suggest developing additional detailed physical models to 

support more operating conditions [43]. This high-fidelity, physics-based model is 

valuable for acquiring sensor patterns of faulty scenarios essential for training ML 

algorithms. However, it does not represent a DT as it was not connected to any real-time 

data from the vehicle.  

Cao et al. also use AI/ML algorithms to predict brake pad life in the automotive 

industry [97]. They simulate braking events on a test bench while varying parameters 

such as initial speed or temperature. They state that previous research has focused mainly 

on physical models and statistical analyses, which typically ignore randomness, sudden 

changes, and nonlinearities [97]. One example is Zhang et al.ôs work that combines the 

FEA method with an Archard wear model and uses a statistical approach to find the 

likelihood of failure [98]. As such, Cao et al. acknowledge that ignoring the effects of 

varying environments on wear reduces model performance significantly. Therefore, they 

use Long Short-Term Memory (LSTM) networks and ANNs to solve the complex 

connection between wear loss and braking conditions [97]. The best performance is 

found using ANN with Back Propagation (BP). However, no insight is provided into the 

importance of features or an understanding of which braking conditions most affect wear. 

The authors also admit that the design of the braking settings on test setups should better 

reflect actual operations. Figure A.6 of Appendix A captures their online prediction 

systemôs interface [97]. 

Steffan et al. also study the impact of friction, load, and Revolutions Per Minute 

(RPM) on wear using various ML regression techniques [93]. Changes in the frictional 

force are used to predict the degree of wear while keeping the RPM constant and vice 
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versa. The experimental data is obtained from a pin-on-disc setup. Linear regression 

displays the lowest Root Mean Square Error (RMSE) for both analyses, which prompts 

the authors to suggest using the model for diverse, large-scale vehicles in particular. The 

authors further emphasize that forecasting wear rate without concurrent real-world 

experiments remains a significant obstacle [93]. Several other authors have also resorted 

to using test setups. For instance, Chetan et al. use multivariate linear regression to 

calculate wear and note a limitation in experimental setups: the assumption that specific 

parameters (e.g., speed) are constant [99]. These parameters vary in real life, and more 

advanced ML methods can be leveraged if operational data is available. Kareem et al. 

also use ANNs and experimental tests to predict brake wear and temperature. 

Additionally, Szczypinski et al. estimate the pad/disk friction coefficient with respect to 

external conditions [100, 101]. 

4.1.4 ML Challenges: Explainability , Generalizability , and Computational Efficiency 

Burnaev develops and tests several ML pipelines for brake pad wear prediction 

using time-series classifiers [102]. It is stated that Deep Neural Networks (DNNs) lack 

interpretability and are commonly forbidden, especially when the goal is to deploy 

models into production. Such approaches are also typically too computationally heavy to 

be used onboard aircraft. The input features comprise ~400 time-series signals that are 

not explicitly specified. This work aims to observe sensor signals during braking events 

and accurately predict the brake pad condition (i.e., ñnew,ò ñused,ò or ñworn outò). After 

preprocessing the data, two types of models are developed. First, models without history 

(or first-level models) are constructed, which do not consider the chronological order of 

events. XGBoost is found to be the best-performing model (accuracy ~0.7). To improve 
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predictions, models with history (or second-level models) are then constructed by taking 

the resulting probabilities from the first-level model and feeding them into the secondary 

model. Figure 19 below shows the structure of these models, which use several 

consecutive braking events to make a prediction.  These models led to an improved 

accuracy (~0.85) deemed sufficient for real-life usage. The optimal model identified uses 

Logistic Regression on top of the first-level XGBoost model; this model is lightweight 

and can thus be implemented onboard. Using a deep Recurrent Neural Network (RNN) 

achieves similar accuracy but is much more computationally demanding. This 

heavyweight model can be implemented in the cloud and is expected to achieve higher 

accuracy if trained on a larger dataset [102]. 

 

Figure 19 ï Structure of Burnaev's Models with History [102] 

Choudhuri et al. present a novel approach for predicting brake and disc wear 

using ANNs to simulate dynamometer-based testing. This approach can forecast wear for 

novel designs; however, its effectiveness is specific to a particular driving style and route 

configuration [103]. As such, no insight is provided into how varying route structures and 

driving characteristics affect wear. The data is generated from dynamometer tests for 

multiple brake pads under different braking regimes, which may or may not reflect the 

vehicleôs actual operations and overlook environmental parameters. An ANN using 

gradient descent with momentum backpropagation achieves an accuracy of ~60% [103]. 
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However, the prediction error for high speeds is observed to be more significant than that 

for low speeds. Instead of optimizing this model to enhance generalizability or retraining 

it on a larger dataset, Choudhuri et al. then designed two separate ANNs: one to predict 

low-speed wear and another to predict high-speed wear, which improves accuracy to 

~85% [103]. However, multiple models involve increased maintenance effort, system 

complexity, training time, and computational and storage costs. 

 Harish et al. examine the impact of vehicle and road attributes on the dynamic 

forces exerted on the brake system by simulating different fault conditions using a brake 

setup and a static road simulator under constant speed and brake force [104]. Statistical 

parameters are extracted from vibration signals, and features are identified using a 

greedy-based attribute evaluator (i.e., best first search). Driving scenarios are split into 

three conditions: low-speed (30-40 kmph), medium-speed, and high-speed (>80 kmph); 

however, only low-speed conditions are used to develop ML classification models, and 

LogitBoost Meta provides the top accuracy. The authors highlight that experimenting 

with various speed ranges and operating conditions is still needed to develop more 

generalized models [104]. 

Küfner et al. emphasize the need for predictive maintenance solutions that 

instantly derive knowledge from data using ML in decentralized computing systems 

[105]. As part of their study, ML is used to produce a wear model and detect the 

operational condition of the plant. First, feature extraction is conducted by applying a 

short-time Fourier transform on the continuously collected current parameters, which are 

then used to train RNNs to classify individual degrees of wear. The signals are produced 

using an experimental configuration for wear simulation with constant air pressure and 
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speed, which, as previously discussed, may not be accurate in reality. Due to the pad 

material's homogeneity and the test setup's constant parameters, the wear behavior is 

assumed to be linear. The Gated Recurrent Unit (GRU) model achieved an accuracy of 

over 95% and is exceptionally accurate for critical wear stages. The algorithms are then 

integrated and deployed in an embedded system for semi-instantaneous wear detection 

and forecasting at the machine's edge. Model optimization (e.g., increasing the quantity 

of GRUs, hidden layers, or width of analysis windows) is limited by the available 

resources (i.e., hardware at the machine's edge) [105]. In addition, the model is restricted 

in the amount of training data available. Consequently, it could not recognize additional 

conditions missing from the training data [105]. The transferability of the model to other 

manufacturing applications is identified as potential future work. 

4.2 Observations from Literature and Refined Research Objective 

Multiple vital observations can be made from the body of literature discussed 

above.  

4.2.1 Need for Understanding Operational and Environmental Effects on Carbon Wear 

The operational and environmental effects on carbon brake wear are still poorly 

understood due to the limited availability of operational data, neglect of such data, or 

reliance on experimental setups and software simulations that lack real-world variability. 

4.2.1.1 Limited Data Availability or Overlooking Operational/Environmental Factors 

First, the availability of comprehensive, multisource, multi-modal, and real-time 

operational data is generally limited. For example, Oikonomou et al. predict RUL based 
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on the number of previously performed flights and one sensor parameter (i.e., percentage 

of brake pad remaining) from three similar aircraft [35]. Their study does not consider 

environmental factors such as static air temperature or aircraft-specific parameters such 

as weight and speed. The data is also smoothed over a six-flight moving average window, 

making the model less sensitive to abrupt degradation events, which may or may not be 

caused by external or operational factors. Hsu et al. admit that brake degradation changes 

with the operating environment, intensity usage, and the aircraftôs age as their initial 

health indicator oscillates heavily. However, they do not consider the impact of noise. 

Instead, they also apply a moving average, making the new health indicator less sensitive 

to sudden degradation incidents [90].  

In addition, few studies account for external factors such as weather conditions. As 

a result, there is still a lack of insight into their effects on carbon brake wear. For 

example, Travnik et al. show that relative humidity and static air temperature are 

associated with causing friction-limited landings and suggest using clustering algorithms 

to uncover the different underlying mechanisms [91]. 

4.2.1.2 Simulating Operational Variability Using Test Setups or Software 

In addition, numerous studies simulate data using software or test rigs, where 

specific parameters are assumed to be constant (e.g., speed, pressure, etc.) and thus not 

representative of actual operations. For example, Magargle et al. developed a simulation-

based ñDTò for automotive brakes without real-time vehicle data [43]. Steffan et al. also 

highlight that predicting brake wear rates requires simulations or experiments, as real-

time operational data is unavailable [93]. A drawback of using test setups is the need to 



© 2025 Collins Aerospace | This document contains no export-controlled technical data. 

 63 

make assumptions that may not accurately reflect real-life behavior. For instance, Küfner 

et al. assume linear wear behavior since specific test setup parameters remain constant. 

De Martin et al. simulate landings on a test rig under a symmetric touch-down 

assumption, which is challenging to achieve in reality during severe weather [95, 105]. 

Cao et al. also state that the design of braking conditions on a test setup should better 

represent actual operations [97]; however, collecting such data requires abundant 

experiments and is time- and resource-consuming. Even if such resources were available, 

the collected data would not have the inherent variability of data from actual vehicle 

operations.  

As such, the need remains to assess the impact of variations in aircraft-specific 

parameters, operational and environmental conditions, airport/runway characteristics, and 

their combinations on aircraft carbon brake wear using a large amount of actual and 

multisource operational data. 

4.2.2 Need for Advanced Modeling Techniques 

Even when adequate data is available, degradation modeling still presents many 

limitations.  

4.2.2.1 Use of Traditional Statistical or ML Techniques 

Previous studies have focused on statistical or conventional ML techniques instead 

of more advanced approaches such as ensemble methods and deep learning models. 

Performance degradation assessed through historical data using statistical techniques can 

only showcase an average level, making the predictions for diverse operational conditions 
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challenging to estimate. As Cao et al. mention, physical models and statistical analyses 

often ignore sudden changes and nonlinearities in degradation [97]. Another example is 

De Martin et al., who estimate RUL using particle filtering as a preliminary method and 

acknowledge that a more accurate prognosis technique is still needed [95]. Conversely, 

Oikonomou et al. prove that ML models (e.g., ANNs & BLR) outperform statistical 

models (e.g., NHHSMM), and they emphasize that advanced algorithms must be used 

even when a clear linear relationship exists between the inputs and the RUL [35]. 

Similarly, Chetan et al. use multivariate linear regression. However, they suggest that 

higher-level ML algorithms can be used if real-life data is available, where the assumed 

constant parameters on the test rig will vary [99].  

4.2.2.2 Lack of Model Explainability and Interpretability 

Another issue with current modeling capabilities is their lack of interpretability. 

Burnaev states that modern approaches using deep neural networks (e.g., RNNs) are non-

interpretable and too computationally heavy for onboard use [102]. To address 

explainability, Travnik et al. identify globally important features causing FL landings 

using SHAP, but they do not explore local explanations. The latter would allow for a 

more granular understanding of model behavior by highlighting the dynamics of features 

for specific predictions (e.g., only the FL samples in Travnik et al.'s study) [91, 92]. For 

example, certain features may appear globally insignificant but hold substantial local 

relevance (i.e., meaningful only in specific situations). 
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4.2.2.3 Limited Uncertainty Quantification and Transparency 

An additional issue present in the literature is modeling without considering 

uncertainty quantification. For instance, Choudhuri et al. use ANNs without uncertainty 

quantification when modeling brake wear, whereas Oikonomou et al. highlight the 

necessity of quantifying uncertainty due to the inherent data stochasticity, and they 

indeed utilize such approaches [35, 103]. While GE includes 80% and 95% confidence 

intervals in their landing gear parameter forecasts, their modeling technique is entirely 

proprietary [89]. This lack of transparency can raise concerns about the prediction, and 

potential flaws in the approach may go undetected. Proprietary modeling also restricts the 

potential for others to build upon the techniques, hindering innovative collaboration and 

leading to a lack of standardization in the field. 

4.2.2.4 Lack of Structured Approach for Offline Model Optimization 

Another issue commonly observed in the literature is the lack of a structured 

approach to the offline optimization of algorithms (i.e., selecting the most suitable model 

and its optimal hyperparameters and architecture). For instance, multiple studies report 

optimal model architectures where hyperparameter tuning is based solely on trial and 

error. One such example is Küfner et al.'s work, which states that the quantity of the 

RNN's hidden layers is restricted by the computing resources on the edge device [105]. 

Burnaev also does not provide insights into how the hyperparameters are selected for 

each model considered [102]. 
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4.2.2.5 Limited Predictive Performance of Models  

Current modeling methodologies in the literature are also limited in their predictive 

capabilities due to the limited amount of data available or since the influence of real and 

diverse braking conditions is ignored. The need for more data on which to train models is 

acknowledged. For example, Burnaev mentions that the heavyweight model (deep RNN 

combined with XGBoost) developed would be expected to achieve enhanced 

performance if trained on a larger dataset [102]. Hsu et al. use logistic regression and 

time-series forecasting to achieve a forewarning of 2-3 months, which is considered 

sufficiently accurate by the partner operator [90]. However, manufacturers might 

consider such a prediction window unacceptable. As such, there is still a need to apply 

more novel techniques, such as deep learning techniques (e.g., LSTM, GRU) and 

ensemble methods (e.g., Random Forests), that can handle real, large, and complex 

datasets with uncertainty quantification to predict aircraft carbon brake wear with 

improved performance (i.e., on the order of days). 

4.2.2.6 Poor Model Generalizability 

Most models developed for brake life prediction in the aerospace and automotive 

industries are specific to a particular operating condition or vehicle type. For example, 

Oikonomou et al. use data from three aircraft of the same type to develop their models 

[35]. They also do not consider the effects of varying operations and reserve outlier cases 

that experienced significantly higher or lower brake life for model testing only. 

Choudhuri et al. also report higher prediction errors for high-speed braking than low-

speed braking, which they resolve by creating two separate neural networks (i.e., one for 
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low-speed prediction and another for high-speed prediction) instead of optimizing their 

first model [103]. It is essential to highlight that having separate models is not ideal as it 

increases the required model maintenance effort, training time, and computational costs. 

Choudhuri et al. also state that their model can predict wear for a particular kind of 

driving over a specific route, implying poor generalizability and transferability [103]. 

Similarly, Harish et al. simulate different fault conditions on a brake setup considering 

only city driving conditions (i.e., low-speed driving), and the performance of their models 

is not assessed under different circumstances [104].  

It is also observed that data collected from simulations typically assumes that 

specific parameters are constant, so their variations are not considered part of model 

performance assessments. For example, Küfner et al. generate current signatures using a 

test setup for brake wear simulation under constant air pressure and speed, and Magargle 

et al. calculate wear using FEA simulations assuming constant pressure and rotor velocity 

[43, 105]. Thus, a need remains to assess model generalizability across different vehicle 

types, operating conditions, and environmental factors.  

4.2.3 Research Gaps, Objective, and Overarching Hypothesis 

In brief, several research gaps are identified in the literature on brake wear 

modeling. These include a limited understanding of how different aircraft-specific 

parameters, operating conditions, and environmental factors affect carbon brake 

degradation. Another issue is the restricted use of advanced ML techniques with 

uncertainty quantification that can handle high-dimensional datasets for carbon brake 

wear prediction. In addition, there is a lack of generalizability assessments of predictive 
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models across various operations and environments. These gaps have guided the 

development of the following refined research objective:  

Research Objective: Develop an explainable, generalizable, data-driven methodology 

using advanced ML techniques to predict aircraft carbon brake wear based on aircraft-

specific parameters, operational conditions, and environmental factors. 

With this in mind, the overarching hypothesis of this research is specified as follows: 

Overarching Hypothesis: If advanced ML techniques are combined with a 

comprehensive understanding of the impact of various aircraft, operational, and 

environmental conditions on carbon brake degradation, then a transferable and 

optimized predictive model for aircraft carbon brake wear can be developed.  
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CHAPTER 5: FORMULATION OF RESEARCH QUESTIONS 

AND HYPOTHESES 

The research aims to address the gaps in current brake wear prediction 

methodologies, as outlined in Section 4.2, by proposing a comprehensive, repeatable 

methodology that can be applied to different aircraft systems. The methodology includes 

unsupervised clustering algorithms, supervised ML classification and regression analyses, 

and Transfer Learning (TL) techniques. The first step involves using clustering 

procedures to identify groupings of specific ranges of aircraft, operational, and 

environmental parameters corresponding to different wear patterns. These groupings 

could then be used to define tailored duty cycles for brake testing, ultimately improving 

the lab-to-field projections of carbon brake life.  

Next, supervised ML algorithms are used to develop classification models that 

determine the severity of carbon brake wear based on varying flight characteristics and 

environmental conditions. These models would be able to quickly identify flights 

experiencing excessive brake wear and the most influential factors. The problem is then 

tackled using regression techniques, enabling more precise wear estimates. Traditional 

ML and advanced deep learning methods are compared to determine the optimal 

approach that balances predictive performance and computational efficiency such that the 

models could be incorporated into a DT framework. The supervised approaches rely on 

the availability of the wear pin signal from the flight data, which indicates the percentage 

of carbon brake disk remaining. However, this parameter is reported inconsistently, and 
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its optimal recording frequency is investigated to determine how often operators need to 

measure the carbon disk thicknesses for aircraft that do not have wear pin sensors. 

Furthermore, the generalizability of the predictive wear models is assessed to 

determine if individual models specialized for different data segments (e.g., distinct 

aircraft types) are necessary or if a single model covering the entire fleet would be 

sufficiently accurate. Lastly, TL techniques, which involve reusing a pre-trained model 

on another related dataset, are incorporated to explore whether further performance 

improvements across distinct domains can be obtained [106]. This strategy may lead to 

time and resource savings while improving accuracy. The methodology, termed AIM-

Wear (Advanced Implementation of Machine Learning for Wear Monitoring) and 

illustrated in Figure 20 below, offers a comprehensive and efficient approach to 

predicting aircraft carbon brake wear, ultimately enhancing maintenance and operational 

efficiency; while applicable to any wear-prone component, it will be demonstrated 

specifically on aircraft carbon brakes. 



© 2025 Collins Aerospace | This document contains no export-controlled technical data. 

 71 

 

Figure 20 ï The AIM -Wear Methodology 

In line with the primary goal of this study, several research questions have been 

formulated. The initial question pertains to creating a methodology to identify different 

brake wear patterns or groupings, which can then be analyzed to understand feature 

differences across the groupings and tailor duty cycle tests accordingly. Subsequently, a 

series of questions arise regarding developing classification models to categorize the 

average per-flight brake degradation, highlight the most influential factors, and quantify 

prediction uncertainty. Next, while determining more precise carbon brake wear 

predictions through regression methods, a research question is posed on whether 

advanced Deep Learning (DL) techniques are more accurate and efficient for onboard use 

in a DT framework than conventional ML methods. Furthermore, a research question also 

probes the optimal frequency of reporting the wear pin signal, which can also improve 

the computational efficiency of the predictive models. Lastly, the research investigates 

model generalizability across domains (e.g., different aircraft types) and whether TL 
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could significantly improve model transferability. Overall, this work aims to deliver a 

comprehensive method to predict carbon brake wear and understand the underlying 

causes of varying wear levels. 

5.1 Research Questions, Hypothesis, and Experiment 1 

Recall that the first research gap identified in the literature is the limited 

understanding of how different aircraft-specific parameters, operating conditions, and 

environmental factors affect carbon brake wear. 

To better understand how carbon brakes degrade, Figure 21 below shows the 

brake degradation profiles for the available fleet in the dataset (discussed in detail in 

Chapter 6). The brakes are installed at a specific initial wear pin value (not necessarily 

100%, the reasons for which are beyond the scope of this research) and degrade until the 

next brake replacement is conducted. It is crucial to emphasize the broad band of 

degradation profiles as some brakes degrade much faster than others, thus conducting a 

significantly lower number of flights between replacements (i.e., LPO). On the other 

hand, profiles with more shallow slopes also exist, degrading much slower than the 

average brake. It is also vital to highlight the presence of nonlinearities in the degradation 

trends. These observations motivate an investigation of the underlying factors 

contributing to the substantial differences in brake wear profiles and nonlinear trends. 
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Figure 21 ï Carbon Brake Degradation Profiles 

While it is known that brake performance is generally affected by various aircraft-

specific, operating, and environmental factors, it is unclear how these factors influence 

carbon brake pad degradation, in specific [29, 32]. One possible factor differentiating the 

wear profiles of Figure 21 could be the route structures on which the fleet operates. 

Different routes may have varying runway lengths and braking demands, as some require 

frequent and heavy braking, while others may involve more gentle landings and minimal 

braking. Similarly, environmental factors such as static air temperature and relative 

humidity may also vary between routes and impact wear. Other factors driving the 

variation in wear profiles could be aircraft-specific, such as weight and landing speed 

[29, 36].  

To better understand the factors affecting the variation in brake degradation 

profiles, operational data from an airlineôs fleet could be analyzed, combined with 

environmental factors and airport characteristics available from FlightAware®. Studying 

the impact of these features on brake wear could provide insights to further develop 
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models that predict wear more accurately, ultimately leading to more effective 

maintenance scheduling, minimizing downtime, and improving operational efficiency.  

5.1.1 Unsupervised Machine Learning 

Unsupervised ML involves algorithms trained on unlabeled data, i.e., without a 

target variable (i.e., labeled outcome). Such algorithms aim to find inherent patterns, 

structure, and relationships within the data [107]. Clustering and dimensionality reduction 

are two frequently employed methods. Clustering is a technique leveraged to group 

similar data points based on their features or attributes without prior knowledge of 

groupings [108]. Figure 22 depicts how clustering can be used to group data. 

 

Figure 22 ï Graphical Representation of Clustering Algorithm [109] 

In this work, clustering could be used to group flights with similar aircraft-

specific parameters, environmental factors, operating conditions, and airport 

characteristics to identify patterns that may affect wear rates differently. These techniques 

would also apply to aircraft that are not equipped with wear pin sensors and can thus be 

used to label such datasets. Examples of clustering procedures include K-means and 
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agglomerative clustering, among others, which will be elaborated further in Section 5.1.3 

[110-112]. 

Dimensionality reduction is another unsupervised ML technique used to 

transform the dataset's variables to a more manageable size while preserving essential 

information and data integrity [113]. As such, it is often used in the preprocessing stage, 

allowing better visualization of high-dimensional data. One such method is Principal 

Component Analysis (PCA), which finds linear combinations of the original features that 

account for most of the data's variability (i.e., principal components) [113, 114]. 

Leveraging the first couple of principal components, most of the variability is retained, 

and the original data can be collapsed into a space with fewer dimensions. The 

transformed data can then be used for further analysis, such as clustering or predictive 

modeling. Figure 23 presents a schematic illustrating the workings of PCA, with blue 

arrows indicating the first two principal components. 

 

Figure 23 ï Graphical Representation of PCA Algorithm [114] 
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In the context of brake degradation analysis, PCA could highlight the most 

essential variables impacting wear rates, such as operational or environmental conditions. 

Reducing the number of features simplifies the analysis and decreases the training time 

for algorithms. Another prominent benefit of PCA is transforming data to a lower-

dimensional space for visualization purposes since 2-D or 3-D spaces are more intuitive 

to understand [113, 114]. By coloring the samples based on their labels or other variables 

of interest, patterns or clusters can be more easily identified.   

5.1.2 Tailored Approach to Brake Testing by Clustering 

Clustering can be valuable for understanding the most influential factors on 

carbon brake wear. Such insights would help tailor duty cycles, which are standardized 

test procedures that assess brake performance by their ability to withstand and dissipate 

heat under various conditions [115]. The brakes are subjected to a series of high-, 

medium-, and low-energy stops and must withstand repeated stops without overheating 

[116]. Specific duty cycle requirements can vary depending on aircraft type and must 

comply with FAA 14 Code of Federal Regulations (CFR) Part 25 brake performance 

standards [117]. For example, required braking events include a touch-down at the 

highest permissible landing weight and an RTO/landing with the most critical aircraft 

weight and speed combination [117]. During testing, factors such as temperature, 

pressure, and wear (i.e., brake pad thickness) are monitored [117, 118]. However, 

defining duty cycles that accurately reflect real-world operating conditions can be 

challenging, as parameters vary widely depending on the aircraft type, route structure, 

and other operational and environmental factors. For instance, duty cycle testing on 

dynamometers might require waiting a certain period for the brakes to cool down 
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between braking events, which might not accurately reflect every airlineôs actual 

turnaround time in operation. In addition, environmental variables such as ambient air 

temperature are currently not varied in the lab environment. 

As such, clustering can help define more accurate test duty cycles by identifying 

patterns and trends under varying operational conditions in the available data. For 

example, specific combinations of temperature, pressure, wear, and other operational 

parameters can result in different brake performance characteristics. Regularly analyzing 

operational data from different fleets or customers can adapt the defined duty cycles to 

reflect evolving operational conditions and ensure they remain representative of the 

corresponding aircraftôs configuration and operational profile. Duty cycles would then be 

guaranteed to reflect brake performance more accurately under actual operating 

conditions, leading to improved lab-to-field LPO projections. 

In addition to improving the accuracy of duty cycle testing, clustering can help 

explain substantial differences in LPO between customers or fleets. By identifying brake 

usage patterns and operational conditions associated with distinct LPO rates, 

manufacturers can develop more targeted strategies for optimizing their returns. For 

instance, the brake material or design can be improved for a particular operating 

condition corresponding to higher wear. Since most airlines pay for the brakes per 

landing, manufacturers could also target Cost Per Aircraft Landing (CPAL) rates based 

on anticipated customer behavior and operations, consequently increasing their returns. 

Additionally, by providing manufacturers with a better understanding of the factors that 

affect brake performance, more accurate predictive models for brake degradation can be 

developed. Considering this, the initial research inquiry is formed as follows: 
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Research Question 1: How can various aircraft-specific parameters, operational 

conditions, and environmental factors be used to categorize the severity of aircraft 

carbon brake wear? 

The literature noticeably indicates that clustering has yet to be leveraged to 

categorize different degrees of brake pad degradation. As previously mentioned in 

Section 4.1, Travnik et al. have built models that classify whether a landing is friction-

limited based on external factors, and they also report the features essential for the 

predictions. They further suggest clustering the friction-limited cases to reveal different 

patterns in the data that could potentially offer insights for runway upkeep [91]. In this 

research, clustering can be applied to group similar flights to see if varying combinations 

of operational and environmental conditions lead to different carbon brake degradation 

severities.  

Note that the available wear pin value is a slowly changing step signal, which 

stays constant for almost ten flights before decreasing; thus, it can be interpolated. An 

example of a linear interpolation of the wear pin value is depicted in Figure 24 below, 

which displays both the actual and interpolated wear pin signals across several flights for 

the brake at position 5 of a specific aircraft. The linear interpolation between the step 

signal changes can capture the general trend while smoothing out the noise in the data. It 

is also beneficial when data is missing (i.e., when the wear pin value is not reported for a 

certain number of flights). The amount of carbon brake degradation each flight 

experiences can be found by taking the difference between the interpolated wear pin 

values of consecutive flights. Subsequently, the per-flight brake wear can be binned 

based on quantiles into severity levels (i.e., High, Medium, or Low wear).  
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Figure 24 ï Interpolated Brake Wear Pin Value for Position 5 on a Specific Aircraft 

Figure 25 below presents a histogram of brake degradation per flight, found by 

linearly interpolating the wear pin signals and color-coded by severity level: high, 

medium, and low wear. Although this wear severity label is not required for clustering, it 

will aid in analyzing the results. 

 

Figure 25 ï Per Flight Brake Degradation: High, Medium, or Low Wear 

Clustering algorithms categorize data into groups based on similarity measures 

defined by metrics such as probabilistic distance. Various algorithms with different 

methodologies exist, including K-means and hierarchical clustering [110-112]. Every 
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algorithm possesses unique advantages and disadvantages, and the selected algorithm can 

influence the clustering results [108]. In addition, some algorithms require a predefined 

number of clusters, which can impact the clustering quality. Furthermore, the brake 

degradation data utilized can vary in size as different variables can be included (e.g., 

temperature and pressure). The type and amount of data used can also influence the 

consistency and quality of results and may require different clustering approaches [108].  

Brake degradation severity can be influenced by various factors, including 

aircraft-specific parameters (e.g., landing weight and speed), operational settings (e.g., 

flight duration and usage patterns), environmental factors (e.g., static air temperature and 

pressure), and airport characteristics (e.g., runway length and elevation). Different ranges 

of these conditions may have distinct impacts on wear severity. By systematically 

evaluating different algorithms, their hyperparameters, and types/amounts of data, it is 

possible to identify the most reliable approach for clustering carbon brake degradation 

data to extract meaningful patterns that can better define duty cycles and give insights 

into brake performance in real-world operations. Considering this, the subsequent 

hypothesis is proposed: 

Hypothesis 1: If clustering techniques are benchmarked while varying the 

hyperparameters, then brake degradation severity will be categorized reliably based on 

specific ranges of aircraft-specific factors and operational and environmental conditions. 

To address the first research question, Experiment 1 is designed as detailed below. 
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5.1.3 Experiment 1 (R.Q. 1) 

Initially, a comprehensive dataset that captures all relevant variables that may 

affect carbon brake wear must be formed. As such, per-flight features for the applicable 

flight phases (taxi-out, landing, taxi-in) are generated from the raw Continuous Parameter 

Logging (CPL) data (i.e., full-flight aircraft data) detailed in Chapter 6. These features, 

including aircraft-specific parameters and operational factors, are fused with weather 

information and airport characteristics obtained from FlightAware® based on the 

destination airport and time of arrival. Once the features are generated, effective 

preprocessing is vital as it directly impacts the performance of the ML models. This 

involves a series of steps, including cleaning to remove or correct inaccuracies, 

transforming and normalizing values to a standard range, and applying labels to 

thoroughly prepare the dataset for subsequent modeling. 

While assigning labels is unnecessary for unsupervised algorithms, it is 

indispensable for supervised learning tasks, which will be used next in this experiment to 

select the most relevant features for carbon wear. Supervised algorithms, like Random 

Forest, assess the significance of features based on their influence on the target variable. 

Selecting only the most essential features reduces the dataset's dimensionality, simplifies 

the model, and decreases computational demand. Focusing on the features that provide 

the most predictive power enhances the model's performance and efficiency. Identifying 

the key factors that impact carbon wear also provides valuable insights that can inform 

maintenance and operational decision-making. 
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After selecting the relevant features, the next step is dimensionality reduction, 

which aims to further reduce the feature space and complexity of the dataset. This step 

uses techniques such as PCA or autoencodersðneural networks that compress data into a 

lower-dimensional representation and then reconstruct itðto facilitate data visualization 

and enhance model efficiency [226, 227]. Transforming the dataset into a simplified 

space while preserving most of the original information mitigates the risk of overfitting, 

improves the model's predictive performance, and reduces computational costs. 

Before implementing a clustering algorithm, it is essential to evaluate the dataset's 

clustering tendency. One technique uses the Hopkins statistic, which quantifies whether 

data is uniformly distributed [119]. As such, a uniformly distributed random dataset must 

first be generated with the same number of samples (i.e., óartificialô points) and 

dimensionality as the original dataset. Then, the distances between each point in the 

original dataset and its closest points in both the initial and random datasets are 

calculated. The Hopkins statistic is then found using Equation 1: 

Ὄ  
В

В В
              (1) 

where ὼ is the distance from a point in the original dataset to its nearest neighbor in that 

dataset, and ώ is the distance from an óartificialô point to its nearest neighbor in the 

original dataset. The value of H will be close to 0.5 if the points are randomly distributed, 

indicating a low probability of achieving a significant clustering structure. A value closer 

to 0 indicates a low likelihood of clustering and data uniformity, while a value closer to 1 

indicates a high cluster tendency [119, 120]. Dimensionality reduction techniques, such 

as PCA, enable visualization of data in a lower-dimensional space, making clustering 
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results more intuitive to validate. Consequently, the clustering tendency of various 

dataset configurationsðoriginal features, PCA-transformed features with different 

numbers of principal components, and encoded features from an autoencoderðcan be 

effectively assessed, allowing evaluation of the robustness of subsequent clustering 

algorithms to varying data transformations and ensuring consistent performance across 

different representations. 

Many clustering techniques exist, each with benefits and drawbacks for different 

datasets and applications. A popular approach is K-means, which partitions a dataset into 

a predefined number of clusters the user usually sets. The algorithm works by iteratively 

reassigning samples to clusters based on their proximity to the cluster centroids, which 

are re-evaluated during each iteration, and the algorithm converges when the cluster 

assignments no longer change [110].  

Another technique is hierarchical clustering, a family of algorithms that 

recursively merge (agglomerative) or divide (divisive) data [111]. Agglomerative 

clustering starts with each sample being its own cluster and iteratively joins pairs of 

clusters using a linkage distance. Its main benefit is that it does not necessitate a 

predetermined cluster count and can be used with different types of distance metrics (e.g., 

Euclidean, Manhattan) depending on the characteristics of the data. It can also be 

performed using various linkage criteria, determining how resemblance between groups 

is computed, including:  

1) single linkage, which computes the distance between the closest two samples 

in each group, 
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2) complete linkage, which computes the distance between the farthest two 

samples in each group, 

3) average linkage, which computes the average distance between all pairs of 

data points in each group, and 

4) ward linkage, which minimizes the variance of the distances between all pairs 

of points in each group.  

The choice of linkage criteria hinges on the data characteristics and the clustering 

objectives. Single linkage typically produces elongated groupings, whereas complete 

linkage often results in more condensed clusters. Average linkage is a compromise 

between the two, while ward linkage is commonly utilized for highly correlated data 

[111]. 

An alternative clustering method is Density-Based Spatial Clustering of 

Applications with Noise (DBSCAN), which groups together closely packed points in 

high-density regions while marking isolated points as noise. The procedure starts by 

assigning a neighborhood with a certain radius around every sample and identifying the 

core points with at least a specified number of neighboring samples within the area. The 

algorithm then forms clusters by expanding around core points and connecting them to 

their directly reachable neighboring points. The chief advantage of DBSCAN is its ability 

to detect clusters of arbitrary shapes and sizes, and it does not necessitate setting the 

number of clusters beforehand. However, it can be sensitive to the choice of distance 

metric and parameter values such as the radius and minimum number of neighboring 

points [112]. 
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Mean Shift clustering is also a nonparametric algorithm, similar to DBSCAN, as 

it does not require specifying the number of clusters in advance. Instead, it seeks to 

identify dense regions (or ómodesô) in the data, allowing clusters to emerge naturally 

based on the data distribution [121]. The algorithm randomly selects a sample and defines 

a circular or spherical window around it. A bandwidth parameter sets the window size. 

The mean of all the points within the window is then found and used as the new window 

center. This process is repeated until convergence, i.e., until the window center no longer 

changes or until the peak iteration count is attained. The resulting mode represents a 

cluster, and all the samples within a certain distance of that mode are assigned to that 

cluster. The bandwidth parameter also determines the distance threshold. A benefit of 

Mean Shift is that it can handle nonlinearly separable data and detect arbitrarily shaped 

clusters. However, a potential drawback is that it can be computationally expensive and 

may not scale well to large datasets. Also, the bandwidth parameter can be challenging to 

select and can significantly impact the resulting clusters [121]. 

In addition, a Gaussian Mixture Model (GMM) is a probabilistic technique 

representing the dataset as a mixture of Gaussian distributions, where each constituent 

embodies a cluster, and its weight determines its relative importance in the mixture [122]. 

The algorithm estimates the parameters of the Gaussian distributions (i.e., mean and 

covariance) to best fit the data using the Expectation-Maximization (EM) algorithm. In 

the E-step, the algorithm estimates the posterior probabilities that each sample belongs to 

each cluster using Bayes' rule. In the M-step, the algorithm updates the parameters of the 

Gaussian distributions using the estimated probabilities. The algorithm continues to 

iterate until the likelihood of the data under the current parameter estimates no longer 
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increases significantly. This process is guaranteed to always converge to a local solution. 

Each sample is then allocated to the cluster with the highest probability of generating that 

data point [122, 123].  

GMM has several advantages over other clustering methods. First, it can model 

groups of diverse shapes and sizes. Second, it provides a probabilistic estimate of the 

cluster membership for each data point, which is useful when a sample does not clearly 

belong to a single cluster. Third, GMM can also be used for density estimation, which is 

beneficial when the data's underlying distribution is unknown. However, GMM has 

limitations as it can be sensitive to the algorithm's initialization, which may result in 

different clusters being identified on diverse runs. GMM can also be computationally 

expensive, especially when the number of samples or dimensions is high. Finally, GMM 

may perform poorly when the data distribution is highly skewed [122]. 

The last clustering technique considered is spectral clustering, which is beneficial 

for complex datasets where clusters are not linearly separable. It identifies groupings by 

using the eigenvalues of the data's similarity matrix. Spectral clustering begins by 

constructing a similarity graph where each node represents a sample point, and the edges 

between nodes represent the similarity between points. The similarity matrix is then used 

to compute the Laplacian matrix, whose top eigenvectors are leveraged to project the data 

into a lower-dimensional space. Traditional clustering algorithms such as K-means can 

then be applied to identify clusters in this new space. Spectral clustering is advantageous 

because it can capture complex, nonlinear relationships, making it more flexible and 

effective in identifying clusters in diverse datasets [124]. 
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A comprehensive benchmarking of various algorithms and their hyperparameters 

is essential to identify the optimal approach for distinguishing groups based on aircraft-

specific parameters, as well as operational and environmental factors influencing carbon 

brake degradation severity. Each algorithm can be applied to different datasets to 

evaluate how different dimensionality reduction transformations impact clustering. 

Subsequently, the performance of each algorithm and hyperparameter combination on 

each of the datasets can be assessed. 

Metrics to evaluate clustering performance can be divided into two groups: 

unsupervised and supervised. Unsupervised metrics assess performance without reference 

to any ground truth labels [125]. A few of the commonly used unsupervised metrics 

include the following: 

1. Silhouette Score (SS): This metric determines the similarity of a data point to its 

assigned cluster compared to other clusters. It ranges from -1 to 1, with higher 

values indicating better cluster quality. The Silhouette score for observation (i) is 

calculated using Equation 2 below: 

 
ὛὛ  

ὦ ὥ

άὥὼὥȟὦ
 (2) 

Where ὥ is the average distance between the object and the rest of the objects in 

the same cluster, and ὦ is the average distance between the object and all other 

samples in the nearest cluster. The overall Silhouette score for a clustering result 

is the average score across all objects [126]. Figure 26 below shows the distances 

corresponding to (a) and (b). 
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Figure 26 ï Distances Used to Calculate the Silhouette Score [127] 

2. Calinski-Harabasz Index (CHI): The CHI calculates the ratio of the sum of 

between-cluster dispersion to that of the inter-cluster spread for all groups. Higher 

values indicate better clustering quality. Given a dataset E with a sample size ὲ , 

which is clustered into k groups, the CHI is found using Equation 3 as follows: 

 
ὅὌὍ 

ὸὶὄ

ὸὶὡ

ὲ Ὧ

Ὧ ρ
 (3) 

Where ὸὶὡ  signifies the trace of the within-cluster dispersion matrix and 

ὸὶὄ  represents that of the between-group dispersion matrix. ὡ  and ὄ  are 

defined by Equations 4 and 5, respectively: 

 
ὡ  ὼ ὧ ὼ ὧ  (4) 

 ὄ  ὲ ὧ ὧ ὧ ὧ  (5) 
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Where ὅ is the set of points in cluster q, ὧ is its center, ὲ is the number of 

points this cluster, and ὧ is the center of E. The CHI is fast to compute; however, 

it is generally higher for convex clusters than others, such as density-based 

clusters like those obtained through DBSCAN [125, 128]. 

3. Davies-Bouldin Index (DBI):  The DBI measures the average similarity between 

groups, with lower values (~0) indicating better clustering quality. It is defined as 

the mean similarity between each cluster ὅ (for i = 1, é, k) and its most similar 

group ὅ. The similarity here is a metric (Ὑ ) that contrasts the gap between 

clusters with the size of the clusters: 

¶ ί, the mean distance between each sample of a group (i) and the centroid 

of that group, and 

¶ Ὠ , the separation between the centroids of clusters (i) and (j). 

A standard selection for Ὑ  that is nonnegative and symmetric is given in 

Equation 6: 

 
Ὑ

ί ί

Ὠ
 (6) 

The DBI is then calculated using Equation 7, as follows: 
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The calculation of DBI is more straightforward than that of the Silhouette score; 

however, employing centroid distance confines the distance measurement to 

Euclidean space. Moreover, DBI is usually greater for convex clusters than others 

[125, 129]. 

On the other hand, supervised metrics use ground truth labels to assess clustering 

effectiveness [125]. Standard supervised metrics include: 

1. Rand Index (RI): The RI measures the similarity between the true labels and the 

algorithmôs assignments of the same data points. Perfect labeling is scored 1. If C 

is a vector of the true assignments and K is a vector of the clustering assignments, 

a and b are defined as: 

¶ a, the count of pairs of elements found within the same set in both C and 

K, and 

¶ b, the count of pairs of elements in diverse sets across C and K. 

RI is then found using Equation 8 as follows: 

 
ὙὍ

ὥ ὦ

ὅ
 (8) 

Where ὅ  is the overall count of pairs in the data. Nevertheless, the RI does 

not guarantee that random label assignments will get a value close to zero, 

especially if the number of clusters is on the same order of magnitude as the 

number of samples [125, 130]. 
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2. Adjusted Rand Index (ARI):  The ARI adjusts the RI to consider the chance 

grouping of data points by subtracting the expected RI of random labeling, as 

given in Equation 9 [125, 131]: 

 
ὃὙὍ

ὙὍὉὙὍ

άὥὼὙὍ ὉὙὍ
 (9) 

3. Normalized Mutual Information (NMI):  Founded on the concept of Mutual 

Information (MI) , NMI  measures the amount of information shared by two 

random variables, which, in this context, are the predicted and true labels. NMI 

measures the extent to which the predicted clustering retains information about 

the true clustering. It is normalized to be between 0 and 1, where 0 indicates no 

similarity, and 1 indicates perfect similarity between the two labels. Assuming the 

two label assignments of the same N objects to be U and V, their entropy is the 

amount of uncertainty for a partition set, given by Equation 10 below: 

 

ὌὟ  ὖὭὰέὫ ὖὭ
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Where ὖὭ  
ȿ ȿ

 represents the probability that a randomly chosen object from 

U is categorized into class Ὗ. The same applies to V, as seen in Equation 11 

below: 
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 (11) 
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Where ὖᴂὮ  . The MI between U and V can then be found using Equation 

12 as follows: 

 

ὓὍὟȟὠ  ὖὭȟὮÌÏÇ
ὖὭȟὮ

ὖὭὖ Ὦ

ȿȿȿȿ

 (12) 

Where ὖὭȟὮ  
᷊

 is the probability that a randomly chosen sample is 

categorized into both classes Ὗ and ὠ. The NMI is then found using Equation 13 

below [125, 132]:  

 
ὔὓὍὟȟὠ
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 (13) 

Many other metrics exist for both supervised and unsupervised cluster evaluation. 

It is important to note that no single metric can be used as a definitive measure of 

clustering performance, and using a combination of metrics is generally advisable. 

Once the optimal algorithm and its hyperparameters have been determined based 

on the metrics mentioned above and that particular clustering algorithm has been applied 

to the corresponding dataset, it is essential to contrast the obtained clusters with the true 

degradation severities since they are available. This comparison can offer insights into 

the accuracy and efficiency of the clustering algorithm in categorizing the wear severity 

for flights. If sufficiently accurate, the clustering algorithm can potentially be used to 

label data for aircraft lacking wear pin sensors. It is also vital to analyze the resulting 

clusters to understand the patterns within the data. One way to do so is by examining the 
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distribution of features across the different clusters. For instance, the mean, median, and 

other appropriate summary statistics of the feature values within each cluster can be 

computed to provide insights into each cluster's central tendency and spread of feature 

values. Additionally, visualizations such as box and pair plots can be used to compare the 

feature values and distributions across different clusters. For instance, if the data includes 

features like aircraft weight, landing speed, and braking time, visualizing their 

distributions within and across groups can help identify patterns or trends useful for 

determining which factors lead to heightened wear. 

In short, benchmarking clustering algorithms while varying their 

hyperparameters, such as the number of clusters, can be a valuable approach to categorize 

the severity of brake degradation per flight and extract insights from the data such as 

specific ranges of aircraft-specific features, as well as operational and environmental 

conditions, across the different clusters. In turn, such insights can be used to define 

tailored duty cycles for carbon brakes to ensure that their testing aligns with actual 

operations. Figure 27 below provides an overview of the steps followed in Experiment 1. 
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Figure 27 ï Flowchart for Experiment 1 (R.Q. 1) 

5.2 Research Questions, Hypotheses, and Experiments 2 and 3 

The second research gap identified in the literature, as discussed in Section 4.2, is 

the limited application of advanced ML techniques with uncertainty quantification, 

specifically designed to manage high-dimensional datasets for predicting aircraft carbon 

brake wear. The availability of the wear pin signal in the dataset, which consists of flight 

record data from an airline's widebody aircraft fleet, allows the prediction of carbon brake 

pad degradation using supervised ML methods, which utilize labeled datasets to train 

models to predict the target [80, 133]. One approach involves classifying input datað

comprising aircraft-specific parameters, operational conditions, and environmental 

factorsðinto various wear levels (e.g., high, medium, or low) based on quantiles. This 

classification allows for the rapid identification of flights experiencing abnormal wear. 

Another approach uses regression techniques to predict continuous wear values, enabling 

more accurate and precise forecasts that can be leveraged to estimate the RUL. This work 
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aims to experiment with and evaluate various algorithms for both approaches to 

determine the most effective strategy for predicting carbon brake wear.  

In both contexts, model interpretability or explainability is paramount for several 

reasons. Firstly, it enables operators and maintenance personnel to understand which 

factors most significantly affect carbon wear, allowing them to proactively reroute 

aircraft for maintenance to prevent brake failures and optimize operations to extend brake 

life and ensure safety. For instance, if the model identifies specific aircraft parameters or 

operational conditions linked to high wear, maintenance teams can investigate and 

address these issues before they lead to substantial damage. Secondly, interpretability is 

paramount for certification, ensuring that aircraft systems meet quality and safety 

standards. Regulatory bodies, such as the FAA, require that aircraft systems and 

components adhere to rigorous safety and performance criteria [116]. The interpretability 

or explainability of the brake wear prediction models helps demonstrate their reliability 

and supports compliance with regulatory standards, which also emphasizes the 

importance of quantifying prediction uncertainty. 

5.2.1 Carbon Brake Wear Modeling ï Classification of Wear Severity 

In this case, the label is a categorical variable indicating the severity of average 

per-flight brake pad degradationðclassified as high, medium, or low. This is determined 

by calculating the difference in interpolated wear pin signals between consecutive flights 

and averaging these values over segments where the original wear pin reading remains 

constant. This approach serves as a practical and quick way to identify whether a specific 

tail is experiencing higher brake wear than usual, allowing for timely detection and 
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execution of subsequent maintenance actions, if needed. Various ML classifiers can be 

employed for this task, such as linear classifiers, Support Vector Machines (SVMs), 

Decision Trees, and Random Forests, among others [134-139]. Linear classifiers separate 

the data points into different classes based on a linear decision boundary, while SVMs 

strive to identify an optimal hyperplane that maximizes the separation between classes 

[134, 135]. In addition, Decision Trees and Random Forests are tree-based classifiers that 

recursively split the data into different classes based on specific feature values. While 

Decision Trees are inherently transparent and interpretable, ensemble methods like 

Random Forests enhance model explainability by offering insights into each featureôs 

contribution to predictions through feature importance metrics, which aggregate the 

significance of each feature across all trees in the model [136-139].  

Classification provides a discrete prediction of brake wear levels, allowing for 

quick identification of abnormal patterns. However, an inevitable concern in any 

modeling effort is inherent variability, which can arise from various sources [77]. 

Understanding the sources and extent of variability is instrumental in making informed 

decisions. As such, another essential element in this high-consequence application is 

estimating the uncertainty accompanying the model's predictions [77, 140]. It also helps 

to clarify the limits of the model's generalizability, which ensures its effectiveness across 

various fleets and operational conditions. 

In ML, uncertainty can arise from noisy data, limitations in the model's capacity 

to capture complex patterns, and variability in the underlying system being modeled [77, 

140]. The different types of uncertainties can be categorized as either aleatoric or 

epistemic. The former, or noise uncertainty, is due to the inherent data variability, such as 
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sensor measurement errors and natural variability in the data. It is irreducible, even with 

more data or an improved model, but it can be encapsulated by fitting a probability 

distribution to a limited data quantity [77]. In the case of aircraft brake wear prediction, 

the aleatoric uncertainty could be due to variations in environmental features such as 

weather conditions. 

Instead, epistemic or model/parameter uncertainty arises due to limited data, lack 

of knowledge, or ambiguity in the model's structure/parameters. It can be reduced with 

more data, better model architecture, or improved parameter estimation. Examples 

include model bias, model overfitting, uncertainty in hyperparameters, and high 

uncertainty when trained on a small quantity of data [77]. In this context, the epistemic 

uncertainty could be due to missing data or incorrect assumptions made in the model 

about the connection between the input parameters and brake wear. Figure 28 visualizes 

the different types of uncertainty in ML.  

 

Figure 28 ï Types of Uncertainty in ML [77] 
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In the case of classification, UQ  leads to more reliable, effective, and improved 

decision-making by providing estimates of each outcome's likelihood [77, 140]. For 

instance, knowing the uncertainty associated with the predicted wear severities can help 

personnel make more informed decisions regarding the scheduling of maintenance 

activities, resource allocation, and risk management. Uncertainty estimates can also be 

used to compare different models and identify the most suitable one. If the uncertainty in 

prediction is high, it may indicate that the input features are not sufficiently informative 

or that the model is unsuitable for the data. In such cases, additional data may be needed, 

or the model may need to be refined [140]. Furthermore, UQ contributes to the 

trustworthiness and explainability of ML models. If the uncertainty is low, it can provide 

greater confidence about which input features are most important in determining the 

predicted class. This information enhances transparency and helps build trust among 

users and stakeholders. It also allows for better communication of model outputs to non-

experts, making it easier to explain the limitations and reliability of the model's 

predictions. Therefore, UQ allows for more informed and reliable use of ML models in a 

high-stakes application such as aircraft brake wear prediction, where safety, reliability, 

and compliance with quality standards are imperative. 

As noted in the literature review, there is currently no reliable, consistent method 

for categorizing the severity of carbon brake degradation experienced during flights 

based on aircraft-specific parameters, operational and environmental conditions, and 

airport characteristics. Providing such an approach will enable stakeholders to analyze 

and compare flights experiencing distinct wear severities, allowing them to make more 
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informed decisions on optimizing operations to enhance brake life. Consequently, the 

second research question consists of multiple sub-questions, structured as follows: 

Research Question 2.1: How can the severity of carbon brake pad wear be better 

determined based on given aircraft-specific parameters, operational conditions, and 

environmental factors? 

Research Question 2.2: What are the primary contributing factors that affect carbon 

brake wear? 

Research Question 2.3: How can the degree of uncertainty associated with model 

predictions be measured? 

Supervised ML classifiers can be used to predict carbon brake wear severity given 

aircraft-specific parameters (e.g., aircraft weight, speed, etc.), operational conditions 

(e.g., flight time, turnaround time, etc.), environmental factors (e.g., relative humidity, 

static air temperature, dewpoint, etc.), and airport characteristics (e.g., elevation, runway 

length, etc.). The wear severity label is determined by calculating the difference in the 

interpolated wear pin signal between consecutive flights for each specific aircraft and 

brake combination, then averaging it across segments where the original wear pin value 

remains constant. This average per-flight brake wear is then categorized into quantiles to 

create wear labels of high, medium, or low severity. Multiple algorithms, such as 

Random Forests or SVMs, can then be trained on the labeled dataset to predict wear for 

new samples [134-139]. A well-curated and representative labeled dataset covering 

various aircraft parameters and operational and environmental features is fundamental to 

accurately predicting brake degradation severity. The dataset should include a balanced 
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number of samples for each degradation severity level to ensure the model effectively 

learns the distinct patterns associated with each category. Hence, the proposed hypothesis 

for Research Question 2.1 is as follows: 

Hypothesis 2.1: If supervised ML classification models demonstrate strong performance, 

then a reliable method will determine the severity of carbon brake wear that aircraft 

experience. 

Once a well-performing model is trained, one approach to identify the parameters 

having the most significant impact on the degree of wear is by analyzing feature 

importance. Feature importance is a method that assigns a score to each input variable 

depending on its utility in estimating the label [141]. In a decision tree, feature 

importance can be calculated by evaluating the reduction in impurity (e.g., Gini index) 

achieved by including the feature in the split decisions at each node; features that lead to 

the most significant impurity reduction are considered the most indispensable. Another 

approach is frequency-based, where feature importance is measured by counting how 

often each feature is used to make splits in the tree [141]. Once the feature importance 

scores are obtained, they can be used to rank the input variables by their impact on the 

output. This information can then be used to identify the operational and environmental 

factors that have the most significant effect on the wear severity. As such, the proposed 

hypothesis for Research Question 2.2 is as follows: 

Hypothesis 2.2: If the predictor rankings of Decision Trees of models are analyzed, then 

the effect of various aircraft-specific parameters, operational conditions, and 

environmental factors can be examined to recognize brake wear trends and patterns. 
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Additionally, Once the rankings of predictor importance are identified, they can 

be analyzed to determine whether they align with the clustering analyses of Research 

Question 1 (i.e., Step 1 of the AIM-Wear methodology).  

Specific ML models can also provide uncertainty quantification measures, such as 

probability estimates, that indicate the level of uncertainty associated with each 

prediction. These estimates can help understand the modelôs reliability and offer insights 

into the variability or ambiguity in the wear severity predictions. One approach is to use 

probabilistic decision trees. Instead of making deterministic predictions, they assign 

probabilities to each class at each node, representing the likelihood of a data point 

belonging to a particular class. These probabilities can be used to quantify the uncertainty 

in the predicted labels [142]. For instance, if an ensemble method like Random Forest is 

used, the predicted class probabilities of an input sample are determined by averaging the 

predicted class probabilities across all the trees in the model [143]. Maintenance 

personnel can use this uncertainty information to make more informed decisions about 

when to perform maintenance actions, such as checking the brakes, based on the level of 

confidence in the predicted wear severity. Therefore, the proposed hypothesis for 

Research Question 2.3 is as follows: 

Hypothesis 2.3: If the posterior probability of predictions is calculated, then the 

uncertainty in classifying the brake wear severity will be facilitated. 

Experiment 2 is designed to address Research Questions 2.1 through 2.3. 
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5.2.2 Experiment 2 (R.Q. 2.1-2.3) 

This experiment is intended to benchmark various interpretable or explainable 

classification models that can handle the complex dataset and quantify prediction 

uncertainty. The inputs to the classifiers include aircraft-specific parameters (e.g., aircraft 

weight, speed, etc.), operational conditions (e.g., flight time, number of flights per day, 

etc.), environmental factors (e.g., humidity, dew point, etc.), and airport characteristics 

(e.g., elevation, runway length, etc.). Then, the model would output the predicted class of 

brake wear (i.e., high, medium, or low wear). Figure 29 below summarizes the steps of 

this experiment, with the first three having been addressed in the previous experiment.   

 

Figure 29 ï Methodology for Experiment 2 (R.Q. 2.1-2.3) 

First, aircraft-specific parameters generated from full-flight data, such as brake 

temperatures, are integrated with weather and airport parameters from FlightAware® 

based on each flight's arrival timestamp and airport. The data undergoes cleaning, 

normalization, and labeling during preprocessing. It is then divided into training, 

validation, and testing sets by aircraft tail numbers across different variants, ensuring 
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unbiased results by accounting for the unique characteristics of individual aircraft and 

variants. 

 In step 4, the training and validation datasets are utilized to train various models 

and fine-tune the hyperparameters to achieve the best possible performance. This 

experiment benchmarks several classifiers for predicting wear severity, with a focus on 

ensemble methods like bagging and boosting algorithms, which offer state-of-the-art 

classification accuracy along with uncertainty quantification [137, 138, 144, 145]. For 

instance, bagging (or bootstrap aggregating) is an ensemble method that involves training 

multiple instances of the same model on different subsets of the training data, created 

through bootstrap sampling. This process generates subsets of the same size as the 

original training set by sampling with replacement [146]. Each model is then trained 

independently, and the final prediction is obtained by aggregating the predictions across 

all models (e.g., using a majority vote). As such, bagging aims to reduce model variance 

by minimizing the impact of outliers or noise.  

Random Forest is an example algorithm that uses the concept of bagging by 

creating several decision trees, each of which is trained on a random data subset and 

feature set. Every tree is constructed by iteratively dividing the data into progressively 

smaller subsets according to feature values, employing a criterion to identify the optimal 

split at each node (e.g., Gini index). During testing, every tree predicts the class of the 

sample, and the final output is found using a majority vote of the trees for the case of 

classification. Random Forest has several advantages, such as handling high-dimensional 

features and missing data. It is also relatively resistant to overfitting since each tree in the 
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forest is trained on a diverse dataset [137, 138]. Figure 30 below presents a diagram of 

the inner workings of Random Forest to make a final prediction. 

 

Figure 30 ï Diagram of Random Forest Algorithm [147] 

On the other hand, boosting is another ensemble method that involves training 

several weak models sequentially, where each model attempts to correct the errors of the 

prior model. The training data is reweighted at each iteration, assigning more weight to 

misclassified instances in the previous iteration. The final prediction is found by 

combining the predictions of all models, giving more weight to the better-performing 

models in training. As such, boosting aims to reduce model bias by focusing on the 

challenging instances to classify [148]. Figure 31 below shows the difference between the 

bagging and boosting algorithms: bagging trains models independently while boosting 

trains models sequentially.  
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Figure 31 ï Bagging Vs. Boosting [148] 

Furthermore, gradient boosting is a variant of boosting where, at each stage, a 

new tree is adjusted according to the residuals of the previous one, such that the overall 

loss function of the model is minimized. The residuals represent the difference between 

the predicted and actual values, and the tree is constructed to predict these residuals. The 

predicted residuals are then summed with the predictions of the previous trees, and the 

process is iterated until a stopping criterion is reached (e.g., a maximum number of trees 

or a minimum improvement in the loss function) [149-151]. An instrumental aspect of 

gradient boosting is its ability to handle different loss functions, such as Mean Squared 

Error (MSE) for regression problems and log loss for classification problems [150]. 

Figure 32 below shows a simplified structure of a well-known gradient-boosting 

algorithm, eXtreme Gradient Boosting (XGBoost), a scalable and distributed 

implementation that provides parallel tree boosting [152]. 
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Figure 32 ï Simplified Structure of XGBoost [153] 

Each of the aforementioned algorithms is fine-tuned to identify the optimal set of 

hyperparameters, maximizing performance. Thus, grid search with cross-validation, a 

widely used hyperparameter tuning technique, is applied to evaluate each classifier. This 

method systematically examines a predefined range of hyperparameter values, employing 

cross-validation to evaluate the performance of each combination, thereby enhancing 

model robustness. This process evaluates every combination of hyperparameters for each 

algorithm on the validation set, identifying the optimal set based on accuracy across all 

foldsða reliable metric given a balanced dataset [11, 64]. 

The final performance of each algorithm with the optimal hyperparameters found 

is then evaluated on the testing set in Step 5. Several evaluation metrics are recorded to 

measure performance, including the following [154, 155]: 

¶ Accuracy: It is the proportion of correctly classified instances to the total 

instances, calculated using Equation 14 below: 
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where TP stands for True Positives, TN for True Negatives, FP for False 

Positives, and FN for False Negatives. 

¶ Precision: It is the ratio of true positives out of all predicted positives and is 

found using Equation 15 as follows: 
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¶ Recall: It is the proportion of true positives to the number of actual positives and 

can be found using Equation 16 below: 
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¶ F1 score: It is the harmonic average of precision and recall, defined in Equation 

17 as follows: 
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¶ AUC (Area Under the Curve): It is the area under the Receiver Operating 

Characteristic (ROC) curve, which plots the True Positive Rate (TPR) against the 

False Positive Rate (FPR), as shown in Figure 33 below. AUC measures how well 

a classifier can distinguish between positive and negative classes.  
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Figure 33 ï Graphical Representation of the AUC Metric  [155] 

Aside from the above metrics, the confusion matrix is a performance 

measurement tool that recaps the count of TPs, TNs, FPs, and FNs. As such, it provides 

detailed insights into the errors made by the model and the types of errors (e.g., FPs or 

FNs). An example confusion matrix for a binary label (e.g., True/False) is shown in Table 

3 below: 

Table 3 ï Example Confusion Matrix [156] 

 Actual Value: True Actual Value: False 

Predicted Value: True True Positive 
False Positive 

(Type I Error) 

Predicted Value: False 
False Negative 

(Type II Error) 
True Negative 

 

Moreover, a classification report comprehensively summarizes the accuracy, 

precision, recall, F1 score, and number of samples supporting each class. Figure 34 

shows an example classification report for a binary label (e.g., class 0 or 1): 
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Figure 34 ï Example Classification Report [157]  

In Step 6, recorded performance metrics are rigorously analyzed to assess each 

modelôs effectiveness and address Research Question and Hypothesis 2.1. The top model 

is selected based on a balance of both accuracy and practicality, focusing on minimizing 

false negativesðinstances where the model predicts low wear severity when the actual 

wear is high, posing a potential safety risk. The chosen model optimally balances 

predictive accuracy and operational feasibility, ensuring it not only performs reliably but 

also meets safety standards and practical deployment requirements. This method ensures 

a robust and dependable model that supports predictive maintenance while effectively 

minimizing the likelihood of undetected high wear. 

In Step 7, Research Question and Hypothesis 2.2 are explored by analyzing 

feature importance rankings derived from tree-based models. This analysis examines how 

specific features contribute to classifying the severity of carbon brake wear per flight, 

offering beneficial insights into which parameters have the most significant influence on 

predictive accuracy. By assessing the rankings, the aircraft-specific, operational, and 

environmental features essential in determining wear severity can be identified, guiding 

both model refinement and operational decision-making. This approach not only 

enhances the understanding of the underlying factors driving brake wear but also supports 

targeted adjustments in model design, enabling more accurate, contextually aware 
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predictions. Additionally, feature importance analysis can inform practical 

recommendations for airlines and manufacturers, pinpointing conditions or operational 

patterns contributing heavily to wear. By making these influential features transparent, 

the analysis promotes explainable and actionable models aligning with predictive goals 

and maintenance planning objectives.  

Finally, in Step 8, posterior probabilities of model predictions are generated to 

quantify uncertainty and address Research Question and Hypothesis 2.3. For instance, 

bagging algorithms like Random Forest provide class probability estimates based on the 

fraction of trees predicting each class [143, 144, 146]. Boosting methods can also 

estimate uncertainty by tracking the weights assigned to weak learners during training, 

where higher weights indicate greater prediction confidence [145]. Additionally, gradient 

boosting can estimate posterior probabilities for each class using sigmoid functions [158]. 

These probabilities, which reflect the modelôs confidence in its predictions, can help 

identify cases where additional data may be necessary for reliable results. 

Overall, decision trees and ensemble methods, such as bagging and boosting, can 

provide accurate classifications of brake degradation severity levels while also providing 

feature importance and uncertainty quantification, including class probabilities that help 

gauge prediction confidence. This combination of accuracy and insight supports safe and 

reliable aircraft maintenance by informing timely, data-driven decisions. 

5.2.3 Carbon Brake Wear Modeling ï Regression to Predict Continuous Wear Values 

Predicting continuous wear values using ML regression techniques, rather than 

classifying brake degradation severity into high, medium, or low levels, can provide more 
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accurate and precise predictions. This approach ultimately enables more reliable RUL 

estimates. It involves integrating inputs from multiple sourcesðincluding aircraft-

specific parameters and operational factors from full-flight data, as well as environmental 

conditions and airport characteristics from FlightAware®ðinto a regression model 

designed to predict wear pin degradation. Such predictions allow personnel to proactively 

plan maintenance and replacement schedules, thereby preventing unexpected brake 

failures. As such, airlines can reduce the number of unscheduled maintenance events, 

which also lowers associated costs by replacing the brakes only when necessary and 

minimizes aircraft downtime. In addition, accurately predicting brake wear helps ensure 

the aircraft's and its passengers' safety. If brakes are worn beyond a certain threshold, it 

can decrease stopping power and potentially lead to dangerous situations during landings 

and takeoffs.  

In pursuing more accurate predictions through regression, a decision must be 

made between using conventional ML techniques or emerging deep learning (DL) 

methods. Traditional techniques, such as Linear Regression and Decision Tree, are 

simpler, easier to interpret, and faster to train than DL models [134-138, 159]. Such 

methods can perform well when the input features are relatively few, and when their 

connections to the output are reasonably straightforward. However, these methods may 

not be suitable for complicated, nonlinear relationships between the inputs and the output 

variable, as they may not accurately seize the underlying trends in the data [160]. 

Moreover, they typically do not perform well with vast quantities of data [77, 160]. In 

addition, feature engineering is usually conducted by a human expert with domain 
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knowledge prior to applying conventional methods to create the most pertinent features 

influencing the output [160].  

Alternatively, DL techniques, such as Deep Neural Networks (DNNs), can 

automatically learn complex and nonlinear relations between the inputs and the output 

variable without relying on explicit assumptions about the underlying phenomena [77]. 

These models are typically more complex, computationally demanding, and require more 

significant training data than conventional models. DL techniques can automatically 

extract high-level features from raw input data without explicit feature engineering by 

stacking multiple layers of nonlinear processing units to learn increasingly complex 

features. Such techniques typically show better performance than their traditional 

counterparts, especially when there is a significant number of input features or where the 

connections between the input features and the target variable are complex [77, 160]. 

This, however, results in increased training time and difficulties in interpreting the 

results.  

When choosing between conventional and DL techniques, it is imperative to 

consider the complexity of the problem, the amount and quality of available information, 

and the balance between model predictive performance and computational complexity 

(e.g., run time and memory requirements). The principle of Occam's Razor, which 

suggests favoring the simplest model that adequately explains a phenomenon, should be 

followed when selecting among multiple viable models. In the context of ML, if a 

conventional ML model demonstrates sufficient performance, then there is no need to 

construct a more complex DL model for the same problem [12, 161].  
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Conventional techniques may be suitable for simpler problems with relatively few 

features and straightforward relationships in the data, as they are generally faster to train 

and more transparent, which is advantageous when model interpretability is crucial [56]. 

On the other hand, DL techniques may be better suited for complex tasks involving 

numerous features and nonlinear relationships, especially when large and complex 

datasets are available. DL methods offer the potential for robust performance and 

flexibility, adapting to new data and capturing intricate patterns, which can be 

particularly beneficial for DT modeling purposes [58, 117]. However, DL approaches can 

be computationally intensive, require vast amounts of data, and are often more 

challenging to train and interpret [77, 160]. Ultimately, the choice between conventional 

ML and DL techniques for DT modeling will be contingent on the particular needs and 

constraints of the problem and involves a trade-off between predictive performance, 

explainability, and computational complexity. Accordingly, Research Question 2.4 is 

formulated as: 

Research Question 2.4: How do deep learning approaches compare to 

traditional ML techniques for modeling aircraft carbon brake degradation considering 

aircraft-specific parameters, environmental conditions, and operational factors? 

As highlighted in the literature review in Section 4.1, Oikonomou et al. argue that, 

despite a clear linear relationship between sensor data and brake RUL, leveraging 

advanced algorithms is essential to achieve accurate predictions [35]. Their study, 

however, evaluates RUL prognosis feasibility using historical data from a limited 

sampleðonly three aircraft with eight brakes eachðand relies on two inputs: 1) the 

number of flights completed and 2) sensor data indicating the remaining brake pad 
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percentage [35]. By employing effective feature engineering and selection to integrate 

aircraft-specific attributes, environmental conditions, operational factors, and runway 

characteristics, conventional ML techniques could potentially achieve robust predictive 

performance on a larger dataset from airline operations, reducing the need for advanced 

algorithms. 

Burnaev highlights that DL approaches are typically too computationally 

demanding for onboard implementation [102]. In his work, probabilities of each braking 

event belonging to a particular wear category (e.g., New, Used, or Worn Out) are derived 

from an initial model and then used as features in a second model. Burnaev identifies two 

models with optimal performance: 1) a lightweight solution, using Logistic Regression on 

top of an initial XGBoost model, which is suitable for onboard deployment, and 2) a deep 

RNN layered on XGBoost, offering comparable performance but with higher memory 

and computational requirements, making it more suitable for cloud deployment. Burnaev 

anticipates that the RNNôs accuracy could further improve with a larger training dataset 

[102].  

The available dataset for this research, detailed in Chapter 6, is massive and 

multisource. The airlineôs operational data, known as Continuous Parameter Logging 

(CPL) data, consists of millions of full-flight files containing Quick Access Recorder 

(QAR) data. Each file's size varies with flight length since the frequency of reporting the 

signals is 1Hz, meaning that there is one recording per second, from startup until 

shutdown, for each of the 800+ parameters. Sample CPL parameters include the aircraft's 

weight, speed, brake temperatures, and brake wear pin values, among many others. CPL 

data for this airline's widebody aircraft fleet, which consists of 71 total aircraft (36 units 
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of a small-sized variant, 32 units of a medium-sized variant, and 3 units of a large-sized 

variant), is available from July 2017 until present and contains over 200,000 full-flight 

files.  

Additionally, FlightAware® provides essential weather information and airport 

characteristics, though this data is available only from 04/01/21 onward, which limits 

dataset size when combining both data sources. Despite this, the resulting dataset remains 

substantial, containing 782,044 samples from over 90,000 flight records with eight brakes 

each. Per-flight feature engineering, as discussed in Section 6.3, results in a refined 

dataset with 86 numerical columns. Given the dataset's scale, DL methods could achieve 

robust performance, but they may be impractical due to extended training and runtime 

demands for DT modeling purposes. It is anticipated that a conventional ML model can 

achieve adequate performance with careful feature crafting and selection. Thus, 

Hypothesis 2.4 is posed as follows: 

Hypothesis 2.4: The performance gains, if any, provided by deep learning 

approaches are not substantial enough to warrant the use of their resource-intensive, 

complex, and less interpretable algorithms. Conventional ML techniques offer sufficient 

performance for modeling carbon brake degradation effectively. 

Before setting up the next experiment to benchmark conventional ML and DL 

regression models, the reporting frequency of the wear pin signal is reviewed such that 

determining the optimal frequency can be incorporated into the experiment. 
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5.2.4 Carbon Brake Wear Modeling ï Reporting Frequency of Wear Pin Signal 

The brake wear pin signal is one of the fundamental CPL parameters available 

from an airline's fleet of a specific widebody aircraft, comprising 71 total aircraft across 

three distinct variants. This signal indicates the remaining percentage of the carbon disk 

thickness and is recorded for each of the eight brakes on the aircraft's main landing gear, 

as illustrated in Figure 35 below. 

 

Figure 35 ï Eight Brakes of Main Landing Gear [Source: Collins Aerospace] 

The wear pin value is a slow-changing, step-change signal, reported inconsistently 

approximately every ten flights. This behavior is depicted in Figure 36, which displays a 

sample regression plot for the wear pin signal of the brake in position 1 on a specific 

aircraft. The wear pin value remains constant over several flights before a decrease is 

visible. Figure 37 depicts the wear pin value for the brake in position 1 on another aircraft 

over an extended period, highlighting the potential for missing flight records. It is also 

noteworthy that the wear pin signal in Figure 37 abruptly shifts from ~0% to ~100% 

toward the end of 2018, indicating a brake replacement. Both brake replacements and 

missing flight data must be considered when calculating wear rates. Additionally, the 

wear pin degradation shows both linear and nonlinear trends, suggesting that certain 

operational or environmental conditions may accelerate wear more than others. 
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Figure 36 ï Sample Regression Plot for Wear Pin Value of Brake 1 on an Aircraft 

 

Figure 37 ï Sample Wear Pin Value Degradation of Brake 1 on an Aircraft  

The aircraft electronically measures the wear pin value on each brake directly 

before landing while the brakes are still cold-soaked. This value is reported as a whole-

number percentage, reflecting relatively low precision. Although it is intended to be 

updated every ten flights, variations in decrement periodsðother than exact multiples of 

tenðare observed, likely due to missing data or aborted measurements, as illustrated in 

Figure 38. Figure 38 displays a histogram showing the number of flights between 

consecutive wear pin decrements, indicating the duration over which the wear pin value 

remains constant before decreasing. Intervals falling short of multiples of ten are 

attributed to missing data (e.g., missing CPL flight files), while intervals slightly 

exceeding multiples of ten suggest aborted measurements, potentially caused by a 
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malfunction in the wear pin measurement system. Other unknown factors may also 

contribute to aborted measurements. 

The regression models will utilize wear pin measurements from each flight, with 

the target variable defined as the average per-flight brake pad degradationðcalculated as 

the change in interpolated wear pin values between consecutive flights and averaged 

across the segments where the original wear pin values remain constant. Accordingly, it 

is essential to determine whether wear pin measurements are optimally recorded every 

ten flights or if a different frequency would enhance model performance. 

 

Figure 38 ï Frequency of Reporting Wear Pin Value 

Determining the optimal frequency for wear pin reporting is also crucial for 

guiding airlines on how often to manually measure wear pins on aircraft lacking 

electronic sensors, thus enabling the development of comparable supervised models for 

such aircraft. Accurate wear pin measurements are paramount for maintaining aircraft 

safety, as worn brake disks can lead to extended stopping distances and diminished 
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braking efficiency. Establishing an ideal reporting frequency ensures that maintenance 

teams have current, reliable data on brake wear, facilitating timely and effective 

maintenance interventions to mitigate potential safety risks.  

Cost efficiency is another key consideration, as frequent wear pin measurements 

can increase operational and maintenance expenses. By determining the optimal reporting 

frequency, airlines can reduce the number of physical measurements of the wear pins 

while still obtaining reliable data on the remaining carbon pad thickness, saving 

resources, labor, and time in maintenance and inspection processes. If increased reporting 

frequency only marginally improves model performance, the added costs may outweigh 

the benefits. Additionally, pinpointing the ideal reporting frequency allows for more 

efficient maintenance planning, helping crews prioritize tasks and enabling airlines to 

schedule maintenance and allocate resources more effectively. 

While increasing measurement frequency can enhance ML model performance, it 

is essential to balance this with practical, operational demands. Determining the optimal 

frequency allows for maximizing model performance without compromising operational 

efficiency. Thus, Research Question 2.5 is formulated as follows: 

Research Question 2.5: How often should wear pin data be collected to 

guarantee acceptable performance? 

Model performance fundamentally depends on the quality and relevance of its 

training dataset [160, 162]. While it may seem intuitive that increasing measurement 

frequency would improve ML model performance, this is not always the case. Several 

factors can influence the relationship between measurement frequency and performance. 
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For example, frequent measurements may lead to data redundancy, which can obscure the 

modelôs ability to capture essential relationships between inputs and outputs, potentially 

resulting in overfitting or reduced performance. Moreover, frequent measurements could 

introduce noise if they are affected by sensor inaccuracies or external variability, making 

it more difficult for the model to accurately learn the true relationships and diminishing 

predictive reliability [162]. Additionally, higher measurement frequencies result in larger 

datasets, demanding increased computational resources for training and evaluation. When 

performance gains are minimal, the increased computational costsðincluding runtime 

and storageðmay not justify more frequent measurements.  

The relationship between measurement frequency and model performance may 

also exhibit diminishing returns. Initially, increasing measurement frequency could lead 

to performance improvements; however, beyond a certain threshold, further increases 

may cause performance gains to plateau or even decline. Excessively frequent wear pin 

reporting risks overfitting the model to noise, obscuring underlying trends and leading to 

inaccurate predictions. Conversely, too infrequent reporting may prevent the model from 

capturing sudden wear changes between intervals, resulting in predictions that could 

compromise safety. Therefore, Hypothesis 2.5 is formulated as follows: 

Hypothesis 2.5: Increasing the frequency of reporting the wear pin signals will improve 

the predictive performance of carbon brake wear models up to a certain point, after 

which further increases will not yield significant improvements. 
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5.2.5 Experiment 3 (R.Q. 2.4-2.5) 

Experiment 3, summarized in  Figure 39, is designed to benchmark conventional 

ML regression techniques alongside advanced DL methods. The models will utilize 

inputs from aircraft-specific features, environmental conditions, operational factors, and 

airport characteristics to predict continuous values of carbon brake wear, enabling more 

precise estimates of the brakeôs RUL. Additionally, this experiment will determine the 

optimal frequency for wear pin value reporting, balancing model performance, 

computational costs, and maintenance practicality to maximize predictive effectiveness 

and operational efficiency. 

While uncertainty quantification is essential, this experiment focuses on offline 

model optimization, enhancing model explainability, and determining the optimal wear 

pin reporting frequency. Offline model optimization involves selecting the most suitable 

model and tuning hyperparameters, including identifying the ideal architecture for neural 

networks, such as the optimal number of hidden layers and units per layer. Methods to 

quantify uncertainty, detailed in Appendix D, encompass approaches for both 

conventional ML models and DL techniques. These include confidence intervals, 

Bayesian inference methods like Bayesian Linear Regression (BLR) and Bayesian Neural 

Networks (BNN), bootstrapped ensembles, conformal prediction, Gaussian Process 

Regression (GPR), and Monte Carlo Dropout. Bayesian methods and GPR offer a robust 

probabilistic foundation, while ensemble techniques and Monte Carlo Dropout estimate 

uncertainty based on prediction variability [158, 163-165]. The choice of method depends 

on model complexity, interpretability needs, and specific problem requirements. 
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Figure 39 ï Methodology for Experiment 3 (R.Q. 2.4-2.5)  

Note that Steps 1-3 were addressed in previous experiments. In Step 4, multiple 

regression models, encompassing both traditional ML and DL techniques, are trained and 

optimized via hyperparameter tuning. Traditional methods include linear regression, 

Support Vector Regression (SVR), decision trees, and ensemble approaches [152, 166, 

167]. For instance, Random Forest regression, which effectively manages both numerical 

and categorical features, is well-suited for capturing complex, nonlinear relationships 

between input variables and the target [137].  

Before delving into advanced DL techniques, the basics of a standard neural 

network, or Artificial Neural Network (ANN), are introduced. Inspired by the structure 

and function of biological neural networks, ANNs consist of interconnected nodes, or 

óneurons,ô organized into layers that enable the model to learn patterns within the data 

through training [168]. Setting up the neural network architecture involves defining the 

number of layers, the number of neurons in each layer, and the activation functions for 
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each layer. Typically, ANNs comprise an input layer, a series of hidden layers, and an 

output layer, as illustrated in Figure 40. Initial weights (connections between neurons) 

and biases (offsets) are assigned, often as small random values, to prepare the network for 

training. 

Then, a forward pass is conducted: for each data point, the input features are 

introduced into the initial layer, and the information flows through the network. At each 

neuron, the weighted sum of the inputs is computed, bias is added, and an activation 

function is applied. The activation function introduces nonlinearity, enabling the network 

to learn intricate patterns [168-170]. This process continues until the final layer is 

reached, which produces the predicted output(s). The predicted value(s) is compared to 

the true target value(s) using a loss function, quantifying the error and measuring the 

network's performance.  

A backward pass is then performed, where the network weights and biases are 

adjusted to minimize the loss function. This technique, called backpropagation, calculates 

the gradient of the loss function in relation to each weight and bias; the gradients indicate 

how the weights and biases should be adjusted to reduce the loss. The weights and biases 

are then updated using an optimization algorithm (e.g., gradient descent) and the 

computed gradients. The steps between the forward and backward passes are iterated for 

a predefined quantity of iterations (i.e., epochs) or until a convergence criterion is met. 

Finally, predictions on new samples are made by performing a forward pass through the 

network with the final weights and biases [168-170].  
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Figure 40 ï Standard Neural Network [171] 

Thus, a standard neural network operates deterministically, using a single set of 

parameters to process inputs and produce a desired output. This setup makes the model 

stable but can sometimes limit its ability to adapt to variability in unseen data. To assess 

and improve robustness, a common approach is to shuffle the training and validation sets, 

providing a more comprehensive evaluation of model performance across different data 

splits. One effective technique is cross-validation, where multiple tests are conducted by 

dividing the dataset into several ófolds.ô In each round, a different fold is used as the 

validation set, while the others serve as training sets, allowing the model to be evaluated 

across various data combinations. Cross-validation not only tests the modelôs consistency 

and stability but also helps identify potential overfitting or underfitting, making it an 

essential step in validating the generalizability of a deterministic neural network [172].  

DL, a subfield of ML, focuses on ANNs with many layers, known as Deep Neural 

Networks (DNNs). These networks excel at learning hierarchical feature representations 

directly from raw data, making them especially suited for large-scale, high-dimensional, 

and complex datasets such as images, videos, text, and speech [160, 162, 170]. The 

ódeepô aspect of DL refers to the networkôs depthðspecifically, the number of layers it 

contains. A DNN typically comprises an input layer, multiple hidden layers, and an 
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output layer, as illustrated in Figure 41. This layered structure allows DNNs to 

progressively learn more abstract and complex features as data moves through each 

successive layer, capturing nuances essential for sophisticated tasks [173, 174]. 

 

Figure 41 ï Sample DNN Architecture [175]  

DL has gained considerable attention and success in recent years, driven by 

several advancements. The availability of large datasets has allowed DL models to 

effectively learn intricate patterns and representations. Additionally, enhanced 

computational resources, especially the development of Graphics Processing Units 

(GPUs), have significantly accelerated the training of DNNs [160]. Further improvements 

in optimization techniques, activation functions, and regularization methods have 

bolstered DNNs' ability to train efficiently and generalize well across complex tasks  

[174, 176].  

Popular DL architectures include Recurrent Neural Networks (RNNs), 

specifically designed to handle sequential data by maintaining an internal state or 

memory. As shown in Figure 42 below, RNNs differ from traditional feedforward neural 

networks by incorporating feedback loops that allow information to persist across time 

steps, making them particularly effective for time-series data [177, 178]. This 
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architectural distinction enables RNNs to capture temporal dependencies, which is 

essential for tasks involving sequences. 

     

Figure 42 ï Feed Forward Neural Network (Left) Vs. RNN (Right) [179] 

In a simple RNN, the input layer receives data at each time step, which may be a 

scalar, vector, or higher-dimensional tensor [177, 179]. The hidden layer, containing 

recurrent connections, maintains the network's internal memory by taking the current 

input and the previous hidden state to compute a new one. This hidden state acts as a 

memory, capturing information from prior time steps. As illustrated in Figure 42, a 

feedback loop passes this hidden state forward to retain context over the sequence. The 

output layer then generates the networkôs output for each time step, reflecting the 

cumulative information retained across prior steps [179, 180]. 

To compute the hidden state at the current timestamp, the current input and the 

previous hidden state are combined into a single vector. This vector then passes through a 

tanh activation function, which yields an updated hidden state. This activation function 

controls the values that propagate through the network, constraining them within the 
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range of -1 to 1, thereby stabilizing the network's computations [180]. This sequential 

processing is depicted in the unfolded RNN shown in Figure 43 below. 

 

Figure 43 ï Unfolded RNN [180] 

While simple RNNs can model sequential data, they suffer from short-term 

memory limitations due to the vanishing gradient problem [178-180]. As an RNN 

processes more steps, it struggles to retain information from earlier steps because of the 

nature of backpropagation [177-180]. During backpropagation, each layerôs gradient is 

calculated based on the previous layerôs gradient adjustments; when these adjustments 

are minimal, the gradients diminish further as they propagate backward. Consequently, 

earlier layers receive negligible updates, limiting their learning due to insufficient weight 

adjustments [179, 180]. In the context of RNNs, each time step effectively functions as a 

layer, and Backpropagation Through Time (BPTT) is used for training. However, as 

gradients are calculated across multiple time steps, they often diminish, making it 

difficult for the model to capture long-term dependencies. Furthermore, BPTT is 

computationally intensive, especially for long sequences, as it requires gradient 

computations and storage at each time step [179, 180].  
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Advanced RNN architectures like Long Short-Term Memory (LSTM) and Gated 

Recurrent Unit (GRU) networks were developed to overcome the limitations of simple 

RNNs, particularly with respect to capturing long-range dependencies [159, 181]. These 

models employ ógatesô to control information flow, selectively retaining or discarding 

data over time [182]. LSTMs, a widely used RNN variant, feature a sophisticated 

memory cell with input, output, and forget gates that dynamically manage information 

retention and loss, as illustrated in Figure 44. This design enables LSTMs to capture 

longer-term dependencies effectively, providing a robust solution for sequential data 

modeling [182].  

 

 

Figure 44 ï LSTM Cell and Its Operations [182] 

LSTMs introduce a cell state, or memory cell, that carries essential information 

over time, allowing for the retention of relevant knowledge throughout sequence 

processing [181-183]. Information is added or removed from the cell state via three gates. 
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First, the forget gate uses the previous hidden state and current input to decide what 

information to discard or keep. The input gate then determines how much new 

information to store by processing the previous hidden state and current input with 

sigmoid and tanh functions, selectively adding relevant details while controlling the 

network [182]. The cell state is updated by combining the outputs of the forget and input 

gates. Finally, the output gate generates the next hidden state by combining the processed 

cell state and current inputs, deciding what information to pass to the next step. This 

mechanism allows LSTMs to capture complex, long-range dependencies in sequential 

data [182, 183]. 

GRUs, a simpler variant of LSTMs, merge the cell and hidden states and use 

fewer gates, making them more computationally efficient for similar tasks [182]. Figure 

45 illustrates the GRU architecture, which streamlines operations for faster processing.  

 

 

Figure 45 ï GRU Architecture [159] 
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GRUs feature two main gating components: the update gate (z) and the reset gate 

(r), as shown in Figure 45. The update gate determines how much information from 

previous time steps should be retained, effectively combining the functions of the input 

and forget gates in LSTMs. The reset gate controls the extent to which past information is 

used to compute the new candidate state, allowing the model to selectively disregard 

irrelevant past data [159]. Lastly, the network decides what to capture from the present 

memory content and the prior steps to calculate the final memory at the current instance. 

First, an element-wise multiplication is applied to the update gate and the prior hidden 

state. Then, an element-wise multiplication is applied to (1-update gate) and the current 

memory. The two results are summed to produce the updated memory, which is passed 

through the network [159]. 

GRUs often match LSTM performance on sequence tasks like speech recognition 

and time-series forecasting [82, 182]. With a simpler architecture and fewer gates, GRUs 

are generally faster to train and use less memory than LSTMs, though LSTMs may still 

excel with longer sequences or more complex tasks [184].  

In Step 4, each of the aforementioned algorithmsðconventional methods (e.g., 

Least Absolute Shrinkage and Selection Operator or LASSO) and DL methods (e.g., 

DNN)ðis benchmarked while tuning each algorithmôs hyperparameters via HyperOpt. 

This tool systematically searches for the optimal set of hyperparameters that minimizes a 

predefined loss function, in this case, Mean Squared Error (MSE). In Step 5, each fine-

tuned algorithm is tested on unseen data from the test set, which includes data from 

aircraft not included in the training, and evaluation metrics are recorded to compare the 

performance of the conventional ML methods with that of the more advanced DL 
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approaches. These metrics quantify the difference between predicted and actual values 

and include the following [185]: 

¶ Mean Absolute Error (MAE)  is the mean of the absolute differences between 

the predicted and actual values. It embodies the average degree of errors, 

regardless of direction, as given in Equation 18: 
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Where ώ is the true value, and ώ is the prediction. 

¶ Mean Squared Error (MSE) indicates the mean of the squared differences 

between the predicted and actual values. This metric penalizes significant errors 

more severely than minor errors, making it more sensitive to outliers. It is found 

using Equation 19 below: 
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¶ Root Mean Squared Error (RMSE) is the square root of the MSE (given in 

Equation 20), and its unit matches that of the target variable, making it easier to 

interpret. 
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¶ R-squared (Coefficient of Determination or R2), given by Equation 21, 

quantifies the degree to which the model's predictions align with the actual values. 

It falls in the range [0, 1], where a value of 1 designates an ideal fit, and 0 

indicates no relationship between the predicted and actual values. 
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Where ώ is the mean target value, ώ is the true value, and ώ is the predicted 

value. 

The evaluation metric of choice is based on the specific problem and the data 

characteristics. It is essential to choose a metric that aligns with the desired level of 

sensitivity to errors or outliers [185]. In practice, it is standard to use several metrics to 

get a comprehensive understanding of a model's performance. In addition to the metrics 

mentioned above, the training and prediction times for each algorithm are recorded to 

evaluate computational efficiency. 

In Step 6, the results are thoroughly analyzed to assess whether DL offers a 

meaningful performance advantage over conventional ML methods, along with an 

evaluation of computational efficiency. The optimal model is selected based on a balance 

of performance and resource demands, prioritizing models that show substantial 

performance improvements with manageable increases in computational requirements. 

This selection process helps determine the practicality of deploying models in real-world 

settings where computational resources may be limited. Models demonstrating significant 
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gains in predictive performance without excessive computational overhead are prioritized 

as candidates for implementation, ensuring that the models are effective and feasible for 

operational use. 

In Step 7, the objective is to understand how the model arrives at its predictions. 

Conventional ML models, like Decision Trees, offer inherent interpretability, allowing 

decision rules to be directly visualized and easily understood. In contrast, while DL 

models can deliver high performance, their internal workings are often intricate and 

difficult to interpret [162, 181]. This complexity underscores the importance of model 

explainability techniques, which provide valuable insights into the decision-making 

processes within DL models, particularly neural networks. These techniques reveal the 

relative importance of input features, visualize intermediate layers and transformations, 

and enhance model transparency. By making the inner workings of DL models more 

accessible, explainability techniques foster greater trust and confidence in the modelôs 

predictions, particularly in this high-stakes application [186]. 

 Model explainability techniques encompass feature importance, which ranks 

input features by their impact on the modelôs output, offering insight into each feature's 

role in shaping the model's decisions [187]. While tree-based methods, such as Random 

Forests and gradient-boosted trees, inherently calculate feature importance based on 

metrics like impurity reduction or split gains, feature importance can also be derived for 

any model through model-agnostic approaches like Shapley Additive Explanations 

(SHAP). Rooted in cooperative game theory, SHAP values consistently assign feature 

importance at the level of individual predictions by evaluating each feature's contribution 

across all possible feature combinations [92, 187, 188]. This method effectively reverse-
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engineers the predictions of various models (e.g., tree-based, linear models, and neural 

networks). The sum of all SHAP values for an instance equals the difference between that 

instanceôs prediction and the modelôs average prediction, ensuring a balanced attribution 

of importance [188, 189]. Figure 46 illustrates an example where SHAP values 

are assigned to each input feature, highlighting their specific influence on a prediction. 

 

Figure 46 ï Example of SHAP Values [92] 

SHAP values provide both local and global explanations by measuring each 

feature's contribution to individual predictions (local) and overall model behavior 

(global) across the dataset [189]. The Shapley calculation fairly distributes each featureôs 

influence by considering all possible feature combinations and maintains consistency, 

ensuring a feature's SHAP value does not decrease if its contribution to the prediction 

increases. SHAP values also demonstrate linearity, meaning that for models combined 

linearly, the SHAP values of the combined model are equivalent to the sum of the SHAP 

values of the individual models. However, the exact computation of SHAP values can be 

computationally demanding, particularly for large models or high-dimensional data 

[189].  
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Given SHAP's technical strength and widespread usage, it has facilitated the 

development of new feature selection procedures, such as BorutaSHAP and PowerSHAP 

(detailed in Appendix E), to decrease the dimensionality of the feature space [190-194]. 

These explainability techniques support explaining both conventional and DL models, 

increasing model trust and enhancing decision-making, though some techniques may 

require substantial computational resources. 

The final step of Experiment 3 seeks to determine the optimal reporting frequency 

for the wear pin signal, a core factor in boosting predictive model performance. High-

frequency reporting provides detailed data, potentially enhancing model precision, but it 

may also introduce noise that leads to overfitting. On the other hand, low-frequency 

reporting could miss important wear patterns, which may compromise safety. To assess 

the impact of reporting intervals on predictive performance, the dataset is filtered to 

include entries at specific intervals (e.g., every n flights), factoring in variables like 

aircraft ID, brake position, and brake replacement instances. The best-performing 

regressor is then trained and tested across different intervals (where n ranges from 1 to 

100), allowing an analysis of how data granularity influences performance. This approach 

balances data detail and model reliability, supporting recommendations for optimal wear 

pin measurement intervals to promote accurate, safe, and data-driven maintenance 

planning. 

The next section addresses the final gap identified in the literature, which centers 

on model generalizability. 
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5.3 Research Questions, Hypotheses, and Experiments 4 and 5 

The literature review presented in Section 4.2 highlights a significant gap in 

model generalizability, as many models struggle to maintain consistent performance 

across diverse operations, environments, or vehicle types. This section begins by 

exploring the importance of model generalizability in the context of DTs, emphasizing its 

essential role in ensuring reliable performance under varied conditions and enabling 

robust, scalable DT applications. The section then details methodologies for two 

experiments designed to assess and enhance model generalizability. The first experiment 

evaluates generalizability across different domains, represented by data segments 

corresponding to various widebody aircraft variants, highlighting the need for models to 

maintain robustness across distinct aircraft types. The second experiment investigates the 

potential of Transfer Learning (TL) to improve generalizability across these diverse data 

domains, examining its efficacy in adapting models trained on one or more aircraft 

variants to perform effectively on others. 

5.3.1 Generalizability in the Context of DTs 

This research focuses on the generalizability of DTs, emphasizing their ability to 

deliver accurate, adaptable, and resilient predictions. The goal is to develop a model that 

precisely replicates a real-world system, enabling it to accommodate and predict the 

impact of unforeseen changesðan essential capability for several reasons. First, real-

world systems are inherently dynamic and often subject to operational modifications, 

such as an aircraft being assigned a new route or adapting to a different environment. 
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Such changes would not disrupt a model that generalizes well; instead, it would adapt 

seamlessly, maintaining reliability and predictive performance [12].  

Second, there is significant value in achieving robustness across variations, a 

concept central to generalizability. For example, for an aircraft model with diverse 

configurations, a generalizable predictive model would extend beyond the specific 

variant it was initially trained on, demonstrating resilience across a range of similar but 

distinct systems. This flexibility reduces the need for multiple specialized models, thus 

promoting efficiency.  

In this research, it is recognized that each tail number experiences unique 

operational and environmental factors, such as the routes it flies, the airports it services, 

and the crew operating it. These variations highlight the importance of developing a 

predictive DT model capable of generalizing effectively across different aircraft types. 

Specifically, the goal is to create a model whose brake wear predictions are robust and 

reliable, enabling consistent application across all variants within the fleet. 

A significant challenge in developing DTs that generalize across various variants 

is overfittingða common issue where a model becomes too tailored to its training data, 

compromising its predictive performance on unseen data [195]. Effective generalization 

enables a model to learn from training data without being misled by noise or outliers, 

ensuring dependable performance under new conditions [196]. Addressing overfitting is 

key to maintaining the DT's reliability for maintenance and operational planning. 

Another main consideration is the cost and time efficiency of developing a 

generalizable DT model. Such a model can substantially reduce resource and time 



© 2025 Collins Aerospace | This document contains no export-controlled technical data. 

 138 

demands by being applicable across diverse operational scenarios and system 

configurations, eliminating the need for retraining from scratch for each new route or 

aircraft variant. This capability supports rapid deployment, which is particularly 

imperative in fast-paced industrial settings [197]. 

In this context, Transfer Learning (TL) emerges as a powerful approach. It 

leverages knowledge gained from one task to address different yet related tasks [106, 

198-201]. By utilizing a model pre-trained on a large, diverse datasetðsuch as one 

specific aircraft typeðthe model can be fine-tuned to perform effectively on a second, 

potentially smaller dataset, like another aircraft type. This approach could significantly 

enhance model generalizability, reliability, and efficiency while reducing the training 

time required for neural networks, an essential consideration for the predictive 

maintenance of complex systems like aircraft brakes [106, 199-201]. 

5.3.2 Carbon Brake Wear Modeling ï Generalizability Assessments 

The importance of model generalizability in predictive analytics for aircraft 

operations has gained significant attention [202-204]. Ensuring that predictive models 

perform consistently across various operational scenarios and aircraft types is crucial for 

effective maintenance and operational decision-making. This focus on generalizability 

aims to enhance the reliability and applicability of predictive models for carbon brake 

wear on aircraft. Brake reliability is vital for aircraft safety, with operations spanning 

diverse weather conditions, routes, runway types, and utilization rates. Accurate 

prediction of carbon brake degradation under such variable conditions is essential to 

prevent inaccurate wear assessments and mitigate safety risks linked to worn brake disks. 
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Additionally, a generalizable model facilitates timely and effective maintenance decisions 

across various scenarios, helping maintain consistent brake performance, reduce 

excessive wear, and extend component lifespan. Through more robust predictive 

maintenance, airlines can optimize schedules and resources, ultimately reducing flight 

disruptions and associated costs [9]. 

The CPL dataset, described in Section 6.1, includes full-flight data files from a 

fleet of 71 widebody aircraft across three configurations: small (Variant 1), medium 

(Variant 2), and large (Variant 3). Analysis of the fleetôs carbon brake degradation 

profiles, as depicted in Figure 47, reveals notable discrepancies in wear rates among 

different variants. Specifically, Variants 2 and 3 exhibit steeper degradation profiles than 

Variant 1. This trend is further corroborated by the per-flight wear histogram, which 

indicates higher wear rates for the larger-sized variants (Variants 2 and 3). One strategy 

to address these discrepancies involves segmenting the data by aircraft type and training 

distinct models for each segment. While this approach may enhance predictive 

performance within each subset, it introduces significant complexities in model 

management and maintenance. Challenges include updating multiple models and 

increased computational demands due to longer training durations and higher storage 

requirements. 
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Figure 47 ï Carbon Brake Degradation Profiles (Left) &  Histogram of Degradations 

Per Flight (Right) for Various Aircraft Types  

When developing predictive models for aircraft carbon brake degradation using 

the available dataset, a pivotal choice arises: to build a single, generalized model using 

the entire dataset or to segment the data (e.g., by aircraft class, route structure) and 

develop specialized models for each segment. As such, ML models can be systematically 

trained, tested, and evaluated across distinct data segments (or domains, such as specific 

aircraft variants) to thoroughly assess their generalizability. This approach enables the 

development of more reliable and robust predictive models for carbon brake degradation 

that perform consistently across these segments, ensuring the models' applicability in 

real-world scenarios. Such evaluations enhance aircraft safety, cost efficiency, and 

operational flexibility, supporting predictive maintenance. Accordingly, Research 

Question 3 is divided into two sub-questions, the first being: 

Research Question 3.1: Is it necessary to develop separate carbon brake wear models 

tailored to specific data segments (e.g., each aircraft type), or can a single, generalized 

model effectively represent the entire dataset? Also, what are the implications of each 

approach on model performance and reliability? 
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Specialized models are often able to capture unique patterns and relationships 

within each data segment, which can improve predictive performance for the specific 

contexts they target. These models may also be easier for domain experts to interpret and 

evaluate, as they align closely with the particular operational or environmental conditions 

of each segment. However, maintaining multiple specialized models increases system 

complexity, as each model requires individual updates and monitoring, which can 

become resource-intensive. This approach also raises computational and storage costs 

due to the need for separate training processes. Additionally, splitting the data into 

segments can lead to smaller training datasets for each model, potentially limiting model 

performance in segments with fewer data points [205]. 

A single, generalized model streamlines model management, as only one model 

requires maintenance and upkeep, simplifying the overall workflow. By training on data 

from all segments, a generalized model can leverage broader patterns, which is especially 

beneficial when data is limited, such as in the case of Variant 3, where only data from 

three aircraft is available [205]. While generalized models may require more complex 

structures to account for diverse relationships across domains, possibly resulting in higher 

computational demands, they provide a unified approach that integrates multiple data 

sources for a holistic view [203]. However, generalized models might overlook finer 

details specific to individual segments, potentially compromising predictive performance 

for certain subsets. This limitation becomes more pronounced when patterns vary 

significantly across domains, suggesting that, in some cases, specialized models may be 

necessary to capture the unique characteristics of specific segments [205]. 
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Choosing between a single generalized model and multiple specialized models 

requires balancing predictive performance, reliability, and the complexity of model 

management. Given that the underlying mechanisms driving brake wear are likely similar 

across various aircraft variants, a generalized model has the potential to effectively 

capture these shared patterns and deliver high predictive performance. Based on this 

reasoning, Hypothesis 3.1 is proposed: 

Hypothesis 3.1: A single, generalized model trained on data that includes all aircraft 

types, operational conditions, and environmental factors will achieve more robust 

predictive performance than multiple specialized models trained on distinct data 

segments. 

The rationale for this hypothesis includes several considerations. Although aircraft 

types and operating conditions may differ across the fleet, the core physics of carbon 

brake wear remains consistent. A generalized model can capture these fundamental 

mechanisms, potentially enhancing performance across all variants. Additionally, by 

combining data from multiple variants, a generalized model benefits from a larger, more 

diverse training set, strengthening its ability to learn complex patterns. This is particularly 

advantageous for variants with limited data (e.g., Variant 3), where the shared dataset can 

improve performance. Moreover, managing a single model reduces the complexity and 

resource requirements of developing, storing, and updating multiple specialized models, 

streamlining operational workflows. A generalized model also offers greater scalability 

and adaptability, making it easier to integrate new data or adjust to changing operational 

conditions without retraining numerous models. 
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To evaluate this approach, the next experiment will test whether a generalized model 

can achieve sufficient performance across different data segments (e.g., aircraft types) or 

if specialized models are required to capture each variantôs specific nuances. 

5.3.3 Experiment 4 (R.Q. 3.1) 

Experiment 4 is designed to assess the generalizability of predictive models 

across different data segments, specifically aircraft types, and to determine whether 

specialized models are necessary for improved performance. Figure 48 presents the 

methodological framework designed to systematically assess the trade-offs between 

model specialization and generalization, aiming to identify the most effective strategy for 

predicting carbon brake wear across various aircraft variants. 

 

Figure 48 ï Methodology for Experiment 4 (R.Q 3.1) 

The methodology for Experiment 4 consists of eight structured steps. It begins 

with engineering per-flight features from raw full-flight data collected from aircraft 

operations and integrating this information with relevant weather data and airport 
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characteristics obtained from FlightAware®. The next step involves preprocessing the 

data, which includes cleaning, transforming, and normalizing it to ensure readiness for 

modeling. 

The data is then partitioned into training and testing sets, stratified by aircraft tail 

numbers for each variant. A generalized model is trained on the entire fleetôs dataset 

using a Deep Neural Network (DNN), while specialized models are independently trained 

for each aircraft type. To evaluate performance, the generalized model is tested on data 

from each aircraft variant, and the specialized models are tested on their respective 

variant-specific test sets. RMSE and other relevant metrics are used to compare the 

performance of the fleet-based generalized model and the specialized models. Finally, the 

results are analyzed to determine if distinct models tailored to specific aircraft classes are 

warranted. Section 11.1.1 of this dissertation will provide a comprehensive explanation of 

the implementation of each step of this experiment. 

5.3.4 Carbon Brake Wear Modeling ï Transfer Learning to Enhance Generalizability 

Building upon the prior experiment that assesses model generalizability in 

predicting aircraft brake wear, there is significant interest in exploring the potential of 

Transfer Learning (TL) to enhance models' ability to generalize across diverse data 

segments (e.g., distinct aircraft types). The underlying principle of TL is to leverage 

insights gained from a source task to improve performance on the target task, especially 

when data for the target task is limited [106, 198-201]. By leveraging TL, it is possible to 

combine the strengths of both specialized and generalized models, potentially boosting 

performance and reliability across all data segments. 
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 Itôs essential to recognize that TL relies on both a large, labeled source dataset 

and a smaller, labeled target dataset [106, 198, 206]. TL generally follows a structured 

approach: first, a model is trained on an initial task with a substantial, labeled dataset. 

Through this training, the model learns to extract relevant features or representations 

suited to the source task. Next, the pre-trained model is fine-tuned and adapted for a 

different but related target task using the labeled data specific to the new domain. This 

adaptation may involve modifying the modelôs architectureðsuch as selectively updating 

specific layers like the output layerðbefore training on the target dataset [106, 198, 206].  

As illustrated in Figure 49, traditional ML methods train separate models on each 

task without retaining knowledge across tasks. In contrast, TL leverages insights acquired 

from the source task to enhance performance on the target task, effectively transferring 

useful information [206]. For instance, in modeling carbon brake degradation, a model 

pre-trained on data from one aircraft variant can be fine-tuned to improve predictions for 

another variant, thus transferring learned insights effectively across similar tasks. Given 

this context, Research Question 3.2 is formulated as follows: 

Research Question 3.2: Can transfer learning significantly improve model performance 

across different domains (e.g., aircraft variants) such that a more accurate, generalized 

model is obtained for the purpose of DT modeling of aircraft carbon brake wear? 
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Figure 49 ï Traditional ML Vs. Transfer Learning  [206]   

TL is particularly impactful in DL applications, where adapted models such as 

Convolutional Neural Networks (CNNs) or transformer-based architectures achieve state-

of-the-art performance across a variety of domains, including Natural Language 

Processing (NLP) and speech recognition [176, 198]. TL can significantly reduce the 

training time for the target task, as the model already captures essential features from the 

source task, requiring only fine-tuning for domain-specific adjustments [176]. 

Additionally, TL is highly effective in scenarios where labeled data for the target problem 

is scarce, as it enables the model to transfer learned representations, improving predictive 

performance even with limited data [198]. Most importantly, TL enhances model 

generalizability across different domains (i.e., data segments) by leveraging insights from 

varied tasks during pre-training, allowing the model to adapt better to new data 

environments [198, 200].  

In this studyôs Exploratory Data Analysis (EDA), high-dimensional data from the 

airlineôs widebody fleet is visualized in 2D space using Principal Component Analysis 

(PCA), as illustrated in Figure 50 below. This visualization indicates that different 



© 2025 Collins Aerospace | This document contains no export-controlled technical data. 

 147 

aircraft variants tend to cluster in distinct regions, reflecting inherent differences across 

domains. TL could help bridge these domain-specific variations (e.g., across aircraft 

types), potentially enabling a single model to perform robustly across diverse data 

segments, including varying aircraft types, operational settings, and environmental 

conditions. This approach is particularly beneficial when developing a single predictive 

model that performs effectively across various aircraft types, even with uneven data 

availability. TL leverages the shared operational conditions and degradation patterns 

among different aircraft variants. For example, although brake wear specifics may differ 

between Variant 1 and Variant 3, the fundamental physics and operational factors 

influencing wear remain consistent. Accordingly, Hypothesis 3.2 is proposed as follows: 

Hypothesis 3.2: Incorporating transfer learning techniques will enhance model 

generalizability, supporting the development and maintenance of a single, more accurate 

generalized model. 

 

Figure 50 ï PCA on Full -Flight  Data* 

 
* PCA is conducted on the original dataset, prior to averaging feature values over segments where the wear 

pin signals remain constant. 
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In DL, TL involves initially training a neural network on a problem related to the 

one being solved, then leveraging one or more layers from this pre-trained model in a 

new model that is fine-tuned for the target problem [162, 198]. Two primary strategies, 

Weight Initialization and Feature Extraction, are considered due to their widespread use 

and effectiveness in leveraging knowledge from related domains to address practical 

challenges such as limited data availability for specific tasks [162]: 

1. Weight Initialization : This approach uses the weights from a model trained on a 

related, data-rich task as the starting point for training a new model on the target 

task. By leveraging pre-trained weights, the model can quickly adapt to the new 

task, utilizing shared characteristics between the problems to accelerate learning 

and improve performance [162]. This method is especially advantageous when 

dataset sizes for different aircraft variants vary significantly, as it minimizes the 

need for extensive training on smaller datasets. For example, a model pre-trained 

on Variant 1 with ample labeled data can adjust all its weights to specialize on 

Variant 3, even with limited data available for the latter. In this scenario, none of 

the pre-trained layers are frozen, allowing the model to fully fine-tune itself for 

the new task. 

2. Feature Extraction: In this method, the neural network weights trained on the 

initial task are kept fixed, and only the new layers added for the target task are 

trained further. Lower layers in the neural network capture shared foundational 

features across domains, which are preserved by freezing these layers. The model 

then focuses solely on learning patterns specific to the new task [162]. This 

approach is well-suited to aircraft brake wear prediction, as the operational 
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conditions and degradation patterns across variants share fundamental similarities. 

For instance, a model trained on data from Variants 1 and 2 can retain its hidden 

layer weights and learn only the output layer weights for Variant 3, efficiently 

utilizing the limited data for this variant while maintaining the robustness of 

features extracted from the initial datasets. 

The choice of TL technique depends on factors such as the similarity between the 

source and target tasks, the volume of labeled data available for the target problem, and 

the degree of adaptation needed for the target task [199]. In Experiment 5, both Weight 

Initialization and Feature Extraction techniques are employed to enhance predictive 

models for aircraft brake wear. Weight Initialization provides a well-informed starting 

point for training on new tasks, while Feature Extraction emphasizes efficiency and 

robustness by preserving foundational knowledge [162].  

5.3.5 Experiment 5 (R.Q. 3.2) 

Experiment 5 investigates the effectiveness of TL in creating a generalizable 

model for accurately predicting carbon brake wear across multiple domains, including 

different aircraft types, for DT applications. By transferring insights from related tasks, 

TL has the potential to improve model performance and adaptability across varied aircraft 

types and operations. An overview of the experimental setup is shown in Figure 51. 
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Figure 51 ï Procedure Outline for Experiment 5 (R.Q. 3.2) 

The methodology for Experiment 5 follows a structured eight-step process. 

Initially, a model is trained on a specific dataset segment (domain), such as data from a 

particular aircraft variant. This model is then duplicated, and a subset of its initial layers 

is frozen to preserve the weights learned during training on the initial domain. These 

frozen layers retain valuable features extracted from the initial domain. Next, new layers 

are appended to the architecture of the pre-trained model, allowing it to adapt to the data 

from a new domain. Feature extraction is implemented during these steps, with the frozen 

layers (Step 2) capturing foundational features and the added layers (Step 3) adapting the 

model to the new domain. 

In Step 4, the modified model is trained on data specific to the new domain, such 

as another aircraft variant, utilizing the pre-trained weights as a foundation (weight 

initialization). If none of the pre-trained weights are frozen and no new layers are added, 

the process simplifies to pure weight initialization, where the entire pre-trained model is 

fine-tuned without architectural changes. 
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The modelôs performance is evaluated on unseen data from tail numbers not 

included in the training set to assess its generalization capability. A comparative analysis 

is conducted between the modified model and the original pre-trained model using 

metrics for regression performance and computational efficiency, such as training and 

prediction times. Further refinement of the modified model can involve fine-tuning 

hyperparameters or altering the number of layers frozen or added to optimize 

performance. The experiment concludes by determining whether TL significantly 

enhances predictive performance and generalizability. Section 11.1.2 of this dissertation 

provides a detailed explanation of the implementation of each step. 

The next chapter delves into the datasets utilized in this research, encompassing 

specific parameters from actual full-flight operations provided by an airline, as well as 

environmental conditions and airport characteristics sourced from FlightAware®.  
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CHAPTER 6: DATASETS 

The data used for this research comes mainly from an airline's Continuous 

Parameter Logging (CPL) data and FlightAware®. The airline is a major Japanese airline 

and is one of the largest carriers in terms of fleet size, passengers carried, and 

destinations served [207, 208]. Its primary hubs are Tokyo International Airport (ICAO 

code: RJTT), Narita International Airport (IATA code: RJAA), Osaka International 

Airport (ICAO code: RJTT), and Osaka's Kansai International Airport (IATA code: 

RJBB) [209]. The airline operates a diverse fleet of aircraft, including three variants of a 

particular widebody aircraft, each with varying capacities and ranges. The airline utilizes 

this widebody aircraft's fleet on domestic and international routes, expanding its network 

and enhancing its services. Specifically, the airline operates this fleet to over 90 

destinations across Asia, Europe, North America, and Oceania, as depicted in Figure 52 

below. The aircraft is particularly well-suited for long-haul and medium-haul flights, 

given its extended range, fuel efficiency, and passenger comfort features [24]. 

 

Figure 52 ï Destinations for the Airlineôs Widebody Aircraft  Fleet 
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The widebody aircraft in the fleet, identified by their tail numbers, operate short-

haul and long-haul flights, depending on the airline's scheduling and route planning 

requirements. The airline continually evaluates and adjusts its route networks to optimize 

efficiency, passenger demand, and operational performance. As a result, the routes flown 

by a specific aircraft vary over time.  For example, a particular aircraft in the fleet might 

be scheduled to fly a long-haul route from Tokyo to Los Angeles one day and then 

operate a shorter route from Tokyo to Singapore on another day. This flexibility in 

aircraft utilization is essential for airlines to effectively manage their fleet, maximize 

revenue, and adapt to fluctuating market conditions, such as seasonal changes in 

passenger demand, competitive pressures, or external factors like geopolitical events. 

Figure 53 below shows sample routes operated by two tails of the large-sized variants in 

2019. Note that other airlines may operate the same aircraft types entirely differently. 

 

Figure 53 ï Sample Routes for Two of the Airlineôs Large-Sized Aircraft  Variant  

Aircraft maintenance schedules and regulatory requirements also influence 

aircraft deployment [210]. Airlines must ensure that their aircraft meet strict safety 

standards, and their maintenance intervals can affect the scheduling of flights. For 

instance, an aircraft might be temporarily removed from service for routine maintenance, 
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after which it could be assigned to a different route or even be reconfigured to 

accommodate different passenger capacities or seating layouts. 

This dynamic nature of aircraft deployment is essential for efficient fleet 

management and allows airlines to adapt to ever-changing operational and market 

requirements. Examples of international routes operated by the airlineôs widebody fleet 

include flights from Tokyo (Haneda and Narita airports) to cities such as London, 

Frankfurt, New York, Los Angeles, Seattle, Chicago, Sydney, Singapore, Bangkok, and 

Beijing, among others. However, most of this widebody fleet is used on short-haul flights 

connecting major cities like Tokyo, Osaka, Fukuoka, and Sapporo [209]. Given that this 

airlineôs widebody fleet operates across various cities, each with diverse environmental 

conditions, the available data will help clarify the varying environmental and operational 

effects on carbon brake wear. 

6.1 Continuous Parameter Logging (CPL) Data 

Continuous Parameter Logging (CPL) data refers to the continuous recording of 

various aircraft system parameters during flight [211]. This data is collected by the 

aircraft's data acquisition system and is stored in the Quick Access Recorder (QAR). The 

latter device is optional but is designed to provide easier and more frequent access to 

flight data [212]. As such, airlines commonly use it to facilitate routine monitoring and 

analysis of flight data. Maintenance crews and other airline personnel can retrieve the 

data from the QAR conveniently, making it the preferred source for CPL data in day-to-

day operations.  
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CPL data provides valuable insights into aircraft performance, system status, and 

operational efficiency throughout the flight. A CSV file is available after each flight and 

contains data recorded on a frequency of 1Hz, meaning there is one recording of all the 

signals per second from startup to shutdown. Consequently, the file size varies with flight 

length. CPL data has been available for the airlineôs widebody aircraft fleet since July 

2017, and as such, over 200,000 full -flight files are accessible. A sample filename for one 

of the airlineôs flights is shown in Figure 54. The filename contains parameters such as 

the flightôs date and departure time, the flight number, the origin and destination airports, 

the airline code, and the specific tail number that operated the flight. The CPL full-flight 

files are available from the airlineôs widebody aircraft fleet, which consists of 36 small-

sized aircraft, 32 medium-sized aircraft, and 3 large-sized aircraft. This extensive dataset 

is securely stored in the cloud, managed through Azure Storage Explorer, and seamlessly 

accessed for processing and analysis via Azure Databricks. 

 

Figure 54 ï Sample CPL Filename for One Flight 

Over 800 parameters are recorded in CPL data, including parameters relevant to 

aircraft position (e.g., latitude, longitude, and altitude), speed (e.g., indicated airspeed, 

true airspeed), attitude (e.g., pitch, roll, and yaw angles), engine performance (e.g., 

engine RPM, fuel flow, and thrust), flight control surfaces (e.g., elevator and rudder 

positions), environmental conditions (e.g., static air temperature), aircraft system status 

(e.g., pneumatic system pressures and temperatures), and pilot inputs (e.g., rudder pedal 

positions, throttle settings, and autobrake settings). As only certain parameters are 
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relevant to predicting carbon brake degradation, a down-selection is conducted to retain 

only the most relevant parameters. Sample aircraft parameters include the timestamp of 

the recordings, cabin altitude (in feet), static air temperature (in degrees Celsius), ground 

speed (in knots), gross weight (in pounds), on-ground indication (either Actuated, ACT, 

or OFF), and flight phase, which is a number ranging from 1-15 as defined in Table B.4 

in Appendix B. The variation of these parameters throughout a sample flight is shown in 

Figure 55 below. 

 

Figure 55 ï Sample Aircraft Parameters Over an Entire Flight 

In addition, CPL data includes specific Wheels and Brakes parameters, such as 

the brake wear pin signal, which indicates the percentage of carbon brake pad remaining. 
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This signal for each brake on a given aircraft is illustrated in Figure 56. The wear pin 

signal, as shown, is a slowly changing step function that exhibits both linear and 

nonlinear trends. Note that a number of flight files are missing from the data during 

certain periods. The arrows in Figure 56 also indicate instances of brake replacements, 

where the wear pin value resets from approximately 0% to 100%. These missing flights 

and brake replacements must be considered when calculating wear rates.  

 

Figure 56 ï Wear Pin Value for Each Brake on a Specific Aircraft 

Additional examples of Wheels and Brakes parameters include the brake CMD 

(i.e., the sum of brake applications and anti-skid command) for each brake, the brake 

temperatures (normalized to be between 0-100 by the Brake Temperature Monitoring 

System or BTMS), and an indicator (ACT/OFF) of the autobrake setting (e.g., 1, 2, 3, 4, 

MAX, RTO). Furthermore, engine parameters are also included, such as the left and right 

engine thrust reverser settings (ACT/OFF). Figure 57 below illustrates sample parameters 

specific to the brakes and engine. 
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Figure 57 ï Sample Brake and Engine Parameters Over an Entire Flight 

It is important to note that brake temperature data is censored. The brake 

temperature saturates at 100°F for the small-sized aircraft variant (Variant 1), as shown in 

Figure 58 below, and it saturates at 350°F for the medium and large-sized variants. This 

censoring implies that the BTMS cannot read and report temperatures below those 

values. The BTMS renormalizes the temperature such that it falls between 0-100. For 

example, temperatures below 100°F yield a BTMS value of 0, while temperatures above 

1400°F yield a BTMS value of 100 for Variant 1. In this research, the brake temperatures 

are used as recorded by the BTMS, with no attempts to infer or extrapolate their values. 
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Figure 58 ï Variant 1 (Small-Sized Variant) Brake Temperature Censoring 

[Source: Collins Aerospace] 

The abovementioned CPL parameters, among many others, enable airlines to 

monitor fleet performance, plan maintenance more effectively, optimize operations, and 

enhance safety. For example, CPL data can be used for flight safety analyses to identify 

any anomalies or deviations in aircraft system performance that may put the aircraft at 

risk. CPL data can also provide valuable evidence to investigators in case of an incident 

or accident, helping to identify the contributing factors and develop safety 

recommendations [211]. Moreover, fuel consumption, flight efficiency, and other 

operational parameters can be analyzed to optimize aircraft performance and reduce 

operational costs. This research uses CPL data to monitor aircraft brake health and 

predict wear, allowing for more efficient and proactive brake maintenance scheduling. 
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6.2 FlightAware® Data 

FlightAware® is a global flight tracking and aviation data services company that 

provides comprehensive, real-time, and historical information about flights, aircraft, 

airports, and weather conditions. Founded in 2005, FlightAware® has become a widely 

used resource for pilots, airlines, airports, air traffic controllers, and aviation enthusiasts 

[213]. FlightAware® was acquired by Collins Aerospace, a subsidiary of RTX (formerly 

known as Raytheon Technologies Corporation), in November 2021 [214]. The 

acquisition aimed to expand Collins Aerospace's information management services 

portfolio and enhance its ability to provide data-driven solutions to its customers. 

Combining FlightAware®'s data and tracking capabilities with Collins Aerospace's 

avionics and communication systems expertise aims to provide more comprehensive 

solutions and services to stakeholders. 

6.2.1 FlightAware® Weather Data 

FlightAware® provides numerous features and services, such as real-time flight 

tracking of commercial and private jets, including details such as departure and arrival 

times, flight paths, and aircraft altitude and speed. FlightAware® also offers 

comprehensive weather information derived from Meteorological Aerodrome Reports 

(METARs) [215]. There are two kinds of METAR reports: a routine report is conducted 

every hour, and a special report, a SPECI, can be provided at any time to update rapidly 

varying weather conditions or other details [216]. A sample routine METAR report is 

presented in Figure 59 below.  
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Figure 59 ï Example of a Routine METAR Report  [216] 

After parsing the raw data from METARs, available weather parameters include: 

1. Airport: ICAO airport code (e.g., SPJC) 

2. RequestedTimeUTC: Timestamp of when the report was requested, in UTC (e.g., 

2021-04-26 04:46:00) 

3. TimeUTC: Timestamp of the METAR, in UTC (e.g., 2021-04-26 04:00:00) 

4. CloudAltitude: Cloud altitude in feet (e.g., 1100 ft) 

5. CloudFriendly: Description of how cloudy the skies are (e.g., partly cloudy) 

6. CloudType: Code for the cloud type (e.g., SCT: scattered clouds or FEW: few 

clouds) 

7. Conditions: Code for the varying weather conditions (e.g., HZ: hazy) 

8. Pressure: Sea level pressure in hectopascals (e.g., 1014.0 hPa) 

9. AirTemp: Air temperature in degrees Celsius (e.g., 17°C) 

10. Dewpoint: Dew point temperature in degrees Celsius (e.g., 15°C) 
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11. RelativeHumidity: Percentage of relative humidity, which is found using the air 

temperature and the dew point (e.g., 89%) 

12. Visibility: Visibility in statute miles (e.g., 4SM) 

13. WindDirection: Direction the wind is blowing from, in degrees (e.g., 180° 

indicates wind blowing from the south toward the north) 

14. WindFriendly: Description of how windy it is (e.g., calm winds or windy) 

15. WindSpeed: Wind speed in knots (e.g., 3 knots) 

16. WindGust: Wind gust in knots (e.g., 0 knots) 

Note that the data fusion of FlightAware® weather parameters with CPL data is based on 

the arrival airport and timestamp (in UTC) of the METAR. In other words, each flight is 

paired with a METAR available within one hour of arrival at the destination airport. Also, 

FlightAware® data has been available since 04/01/2021, limiting the dataset's size with 

both data sources (CPL and FlightAware®); however, the remaining dataset still consists 

of over 90,000 flight records. 

6.2.2 FlightAware® Airport Data 

FlightAware® also provides airport characteristics, including geographical 

coordinates (latitude, longitude, and elevation in feet) and aggregated runway 

information, such as average, minimum, and maximum runway lengths (in feet). 

However, this runway information lacks granularity; even if an airport has multiple 

runways, the dataset includes only one row per airport. These parameters may not fully 

capture the specific runway conditions for a given flight, which could be crucial for 

predicting brake wear. Although the data granularity is not ideal, it offers a general sense 
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of the airportôs overall scale. The fusion of airport parameters with CPL and 

FlightAware® weather data is based on the destination airport. 

6.3 Feature Generation 

A fundamental step in ML workflows, particularly for conventional models, is 

feature engineering, which focuses on crafting new features or transforming existing ones 

to enhance model performance [69, 217]. This process helps generate meaningful and 

informative parameters that more accurately represent the underlying problem, as the 

quality and relevance of features greatly impact the modelôs performance and 

interpretability [12]. Feature engineering can involve various techniques and strategies, 

including but not limited to [217, 218]:  

¶ Feature extraction: extracting meaningful information from raw data, such as 

calculating summary statistics or aggregating data. 

¶ Feature transformation: applying mathematical functions to modify the scale or 

distribution of features, such as normalization, standardization, or logarithmic 

transformation. These transformations help improve the performance of 

algorithms sensitive to the inputs' magnitudes. 

¶ Feature encoding: converting categorical or discrete variables into numerical 

format. Standard techniques include one-hot encoding, among others, which are 

necessary as many ML algorithms require numerical input features. 

¶ Feature construction: creating new features from existing ones, such as 

calculating interaction terms, ratios, or other combinations of features that may 

reveal essential relationships or provide additional information about the problem. 
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Feature engineering is a fundamental step in the ML process, but it often comes with 

several challenges, including the need for domain knowledge to create meaningful 

features [12, 217, 218]. Domain knowledge helps identify patterns, relationships, and 

other relevant information that may be important for the model. Still, identifying and 

capturing interactions or nonlinear relationships between features can be challenging, as 

they may not be immediately apparent from the raw data. In addition, it is also vital to 

create features that are stable and generalizable across different scenarios to build robust 

models. If the inherent patterns in the data are captured, it can lead to adequate 

generalization performance on new or unfamiliar data.  

Another challenge lies in transforming categorical variables into a numerical format 

that can be utilized by ML algorithms, especially when dealing with high-cardinality 

variables. Techniques such as one-hot encoding must be used, which may also increase 

the data dimensionality and thus lead to increased computational complexity, overfitting, 

and reduced model interpretability [218]. Feature selection and dimensionality reduction 

techniques may help alleviate these issues but may also result in the loss of valuable 

information if not used appropriately.  

Figure 60 below presents an overview of the methodology used to generate features 

for each flight from CPL data. As previously mentioned, the data from 71 aircraft from 

the airlineôs widebody aircraft fleet is available in full-flight files (in CSV format). The 

flight files are stored on the cloud through Azure Storage Explorer and accessed via an 

Azure Portal. The analytics platform used to help with cloud-based big data processing is 

Azure Databricks. The latter connects to a Data Science Virtual Machine (DSVM), a 

high-performance virtual computer accessed via the internet through a Collins-owned 
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asset (e.g., laptop). Once connected, Python programming language, among others, can 

be used in Databricks to develop single flight analytics to generate specific features of 

interest for that flight. PySpark is then used to parallelize this analysis for all flight files 

available from the entire fleet. In addition, the option of performing manual analysis is 

also available, as the data can be exported if needed. Once the features for all the flights 

are generated from the parallelization, off-the-shelf packages or tailored models can be 

used to conduct data-driven modeling. 

 

Figure 60 ï Overview of Methodology Used for Feature Generation 

As previously mentioned, the airline's CPL data contains hundreds of thousands of 

full -flight files, providing a substantial dataset for analysis. Due to the extensive number 

of recorded parameters, it is essential to narrow down the parameters directly related to 

brake wear to focus on the most relevant factors. To avoid the challenges of high-

resolution per-second data, which could overwhelm specific ML models due to its sheer 

volume, a method is employed to generate per-flight features for each aircraft's eight 

brakes [28]. Sample features generated for each flight are provided in Table 4, including 
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aircraft-specific parameters (e.g., aircraft weight and speed), operational conditions (e.g., 

flight duration and turnaround time), environmental factors (e.g., static air temperature), 

and pilot inputs (e.g., autobrake and thrust reverser settings). Note that certain features, 

marked with an asterisk in the table, are calculated across applicable flight phases, 

including taxi out (covering Power On, Engine Start, Taxi Out, and Takeoff Roll), landing 

(encompassing Flare and Rollout), and taxi in (including Taxi In, Engine Shutdown, and 

Maintenance). For each phase, specific features, such as the mean cabin altitude, are 

generated to ensure a comprehensive understanding of the braking system's performance.  

Table 4 ï Sample Per-Flight Features Generated from CPL DataÀ 

Operational & 

Utilization Metrics  

Aircraft, Technical, & 

Environmental Metrics 
Wheels & Brakes Metrics 

Pilot Inputs & Engine 

Metrics 

Airport ICAO Codes Aircraft ID/ Tail # Brake Position  
Mean Wheel 

Speed* 

Autobrake Setting 

Indicator 

Flight Start/End 

Timestamps 
Aircraft Class  Wear Pin Value Wheel Energy* 

Thrust Reverser Usage 

Indicator 

Tail Flight Number Mean Ground Speed* 
Brake Command 

(CMD) Fraction* 

Mean Brake 

CMD*  

Mean Captain or First 

Officer Pedal Force* 

Flight Duration Deceleration* 
# of Brake 

Applications* 

Mean & Max 

Brake 

Temperature 

Monitoring 

System (BTMS) 

Brake 

Temperature* 

Mean Engine N1 

Left/Right* 

Tail Flight Count Per 

Day 
Aircraft Weight* 

Mean Autobrake 

Master CMD* 

Rolling Average 

Flights/Day 

(Window: 100 

Flights) 

Mean Kinetic Energy* 
Mean Tire 

Pressure* 

Time Between 

Flights 
Mean Cabin Altitude* Wheel Wear* 

Time Duration* 

Static Air Temperature* 

Mean Electronic 

Brake Actuator 

Force* 

Tail Flight # of the 

Day 

Parking Brake 

Sum* 

 

Incorporating weather data is beneficial for understanding the environmental 

conditions aircraft encounter, particularly during the landing and taxiing phases. Weather 

 
À Features marked with an * are calculated for each of the three flight phases: taxi out, landing, and taxi in. 
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conditions can significantly affect planned aircraft operations and the performance of 

braking systems [219]. For instance, wet or icy runways can reduce braking efficiency, 

and various atmospheric conditions can influence overall aircraft performance and brake 

wear [220]. Weather information from FlightAware® is integrated with CPL data by 

aligning it based on each flight's destination airport and time of arrival (UTC). This 

temporal alignment ensures that the weather data accurately reflects the specific 

conditions experienced by the aircraft. A comprehensive view of the factors affecting 

brake wear is obtained by merging this weather data with the detailed operational data 

from CPL records. Sample weather parameters sourced from FlightAware® data, 

available since April 2021, are presented in Table 5. Consequently, the data utilized in 

this research spans from April 2021 to October 2023. 

Table 5 ð Sample Weather Parameters from FlightAware® 

Cloud Altitude Pressure Air Temperature 

Dew Point Relative Humidity Visibility  

Wind Direction Wind Speed Wind Gust 

 

As discussed in section 6.2, FlightAware® also provides airport-specific 

information, such as average, minimum, and maximum runway lengths, and geographical 

details, such as latitude, longitude, and elevation [33]. However, this data does not 

differentiate between various runways at the same airport, potentially limiting the 

precision of analyses that require runway-specific information. Despite this limitation, the 

aggregated airport data remains valuable. For example, runway length can affect the 
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required braking force and subsequent brake pad wear, while the airport's elevation and 

location can influence environmental conditions impacting aircraft performance. 

Feature engineering and selection are tedious, labor-intensive, and iterative 

processes, typically requiring extensive trial and error to identify the optimal set of 

features. They can encompass more than 90% of the effort in constructing ML models 

[12]. However, proper feature engineering can often distinguish between a mediocre and 

a high-performing model. Integrating CPL data with environmental and airport-specific 

characteristics provides a comprehensive representation of the fleet's operating 

environments, creating a robust dataset for applying ML techniques to predict carbon 

brake wear and uncover the most influential factors. 
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CHAPTER 7: RESEARCH METHODOLOGY  

This research is focused on developing predictive wear models, as part of a 

broader Digital Twin-driven condition monitoring system for aircraft carbon brakes. The 

DT must be implemented as a closed-loop framework, as shown in Figure 61, where the 

data flow is bidirectional [12, 52]. First, sensor data from the aircraft and operational and 

environmental parameters are preprocessed, and new features are generated. The features 

are then passed into optimized data-driven models to predict wear. This process allows 

the mapping of the physical system (i.e., the carbon brake) to its digital counterpart 

(P2V), which enables determining both the brakeôs current wear status (i.e., diagnostics) 

as well as its RUL (i.e., prognostics). 

In turn, the DT can provide decision-makers with optimal actions for the physical 

system (V2P), such as operational recommendations that enhance carbon brake life. Note 

that the V2P connection involves humans in the loop, and as such, it is not fully 

automated and must be handled promptly to avoid unexpected breakdowns [77]. For 

instance, engineers can analyze the degradation trajectory and estimate RUL to make 

more informed decision-making around the optimal time for brake replacements. This DT 

framework, shown in Figure 61, is a powerful approach to condition monitoring, enabling 

predictive maintenance of critical systems like aircraft brakes. By leveraging sensor data 

and operational and environmental parameters, data-driven models can be built to predict 

carbon brake wear, which are invaluable for optimizing maintenance schedules, 

minimizing downtime, and reducing maintenance and operational costs. 
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Figure 61 ï DT-Driven Condition Monitoring Framework for Aircraft Brakes  

In this DT framework, Uncertainty Quantification (UQ) and Optimization (OPT) 

are essential components, as they allow an enhanced characterization of the physical 

system in the digital space [77]. In the context of DTs, UQ is vital in understanding the 

performance and reliability of the predictions made by the data-driven models. By 

quantifying the uncertainty associated with the predicted wear, decision-makers can 

better assess the risks and trade-offs involved in their decisions. UQ also identifies areas 

where additional data or improved models may be needed, thus providing a feedback 

loop for continuous improvement of the DT.  

Furthermore, OPT has a crucial function in all dimensions of the DT. It can be 

divided into offline optimization, which occurs before the deployment of the DT, and 

online optimization, which occurs when the DT is in operation. Offline approaches 

involve sensor location or physical system modeling optimization [77]. Sensor placement 

optimization involves finding how to collect the data to maximize the value of 
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information; however, this is out-of-scope for the present research. Instead, the focus is 

on optimizing the physical system modeling, which involves improving the performance 

and efficiency of the ML algorithms. It typically starts with feature engineering, as 

discussed in Section 6.3, data preprocessing (e.g., cleaning, transforming, and preparing 

data for modeling), and selecting the most appropriate type of model and its architecture 

and hyperparameters based on the problem's requirements and data characteristics. 

Different models can be constructed after selecting the key features influencing carbon 

brake wear and optimized by tuning hyperparameters.  

Once the offline optimization is complete, the resulting model is deployed in the 

DT framework, which can inform real-time decision-making, monitor system 

performance, and predict future states. Online optimization focuses on updating and 

refining the model as new data becomes available instantaneously or semi-

instantaneously during the operation of the physical system. This process allows the DT 

to adapt and improve its performance as the system and its environment evolve. Online 

optimization typically involves continuous data streaming and model updating to adapt 

the model's parameters such that new information is incorporated while model relevance 

and performance are maintained [77]. However, online optimization is also out of the 

scope of this research. 

While online and offline approaches are essential for creating accurate, reliable, 

and adaptive DTs that can effectively support decision-making, optimize system 

performance, and maintain the physical system's health, this research emphasizes offline 

optimization for physical system modeling; this typically involves selecting the optimal 

set of hyperparameters (e.g., learning rate or number of hidden layers), exploring 
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different types of models (e.g., linear regression, decision trees, or ANNs) to discover the 

optimal model that best suits the data, and selecting the most relevant set of features to 

improve model performance and generalizability [221, 222]. Model validation techniques 

such as cross-validation are also employed to guarantee that the optimized models 

generalize well to unseen data and avoid overfitting [223].  

Optimizing the predictive model ensures that it accurately captures the connection 

between the inputs and the target parameter (i.e., carbon brake wear), allowing for 

informed decision-making and improved maintenance planning. Given the predictions 

from the data-driven model, the most suitable course of action regarding maintenance and 

operation can be identified, which may involve balancing the costs of brake replacements 

and safety risks against the benefits of extended brake life and reduced downtime [77]. 

By optimizing the maintenance schedule and providing operational recommendations, the 

DT can help maximize the braking system's overall efficiency and effectiveness. 

Another core component of the DT is the participation of human experts in the 

decision-making procedure to ensure that the virtual-to-physical connection is well-

informed and grounded in domain knowledge, which is particularly important when 

dealing with complex and critical systems like aircraft brakes, where human expertise can 

complement the insights provided by the DT [77]. Furthermore, the DT framework is 

scalable since it can be extended to other systems or components of the aircraft, enabling 

a more comprehensive condition monitoring and predictive maintenance strategy [41]. As 

such, a DT-driven condition monitoring system for aircraft brakes can provide significant 

benefits regarding improved maintenance planning, reduced downtime, and cost savings. 

By incorporating UQ, OPT, and human expertise into the framework, the DT can help 
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decision-makers make more informed choices and better manage the health and 

performance of the braking system. 

The research methodology, termed AIM-Wear (Advanced Implementation of 

Machine Learning for Wear Monitoring) and summarized in Figure 62 below, employs 

diverse modeling approaches to tackle various ML challenges and extract the maximum 

insights from the available CPL and FlightAware® data. In the initial step, the fused data 

is clustered using unsupervised ML techniques to uncover patterns and relationships that 

impact the severity levels of carbon brake wear. Knowing the most influential features 

can help stakeholders define duty cycles for brake testing that are tailored to specific 

operations and environments. As such, a benchmark of various clustering algorithms is 

conducted to find the most suitable method for this dataset, and the resulting clusters are 

analyzed to provide insights into the most relevant operational and environmental 

parameters on carbon wear and their variations across clusters. Such insights also inform 

the development of more accurate and targeted predictive models for brake wear 

prediction. This approach would also enable the labeling of datasets for aircraft lacking 

electronic wear pin sensors. 

In Step 2, the methodology applies classification algorithms (i.e., supervised ML 

techniques) to categorize flights by brake degradation severity, while quantifying 

uncertainty and ensuring model explainability. Initially, data is preprocessed and labeled 

using quantiles of per-flight brake degradation, derived from wear pin signals in the CPL 

data. Various classifiers are then trained (e.g., Decision Trees, Random Forests), with 

each algorithmôs hyperparameters tuned via grid search with cross-validation. The 

optimal classifier is selected based on a balance of accuracy and practicality, such as 
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minimizing false negatives. This approach enables the rapid identification of flights with 

unusually high brake wear, along with insights into the most influential features. 

In Step 3, the problem is approached using regression algorithms to predict 

continuous carbon wear values, supporting more accurate RUL estimations and enabling 

more informed decisions on maintenance scheduling and operational adjustments. 

Traditional ML algorithms (e.g., Linear Regression, Decision Tree) are compared with 

advanced DL algorithms (e.g., Deep Neural Networks or DNNs), with hyperparameters 

optimized via HyperOpt. The optimal model is selected based on performance evaluation 

metrics, such as MSE, along with training and prediction times to assess computational 

efficiency. Additionally, key features influencing brake wear are identified using 

techniques like feature importance or decision rules. 

The best-performing model identified is then used to find the optimal reporting 

frequency of the wear pin signal, which is crucial for cost reduction and efficient 

maintenance planning. By striking a balance between reporting frequency, predictive 

performance, and data storage costs, airlines can make more informed brake maintenance 

and data management decisions without risking the aircraftôs safety. Multiple subsets of 

the data collected at different reporting frequencies (e.g., every flight, every five flights, 

every ten flights, etc.) are created to assess how the reporting frequency affects model 

performance. The best-performing regression model is then trained on these distinct data 

subsets, and the performances are compared to determine the optimal frequency that 

balances predictive performance and maintenance efficiency. This approach would also 

inform airlines on the recommended frequency for physical inspections of aircraft 



© 2025 Collins Aerospace | This document contains no export-controlled technical data. 

 175 

without electronic wear pin sensors, enabling the use of similar predictive models for 

such aircraft. 

Subsequently, Step 4 assesses whether the predictive brake wear models can 

generalize well across distinct data segments (or domains), such as different aircraft 

types. To evaluate model generalizability, models trained on specialized segments are 

compared to a single model trained on the entire data. Then, the performance differences 

between specialized and generalized models are analyzed to assess whether the 

specialized models significantly improve predictive performance and reliability on their 

respective data segments. The trade-offs between the benefits of having specialized 

models (e.g., potentially improved performance on specific segments) and the associated 

costs (e.g., increased model complexity, storage, maintenance, and the risk of overfitting) 

must also be considered. This analysis can reveal whether improved model 

generalizability is needed to develop more effective and robust predictive brake wear 

models capable of handling diverse aircraft types, operating conditions, and 

environmental factors. 

Finally, in Step 5, the potential of Transfer Learning (TL) in enhancing model 

generalizability is assessed for predicting carbon brake wear across different domains. 

For instance, an initial model (e.g., an ANN) is pre-trained on a source domain (e.g., one 

aircraft variant) using its available, labeled data. Next, the model is fine-tuned on the 

target domain (e.g., another aircraft variant) by re-using a certain number of the pre-

trained modelôs layers and adding new layers. The performance of the new, adapted 

model on the target domain is then evaluated using appropriate regression metrics (e.g., 

MSE). Lastly, the performance differences between the pre-trained and fine-tuned models 
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are assessed on the new domain to determine whether the TL models significantly 

improve predictive performance, generalizability, and computational efficiency for DT 

modeling purposes. If successful, TL can help improve model performance across 

different domains while reducing the requirement for vast training data, ultimately 

leading to more robust and efficient predictive models for aircraft carbon brake wear. 

 

Figure 62 ï AIM -Wear Research Methodology 
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CHAPTER 8: CLUSTERING BRAKE WEAR PATTERNS 

This chapter explores the development, implementation, and evaluation of a 

methodology employing unsupervised clustering techniques to identify distinct data 

patterns related to various levels of severity in aircraft carbon brake wear. This approach 

represents the first step of the AIM-Wear methodology, as highlighted in Figure 63, and 

focuses on uncovering inherent patterns within the data that correspond to differing wear 

conditions, directly addressing Research Question 1: 

Research Question 1: How can various aircraft-specific parameters, operational 

conditions, and environmental factors be used to categorize the severity of aircraft 

carbon brake wear? 

 

Figure 63 ï Step 1 of the AIM-Wear Methodology: Clustering Brake Wear Data 
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8.1 Methodology Overview 

As outlined in Section 6.3, extensive feature engineering of the comprehensive full-

flight data from a widebody aircraft fleet is essential before applying clustering 

algorithms. This process involves crafting relevant features for brake wear from the raw 

data of various aircraft systems across the applicable flight phases, such as taxi out, 

landing, and taxi in. The dataset is further enriched with supplementary features from 

FlightAware®, detailing weather conditions and airport characteristics at the time of 

arrival. These added dimensions provide a more comprehensive depiction of the 

operational environment, capturing the external factors impacting the aircraft and its 

braking system. Next, preprocessing steps like cleaning and normalization are central to 

addressing inconsistencies and preparing the dataset for subsequent clustering algorithms 

sensitive to the data quality and scale [224]. Following this, a feature selection process is 

essential to pinpoint the most relevant features influencing carbon brake wear. Utilizing 

feature importance metrics derived from tree-based models, such as Random Forest, is a 

widely adopted approach for this purpose [225]. This method helps prioritize impactful 

features, enhancing the model's focus on critical predictors and improving clustering 

quality. 

To assess whether high- and low-wear data samples are distinguishable in two- or 

three-dimensional space, dimensionality reduction techniques like PCA or autoencoders 

can be applied [226, 227]. These methods reduce the complexity of the data, allowing for 

a more straightforward visualization that reveals potential patterns or separations between 

wear levels. Condensing the high-dimensional data enables a more intuitive interpretation 

of the clustering outcome and helps confirm whether distinct groupings related to wear 
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severity can be observed. Subsequently, clustering tendency is assessed using the 

Hopkins statistic, which evaluates whether the data possesses a meaningful clustering 

structure. Robustness to data variations is examined by testing different dimensional 

representations and feature distributions. As such, multiple datasets are considered: the 

original dataset, versions transformed through PCA using two, three, and four principal 

components, and a dataset reduced to two dimensions through an autoencoder.  

Following this, various clustering algorithmsðincluding K-Means, Agglomerative 

Clustering, DBSCAN, Spectral Clustering, Mean Shift, and GMMðare applied to 

identify natural groupings within the brake wear data [111, 112, 122, 124, 228, 229]. 

Each algorithm is tested with different hyperparameter configurations, and each 

algorithm-hyperparameter combination is assessed across all datasets considered. 

Importantly, these clustering techniques operate independently of predefined wear labels, 

identifying clusters based purely on inherent patterns in the data. The performance of 

each algorithm is initially evaluated using unsupervised metrics to assess clustering 

quality. However, with access to electronic records of wear pin values, categorical labels 

(e.g., High, Medium, Low wear) can be assigned based on quantiles of average per-flight 

degradation. This labeling enables the use of supervised metrics to evaluate clustering 

quality and its alignment with defined wear severity categories, providing a more precise 

assessment of how well each algorithm distinguishes between different wear levels. 

After clustering, box and pair plots are examined to gain insights into the feature 

distributions and ranges across clusters. This approach identifies the clustering algorithm 

that most effectively separates high and low wear conditions, highlighting key features 

and their ranges associated with distinct wear levels. The iterative process involves 
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continuously refining parameters and methods based on preliminary findings. Figure 64 

provides an overview of the methodology, with further details discussed in the 

subsequent sections. 

 

Figure 64 ï Methodology Overview for Experiment 1 

8.1.1 Step 1 ï Feature Generation and Data Fusion  

Multiple data sources, detailed in Chapter 6, are utilized to comprehensively describe 

the aircraft, its various systems, and the operational and environmental conditions 

encountered. This section provides a concise summary of the data, covering its scope, 

types of parameters available, and their time frames. It also revisits the feature 

engineering process, detailing how specific attributes relevant to carbon brake wear are 

carefully selected from raw data and transformed to capture the underlying phenomena 

more accurately. Additionally, the section explains how different data sources are 

combined to enhance the depiction of environmental and operational conditions. 














































































































































































































































































































































































































































































































































































