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We are at the very beginning of time for the human race. It is not unreasonable that we
grapple with problems. But there are tens of thousands of years in the future.
Our responsibility is to do what we can, learn what we can,
improve the solutions, and pass them on.

Richard P. Feynman
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SUMMARY

The majority of systems in nature have a spatio-temporal dependence and can be
described by Partial Differential Equations (PDEs). They are ubiquitous in science and
engineering, and are of rising interest among the control, robotics, and machine learning
communities. Related methods usually treat these in nite dimensional problems in nite
dimensions with reduced order models. This leads to committing to speci ¢ approximation
schemes and the subsequent control laws cannot generalize outside of the approximation
schemes. Additionally, related work does not consider spatio-temporal descriptions of
noise that realistically represent the stochastic nature of physical systems. This thesis
develops a variety of approaches for control optimization and co-design optimization for
PDE and stochastic PDE (SPDE) systems from a uni ed perspective that can be applied
to macroscopic systems in robotics and uid dynamics, as well as microscopic systems
in guantum mechanics. These approaches are each developed completely in the in nite
dimensional Hilbert spaces where the systems are mathematically described, enabling the
frameworks to be agnostic to the discretization scheme used to implement them. The rst
three developed approaches are applied in simulation to classical systems in uid dynamics
such as the Heat and Burgers equation. The fourth approach is developed for second-order
SPDEs that arise in robotic systems, and is applied in simulation to systems in soft-robotics
such as the Euler-Bernoulli equation and a biological model of a soft-robotic limb. Finally,
several approaches are developed in the context of quantum feedback control of open
guantum systems with non-demolition measurement, and one such approach is applied in

simulation to perform explicit feedback control of the two qubit open quantum system.
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CHAPTER 1
INTRODUCTION AND BACKGROUND

Systems that are among the most complex in physics and engineering are described by
Partial Differential Equations (PDEs). PDEs are used to describe all the fundamental forces
in nature, and are presentin all elds of science and engineering. Often, in these complex
natural processes, a variable such as temperature or displacement has values that are time
varying on a spatial continuum. These systems are known as spatio-temporal processes and
are ubiquitous in nature and engineering, including elds ranging from applied physics to
robotics and autonomy [1, 2, 3,4,5,6, 7,8, 9].

ThePoisson-Vlassogquation in plasma physics, the HaatirgersandNavier-Stokes
equations in uid mechanics, and tl#&akaiequation in classical Itering are just some
examples of stochastic spatio temporal systems. Such systems are also found in a number of
guantum processes, including numerous Stochastic Master Equations (SMESs) in quantum
mechanics and thBelavkinSPDE in quantum ltering. Additionally, such systems are
increasingly prevalent throughout the robotics community. Swarm robotics can be described
by reaction-advection-diffusion PDEs [10]. Robot navigation in crowded environments can
be described by Nagumo-like PDEs [11]. Soft robotic limbs can be modelled as damped
Euler-Bernoulli systems [12]. The heat equation can be used for robotic motion planning [13]
and has been shown to have equivalence to multi-agent consensus-based control laws for
robot deployment problems [14].

These systems present extraordinary challenges from the perspective of control. Some
of the major control-related challenges of spatio-temporal systems include dramatic under-
actuation, high system dimensionality, and the design and/or placement of distributed
actuators over a continuum of potential locations. These systems often have signi cant time

delay from a control signal, and can have several bifurcations and multi-modal instabilities.



In addition, realistic representations of these systems are stochastic.

From the perspective of mathematics, the existence and uniqueness of solutions of
SPDEs remains an open problem for many systems. When solutions do exist, they often
have a weak notion of differentiability if at all. Furthermore, analysis of their dynamics
must be treated with a suitable calculus over functionals. Finally their state vectors are often
described by vectors in an in nte-dimensional time-indexed Hilbert space, even for scalar
1-dimensional SPDEs. Put together, mathematically consistent and numerically realizable
algorithms for control of spatio-temporal systems represent many of the largest current-day
challenges facing the robotics and automatic control communities.

The goal of this thesis is to derive and demonstrate control methodologies from a uni ed
perspective that can be applied to macroscopic systems in robotics and uid mechanics,
as well as microscopic systems in quantum mechanics. The motivation behind the pursuit
of control architectures for seemingly distant systems in separate disciplines is a system
of unifying mathematics, and a common perspective that bridges foundational principles
of Stochastic Optimal Control (SOC) theory and foundational principles of Information
Theoretic Control (ITC), and is ultimately founded in the second law of thermodynamics.

Despite their ubiquity, their challenging nature has caused the theory of control of
SPDEs to be introduced only in the last few decades [15, 16] and remains incomplete
especially for stochastic boundary control. Numerical results and algorithms for distributed
control of SPDEs are limited and typically require some model reduction approach [17,
18]. In [19], the authors approach the control of the stochastic Burgers equation through
the Hamilton-Jacobi-Bellman (HJB) theory by applying the linear Feynman-Kac lemma;
nevertheless, it lacks numerical results. In [20], the authors treat optimal control of linear
deterministic PDEs by applying linear control theory, however this work is limited to linear
PDEs. The book [16] gives a complete understanding of our ability so far, to apply optimal
control theory to these systems.

Most notable among existing in nite dimensional control frameworks, [21] investigates



explicit solutions to the equation for the stochastic Burgers equation based on an exponential
transformation, and [22] provides an extension of the large deviation theory to in nite
dimensional spaces that creates connections to HIB theory. These and most other works
on HJB theory for SPDEs mainly focus on theoretical contributions and leave literature
with algorithms and numerical results tremendously sparse. Furthermore, HIB theory for
boundary control has certain mathematical dif culties which impose limitations.

The majority of recent results are composed of a growing body of work that often rely on
machine learning techniques, and seek control of PDEs by immediately reducing them to a
set of Ordinary Differential Equations (ODES) [23, 24, 25, 26, 27, 28]. They do not consider
stochasticity and typically use standard tools from nite-dimensional control theory. In
some cases, such as in [26], the resulting methods can violate stabilizability conditions, and
in other cases, can lead to spillover instabilities [29, 30]. The majority of such approaches
are focused around systems in uid mechanics. In [27] the authors successfully control a
Navier-Stokes system with reinforcement learning on policy networks in a deterministic,
nite ODE setting. Similarly, [23] presents a Deep Recurrent Neural Network (RNN)
framework with MPC to control a nite, deterministic ODE representation resulting from a
Computational Fluid Dynamics (CFD) solver of a Navier-Stokes system.

In the soft robotics setting, [28] applies deep reinforcement learning, more precisely deep
Q-learning, on a discrete nite markov decision process representation of a soft pneumatic-
driven manipulator in order to obtain an open-loop position controller to control de ections
at the tip. In [31], the authors similarly apply standard nite dimensional deep learning
methods for policy and actuator co-design optimization of deformable body robots for
locomotion by wrapping clustering and deep reinforcement learning around a differentiable
simulator. Other recent nite-dimensional machine learning-based methods are covered in
the review paper [32].

In the quantum setting, a large variety of methods have been applied in an open loop

control setting, for closed quantum systems. Here we highlight a few methods, however



descriptions of such systems, along with a more complete review of recent work is provided
in greater detail in chapter 7. A Pontryagin-based open loop control method is developed for
two and three level quantum systems in [33]. Several open loop methods, such as the Krotov
method and the conjugate gradient method are compared in [34] for control of coherence
in three level systems. In [35], a Quantum Reinforcement Learning (QRL) is adopted to
perform open loop control of a class of N-level quantum systems. While these methods can
be developed in Hilbert spaces, they typically consider deterministic dynamics in a closed
system setting.

Coupled to the challenges of control are the challenges of designing an effective actuation
of the system such that the system experiencespandmizesthe effect of some control
policy. Such an actuation design problem is its own NP-hard problem due to the continua of
possible actuator designs and possible placements over the spatial continuum of the domain
of the SPDEs. Furthermore, actuation design performance is coupled to the performance of
the control policy, and it is quite easy to confuse poor control performance with poor actuator
design and vice versa. As a result, the challenge of a-priori deducing optimal actuation by
a "human expert" that leverages the dynamics, even for relatively simple SPDEs, is quite
daunting and often results in naive choices.

In the context of actuator co-design optimization for PDEs, several works have addressed
optimal placement of actuators and sensors in the linear regime. In [36], minimum-norm
control methods are used to place actuators for the stochastic heat equation. Similarly,
Hy andH, objectives are used for placement of actuators in exible structures in [37, 38,
39], and for the linearized Ginzburg-Landau equation in [40, 41]. Other methods leverage
properties inherent to linear systems, such as symmetry properties in linear PDEs in [42],
linear system Gramians, as in [43, 44], and level set methods based on Gramians that promise
scalability in [45]. Aside from these methods which are appealing, yet constrained to linear
systems, optimal actuator and sensor placement for stabilization of the nonlinear Kuramoto-

Sivashinsky equation is demonstrated in [46]. They produce appealing results, however they



impose strong simplifying assumptions which limit their dimensionality. Finally, conditions
for the existence of optimal actuator and sensor placement for semilinear PDEs are obtained
in [47].

Finite dimensional methods generally rely on standard optimality principles from the
nite dimensional SOC literature, namely the Dynamic Programming (or Bellman) principle
and the stochastic Pontryagin Maximum principle [48, 49, 50], which typically provide solu-
tions to the HIB equation that suffer from the curse of dimensionality. In contrast to typical
Pontryagin and HIB methods, the Stochastic Differential Equation (SDE) control literature
presents probabilistic representations of the HIB PDE that can solve scalability via sampling
techniques [51, 52] including iterative sampling and/or parallelizable implementations [53].

In contrast, the SDE control literature presents probabilistic representations of the
HJB PDE that can solve scalability via sampling techniques [51, 52] including iterative
sampling and/or parallelizable implementations [54, 53]. Both forward-backward methods
and sampling-based methods will be explored in this thesis, however an emphasis will be
placed on sampling-based methods.

The foundation of these methodologies is a general principle stemming from statistical

physics and thermodynamics, which has been shown to have applicability in SOC [55]:

Free Energy Work Temperature Entropy (1.1)

This relation is an instantiation of the second law of thermodynamics, and optimization
of this relation from a measure theoretic perspective gives rise to the well known Gibbs
measure which is used in variational inference problems [56].

Connections between eq. (1.1) and the HIB equation were originally shown in nite
dimensions and recently extended to in nite dimensions [57]. This connection is a primary
motivator for their application to control, and highlights a set of differing perspectives

on decision making under uncertainty that overlap for fairly general classes of stochastic



Figure 1.1: Connection between the free energy-relative entropy approach and stochastic
Bellman Principle of Optimality.

systems, as depicted in Figure 1.1.

Through this lens, we approach a variety of control problems in a variety of disciplines,
from robotics to uid mechanics, to quantum mechanics. We unify these problems through
a common mathematical description of systems that evolve in space and in time, and a
common frame of reference from which we can derive optimization methodologies that
result in both forward-backward SOC schemes and sampling-based ITC schemes.

Furthermore, as opposed to recent works which rst require developing Reduced Order
Models (ROMs) and then using standard approaches from Reinforcement Learning (RL) or
MPC, we treat the SPDE system directly in Hilbert spaces and derive novel optimization
methods for control of SPDEs directly. This set of approaches generally follow the path
highlighted in red in Figure 1.2.

The primary advantages of performing optimization methods in Hilbert spaces is that the
resulting algorithms are completely agnostic to the scheme used to discretize the PDE, which
must after all must be discretized for simulation with discrete computation. Additionally,
these methods enable our algorithms to simultaneously address control through actuators
distributed throughout the spatial extent of the system, and actuators located on the boundary
of the region.

This thesis is generally split into two main parts. Part | is dedicated to the optimization
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Figure 1.2: Optimization in Hilbert Spaces vs Optimization in nite dimensions
Our proposed approach versus traditional approaches.

algorithms for real-valued, macroscopic spatio-temporal systems. Here we develop opti-
mization schema that deal with control optimization on deterministic PDEs from the SOC
perspective, control optimization for SPDEs from the ITC perspective, and joint control
and co-design optimization for SPDEs. Part Il, on the other hand, deals with microscopic
systems that live in complex-valued Hilbert spaces, and are governed by quantum mechanics.
Here we primarily focus on schema that perform control optimization for SPDEs from the
ITC perspective.

We start off part | by providing some mathematical preliminaries for both deterministic
and stochastic spatio-temporal systems in chapter 2. These can be described as dynamics
in the elds representation with functions acting on functions, and described in the time-
indexed Hilbert space representation with operators acting on in nite dimensional vectors.
This thesis does not provide the lengthy basic mathematical preliminaries on the calculus of
functionals or on calculus in Hilbert spaces, however the interested reader can nd these in
[58] for functional calculus, and [2, 16] for stochastic calculus in in nite dimensions.

In chapter 3, we address the problem of optimal control of PDEs through a traditional
SOC frame of reference. We work directly with the HIB equation, and derive a local
linearization based forward-backward scheme for spatio-temporal systems, denoted Spatio-
Temporal Differential Dynamic Programming. We demonstrate that the resulting forward-
backward scheme is quite general, and can reproduce the standard DDP scheme in nite
dimensions, as well as the standard LQR scheme in in nite dimensions. We further analyze

convergence characteristics of the resulting forward-backward system. We highlight a



number of common discretization schemes that can handle the numerically stiff backward
system, and we demonstrate the algorithm on two simulated PDE systems [59].

In chapter 4, we leverage the connection between SOC and ITC, and derive a varia-
tional optimization framework on time-indexed Hilbert spaces with an in nite dimensional
stochastic calculus on Hilbert spaces. This approach mirrors similar methods that have been
successfully applied to nite dimensional systems [60, 61]. The resulting control can be
applied in either open-loop or MPC modes with either distributed actuators or boundary
actuators, and is demonstrated in simulation for several semilinear SPDE systems in uid
dynamics [62].

The perspective explored in chapter 4 also enables us to seek a middle ground between
recent results in Deep Learning (DL) and traditional SOC. In chapter 5, we approach SPDEs
with in nite dimensional stochastic calculus, yet apply highly successful DL techniques to
optimize the resulting measure-theoretic loss function. We develop a new method fusing
together variational optimization, episodic reinforcement learning, and measure theoretic
stochastic calculus in in nite dimensions. This results in an explicit closed-loop control
scheme that in essense leverages the inherent stochasticity of the system for exploration in
the space of policies, as demonstrated by application to several simulated semilinear SPDE
systems in uid dynamics [63].

In chapter 6, the approach in chapter 5 is further developed. The approach is framed as a
control problem instead of a reinforcement learning problem, and we consider a problem
were we concurrently perform optimization of the control policy as well as the design of the
actuation of the system, which is referred to as control and co-design optimization. Namely,
we wish to iteratively optimize both the design of the system actuation, and the signal sent
to the actuators for control. Mathematical tools for importance sampling are extended to
second-order SPDEs and the resulting approach is applied to optimal control and co-design
of numerous SPDE systems in uid dynamics and robotics. These include a simpli ed linear

model of a stochastic soft-robotic system, and more interestingly a detailed and complex



nonlinear, 2D 2"9-order stochastic model of soft-robotic limbs with origins in biological
dynamic modeling of the appendages of the octopus vulgaris [64].

Next, we turn our attention to stochastic control of quantum systems in part Il. In
chapter 7, we introduce the currently dominant paradigm in quantum control. We introduce
the mathematical description of open quantum systems and describe their dynamics. We also
introduce the notion of quantum non-demolition measurement, and arrive at the Belavkin
equation or stochastic master equation. Finally we develop the optimal control problem
based on the stochastic master equation, and arrive at the HIB equation for open quantum
systems conditioned on a weak quantum non-demolition measurement. This thesis does not
provide the lengthy basic mathematical preliminaries on quantum mechanics, however the
interested reader can nd these in [65] for an introduction to quantum mechanics, [66] for
guantum measurement, and [67] or the cited works by V.P. Belavkin for guantum stochastic
calculus.

Based on the connections between SOC and ITC in in nite dimensions, in chapter 8 we
derive an associated change of drift for open quantum systems based on the notion that the
diffusion process is a classical Wiener process. This is then applied to a quantum variational
optimization problem in an approach anaologous to chapter 4 for open quantum systems in
order to develop a quantum feedback control architecture, where explicit feedback appears
due to the form of the Radon-Nikodym derivative. We attempt to apply the resulting update
scheme to two popular open quantum system experiments, and observe the shortcomings of
the approach.

The aformentioned shortcomings motivate an alternate method for feedback control of
open quantum systems which does not require an importance sampling step. In chapter 9, we
develop such an approach based on the theory of stochastic approximation, which ultimately
has many similarities to the update scheme in chapter 4. Several control schema are proposed,
which yield a variety of potential architectures, and one is selected for demonstration in

a simulated experiment of a two qubit quantum system. We demonstrate that the so-



called quantum gradient-based adaptive stochastic search framework can effectively train a
feedback policy network to stabilize one of the two qubit states of maximal entanglement, or
Bell states, and more importantly, can outperform a landmark approach for feedback control
of open quantum systems.

Motivated by the notion of dynamic compensation for feedback control, we return to
the original ITC framework developed in chapter 8. We prove a Girsanov theorem for a
new change of drifts, and develop a change of measures, or Radon-Nikodym derivative,
which does not require inversion, in contrast to the change of measures obtained in chapter 8.
Based on this result, we are able to develop control optimization schema for open loop
policies and MPC policies akin to chapter 4, and explicit feedback policies akin to chapter 5.
The resulting approaches are general, and can be applied to vidngbemilinear open
guantum system experiment conditioned on weak non-demolition measurement. Finally, the

thesis is concluded in chapter 11.
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CHAPTER 2
MATHEMATICAL PRELIMINARIES

2.1 Spatio-Temporal Systems in Fields and Hilbert Space Representations

LetD R"denote a measurable connected open domaRi'afescribing the space on
which the system evolves. L& R" denote the boundary &, let D denote the closure of
the domain, i.eD = D[ S and letT =[to;t;] denote some arbitrary time domain. In elds

representation, a general form of a deterministic PDE dynamical system is given by

e X(t;x) = F(t;xX(t;x);Uq(t;x); x2D (2.1)
0= N(t;x; X(t;X);Up(t;X)); x2S (2.2)
X(to;X) = Xo(x); X2 D; (2.3)

whereX: T D! R"is the state. This problem has two measurable control functions,
Up: T S! R'which correspond to actuation on the boundary, dgd T D! RK
which corresponds to actuation distributed throughout the eld excluding the boundary.
The dynamics evolve by some measurable functithal D R" RK! R"thatis
potentially nonlinear in the state functiof(t;x) or the control functiory(t;x), with a
boundary condition functional : T S R" R'! RMthatis also potentially a nonlinear
functional of the state or control functions, and can be any type of boundary condition
(e.g. Neumann, Dirichlet, etc.). In this notation, the system evolution is described by nite
dimensional vector-valued functionals with spatio-temporal functions as arguments.

We can equivalently write egs. (2.1) to (2.3) in the time-indexed Hilbert spaces perspec-

tive by rst properly de ning Hilbert spaces, as in [68]. Lef(D) denote the Hilbert space
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of n-vector functions square integrable ogwvith inner product

D E Z
X Xo = X7 (X)Xo(X)dx; (2.4)
D

wheredx = dx;dx,  dxp is shorthand notation for the generalized volume integration over
R". This is the Hilbert space of the domain, and we similarly de ne the Hilbert space over
the boundary. Let5(S) denote the Hilbert space ofvector functions square integrable

over Swith inner product

D E Z
XX (= Xa(x)Xe(x)dS; (2.9)

wheredS, is an in nitesimal surface element of the boundary at a pri@tS. LetL (U;V)
denote the space of linear bounded operators fdoimto V.

If we regardX(t;x) as an element dff(D), then we can rewrite egs. (2.1) to (2.3) as

%X(t)= F t;X(t);Uqgt) ; X2L3D); t2T (2.6)
0= N t;X(t);Up(t) ; X2LYS); t2T (2.7)
X(to) = Xo; (2.8)

whereX(t); Xo 2 L5(D) are respectively the Hilbert space state vector and initial conditions,
Uq(t) 2 LY(D) is the Hilbert space distributed control vectop, 2 L,(S), is the Hilbert
space boundary control vectét,; T L5(D) LE(D) I LY(D) is a potentially nonlinear
measurable function on the domain Hilbert space,dnd  L5(D) L'2(S) I L3(9isa
potentially nonlinear measurable function on the boundary Hilbert space. In this notation,
the system evolution is described by in nite dimensional operator functions acting on
time-indexed in nite dimensional vectors on Hilbert spaces of square integrable functions.
The key difference of these two perspectives is in the representation of the spatial

continuum of the domain. In the former, the spatial continuum is represented explicitly as
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spatial dependence of the state, whereas in the latter, the state vector lives on a space of
functions to describe its spatial dependence. Note that the eld functional perspective of
egs. (2.1) to (2.3) and the time-indexed Hilbert space perspective of egs. (2.6) to (2.8) are
consistent in the sense that they share identical solutions up to the transformation between
the perspectives used above. This transformation can be described as lifting’ the system

into in nite dimensional Hilbert spaces.

Assumption 2.1. The PDE system in elds representation given by é24)to (2.3)is well
posed in the sense of Hadamard, and admits a unique weak soXgiox), t 2 T;x 2 D for

each initial condition X%(x) 2 R".

Depending on the speci ¢ form of the PDE, this assumption can have varying degrees of
severity, however in general it is a mild assumption. Please refer to [69] for more details on
existence and uniqueness of various PDEs. Despite the potential severity, it is an assumption
that is required henceforth. Note also that if assumption 2.1 holds, then the PDE system in
Hilbert space representation given by eqs. (2.6) to (2.8) is also well posed in the sense of
Hadamard, and admits a unique weak Hilbert space solX{on2 Lg(ﬁ), t2 T for each
Hilbert space initial conditiorXp 2 LQ(IS). The two notational perspectives describe the
samesystem, and this remark simply states that if the the former has unique weak solutions,
then so does the latter.

Throughout chapter 3, we go back and forth between these two notational perspectives:
the spatially varying elds perspective, and the time-indexed Hilbert space perspective.
While the elds perspective demonstrates the spatial integration that is central to the \Volterra-
Taylor expansions more clearly, the time-indexed Hilbert space perspective will often yield
a more compact notation that is easier to treat with familiar algebraic operations. Whenever
we suppress the dependencies on the spatial variatile variables are assumed to be in

time-indexed Hilbert spaces.
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2.2 Stochastic Spatio-Temporal Systems in Hilbert Spaces

Common to all of the stochastic approaches considered here is a time-indexed Hilbert
space perspective of stochastic systems evolving over space and tinie. LRt denote

a connected open domain B describing the space on which the system evolves, and

S R"the boundary ob. The closure oD is denotedD = D[ S. Also, let(W F ;P) be a
probability space with ltrationF ¢; t 2 [0; T]. A natural way of describing a general SPDE

is the elds representation, given by

X (t;x) = F(t; % X(t;x); Ug(t; X)) + %G X X(6X) tW(t); x2D (2.9)
0= N(t;x; X(t;X);Up(t;x)); x2S (2.10)

X(tg;X) = Xo(X); x2D (2.11)

whereX : [0;T] D! R"is the state. This problem has two control functionalgs;
[0;T] S! R'which correspond to actuation on the boundary, dgpd[0;T] D! RX
which corresponds to actuation distributed throughout the eld excluding the boundary.
The dynamics evolve by some functiofal [0;T] D R" RK! R"thatis potentially
nonlinear in the state functioX(t;x) or the control functiorJy(t;x), with a boundary
condition functionaN : [0;T] S R" R! thatis also potentially a nonlinear functional
of the state or control functions, and can be any type of boundary condition (e.g. Neumann,
Dirichlet, etc.).

It is often useful to describe this system as evolving on time-indexed, in nite dimensional
Hilbert spaces. Letl andU be separable Hilbert spaces. A subset of the systems described

by egs. (2.9) and (2.10) can be described in the follovsemi-linearcontrolled and
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uncontrolled form [16]

L : dX=A Xdt+ F(t;X)dt+ pl?G(t;X)d\N(t); (2.12)

L O dx=A Xdt+ F(t;X)dt+ G(t;X) U Dt;X;q)dt+ pl?a\N(t) . (2.13)

whereX(0) is anF ¢ measurableld valued random variable, amd :D(A) H! H

is a linear operator, wher®(A ) denotes here the domain &f. F:R H! H and

G:R U! H arenonlinear operators that satisfy properly formulated Lipschitz conditions
associated with the existence and uniqueness of solutions to eq. (2.12) as described in [70,
Theorem 7.2]. The terd ((t; X;q) will differ between approaches, but represents some
actuation or control action onto the system. We view these dynamics in an iterative fashion
in order to realize an iterative method. As such, the superdgjiptfers to the iteration
number.

The termW(t) 2 U corresponds to Hlilbert space Wiener proceswhich is a gener-

alization of the Wiener process in nite dimensions. When this noise pro le is spatially
uncorrelated, we call it aylindrical Wiener processvhich requires the added assumptions
onA in[2, Hypthesis 7.2] in order to form a contractive, unitary, linear semigroup, which
is required to guarantee existence and uniqueneSs-@idapted weak solution$(t);t 0.
A thorough description of the Wiener process in Hilbert spaces, along with its various
forms can be found in Appendix A. For generality, egs. (2.12) and (2.13) introduce the
parameter 2 R, which acts as a uniform scaling of the covariance of the Hilbert space
Wiener process.

We denotéh; i p as the inner product in a Hilbert spaldeandC([0; T];H) the space of
continuous processeslihfort 2 [0; T]. We sometimes suppress the subscript of the inner
product for simplicity of notation when the space of the inner product is otherwise clear.
De ne the measure on the path space of uncontrolled trajectories produced by eq. (2.12) as

L and de ne the measure on the path space of controlled trajectories produced by eq. (2.13)
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Table 2.1: Examples of commonly known semi-linear PDEs ®lds representatiorwith
subscripix representing partial derivative with respect to spatial dimensions and suliscript
representing partial derivatives with respect to time. The associated ope&atmdF(t; X)

in the Hilbert space formulation are colored blue and violet, respectively.

Equation Name Partial Differential Equation Field State

Heat Ut = ElUxx Heat/temperature
Burgers (viscous) Ut = BUyxy Ul Velocity

Nagumo U= eUyxt u(l u)(u a) \oltage
Allen-Cahn U= eUg+ U U3 Phase of a material
Navier-Stokes w=ebu Np (u Nu Velocity

Nonlinear Schrodinger u; = %iuxx+ ijuiu= 0 Wavefunction
Korteweg-de Vries Ut =  Uxxxx OUUy Plasma wave
Kuramoto-Sivashinsky Uy =  Uxyx  Uxxxx U Flame front

asL (). With these measures, we use the notaEipnto denote expectations over paths as
Feynman path integrals.

Many physical and engineering systems can be written in the abstract form of eq. (2.12)
by properly de ning operatord , F andG along with their corresponding domains. Exam-
ples can be found in our simulated experiments, as well as table 2.1, with more complete
descriptions in [70, Chapter 13]. The goal of this thesis is to establish control methodologies

for deterministic and stochastic versions of such systems.
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CHAPTER 3
SPATIO-TEMPORAL DIFFERENTIAL DYNAMIC PROGRAMMING FOR
CONTROL OF FIELDS

In nite-dimensional methods found in the control theory literature [71, 72] often perform
control via linear or linearization-based approaches, which include LQR approaches for
linear PDEs, and forward-backward approaches, which include approaches due to the
Pontryagin Maximum Principle (PMP) [72, 73, 74]. Indeed local linearization methods
allow for optimal solutions of an approximate problem, however require knowledge of
linearization points a-priori. On the other hand, forward-backward schemes provide a
nominal trajectory and optimization-based control update scheme at the expense of the
backpropagation of a coupled system of equations.

In contrast to Pontryagin methods which yield a state-independent backward equation
and an open-loop controller, methods founded on the Bellman principle of optimality
utilize backward equations that are state-dependent and yield closed-loop control solutions.
Methods such as DDP have decades of established history in the nite dimensional automatic
control literature. Modern variations include control limits [75], state constraints [76],
receding horizons [77], belief space control [78, 79], game-theoretic control [80], control on
Lie groups [81], and using polynomial chaos variational integrators [82].

A previous attempt exists to extend the DDP framework to spato-temporal systems
in in nite dimensions [83], however this approach has several aws and mathematical
inconsistencies, as pointed out in [68]. Additionally, the DDP method has had signi cant
growth since the early works [84]. Decades of advancement include linearization around
the nominal trajectory as opposed to the optimal trajectory which decreases sensitivities of
convergence behavior to the initial conditions, regularization in the second order backward

equation to increase numerical stability, treatment of state and control constraints, and
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optimization over time horizon.

In light of the apparent literature gap, this chapter is devoted to the development of DDP
methods for spatio-temporal systems in in nite dimensions. Speci cally, we derive the
Spatio-Temporal DDP (STDDP) framework incorporating modern theoretical techniques,
we demonstrate that the resulting system of forward-backward equations generalizes both
the LQR solution in in nite dimensions and DDP in nite dimensions, we provide a proof
of convergence for the resulting system of continuous-time forward-backward equations,
we explore and develop numerical approaches to handle sensitivities that arise due to
discretization, and apply the resulting algorithm to linear and nonlinear spatio-temporal
PDE systems. In contrast to recent machine learning methods, our optimization is developed
entirely in Hilbert spaces, and represent®atimize-then-discretizgpproach. As a result,
the framework is a continuous-time formulation whiclagnosticto discretization scheme

during implementation.

3.1 Problem Statement

In order to arrive at the optimal control problem, we rst de ne the measurable cost
functional in elds representation as
Z t;
J GX(6X);Ug(t:X);Up(tx) =t X(t;5x) + L X(t5%);Ug(t;x); Up(t;x) dt;

to

(3.1)

wheref : T R"! R is some measurable real-valued terminal cost functionalLand
T R" RK R!'!' Risameasurable real-valued running cost functional. In time-indexed
Hilbert spaces, the cost functional becomes

Zy

JEX(1);Ua(t);Up(t) = te;X(tr) + L 5 X(1);Ua(D);Up(t) dt;  (3.2)

to
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where: T LY(D) LYD) Ly(9! R,f:T LYD)! R,andL:T LYD) LX(D)
L'Z(S) I R are the equivalent measurable real-valued functionals in Hilbert spaces.

De ne the continuous-time, nite-horizon, in nite dimensional control problem as
inf J t; X(t);Uq(t);Up(t) (3.3)
Ug;Up

subject to the Hilbert space dynamics in egs. (2.6) to (2.8). One can de ne the so called
value functional over this optimal control problem as

h [
V t; X(t) = Uir_m{]j J t;X(t);Uq(t);Up(t) (3.4)

Due to the Bellman Principle of Optimality, one can additionally form the HJB equation [83,

68], which is given formally as

h D Ei

TV 6X() = jnf  LEXUgiUp)+ Vx(t X);F(EXUa) (3.5)
d.“Yb

V ts; X(t5) f te; X(tf)) =:Vi2 R, (3.6)

where we write; = % to denote the normal partial derivative of a function with respect
to a variable, and use subscritUy, or Uy to denote the Gateaux partial derivative of a
functional or operator with respect to an operator function. One can carry out the same
derivation using Volterra's notion of functional derivative [58]. Note théK(t);t) is a
function of time, and a functional of(t).

It is important to note that the HIB equation in eq. (3.5) is a backwards nonlinear PDE,
which has no explicit dependence of the right hand side on the boundary ddgtirol
this initial formulation. Instead, in eq. (3.5) the boundary control only enters implicitly
on the right hand side. This will be explored in greater detail in the subsequent derivation,
wherein the Green's theorem must be applied in order to reveal an explicit dependence of the

resulting HIB equation on the boundary control, after which a Newton style minimization is
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performed to yield the optimal distributed and boundary control updates. This process starts

with the following assumption.

Assumption 3.1. The backwards PDE in ed3.5) admits a unique viscosity solution
Vot X(t) ,t2T,X(t) 2 Lg(ﬁ) for each terminal conditioN X(tf);ty = Vi:=1f ts; X(tf) 2
R.

The DDP framework solves the HJB equation in eq. (3.5) iteratively via expansions of
the value functional, cost functional, dynamics operator function, and boundary operator
function to given order. Typically, the value functional and cost functional are expanded to
second order so that the resulting HIB becomes a quadratic optimization problem with a
unique optimal control minimizer.

Quadratic expansions also allow for proofs of global convergence and even proofs of
quadratic convergence, that in nite dimensions, initially relied on well known convergence
properties of the Newton method of optimization [85, 86] for quadratic problems. Under

similar reasoning, the dynamics are typically either expanded to rst or second order.

3.2 Expansions of the Cost, Value, Field, and Boundary

The approach in this paper is a spatio-temporal DDP approach that is analogous to the
nite dimensional DDP apparoch of [87]. Therein, the authors discuss the fundamental
differences between their derivation, and the original derivation by Jacobson and Mayne
[84]. The derivation by Jacobson and Mayne, of which a similar avor is followed in [83],

is based on the restrictive assumption that the nominal control trajacieryuf ciently

close to the optimal control solutian. This is circumvented by performing expansions
around a nominal trajectory. De ne a nominal state and control t(l&Jq; Up) and the
variationsdX := X X, dUg:= Uy Ug, anddUp:= U, U In order to properly write

the expansions, we require the following assumption. The conditions needed to satisfy this

assumption can be found in [52].
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Assumption 3.2. The dynamics functioR and boundary functioMN are differentiable
almost everywhere, the running cost functioband terminal cost functiondl are twice
differentiable almost everywhere, and the value functi®ha three times differentiable
almost everywhere. These stated derivatives are de ned in the Gateaux sense with respect
to the state and control tripl€X;Uq;Up), and are square integrable in the Lebesgue
sense. That is, the stated Gateaux derivative of each functional 8st8y;Up) 2

L5(D); LE(D); L'Z(S) except on a properly de ned set of measure zero.

As previously stated, the value functional is a function of timleut a functional of
the spacetime functioK(t;X). Thus the value functional is expanded via a \olterra-Taylor
functional expansion [58]

Z
VXX + dX(EX) =V XX+ Vg tX(EX) dX(t;x)dx
127 b (3.7)
t5 AT (H)Vx(GxY)dX (G y) dxdy+ O(d):

We maintain connection to the Hilbert space perspective by de ning Hilbert space

operators for each kernel function. De ne the operafox(t;X) 2 L L5(D);L5(D) as
Z
Vxx ;X W(t) = DVxx(t;X;Y)W(t;Y)dM (3.8)

whereVxx(t; x;y) is the kernel function. In order to form the left-hand side of the HIB
eg. (3.5), we apply a re-arranged de nition of the total differential [58], given by
q D E
kO = O OxFEXUd) ; (3.9)

which holds for any functional that explicitly depends Xrandt. In order to simplify
notation, we suppress arguments when functionals are evaluated on the nominal trajectory

triple. We apply eq. (3.9) to each term on the right-hand side of eq. (3.7), to yield the
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left-hand side of the HJB, which in Hilbert spaces, has the form

_ d D E 1D E D E D E
ﬂtV(t;X'i' dX) = & V+ W;dX + E dX;VxxdX + WF + VWxFdX
1D E
+ é FVXxdeO;dX ; (3.10)

where for the third order Gateaux derivatiex x, we have de ned the tensor operator in

time-indexed Hilbert spacé&xx(t; X) 2 L L5(D) L5(D);L5(D) as

Z Z
U (t)Vxxx t;X(t) W(t) := . DU>(t;x)Vxxx(t;x;y,z)W(t;y)dxd)ﬁ (3.11)

The 4-D kernel functioVx xx(t; X;y; 2) is assumed to be symmetric about all three spatial
axes for simplicity.
Next, we expand the cost functional with a Volterra-Taylor expansion to second order,

which in time-indexed Hilbert spaces has the form

_ _ . D E D E D E
L(t;X+ dX;Uq+ dUq;Up+ dUb) = L+ Lyx;dX + Lud;dUd + LUb; dUy S
1D E lD E
+3 dX;LxxdX® + 5 dUa; Lugx + Lxy, dX°
1D N OE
+ > dUp; Lupx+ Lxy, dX
D E D E

1 1
+ é dUd;LUdUddUé) + E dUb;LUbUdet? S

+ O(d3);
(3.12)
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where we have de ned the operators

Lxx t;X(t);Up(t);Uq(t) W(T) := ZD Lxx(t; X y)W(t;y)dy
Lxuy t;X(t);Up(t);Ug(t) W(L) == ZD Lxuy (6 X Y)W(t; y)dy
Lxu, tX(t);Up(t);Ua(t) W(t) := ZSLxub(t;x;h)W(t;h)d&
Lugug & X(t);Up(t); Ug(t) W(E) = ; Lugus (6% Y)W(t; y)dy

Lupup 6 X(1); Up(t);Uq(t) W(E) : SLubub(t;X;h)W(t;h)dSh;

and similarly de ned operators fdry,x, Lu,x.

Assumption 3.3. The measurable kernel functiobgx, Lxu,, Lxu, are spatially symmetric
and positive semi-de nite. The measurable kernel functigns Lu,u,. Lu,u, are spatially
symmetric and positive de nite. The omitted cross term operatgys, andLy,u, are null

operators.

Note the assumption that cross terms between boundary and distributed control (i.e.
Lu,uy andLy,u,) are zero. This is a fairly benign assumption since cost functionals are often
composed of pure quadratics in eitlgyor Uy, but not both. Including these cross terms
also yields optimal update equations for boundary and distributed control that are coupled
to each other, and thus impose mathematical and implementation dif culties.

Next, the dynamics and boundary are expanded around the nominal trajectory. The
dynamics functionaF t;X(t);Uq(t) and boundary function® t; X(t);Up(t) map into
L5(D) andL(S), respectively, and are not real-valued functionals, so it is appropriate to
treat them as operator functions instead of as functionals despite having explicit dependence

on functionsX;Ug;Up. In Hilbert space notation, the operator Taylor expansion of the
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dynamics and boundary have the form

F(t; X+ dX;Ug+ dUg) = F(t;X;Ug) + Fx (t;X;Uq)dX + R, (t;X;Ug)dUq + O(d?);
(3.13)

N(t; X+ dX;Up+ dUp) = N(t; X;Up) + Ni (t; X;Up)dX + NG, (t; X;Up)dUp + O(d?);
(3.14)

where transposes denote the associated transpose operators. We obtain the right-hand side
of the HJIB eq. (3.5) by plugging egs. (3.12) to (3.14), and a \olterra-Taylor expansion of

Vx. After simpli cation, the right-hand side of the HJB eq. (3.5) becomes

D E D E D E 1D E
inf L+ Lyx;dX + Ly;dUg + Ly,;dU, + = dX;LxxdX°
dUg;dUp s 2
1 E D E
+5 dUg; Lux+ Lxy, dX + = dUp; Lyx+ Lyy, dX° .
lD E 1D E D E D E
+ = dUg;Lugu, dUd + 5 dUp; Luyu, dUY JOVF o+ W RrdX
E D E D E
+ Vi FRy,dUg + dX;VxF + dX; VxFy dXO
D E ,D E
+ X VxRGdUg + 5 dX VxxFd X
(3.15)
Equating eg. (3.10) to eqg. (3.15) and canceling common terms yields
g D E 4D E
: : 0
a V+ Vx;dX +§ dX;VxxdX
D E D E D E 1D OE
= inf L+ Lyx;dX + Ly;dUgq + Ly.;dU, + = dX;LxxdX
AU, X Ug> dUq Up: OUb * 5 XX
1 E 4D E
+5 dUg Lux+ Lxu, dX + = dUp; Lyx+ Lxy, dX° . (3.16)
1D E 1D E D E
+ = dUd;LUdUddUg + > dUy; LUbUdet()) S+ VX;F;dX
E D E D E

+ Wk Fj,dUg + dX; VxxFe dXO + dX; VexR3,dUqg

Remark 3.1. The exact singleton Newton minimiz#yd, of the approximate HJB equation
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eq. (3.16) does not incorporate the value functior‘»A(t;)?) or its derivativesvx(t;)?),

Vix(t; X).

This is an important point. The value functional is de ned as the minimization surface
of the original problem in eq. (3.4) and the apparent decoupling between the optimal
updatedU, and the value functional and/or its derivatives within the resulting approximate
HJB eq. (3.16) yields a naive update. The authors in [83] and [88] realize this fact, and
use the Green's theorem in order to incorporate boundary information into speci ¢ terms
in eq. (3.16). However, there are errors in their application of Green's theorem in the

multivariate case, as noted in [68].

3.3 Green's Theorem in Hilbert Spaces

Green's theorem is used widely in calculus to relate the volume integral of the interior of a
region to a surface integral of its boundary. In the context of STDDP, it allows us to capture

pertinent effects of the value function on the boundary.

Assumption 3.4.Fx is a linear operator with standard form given By(t; x) in [68], and

Nx is a linear operator with standard form given by(t;x) in [68].

Theorem 3.1.Let Y(t);Z(t) 2 LQ(IS). Under assumption 3.4, the following holds:

D ~ E D ~ E
Y(0):Fx tX(O):Ug(t) Z()  Z(1): Ry tX();Ug(t) Y(t)

D B E D - E (3.17)
= YN BXO06(0) Z() _ Z(0)iNx EXO: U0 Y ()

The equivalent elds representation can be found in [68], and the proof is a standard
result (c.f. [89]). The following corollary is a direct application of theorem 3.1 to the

applicable terms of the HIB in eq. (3.16).
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Corollary 3.2. If assumption 3.4 holds, then

D E D E D E D E D E
WGRCAX = dXiRM VDN VioNGdUp o dXiNG 5 (3.18)

and
D E D E D E D E
VyxdX; Fe dX? = dX; R VkxdX®  VyxxdX; DN . VxdX; NG, dUp .
D E
dX; Ny VxdX° . (3.19)

whereDN = N(X+ dX;Up+ dUp) N(X;Up), Fy is the adjoint operator oFx, Ny is the

adjoint operator of \t, and we have suppressed explicit time dependencies for simplicity.

Plugging equations egs. (3.18) and (3.19) into eq. (3.16) yields

q D E ,D E
I V+ Wy dX +35 dX; Vi xd X

D E D E D E D E

1
= inf L+ Ly;dX + Ly;:dUgq + Ly:dU, + = dX:LxxdXx®
dUg:dUp X Ug d - UbD b s 2 XX -

1 1
*5 dUg; Lugx+ Ly, dX° + > dUp; Lupx + Lxy, dX°
D E .D E D E D E

41 dUg; Luu, AU +% dUp; Ly,u, dUP JHOIGRMW VDN
E D E D E D E
Vy; NdeUb dax; NyWx  + Vx; FU>ddUd + dX; FXVxdeO
D E D ° E D E
dX;VixDN- X VNG, AUy dXG NVaexd X

D E
+ dX; VxxFRj,dUq

(3.20)
The form of the HIB equation in eq. (3.20) now properly incorporates boundary informa-
tion of the value functional. As shown in the subsequent section, the resulting optimal update

duU, leverages the rst and second derivative of the value functional, which is expected in

the context of the established DDP method in nite dimensions.
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We note that the form of the HIB eq. (3.20) is remarkably different than that of [83].
The fundamental differences arise due to a) improper application of Green's theorem, as
discussed in [68], and b) terms that are a result of a fundamental difference of reasoning
followed in their derivation. For example, the expansions in [83] are quite different than
the ones computed here, and may re ect an evolution in the DDP approach over decades of

research.

3.4 Optimal Distributed and Boundary Control Solutions

We nd two singleton Newton solutions to the HIB eq. (3.20); one for the optimal distributed

control updatelU, and one for the optimal boundary control updaité, .

Theorem 3.3. Under the stated assumptions, the optimal distributed updidieand the

optimal boundary updatdU,, are given in Hilbert spaces by

1

dUg = Lyg, RO,V + Ly §'-udlud Lugx + Lxu, + 2R3, Vxx dX (3.21)
1

dUp = Ly, Lu, NG Wx éLublub Lux + Lxy, 2Ng,Vxx dX (3.22)

where we have de ned the inverse operatd){;(‘}ud 2 L LYD);L5D) and LublUb 2

L LY(S);LL(S by their respective inverse kernels, given by
Z p—
Lugus OWO = Lugu () W(EY)dy (3.23)

Z
Lu,uyW(D) = Sfubub(t: x; h)W(t;h)dS, (3.24)

with Eudud(t;x; y) and Eubub(t;x;h) denoting the kernel function of the operatijUd(t)
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and LUdlUd(t) (resp.), and satisfying the property of inverses for kernels

z

DLUdUd(t;X;y)EUdUd t;yddy=1d(x X9 (3.25)
Z

SLUbUb('[;X;h)ljudud(t;h;x%dSn =1d(x x9 (3.26)

Proof. The result can be found by applying a Newton step (e.g. taking the respective partial

derivative and setting equal to zero) of the HIB eq. (3.20). O

The equivalent expressions in elds notation expose the spatial integration that takes

place in these calculations, and are provided for completeness

z

dUq = DZEUdUd(t;x;y) RO, (Y YOV (YD + Luy(tiy) dy
Z

1 —
5 o o Luau(txy) Lugx (YY) + Ly, (6:Y9

D
+ 2Fu, (6 Y P PVx (6P dX(ty9dy dy®  (3.27)
Z

dUp=  Luu,(txh) Ly, (t;h) NG (th;h9vk(th9 ds,
Z
DLUbub(t;X;h) Lugx (t;h;y) + Lxu,(t;h;y)

NIHI\Y)

S
2NG, (6 h;hOVx(t:h%y) dX(ty)dydS,  (3.28)

3.5 The Backward Value Functional Equations

The value functional is a backward equation according to the HJB eq. (3.5), and is separated
by order into zeroth, rst, and second order derivative of the value functional. We present
the elds representations of these backward equations without cross terms for simplicity.
The more general forms of the backward equations with cross terms have been derived, but

are lengthy and are omitted due to length considerations.

Theorem 3.4. Under the above stated assumptions, and with optimal control in elds

representation given by eq8.27)and (3.28), the zeroth-order backward value functional
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equation is given by

dy, v
aV(Zt,X(t,x))
=L  Vx(t;x)”DN(t;x)dS,
27 ~
- Lo, (6Y)+ Vi (G006 XY) Lugua (YY) Lug(tyd

2popD
+ RO, (Y0 Y (Y% dyay?
ZZ
1 L3, (XY VR (6 X)Nu, (6%;x9 Ly, (xS h) LY, (th)

S S
NG, (t:h;hYVk(t;h 9 dS,eds,

(3.29)
with terminal condition
Vot X(tx) = ot X(t5x) (3.30)
the rst-order backward value functional equation is given by
d
aVx t; X(t;X)
= Lx(69+ R (Exy)Vx(t)y)
zZz
= VOO R (X LU YY) Ly (6Y)+ RS I (Y dydy?
zz
o V(3 xONG (65X h) Ly (81509 Ly, (th9 NG (%9 (t;h %Y dS, dS)
S S
(3.31)
with boundary and terminal conditions
z
0= Ny (t;x;h)Vx(t;h)  Vxx(t;x;h)DN(t;h)dS, (3.32)
S
Vx te X(te;x) = fx te; X(t:X) 5 (3.33)
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and the second-order backward value functional equation is given by

:thx(t;X;Y)z Lxx(t; %)+ Fx (X YIVx(t YN+ Fe (X yIVix(tyRy)
zZz
i Dvxx(t;x;xbeUd(t;x%y%Eudud(t;y%yO%Jd(t;y°?z)vxx(t;z;y)dy°dy°°
2z
. vax(t;x;x)NUb(t;x;xcblbeub(t;xa,h)NGb(t;h;h()Vxx(t;hO,y)didSq;

(3.34)

with boundary and terminal conditions

0= Ny (t;x;h)Wxx(t;h;y) (3.35)

Vxx te; X(t5;X) = fxx te X(t;X) (3.36)

Proof. These equations are obtained by plugging in egs. (3.21) and (3.22) into the eq. (3.20)
and grouping terms by order diX. O

The iterative forward-backward system is completed by the approximate variation of the
eld and boundary dynamics, which are found by rearranging egs. (3.13) and (3.14) as

ddX(t; x)

& F(X+ dX;Ug+ dUg;t;X)  F(X;Ug;t;%)

R (X Ug;t;x)dX + Ry (X;Ug;t;)dUg; - x2 D (3.37)
0= N(X+ dX;Up+ dUp;t;x)  N(X;Up;t;x)

= Ng (X;Up; t;x)dX + NG, (X;Up; t;x)dUp; X 2 S (3.38)
Finally, the control updates of iteratid 1 are given by

Ukt = UK+ gduk (3.39)

Uf L= uk+ gduk: (3.40)
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3.6 Recovering Standard Results

The optimal distributed and boundary control and resulting backward value functional
equations represent a generalization of a) DDP in nite dimensions and b) the LQR for
PDEs. These results are standard results in the control literature, and as such it is important
to the validity of our approach to clearly demonstrate that these standard results can be

recovered from the equations detailed in the previous sections.

3.6.1 Differential DynamicProgrammingn Finite Dimensions

We begin by roughly outlining an analogous derivation of DDP in nite dimensions. There
are many different formulations of DDP in nite dimensions. Our approach speci cally
follows a body of literature that expands the pertinent functionals around a nominal trajectory.
Despite having an extra term for a terminal constraint, we refer to [87] as they present a clean
derivation that represents a nite dimensional analogue to the derivation in this document.
We ignore the terms having to do with the terminal constraint and the terms that come from
second order expansions of the dynamics for ease of comparison. Therein they consider a
nite dimensional system of the general form

%x: F(xut); X(to) = Xo (3.41)

The optimization problem is formulated as

V (Xo;t0) = infJI(x;u)
! Z, (3.42)
L(x; u;t)dt

=inf f Xx(tf);tf +
u to

After applying standard Taylor expansions of the value functional, its rst and second

derivative, the dynamics, and the cost functional, plugging them into the HIB equation and
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performing Newton minimization, they obtain the optimal control update as
1
du= L, Ly+ R\ ELuul Lux+ L+ 2FRVxx dx (3.43)

This is equivalent in form to the optimal distributed and boundary control update in
Hilbert spaces given in egs. (3.21) and (3.22). The resulting backward equations of the value

functional in [87] are given by

d 1

&V =L §k> Luuk (3.44)
%vx = L+ By K™ Luk (3.45)
d
EVXX = LXX K> LuuK + VXXFX> + FXVXX (346)

wherek 2 RK, andK 2 RK "are given by

k= Lyt Ly+ RV (3.47)
1
K= ELuul Lux+ L+ 2FVxx (3.48)

In order to make the same comparison for the backward equations of the zeroth, rst,
and second-order value functional in elds, we rst de ne the kernel functikjpsT
R" R'I REKk:T R R'"! RLUKy:T R R" R"!I T Rk R" and
Ke:T R™ R R"! T R' R" which are de ned analogously toandK in [87],
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and given by

ka(t:xy) = Lugug(tixy) Lug(ty)+ R, (6 YV (t:Y) (3.49)
ko(t;x;h) = Ly, (tixh) Luy(th) NG (th;h9vk(t;h9 (3.50)
Ka(t;xy;y) = %Eudud(tix;y) Lugx(t: YY) + Ly, (6Y:Y) + 2Ry, (6 v PPV (t: Y0 ¥°F
(3.51)

1-—
Kp(tix;hiy) = SLuuy(txh) Lux(thiy)+ Liu,(th:y) 2NG, (th s h O Vx(t;h S y)

(3.52)
Thus egs. (3.29), (3.31) and (3.34) in elds representation take the form
d Z
a” t;X(%x) =L Vx(t;x)” DN(t;x)dS,
1252 z
5 kg (t: % ¥) Lugug (6 ; YOSk (t; yOSy9) dxdy dy® (3.53)
z°z% P
1
5 < o o6 EXXIuuEXEN Yke(tshCh)dS, dS dS,
d
—Vx t;X(t;x) = Lx+ FVWx
dt Z Z Z
KZ (t:%Y: Y Lugug (t; Y2 2) kg (t; 2 Y9 dy dyPdy®®
z°z% P

KB (66X 05 Luuy (73] Dol ;h9ds, ds, dS
(3.54)

S S

%Vxx(t;XQY): Lcx(t;%:Y) + P (6 YIVex (Y3 y) + P (65O (Y2 y)
Z Z Z
_Ka(t:xy yY™ Luyu, (6 Y2 2 Ka(t; Z YOOy tyP dy Pty 00
SKb(t;x;x;h)>Lubub(t:h;j )Kn(t;j ;h8y)dS ds,dS)

(3.55)

°z%

S S
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where in each equation, one of the integrals cancels due to the inverse kernel property in
egs. (3.25) and (3.26). Thus one can recover equations egs. (3.44) to (3.46) by considering
an ODE system that a) does not have a spatial state vector so the \Volterra-Taylor expansion
becomes a Taylor expansion and the volume integrals are equal to their integrand, b) does
not have a spatial boundary so surface integrals over the boundary are zero, and c) has real-
valued nite dimensional Jacobians de ned on an orthonormal basis (with an orthonormal
dual basis) so that the adjoint is equal to the transpose.

Thus, the DDP equations for PDEs are a generalization of the DDP equations for nite
ODE systems. In the following section we demonstrate a similar generalization of the LQR

solution for PDEs.

3.6.2 ThelinearQuadraticRegulatorof Fields

The linear quadratic regulator equations are obtained in [68]. Therein, they consider a linear

PDE of the form

X (%) = At)X(t;x) + By(t; )Uqg(t;x); x2 D (3.56)

X(to;x) = Xo (3.57)

whereAy is a linear differential operator that has standard form

2

n n
- 2 A(t . -
Ax(t) = i;j% 1A”(t’x)‘HXi‘|TXj + SlB'(t’X)‘ﬂXi + C(t;X): (3.58)

The boundary condition is given by

Bp(t;X)Up(t;x) = F(t;x)X(t;x)+ g Aj(t;x)ﬂ' X2S (3.59)

j=1 x5
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where the operatdk; is given by

Aj(t:x) = & Aj(t:x) cogng; x); (3.60)
i=1

where(n,;X;) is the angle between the outward normalat a boundary point 2 Sand

thex;-axis. The dynamics are equivalently described in Hilbert spaces as

%xa) = A()X(t)+ By(t)Uqg(t); X 2 LYD) (3.61)

Bo(t)Up(t) = F)X(1)+ A(t) RiX(t); X2 LYS (3.62)

which is a familiar control af ne linear system form in Hilbert spaces. The optimization

problem is formulated as

Z
o XoUgiUn) = F X(E) + L 6X(0):Ua(t): Un(t) ct (3.63)

fo

where the running cost has the form

Z Z

L £;X(t);Ua(t);Up(t) = X(t;%)7 Q(t; x;y) X(t;y) dxdy

NI =
NP
'\P

DUo|(t;X)> Ru(t; X; y)Ug(t; y) dxdy (3.64)

SUb(t;X)> Ro(t; x; h)Up(t; h)dS dS,

=+

NI NI
O

N
N

+
(0]

where the kernel® 0, Ry> 0andR, > 0 are all assumed to be symmetric about all

spatial axes.

The resulting optimal distributed and boundary control equations are obtained after

applying Green's theorem to the HJB equation and performing Newton minimization. They
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Table 3.1: Corresponding Hilbert space operators between LQR of elds and DDP of elds.

DDP Operators LQR Operators

Lugug (D) Ra(t)
Lu,Us (1) Ro(t)
Lxx(t) Q(t)
Fug(t) Ba(t)
Ny, (t) Bp(t)
V(1) P(t)X(t)
Vxx(t) P(t)
are given by
Ug(t)= Ry (t)Ba(t)” P()X(t) (3.65)
Up(t)= R, (t)Bo(t)” P(t)X(t) (3.66)

which are equivalently written in elds representation as
zz
Ug(t = Ra(txy)B3 (LY)PEyyIX(EGY)dydy” (3.67)
77
Up (t;%) = Ro(t;x;h)Bg (t;h)P(t; h; y)X(t;y) dydS, (3.68)
SD

In order to make the generalization clear, we rewrite egs. (3.65) and (3.66) in our notation

using the correspondences listed in table 3.1

Ug() = Ly, (DFG,OVx(E:X) (3.69)

Up (1) = Ly, (ONG,(OVx (1:X) (3.70)

and repeat egs. (3.21) and (3.22) here for clarity

1

dUg= Ly, Lug* R3,Vx 5'—udlud Lugx + Ly, + 2F5,Vxx dX
1

dU, = Ly, Lu, NG, W §Lublub Lupx + Ly, 2N, Vxx dX
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Thus, we can recover egs. (3.69) and (3.70) by a) assuming the cost functional is a pure
quadratic without cross terms so that the tetmg Ly, , Lxu,; Lugx; Lxu,, andLy,x are null
and b) using only gradient information of the value functional sogatterms are ignored.

The resulting second-order backward value functional equation of Riccati type for LQR

is given in elds representation by

TP~ A Ptxy)  APExY ™ Qtixy)
Tt Z Z
v DP(t;X;X%Bd(t;X%ﬁd(t;quoyBg (t:X°P(t; x V) axtix® - (3.71)
27z

ty SP(t;x;x)Bb(t;x)F?b(t;x;h)B;(t:h)P(t;h;y)olskolsh

which is rewritten in the DDP notation by again applying the correspondences listed in

table 3.1 as
Wy x(t;X;
Todtixy) Xx.ét L Fe(txyVax(tixy)  FeGxyVex(txy) ~ Lex(txy)
Z Z
+ Vi (85 % X9 Fug (8 X9 Lugug (8 X80T RT, (8 X0V (1 X20y) dxx?®
DD
ZZ

V(B0 (6) Luyuy (65X N RG, (6 ) Vit )88, dSh -

(3.72)

eg. (3.72) is identical to the second order backward value functional of DDP of elds without
cross terms in the running cost, given in eq. (3.34).

Thus we conclude that the equations of STDDP are a generalization of LQR of elds.
This generalization is analogous to the similar generalization of LQR of ODE systems
to DDP of ODE systems. Whereas LQR is the analytically optimal controller for linear
systems, it cannot be applied directly to a nonlinear system, nor can it be applied directly
to a linear system whose running cost functional is not purely quadratic. In contrast, the
iterative approximate optimal control method provided by DDP of elds was constructed

for such systems.
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3.7 Continuous-Time Convergence Analysis

Global convergence of the discrete nite dimensional DDP algorithm de ned for discrete
ODE systems was rst provided by Yakowitz and Rutherford [86]. Later the proof that
discrete nite dimensional DDP converges quadratically in the number of iterations was
proved independently by Pantoja [90] and Murray and Yakowitz [91]. This quadratic
convergence proof relied on convergence of Newton's method, but later an independent
proof relying only on the dynamic programming principle was given by Liao and Shoemaker
[85]. Through decades of application of the DDP algorithm, there have been numerous
extensions of the proof of global convergence, for example for DDP on Lie groups in [92]
and for DDP with generalized Polynomail Chaos expansions in [81]. However it appears to
the best knowledge of the authors that most if not all proofs of global convergence are for
DDP and its extensions in discrete time, and not in continuous time.

Typically, one determines provable convergence characteristics by investigating the

behavior of the variation

DI XU = 5 “(ﬁ?:u(t) DUl . (3.73)

whereDJ' t;X(t);U(t) := J t;X(t);U(t) J'" 1 t;X(t);U(t) , and due to the decoupled
nature of the distributed and boundary control updates, we have de ned the Hilbert space
control vectotJ(t) 2 LK"!(D) as the direct product Hilbert space analog of the stacked dis-
tributed and boundary control vectors in elds representati¢tix) = [ U4(t; X); Up(t; X)]” .

This notation simpli es our analysis signi cantly. We have also introduced the trajectory
notation, where subscripg:ts represents the entire trajectory in time of the associated
variable, and used the supersciifitr the STDDP iteration index. Similarlt;fUt‘O:tf denotes

the control update trajectory for control traject(hjég:tf. This trajectory notation de nes

atemporalHilbert space over time-indexegpatial Hilbert spaces. Let’(T) denote the
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Hilbert space of_g(ﬁ)-vector functions square integrable ovewith inner product

D E ZD E
Xitoits s X2:torts T = X1(8); Xo(s) ds: (3.74)

to

This allows us to write time integrals over trajectory variables as inner product tensor
contractions, and treat continuous trajectories as objects in a similar way to the continuum of
the PDE variables. We begin by stating the following lemma, assumption, and proposition

that will be used in our analysis.

Lemma 3.5. Assume the cost functional has the form of(8g) and de ne the measurable

backward recursive functiongl 2 L Lg(ﬁ) for somee > O as

z

Y EXOU®M = Lx SX9:U(9 ds+ F(t9y t+eX(t+ e)Ut+ e)
(3.75)
y te;X(t);U(tr) = fx t;X(t) (3.76)

whereF ('; ) is a contractive linear semigroup generated by the approximate variation
dynamics in eqq3.37)and(3.38) and is assumed to be positive de nite almost everywhere.
Then the cost functional satis es

d t;x@uey 2 B D o E
dUtiO;tf - LU;tothrl'[()th T+ FU;'[():tfyyto:tf T (377)

wherely,y, is the trajectory of ones.
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Proof. We start with the total derivative for the cost functional

dI EXMU® _ 19 EXOUO | 1 EXO:U0 D,

. - . : (3.78)
dU'[IoItf ﬂUtloitf ﬂxtloitf 1-[Utloi'[f
D E D ﬂx{l " E D ﬂxtl E
= LU Toits ; 1t0:tf + Lx;toitf ; —|0f + f )? tf , X(tf) , i f
T MTUgt, T V¢,
(3.79)

The state trajectory,t, is due to the approximate state evolution given by egs. (3.13)

and (3.14), which has linear af ne form with solution

Zy
X(@t) = F(t;tg)Xo+  F(t;9FRy(9U(9)ds (3.80)
to
Thus, one has
dJ tx;uery B D _ E
dUtiO:tf = LU;tO:tflltO:tf T+ F>(t1t0-tf)l—x;toitf)FU;toitf T
D E
t PP (Titort)fx tiX(t) SFumen (3.81)
Now, due to the terminal condition gn given in eq. (3.76), one has
d txeuey P B D _ E
dUtiO:tf = Luietss Ligits T+ F~ (tto : tr) Loty s Fustorty .
D E
+ F7(Tito:tr)y te;X(t);U(ts) sFuion . (3.82)

Finally, due to the backward recursion over the trajectory given by eq. (3.75), one has

¥ t;x@ueyy B B D E
dUtiO;tf - LU tortes 1to:tf T + ytoitf , FU;toth T (383)
which concludes the proof. ]

Assumption 3.5. The search space of control trajectorigs 3 Utio:tf IS compact.
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Our analysis is simpli ed by th€) functional notation de ned as follows

Quu = Luu Qu = Lu+ R W
Qux = Lux + RJ Vxx Qx = Lx + Fg Wx

Qxx = Lxx+ FyVxx+ FyVxx g

Proposition 3.1. Let the PDE [§t) 2 Lg(ﬁ) have dynamics

SDM= FDM+ GuQubQ (3.84)

D(T)= 0 (3.85)

Then OOt) has weak backwards solutions de ned in the Hadamard sense, and given by

Zt
bO= F~ (1) Qox(t)Qui Qu(t)dt (3.86)

Proof. The existence of weak solutions is given by the assumption that solutignaual
Vx exist. The rest of the proof is immediate given that the dynamics are of semilinear form

and have a zero terminal condition. O]

Theorem 3.6. Consider the continuous-time optimal control problem in(@y) subject
to the dynamics in eg$2.6) and (2.7) with cost functionall having no cross terms for
simplicity. LetUtyt, 2 L5*'(T) be a nominal control trajectory and letUy,, 2 L5"'(T) be

the trajectory of control updates from ed8.21)and (3.22) Then the following holds:

| D E
DI t;X(t);U(t) = g Quitgtr; Migt; Quitoty T+ O(g?) (3.87)

where the trajectory operatdvl,y, 2 L L, K(T);LL"%(T) has a positive de nite kernel

8t2T.
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Proof. Observe that due to the iterative updates in egs. (3.39) and (3.40), we have
DUL ., = gaUy,: (3.88)
Also at our disposal is the identity
Luitots + FUuot Yiots = Quitotr  FUgty Witotr Yoty (3.89)

Plugging eq. (3.89) into eq. (3.77) yields

D E
DI 6;X(1);U(t) = 9 Quitgtr: Qudpt, Qitots
-
D . E
> .
+9 FU;tO:tf VX;toitf Y toits ’QUU;tothQU;tO:tf T
D ) E
g QU;toitf;QUU;tO;thUX;toitdetoitf T
D . E
+ 0 Fot, Vitots Yiotr 5 Quiitgt; Quxitots A%ty . (890

Note that the total variatiod X 2 LS(IS), with dynamics given in semilinear form by

egs. (3.37) and (3.38), has a solution given by
Z t
dX(t) = F(t;tg)dXp+ . F(t;9)Ry(s;)dU(s)ds (3.92)

Thus, sincad Xy = 0, anddU (t) = O(Q), it follows thatdX = O(g), so we have

_ D E
D\]I t,X(t),U(t) = g QU;tQth;QU[]J;tO:thU;toitf T
D E
+ 9 Rt itotr Yoty ;QUE-J;tO:thUitoitf T"‘ o(g®) (3.92

Next, notice thaD(t) = Vx(t) vy (t) has dynamics of the form of eq. (3.84), with an

equivalent terminal condition. Thus, plugging in eq. (3.86) into eq. (3.92) and reducing
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yields

| D E D E
DJ' t;X(t);U(t) = 49 QU;to:tf;QU[]J;to:thU;to:tf T g QU;toth;Al;toZlfQU;toitf T+ 0(92)

(3.93)

whereApq, 2 L LET(T);L5"!(T) has a positive de nite kerné t 2 T due to the posi-
tive de niteness of- ( ; ) by de nition, and the positive de niteness dk x by assumption.
Thus, due to the positive de niteness of the kernel&gjfy, (t) andLy,u,(t) by assumption,

one can formM 2 L L"(D);L5"'(D) with positive de nite kerneBt 2 T such that

_ D E
DJ' t;X(t);U) = g Qu:to:t s Meg:t; Quito:ty T+ 0(92) (3.94)

which concludes the proof O]

Corollary 3.7. Suppose assumption 3.5 holds. Then the iterative(2d®, (2.7), (3.21),
(3.22) (3.29)to (3.36) (3.39)and (3.40)will converge to a stationary solution of e(R.4).

Proof. For simplicity of notation, we will use the shorthadid= J' t;X!(t);U'(t) . Theo-
rem 3.6 and assumption 3.5 together imply @@ [0; 1) such that the change in the cost
over iterationdJ' := J'  J' 1< 0,8i 2 N,. The cost functional( ; ; ) is continuous in
its arguments since it is differentiable by assumption in¢g y DJ' = 0. Thus9 a pair
(Xgit;:Urot,) SUch that lim v 3 t;XI(1);UN(t) = J ;X (1)U (1) =:J.

Next, limj; y DJ' = Otogether with eq. (3.87) and the positive de nitenes¥gf;, imply
thatlimj; QliJ;to:tf = Ot,. By this notation we mean théim; ¥ Q, t;X(t);U(t) =0
8t 2 T. Recall also thatiX). We seek the intermediate result ti¢ . := limj; y X}, =

Okt - This can be observed in the coupled solutiondXt) anddU (t), but is more clear
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by inspection of the closed-loop variation dynamics, which have generalized form

W= Bodx®  ROW0 QO+ Qx®ax© (5:99)

= R () FSOQUIMQux(t) dX(t) R t)QiMmQu(t) (3.96)

with solution of the form

N Zy
XM= Ft)dX F(t9RS (9QuL(9Qu(9ds; (3.97)

wherelf( ; ) Is a contractive linear semigroup. Thus, sidle = 0, andlim;; y Q{J;to:tf =0,

we have thatlX .. = Oy, and thusdU, . = limj; dUt‘O:tf = Otyt;,» Which implies that
limi; ¥ Uly, = Uy, -
Finally, we must show that the converged control trajectdyy, is stationary. To show
this, consider the rate of change of the cost functional with respect to control over iterations

in the limit, namely

[ D E D E

-5 i . ; i /i
dUtiO:tf - il!mgé QU;to:tf’ltO:tf T il!m; FU;to:tf’VX;to:tf Y toity T (3-98)

lim
il ¥

Since we already showed thérm; ¥Q{J;to:tf = 0, one can easily apply the dominated
convergence theorem to show that the rstterm is a zero trajectory. We must only prove that

the second term is also a zero trajectory. By proposition 3.1, we have

Z, N L
F~ (1) QUx(t)QuuQu(t)dt

lim Vi(®) y(t) = Q”?é )
t i> il
limE (6 6)QUx (1) Quu Q (t)dt

=0

where we have again applied a properly formulated dominated convergence argument due

to boundedness O x:t,:t; andXy,t, 8i 2 N+ by assumption, and due @y, being a
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decreasing function over iterations. The limit is again zero slimeg ¥Qiu.t0:tf = Oget; -

Thuslim = Oy, and the converged trajectddy ., is indeed stationary, which

|y dJi
. dUtloitf
concludes the proof. O

3.8 STDDP Algorithm

The resulting STDDP algorithm can be applied for control of any nonlinear forward spatio-
temporal PDE system satisfying the stated assumptions. It is an iterative forward-backward
approach, wherein each iteration forward propagates the dynamics, backward propagates the
value functional and its derivatives, and updates the control based on approximate variation
dynamics. The resulting procedure is described in greater detail in algorithm 1.

Note that algorithm 1 has a forward process, a backward process, and another forward
process. While this is a simpler algorithmic exposition, the runtime performance can be
improved by simply combining the two forward time loops. While the numerical experiments
in this chapter were performed with a xed learning rate for demonstration purposes, it can
be numerically advantageous to apply line search methods to adapt the learn rate. Some such
methods are described in [93] and [75], and typically evaluate the best learning rate based on
the best improvement in the cost functional. However, since the value functional typically
encodes problem information beyond the cost metric, one may also evaluate learning rate
based on improvements in the value functional.

The inputs of the STDDP algorithm can change depending on the speci ¢ problem but
in most cases contain time intervdl)( number of iterationsK), initial state ¥p), time
discretization t), distributed control learn ratey), and boundary control learn ratg,).

One may also include a number of rollouR for a parallelized line search. Instead of a
xed number of iterations, one may also check for convergence using relative or absolute

convergence criteria in either the cost functional or the value functional [75].
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Algorithm 1 STDDP

1: Function: (Uy;U,) = STDDR(T ,K,X, Ug, Up, Dt, ¢4, &)
2: for k= 1toK do
3 Forward propagate PDE dynamics in eq. (2.6)
Evaluate running codt and its partial derivatives
Evaluate terminal cost and its partial derivatives
Backward propagate value functional via egs. (3.29), (3.31) and (3.34)
Forward propagate approximate variation dynamics via egs. (3.37) and (3.38)
Compute updatesUX anddUf via egs. (3.21) and (3.22)
9 Update controUf*t, UK ! via egs. (3.39) and (3.40)
10: end for

© N o gk

3.8.1 Forward& BackwardPDE DiscretizationMethods

In order to implement the forward spatio-temporal system dynamics in egs. (2.6) and (2.7)
and the backward value functional system in egs. (3.29) to (3.36) on a digital computer,
these forward and backward PDEs must be spatially and temporally discretized.

Nonlinear PDEs in the Eulerian formalism are often spatially discretized using either

nite difference methods, Galerkin methods, or nite element methods. In this work we
apply a spatial central nite difference discretization, which yields a xed 1D grid of length

a, with J elements. We note that through the above derivation, any discretization can be
used in place of the central difference.

While there are numerous works describing temporal discretization methods for a
multitude of forward PDES, there are relatively few that describe temporal discretization
schemes for backward PDEs of Riccati type. In nite dimensions, these are typically
referred to as Riccati Differential Equations (RDES), and their discretization presents several
dif culties which stem from a matrix-valued variable that cannot be analytically isolated
without using a Kronecker scheme. Furthermore, RDEs are known to be quite stiff in many
contexts due to a fast transient response [94].

The most straightforward method is the explicit time Euler discretization method, which
has a fast implementation, yet is sensitive to discretization step size for stiff dynamics. This

sensitivity can be reduced by applying Runge-Kutta time-integration techniques, however

47



one must either super-sample the dynamics or apply an equivalent Runge-Kutta integration
for the dynamics and value functionals.

Semi-implicit time discretization and implicit time discretization are well known to
handle stiff dynamics, yet require isolation of the value functional. This in turn yields
an update with a very large Kronecker sum matrix inversion. To elucidate, consider the
discretized 1D Hilbert space representation of eq. (3.34), where Fy , given by

d 1 1 1
g o = Loct B Vex () + 5 V()P WVXX(t)FUdLU:UdFJdVXX(t)

1
52 VOXONU, L, NG, Vi ():

(3.99)

Clearly, the desired variablé x cannot be completely isolated in this form. However,
one can equivalently write a vector form by application of the vec operator
d 1 . S
vec &Vxx(t) = veqLxx)+ EXFX Fx vec Vxx(t)
1
WVGC Vxx(t) FUd LUjUd FJdex('[) (3-100)

1
WVGC Vi x(t) NUbLU:Ub NGbex(t) :

Semi-implicit time discretization schemes typically evaluate terms that are linear in
Vxx(t) at the current time step and non-linear term¥six(t) at the next time step [95],
which is the previous time step in the case of backward PDEs. The resulting semi-implicit

update is given by

vec Vxx(tk 1)
1

= | F)? F;Dt vec VXX(tk) + vec Lxx Dt vec VXX(tk)FUd LUdlUd FJdex(tk) Dt :
(3.101)
The resulting update equation is less sensitive to time discretization stept simavever it

requires the inversion of a large matrix of si¥e J? for each time step of each iteration,
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whereJ is the spatial discretization size of the 1D PDE. A key observation is that the
matrixM := | K R Dt typically only has as many diagonals as the order of the spatial
discretization, and is zeros elsewhere except for the boundary conditions, thus it is a sparse
matrix. For example, in the case of a second order spatial central difference discretization of
the Burgers equation with Homogeneous Dirichlet boundary conditMns tridiagonal.

Thus the inverse can be ef ciently computed with sparse linear equation solvers such as
SuperLU [96].

In [94], the authors describe so called D-methods, which reduce computational complex-
ity inherent to semi-implicit methods by applying explicit Euler discretization to some subset
of the variables, and applies semi-implicit discretization to the rest. This could dramatically
reduce complexity; ifle  J is the number of points treated with explicit discretization, then
the resulting semi-implicit inverse is of sigd Jo)2 (J Je)2. This may have dramatic
bene t for ODEs systems where one may have slower and faster channels, However it is not

clear how to select grid elements for the associated D-method for Riccati PDEs.

3.9 Simulated Experiments

We applied the STDDP algorithm to two simulated PDE experiments to optimally control
the system to a prescribed desired behavior. Each experiment used less than 32 GB RAM,
and was run on a desktop computer with an Intel Xeon 12-core CPU with a NVIDIA
GeForce GTX 980 GPU. The computations did not utilize GPU parallelization, however
many operations, such as cost and partial derivative computations, can be parallelized for
greater computational ef ciency.

The simulated experiments involve reaching tasks, where the PDE is initialized at
a zero initial condition over the spatial region, and must reach certain eld values at
prescribed regions of the spatial domain. As discussed in the previous section, each PDE
was spatially discretized by a spatial central difference discretization, and an expicit-time

Euler discretization. The rst and second derivative of the value functional were spatially
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Figure 3.1: Heat Equation Temperature Reaching Task. (left) controlled contour plot where
color represents temperature, (right) nal time snapshot of the uncontrolled and controlled
systems, (bottom) convergence plot of the heat equation temperature reaching task on a
log-log scale, where the value integral depicted in red is the time integral of the value
functional.

discretized on the same spatial central difference grid as the forward dynamical PDE, and all
three backward equations were temporally discretized with an explicit Euler discretization.
Regularization was added to the second derivative of the value functional in order to aid in
numerical stability.

Each experiment considered a pure quadratic cost functional of the form

D E
J t;h(t;X);Ug(t);Up(t) = h(ts;X)  hgedts;X); Qs h(ts;X)  hgedts; X) y
Z f D es
- h(t;X)  hgedt;X);Q h(t;X)  hgedt;X)
t0 D E D des

+ Ug(t;X);RaUqg(t;x) + Up(t;X); RoUp(t;X) < dt;

(3.102)

where the inner product; is de ned on the desired subregi@yes D.

Ddes
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The rst experiment was a temperature reaching task on the 1D Heat equation with

homogeneous Dirichlet boundary conditions, given in elds representation by

fth(t;x) = efloh(t; X)+ m(x)” Uq(t; X);
h(t;0) = h(t;a)= O; (3.103)

h(0;X) = ho(x);

wheree is the thermal diffusivity parameter. The heat equation is a pure diffusion equation,
and validates the approach's ability to achieve high quality distributed control solutions in
the linear PDEs regime. The STDDP algorithm was run until convergence, and the results
of which are depicted in g. 3.1. Starting from a zero initial condition, the PDE was tasked
with raising the temperature = 1.0 at the outer regions, and raising the temperature to
T = 0:5 at the central region.

The system was temporally discretized id®00time steps and spatially discretized
into 64 grid points. The typical convergence behavior for the STDDP algorithm applied
to the heat equation is depicted in the bottom sub gure of g. 3.1. In this case, the weight
values wereRy = 0:4, Q = 300 andQs = 300 Depicted is a log-log plot of the cost
functionalJ t; X(t) , its state cost functional and control cost functional components, and
the time integral of the value functional, which is concisely termed the value integral. The
convergence behavior of the value integral demonstrates super-quadratic convergence in the
rst 50 iterations.

The second experiment was a velocity reaching task on the 1D Burgers equation with

non-homogenous Dirichlet boundary conditions, giverelds representatiorby

Teh(t;x) = h(t;x)Th(t; X) + e Fuh(t; x) + m(x)™ Ug(t; X);
h(t;0) = h(t;a) = 1.0; (3.104)

h(0;x) = ho(X);
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Figure 3.2: Burgers Equation Velocity Reaching Task. (left) controlled contour plot where
color represents velocity, (right) nal time snapshot comparing to the uncontrolled system.

Figure 3.3: Burgers Equation Velocity Reaching Task with Simulated Annealing. (left)
controlled contour plot where color represents velocity, (right) nal time snapshot comparing
the optimized solution to the uncontrolled system.

where the parameteris the viscosity of the medium. The Burgers equation is a nonlinear
PDE, and demonstrates the ef cacy of the approach on nonlinear PDEs. Starting from a
zero initial condition, the PDE is tasked with raising the velocity to 2:0 on the outer
regions, and/= 1:0 on the central region. The Burgers equation is often used as a simpli ed
model of uid ow, however also has applications in describing the dynamics of swarms
for robotic systems [10]. The STDDP was applied to the Burgers PDE and was run until
convergence. The results are depicted in g. 3.2.

The nonlinear advection present in the Burgers equation produces an apparent rightward
motion that builds over the spatial domain to create an apparent wavefront towards the right
endpoint. The system is provided wihactuators, and must overcome this nonlinearity

in order to minimize the state cost. Despite the added actuators, the task remains severely
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under-actuated. In this case, the weight values Wgre 0:4, Q = 30, andQs = 30. As
depicted, the provided values of state and control cost weighting provide a balancing between
the state and control performance metrics.

In both of the experiments, the various discretization schemes described in section 3.8.1
were tested, namely the explicit Euler discretization, a Runge-Kutta 2-point discretization,
and the semi-implicit. The authors report that while the semi-implicit method had slightly
lower sensitivity to the time-step incremdditcompared to the explicit Euler and Runge-
Kutta methods, the large matrix inversion caused dramatically slower per-iteration run-time.
The Runge-Kutta method had higher accuracy than the Euler method, but required super-
sampling (i.e. sampling the midpoint of a time-increment) thus doubling the total time
steps on forward and backward passes. The explicit Euler discretization had the fastest per-
iteration run time at about:4 seconds per iteration, and was stabilized using regularization
methods, akin to [93].

Common to nite and in nite dimensional DDP methods are parameter sensitivities
that may limit choice of the control cost weighting and the state cost weightings. When
these limits arise, they are typically due to the numerically stiff and sensitive dynamics
found in the backwards Ricatti equation eq. (3.34), and present a limitation in the ability
of DDP approaches to use arbitrary ratios of state performance and control effort. This
can be especially limiting in systems with under-actuation as control signals can often be
much larger for task completion, thus requiring a larger ratio between state cost weight
and control cost weight. Without a "warm start"”, the operational initialization window for
control weights may limit the use of an arbitrary desired set of parameters, thus changing
the task speci cations to meet numerical requirements.

In g. 3.3, we demonstrate that this can be overcome with a simple simulated annealing
scheme. In this simulated experiment, the simulated annealing scheme was adopted in
order to reach an arbitrarily large weight rathy := Q=Ry = 4:8 10° starting from a

nominal weight ratio oMy = 25. This approach allows one to arbitrarily choose the
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relative importance of state performance and control effort. Depicted is a contour plot that
demonstrates that the desired regions are quickly reached, and the system remains at the
desired region for the duration of the simulation. Also depicted is a nal time snapshot
with dramatically smaller deviation from the desired region as compared to the solution in

g. 3.2, albeit at the expense of larger control effort.

3.10 Discussion & Conclusion

We address the optimal control on nonlinear spatio-temporal systems through the lens of the
Bellman principle of optimality, and develop the STDDP framework. We demonstrate that
the resulting forward-backward system of equations can recover standard results, including
the LQR solution for linear PDEs and the DDP solution for nite nonlinear ODEs. We
analyze the convergence behavior and emerge with provable global convergence of the
resulting forward-backward system. We discuss and develop discretization schemes for the
backward second derivative of the value functional, and implement the resulting algorithm
on a linear PDE system and a nonlinear PDE system.

The numerical results demonstrate the utility of the STDDP framework. It has the
capability of obtaining high quality control solutions in the linear and nonlinear regime for
spatio-temporal PDE systems. It has exibility with respect to discretization schemes due to
the optimize-then-discretize approach. It exhibits computationally ef ciency for 1D PDEs
with a typical Q5 second time-per-iteration without any parallelization.

Overall, the results presented in this chapter are encouraging to the authors for future
work on extending the approach to 2D and 3D problem spaces. Such scaling will result in
large tensors, however one can leverage the sparsity inherent in PDE discretizations and
utilize common tensor decompositions such as the tensor train decomposition [97] for a
dramatic computational speed-up. Other future directions include extensions to the case of a
system with additive Gaussian noise, second order expansions of the dynamics, and novel

methods to handle the sensitivities that arise in the discretization of the backward process.
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CHAPTER 4
LEVERAGING STOCHASTICITY FOR OPEN LOOP AND MODEL
PREDICTIVE CONTROL OF SPATIO-TEMPORAL SYSTEMS

This chapter presents an open loop and MPC methodology for control of SPDEs related to
uid dynamics. Such systems are grounded on the theory of stochastic calculus in function
spaces. The resulting architecture is not restricted to any particular nite representation of
the original system; the control updates are independent of the method used to numerically
simulate the SPDEs, which allows the most suitable problem dependent numerical scheme

(e.g., nite differences, Galerkin methods, nite elements, etc.) to be employed.

Furthermore, deriving the variational optimization approach for optimal control entirely
in Hilbert spaces overcomes numerical issues, including matrix singularities and SPDE
space-time noise degeneracies that typically arise in nite dimensional representations
of SPDEs. Thus, the work in this chapter is a generalization of ITC methods in nite
dimensions [98, 55, 99, 100] to in nite dimensions and inherits crucial characteristics from
its nite dimensional counterparts.

However, the primary bene t of the ITC approach presented in this chapter is that the
stochasticity inherent in the system canl&eeragedfor control. Namely, The inherent
system stochasticity is utilized for exploration in the space of trajectories of SPDES in
Hilbert spaces, which provide a Newton-type parameter update on the parametrized control
policy. Importance sampling techniques are incorporated to iteratively guide the sampling
distribution, and result in a mathematically consistent and numerically realizable sampling-

based algorithm for distributed and boundary control of semi-linear SPDEs.
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4.1 Problem Formulation

At the core of our method are comparisons between sampled stochastic paths used to perform
Newton-type control updates, as depicted in g. 4.1. lkétlJ be separable Hilbert spaces

with inner product$; iy andh; iy resp,s - elds B (H) andB (U) resp. and probability
space(W F ;P) with Itration F¢;t2 [0;T]. Consider the controlled and uncontrolled

in nite-dimensional stochastic systems of the form

dX = A Xdt+ F(t; X)dt + pl?G(t;X)d\N(t); (4.2)
dX = A Xdt+ F(t;X)dt+ G(t; X) U O(t;X;q)dt + pl?O\N(t) ; (4.2)

whereX(0) is anF ¢ measurabled valued random variable, a®d :D(A) H! H

is a linear operator, wher®(A ) denotes here the domain Af. F:[0;T] H! H
andG:[0;T] U! H are nonlinear operators that satisfy properly formulated Lipschitz
conditions associated with the existence and uniqueness of solutions to eq. (4.1) as described
in [70, Theorem 7.2]. The terd ()(t:X:q) is a control operator on Hilbert spate
parameterized by a nite set of decision variabtpsWe view these dynamics in an iterative
fashion in order to realize an iterative method. As such, the super¢grigtfers to the
iteration number.

In what follows,h; i s denotes the inner product in a Hilbert sp&andC([0; T]; H)
denotes the space of continuous processékfior t 2 [0; T]. Control tasks de ned over
SPDEs typically quantify task completion by a measurable functidn@([0; T];H) ! R
referred to as the cost functional, given by

Z
J X(;w) =f X(T);T + tT‘ X(9);s ds; (4.3)

whereX( ;w) 2 C([0; T];H) denotes the entire state trajectdryX(T); T is a terminal

state cost and X(9);s is a state cost accumulated over the time horgdrjt; T]. With
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this, we de ne the terms of eq. (1.1). More information can be found in Appendix B.
De ne the Free energyof cost functionJ(X) with respect to uncontrolled path measure
L andtemperature 2 R as [57]

1 h [
V(X) = r—InEL exp rJX) : (4.4)

Also, theGeneralized Entropyf controlled path measute () with respect uncontrolled
path measuré is de ned as
- 2 RW%L—l_(i)In%L—L(i)dL L W<< L
SLjL = S (4.5)
© +¥; otherwise

where ‘<< ” denotes absolute continuity [57].

The relationship between free energy and relative entropy was extended to a Hilbert
space formulation in [57]. Based on the free energy and generalized entropy de nitions,

eg. (1.1) with temperaturé = rl becomes the so-called Legendre transformation, and takes

the form

1

rlmEL exp( rJ) ELo() =S L® L (4.6)

with equilibrium probability measure in the form of a Gibbs distribution

Sexp( rJdydl
wexp( rJydl

d. = (4.7)

Optimality of L is veri ed in [57]. The statistical physics interpretation of inequality
ed. (4.6) is that maximization of entropy results in reduction of the available energy. At the
thermodynamic equilibrium the entropy reaches its maximumvande TS

The free energy-relative entropy relation provides an elegant methodology to derive

novel algorithms for distributed and boundary control problems of SPDESs. This relation is
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also signi cant in the context of SOC literature, wherein optimality of control solutions rely
on fundamental principles of optimality such as Pontryagin Maximum Principle [48] or the
Bellman Principle of Optimality [49]. Appendix F shows that by applying a properly de ned
Feynman-Kac argument, the free energy is equivalent to a value function that satis es the
HJB equation. This connection is valid for general probability measures, including measures
de ned on path spaces induced by in nite-dimensional stochastic systems.

Our derivation is general in the context of [19], wherein they apply a transformation
that is only possible for state-dependent cost functions. The proof given in chapter E is
novel for a generic state and time dependent cost to the best knowledge of the authors.
The observation that the Legendre transformation in eq. (4.6) is connected to optimality
principles from SOC motivates the use of eq. (4.7) for the development of stochastic control
algorithms.

Flexibility of this approach is apparent in the context of stochastic boundary control
problems, which are theoretically more challenging due to the unbounded nature of the
solutions [101, 16]. The HJIB theory for these settings is not as mature and results are
restricted to simplistic cases [102]. Nonetheless, since eq. (4.6) holds for arbitrary measures,
the dif culties of related works are overcome by the proposed ITC approach. Hence, in
either the stochastic boundary control or distributed control case the free energy represents a
lower bound of astate cosplus the associatetbntrol effort Despite losing connections
to optimality principles in systems with boundary control, our strategy in both distributed
and boundary control settings is to optimize thetancebetween our parameterized control
policies and the optimal measure in eq. (4.7), so that the lower bound of the total cost can
be approached by the controlled system. Speci cally, we look for a nite set of decision

variablesq that yield a Hilbert space control input ( ) that minimizes the distance to the
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optimal path measure

q =argmas L jiL ® (4.8)
q
Z
= argmax d d g o. (4.9)
q wdL O " dL O

4.2 Stochastic Optimization in Hilbert Spaces

To optimize eq. (4.8), we apply the chain rule for the Radon-Nikodym (RN) derivative

twice 1, which has the form
db_d. dL
d O dL dL O

(4.10)

Note that the rst derivative is given by eq. (4.7) while the second derivative is given by a
change of measures, or RN derivative, between control and uncontrolled in nite dimensional
stochastic dynamics. This change of measure arises from a version of Girsanov's Theorem,

provided with a proof in Appendix C. Under the open-loop parameterization

N
U txa)= a mut)= mx)u(t;q); (4.11)
a

Girsanov's theorem yields the following change of measure, or RN derivative, between the

two SPDEs
ad _p P r_z () )+ e U MUt (4.12)
a @~ P 0 2 o ’ :
with
>
m(t) := hmy; dW(t)iu,; s hmy; dW(t)iy, 2 RN (4.13)

lwhile this is necessary on the right term for our control update, this is applied to the left term for
importance sampling, which enhances algorithmic convergence.
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M2 RN N (M)j = hmymjig; (4.14)

wherex 2 D  R" denotes the localization of actuators in the spatial dorbaiof the
SPDEs anan 2 U are design functions that specify how actuation is incorporated into the
in nite dimensional dynamical system. This parameterization can be used for both open
loop trajectory optimization as well as for model predictive control. In our experiments we
apply model predictive control through re-optimization, and turn eq. (4.11) into an implicit
feedback type control. Optimization using eq. (4.8) with policies that explicitly depend on
the stochastic eld is also possible and is considered using gradient-based optimization in
[63, 103, 64].

To simplify the optimization in eq. (4.8), we further parameteriggeq) as a simple
measurable function. In this case, the paramegtargnsist of all step functionfsu;g. With
this representation, we arrive at our main result—an importance sampled variational controller

of the form

Lemma 4.1. Consider the controlled SPDE in e@.2) and a parameterization of the
control as speci ed by eq4.11)with g consisting of step functiorfaijg. The iterative

control scheme for solving the stochastic control problem

u = argmad(L jjL): (4.15)
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Figure 4.1: Overview of architecture for the control of spatio-temporal stochastic systems,
Whered\/\/jr denotes a Cylindrical Wiener process at time gtépr simulated system rollout

r. See egs. (4.16) and (4.17) and related explanations for a more complete explanation.
Although the rollout images appear pictorally similar, they represent different realizations

of the noise processN.

is given by the following expression:
" #
O
el rIT) im0y - (a.6)
EL (i) eX[X rJ(')) t

. L1
Uj(|+1) = Uj(l) + p_l’_[xM 1EL 0

- R SO SN 3 SUINC)
where = J+ p?je_luj . mt(t) + Eg_luj Mu;”; (4.17)
>
MmO @) ;= g WO @iy o aw )iy 2 RN (4.18)
. Zy
and WO =w(ty °r U (gds (4.19)
0
Proof. See Appendix D. O]

4.3 Algorithms for Open Loop and Model Predictive In nite Dimensional Controllers

The above lemma yields a sampling based iterative scheme for controlling semilinear SPDEs,

and is depicted in g. 4.1. An initial control policy, which is typically initialized by zeros, is
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applied to the semilinear SPDE. The controlled SPDE then evolves with different realizations
of the Wiener process in a number of trajectory rollouts. The performance of these rollouts is
evaluated on the importance sampled cost function in eq. (4.17). These are used to calculate
the Gibbs averaged performance weightiegg( r J(i)):EE)[exq r JO]. Finally, the

outer expectation in eq. (4.16) is evaluated, and used to produce an update to the control
policy.

This procedure is repeated over a number of iterations. In the open loop setting, the
procedure considers the entire time windf@T], and the entire control trajectory is
optimized in a “single shot'. In contrast, in the MPC setting a shorter time wild@yyTsim]
is considered for iterations, the control at the current time stefisim) is applied to the
system, and the window recedes backward by a timeRtephis procedure is described in
algorithms 2 and 3.

For the purposes of implementation, we perform the approximation

tes S ().
L Wi, 3 m;eduDod’(); (4.20)
whereDbS(i)(tj) are Brownian motions sampled from the zero-mean Gaussian distribution
Dbs(i)(tj) N (0;Dt), andf ejg form a complete orthonormal systemUn This is based on

truncation of the cylindrical Wiener noise expansion

¥
W(t)= § bj(t)e;: (4.21)
j=1
These algorithms use equations derived in [95] for nite difference approximation of
semi-linear SPDEs for Dirichlet and Neumann Boundary conditions. Spatial discretization is
done as follows: pick a number of coordinate-wise discretization pdintsthe coordinate-
b a

wise domairD =[a;b] R such that each spatial coordinate is discretizexfasa+ k>3~

wherek = 0; 1; 2; :::;J. For our experiments, the function that speci es how actuation is
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Algorithm 2 Open Loop In nite Dimensional Controller

1:

o

10:
11:

12:
13:

14:
15:

16:
17:

Function: u = OptimizeContro{Time horizon T), number of optimization iterations
(I, number of trajectory samples per optimization iterati®), (nitial eld pro le ( Xo),
number of actuatord\), initial control sequencesuf ) for each actuator, temperature
parameter (), time discretization[ft), actuator centers and variance parametegs)(
fori= 1tol do
Initialize X  Xp
forr= 1toRdo
fort=1toT do p__
Sample noisegW(t; x) = éFl ej(t;x) bj(t) ,e5= 2=asin(jpx=a) for
x 2 L?(0;a)
Compute entries of the actuation matkikby eq. (4.22)
Compute the control actions applied to each grid pain¢) = u(t)™ M
Propagate the discretized eb(t) [95, Algorighm 10.8]
end for
end for _
Compute trajectory coslé') via eg. (4.17) of the main text
end for
end for _ _
Compute exponential weight of each trajectdr%') =exp r Jr(')(X)

Compute the normalizer ) = Lar,J Y

Update nominal control sequence by eq. (4.16) of the main text
end for
end for

Return: u

Algorithm 3 Model Predictive In nite Dimensional Controller

1:

2:

7:

Inputs: MPC time horizon T), number of optimization iterationd)( number of
trajectory samples per optimization iteratid®),(initial pro le (Xg), number of actuators
(N), initial control sequencesif ) for each actuator, temperature parametgy {ime
discretization Pt), actuator centers and variance parameg)ystétal simulation time
(Tsim)
for tsjm = 1toTgim do

Uy (tsim) = OptimizeContro(T;I; R; Xo; N;u;r ;Dt; q)

Apply u(t = 1) and propagate the discretized eldtig,+ 1

Update the initial eld proleXy  X(tsim+ 1)

Update initial control sequenee= u[2:T;:]; u[T;]
end for
end for

implemented by the in nite dimensional control is of the following form:

h i
1
M (X a) = exp 550 m?; 1=1::;N (4.22)
|
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where,m denotes the spatial position of the actuatofaib] ands, controls the in uence
of the actuator on nearby positions.
For MATLAB pseudo-code on sampling space-time noise (step 6 in algorithm 2 and

step 7 in algorithm 3), refer to [95, algorithms 10.1 and 10.2]. Note however, that our

We note that the control of SPDEs with cylindrical Wiener noise, as above, can be
extended to the case in [19], in whi@{t; X) is treated as a trace-class covariance operator
P Q of aQ-Wiener proceseéWp(t). See Appendix H for more details. The resulting iterative

control policy is identical to eq. (4.16) derived above.

4.4 Comparisons to Finite-Dimensional Optimization

In light of recent work that apply nite dimensional control after reducing the SPDE model
to a set of SDEs or ODEs, we highlight critical advantages of optimizing in Hilbert spaces
before discretizating. The main challenge with performing optimization based control
after discretization is that SPDEs typically reduce to degenerate diffusion process for
which importance sampling schemes are dif cult. Consider the nite dimensional SDE

representation of eq. (4.1)
dX = A Xdt+ F (t;X)dt+ G(t;X) M u(t;q)dt + pl?R db(t) ; (4.23)

whereX 2 RY is ad-dimensional vector comprising of the values of the stochastic eld
at particular basis elements. The terAqasF , andG are matrices associated with their
respective Hilbert space operators. The malix2 RY K wherek is the number of
actuators placed in the eld. The vectdb 2 R™ collects noise terms and collects
associated nite dimensional basis vectors of eq. (4.21). The matxRY ™ is composed

of d rows, which is the number of basis elements used to spatially discretize the SPDE

eg. (4.1), andan columns, which is the number of expansion terms of eq. (4.21) that are used.
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Girsanov's theorem for SDEs of the form eq. (4.23) requires the miatiix be invertible,

as seen in the resulting change of measure, or RN derivative,

Zy
— _=exp r R ™ u(s;q);dwW(s)
zs (4.24)

+ R M u(sq);R ™M u(sq) ,,ds
20 U

Deriving the optimal control in the nite dimensional space requires that a) the noise term
is expanded to at least as many terms as the points on the spatial discretizatropand

b) the resulting diffusion matriR in eq. (4.23) is full rank. Therefore, increasing nite
dimensional approximation accuracy increases the complexity of the sampling process and
optimal control computation. This is even more challenging in the case of SPDEs with
Q-Wiener noise, where many of the eigenvalues in the expansidi(fmust be arbitrarily

close to zero.

Other nite dimensional approaches as in [104] utilize Gaussian density functions instead
of the measure theoretic approach. These approaches are not possible rstly due to the
need to de ne the Gaussian density with respect to a measure other than the Lebesgue
measure, which does not exist in in nite dimensions. Secondly, an equivalent Euler-
Maruyama time-discretization is not possible without rst discretizing spatially. Finally,
after spatial discretization, the use of transition probabilities based on density functions
requires invertibility ofRR T (see Appendix |). These characteristics make Gaussian density

based approaches not suitable for deriving optimal control of SPDEs.

4.5 Numerical Results

Performing variational optimization in the in nite dimensional space enables a general
framework for controlling general classes of stochastic elds. It also comes with algorithmic
bene ts from importance sampling and can be applied in either open loop or MPC mode

for both boundary and distributed control systems. Critically, it avoids feasibility issues
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Figure 4.2: In nite dimensional control of the 1-D Burgers SPDE: (top) Velocity pro les
averaged over the'-half of each time horizon over 128 trials. (bottom left) Spatio-temporal
evolution of the uncontrolled 1-D Burgers SPDE with Cylindrical Wiener process noise.
(bottom right) Spatio-temporal evolution of 1-D Burgers SPDE using MPC.

in optimizing nite dimensional representations of SPDEs. Additional exibility arises
from the freedom to choose the model reduction method that is best suited for the problem
without having to change the control update law. Details on the algorithm and more details

on each simulated experiment can be found in Appendix J.

4.5.1 DistributedControlof Stochasti®®DEsin Fluid Physics

Several simulated experiments were conducted to investigate the ef cacy of the proposed
control approach. The rst explores control of the 1-D stochastic viscous Burgers equation
with non-homogeneous Dirichlet boundary conditions. This advection-diffusion equation

with random forcing has been studied as a simple model for turbulence [15, 105].
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Table 4.1: Summary of Monte Carlo trials for the Stochastic Viscous Burgers Equation

RMSE Averages
Targets left center  right left center  right
MPC 0.0344 0.0156 0.0132 0.0309 0.0718 0.0386
Open-loop 0.0820 0.1006 0.0632 0.0846 0.0696 0.0797

The control objective in this experiment is to reach and maintain a desired velocity at
speci c locations along the spatial domain, depicted in black. In order to achieve the task,
the controller must overcome the uncontrolled spatio-temporal evolution governed by an
advective and diffusive nature, which produces an apparent velocity wave front that builds
across the domain, as depicted on the bottom left of g. 4.2.

Both open-loop and MPC versions of the control in eq. (4.16) were tested on the 1-D
stochastic Burgers equation and the results are depicted in the top sub gure of g. 4.2.
Their performances are compared by averaging the velocity pro les for'thadf of each
experiment and repeated over 128 trials. The simulated experiment duration was 1.0 seconds.
For the open-loop scheme, 100 optimization iterations with 100 sampled trajectory rollouts
per iteration were used. In the MPC setting, 10 optimization iterations were performed at
each time step, each using 100 sampled trajectory rollouts.

The results suggest that both the open-loop and MPC schemes have comparable success
in controlling the Stochastic Burgers SPDE. The open-loop setting depicts the apparent
rightward wavefront that is not as strong in the MPC setting. There is also quite a substantial
difference in variance over the trajectory rollouts. The open-loop setting depicts a smaller
variance overall, while the MPC setting depicts a variance that shrinks around the objective
regions. The MPC performance is desirable since the performance metric only considers the
objective regions. The Root Mean Squared Error (RMSE) and variance averaged over the
desired regions is provided in table 4.1.

The stochastic Nagumo equation with homogeneous Neumann boundary conditions is a
reduced model for wave propagation of the voltage in the axon of a neuron [95]. This SPDE

shares a linear diffusion term with the Viscous Burgers equation, as depicted in table 2.1.
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Figure 4.3: In nite dimensional control of the Nagumo SPDE - Acceleration Task: (top)
voltage pro les averaged over th@®half of each time horizon over 128 trials, (bottom
left) uncontrolled spatio-temporal evolution for 5.0 seconds, and (bottom right) accelerated
activity with MPC within 1.5 seconds.

However, as shown in the bottom left sub gure of g. 4.3, the nonlinearity produces a
substantially different behavior, which propagates the voltage across the axon with our
simulation parameters in about 5 seconds. This set of simulated experiments explores two
tasks: accelerating the rate at which the voltage propagates across the axon, and suppressing
the voltage propagation across the axon. This is analogous to either ensuring the activation
of a neuronal signal, or ensuring the neuron remains inactivated.

These tasks are accomplished by reaching either a desired value of 1.0 or 0.0 over
the right end of the spatial region for acceleration and suppression, respectively. In both

experiments, open-loop and MPC versions of eq. (4.16) were tested, and the results are
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Figure 4.4: In nite dimensional control of the Nagumo SPDE - Suppression Task: (top)
voltage pro les averaged over th@®half of each time horizon over 128 trials, (bottom
left) uncontrolled spatio-temporal evolution for 5.0 seconds, and (bottom right) suppressed
activity with MPC for 5.0 seconds.

depicted in gs. 4.3 and 4.4. For the open-loop scheme, 200 optimization iterations with
200 sampled trajectory rollouts per iteration were used. In the MPC setting, 10 optimization
iterations were performed at each time step, each using 100 sampled trajectory rollouts.
State trajectories of both control schemes were compared by averaging the voltage pro les
for 2"d-half of each time horizon and repeated over 128 trials.

The results of the two stochastic Nagumo equation tasks suggest that both control
schemes achieve success on both the acceleration and suppression tasks. While the perfor-
mance appears substantially different outside the target region, the two control schemes

have very similar performance on the desired region, which is the only penalized region in
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Table 4.2: Summary of Monte Carlo trials for Nagumo acceleration and suppression tasks

Task Acceleration Suppression
Paradigm  MPC  Open-Loop MPC Open-Loop
RMSE 6.60% 0.0042 0.0021 0.0048
Avg. s 0.0059 0.0197 0.0046 0.0389

Figure 4.5: In nite Dimensional control of the 2D-Heat SPDE under homogeneous Dirichlet
boundary conditions: ( rst) desired temperature values at speci ed spatial regions, (sec-
ond) random initial temperature pro le, (third) temperature pro le half way through the
experiment and (fourth) temperature pro le at the end of experiment.

the optimization objective. In the top sub gures of gs. 4.3 and 4.4, the desired region is
zoomed in on. The zoomed in views depict a higher variance in the state trajectories of the
open-loop control scheme than the MPC scheme.

As in the stochastic viscous Burgers experiment, there is an apparent trade-off between
the two control schemes. The MPC scheme yields a desirable lower variance in the region
that is being considered for optimization, but produces state trajectories with very high
variance outside the goal region. The open loop control is understood as seeking to achieve
the task by reaching low variance trajectories everywhere, while the MPC scheme is under-
stood as acting reactively (i.e. re-optimizes based on state measurements) to a propagating
voltage signal. The RMSE and variance averaged over the desired region of 128 trials of
each experiment is given in table 4.2.

The next simulated experiment explores scalability to 2D spatial domains by considering
the 2D stochastic heat equation with homogeneous Dirichlet boundary conditions. This
experiment can be thought of as attempting to heat an insulated metal plate to speci ed
temperatures in speci ed regions while the edges remain at a temperature of O in some scale.

The desired temperatures and regions associated with this experiment are depicted in the
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