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SUMMARY

In the past decade, natural language processing (NLP) systems have come to be built
almost exclusively on a backbone of large neural models. As the landscape of feasible
tasks has widened due to the capabilities of these models, the space of applications has
also widened to include sub elds with real-world consequences, such as fact-checking,
fake news detection, and medical decision support. The increasing size and nonlinearity
of these models results in an opacity that hinders efforts by machine learning practitioners
and lay-users alike to understand their internals and derive meaning or trust from their
predictions.

The elds of explainable arti cial intelligence (XAl) and more speci cally explainable
NLP (ExNLP) have emerged as an active area for remedying this opacity and for ensuring
models' reliability and trustworthiness in high-stakes scenarios, by providing textual expla-
nations meaningful to human users. Models that produce justi cations for their individual
predictions can be inspected for the purposes of debugging, quantifying bias and fairness,
understanding model behavior, and ascertaining robustness and privacy (Molnar 2019).
Textual explanation is a predominant form of explanation in machine learning datasets
regardless of task modality. As such, this dissertation covers both explaining tasks with
natural language and explaining natural language tasks.

In this dissertation, | propose test suites for evaluating the quality of model explanations
under two de nitions of meaning: faithfulness and human acceptability. | use these evalua-
tion methods to investigate the utility of two explanation forms and three model architectures.
| nally propose two methods to improve explanation quality— one which increases the
likelihood of faithful highlight explanations and one which improves the human acceptability
of free-text explanations. This work strives to increase the likelihood of positive use and

outcomes when Al systems are deployed in practice.
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CHAPTER 1
INTRODUCTION

In the last decade, real-world applications of natural language processing (NLP) technologies
have become more widespread and more useful than ever before. Examples include real-time
translation and personalized predictive text and email complétioiome and on-device

virtual assistants fueled by powerful question-answering systend,search engines based

on web indexing and information retrievalThe key to success behind the majority of
these systems are deep learning architectures (LeCun, Bengio, and Hinton 2015), which
leverage variants of stochastic gradient descent algorithms to learn optimal parameter values
for a series of nonlinear computations. Increased model performance has been achieved by
increasing model size along two dimensions— the number of parameters (state-of-the-art
models have> 100 billion), and the depth of the network, corresponding approximately to
the number of stacked nonlinear operations (Kaplan et al. 2020). Both of these increases
have also led to more dif cult to interpret models, which are now commonly referred to
as “black boxes” (Castelvecchi 2016). This opacity hinders efforts by machine learning
practitioners and lay-users alike to understand model internals and derive meaning or trust
from their predictions.

As the landscape of feasible tasks has widened due to the capabilities of these models,
the space of applications has also widened to include sub elds with real-world consequences,
such as fact-checking, fake news detection, and medical decision support. While issues such
as the lack of guarantees of fairness, robustness, safety, reliability, and controllability in
neural models are widely known in the research community (Otte 2013; Szegedy et al. 2014;

Amodei et al. 2016; Mehrabi et al. 2021; Tan et al. 2021), these imperfections are becoming

Isuch as Google Translate, Gmail, and Apple iMessage.
2such as Amazon Alexa, Apple Siri, Google Assistant, and Microsoft Cortana.
3such as Google Search and Microsoft Bing.



less remissible with the deployment of neural models in high-stakes scenarios. My work
and the work of others has proposed that “opening the black box” of neural models using
explainability and interpretability techniques is one solution for addressing these issues (Lel,
Barzilay, and Jaakkola 2016; Ribeiro, Singh, and Guestrin 2016; Samek, Wiegand, and
Muller 2017; Adadi and Berrada 2018), as opposed to abandoning these models entirely
(Rudin 2019). The elds of explainable arti cial intelligence (XAl) and explainable NLP
(ExNLP) have emerged as active research areas focused on ensuring models' reliability and
trustworthiness, by providing textual explanations meaningful to human users.

| argue that EXNLP is uniquely positioned to make contributions to XAl because of the
natural communicative affordances language provides over other modalities—human-to-
human explanation is typically manifested through language, rather than through visuals
or demonstrations (Lombrozo 2012). | de ne EXNLP as the union of two research areas:
explaining machine learning systeffas natural language tasks, and explaining machine
learning systemwith natural languagé This dissertation covers the intersection of these
two areas, as illustrated by the example explanations in Table 1.1—both the tasks and the
explanations are in natural language.

Hilton (1990) de nes a explanation as “a three-place predicataneonexplains
somethingo someoné& The something being explained in machine learning systems are
task labels: explanations are implicitly or explicitly designed to answer the question “why
is [input] assigned [label]?”. As such, the artifacts | investigate are tuples of the form
(INPUT, LABEL, EXPLANATION) for each dataset instance. TivBEL andEXPLANATION
can be either the human-written (*ground truth”) or predictions from a machine learning
system. Models that produce justi cations of this form (sometimes referred limcab
explanationycan be inspected for the purposes of debugging, quantifying bias and fairness,

understanding model behavior, and ascertaining robustness and privacy (Molnar 2019).

4An example of the former is providing visual explanations of neuron activations in the BERT model
(Hoover, Strobelt, and Gehrmann 2020; Tenney et al. 2020). An example of the latter is producing natural
language explanations for a self-driving car system that receives video as input (Kim et al. 2018).



While the XAl literature typically contrasts local explanations of individual instances with
global explanationghat explain a model as a whole (Adadi and Berrada 2018), | will
demonstrate that local explanations can successfully be aggregated to produce a global
interpretation of a model (chapter 3, chapter 5, chapter 6).

The broader research goal of my work is to provide explanations meaningful to human
users, whether machine learning practitioners or domain-speci ¢ end users of a system.
There are two questions that are natural to ask: 1) what is an effective form of explanation,
and 2) what are its necessary characteristics? The three forms of natural language expla-
nations aréhighlights, free-text, andstructured explanations (Wiegreffe and Marasovi
2021, discussed in more detail in section 2.2). Examples of each type are given in Table 1.1.
Structured explanation is a catch-all class of explanations that have recently emerged and
lack a common de nition; they are not covered in this dissertation (see section 2.2). High-
lights are de ned as a subset of the input elements (words, phrases, sentences, or paragraphs,
depending on size of input and desired granularity) which serve as an analog to the visual
heatmap explanations common in computer vision (Simonyan, Vedaldi, and Zisserman 2014;
Selvaraju et al. 2017). Free-text explanations are complete phrases or sentences written
in natural language. Because they can be assembled using an entire vocabulary and not
limited to the input tokens, they are more expressive than highlights and are thus better
suited to communicating with human users. However, because they require text generation
capabilities, they are not easily produced in a faithful manner from the same predictive
network performing a classi cation task, and may suffer from hallucination (Schuff, Adel,
and Vu 2020; Wiegreffe, Marasdyiand Smith 2021). Free-text explanations have be-
come increasingly prevalent with the success of neural models on machine-reading and
information-extraction-style tasks, and the subsequent paradigm shift in the past three years
towards tasks designed to test “reasoning” or “understanding” of neural models—where, by
design, the information needed to complete a task is not stated explicitly in the task inputs.

In the rst half of this dissertation (chapter 3-chapter 4), | focus on evaluation and modeling



Table 1.1: Examples of explanation types. The rst two rows show a highlight and free-text
explanation for arE-SNLI instance (Camburu et al. 2018). The last row shows a (partial)
structured explanation froQ@ED for a NATURAL QUESTIONSInstance (Lamm et al. 2021).

Instance Explanation

Premise:A white race dog wearing the number eight (highlight) Premise:A white race dog wearing the

runs on the track. number eight runs on tt track. Hypothesis:A white

Hypothesis:A white race dog runs around his yard.  race dog runs around ryard .

Label: contradiction (free-text) A race track is not usually in someone's
yard.

Question: Who sang the theme(structured) Sentence selection:(not shown)

song from Russia With Love?Referential equality'the theme song from russia with

Paragraph: ...The theme song was composed Hgve” (from question) = “The theme song” (from para-

Lionel Bart of Oliver! fame and sung by Matt Monro. .graph) Entailment:X was

Answer:Matt Monro composed by Lionel Bart of Oliver! fame and sung by

ANSWER." ANSWER sung X

for highlights, and in the second half (chapter 5-chapter 6) free-text explanations.

We now turn to the necessary characteristics of meaningful explanations. While the
eld of XAl lacks standardized terminology, the majority of works make some distinction
between explanations inherent to, or directly derived from, the prediction process, and those
generated in a post-hoc manner via some external mechanism (elaborated in section 2.1).
Well-known works refer to the former as “interpretability” or “transparency” (Doshi-Velez
and Kim 2017; Lipton 2018; Rudin 2019) and the latter as “(post-hoc) explainability” (Rudin
2019; Riedl 2019). Unfortunately, the distinction between inherent and post-hoc methods
is muddled® Rather than evaluating the quality of model-generated explanations based on
this classi cation, | propose to do so under two alternative de nitions of mearfaith-
fulness(sometimes referred to as delity; Alvarez Melis and Jaakkola 2018)raumdan
acceptability (sometimes referred to as plausibility; Herman 2017). An “interpretable”
or “transparent” model would likely require both characteristics to be satis ed, while a
“(post-hoc) explainable” system would only require the latter.

In this dissertation, | propose test suites for evaluating the quality of model explanations

SAttention distributions, for example, are inherent to the neural model in a crucial way that an unattached
language generator is not, but also require some form of post-hoc aggregation/extraction, especially in the case
of models such as Transformers. They are also not inherently interpretable in the same way as, say, linear
regression coef cients.



Figure 1.1: The machine learning pipeline.

under both faithfulness and human acceptability. The rst criterion serves the goal of
understanding trained models' deterministic, causal processes by which labels are predicted
from inputs. If explanations are not at least partidfithful to the model's underlying
decision-making process, then they risk misleading an end user. This requirement is crucial
in order to use model-generated explanations for model understanding, such as in the use-
cases of debugging, validating safety, or checking for unintended biases or behavior. |
develop research for this form of evaluation in chapter 3, chapter 4, and chapter 5.

The second criteriorhjuman acceptabilityserves the goal of increasing user trust or
satisfaction with a system, and traditionally must be evaluated with human user studies
(Herman 2017). For example, one may ask crowd annotators on Amazon Mechanical Turk
(AMT) whether they nd model-generated explanations to be informative and high-quality
(Ehsan et al. 2019). A use-case for this characteristic of explanation is when we believe
trust in a system is warranted, and need to be able to communicate effectively to provide
suf cient evidence for end-users in real-world application settings. | propose both evaluation
and improved modeling of free-text explanations for human acceptability in chapter 6, also
touching on evaluating the human acceptability of highlights in chapter 4.

As alternative means for viewing the organization of this dissertation is through the lens
of the machine learning pipeline. The pipeline consists of three main components prior

to real-world model deployment: data collection and processing, model development, and



model evaluation (Figure 1.1). | argue that EXNLP should be viewed as the same pipeline,
and thus research on interpretability should investigate and optimize all three components.
| survey existing data collection and processing methodology in chapter 2, and address
issues with this component in chapter 6, proposing a few-shot remedy that does not rely on
large datasets for explanation modeling. | propose methods for evaluating model-generated
highlights in chapter 3 and free-text explanations in chapter 5. Effective evaluation methods
give rise to improved modeling grounded in the evaluation criteria; | propose two methods to
improve explanation quality: one for highlights (chapter 4) and one for free-text explanations
(chapter 6).

At the heart of EXNLP is providing explanations that are meaningful to human users.
| organize my dissertation around the two most prevalent forms of textual explanations:

highlights and free-text explanations. My thesis statement is as follows:

Faithfulness and human acceptability are essential properties of model-generated
explanations. | introduce new ways of evaluating faithfulness of highlights with
model-based adversarial search and non-contextual probing models, and of free-
text explanations with robustness equivalence and feature importance agreement.
| show that a natural language bottleneck increases the likelihood of faithful
highlights. | introduce new ways of evaluating human acceptability with crowd-
sourcing methods inspired by the psychology of explanation, and show that an
overgeneration-plus- Itration pipeline modeling human preferences improves

the acceptability of model-generated free-text explanations.



CHAPTER 2
RELATED WORK

This chapter introduces related work necessary for understanding the subsequent chapters.
Section 2.1 presents a review of terminology and de nitions of explanation used in XAl and
EXNLP. Section 2.2 presents a taxonomy of the types of existing textual explanations and
their associated datasets. Section 2.3 overviews evaluation methods for model-generated
explanations, and Section 2.4 discusses prior work on modeling textual explanations. Por-
tions of this chapter appeared in the proceedings of the Datasets and Benchmarks track of
the 2021 Conference on Advances in Neural Information Processing Systems (NeurlPS).

Citation: Wiegreffe and Marasaw(2021).

2.1 De nition of Explanation

The umbrella term of “Explainable Al” has come to describe many things. There exists a
plethora of XAl surveys, many of which focus on attempting to provide common de nitions
(Doshi-Velez and Kim 2017; Biran and Cotton 2017; Lipton 2018; Adadi and Berrada 2018;
Ras, van Gerven, and Haselager 2018; Hoffman et al. 2019; Gilpin et al. 2018; Yang, Du,
and Hu 2019; Clinciu and Hastie 2019; Guidotti et al. 2019; Miller 2019; Verma, Dickerson,
and Hines 2020; Barredo Arrieta et al. 2020; Murdoch et al. 2019; Jacovi and Goldberg
2020; Burkart and Huber 2021). We survey a few seminal ones here.

Lipton (2018) categorizes transparency, or overall human understanding of a model,
and post-hoc explainability as two competing notions under the umbrella of interpretability.
The relevant sense of transparency, as de ned by Lipton, pertains to the way in which
a speci ¢ portion of a model corresponds to a human-understandable construct (which
Doshi-Velez and Kim (2017) refer to as a “cognitive chunk”). Lipton provides a de nition

of transparency aligned with the notion of providing a look into the inner workings of a
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model in a human-understandable manner.

Rudin (2019) de nes explainability as simply a plausible (but not necessarily faithful)
reconstruction of the decision-making process, and Riedl (2019) classi es explanations
as valuable in that they mimic what we as humans do when we rationalize past actions:
we invent a story that plausibly justi es our actions, even if it is not an entirely accurate
reconstruction of the neural processes that produced our behavior at the time. Distinguishing
between interpretability and explainability as two separate notions, Rudin argues that
interpretability is more desirable but more dif cult to achieve than explainability, because it
requires presenting humans with a big-picture understanding of the correlative relationship
between inputs and outputs (citing the example of linear regression coef cients). Doshi-
Velez and Kim break down interpretability into further subcategories, depending on the

amount of human involvement and the dif culty of the task.

2.2 Types of Model-Generated Explanations

There are three predominant types of model-generated explanations in the EXNLP literature:
highlights free-text andstructuredexplanations (Wiegreffe and Maraso\2021). An
example of each type is given in Table 1.1. Since a consensus on terminology has not yet

been reached, we describe each type below.

2.2.1 Highlights

Highlights are subsets of the input elements (words, phrases, or sentences) that explain a
prediction. Existing highlight datasets are surveyed in Table 2.1. Lei, Barzilay, and Jaakkola
(2016) coin thenextractive rationalesor subsets of the input tokens of a textual task that
satisfy two properties: (itompactnesghey are short and coherent, and §ijf ciency,

they suf ce for prediction as a substitute of the original text. Yu et al. (2019) introduce a
third criterion, (iii) comprehensivenesthat all the evidence that supports the prediction

is selected, not just a suf cient set. They are also cafediencean fact-checking and



Table 2.1: Overview of datasets with textimgihlights. Values in parentheses indicate
number of explanations collected per instance (if). DeYoung et al. (2020a) collected or
recollected annotations for prior datasets (marked with the subsgriptCollected> 1
explanation per instance but only releasg Also contains free-text explanatiorsA subset
of the original dataset that is annotated. It is not reported what subNetoRAL QUESTIONS
has both a long and short answer.

Dataset Task Granularity ~ Collection # Instances
MovIEREVIEWS (Zaidan, Eisner, and Piatko 2007)  sentiment classi cation none author 1,800
MoviEREVIEWS. (DeYoung et al. 2020a) sentiment classi cation none crowd 7200
SST(Socher et al. 2013) sentiment classi cation none crowd 11,855
WikI QA (Yang, Yih, and Meek 2015) open-domain QA sentence crowd + authors 1,473
WIKIATTACK (Carton, Mei, and Resnick 2018) detecting personal attacks none students } 1089
E-SNLF (Camburu et al. 2018) natural language inference none crowd 569K (1 or 3)
MuLTIRC (Khashabi et al. 2018) reading comprehension QA sentences crowd 5,825
FEVER (Thorne et al. 2018) verifying claims from text sentences crowd 136K*
HoTPOTQA (Yang et al. 2018) reading comprehension QA sentences crowd 112,779
Hanselowski et al. (2019) verifying claims from text sentences crowd 6,422 (varies)
NATURAL QUEsTIONS (Kwiatkowski et al. 2019) reading comprehension QA 1 paragraph  crowd Z (bt 5)
CoQA (Reddy, Chen, and Manning 2019) conversational QA none crowd 127K (1 or 3)
CoS-EVv1.0Y (Rajani et al. 2019) commonsense QA none crowd 8,560
CoS-Ev1.1? (Rajani et al. 2019) commonsense QA none crowd 10,962
BooLQ, (DeYoung et al. 2020a) reading comprehension QA none crowd 2199
EVIDENCEINFERENCE V1.0 (Lehman et al. 2019) evidence inference none experts 10,137
EVIDENCEINFERENCE V1.Q; (DeYoung et al. 2020a) evidence inference none experts z 125
EVIDENCEINFERENCE V2.0 (DeYoung et al. 2020b)  evidence inference none experts 2,503
SciFacT (Wadden et al. 2020) verifying claims from text 1-3 sentences experts (9B

Kutlu et al. (2020) webpage relevance ranking 2-3 sentences crowd 700 (15)
SCAT (Yin et al. 2021) document-level machine translation none experts 14K
ECTHR (Chalkidis et al. 2021) alleged legal violation prediction paragraphs auto + expert 11K

multi-document question answering (QA) (Kotonya and Toni 2020a), because they represent
a part of the source that refutes/supports the claim. Although the community has settled
on criteria (i)—(iii) for these explanations, the extent to which collected datasets (Table 2.1)
re ect them varies greatly. Since the term “rationale” implies human-like intent, Jacovi
and Goldberg (2021) argue to call this type of explanatiglightsto avoid inaccurately
attributing human-like social behavior to Al systems. In this dissertation, | will use this

term.

2.2.2 Free-TextExplanations

Free-text explanations (existing datasets surveyed in Table 2.2) are free-form textual justi-
cations that are not constrained to the words or modality of the input instance. They are
thus more expressive and generally more readable than highlights. This makes them useful

for explaining reasoning tasks where explanations must contain information outside the



Table 2.2: Overview of EXNLP datasets witkee-text explanationsfor textual and visual-
textual tasks (marked witjy and placed in the lower part). Values in parentheses indicate
number of explanations collected per instance (if). z A subset of the original dataset
that is annotatedzz Subset publicly available. Authors semantically parse the collected

explanations.

Dataset Task Collection # Instances
Jansen et al. (2016) science exam QA authors 363
Ling et al. (2017) solving algebraic word problems auto + crowd 101K
Srivastava, Labutov, and Mitchell (2017) detecting phishing emails crowd + authors 7 (30-35)
BaBBLELABBLE (Hancock et al. 2018) relation extraction students + authors 200
E-SNLI (Camburu et al. 2018) natural language inference crowd 569K (1 or 3)
LIAR-PLUS (Alhindi, Petridis, and Muresan 2018) verifying claims from text auto 12,836
CoS-Ev1.0(Rajani et al. 2019) commonsense QA crowd 8,560
CoS-Ev1l.11(Rajani et al. 2019) commonsense QA crowd 10,962
SEN-MAKING (Wang et al. 2019) commonsense validation students + authors 2,021
CHANGEMYVIEW (Atkinson, Srinivasan, and Tan 2019) argument persuasiveness crowd 37,718
WINOWHY (Zhang, Zhao, and Song 2020) pronoun coreference resolution crowd 273 (5)
SBIC (Sap et al. 2020) social bias inference crowd 48,923 (1-3)
PuBHEALTH (Kotonya and Toni 2020b) verifying claims from text auto 11,832
Wang et al. (2020) relation extraction crowd + authors 373
Wang et al. (2020) sentiment classi cation crowd + authors 85

E- -NLI (Brahman et al. 2021) defeasible natural language inference auto 92,898 (
BDD-XY (Kim et al. 2018) vehicle control for self-driving cars crowd 26K
VQA-EY (Li et al. 2018) visual QA auto 270K
VQA-XYY (Park et al. 2018) visual QA crowd 28,180 (1 or 3)
ACT-X¥ (Park et al. 2018) activity recognition crowd 18,030 (3)
Ehsan et al. (2019) playing arcade games crowd 2000
VCRY (Zellers et al. 2019) visual commonsense reasoning crowd 290K
E-SNLI-VEY (Do et al. 2020) visual-textual entailment crowd 11,335 (3)
ESPRITY (Rajani et al. 2020) reasoning about qualitative physics crowd 2441 (2)
VLEPY (Lei et al. 2020) future event prediction auto + crowd 28,726
EMUY (Da et al. 2020) reasoning about manipulated images  crowd 48K

given input sentence or document (Camburu et al. 2018; Wiegreffe, Matasod Smith
2021). Early applications included computer vision (Hendricks et al. 2016; Park et al. 2018;
Kim et al. 2018) and NLI (Camburu et al. 2018). Free-text explanations are also called
textual(Kim et al. 2018) omatural language explanatior(f€amburu et al. 2018). Prasad

et al. (2021) use the latter term to refer to highlights, indicating that it is too ambiguous to
differentiate explanation types. Synonyrfree-form(Camburu et al. 2018) @bstractive
explanationgNarang et al. 2020) do not emphasize that the explanation is textual. For these

reasons, | will use the terfree-text explanation

2.2.3 StructuredExplanations

Structured explanations are explanations that are not entirely free-form although they are

still written in natural language. For example, there may be constraints placed on the
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explanation-writing process, such as the required use of speci c inference rules. This class
of explanations has very recently emerged (Wiegreffe and Mar@26%1); it is not covered

in this dissertation.

2.3 Evaluation of Model-Generated Explanations

Evaluation of model-generated explanations is distinctly tied to which characteristic one is
attempting to evaluate: faithfulness, human acceptability, or others. Because human users
cannot judge the delity of an explanation to a model's internal prediction process, carefully-
designed automated tests and quantitative experiments are required to assess faithfulness.
Conversely, to test human acceptability, human user stagéasecessary, as automated
metrics demonstrate low correlation with human preference. We rst introduce related work

on evaluation of explanation delity (subsection 2.3.1, subsection 2.3.2), then discuss human

acceptability evaluation (subsection 2.3.3).

2.3.1 AttentionAnalysis

One of the rst works to question the faithfulness of attention as a form of highlight expla-
nation is Jain and Wallace (2019). The authors argue that explainable attention distributions
should be consistent with other feature-importance measures as well as exclusive given a
prediction. They also contend that if alternative attention distributions exist that produce
similar results to those obtained by the original model, then the original model's attention
scores cannot be reliably used to faithfully explain the model's prediction. They rst present
a correlation analysis of attention scores and other interpretability measures. They nd that
attention is not strongly correlated with other, well-grounded feature importance metrics,
speci cally gradient-based and leave-one-out methods (which in turn correlate well with
each other). This experiment evaluates the authors' claim of consistency— that attention-
based methods of explainability cannot be valid if they do not correlate well with other

metrics.
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Next, the authors present an adversarial search for alternative attention distributions

which minimally change model predictions. To this end, they manipulate the attention
distributions of trained models to discern whether alternative distributions exist for which
the model outputs near-identical prediction scores. Notably, they detach the attention
distribution and output layer of their pretrained network from the parameters that compute
them, treating each attention score as a standalone unit independent of the model. They
additionally compute an independent adversarial distribution for each instance. They are
able to nd such distributions, rst by randomly permuting the base attention distributions
on the test data during model inference, and later by adversarially searching for maximally
different distributions that still produce a prediction score withof the base distribution.
They use these experimental results as supporting evidence for the claim that attention
distributions cannot be explainable because they are not exclusive. We present alternative
and complementary experiments in chapter 3.

Also of note is work by Serrano and Smith (2019), who reach similar conclusions to

both Jain and Wallace and this dissertation's chapter 3.

2.3.2 ProbingModelsandFeature-AttributiorMethods

Structural tests for analyzing models' internals include probing (Tenney, Das, and Pavlick
2019) and attention analysis (Jain and Wallace 2019; Serrano and Smith 2019; Wiegreffe
and Pinter 2019; Tutek and Snajder 2020). These, along with behavioral tests such as
challenge sets (McCoy, Pavlick, and Linzen 2019) and checklists (Ribeiro et al. 2020), are
conceptually similar to the types of tests we propose in chapter 5 for free-text explanations.
DeYoung et al. (2020a) provide a standardized leaderboard and codebase for evaluating
highlight explanations.

Although gradient-attribution (Simonyan, Vedaldi, and Zisserman 2014) has been ex-
tensively studied in NLP as a feature attribution method, its interplay with free-text ra-

tionalization has not. Wu and Mooney (2019) use feature importance agreement to train
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the explanation module of a visual question-answering (VQA) model. To the best of our
knowledge, we are the rst to evaluate gradient-attribution reliability for NLP tasks with the
ROAR test (Hooker et al. 2019) in chapter 5.

A substantial line of work has criticized post-hoc extractive interpretability methods
that produce highlights for not providing robust, faithful explanations (Feng et al. 2018;
Brunner et al. 2020; Zhong, Shao, and McKeown 2019; Pruthi et al. 2020; Kindermans
et al. 2019; Ghorbani, Abid, and Zou 2019; Heo, Joo, and Moon 2019; Zheng, Fernandes,
and Prakash 2019; Slack et al. 2020). Zhang et al. (2020b) show that saliency maps and
model predictions can be independently adversarially attacked in vision and clinical tasks,
and conclude this is due to a misalignment between the saliency map generator and model
predictor. Such methods have not been tested for models producing free-text explanations,

which we do in chapter 5.

2.3.3 HumanAcceptabilityEvaluation

Prior work has proposed testing whether hunmlésfree-text explanationsriter alia Ehsan
et al. 2018; Ehsan et al. 2019; Clinciu, Eshghi, and Hastie 2021; Matasbal. 2021).
We consider these evaluations to measure human acceptability. Works such as Mullenbach
et al. (2018, my own) and Ehsan et al. (2019) use human evaluation to evaluate explanations;
the former based on attention scores over the input, and the latter based on systems with
additional explanation-generation capability. The authors show that explanations generated
in a post-hoc manner increase user trust in a system. These works primarily ask users course-
grained preference questions; we develop a new evaluation framework with ne-grained
guestions and study their relationship to overall acceptability in chapter 6.

Like the text generation eld, automated metrics are not considered reliable for expla-
nation quality assessment. Two recent papers show that automated metrics of explanation
quality correlate poorly with human judgements of free-text explanations: Clinciu, Eshghi,

and Hastie (2021) show that BERTScore (Zhang et al. 2020a) and BLEURT (Sellam, Das,
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and Parikh 2020), the best-performing metrics in their studies, @3 0:53 Spearman'’s
correlation with human judgements in a simpli ed explanation setting, and Kayser et al.
(2021) show that BERTScore and BLEURT (again the best-performing metrics) have a weak

correlation with human evaluation8:293average over 3 datasets.

2.4 Modeling Explanations

2.4.1 Modelsfor Faithful Highlight Explanations

One way towards faithfulness is to introduce architectural modi cations or constraints that
produce explanations with desirable properties (Andreas et al. 2016; Schwartz, Thomson,
and Smith 2018; Jiang et al. 2048ter alia). For example, pipeline models were designed
for information extraction tasks for which an explanation can be extracted as a subset of the
input and is suf cient to make a prediction on its own. We propose such models in chapter 4
as a means to approach faithfulness by construction.

The process of producing highlight explanations is onsuifset selectiofrom the
tokens in an input instance. This can be done by either selecting a heuristic threshold for
scores assigned each token that determine whether the token is included in the explanation
or not (we will use such a method in chapter 4), or by discretely selecting tokens for
inclusion directly. In seminal work on interpretable neural models for NLP, Lei, Barzilay,
and Jaakkola (2016) train a model to simultaneously generate highlight explanations and
predictions from input text, using gold-label explanations to evaluate their model. These
explanations are comprised of individual tokens selected from the input. Works including
Lei, Barzilay, and Jaakkola (2016) as well as Bastings, Aziz, and Titov (2019) and Yu et al.
(2019) have proposed methods that produce faithful highlight explanations via a two-model
setup, de ning a generator network that imposes hard attention over inputs and then passes
these to a second model for prediction. Yu et al. (2019) extend this by adding a third
adversarial model into the framework. These models are trained jointly, which is dif cult

because hard attention is discrete and necessitates recourse to reinforcement learning, i.e.,
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REINFORCE (Williams 1992), or the reparameterization trick (Bastings, Aziz, and Titov
2019).

More speci cally, Lei, Barzilay, and Jaakkola propose a model comprising a generator
(gen and an encodee(Q. genis tasked with extracting explanation tokens from inputs
Xi, formalized as a binary mask over tokens sampled from a Bernoulli distribugion:
gen;) 2 f 0;1g'. encmakes predictiong = enc(x;;z) on the basis of the unmasked
tokens. The objective function is de ned so that the overall expected.lessninimized

over both modules:

X
minimize  E; genx)L (€NCXi; Z);Yi): (2.1)

enc, gen .
g i=1

This objective is dif cult to optimize as it requires marginalizing over all possible binary
masksz. Parameter estimation is therefore performed via an approximation approach that
entails drawing samples frogen) and averaging their associated gradients during the
learning process. Lei, Barzilay, and Jaakkola found that this REINFORCE-style estimation
works well for explanation extraction, but may have high variance as a result of the large
state space of possible explanations under consideration, which is dif cult to ef ciently
explore. We propose a simpler approach in chapter 4. While works preceded us in using
the detached two-model pipeline as a means to increase the surface-level acceptability of
highlight explanations or simplicity of their generation (Table 2.3), we were the rstto
propose the architecture as a means for generating faithful highlight explanations that is
competitive with or superior to discrete optimization variants.

Other works have proposed regularization terms or alternative architectures for increasing
the faithfulness of highlight explanation (Schuff, Adel, and Vu 2020; Jacovi and Goldberg
2021). For example, Schuff, Adel, and Vu (2020) propose a regularization term to couple

answers and highlight explanations on HotPotQA (Yang et al. 2018).
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Table 2.3: An overview of text-only datasets and explanation types (H for highlight, FT for
free-text) used in prior work on pipeline architectures. Dataset sources (from left to right):
CQA = CommonsenseQA (Talmor et al. 2019), SNLI (Bowman et al. 2015), SST (Socher
et al. 2013), AgNews (Del Corso, Gulli, and Romani 2005), Evidence Inference (Lehman
et al. 2019), Movie Reviews (Zaidan and Eisner 2008), MultiRC (Khashabi et al. 2018),
LGD (Linzen, Dupoux, and Goldberg 2016), 20 News (Lang 1995), Amazon Reviews
(McAuley and Leskovec 2013), Beer ReviewdicAuley, Leskovec, and Jurafsky 2012,
redacted), BoolQ (Clark et al. 2019), FEVER (Thorne et al. 2018).

Evidence  Movie Amazon Beer

Source CQA SNLI SST AgNews Inference  Reviews MultiRC LGD 20 News Reviews Reviews BoolQ FEVER
True Pipelines (no gradient ow)

Camburu et al. (2018) H+FT

Lehman et al. (2019) H

Rajani et al. (2019) H+F1

Jain et al. (2020) H H H H H

DeYoung et al. (2020a) H H H H H H H
Kumar and Talukdar (2020) FT

Jacovi and Goldberg (2021) H H H H H H H H H

Discrete Optimization Variants

Lei, Barzilay, and Jaakkola (201€ H

Bastings, Aziz, and Titov (2019) H H H

Latcinnik and Berant (2020) FT

Paranjape et al. (2020) H H H H H H

2.4.2 Modelsfor Faithful Free-TextExplanations

Compared to highlight explanations, faithfully modeling free-text explanations has been less
studied. In Table 2.3, we overview the datasets and types of explanations used in prior work
on pipeline architectures. As evidenced in the table, the vast majority of prior work has
focused only on highlight explanations. Exceptions include Latcinnik and Berant (2020),
who train a differentiable pipeline model for CommonsenseQA, controlling the complexity
of the second model in the pipeline to increase the likelihood that the model is faithful to the
explanation. Kumar and Talukdar (2020) propose a pipeline that generates an explanation
for every possible natural language inference (Bowman et al. 2015) label (there are three)
using label-speci c explanation generators—a solution for datasets with a small number of

shared labels. We provide alternative analyses and architecture choices in chapter 5.

2.4.3 Modelsfor HumanAcceptableFree-TextExplanations

The vast majority of free-text explanation models rely on supervised datasets to train the

explanation generator (Hendricks et al. 2016; Park et al. 2018; Kim et al. 2018; Camburu
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et al. 2018; Rajani et al. 201Bnter alia). A few recent works have investigated the question

of few-shot free-text explanation generation from the perspective of human acceptability:
Yordanov et al. (2021) study transfer learning between datasets and Brahman et al. (2021)
use sources of weak supervision to generate explanations for defeasible inference. Marasovi
et al. (2021) study the effect of prompt format and model size on explanation quality when
performing few-shot prompting of large language models. They nd that larger model
size results in increased explanation quality as judged by crowd annotators, with GPT-3
175B (Brown et al. 2020) outperforming Uni edQA (Khashabi et al. 2020) and T5 (Raffel
et al. 2020). In chapter 6, we perform a more in-depth study of the ne-grained criteria
comprising human acceptability, and demonstrate that with proper few-shot prompting,
model-generated free-text explanations from GPT-3 are comparatively or more human
acceptable than existing datasets on some tasks, a result that is different from Marasovi

et al. (2021).

Supervising on Human Preferences Prior work has used binary judgements from crowd-
workers to t models to human preferences for non-XAl tasks such as summarization
(Ziegler et al. 2020; Stiennon et al. 2020), creating commonsense knowledge bases (West et
al. 2021), and building natural language inference datasets (Liu et al. 2022). In chapter 6, we
apply human preference modeling to increase the human acceptability of model-generated

free-text explanations, a novel approach.
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CHAPTER 3
ANALYSIS OF ATTENTION-BASED HIGHLIGHTS

Portions of this chapter appeared in the proceedings of the 2019 Conference on Empirical
Methods in Natural Language Processing (EMNLP). Citation: Wiegreffe and Pinter (2019).

Attention mechanisms (Bahdanau, Cho, and Bengio 2015) play a central role in modern-
day NLP systems, especially neural architectures such as recurrent neural networks (RNNS)
(Hochreiter and Schmidhuber 1997), convolutional neural networks (CNNs) (Mullenbach
et al. 2018), and Transformers (Vaswani et al. 2017). They are one of the most prevalent
and computationally easy means to extract token-level explanations from neural models (Xu
et al. 2015; Rockischel et al. 2016; Mullenbach et al. 2018; Thorne et al. 2019; Serrano
and Smith 2019). However, it is unclear to what extent the intermediate representations
computed within these models may be used to explain the reasoning for a model's prediction.
If learned attention weights indeed offer such insights, many application areas would bene t
by better understanding the internals of neural models that use attention, as a means for,
e.g., model debugging or architecture selection. Indeed, while we found in prior work
(Mullenbach et al. 2018) that attention-based highlight explanations for a clinical coding
task were rated by physicians as “informative” or “highly informative” more frequently than
baselines that did not have per-label attention, we declined to consider three factors that may
have affected our attention-based explanations: contextualization of word representations,
the effect of natural model variance on attention, and the exclusivity of explanations given
multiple models with similar predictions.

In this chapter, we propose four tests to determine when and whether attention can be
used as a feature-scoring mechanism for producing highlight explanations in RNN or CNN
models: a uniform-weights baseline; a variance calibration based on multiple random seed

runs; a diagnostic framework using frozen weights from pretrained models; and an end-to-
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Figure 3.1: Schematic diagram of a classi cation LSTM model with attention, including
the components manipulated or replaced in the experiments performed by Jain and Wallace
(2019) (“J&W”) and those in this chapter.

end adversarial attention training protocol. We show that even when reliable adversarial
attention distributions can be found, they don't perform well in the diagnostic framework,
indicating that conclusions on the utility of attention mechanisms for explainability are
highly task- and model-speci &.

We rst (section 3.2) test attention moduledntribution to a model by applying a
simple baseline where attention weights are frozen to a uniform distribution. We demon-
strate that for some datasets, a frozen attention distribution performs just as well as learned
attention weights, concluding that randomly- or adversarially-perturbed distributions do
not provide meaningful evidence against attention as explanation in these cases. We next
(section 3.3) examine thexpected variancan attention-produced weights by initializing
multiple training sequences with different random seeds, allowing a better quanti cation
of how much variance can be expected in trained models. We show that considering this
background stochastic variation when comparing adversarial results with a traditional model

allows us to better interpret adversarial results. In section 3.4, we present a simple yet effec-

1At the time of publication, Transformers were not widely-used in NLP. Since publication, this work has
been partially extended to Transformer models (Brunner et al. 2020). The experiments in this chapter are
extensible to any architecture with a single token-level attention operation; we perform our experiments on
single-layer bi-directional LSTMs (Hochreiter and Schmidhuber 1997) following Jain and Wallace (2019).
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Figure 3.2: Attention maps for aiMD B instance (all predicted as positive with score
> 0:998, showing that in practice it is dif cult to learn a distant adversary which is
consistent on all instances in the training set.

tive diagnostic toolwhich tests attention distributions for their usefulness by using them as
frozen weights in a non-contextual multi-layer perceptron (MLP) architecture. The favorable
performance of LSTM-trained weights provides additional support for the coherence of
trained attention scores. Finally, in section 3.5, we introduecmdel-consistentraining
protocol for nding adversarial attention weights. We train a model using a modi ed loss
function which takes into account the distance from an ordinarily-trained base model's
attention scores in order to learn parameters for adversarial attention distributions. These ex-
periments provide a way for convincingly saying by construction that a plausible alternative
explanation can (or cannot) be constructed for a given dataset and model architecture. We
nd that while plausibly adversarial distributions of the consistent kind can indeed be found
for the binary classi cation datasets in question, they are not as extreme as those found in
prior work, illustrated by an example from thiID B task in Figure 3.2. Furthermore, these
outputs do not fare well in the diagnostic MLP, calling into question the extent to which we
can treat them as equally powerful model interpretations.

Our four quantitative experiments are illustrated in Figure 3.1, where each bracket on the
left covers the components in a standard RNN-with-attention architecture that we manipulate

in each experiment.
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Table 3.1: Dataset statistics.

Dataset Average Length (tokens) Train Size (neg/pos) Test Size (neg/pos)

DIABETES 1858 6381/1353 1295/319
ANEMIA 2188 1847/3251 460/802
IMDB 179 12500/12500 2184/2172
SST 19 3034/3321 863/862
AGNEWS 36 30000/30000 1900/1900
20NEWS 115 716/710 151/183

Table 3.2: Test-set classi catidfl scores (1-class) on attention models, both as reported
by Jain and Wallace (2019) and in our reproduction, and on models forced to use uniform
attention over hidden states.

F1 of Trained Models

Dataset Attention (Base) Uniform
Reported Reproduced (Uniform Reproduced)

DIABETES 0.79 0.775 0.706 —-0.069
ANEMIA 0.92 0.938 0.899 —-0.039
IMDB 0.88 0.902 0.879 -0.023
SST 0.81 0.831 0.822 —0.009
AGNEWS 0.96 0.964 0.960 —-0.004
20NEWS 0.94 0.942 0.934 —-0.008
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3.1 Experimental Setup

3.1.1 Datasets

We use the same eight binary classi cation datasets, including train-test splits, as prior work
(Jain and Wallace 2019). All datasets are in English. Data statistics are provided in Table 3.1.

The datasets (and their respective tasks) are:

» Stanford Sentiment TreebanB$T, Socher et al. 2013): predict positive or negative

sentiment of movie reviews (neutral sentences are removed).

* IMD B Large Movie Reviews Corpus (Maas et al. 2011): predict positive or negative

sentiment of movie reviews.

» 20 NEWsSGROUPSBInary Subset (Lang 1995): predict news article topic as elthseball

(negative) ohockey(positive).

* AGNEWSs (Del Corso, Gulli, and Romani 2005): predict news article topic as eitioeid

(negative) obusinesgpositive).

* MIMIC-111 ICD9 DIABETES (Johnson et al. 2016): predict whether a patient is diagnosed

with diabetes from their ICU discharge summary.

* MIMIC-1I1 ICD9 ANEMIA (Johnson et al. 2016): predict whether a patient is diagnosed

with acute (negative) or chronic (positive) anemia from their ICU discharge summary.

3.1.2 Models

For all experiments, we use a single-layer bidirectional LSTM watih activation, followed
by an additive attention layer (Bahdanau, Cho, and Bengio 2015) and Softmax prediction,
which is equivalent to the setup of prior work (Jain and Wallace 2019). We use the same

hyperparameters from prior work, which we corroborate by reproducing reported results to
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a satisfactory degree (see middle columns of Table 3.2). We refer to this architecture as the

main setup, where training results in lbase model

3.1.3 Metrics

All analysis is reported on the test set. We regdéttscores on the positive class, and
apply the same metrics as Jain and Wallace for model comparison, namely Total Variation
Distance TVD) for comparing prediction scorgsand Jensen-Shannon Divergend&D)
for comparing attention distributions
1 X
TVD(§1;¥2) = > 1 i $als (3.1)

3SH 1 )= KL ak 1+ Skl ok ] (3.2)

where = %

3.2 Selecting Meaningful Tasks

In our rst experiment, we test the validity of the classi cation tasks investigated by examin-
ing whether attention is necessary in the rst place. We“tshttention a necessary model
component?’ We argue that if attention can be ablated without a sharp drop in performance,
i.e., the additional parameter capacity provided by the attention mechanism is not being
used, there is no point in using converged values of the attention mechanism for any type
of explanation to begin with, as there is no guarantee they have converged to something
meaningful. We thus introduceumiform model variant, identical to the main setup except
that the attention distribution is frozen to uniform weights over the hidden states.

The results comparing this baseline with the base model are presented in Table 3.2. If
attention was a necessary component for good performance, we would expect a large drop

between the two rightmost columns. Somewhat surprisingly, for three of the classi cation
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(a) IMDB (seeds) (c) SST (seeds) (e) SST (adversary)

(b) ANEMIA (seeds) (d) MBETES (seeds) () DABETES (adversary)

Figure 3.3: Densities of maximudSdivergences (x-axis) as a function of the max attention
(y-axis) in each instance between the base distributions and: (a-d) models initialized on
different random seeds; (e-f) models from a per-instance adversarial setup (replication of
Figure 8a, 8c resp. in Jain and Wallace (2019)). In each max-attention bin, top (blue) is the
negative-label instances, bottom (red) positive-label instances.
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tasks the attention layer appears to offer little to no improvement whatsoever. We conclude
that these datasets, notaBlE NEws and20 NEwsSGRoOuUPSare not useful test cases. We

subsequently ignore the twoEWs datasets, but keep SST, which we deem borderline.

3.3 Quantifying Expected Variance Within a Model

We now test whether the variances observed in prior work between trained attention scores
and adversarially-obtained ones are unusual. We do so by repeating Jain and Wallace's
analysis on eight models trained from the main setup using different initialization random
seeds. The variance introduced in the attention distributions represents a baseline amount of
variance that would be considered normal.

The results are plotted in Figure 3.3 using the same plane as Jain and Wallace's Figure 8
(with two of these reproduced as (e-f)). Left-heavy violins are interpreted as data classes for
which the compared model produces attention distributions similar to the base model, so
having an adversary that manages to “pull right” supports the argument that distributions
are easy to manipulate. We see ti&8T distributions (c,e) are surprisingly robust to
random seed change, validating our choice to continue examining this dataset despite its
borderlineF1 score. On théDIABETES dataset, the negative class is already subject to
relatively arbitrary distributions from the different random seed settings (d), making the
highly divergent results from prior work (f) seem less impressive. Our adversarial setup in
section 3.5 will further explore the dif culty of surpassing seed-induced variance between

attention distributions.

3.4 Probing Attention Distributions by Guiding Simpler Models

As a more direct examination of models, and as a complementary approach to Jain and
Wallace's measurement of backward-pass gradient ows through the model as a means to
gauge token importance, we introduce a post-hoc training protocol of a non-contextual model

guided by pre-set weight distributions. This aims to study the following research question:
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Figure 3.4: Diagram of the setup in section 3.4 (exdepaINED MLP, which learns weight
parameters similarly to Figure 3.1).

“Are attention weights useful when applied directly to their intended token embeddings?”
The idea is to examine the prediction power of attention distributions in a “clean” (non-
contextualized) setting, where the trained parts of the model have no access to neighboring
tokens in an instance. If pre-trained scores from an attention model perform well, we take
this to mean they are meaningful on the token-level, representing a relationship between
initial word embeddings and later contextualized representations upon which attention is
computed. In addition, this setup serves as an effective diagnostic tool for assessing the
utility of adversarial attention distributions: if such distributions are truly alternative, they
should be equally useful as guides as their base equivalent, and thus perform comparably.

Our diagnostic model is created by replacing the main setup's LSTM and attention
parameters with a token-level af ne hidden layer wigéimh activation (forming a MLP),
and forcing its output scores to be weighted by a xed pre-set, per-instance distribution,
during both training and testing. This setup is illustrated in Figure 3.4. The guide weights
we impose are the followindJniform , where we force the MLP outputs to be considered
equally across each instance, effectively forming an unweighted baskiaieed MLP ,
where we do not freeze the weights layer, instead allowing the MLP to learn its own
attention parametefsBase LSTM, where we apply the weights learned by the base LSTM
model's attention layer; andldversary, based on distributions found adversarially using the

consistent training algorithm from section 3.5 below (where their results will be discussed).

2This is the same as Jain and Wallaa®ragesetup.
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Table 3.3:F1 scores on the positive class for a MLP model trained on various weighting
guides. For AVERSARY, we set 0:001

F1 on Datasets

Guide Weights DIABETES ANEMIA SST IMDs
UNIFORM 0.404 0.873 0.812 0.863
TRAINED MLP 0.699 0.920 0.817 0.888
BASELSTM 0.753 0.931 0.824 0.905
ADVERSARY (section 3.5) 0.503 0.932 0.592 0.700

The results are presented in Table 3.3. The rst important result, consistent across
datasets, is that using pre-trained LSTM attention weights is better than letting the MLP
learn them on its own, which is in turn better than the uniform baseline. Comparing with
results from section 3.2, we see that this setup also outperforms the LSTM trained with
uniform attention weights, suggesting that the attention module is more important than the
recurrent architecture for these datasets. These ndings strengthen the case counter to the
claim that attention weights are arbitrary: independent token-level models that have no
access to contextual information nd them useful, indicating that they encode some measure

of token importance which is not model-dependent.

3.5 Training an Adversary

Having demonstrated three methods which test the meaningfulness of attention distributions
as instruments of explainability, we now propose a model-consistent training protocol for
nding adversarial attention distributions through a parameterization which, unlike prior
work, holds across all training instances. Our research question Hésetsention reliable

in the sense that it is hard to manipulate™his setup aligns most closely with Jain and
Wallace's exclusivity requisite, by investigating the extent to which adversarial attention
distributions exist that do not change model predictions. If these distributions reliably exist,
this may indicate that attention does not fully capture the deterministic process by which

a model has made predictions from inputs and is thus not truly faithful to the model's
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underlying decision process. Our results demonstrate that the extent to which a model-
consistent adversary can be found varies across datasets, and that the dramatic reduction
in degree of freedom in our setup compared to previous work allows for better-informed

analysis.

3.5.1 Model

Given the base mod#l ,,, we train a modeM , whose explicit goal is to provide similar
prediction scores for each instance, while distancing its attention distributions from those of
M . Formally, we train the adversarial model using stochastic gradient updates based on

the following loss formula (summed over instances in the minibatch):

L(M M )@ = Tvb@@:90)  ki( Ok O,

wherey(®) and ) denote the prediction and attention distribution, respectively, for an
instancd.

is a hyperparameter which we use to control the tradeoff between relaxing the pre-
diction distance requirement (lolV D) in favor of more divergent attention distributions
(high KL, and thus high1SD), and vice versd. When this interaction is plotted on a
two-dimensional axis, the shape of the plot can be interpreted to either support the “attention
is not explanation” hypothesis if it has a slope close td®RQis easily manipulable with
little-to-no cost toTVD), or oppose it if it has a steep positive slope (an increassin

comes at a high costto TVD).

3.5.2 PredictionPerformance

By de nition, our loss objective does not directly consider actual prediction performance.

The TVD component pushes it towards the same score as the base model, but our setup does

3Here, we use KL divergence in one direction in the loss term for simplicity, which theoretically has the
same effect as optimizing TVD directly.

28



Figure 3.5: Averaged per-instance test¥®@DandTVD from base model for each model
variant. JSDis theoretically bounded at 0:693 N: random seed; : uniform weights;
dotted line: our adversarial setup ass varied;+ : adversarial setup from Jain and Wallace
(2019).

not ensure generalization from train to test. It would thus be interesting to inspect the extent
of the implicit FI/TVD relationship. We report the highgsil scores of models whose
attention distributions diverge from the base, on average, by atdegastJSD, as well as

their setting and corresponding comparison metrics, in Table 3.4 (full results available
in Table 3.5). AllF1 scores are on par with the base models’ results reported in Table 3.2,

indicating the effectiveness of our adversarial models at imitating base model scores on the

test sets.

3.5.3 AdversariaWeightsasGuides

We next apply the diagnostic setup introduced in section 3.4 by training a guided MLP
model on the adversarially-trained attention distributions. The results, reported in the bottom
line of Table 3.3, show that despite their local decision-imitation abilities, they are usually

completely incapable of providing a non-contextual framework with useful gdides.

“We note the outlying result achieved on tA&tEMIA dataset. This can be explained via the data
distribution, which is heavily skewed towards positive examples, together with the fact (noted in Jain and
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Figure 3.6: Averaged per-instance test set JSD and TVD from base model for each model
variant on negative instances (top) and positive instances (bottom). JSD is theoretically
bounded at 0:693 N: random seed; : uniform weights; dotted line: our adversarial
setup;+ : adversarial setup from Jain and Wallace (2019).
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Table 3.4: Best-performing adversarial models with instance-average- J&D

Metric
Dataset F1(") TvD(# JSD{()
DIABETES 2e-4 0.775 0.015 0.409
ANEMIA 5e-4 0.942 0.017 0.481
SST 5.25e-4  0.823 0.036 0.514
IMDB 8e-4 0.906 0.014 0.405

is possible the adversarial distribution is simply learning to shift token representations to
another index position in the sequence. We offer these results as evidence that adversarial
distributions, even those obtained consistently for a dataset, deprive the underlying model
from some form of understanding it gained over the data, one that it was able to leverage by

tuning the attention mechanism towards preferring “useful” tokens.

3.5.4 TVD/JSDTradeoff

In Figure 3.5 we present the levels of prediction variant¥ @) allowed by models
achieving increased attention distand&D) on all four datasets. Figure 3.6 breaks down

the scatterplots from Figure 3.5 into those pertaining to each data class. We again include
random seed initializations\Nj in order to quantify a baseline amount of variance— for
reference, the region of the graph that should be considered for each dataset is that which is
left-bounded and lower-bounded by the cluster of random seed initializations. The relatively
small scale of the y-axis, illustrating observed changeb\iD, does lend support to the

claim that attention scores are easily manipulable; however the extent of this effect emerging
from the setup of prior work (which did not nd a set of attention parameters shared across
all test instances but instead manipulated them per-instance) is a considerable exaggeration,

as seen by its positiort+() well below the curve of our parameterized model set in all graphs.

Wallace's section 4.2.1) that positive instances in detection datasets such as MIMIC tend to contain a handful
of indicative tokens, making the particularly helpful distributions reached by a trained model hard to replace
by an adversary. Together, this leads to the selected setting=d¥:001 producing average distributions
substantially more similar to the base than in the other data$8f3 ( 0:58vs.> 0:61) and thus more useful

to the MLP guide model.
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Table 3.5: All results for the Adversarial Setup= 0 denotes a model where only minimum

TVD is sought.SSTmodels were trained for 80 epochs with best epoch selected based on
loss objective over the test set; all other models for 40 epochs. No post-selection was made,
as these are all test set results.

Metric Metric
Dataset F1(") TvD((# JSD{() Dataset F1(") TvD(@# JSD()
0 0.936 0.008 0.056 0 0.779 0.012 0.098
le-4 0.937 0.009 0.090 le-5 0.769 0.011 0.098
2e-4 0.938 0.010 0.194 2e-5 0.770 0.011 0.098
3.5e-4 0.936 0.014 0.387 4e-5 0.780 0.012 0.162
5e-4 0.942 0.017 0.481 5e-5 0.781 0.012 0.209
ANEMIA 0.001 0.938 0.030 0.576 DIABETES le-4 0.781 0.016 0.385
0.002 0.895 0.068 0.666 2e-4 0.775 0.015 0.409
0.004 0.888 0.074 0.690 5e-4 0.759 0.029 0.494
0.005 0.875 0.079 0.692 0.001 0.690 0.051 0.646
0.01 0.872 0.086 0.693 0.005 0.645 0.067 0.693
0.01 0.643 0.069 0.693
0 0.816 0.032 0.075 0 0.906 0.011 0.043
le-5 0.822 0.030 0.042 le-4 0.907 0.011 0.027
5e-5 0.824 0.031 0.080 2e-4  0.906 0.012 0.059
le-4 0.823 0.032 0.064 4e-4  0.906 0.015 0.202
5e-4 0.828 0.031 0.100 5e-4 0.905 0.016 0.141
5.2e-4 0.827 0.036 0.150 7e-4  0.902 0.015 0.309
5.25e-4 0.823 0.036 0.514 8e-4 0.906 0.014 0.405
SsT 5.35e-4 0.814 0.039 0.420 IMD B 0.001 0.905 0.022 0.615
5.5e-4 0.809 0.040 0.505 0.005 0.888 0.038 0.691
6e-4 0.813 0.039 0.513 0.01 0.885 0.039 0.691
7.5e-4 0.811 0.037 0.518
0.001 0.815 0.038 0.623
0.01 0.821 0.036 0.624
0.1 0.811 0.047 0.653
0.5 0.799 0.061 0.652
1 0.819 0.039 0.624
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The models trained for th&aNEMIA andDIABETES datasets have attention distributions
which are more dif cult to manipulate than those 6 TandIMD B, and these results also

hold when broken down by class (Figure 3.6).

3.5.5 ConcreteExample

Figure 3.2 illustrates the difference between adversarial heatmaps from prior work and
consistently trained ones using our method. Despite both adversaries approximating the
desired prediction score to very high degree, the heatmaps show that the model from prior
work has distributed all of the attention weight to an ad-hoc token, whereas our trained
model could only distance itself from the base model distribution by so much, keeping

multiple tokens in the> 0:1 score range.

3.6 Conclusions

Whether or not attention is explanation depends on the de nition of explainability one is
looking for: human acceptability or faithfulness (or both). Prior work, which uses attention
to provide human acceptable rationales, is not invalidated by our results. However, we have
con rmed that adversarial distributions can be found for LSTM models in some classi cation
tasks. This should provide pause to researchers who are looking to attention distributions for
one true, faithful interpretation of the link their model has established between inputs and
outputs. We have additionally provided four tests that researchers can make use of in order
to make informed decisions about the quality of models' attention mechanisms when used
as explanation. We've shown that alternative attention distributions found via adversarial
training methods perform poorly relative to traditional attention mechanisms when used
in a diagnostic MLP model. These results indicate that trained attention mechanisms in
RNNs on the datasets we have investigated do in fact learn something meaningful about the
relationship between tokens and prediction that cannot be easily “hacked” adversarially.

Our recommendations are as follows: 1) investigate models and tasks where attention
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IS necessary, 2) calibrate your notion of “abnormal” variance, 3) use adversarial models to
investigate attention-distribution exclusivity, and 4) use guides to judge uncontextualized
token-output correlation. We view the conditions under which adversarial distributions can

be found in practice to be an important direction for future work.
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CHAPTER 4
FAITHFUL MODELING OF HIGHLIGHTS

Portions of this chapter appeared in the proceedings of the 58th Annual Meeting of the
Association for Computational Linguistics (ACL 2020). Citation: Jain et al. (2020).

In chapter 3, | proposed three evaluation methods to investigate the extent to which
a single-headed, single-layer attention distribution produces explanations faithful to an
underlying bidirectional LSTM model for binary classi cation tasks. Around the time of this
work, Transformer models (Vaswani et al. 2017) and powerful pretrained variants such as
BERT (Devlin et al. 2019) began to gain traction and establish state-of-the-art in many NLP
tasks (Bommasani et al. 2021). Transformers replace recurrent operations over sequence
inputs with parallel attention computations, resulting in a signi cant increase in the number
of attention mechanisms and complexity of the model. With such added complexity, it
may be dif cult to draw broad strokes conclusions about the faithfulness of attention-based
explanations from evaluation alone, motivating the development of an architecture that can
incorporate the desired evaluation characteristics by design.

In this chapter, with collaborators from Northeastern University, | operationalize one
of the key components of the evaluation | presented in chapter 3—namely, the multi-
layer perceptron guide experiment (section 3.4)—to design an architecture with desirable
properties for faithful highlight explanation. Recall that the guide experiment tests the extent
to which hidden representations in a trained bidirectional LSTM architecture still dominantly
represent the input token at their associated timestep, rather than other tokens in the input
they are exposed to through contextualization. Brunner et al. (2020) study this effect in
Transformers, and nd that contextual hidden representations largely remain “identi able”
to their respective input tokens, though the results depend on multiple factors.

However, strong empirical identi ability is no guarantee that message passing does
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not occur through contextualized, continuous vector representations. In other words, a
mostly-identi able hidden vector representation can still contain information about other
tokens in the input. If the token at that timestep is selected for the explanation on the basis of
its hidden representation, there is no guaranteethigthat token was used in the prediction.

In this chapter, we propose a model architecture that usesusal language bottleneckto
produce more faithful highlight explanations, demonstrating easier training and less variance
than discrete optimization variants proposed in prior work (Lei, Barzilay, and Jaakkola 2016;
Bastings, Aziz, and Titov 2019). Given opinions in favor of using gradient-based feature
scoring methods instead of attention for producing scores over input tokens (Bastings and
Filippova 2020), we demonstrate the natural language bottleneck architecture works well
with both attention and gradients as the feature-scoring mechanism.

In seminal work, Lei, Barzilay, and Jaakkola (2016) proposed a model to produce
faithful highlight explanations for neural text classi cation by de ning independent snippet
extraction and prediction modules, where the latter uses only inputs selected by the former
(described in subsection 2.4.1). However, the discrete selection over input tokens performed
by this method complicates training the two components jointly under only instance-level
supervision (i.e., without token labels). This has necessitated training the extraction module
via reinforcement learning — namely REINFORCE (Williams 1992) — which exhibits high
variance and is particularly sensitive to choice of hyperparameters. Work by Bastings, Aziz,
and Titov (2019) proposed a differentiable mechanism to perform binary token selection, but
this relies on the reparameterization trick, which similarly complicates training. Methods
using the reparameterization trick tend to zero out token embeddings, which may adversely
affect training in transformer-based models, especially when one is not ne-tuning lower
layers of the model due to resource constraints.

We propose a simpler variant of this approaehithful Rationale Extraction from
Saliency tHresholding(FRESH), that disconnects training of the extractor and predictor

networks, resulting in a pipeline of two separately-trained models. Disconnecting the training
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Figure 4.1: Contiguous highlight explanations extracted using Lei, Barzilay, and Jaakkola
(2016) and our model for an example from thuLTIRC dataset. We also show the
reference explanation associated with this example (top).

tie between an independent explanation extractor and prediction modules me&RESIH
provides faithful highlight explanations for predictions by construction: the snippet that is
ultimately used to inform a prediction can be presented as a faithful explanation regardless
of the predictor model's complexity, because this is the only text available to the préeldictor.

In contrast to prior discrete rationalization methddRE SHgreatly simpli es training,
and can accommodate any feature importance scoring metric. We still assume only instance-
level supervision; we propose using arbitrary feature importance scoring techniques to select
tokens as the highlight explanation. In both automatic and manual evaluations we nd that
variants of this simple framework also yield predictive performance superior to end-to-end
approaches, while being more general and easier to train.

In addition to being more likely to be faithful (and affording strong predictive perfor-
mance), extracted explanations would ideally be acceptable to humans. To evaluate this
we run a human user study (section 4.4) in which humans both evaluate the readability
of the explanations produced BYRESHand attempt to classify instances based on their
explanations, effectively serving as the prediction module inRR&ESHpipeline. An

example illustrating this property is presented in Figure 4.1.

LJacovi and Goldberg (2021) present caveats; namely that humans may not assign the same semantic
meaning to the tokens as that assigned by the model. However, we believe this is an issue with any explanation
method using text, rather than speci ¢ to our architecture.
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Figure 4.2: A schematic cFRESH (1) The rst model,supp, is trained end-to-end for
prediction but used only to extract importance scores for each input token. These scores
can be derived via any method, e.g., gradients or attention, and are not required to faithfully
explain model outputs. Scores are heuristically discretized into binary labels. (2) An
extraction moduleext may be a parameterized sequence tagging model trained on the
pseudo-targets derived in (1), or heuristics over importance scores directly, creating a new
dataseh; yi comprising pairs of extracted explanatioaenly. (3) This new dataset is used

to train a nal classi er,pred, which only ever sees the explanations.

4.1 Method

We decompose the original prediction task into three sub-components, each with its own
independent model. These are ugpport modelsupp, the explanatioextractor model
ext, and theclassi er pred. This is the most general framing, but in fattpp andext
may be combined by effectively de ningxt as an application of heuristics to extract
snippets on the basis of scores providedbpp, any means of procuring importance scores
for the tokens comprising instances and converting these to extracted snippets to pass to
pred will suf ce. We train supp end-to-end to prediat, using its outputs only to extract
continuous feature importance scores from instanc¥s imhese scores are binarizeddmt
either using a parameterized model trained on the output scores, or via direct discretization
heuristics. Finallypred is trained (and tested)nly on text provided bgxt. Figure 4.2
depicts this proposed framework.

For explainability, we can present users with the snippet(s)aiteat used to make a
prediction as an explanation (froext), and we can be certain that the only tokens that

contributed to the prediction made pyed are those included in this text. In addition to

38



	Title Page
	Acknowledgments
	Table of Contents
	List of Tables
	List of Figures
	Summary
	1 | Introduction
	2 | Related Work
	Definition of Explanation
	Types of Model-Generated Explanations
	Evaluation of Model-Generated Explanations
	Modeling Explanations

	3 | Analysis of Attention-Based Highlights
	Experimental Setup
	Selecting Meaningful Tasks
	Quantifying Expected Variance Within a Model
	Probing Attention Distributions by Guiding Simpler Models
	Training an Adversary
	Conclusions

	4 | Faithful Modeling of Highlights
	Method
	Experiments
	Results
	Human User Studies
	Conclusions

	5 | Analysis of Free-Text Explanations
	Preliminaries
	Shortcomings of Free-Text Pipelines
	Analyzing Necessary Properties of Joint Models
	Conclusions

	6 | Improved Modeling of Free-Text Explanations
	Preliminaries
	Assessing whether In-Context Learning is Competitive with Crowdsourced Datasets
	Beyond Greedy Explanations
	Improving Explanation Generation with Acceptability Filtering
	Conclusions

	7 | Conclusion and Future Directions
	Appendices
	A | Model Implementation Details for Chapter 5
	B | Additional Crowdsourcing Information for Chapter 6

	References

