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SUMMARY

Lossy audio compression takes advantage of how humans perceive sound to achieve

high compression ratios. This is done by analyzing the audio to determine what is audible

to the human ear using a psychoacoustic model, and preferentially allocating more bits to

encode the audible portions while cutting down on the bits used to encode the masked or in-

audible portions. This method allows for an approximately tenfold reduction in the memory

required without a perceptible loss in quality, and is used everywhere in the modern world

from VoIP calls to music storage and streaming services. All current audio compression

algorithms work on a digital in, digital out basis converting from a pulse-code modulated

(PCM) signal to a bitstream output. This work aims to provide a basis to create a mixed-

signal encoder that takes an analog input for the same digital output, by implementing an

analog psychoacoustic model on a field-programmable analog array (FPAA).

xi



CHAPTER 1

PSYCHOACOUSTICS AND LOSSY AUDIO COMPRESSION

1.1 The Equal Loudness Contour

Sound waves in air are oscillations in atmospheric pressure, and are characterized by their

frequency and amplitude. The frequency range of interest for human hearing is generally

accepted to be between 20 Hz to 20 kHz. The sensitivity of the human ear changes across

this range, being most sensitive to frequencies near 3 kHz and less sensitive to frequencies

near the limits.

To characterize the human ear, the most common reference tone used is a sinusoidal

signal of frequency 1 kHz at 40 dB SPL. Sound pressure level (SPL) refers to a measure-

ment of the amplitude of the pressure wave that is referenced to the threshold of human

hearing at 1 kHz:

SPL = 20 log10

(
p

pref

)
pref = 2× 10−5 Pa

Due to the uneven frequency response of the human ear, a 40 dB SPL signal at 100 Hz

is not perceived to be equally loud to a 40 dB SPL signal at 1 kHz. Instead, a higher SPL

is required to obtain the same perceived loudness. The SPL required to obtain the same

perceived loudness as the 40 dB SPL signal at 1 kHz is known as the 40-phon equal loud-

ness contour, shown in Figure 1.1 [1]. To obtain the same perceived loudness at 100 Hz, an

SPL of ∼65 dB is needed. Note that the phon is a unit of perceived loudness empirically

derived from psychoacoustic studies, referenced to a 1 kHz test tone with the equivalent

phon number in SPL.
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Figure 1.1: A selection of equal loudness contours at three different phon levels. Note that
the 0 phon contour is also known as the absolute threshold of hearing.

Around 40 phons and above, the perceived loudness scales roughly linearly to SPL

for any fixed frequency. This indicates that for a linear increase in perceived loudness, an

exponential increase in pressure is needed. This means that human hearing spans roughly

6 decades of dynamic range in pressure between the absolute threshold of hearing and the

threshold of pain at ∼120 dB [2].

1.2 Frequency and Perceived Pitch

Just like how loudness is a perceived measure of a sound wave’s pressure, pitch is the

perceived measure of a sound wave’s frequency. A higher frequency tone is perceived

as a higher pitch. Figure 1.2 shows the relation between the notes on a piano and the

fundamental frequencies associated with each note.
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Figure 1.2: Correlation between frequency and perceived pitch. Each octave higher on a
piano corresponds with a doubling in frequency, and vice versa.

In western music, the most fundamental interval between two pitches is the octave. The

octave is divided into twelve equal steps called semitones. Going up an octave in pitch on

the piano corresponds with a doubling in frequency, while going up one semitone corre-

sponds with a multiplication of 12
√
2 in frequency. This observed exponential relationship

between perceived pitch and frequency holds across the entire range of human hearing from

20 Hz to 20 kHz, or approximately 10 octaves. The human ear is highly sensitive to changes

in pitch; the typical adult is able to easily recognize pitch differences of 1/4 semitones with

no musical training, corresponding to a ∼ 1.45% change in frequency [3].

1.3 Auditory Masking

Auditory masking is a psychoacoustic phenomenon where the frequency response of the

human ear adapts in response to an input signal. There are two types of auditory masking:

simultaneous masking and temporal masking [4].

Simultaneous masking, also known as spectral masking, is the phenomenon where a

3



large input signal suppresses the ear’s ability to sense a smaller signal nearby in frequency.

Figure 1.3 shows an example of simultaneous masking where the presence of a strong

1 kHz signal renders a weak signal at 1.2 kHz inaudible.

Figure 1.3: An example of simultaneous auditory masking. The large input signal prevents
small signals nearby in frequency from being audible.

Temporal masking is the phenomenon where an input signal suppresses the ear’s abil-

ity to sense other signals occurring immediately before or after the signal. This effect is

generally not incorporated into the psychoacoustic models of perceptual audio encoders.

4



1.4 The MP3 Encoder

Figure 1.4 shows the block diagram of the MP3 encoding process [5].

Figure 1.4: A flowchart detailing the MP3 encoding process. The quantization, Huffman
coding, and bitstream formatting processes have been simplified into the ‘Encoder’ block.

The audio input is first split up into frames that are ∼26 ms in length, each containing

1152 samples. These frames are passed through a 32-parallel, linearly spaced filter bank

to analyze the audio’s spectral content. The filter bank is linearly spaced from 20 Hz to

20 kHz, giving each filter a bandwidth of ∼650 Hz. Each subband is then passed through a

discrete cosine transform designed to operate on overlapping frames, known as a modified

discrete cosine transform (MDCT). Simultaneously, the input audio is passed through an

FFT into the psychoacoustic model to compute the masking effects, which are used to scale

the coefficients used in the MDCT. The psychoacoustic model is also used to determine the

number of bits allocated to each subband in the encoding process. The encoder block

shown in Figure 1.4 contains the quantization, Huffman coding, and bitstream formatting

processes required to obtain the final MP3 output.
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1.5 Mixed-Signal Encoder

Figure 1.5: Block diagram for a proposed mixed-signal encoder. The quantization, Huff-
man coding, and bitstream formatting processes have been simplified into the ‘Encoder’
block.

Figure 1.5 shows the block diagram for a proposed mixed-signal encoder. In this en-

coder, the audio input is an analog input instead of a digital PCM signal. This has the

effect of allowing the FFT and digital psychoacoustic model block to be changed to an

exponentially spaced filterbank and analog psychoacoustic model. Additionally, an analog

implementation of the MDCT may be used to process the subband signals before being

converted to a digital signal for quantization in the encoder [6] [7].

This method of encoding audio directly from an analog input to a digital bitstream can

be much more power efficient than the equivalent digital implementation [8] [9], and may

be interfaced directly to the output of a microphone. This has potential applications where

audio encoding is required at low power, such as battery powered devices, mobile phones,

and other systems that can benefit from reduced power consumption.
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CHAPTER 2

THE FIELD PROGRAMMABLE ANALOG ARRAY

Figure 2.1: The FPAA device used: version 3.0A, board #12

This chapter describes the reconfigurable analog circuit platform, the FPAA, that is

used as a basis for building the analog psychoacoustic model. Figure 2.1 is a photo of the

specific FPAA device used, designated as version 3.0A board #12.

2.1 Floating Gate MOSFETs

The floating gate MOSFET is the basic building block of the FPAA. The difference between

this device and the normal MOSFET is at the gate terminal, which is entirely insulated. This

causes a fixed charge to stay on the gate, which alters the bias point of the device and allows

for programmability [10]. Figure 2.2 shows the simplified symbol of the FG PFET and its

expanded equivalent. During operation, the programming MOSFET is disconnected via

7



Figure 2.2: The floating-gate PFET. This device forms the basis of programmable analog
circuits on the FPAA.

the shutdown MOSFET and only the device MOSFET is active.

2.1.1 Programming Floating Gate MOSFETs

The charge on a FG MOSFET can be precisely controlled by changing the number of

electrons on the floating gate node. This is done by Fowler-Nordheim tunneling and hot

carrier injection. In Fowler-Nordheim tunneling, the potential barrier of the insulator is

effectively reduced in thickness under high electric fields, causing an exponential increase

in the probability of quantum tunneling of electrons out of the gate. In hot carrier injection,

the high electric field gives electrons additional kinetic energy as it conducts through the

MOSFET and exponentially increases the probability of the electron tunneling through the

insulator and into the gate. These two effects are exploited to change the amount of charge

present on any floating gate in the FPAA. To measure the state of the FG MOSFET, the

current coming out of the program pin of the MOSFET is measured. As such, it is standard

practice to program FG MOSFETs to a target current value instead of a target gate voltage

value.
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2.2 FPAA Circuit Elements

The FPAA contains an array of computational analog blocks (CABs), each of which con-

tains an assortment of analog circuit components that can be connected to each other to

create analog systems. Table 2.1 catalogs the circuit elements available inside a single

CAB.

Table 2.1: Circuit Elements Available in One CAB

Circuit Element Number Available
OTA 2
FGOTA 2
Capacitor Bank 4
T-Gate 4
NFET 2
PFET 2
N-mirror 2
Routing FG PFET 990

Figure 2.3: The circuit elements available in one CAB. Each of these components can be
wired to each other using FG PFETs to create various analog circuits.

The routing FG PFETs exist in a series of crossbar arrays inside the CAB that allow

the connection of circuit elements to each other. Each FG PFET can be programmed to

9



a ‘C’ low-impedance connection, a ‘T’ target current connection, or a ‘-’ disconnected

connection.

The bias current to each OTA and FGOTA is supplied by a FG PFET and can be pro-

grammed to a set current. This allows for the fine tuning of filters created with such devices.

The FGOTA is simply an OTA with FG PFETs instead of normal PFETs as inputs, which

extends the linear range of the OTA and also allows for the programming of offset voltages

into the device. The transconductance of these devices can be calculated as

gm,ota = iout/vin,

iout = Ibias tanh

(
V+ − V−

2UT

)
.

Within the linear region of the tanh function, this can be simplified to

iout = Ibiasvin/2UT ,

gm,ota =
Ibias
2UT

.

The transconductance of the FGOTA is slightly different due to the capacitive divider on

the input. Assuming operation in the expanded linear region of the tanh function, it can be

simplified to be

gm,fgota =
Cin

CT

Ibias
2UT

,

where Cin/CT is the ratio of the input capacitance to the total gate capacitance of the

floating gate input FETs to the FGOTA.

Each capacitor bank contains three capacitors in parallel, designed to be 64 fF, 128 fF,

and 256 fF. This allows a selection of 7 different capacitance values for each bank ranging

from 64 fF to 448 fF. Note that parasitic capacitances inside the CAB and routing is around

160 fF for each local line and routing outside the CAB, and may have a large influence on

10



circuit operation [11].

2.3 FPAA Tool Chain

Figure 2.4: The FPAA tool chain. Circuits are first created via the Scilab GUI, then com-
piled and programmed onto the FPAA.

Figure 2.4 shows the workflow process for creating a system on the FPAA [12]. Cre-

ating a physical system begins with the open source RASP tools on Scilab that runs in

an Ubuntu VM. The desired system is first created in Xcos, a graphical editor similar to

Simulink that interfaces with Scilab. Once the Xcos file is created, the design is compiled

by the RASP tools to create a switchlist. This switchlist is then programmed into the FPAA,

and run by the FPAA after a command is issued from the RASP tools.
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CHAPTER 3

DESIGN OF THE ANALOG PSYCHOACOUSTIC MODEL

The analog psychoacoustic system was designed top-down and broken into three analog

blocks and one mixed-signal block, compiled into two unique CABs and a variation on

the second CAB. These four blocks consist of the C4 bandpass filter block, min detect

block, DSWTA block, and I2F block, shown in Figure 3.1. The first two blocks fit into

one CAB, and the latter two blocks fit into another CAB. This basic four-block system

was then parallelized and tuned to obtain the final system. An 8-parallel system tuned in

the range of 300 Hz to 3 kHz, also known as the telephone band [2], was chosen as it is

directly applicable to applications in telecommunications. It also has approximately the

same filterbank spacing of 8 / decade compared to 10.67 / decade in a 32-parallel system

with a range from 20 Hz to 20 kHz.

Figure 3.1: Block diagram of the 8-parallel psychoacoustic model. Implementation on the
FPAA is limited to the output of the I2F converter.
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3.1 The C4 + Min Detect CAB

3.1.1 C4 Bandpass Filter

The C4 bandpass filter block is a low power, tunable bandpass filter implemented on the

FPAA [13]. It consists of two OTAs feeding into each other, an input capacitor Cin, a

feedthrough capacitor C2, and an output capacitor Cout, shown in Figure 3.2. This circuit’s

transfer function can be derived to be

H(s) = −Cin

C2

sτl(1− sτf )

1 + s(τl + τf (
Cout

C2
− 1)) + s2τhτl

,

where

τf = C2/gmgain,

τl = C2/gmfb,

τh =
CTCout − C2

2

C2gmgain

,

and CT is the total capacitance on the Vin− node.

Figure 3.2: The C4 bandpass filter as compiled on an FPAA. Note that the frequency re-
sponse is a function of four tunable variables: input capacitance, output capacitance, gain
bias current, and feedback bias current.
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In practice, C2 is a parasitic capacitance that is kept small to reduce the bias current

requirements needed to obtain the desired gain and center frequency for each filter pro-

grammed in the C4 filter bank.

Barring the parasitic capacitance C2, the C4 filter block has four variables that can be

tuned to achieve the desired frequency response. These are Cin, Cout, Ibias of the gain OTA

(gain ibias), and Ibias of the feedback OTA (fb ibias). Note that a FGOTA is used for the

feedback to achieve a greater linear range, and that the positive input of the gain OTA is

used to set the DC level of the output.

Table 3.1: Tuned C4 Filter Bank Parameters

CAB Location Cin Cout gain ibias fb ibias Target fc Achieved fc Gain Temperature-adjusted fc
[1;3;1] 2 1 5.7 nA 3.6 nA 2600 Hz 2819 Hz 5.49 dB 2502 Hz
[1;3;2] 2 1 4.1 nA 2.6 nA 1950 Hz 2152 Hz 5.82 dB 1991 Hz
[1;3;3] 2 1 4.3 nA 2.2 nA 1460 Hz 1601 Hz 5.47 dB 1422 Hz
[1;3;4] 2 1 3.0 nA 1.6 nA 1100 Hz 1194 Hz 5.74 dB 1060 Hz
[1;3;5] 2 2 2.4 nA 1.9 nA 822 Hz 921 Hz 5.17 dB 818 Hz
[1;3;6] 2 5 1.6 nA 1.3 nA 616 Hz 726 Hz 5.50 dB 645 Hz
[1;3;7] 2 5 1.5 nA 1.2 nA 462 Hz 516 Hz 5.95 dB 458 Hz
[1;3;8] 2 6 1.3 nA 1.1 nA 345 Hz 421 Hz 5.40 dB 374 Hz

Table 3.1 records the parameters used to create the C4 filter bank of eight exponentially-

spaced bandpass filters between 300 Hz and 3 kHz. The frequency response of each filter

was characterized between 100 Hz and 10 kHz with a Vpp = 0.1 V input signal using a NI

myDAQ, shown in Figure 3.3.
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Figure 3.3: Frequency response of a tuned 8-channel filter bank to a Vpp = 0.1 V input
signal. Each C4 filter was compiled and programmed to set CABs, and manually tuned by
adjusting capacitances and bias currents. The tuning compensates for mismatch between
CABs to achieve a precise center frequency, gain, and Q factor for each filter.

Temperature Compensation

The C4 bandpass filter bank as constructed has a large amount of temperature dependence

due to the biasing structure of the OTAs. Each OTA is biased by a FG PFET operating in

the subthreshold regime, giving an I-V relationship of

Ids = Ise
κVg−Vs

2UT ,

where

UT =
kBT

q
≈ 25.8mV@300K.
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If the numerator of κVg − Vs is taken to be 0.5 V, a small change of 2 K results in a current

change of
Ids1
Ids2

=
e

0.5
2UT300K

e
0.5

2UT298K

≈ 0.937,

or about 6.3%. Since the transfer function of the C4 bandpass function is dependent on the

transconductance of the OTAs used, this causes the time constants τf , τl, and τh to shift

proportional to 1/Ibias. This means that the corner frequency will also shift by roughly

6.3% per 2 K.

If the discrepancy between the achieved fc and target fc is assumed to be solely at-

tributed to temperature shift, then a calculated temperature shift of ∼4 K has occurred be-

tween programming the desired fc and measuring the resulting fc.

To greatly reduce the temperature dependence of the C4 bandpass filter, one may use

a floating gate bootstrap circuit [14]. Figure 3.4 shows the floating gate bootstrap circuit

that generates a Vout that compensates for the temperature depedence of FG PFETs used in

biasing the OTAs on the FPAA.

Figure 3.4: The floating gate bootstrap circuit. This circuit allows for the generation of a
Vout compensated for temperature, greatly reducing temperature-induced current drift.
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3.1.2 Minimum Detector

Figure 3.5: The minimum detector circuit as compiled on an FPAA.

The min detect block is used as an envelope detector for the output of the C4 bandpass

filter block. It is also used to tune any DC offsets introduced before the DSWTA. This is

done by changing the charge at the inputs of the FGOTA. Figure 3.5 shows the schematic

of the min detect block [15].

The FGOTA is used in a negative feedback configuration. As the input voltage at V−

of the FGOTA decreases below V+, the output of the FGOTA increases, causing current to

flow through nFET0. This decreases V+ until it reaches V−.

When V− > V+, the output of the FGOTA decreases to near GND. This causes nFET0

to turn off, and the voltage at V+ rises slowly as current flows through the FG PFET. This

rate is
dV+

dt
=

IFGPFET

CT

,

where CT is the total capacitance on the V+ node. Since the routing of the V+ node is

within the CAB, it can be estimated to have a parasitic capacitance of ∼160 fF for a total

capacitance of ∼550 fF [11]. This gives an estimated dV+

dt
of ∼180 mV/ms. In practice,

the slew rate is observed to be much lower at ∼16 mV/ms due primarily to a much smaller
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IFGPFET caused by how the FPAA programs bias currents less than 1 nA.

3.1.3 CAB Behavior

The C4 bandpass filter block and min detect block were combined into a single CAB, and

multiple copies of this CAB were programmed onto the FPAA with each CAB tuned to a

different corner frequency as specified in Table 3.1. Figure 3.6 and Figure 3.7 show the

combined response of four C4 + min detect CABs for locations [1;3;4] to [1;3;7] to a Vpp

= 0.2 V and Vpp = 0.5 V input, respectively.

Figure 3.6: Frequency response to a Vpp = 0.2 V input of four C4 + min detect CABs.
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Figure 3.7: Frequency response to a Vpp = 0.5 V input of four C4 + min detect CABs.

Figure 3.8: Frequency response to a Vpp = 0.5 V input of eight C4 + min detect CABs.

Figure 3.8 shows the combined response of 8 C4 + min detect CABs for locations

[1;3;1] to [1;3;8] to a Vpp = 0.5 V input. Note that in all of these results the frequency

response of the filters have all drifted upwards, but their relative spacing has not changed

significantly. This is likely caused by temperature drift of the whole system.
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3.2 The DSWTA + I2F CAB

3.2.1 Distributed Soft Winner-Take-All (DSWTA)

Figure 3.9: The distributed soft winner-take-all network as compiled on an FPAA.

The DSWTA circuit is responsible for computing the changing sensitivity of the human

ear. Just as how a strong signal in the human ear suppresses the ability to hear weak signals

nearby in frequency, a large input into the DSWTA suppresses the current output of outputs

nearby in the network.

The DSWTA circuit is based off of the voltage input winner-take-all circuit, which can

be seen as a generalized differential pair shown in Figure 3.10.

Let the voltage at the summing node above the biasing NFET be labeled as VN . In that

case, the current output being sinked by each NFET can be solved as

Iout(m) = Ise
κVin(m)−VN

UT ,

n∑
m=1

Iout(m) = Ibias = Ise
−VN
UT

n∑
m=1

e
κVin(m)

UT ,
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Figure 3.10: The generalized differential pair, which can be seen as an n-input, voltage
input winner-take-all circuit.

Iout(m) = Ibias
e

κVin(m)
UT∑n

m=1 e
κVin(m)

UT

.

The DSWTA changes two aspects of the generalized differential pair. First, each of

the input FETs is separated from each other using a diffusor element - a FG PFET in this

case. The summing node is no longer a single node, but rather a series of n coupled nodes.

Second, since there are now n nodes, the bias supplied to the system is distributed to each

node instead of being concentrated at a single node.

For any two adjacent nodes, this new system has three different regimes of operation

dependent on the values of Vin(m), Vin(m+1), and Vrbias. These regimes are caused by the

use of a FG PFET as the diffusor element. Let

VCM = (Vin(m) + Vin(m+1))/2,

∆Vin(m) = Vin(m) − Vin(m+1),
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and VNn be the voltage at the n-th node.

The first regime of operation occurs when the FG PFET is operating in the ohmic

regime. This occurs when VCM is high and ∆Vin(m) is relatively low. In this regime, the

FG PFET may be modeled as a resistor with resistance RM dependent on Vin(m), Vin(m+1).

For a system of two operating in this regime, shown in Figure 3.11, the current outputs can

be obtained to be

Figure 3.11: The 2-parallel distributed soft winner-take-all network operating in the ohmic
regime, with the FG PFET approximated as a resistor.

Im = Ise
−κVin(m)+VNm

UT ,

UT ln
Im
Is

= −κVin(m) + VNm,

I1 = Ibias + IRM21 = Ise
−κV1+VN1

UT ,

I2 = Ibias − IRM21 = Ise
−κV2+VN2

UT ,

I1 − I2 = 2IRM21 = Is(e
−κV1+VN1

UT − e
−κV2+VN2

UT ) = 2
VN2 − VN1

RM

,

VN2 = IRM21RM + VN1,
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2IRM21 = Is(e
−κV1+VN1

UT − e
−κV2+IRM21RM+VN1

UT ),

I1 + I2 = 2Ibias = Is(e
−κV1+VN1

UT + e
−κV2+IRM21RM+VN1

UT ),

IRM21

Ibias
=

e
−κV1
UT − e

−κV2+IRM21RM
UT

e
−κV1
UT + e

−κV2+IRM21RM
UT

,

IRM21

Ibias
=

1− e
−κ(V2−V1)+IRM21RM

UT

1 + e
−κ(V2−V1)+IRM21RM

UT

,

IRM21 = Ibias tanh
(κ(V2 − V1)− IRM21RM

2UT

)
.

Assuming operation within the linear region of tanhx ≈ x,

IRM21(1 +
IbiasRM

2UT

) = Ibias
κ(V2 − V1)

2UT

,

IRM21 = Ibias
κ(V2 − V1)

2UT + IbiasRM

,

I1 = Ibias

(
1 +

κ(V2 − V1)

2UT + IbiasRM

)
,

I2 = Ibias

(
1− κ(V2 − V1)

2UT + IbiasRM

)
.

The second regime of operation occurs when the FG PFET is operating in the saturation

regime. This occurs when VCM is high enough that the FG PFET is still conducting, and

∆Vin is large enough to bias the FG PFET into saturation. Let VH be the higher of the two

input voltages, and VL be the lower of the two input voltages. The current outputs can be

obtained to be

IRM = IsFGe
−κVrbias+VNH

UT ,

IH = Ibias − IRM = Ise
−κVH+VNH

UT ,

Ibias = e
VNH
UT

(
IsFGe

−κVrbias
UT + Ise

−κVH
UT

)
,
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ln
Ibias
Is

+
−VNH

UT

= ln

(
IsFG

Is
e

−κVrbias
UT + e

−κVH
UT

)
,

VNH = −UT ln

( IsFG

Is
e

−κVrbias
UT + e

−κVH
UT

Ibias/Is

)
,

IH = Is
e

−κVH
UT( IsFG

Is
e
−κVrbias

UT +e
−κVH
UT

Ibias/Is

) ,

IH = Ibias
1

1 + IsFG

Is
e

κ(VH−Vrbias)

UT

,

IL = 2Ibias − IH .

This result is notable as it indicates that in a DSWTA network, the coupling can be limited

to a maximum current dependent on the programmed coupling strength (Vrbias) and the

neighboring input voltages.

The third regime of operation occurs when VCM is low. In this regime, Vrbias is unable

to turn on the FG PFET at all, and a negligible amount of coupling occurs: Im = Ibias.

Figure 3.12: The voltage response of the DWSTA when uncoupled (rbias = 0, distbias =
1 nA). Note that the circuit simplifies to a PFET source follower.

Figure 3.12 shows the resulting VNn for n = 1, 2 when uncoupled. Note that the two
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PFETs are in different CABs, but match relatively well due to their size. The slope of

dVN1/dV1 and dVN2/dV2 are ∼0.84.

3.2.2 Current to Frequency Converter (I2F)

Figure 3.13: The I2F converter as compiled on an FPAA. Note that this circuit may also be
viewed as an integrate-and-fire neuron, or a ∆Σ modulator.

The I2F block converts the analog current output of the DSWTA into a pulse density

modulated (PDM) binary signal more amenable to digital signal processing. Figure 3.13

shows the schematic to the I2F converter as implemented on the FPAA, which is based off

of the unclocked ∆Σ modulator.

This circuit works by integrating the current on the input capacitor int cap until it

reaches a threshold Vref , which is set by a diode-connected PFET and a FG PFET cur-

rent source. When the input voltage reaches the threshold voltage, the OTA comparator

outputs high and discharges the input capacitor through a T-gate. The discharge rate is

limited by an NFET mirror acting as a current source. There is also a feedback capacitor

fb cap that introduces hysteresis to the discharge process to induce oscillation.
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The input to output relationship of the simple I2F converter can be described as

Iin = CT
dVin

dt
,

∆Vin = Vref =
Iin

CTfout
,

fout =
Iin

CTVref

,

where CT is the total capacitance of the input node, consisting of Cfb+Cint. This equation

assumes that when the comparator trips, Cint is discharged instantly to 0. Next, we assume

that the discharge time is nonzero. Let T1 be the period when the integration capacitor is

charging, T2 be the period when it is discharging, and Idisch be the discharge current.

∆Vin1 = Vref =
Iin
CT

T1,

∆Vin2 = −Vref =
Iin − Idisch

CT

T2,

T2 =
VrefCT

Idisch − Iin
,

∑
∆Vin = 0 =

Iin(T1 + T2)− IdischT2

CT

,

Iin
fout

=
IdischVrefCT

Idisch − Iin
,

fout =
Idisch − Iin

Idisch

Iin
CTVref

.

Note that as Idisch → ∞, this equation becomes equivalent to the instant discharge case.

The last assumption to remove is the assumption that the input voltage change rises

all the way to Vref and falls all the way to 0. In practice, the voltage change at the input

during oscillation is caused by the feedback capacitance Cfb creating hysteresis through a

capacitive voltage divider:

∆Vin = ∆Vout
Cfb

Cint

.
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Replacing Vref gives

fout =
Idisch − Iin

Idisch

IinCint

∆VoutCTCfb

,

fout =
Idisch − Iin

Idisch

Iin

∆VoutCfb

(
1 +

Cfb

Cint

) .
When Cfb << Cint,

fout ≈
Idisch − Iin

Idisch

Iin
∆VoutCfb

.

Figure 3.14: Typical output waveforms for four programmed I2F converters. The plots
have been offset for clarity. Note the presence of small spikes in each output due to parasitic
capacitive coupling.

When implemented on the FPAA, there is a large capacitance at the drain of the NFET

mirror that causes a current much larger than Idisch to flow through the T-gate during the

discharge phase. This causes the I2F converter to behave closer to the simplified ∆Σ mod-

ulator with instant discharge. In this regime of operation, ∆Vout is also observed to be

relatively constant at ∼0.5 V, shown in Figure 3.14. Thus, the frequency output of the I2F

converter is demonstrated to be a relatively linear function of the input current.

The output is buffered through another OTA to improve noise rejection feeding in from
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fout. Figure 3.14 shows capacitive coupling of the outputs of four I2F converters. Without

buffering, this capacitive coupling can cause premature spiking by feeding through Cfb and

causing Vin to rise above Vref . This causes synchronization of two or more I2F converters

if their frequencies are similar.

The desired output frequency of the I2F converter is determined by the output precision

desired for each frame used in encoding. For the MP3 frame length of ∼26 ms, obtaining 8

bits of precision for each frame requires a spiking frequency range of 28/T ≈ 9.8 kHz. In

implementation, the I2F converter block is observed to be able to easily reach frequencies

above ∼80 kHz, with the primary limitation being the drive capability of the OTA buffer

and various parasitic capacitances causing attenuation of the output signal.

3.2.3 CAB Behavior

Figure 3.15: Response of the uncoupled DSWTA + I2F CAB compiled at two different
locations. Note that there is a large log-linear region in voltage to frequency conversion
from 0.3 V to 1.8 V. No cross-dependence of fout1 on Vin2 was observed, and vice versa.

Figure 3.15 shows the frequency output response of the I2F converter as a function
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of input voltages to an uncoupled DSWTA. Without any coupling, the output of the I2F

converter is directly dependent on the current going through the FG PFET. It shows three

clear regions of operation with breakpoints at Vin ∼0.3 V and Vin ∼1.8 V.

Figure 3.16: Response of two cross-coupled DSWTA + I2F CABs for three different values
of rbias at VCM = 1.5 V. Differences in Vin cause a differential shift in fout, which has been
normalized to ∆V = 0.

In region I where Vin <∼0.3 V, the observed frequency output of the I2F converter is

constant. In this region, Vin is low enough to cause VN < Vref , and a maximum frequency

limit of the I2F converter is observed when only one FG PFET current source feeds into

the I2F converter.

In region II where ∼0.3 V< Vin <∼1.8 V, the frequency output becomes a log-linear

function of the voltage input. This is caused by the parasitic capacitance between VN and

the gate of the FG PFET being used as the current source. Due to this parasitic capacitance,

there is a capacitive voltage divider causing a small ∆VFGgn/∆VNn. However, since the

FG PFET is operating in subthreshold, the current Ids increases exponentially from this

small ∆VFGgn, causing the log-linear response.
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Figure 3.17: Response of two cross-coupled DSWTA + I2F CABs for three different values
of rbias at VCM = 1 V. Differences in Vin cause a differential shift in fout, which has been
normalized to ∆V = 0.

In region III where Vin >∼1.8 V, VN is observed to approach VDD =2.5 V from Fig-

ure 3.12. In this region, the FG PFET is no longer operating in saturation mode, causing a

significant drop in supplied current as Vin increases.

The desired operation regime is in region II, where the I2F converter has large and

predictable log-linear response. It also allows for an estimate of Vin, which is useful for

estimating an overall strength of the input signal. In other words, this creates a dependence

on the VCM of the DSWTA inputs that gives an indication of the strength across all inputs,

even if all inputs are equal. If region II was flat like region I, then this dependence on VCM

is destroyed, and the ability to distinguish between having a large equivalent voltage on all

nodes versus having a small equivalent voltage on all nodes is lost. Additionally, it allows

for an estimation of Vin if coupling is lost due to low VCM on the DSWTA inputs.

Note that there is a mismatch in the natural oscillation frequency of the two I2F con-

verters. This is primarily caused by mismatch in Cfb between the different CABs, as Cfb is
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Figure 3.18: Response of two cross-coupled DSWTA + I2F CABs for three different values
of rbias at VCM = 1.5 V. The intrinsic fout(Vin) slope has been fitted and removed to better
observe the coupling behavior. Note the absence of coupling between ∼−0.4 V to ∼0.4 V
in the rbias = 0.1 µA case.

primarily determined by parasitic capacitance inside the CAB routing. To adjust for this in-

herent mismatch, the frequency outputs of the I2F converters in Figure 3.16 to Figure 3.19

are divided by their natural oscillation frequencies at ∆Vin = 0.

Figure 3.16 shows the effect of differing programmed values of rbias at VCM =1.5 V.

Note that rbias indicates the programmed current of the FG PFET used as the diffusor

element, and that the asymmetry in maximum frequencies achieved by the I2F converters

is caused by the mismatch of Cfb.

Recall that the frequency outputs of the I2F converters are dependent on Vin even with-

out coupling. To better observe the cross-coupling effect, this intrinsic dependence was

removed by taking single-ended data of the two I2F converters without any coupling, and

then subtracting the dependence from the results in Figure 3.16 and Figure 3.17 to obtain

Figure 3.18 and Figure 3.19, respectively.

In Figure 3.18, removing the intrinsic fout(Vin) slope shows a distinct lack of coupling
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Figure 3.19: Response of two cross-coupled DSWTA + I2F CABs for three different values
of rbias at VCM = 1 V. The intrinsic fout(Vin) slope has been fitted and removed to better
observe the coupling behavior. Note the absence of coupling in the rbias = 0.1 µA case, and
the absence of coupling between ∼−0.9 V to ∼0.9 V in the rbias = 1 µA case.

behavior between ∼−0.4 V to ∼0.4 V in the rbias = 0.1 µA case. The voltage programmed

onto the coupling FG PFET in the DSWTA is not low enough to cause a measurable amount

of current to flow between VN1 and VN2. As |∆V | increases above ∼0.4 V, max(VN1, VN2)

rises high enough to allow current to conduct between VN1 and VN2.

Similarly, in Figure 3.19, removing the intrinsic fout(Vin) slope shows a complete lack

of coupling behavior in the rbias = 0.1 µA case across all tested ∆Vin. For rbias = 1 µA, a

small but detectable amount of coupling behavior can be observed near |∆V | = 1 V.

In both Figure 3.18 and Figure 3.19, coupling behavior is observed in the rbias = 10 µA

case with a distinct decrease in coupling strength as VCM is changed from 1.5 V to 1 V.

This result agrees with the analysis of the DSWTA in subsection 3.2.1.
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3.3 Processing the PDM Signal

3.3.1 Preamplifier and Counter

To process the observed PDM signal into a binary value, the signal must first be amplified

to an appropriate level. Figure 3.20 shows the proposed preamplifier structure consisting

of a comparator and a lowpass OTA-C filter with a tunable time constant. An OTA-C filter

is used instead of a fixed reference voltage as the DC level of the I2F converter is observed

to shift as a function of output frequency. The OTA-C filter filters out the unwanted low

frequency signal. The comparator is used to obtain a quick rail-to-rail output and high gain

for input into digital blocks.

Figure 3.20: Proposed preamplifier block for converting the raw I2F output into a pulse
density modulated digital signal.

To turn the PDM signal into a binary value, the signal is fed into the clock of an n-bit

counter. The number of bits of the counter is determined by the maximum output frequency

of the I2F converter, which is in turn determined by the desired output precision per frame.

The minimum required bit counter required can be calculated using n+ log2 P , where n is

desired the output bit precision and P is the parallelization number. In practice, the output

frequency of the I2F converter is greater than the frequency needed to obtain n bits of

desired output precision. Therefore, the minimum required bit counter is calculated to be

33



log2 fmaxTframe+log2 P . Referencing Figure 3.15 to obtain a conservative fmax = 20 kHz,

the 8-parallel system would require at least a 12-bit counter on each output for a given

frame length of 26 ms.

3.3.2 Exponential to Linear Spacing Converter

This section seeks to address the interface between the exponentially spaced filterbank

used in the analog psychoacoustic model and the linearly spaced MDCT. For M bands

exponentially spaced from fmin to fmax, the center frequency of the m-th filter can be

calculated as

fc,m = fmin

(fmax

fmin

)m−0.5
M

.

Appropriately tuned, the frequency response of adjacent filters will intercept each other at

fx(m,m+1) = fmin

(fmax

fmin

)m
M
.

Let Hm(s) be the transfer function of the m-th filter. Let Nm(s) be the normalized transfer

function of the m-th filter as defined by

Nm(s) =
Hm(s)∫ smax

smin
|Hm(s′)|ds′

,

where smin = j2πfmin and smax = j2πfmax. The amount that the m-th exponentially

spaced band falls within the n-th linearly spaced band is

Cmn =
∣∣∣ ∫ slin,n+

slin,n−

Nm(s
′′)ds′′

∣∣∣,
where slin,n− = j2πflin,n− and slin,n+ = j2πflin,n+, representing the lower and upper

frequencies of the n-th linearly spaced band:

flin,n− = fmin + (fmax − fmin)
n− 1

M
,
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flin,n+ = fmin + (fmax − fmin)
n

M
.

Therefore, for each linearly spaced band in the DCT, the contribution of each exponential

band can be weighted by a precalculated constant determined by the amount the exponential

band falls within the linearly spaced band.

For the built 8-parallel filterbank with parameters fmin = 300 Hz, fmax = 3 kHz shown in

Figure 3.3, after adjusting for temperature drift, the following Cmn values were calculated

and shown in Table 3.2.

Table 3.2: Calculated Exponential to Linear Converter Constants Cmn for Built 8-Parallel
System

n=1 n=2 n=3 n=4 n=5 n=6 n=7 n=8
m=1 0.48856 0.14982 0.09419 0.07232 0.05337 0.05294 0.05333 0.03546
m=2 0.45826 0.17546 0.09984 0.07385 0.05367 0.05223 0.05216 0.03454
m=3 0.25925 0.30752 0.13129 0.08808 0.06091 0.05854 0.05708 0.03734
m=4 0.11690 0.33646 0.19166 0.11025 0.07204 0.06725 0.06392 0.04154
m=5 0.06174 0.17017 0.30437 0.16450 0.09456 0.08198 0.07504 0.04765
m=6 0.03471 0.07053 0.15910 0.28354 0.16487 0.12330 0.10268 0.06127
m=7 0.02133 0.03864 0.06584 0.12526 0.22386 0.25124 0.17902 0.09482
m=8 0.01641 0.02807 0.04396 0.06894 0.09797 0.19712 0.34554 0.20199

Note that in the built system, the CAB locations are inverted relative to the m-th ex-

ponential converter; the highest frequency C4 bandpass filter corresponding to m = 8 is

compiled and programmed at location [1;1;1], and the lowest frequency C4 bandpass filter

corresponding to m = 1 is compiled and programmed at location [1;1;8].
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3.4 Full System Test Results

The full system from analog audio input to the output of the I2F converters was built on the

FPAA and characterized for select values of VCM , rbias, and Vin,pp. For each system, the

outputs of the min detects were first tuned to output 1.5 V when Vin=1.25 VDC and Vbias of

the bandpass filter block = 1.5 V. Note that Vbias of the bandpass filter blocks are connected

to VCM . For the 2-parallel and 4-parallel system, dist bias = 1 nA and disch bias = 4 nA.

For the 8-parallel system, dist bias = 2 nA and disch bias = 8 nA, causing an approximate

doubling of the I2F output frequencies.

3.4.1 The 2-Parallel System

Figure 3.21: Frequency in, frequency out plot of the 2-parallel full system at VCM = 1.25 V,
rbias = 7 µA. Each color corresponds to a different input amplitude. Note that the coupling
strength is a function of both input amplitude and DC level.
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Figure 3.21 shows the frequency in, frequency out plot of the 2-parallel system at VCM

= 1.25 V, rbias = 7 µA for two different input voltage amplitudes. Note that the coupling

behavior is reduced in the blue Vpp = 0.5 V traces, as the larger Vpp causes a lower VCM .

The two sharp peaks in the blue traces occur at the peak gain responses of the C4 bandpass

filters.

Figure 3.22: Frequency in, frequency out plot of the 2-parallel full system at VCM = 1.5 V,
rbias = 7 µA. Each color corresponds to a different input amplitude. Note that the coupling
strength is a function of both input amplitude and DC level.

In the red Vpp = 0.2 V traces, the coupling is stronger because of the increased VCM .

The frequency outputs of the I2F converters show a clear coupling effect: as frequency

increases, the [1;3;4] I2F converter increases and a small suppressive effect is seen on the

[1;3;5] I2F converter. As the frequency increases above ∼1.2 kHz, the DSWTA effect kicks

in as the [1;3;5] begins to “win”, suppressing the [1;3;4] I2F converter. As the frequency

increases further above ∼2 kHz, the system slowly returns to the DC response as the input
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frequency goes into the stopband of both C4 filters.

Figure 3.22 shows the frequency in, frequency out plot of the 2-parallel system at VCM

= 1.5 V, rbias = 7 µA for two different input voltage amplitudes. At this bias point, the

higher VCM causes a much stronger coupling to occur in the DSWTA. This effect is seen

in the I2F outputs where a small change in frequency causes a significant change in the

frequency outputs, especially between the corner frequencies of the two C4 filters. The

stronger coupling also causes a much stronger suppressive effect as the “winning” input

into the DSWTA steals more current from the “losing” input.

Additionally, the greater Vin causes an increase in coupling strength. This is in contrast

to the VCM = 1.25 V case, where due to the low VCM , a decrease in coupling strength was

seen as the inputs to the DSWTA became too low and coupling strength was lost.

3.4.2 The 4-Parallel System

Figure 3.23 shows the frequency in, frequency out plot of the 4-parallel system at VCM =

1.5 V, Vin = 0.1 V, rbias = 7 µA, compiled for I2F CABs [1;3;4] to [1;3;7] fed from C4 +

min detect CABs [1;1;4] to [1;1;7]. As fin increases, each of the C4 + min detect CABs

takes its turn “winning” in the DSWTA and suppressing the other CABs.

Figure 3.24 shows the same response when Vin is increased to 0.2 V, causing more

significant ”winning” in the DSWTA. This is particularly evident near fin = 2 kHz where

the large response of the [1;1;4] min detect, coupled with the strong coupling, significantly

suppresses all other I2F converters. Here, the output of the [1;3;7] I2F converter was sup-

pressed below measuring capabilities; all spiking seen coming from [1;3;7] in this case was

triggered by parasitic capacitance coupling from other outputs, and no regular spiking was

detectable.
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Figure 3.23: Frequency in, frequency out plot of the 4-parallel full system at VCM = 1.5 V,
Vin = 0.1 V, rbias = 7 µA.

3.4.3 The 8-Parallel System

Figure 3.25 shows the frequency in, frequency out plot of the 8-parallel system at VCM =

1.5 V, Vin = 0.5 V, rbias = 4 µA. Based off of the results of the 4-parallel system, a lower

rbias was chosen to reduce the coupling, “softening” the DSWTA. Similar to the 4-parallel

system, as fin increases, each CAB takes its turn “winning” the DSWTA and suppressing

the other CABs, with CABs nearby suppressed to a greater extent than CABs further away.

One interesting effect is the jaggedness observed in most of the I2F CAB outputs. This

is caused by a combination of the weak rbias = 4 µA coupling and the large Vin. Due to the

2nd-order nature and relatively low Q ≈ 3 of the C4 bandpass filters, the stopband roll-off

of the filterbank is not extremely sharp. The C4 bandpass filter is still responding signifi-

cantly from the input frequency even if it is a band or two away in center frequency. This
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Figure 3.24: Frequency in, frequency out plot of the 4-parallel full system at VCM = 1.5 V,
Vin = 0.2 V, rbias = 7 µA. Note the stronger suppressive effect due to the stronger winner-
take-all effect compared to the Vin = 0.1 V case.

combines with the coupling strength decrease phenomenon when two adjacent DSWTA

inputs are both low to cause a splitting effect in the DSWTA, hence the jaggedness in the

frequency output graph. This effect should not occur at a higher rbias or lower Vin and is a

result of the unique biasing circumstances.

Figure 3.26 shows the response of the system to a fin = 754 Hz sine, triangle, and square

wave input. The [1;3;6] I2F converter is centered at 754 Hz and shows a clear response to

all input signals. Nearby CABs are suppressed, and the aforementioned DSWTA splitting

behavior is also seen. The [1;3;2] I2F converter is strongly excited by the 3rd harmonic

component of the square wave signal and causes two winners in the DSWTA response.

Similarly, the presence of the 3rd harmonic component in the triangle wave response causes

a small but clearly discernible difference compared to the sine wave response.
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Figure 3.25: Frequency in, frequency out plot of the 8-parallel full system at VCM = 1.5 V,
Vin = 0.5 V, rbias = 4 µA.
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Figure 3.26: Frequency out plot of the 8-parallel full system at VCM = 1.5 V, Vin = 0.5 V,
rbias = 4 µA, fin = 754 Hz for a sine, triangle, and square wave inputs. Note the two promi-
nent peaks of the square wave input corresponding to its fundamental and 3rd harmonic
components, and the slight deviation of the triangle response to the sine response.

42



CHAPTER 4

INTEGRATION

4.1 Summary

Chapter 1 explained the psychoacoustic phenomenon of auditory masking that allows for

lossy audio compression to occur without a perceptible loss in audio quality. Chapter 2 ex-

plained the device used for implementing the analog psychoacoustic model as well as the

process for programming the system onto the device. Chapter 3 analyzed each of the build-

ing blocks in the system and showed experimental results for each of the blocks. Chapter

3 also showed experimental results and analysis of cascaded building blocks and of the

full system. Additionally, Chapter 3 provided a possible converter from the exponentially

spaced output of the system to the linearly spaced MDCT. The primary work done cen-

tered around the design, creation, and characterization of each building block in the analog

psychoacoustic model as well as the creation and characterization of the full system.

4.2 Power Consumption Estimate

The total power consumption of the analog psychoacoustic model can be roughly estimated

by summing all of the bias currents present in all blocks and multiplying by the power

supply voltage of 2.5 V. Table 4.1 tallies the current consumption of each system block for

the implemented 8-parallel full system.
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Table 4.1: Current consumption estimate of each block in the implemented 8-parallel sys-
tem

System Block Current Consumption
C4 Filter Bank 39.4 nA

Min Detect 80.8 nA
DSWTA 16 nA

I2F 872 nA
Output Buffers 160 µA

Total 161 µA
Total (without output buffers) 1.01 µA

Note that the total current consumption is dominated by the buffers used to buffer sig-

nals coming out of each CAB. The current consumption of these buffers may be reduced or

removed if the signal were to be processed inside the chip, giving a total power consump-

tion of ∼2.5 µW for the computational elements of the full 8-parallel system. The power

consumption scales roughly linearly with the parallelization number as it is dominated by

the I2F converter block. Using this approximation gives an estimated power consumption

of 10 µW for a theoretical 32-parallel system that spans from 20 Hz to 20 kHz if imple-

mented on an FPAA.
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