KNOWLEDGE REASONING WITH
GRAPH NEURAL NETWORKS

A Dissertation
Presented to
The Academic Faculty

Yuyu Zhang

In Partial Fulfillment
of the Requirements for the Degree
Doctor of Philosophy in the
School of Computational Science and Engineering
College of Computing

Georgia Institute of Technology

December 2021

© Yuyu Zhang 2021



KNOWLEDGE REASONING WITH
GRAPH NEURAL NETWORKS

Thesis committee:

Dr. Chao Zhang, Advisor

School of Computational Science
and Engineering

Georgia Institute of Technology

Dr. Le Song, Co-advisor
Mohamed bin Zayed University of
Artificial Intelligence

Dr. Diyi Yang
School of Interactive Computing
Georgia Institute of Technology

Dr. Yao Xie

School of Industrial and Systems
Engineering

Georgia Institute of Technology

Dr. Arun Ramamurthy
Siemens Corporation, Technology

Date approved: November 23, 2021



TABLE OF CONTENTS

Listof Tables . . . . . . . . . i i i it it et it ettt i e e viii
Listof Figures . . . . . . . 0 i i it i it it ittt ittt oneeseneos xi
Chapter 1: Introduction . . . . . . . . . i i i i i i it ittt et ettt nenas 1
1.1 Contributions . . . . . . . . . .. 4

1.2 ThesisOutline . . . . . . . .. . . ... . e 6
Chapter 2: Related Work . . . . . . . . . . .o i i it ittt ittt e 7
2.1 Factoid Question Answering . . . . . . . . . . ... 7
2.2 Open-domain Question Answering . . . . . . . . . . v v v v v 8

2.3 Neural LogicReasoning . . . . . . ... ... ... ... ... ... 9
2.4 Graph Neural Networks . . . . . .. ... ... ... ... ......... 10
Chapter 3: Multi-hop Question Answering over Knowledge Graphs . . ... .. 12
3.1 OVervIew . . . . . e e e e e e 12
3.2 Variational Reasoning Framework . . . . ... .. ... ... ....... 15
3.2.1 Problem Definition . . . . ... .. ... ... ... ... ..., 15

3.2.2 Overall Formulation . ... ... ... ... ............ 16

3.2.3 Probabilistic Module for Topic Entity Recognition . . . . .. . .. 17

1l



3.2.4 Probabilistic Module for Reasoning over Knowledge Graph . . . . . 18

3.3 Learning and Inference . . . . . .. ... ... ... .. ... . .. ... . 21
3.3.1 Variational Method with Inverse Reasoning Graph Embedding . . . 21

3.3.2 REINFORCE with Variance Reduction . . . .. ... ... .... 22

333 Inference . ... ... ... ... 23

34 Experiments . . . . . . . . ... e e e 23
34.1 The METAQA Benchmark . . .. ... ... ............ 23

342 Competitor Methods . . . . .. ... ... ... .. ........ 25

3.4.3 Experimental Settings . . . . . ... ... ... .. ... ... 26

344 Resultsand Discussions . . . . . . ... ... L. 26

345 Model Ablation . . . . .. ... 28

3.4.6 Inspection of Learning and Inference . . . . . . . .. .. ... ... 29

35 RelatedWork . . .. ... ... 29
3.6 Discussion . . . . . ... e e e 30
Chapter 4: Probabilistic Logic Reasoning over Knowledge Graphs . . . . . . .. 32
4.1 OVerview . . . . ... e e 32
42 Background . . . . ... L 34
4.3 Variational EM for Markov Logic Networks . . . . ... ... ... .... 36
43.1 E-step:Inference . .. ... ... ... ... ... ...... 37
432 M-step: Learning . . . . . . ... Lo 39

4.4 Inference Network Design: ExpressGNN . . . . . . ... ... ... .... 41
4.5 Expressive Power of GNN as Inference Network . . . . . . ... ... ... 42

v



4.6 EXperiments . . . . . . . . . ... e 45

4.6.1 Comparison to MLN Inference Methods and Ablation Study . . . . 46

4.6.2 Comparison to Knowledge Base Completion Methods . . . . . . . 49

477 Related Work . . . . . . .. . . 52
4.8 DIScusSion . . . . . ... e e 53
Chapter 5: Knowledge Reasoning Pattern of Graph Neural Networks . . . . .. 55
5.1 Overview . ... e e e 55
5.2 AnalySis . . ... e e 58
5.2.1 Preliminaries . . . . . . . . .. . ..o 58
522 DISSection . . . . . . ... e 60

5.2.3 Observations and Hypothesis . . . . . . . ... ... ... ..... 61

5.3 GraphSoftCounter . . . . . .. ... ... ... 63
54 Experiments . . . . . . . . ... e e e e 65
541 Settings . . . . ... e e 65

542 Results . . ... 67

543 Discussion. . . . ... 68

5.5 RelatedWork . . .. ... ... ... 70
5.6 DiscusSIOn . . . . . ... e 71

Chapter 6: Open-domain Question Answering over Multiple Documents . ... 72

6.1 Overview . . . . . . . .. 72
6.2 Iterative Document Reranking . . . . . . ... ... ... ......... 75
6.2.1 Graph-based Reranking Model . . . . . ... .. ... ... .... 78



6.2.2 QuestionUpdater . . . . . .. ... . .. ... . 81

6.2.3 ReaderModule . . . ... .. ... ... 82
6.3 Decoupling Question and Document for Ef cient Contextual Encoding . . . 83
6.3.1 Dual-BERT Component . . ... ... .. .. ... ........ 85
6.3.2 Transformer Component . . . . . ... ... ... ... ...... 86
6.3.3 ClassierComponent . . . . . . . . .. ... .. 87
6.4 Experiments on lterative DocumentReranking . . . . . . ... ... .... 88
6.4.1 OverallResults . . .. ... . ... .. ... . . ... 89
6.4.2 DetailledAnalysis . . . ... .. .. .. ... .. 91
6.5 Experiments on Decoupled BERT . . . ... ... ... ... ....... 93
6.5.1 Performance. . . . . . . ... ... 94
6.5.2 AblationStudy . ... ... .. ... .. 96
6.6 RelatedWork . . . . . . . .. . ... 97
6.7 DISCUSSION . . . . . . . e 99
Chapter 7: Numerical Question Answering over Textual Passages . . . . . . . 100
7.1 OVEIVIEW . . . . 100
7.2 Question Directed Graph Attention Network . . . . . ... .. ... .. .. 103
7.2.1 ProblemDenition . . ... . ... ... 104
7.2.2 Framework . . .. .. ... 104
7.2.3 Graph Construction with Typed Numbers and Entities . . . . . . . . 107
7.2.4 Question Directed Graph Attention Network . . . . . . . ... ... 108
7.3 Experiments . . . . . .. 111

Vi



7.3.1 MainResults . . . . . . . . .. 112

7.3.2 AblationAnalysis . . . . . .. ... 113

7.3.3 Performance on RACENum . . .. ... ... . ... ... .... 115

734 CaseStudy . . .. .. . . . ... 116

7.4 Related Work . . . . . . . e 118

7.5 DISCUSSION . . . . . . . s 119
Chapter 8: Conclusions . . . . . . . . . . . . . . e 120

8.1 Summary of Contributions . . . . . .. .. ... ... ... . ... 120

8.2 Future Work . . . . . . . s, 122
References . . . . . . . . . . 125

Vii



3.1

3.2

4.1

4.2

4.3

4.4

5.1

5.2

5.3

LIST OF TABLES

Test results (% hits@1) on Vanilla and Vanilla-EU datasets. EU stands for
entityunlabeled. . . . . . . . .. ... 27

Test results (% hits@1) on NTM-EU and Audio-EU datasets. EU stands
forentityunlabeled. . . . . . ... ... o 27

Inference accuracy (AUC-PR) of different methods on three benchmark
datasets. . . . . . ... e 47

AUC-PR for different combinations of GNN and tunable embeddings. une
stands ford-dim tunable embeddings and GNiNstands ford-dim GNN

embeddings. . . . . ... 48
Performance on FB15K-237 with varied training setsize. . . . . ... ... 50
Zero-shot learning performance on FB15K-237. . . . . . . .. . .. .. .. 51

To preserve the reasoning ability for analysis, our SparseVD tool prunes the
GNN-based models without loss of accuracy@mmmonsenseQdataset.

As the of cial test is hidden, here we report the in-house dev (IHdev) and

test (IHtest) accuracy, following the data splitof [144]. . . . ... ... .. 61

Our GSC does not use initial node embeddings and relevance score as in
previous works, making our model get rid of concept embedding param-

eters and thus its model size is extremely small. Since our model does

not have any learnable parameters except the edge encoder, our model has
much less chance to be over-parameterized. . . .. ... ... ... .... 64

GSC is extremely ef cient compared to the computation complexity-of

hop reasoning models with hidden dimens@ron a dense/sparse graph
G=(V;E)withtherelationseR. . ... ... ... ........... 65

viii



5.4

5.5

5.6

5.7

6.1

6.2

6.3

6.4

6.5

6.6

6.7

6.8

7.1

Performance comparison @ommonsenseQm-house split (controlled
experiments). As the of cial test is hidden, here we report the in-house

dev (IHdev) and test (IHtest) accuracy, following the data split of [144]. . . 66
Test accuracy oBommonsense(@of cial leaderboard. The existing top

system, Uni edQA (11B params) is 30x larger than our model. . . . . . . 67
Test accuracy o@penBookQAMethods with AristoROBERTa use the tex-

tual evidence by [163] as an additional input to the QA context. . . . . . . . 67
Test accuracy openBookQAeaderboard. All listed methods use the

provided science facts as an additional input to the language context. The
previous top 2 systems, Uni edQA (11B params) and T5 (3B params) are

30x and 8x largerthanourmodel. . . . . .. .. ... ... ........ 68
Performance on the HotpotQA full wikidevset. . .. ... ........ 88
Performance on the HotpotQA full wiki testset. . . . . .. ... .. .... 89
Answer EM scores on the test set of Natural Questions Open and SQUAD
OpeNn. . . . 90
Ablation study of our system in different settings on the HotpotQA full wiki
devset. . . . . 91
Distribution of the selected retrieval steps on the HotpotQA dev set, which

is adaptively determined by IDRQA. . . . . . . . . .. ... ... ..., 92
Performance comparison on two benchmark datasets. DC-BERT uses one

Transformer layer for question-document interactions. Quantized BERT is
a 8bit-Integer model. DistilBERT is a compact BERT model with 2 Trans-
formerlayers. . . . . . . . 95

Retriever performance in PBT@10 and PTB@10. . . . . . . .. ... ... 95

Performance of ablation variants of the retriever model on Natural Ques-
tions Open. . . . . . . 96

Two MRC cases requiring numerical reasoning are illustrated. There are
entities and numbers of different types. Both are emphasized by different
colors: entity, number, percentage, date, ordinal. We explicitly encode the
type information into our model and leverage the question representation to
conductthereasoning process. . . . . . . . . . . . . e 101



7.2

7.3

7.4

7.5

7.6

Overall results on the development and test set of DROP. For QR®A&T

used more careful data pre-processing and a RoBERTa pre-trained on the
SQuaD datasety denotes that the result is taken from the public leader-
board. Better resultsareinbold. . . . .. ... ... ... . .. L. 114

Ablation study results on the development set of DROP. QDG A®E-
moves the number type and entity from the graph, and QD¢AEmoves
guestion direction from QDGAT. Better resultsareinbold. . . . . . . . .. 115

Decomposed performance on different answer types in the development set
of DROP. Betterresultsareinbold. . . . . . .. .. .. ... ... ..... 115

The accuracy on the unsupervised RACENum dataset. . . . . ... .. ... 116

The cases from the DROP dataset. The predictions from the QDGAT
and NumNet+ are illustrated. The differences between the output of these
two models demonstrate the properties of the proposed model. The last
two columns indicate the arithmetic expression, obtained by assigning a
sign (plus, minus or zero) for each extracted numbers (we omitted the zero
sign numbers). Then the answer was derived by summing up the signed
NUMDEIS. . . . . 117



LIST OF FIGURES

3.1 End-to-end architecture of the variational reasoning network (VRN) for question-
answering with knowledge graph. The model consists of two probabilistic modules
for topic entity recognition® (yjg)) and logic reasoning over knowledge graph
(P (ajy; g)) respectively. Inside the knowledge base plate, the scope of &osty
Christmagq(colored red) is illustrated, and each colored ellipsoid plate corresponds
to the reasoning graph leading to a potential answer colored in yellow. The reason-
ing graphs are ef ciently embedded and scored against the question embeddings
to retrieve the best answer. During training, to handle the non-differentiable sam-
pling operationy P (yjq), we use variational posterior with the REINFORCE

algorithm.. . . . . . . . . 15

3.2 A question like movie sharing same genre and directovould require
two reasoning pathg! Crime! aandy! Andrew Dominik a. The
vector representation should encode the information of the entire reasoning-
graph, which can be computed recursively. Thus the embeddiAgarew
Dominikcan be reused bVhe assassinatioandKilling Them Softly . . . 19

3.3 Improvement of the entity recognizer. . . . . .. ... ... ... .....

4.1 Overview of our method for combining MLN and GNN using the varia-
tional EM framework. . . . . . .. oo o

4.2 Bottom A knowledge base as a factor gragfA; C; D g are entities, and
F (Friend ) andS (Smoke) are predicatesTop Markov Logic Network
(MLN) with formulaf (c;® = : S(c) _: F(c;® _ S(c9. Shaded circles
correspond to latentvariables. . . . . . ... .. ... o L 0oL,
4.3 Bottom A knowledge base with 0-1-0-1 loopop MLN. . . . . . . . . .. 43

4.4 Left/Right Inference time on UW-CSE/Kinship respectively. N/A indi-
cates the method isinfeasible. . . . . . . . .. .. ... ... ... ...,

Xi



5.1

5.2

5.3

5.4

5.5

We analyze state-of-the-art GNN modules for the task of KG-powered ques-
tion answering, and nd that the counting of edges in the graph plays

an essential role in knowledge-aware reasoning. Accordingly, we design

an ef cient, effective and interpretable graph neural counter module for
knowledge-aware QA reasoning. . . . . . . . . . .. e 56

The retrieved sub-graph of KG is formulated as entity nodes representing
concepts connected by edges representing relations and the central context
node connected to all question entity nodes and answer entity nodes. The
pre-processed graph data generally has the following ingredients: node em-
bedding initialized with pre-trained KG embeddings, relevance score com-
puted by LM, adjacency matrix representing the topological graph struc-
ture, edge embeddings to encode the node types, and edge information of
relation types. We adapt SparseVD as a diagnostic tool to dissect GNN-
based reasoning modules for QA, getting the sparse ratio of each layer to
indicate its importance. We nd that some layers are completely dispens-
able, which inspires us to design a simple, ef cient and effective GNN
module as the replacement of existing complex GNN modules. . . . . . .. 58

The sparse ratio curves obtained from the SparseVD training of GNN rea-
soning modules: 1) the left plot shows the curves for the embedding layers

in QA-GNN, where the node score and the node type reach a low ratio,
while the edge encoder preserves a large ratio; 2) the middle plot shows the
curves for the layers within the QA-GNN graph attention layer, where the

key and query layers converge to a fairly low ratio, while the value layer has

a relatively large ratio; 3) the right plot shows the curves of the initial node
embedding layers of three representative GNN-based QA methods, where
all the ratios are close to 0, indicating that the initial node embeddings are
dispensable. . . . . . . .. 60

Graph Soft Counter (right) extremely simpli es the architecture of con-
ventional GNNs (left). The GSC layers are parameter-free and only keep
the basic graph operations: 1) update each edge embedding with incoming
node (in-node) embeddings; 2) update each node embedding by aggregat-
ing the edge embeddings. Since we reduce the hidden dimension to only 1,
GSC can be viewed as a soft counter over the graph for generating the nal
score oftheoutputnode. . . . .. ... ... ... ... ... . 62

Venn diagrams for the prediction overlap of different models and ground
truth (GT) of the IHtest split of CommonsenseQA. The ALBERT has the
least overlap since all the left four use ROBERTa to encode the QA con-
text. The order of the percentage of overlap of left four exactly matches the
order of the performance of each models: GSC > QA-GNN > MHGRN >
RoBERTa. This indicates that the reasoning capability learned by our GSC
basically coversthatofother GNNs. . . . . ... .. ... ... ...... 69

Xii



5.6 Our GSCis highly interpretable. For the retrieved sub-graph of each answer
choice, we can directly observe the behavior of the model by print out the
output edge/node values of each layer, so that we can trace back to see how
the model scorestheanswer. . . . . ... ... ... .. .......... 70

6.1 An example open-domain multi-hop question from the HotpotQA dev set,
where the question has only partial clues to retrieve supporting documents.
The rst and fourth paragraphs are gold supporting documents, and the re-
maining two paragraphs are relevant but non-supporting documents. ABR
stands for ALBERT-base reranker, which serves as a reference of the re-
trieval performance of existing multi-hop QA methods that independently
consider the relevance of each document to the question. 3Taed 7
symbols mark whether the retriever correctly identi es the document as
a supporting / non-supporting one. Below each symbol, we annotate the
output of the corresponding retriever with regard to the document, where
“positive” (“negative”) means that the retriever classi es it as a supporting
(non-supporting) document. . . . . . . ... L L 73

6.2 An overview of the IDRQA system, which consists of an Iterative Docu-
ment Reranking (IDR) phase and a question answering phase. Given an
open-domain question, IDR iteratively retrieves, reranks and lters docu-
ments, and adaptively determines when to stop the retrieval process. After
the initial retrieval, IDR updates the question with an extracted text span
as a new query to retrieve more documents at every iteration. Once the re-
trieval is done, the nal highest-scoring documents are fed into the down-
stream reader module for answer extraction. . . . . . ... ... ... ... 76

6.3 As the core of our IDR framework, the Graph-based Reranking Model rst
encodes the question and each retrieved document with pre-trained lan-
guage model to generate contextual representations, and uses the shared
entities to propagate information using a Graph Attention Network (GAT).
After the entity-entity interaction across multiple documents, the updated
entity representations with the original contextual encodings are fed into
the fusion layer for further interaction. Finally, the reranking model takes
pooled document representations to score each document and Iter low-
scoring documents. The maintained high-quality shortlist of remaining
documents are then fed into the Reader Module to determine whether the
answer exists in them. If so, the retrieval process ends and the QA system
delivers the answer span extracted by the Reader Module as the predicted
answer. Otherwise, the retrieval process continues to the nexthop. . . . . . 79

6.4 Overview architecture of DC-BERT. . . . . . . . . . . . ... ... .... 84

Xiii



6.5 Case study of example questions with supporting paragraphs from the Hot-
PotQAdevsSet. . . . . . . . 91

6.6 Ablation study results on Natural QuestionsOpen. . . . . . . .. ... ... 96

7.1 The constructed heterogeneous typed graph of the example in Table 7.1 is
illustrated on the left. The red (dark blue) nodes are the numbers (dates)
and the others are entities. The edges encode the relations among the num-
bers and entities: 1) The numbers with the same number type, e.g., date,
are wired together. 2) The graph connects the numbers and the entities that
are in the same sentence to indicate their co-occurrence. In the rst round,
the model pays attention to a sub-graph that containSgamishandPor-
tugueseentities since they are mentioned in the question. In the update, the
model learns to distinguish between the numbers and the dates and extracts
the numbers related to the question. In the second round, the representa-
tions of the numbers are updated by the messages from the entities as well
as the question to conduct thereasoning. . . . . . . ... ... ... ... 102

7.2 The framework of our model. It consists of a representation extractor (left),
a reasoning module (middle) and a prediction module (right). The rea-
soning module reasons over a heterogeneous directed graph whose nodes
are the numbers and the entities. Two kinds of relations are encoded: 1)
the numbers of the same type are connected with each other by the type-
speci ¢ edges and 2) the entities and the numbers are connected when they
co-occur in a sentence. The reasoning is conditioned on the question ex-
plicitly to guide the message propagation over the graph. In each iteration,
each node selectively receives the messages from the neighboring nodes
with the question representation to update its representation. The derived
representations of these nodes are then combined with the RoOBERTa output
for the nal prediction module. The dashed circle means zero vector. . . . 104

Xiv



CHAPTER 1
INTRODUCTION

Reasoning has been employed in all periods of human history, and has been studied since
at least 2,000 years ago dating back to the famous ancient Greek philosopher Aristotle
who demonstrated the principles of formal logic reasoning [1]. One of the long-standing
goals of Arti cial Intelligence (Al) is to build systems that are capable of reasoning about
their surroundings. From traditional expert systems to modern machine learning and deep
learning driven systems, researchers have made persistent efforts and tremendous progress
on building intelligent systems for a wide variety of tasks.

In this thesis we are interested in knowledge reasoning, which requires the intelligent
system to infer new knowledge based on the input or existing knowledge [2]. Knowledge
reasoning is the process of drawing conclusions from existing facts and rules [3], which
requires a range of capabilities including but not limited to understanding concepts, apply-
ing logic, and calibrating or validating architecture based on existing knowledge [4]. With
the explosive growth of communication techniques and mobile devices, much of collec-
tive human knowledge resides on the Internet today, in unstructured and semi-structured
forms such as text, tables, images, videos, etc. It is overwhelmingly dif cult for human
to navigate the gigantic Internet knowledge without the help of intelligent systems such as
search engines and question answering systems. To serve various information needs, in
this thesis, we develop methods to perform knowledge reasoning over both structured and
unstructured data.

For structured data, thanks to the existing large-scale knowledge bases that store en-
cyclopedic knowledge in the graph structure, such as Freebase [5], NELL [6] and Wiki-
data [7], we can ef ciently query interested knowledge by looking up the knowledge bases.

In this thesis, we study how to perform multi-hop reasoning over knowledge graphs with



graph embedding techniques. We also investigate how to perform symbolic reasoning
within a consistent probabilistic framework, which can be applied to the knowledge com-
pletion task to infer new knowledge based on the existing facts in the knowledge graphs.

Despite the best efforts, existing knowledge bases can only cover a tiny part of human
knowledge. Much of human knowledge is intrinsically hard to be encoded using any al-
lowed schema of knowledge bases, such as common sense and procedural knowledge [8].
In fact, the vast majority of human knowledge can only be stored in unstructured text.
To perform knowledge reasoning over unstructured text, in this thesis, we leverage recent
advances in large-scale pre-trained language models (e.g., BERT [9], RoBERTa [10], AL-
BERT [11], etc.) to produce high-quality contextual text encoding, together with graph
neural networks to propagate the information among multiple documents. With the help
of graph neural networks, we also develop a method for the task of numerical question an-
swering, which is a challenging open problem that requires to perform numerical reasoning
over textual passages.

In this thesis, we investigated the hypothesis that graph neural networks can help im-
prove the performance of various knowledge reasoning tasks, including knowledge graph
completion, knowledge-aware question answering, open-domain question answering, etc.

More speci cally, this thesis attempts to answer the following research questions:

1. How to perform multi-hop reasoning over knowledge graphs? How should we lever-
age graph neural networks to learn graph-aware representations ef ciently? And,

how to systematically handle the noise in human questions?

2. How to combine deep learning and symbolic reasoning in a consistent probabilistic
framework? How to make the inference ef cient and scalable for large-scale knowl-
edge graphs? Can we strike a balance between the representation power and the

simplicity of the model?

3. What is the reasoning pattern of graph neural networks for knowledge-aware QA



tasks? Can those elaborately designed GNN modules really perform complex reason-
ing process? Are they under- or over-complicated? Can we design a much simpler

yet effective model to achieve comparable performance?

4. How to build an open-domain question answering system that can reason over mul-
tiple retrieved documents? How to ef ciently rank and lIter the retrieved documents
to reduce the noise for the downstream answer prediction module? How to propagate

and assemble the information among multiple retrieved documents?

5. How to answer the questions that require numerical reasoning over textual passages?

How to enable pre-trained language models to perform numerical reasoning?

In the following chapters, we explored the research questions above and discovered
that graph neural networks can be leveraged as a powerful tool for various knowledge
reasoning tasks over both structured and unstructured knowledge sources. On structured
graph-based knowledge source, we build graph neural networks on top of the graph struc-
ture to capture the topology information for downstream reasoning tasks. On unstructured
text-based knowledge source, we rst identify graph-structured information such as en-
tity co-occurrence and entity-number binding, and then employ graph neural networks to
reason over the constructed graphs, working together with pre-trained language models to
handle unstructured part of the knowledge source.

As discussed above, knowledge graphs are not always available for knowledge reason-
ing tasks on various domains. Even when we have access to existing knowledge graphs
as the knowledge source, they could come from automatic knowledge extraction (such as
Wikidata [7] and ConceptNet [12]) and potentially introduce a lot of noise. Therefore, in
this thesis, we start from building robust reasoning frameworks that are capable of handling
noise: We build an end-to-end trainable QA framework to avoid cascaded error; we also
design a probabilistic logic reasoning framework to leverage rst-order logic rules to regu-

late the noise in knowledge graphs. Due to the low coverage issue of knowledge graphs, we



then continue our exploration on text-based knowledge reasoning in the second half of this
thesis. We build open-domain QA frameworks that only requires large-scale textual corpus
such as Wikipedia as the knowledge source. Moreover, we also investigate how to extract
numerical knowledge graphs from textual passages, and then perform numerical reasoning

on top of constructed graphs.

1.1 Contributions

In this section, we outline the main contributions of this thesis as follows.

Multi-hop Question Answering over Knowledge Graphs (Chapter 3). For complex
information needs, many human questions require multi-hop knowledge reasoning over
the knowledge graph. Also, when people ask questions, their expressions are typically
noisy (for example, typos in texts, or variations in pronunciations), which is non-trivial

for the question answering (QA) system to match those mentioned entities in the knowl-
edge graph. To address these challenges, we propose an end-to-end variational learning
framework which can handle noise in questions and learn to perform multi-hop reasoning
simultaneously. We also derive a series of new benchmark datasets, including questions for
multi-hop reasoning, questions paraphrased by neural translation model, and questions in

human voice. The content of this chapter appeared in the proceedings of AAAI 2018 [13].

Probabilistic Logic Reasoning over Knowledge Graphs (Chapter 4)As an elegant and
powerful tool, Markov Logic Network (MLN) has successfully combined logic rules and
probabilistic graphical models, which can address many knowledge graph reasoning prob-
lems. However, the MLN inference is computationally intensive, making the industrial-
scale application of MLN very dif cult. In recent years, graph neural networks (GNNSs)
have emerged as ef cient and effective tools for large-scale graph problems. Nevertheless,
GNNs do not explicitly incorporate prior logic rules into the models, and may require many

labeled examples for a target task. We explore the combination of MLN and GNN, and use



graph neural networks for the variational inference in MLN. The content of this chapter

appeared in the proceedings of ICLR 2020 [14].

Knowledge Reasoning Pattern of Graph Neural Networks (Chapter 5).To approx-

imate the complicated human reasoning process, state-of-the-art QA systems commonly
use elaborately designed modules based on Graph Neural Networks (GNNs) to perform
reasoning over knowledge graphs (KGs). However, many problems remain open regarding
the reasoning functionality of these GNN-based modules. Can these GNN-based modules
really perform a complex reasoning process? Are they under- or over-complicated for QA?
To open the black box of GNN and investigate these problems, we dissect state-of-the-art
GNN modules for QA and analyze their reasoning capability. We discover that even a very
simple graph neural counter can outperform all the existing GNN modules on popular QA
benchmark datasets. Our work reveals that existing knowledge-aware GNN modules may
only carry out some simple reasoning such as counting. It remains a challenging open prob-
lem to build comprehensive reasoning modules for knowledge-powered QA. The content

of this chapter was submitted to ICLR 2022, which is currently under review.

Open-domain Question Answering over Multiple Documents (Chapter 6) As a prac-

tical application, open-domain QA requires to retrieve multiple supporting documents.
The document retrieval process often incurs more relevant but non-supporting documents,
which dampens the downstream noise-sensitive answer prediction module. To address this
challenge, we develop a method to iteratively retrieve, rerank and lter documents, and
adaptively determine when to stop the retrieval process. Reranking the documents is a crit-
ical step but very time-consuming due to the concatenation of question and each retrieved
document. Therefore, we propose a decoupled contextual encoding framework that has
dual BERT models: an online BERT which encodes the question only once, and an of ine
BERT which pre-encodes all the documents and caches their encodings. The content of

this chapter appeared in the proceedings of SIGIR 2020 [15] and SIGIR 2021 [16].



Numerical Question Answering over Textual Passages (Chapter 7Numerical reason-

ing over textual passages, such as addition, subtraction, sorting and counting, is a challeng-
ing machine reading comprehension task, since it requires both natural language under-
standing and arithmetic computation. We attempt to enable pre-trained language models
such as BERT to perform numerical reasoning with the help of graph neural networks.
More speci cally, we propose a heterogeneous graph representation for the context of the
passage and question needed for such reasoning, and design a question directed graph at-
tention network to drive multi-step numerical reasoning over the constructed heterogeneous

graph. The content of this chapter appeared in the proceedings of EMNLP 2020 [17].

1.2 Thesis Outline

We begin by providing an overview of related work in Chapter 2 as the background of this
thesis. The next 5 chapters (3 — 7) are divided into two parts. The rst part explores knowl-
edge reasoning over structured data, including multi-hop question answering (Chapter 3)
and probabilistic logic reasoning (Chapter 4), both of which work on existing knowledge
graphs. Then we investigate how graph neural networks perform reasoning for knowledge-
aware question answering tasks (Chapter 5). The second part shifts the focus towards
knowledge reasoning over unstructured data, including open-domain question answering
(Chapter 6) and numerical question answering (Chapter 7), both of which work on unstruc-

tured text. We conclude the thesis and discuss future research directions in Chapter 8.



CHAPTER 2
RELATED WORK

In this chapter, we introduce related work in the literature as the background of subsequent

chapters. We organize related work by tasks and relevant techniques.

2.1 Factoid Question Answering

Question answering (QA) is the task of extracting textual answers in response to natural
language questions. Factoid question answering, as a sub-task of question answering, fo-
cuses on questions whose answers are short and precise facts given the knowledge source.
Depending on the form of the knowledge source, factoid QA can be categorized into two

typical tasks: knowledge-based QA and text-based QA.

Knowledge-based Question Answering.For knowledge-based QA, the QA system is
provided with a structured knowledge base for locating the answer. Traditional approaches
for knowledge-based QA are based on semantic parsers, which rst map the question to
a certain meaning representation or logical form [18, 19, 20, 21, 22], or directly map the
guestion to an executable program [23]. These approaches require domain-speci ¢ gram-
mars, rules, or ne-grained annotations. Also, they are not designed to handle noisy ques-
tions, and do not support end-to-end training since they use separate stages for question
parsing and logic reasoning. With the rapid development of deep learning, neural mod-
els have been applied to knowledge-based QA, which signi cantly outperform traditional
approaches. For example, memory network and its variants achieve state-of-the-art per-
formance in various knowledge-based QA tasks [24, 25, 26], and the neural programmer

model achieves promising results on the task of knowledge table QA [27].

Text-based Question Answering. For text-based QA, the QA system is provided with
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semi-structured or unstructured text corpora as the knowledge source to nd the answer.
Text-based QA dates back to the QA track evaluations of the Text REtrieval Conference
(TREC) [28]. Traditional approaches for text-based QA typically use a pipeline of question
parsing, answer type classi cation, document retrieval, answer candidate generation, and
answer reranking, such as the famous IBM Watson system which beat human players on the
Jeopardy!quiz show [29]. However, such pipeline-based QA systems require heavy engi-
neering efforts and only work on speci ¢ domains. With the recent advances of deep learn-
ing, many neural network based approaches have been applied to various text-based QA
tasks. With the help of several large-scale human annotated datasets such as SQUAD [30],
Natural Questions [31], TriviaQA [32] and HotpotQA [33], these neural methods achieve
prominent performance by just training on question-answer pairs and completely discard

hand-crafted features and modules in traditional pipeline-based QA systems.

2.2 Open-domain Question Answering

The task of open-domain question answering (QA), which requires the QA system to an-
swer questions using a large collection of documents of diversi ed topics, has been a long-
standing problem in the eld of natural language processing (NLP), information retrieval
(IR) and related elds [34]. Initiated by DrQA [35], which builds a simple pipeline with
a TF-IDF retriever module and a RNN-based reader module to produce answers from the
top retrieved documents. With the rapid progress in neural methods for the task of machine
reading comprehension [36, 37], modern open-domain QA systems have largely follow the
retrieve-and-read approach, and have made prominent improvement on both the retriever
module [38, 39, 40] and the reader module [41, 42, 43]. Compared to knowledge-based
QA, text-based QA requires the QA system to have better exibility to handle enormous
unstructured knowledge and cover long-tail information needs from diverse question types.
Different from the task of machine reading comprehension (MRC) that provides a sin-

gle paragraph or document as the evidence [30], open-domain QA may require to retrieve



multiple supporting documents and perform multi-hop reasoning over the retrieved docu-
ments. A variety of approaches have been proposed to address the multi-hop challenge.
DecompRC [44] decomposes a multi-hop question into simpler sub-questions and lever-
ages single-hop QA models to answer it, which still uses one-shot TF-IDF retrieval to
collect relevant documents. BERT Reranker [45], DrKIT [46] and Transformer-XH [47]
employ the entities in the question and the retrieved documents to link additional docu-
ments, which expands the one-shot retrieval results and improves the evidence coverage.
GoldEn Retriever [48] adopts iterative TF-IDF retrieval by generating a new query for each
retrieval step. Graph Retriever [49] employs entity linking to iteratively retrieve and con-
struct a graph of documents. Multi-step Reasoner [50] and MUPPET [51] read retrieved
documents to reformulate the query in latent space for iterative retrieval. Recurrent Re-
triever [52] uses a recurrent neural network to sequentially retrieve evidence documents
in the reasoning path by conditioning on the previously retrieved documents. Researchers
also investigated how to leverage both structured and unstructured knowledge and build

effective QA systems on the heterogeneous knowledge sources [53, 54, 55].

2.3 Neural Logic Reasoning

There is an extensive literature relating the topic of logic reasoning. In this thesis, we
focus on the task of statistical relational learning on knowledge graphs. Logic rules can
compactly encode the domain knowledge and complex dependencies. Thus, hard logic
rules are widely used for reasoning in earlier attempts, such as expert systems [56] and
inductive logic programming [57]. However, hard logic is very brittle and has dif culty in
coping with uncertainty in both the logic rules and the facts in knowledge graphs. One line
of research for knowledge graph reasoning is in the family of knowledge graph embedding
methods, such as TransE [58], NTN [59], DistMult [60], ComplEx [61], and RotatE [62].
These methods design various scoring functions to model relational patterns for knowledge

graph reasoning, which are very effective in learning the transductive embeddings of both



entities and relations. The disadvantages of these methods are also clear: they are not able
to leverage logic rules, which can be crucial in some relational learning tasks, and have no
consistent probabilistic model.

To address these problems, researchers have explored to introduce probabilistic graph-
ical model in the task of logic reasoning, seeking to combine the advantages of relational
and probabilistic approaches. Representative works including Relational Markov Networks
(RMNSs) [63] and Markov Logic Networks (MLNSs) [64] were proposed in this background.
Recent studies have integrated deep neural networks into probabilistic models for logic rea-
soning, such as Neural Markov Logic Networks [65], Graph Markov Neural Networks [66]
and pLogicNet [67]. These neural logic reasoning approaches attempt to use deep neural
networks to learn representations for modeling the probability distribution de ned by the
logic rules. Recent studies such as RNNLogic [68] also explore how to learn logic rules for
reasoning on knowledge graphs. With the representation learning power of deep neural net-
works and the principled handling of uncertainty of probabilistic graphical models, neural
logic reasoning approaches have achieved promising results on various knowledge-based

reasoning tasks.

2.4 Graph Neural Networks

Encouraged by the success of convolutional neural networks (CNNs) and recurrent neural
networks (RNNSs), graph neural networks (GNNs) are proposed to generalize both of them
and organize the connections of neurons according to the structure of the input data [69,
70]. The main idea is to generate a node's representation by aggregating its own features
and neighbors' features. Similar to CNNs, in GNNs, multiple graph convolutional layers
can be stacked to produce high-level node representations. Many popular variants of GNNs
are proposed, such as GraphSage [71], Graph Convolutional Network (GCN) [72], Graph
Attention Network (GAT) [73], etc. GNNs have achieved great success on graph-related

tasks such as node classi cation, node regression and graph classi cation. Closely related

10



to GNNs, research on graph embedding studies how to produce low-dimensional vector
representations for graphs, preserving both the graph topology and node content informa-
tion [74, 75, 76]. Graph embedding techniques can be easily combined with off-the-shelf
machine learning models for subsequent graph-related tasks.

Recent studies have explored to apply graph neural networks to knowledge reasoning
tasks. For knowledge-based QA tasks, GNNs naturally t the graph-structured knowledge
source and show prominent results by reasoning over knowledge graphs [77, 78, 13]. For
text-based QA tasks, GNN can also be leveraged for reasoning over unstructured knowl-
edge source. For example, HDE-Graph [79] constructs the graph with entity and document
nodes to enable rich information interaction. CogQA [80] extracts candidate answer spans
and next-hop entities to build the cognitive graph for reasoning. HGN [81] employs a
hierarchical graph that consists of paragraph, sentence and entity nodes for reasoning on
different granularities. DFGN [82] introduces a fusion layer on top of the entity graph with
a mask prediction module. Graph Retriever [49] employs GNNs to fuse information on the
entity-linked graph of passages. These GNN-based methods serve as the reader module to

extract answers from provided documents.
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CHAPTER 3
MULTI-HOP QUESTION ANSWERING OVER KNOWLEDGE GRAPHS

3.1 Overview

Question answering (QA) has been a long-standing research problem in Machine Learning
and Arti cial Intelligence. Thanks to the creation of large-scale knowledge graphs such as
DBPedia [83] and Freebase [5], QA systems can be armed with well-structured knowledge
on speci ¢ and open domains. Many traditional approaches for KG-powered QA are based
on semantic parsers [18, 19, 21, 22], which rst map a question to formal meaning repre-
sentation (e.g. logical form) and then translate it to a KG query. The answer to the question
can be retrieved by executing the query. One of the disadvantages of these approaches is
that the model is not trained end-to-end and errors may be cascaded.

With the recent success of deep learning, some end-to-end solutions based on neu-
ral networks have been proposed and show very promising performance on benchmark
datasets, such as Memory Networks [84], Key-Value Memory Networks [26] and Gated
Graph Sequence Neural Networks [85]. However, these neural approaches treat the KG as
a attened big table of itemized knowledge records, making it hard to exploit the structure
information in the graph and thus weak on logic reasoning. When the answer is not a di-
rect neighbor of the topic entity in question (i.e. there are multiple hops between question
and answer entities in the KG), which requires logic reasoning over the KG, the neural
approaches usually perform poorly. For instance, it is easy to handle single-hop questions
like “Who wrote the paper titled .7y querying itemized knowledge records in triples
(paper_title authored_byauthor_namg However, logic reasoning on the KG is required

for multi-hop questions such a8vho have co-authored papers with’...@ith the KG, we

authored authored _by

start from the mentioned author, and follauthor ! paper author to
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nd answers. A common remedy is the so-called knowledge graph completion: create new
relations for non-neighbor entity pairs in the KG [59, 86, 87]. However, multi-hop reason-
ing is combinatorial in nature, i.e. the number of multi-hop relations grow explosively with
the increase of hops. For example, if we create new relation typefitkel-of-friendand
friend-of-friend-of-friendthe number of edges in the KG will explode, which is intractable
for both storage and computation.

Another key challenge is how to locate topic entities in the KG. Most existing works
assume that the topic entity in question can be located by simple string matching [26, 88,
85, 21], which is often not true. When people ask questions, either in text or speech, various
noise can be introduced in the expressions. For example, people are likely to make typos or
name ambiguity in question. In even harder case, audio questions, people may pronounce
the same entity differently in different questions, even for the same person. Due to these
noises, it is hard to do exact matching to locate topic entities. For text questions, broad
matching techniques (e.g. hand-craft rules, regular expressions, edit distance, etc.) are.g.e
widely used for entity recognition [89]. However, they require domain experts and lots of
human effort. For speech questions, it is even harder to match topic entities directly. Most
existing QA systems rst do speech recognition, converting the audio to text, and then
match entities in text. Unfortunately, the error rate is typically high for speech recognition
system to recognize entities in voice, such as human names or street addresses. Since it
is not end-to-end, the error of the speech recognition system may cascade to affect the
downstream QA system.

Typically, the training data for QA system is provided as question-answer pairs, where
ne-grained annotation of these pairs are not available, or only available for a few. More
speci cally, there are very few explicit annotations of the exact entity present in the ques-
tion, the type of the questions, and the exact logic reasoning steps along the knowledge
graph leading to the answer. Thus it is challenging to simultaneously learn to locate the

topic KG entity in the question, and gure out the unknown reasoning steps pointing to the
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answer based on training question-answer pairs alone.
To address the challenges mentioned above, we propose an end-to-end learning frame-
work for question answering with knowledge graph named variational reasoning network

(VRN), which have the following new features:

* We build a probabilistic modeling framework for end-to-end QA system, which can

simultaneously handle uncertain topic entity and multi-hop reasoning.

* We propose a novel propagation-like deep learning architecture over the knowledge

graph to perform logic inference in the probabilistic model.

» We apply the REINFORCE algorithm with variance reduction technique to make the

system end-to-end trainable.

« We derive a series of new challenging benchmark datasets@A® (MoviE Text
Audio QA) intended for research on question-answering systems. These datasets
contain over 400K questions for both single- and multi-hop reasoning. To test QA
systems in more realistic (and more dif cult) scenariosSEMQA also provides

neural-translation-model-paraphrased datasets, and text-to-speech-based audio datasets.

Extensive experiments show that our method achieves state-of-the-art performance on
both single- and multi-hop datasets, demonstrating the capability of multi-hop reasoning.
Moreover, we obtain promising results on the challenging audio QA datasets, showing the
effectiveness of end-to-end learning framework. With the rise of virtual assistant tools
(e.g. Alexa, Cortana, Google Assistant and Siri), QA systems are now even closer to our
daily life. Our work is one step towards more realistic QA systems, which can handle
noisy question input in both text and speech, and learn from examples to reason over the

knowledge graph.

10Our new benchmark dataset collectiong MQA are publicly available atttps://goo.gl/f3AmcY.
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Figure 3.1: End-to-end architecture of the variational reasoning network (VRN) for question-
answering with knowledge graph. The model consists of two probabilistic modules for topic entity
recognition P (yjq)) and logic reasoning over knowledge graph(§jy; g)) respectively. Inside

the knowledge base plate, the scope of entigt Christmagcolored red) is illustrated, and each
colored ellipsoid plate corresponds to the reasoning graph leading to a potential answer colored in
yellow. The reasoning graphs are ef ciently embedded and scored against the question embeddings
to retrieve the best answer. During training, to handle the non-differentiable sampling operation
y  P(yjq), we use variational posterior with the REINFORCE algorithm.

3.2 Variational Reasoning Framework

3.2.1 ProblemDe nition

Knowledge base/graph (KG):A knowledge graph is a directed graph where the entities
and their relations are represented by nodes and edges, respectivaly; (&.(G); E(G)).
Furthermore, each edge fro(G) is a triplet(al; r;; @), representing a directed relation

ri between subject entitsd and object entitya? both from the node s&f (G). Each en-

tity in the knowledge graph can also contain additional information such as type and text
description. For instance, entig} is described as actdennifer Lawrenceand entitya?

is movie PassengersThen a relation in the knowledge graph can benfifer Lawrence

acted_in Passengels where the correspondingis acted_in

Question answering with KG: Given a questiom, the algorithm is asked to output an
entity in the knowledge graph which properly answers the question. For exaquale be
a question like tvho acted in the movie Passend&tsand one possible answerdsnnifer

Lawrence which is an entity in the KG. In a more challenging settiggzan even be an
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audio segment reading the same question. The trainindsgt = f(g;a)gl,; contains

N pairs of question and answers. Note that ne-grained annotation is not present, such as
the exact entity present in the question, question type, or the exact logic reasoning steps
along the knowledge graph leading to the answer. Thus, a QA system with KG should
be able to handle noisy entity in questions and learn multi-hop reasoning directly from

guestion-answer pairs.

3.2.2 OverallFormulation

To address both key challenges in a uni ed probabilistic framework, we propose the vari-
ational reasoning network (VRN). The overall architecture is shown in Figure 3.1. VRN

consists of two probabilistic modules, as described below.

Module for topic entity recognition: Recognizing the topic entity (or the entity men-
tioned in the question) is the rst step in performing logic reasoning over the knowledge
graplt. For example, the topic entity mentioned in Section 3.2.1 is the nfesésenger

We denote the topic entity 35 and model the compatibility of this entity with the ques-
tion g as a probabilistic modd? ,(yjqg), which shows the probability of the KG entiy
being mentioned in the questi@n Depending on the question form (text or audio), the

parameterization d? | (yjg) may be different and details can be found in Section 3.2.3.

Module for logic reasoning over knowledge graph:Given the topic entity in question

g, one need to reason over the knowledge graph to nd out the arggwAs described in
Section 3.2.1, the algorithm should learn to use the reasoningyndeted_bya;) for that
guestion. Since there is no annotations for such reasoning step, the QA system has to learn
it only from question-answer pairs. Thus we model the likelihood of an anawasing

correct given entity and questior asP ,(&jy; q). The parameterization & ,(ajy; q)

need to capture traversal or reasoning over knowledge graph, which is explained in detalil

in Section 3.2.4.

2We consider the case with single topic entity in each question.
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Since the topic entity in question is not annotated, it is natural to formulate the prob-
lem by treating the topic entity as a latent variable. With the two probabilistic com-
ponents above, we model the probability of ansaebeing correct given questiap as

v2ve P 1 (YIG)P ,(ajy; q), which sums out all possibilities of the latent variable. Given
atraining seDy,n  Of N question-answer pairs, the set of parameteend , can be es-
timated by maximizing the log-likelihood of this latent variable model:
0 1
1 X X . .
max < log@ P (yjg)P (ajy;q)A : (3.1)
L2 i=1 y2V (G)
Next we will describe our parametrization®f, (yjg) andP ,(&jy; ), and the algorithms

for learning and inference based on that.

3.2.3 ProbabilisticModule for Topic Entity Recognition

Most existing QA approaches assume that topic entities are annotated, or can be simply
found via string matching. However, for more realistic questions or even audio questions,
a more general approach is to build a recognizer that can be trained jointly with the logic
reasoning engine.

To handle unlabeled topic entities, we notice that the full context of the question can be
helpful. For exampleMichael could either be the name of a movie or an actor. It is hard
to tell which one relates to the question by merely looking at this entity name. However,
we should be able to resolve the unique entity by checking the surrounding words in the
guestion. Similarly, in the knowledge graph there could be multiple entities with the same
name, but the connected edges (relations) of the entity nodes are different, which helps to
resolve the unique entity. For example, as a movie n&riehael may be connected with
adirected_byedge pointing to an entity of director; while as an actor nalstiehaelmay
be connected witbirthdayandheightedges.

Speci cally, we use a neural netwofk,( ) : g 7! RYwhich can represent the question
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Algorithm 1: Joint training of VRN

1 fori=1tondo

Sample(g; &) from the training data

Samplefy, g}\"zl using Equation 3.8

Smoothing+ ~with fA(y;; q; ai)g}\":1

Update the baseling ) using least square
r L using Equation 3.10

1 1 r 1|_
2 2 r 2L

o N o o b~ WN

g in ad dimensional vector. Depending on the question form (text or audio), this neural
network can be a simple embedding network mapping bag-of-words to a vector, or a recur-
rent neural network to embed sentences, or a convolution neural network to embed audio

guestions. Thus the probability of haviggn qis

P, (yig) = softmax W, fen(0) (3.2)

exp(W, fent(0)) _
y2v () EXPWyof ent(a) ’

(3.3)

whereW, 2 R% 8y 2 V(G) are the weights in the last classi cation layer. This parame-
terization avoids heuristic keyword matching for the entity as is done in previous work [26,

90], and makes the entity recognition process differentiable and end-to-end trainable.

3.2.4 ProbabilisticModulefor Reasoningver KnowledgeGraph

Parameterizing the reasoning moék)(ajy; ) is challenging, since 1) knowledge graph

can be very large; 2) the required logic reasoning is unknown and can be multi-step. In other
words, retrieving the answer requires multi-step traversal over a gigantic graph. Thus in this
thesis, we proposeraasoning-graptembedding architecture, where all the inference rules
and their complex combinations are represented as nonlinear embeddings in vector space
and will be learned.

Scope ofy. More speci cally, we assume the maximum number of steps (or hGpf
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Figure 3.2: A question likerhovie sharing same genre and directovould require two
reasoning pathg ! Crime! aandy! Andrew Dominik a. The vector representa-

tion should encode the information of the entire reasoning-graph, which can be computed
recursively. Thus the embedding Ahdrew Dominikcan be reused byhe assassination
andKilling Them Softly

the logic reasoning is known to the algorithm. Starting from a topic egtitye perform

topological sort (ignoring the original edge direction) for all entities withihops accord-

their relations from the knowledge graph. We call this subgi@ptvith ordered nodes as
the scope of/. Figure 3.2 shows an example of a 2-hop scope, where entities are labeled

with their topological distance to the source entity.

Reasoning graph toa. Given a potential answea in the scopeG,, we denoteG, ,
to be the minimum subgraph that contains all the paths fyotm a in G,. The actual
logic reasoning leading to answafor questiong is unknown but hidden in the reasoning
graph. Thus we will learn a vector representation (or embeddinggfor, denoted as
d(G, a) 2 RY, for scoring the compatibility of the question type and the hidden path in the
reasoning graph.

More speci cally, suppose the question is embedded using a neural netwygrk:
q7! RY, which captures the question type and implies the type of logic reasoning we need

to perform over knowledge graph. Then the compatibility (or likelihood) of ansvbeing
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correct can be computed using the embedded reasoning Gyapland the scop&, as

P ,(ajy; g) = softmax fq(0)”9(Gy a) (3.4)

_p oP(a(@9Gia) G5)

a%2V(G) exp(fqt(0)” 9(Gyr a0))

We note that the normalization in the likelihood requires the embedding of the reasoning
graphs for all entitieg®in the scopes,. This may involve thousands of or even more rea-
soning graphs depending on the KG and the number of hops. Computing these embeddings
separately can be very computationally expensive. Instead, we develop a neural architec-

ture which can compute these embeddings jointly and share intermediate computations.

Joint embedding reasoning graphs. More speci cally, we propose a “forward graph
embedding” architecture, which is analogous to forward Itering in Hidden Markov Model
or Bayesian Network. The embedding of the reasoning graphitocomputed recursively
using its parents' embeddings:
P
G &) = Wlerma) aj 2Parenta);(a; ;r:a) or (a;ra; )2Gy

VvV 9(G 4);8); (3.6)

wheres is the one-hot encoding of relation type2 R, V 2 RY (@*Ri) gre the model
parameters, () is a nonlinear function such as ReLU, aa®arenta) counts the number
of parents ofa in G,. The only boundary case &Gy, y) = 0 wheny = a. Overall,
computing the embedding(G,, ,) for all a takesO(jV(G))j + JE(G)j) time, which is
proportional to the number of nodes and edges in the sGppe

This formulation is able to capture various reasoning rules. Take Figure 3.2 as an
example: the embedding of the entkylling Them Softlysums up the two embeddings
propagated from its parents. Thus it tends to match the reasoning paths from the parent

entities. Note that this formulation is signi cantly different from the work in [91, 92, 93],
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where embedding is computed for each small molecular graph separately. Furthermore,
those graph embedding methods often contain iterative processes which visit each nodes

multiple times.

3.3 Learning and Inference

In this section, we describe the algorithm for learning the parametePs, {iyjg) and

P ,(ajy; d). The overall learning algorithm is described in Algorithm 1.

3.3.1 \VariationalMethodwith InverseReasoningsraphEmbedding

EM algorithm is often used to learn latent variable models. However, performing exact
EM updates for the objective in Equation 3.1 is intractable since the posterior cannot be

computed in closed form. Instead, we use variational inference and optimize the evidence

lower bound:
X
max L(; 1 2)= N Eq iganl
logP . (yig) +log P ,(aijy; q)
logQ (yjg;a)l; (3.7)

where the variational posteri@ (yjq;a is jointly learned with the model. Note that
Equation 3.7 is essentially optimizing the lower bound of Equation 3.1. Thus to reduce the

approximation error, a powerful set of posterior distributions is necessary.

Variational posterior. Q computes the likelihood of the topic entiyyfor a question,
with additional information of answea. Thus besides the direct text or acoustic compat-
ibility of y andg, we can also introduce logic match with the helpaof Similar to the
forward propagation architecture used in Section 3.2.4, here we can de ne theGgcope
for answera, the inverse reasoning graf, y, and the inverse embedding architecture to

ef ciently compute the embedding(Ga: y). Finally, the variational posterior consists of
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two parts:

Q (via;a/ exp W fen(q) + o (d)” &(Gar y) (3.8)

where the normalization is done over all entitigsin the scopeG,. Furthermore, the
embedding operatoffg,; f: and parametersW, g,,v (¢ are de ned in the same way as
Equation 3.4 and Equation 3.6 but with different set of parameters. One can also share the

parameter to obtain a more compact model.

3.3.2 REINFORCEwith VarianceReduction

Since the latent variablg in the variational objective Equation 3.7 takes discrete values,
which is not differentiable with respect ta we use the REINFORCE algorithm [94] with
variance reduction [95] to tackle this problem.

First, using the likelihood ratio trick, the gradientlofwith respect to posterior param-
eters can be computed as (for simplicity of notation, we assume that there is only one
training instance, i.eN = 1):

h i
r L=Eqg yiga I 109Q (vig;dA(y;q;d ; (3.9)

whereA(y;q;d = log P ,(yjq) +log P ,(ajy;q 1ogQ (yjq;a can be treated as the
learning signal in policy gradient.

Second, to reduce the variance of gradient, we center and normalize the’sigrnal 8
and also subtract a baseline functlgq; @ [95]. Finally, the gradient in Equation 3.9 can

be approximated by the Monte Carlo method udthgamples of the latent variable from

Q:

1 P K P,
r L g jar logQ (yija;a
AYi9d ) g g (3.10)
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where~ and~ estimate the mean and standard deviatioA@f ; d; & with moving aver-
age.h(q; @ is another neural network that ts the expected normalized learning signal. In
our experiments, we simply build a two-layer perceptron with concatenated one-hot answer
and question features. Helogg; a) tries to t A(y;;q;a = M by minimizing the
square loss. For other parametersand , in P ,(yjq) andP ,(ajy; q) respectively, the

gradients are computed in the normal way.

3.3.3 Inference

During inference, we are only given the questpmand ideally we want to nd the answer
by computingarg max;., log (P , (yjg)P ,(ajy; d)). However, this computation is quadratic

in the number of entities and thus too expensive. Alternatively, we can approximate it via

and then the answer is given by

a= argmax  logP ,(ajy;0): (3.11)
a2Gy;y2f y1jy2;iiy«g

In our experiments, we found th&t = 1 (equivalent as greedy inference) can already

achieve good performance.

3.4 Experiments

3.4.1 TheMETAQA Benchmark

There is an existing public QA dataset named WikiMovjeghich consists of question-
answer pairs in the domain of movies and provides a medium-sized knowledge graph [26].
However, it has several limitations: 1) all questions in it are single-hop, thus it is not able
to evaluate the ability of reasoning; 2) there is no noise on the topic entity in question, so it

can be easily located in the knowledge graph; 3) it is generated from very limited number

3|t is available ahttps://research.fb.com/downloads/babi.
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of text templates, which is easy to be exploited by models and of limited practical value.
Some small datasets like WebQuestions [21] are mostly for single-hop questions; while
WikiTableQuestions [96] involves tiny knowledge table for each question, instead of one
large-scale knowledge graph shared among all questions.

Thus in this thesis, we introduce a new challenging question-answer benchnerkQWA
(MoviE Text Audio QA). It contains more than 400K questions for both single and multi-
hop reasoning, and provides more realistic text and audio versioasAQIA serves as a

comprehensive extension of WikiMovies.

» Vanilla: We have the original WikiMovies as the Vanilla 1-hop dataset. For multi-
hop reasoning, we design 21 types of 2-hop questions and 15 types of 3-hop ques-

tions, and generate them by random sampling from a text template pool.

 NTM: Thanks to the recent breakthrough in neural translation models (NTM), we
can introduce more variations over the Vanilla datasets. We use a NTM trained by
dual learning techniques [97] to paraphrase question by rst translating it from En-
glish to French, and then sample translations back to English with beam search. The
guestions in the NTM dataset have different wordings but keep the same meaning.

This dataset also contains 1-hop, 2-hop and 3-hop categories.

* Audio: To make it even more practical and challenging, we generate audio datasets
with the help of text-to-speech (TTS) system. We use Google TTS service to read
all the questions in Vanilla. We also provide extracted MFCC features for each ques-
tion. The Audio dataset also contains 1-hop, 2-hop and 3-hop categories. Note that
although the audio is machine-generated, it is still much less regulated compared to
text-template-generated data, and have a lot of variations in waveforms. For example,
even for the same word, the TTS system can have different intonations depending on

the word position in question and other context words.
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Figure 3.3: Improvement of the entity recognizer.

3.4.2 CompetitorMethods

We have three competitor methods: 1) as discussed in Section 3.5, &libkmproposed
Key-Value Memory Networks (KV-MemNN), and reported state-of-the-art results at that
time on WikiMovies; 2) Borde®t al's QA system also tries to embed the inference sub-
graph for reasoning [90], but the representation is simply an unordered bag-of-relationships
and neighbor entities; 3) the “supervised embedding” is considered as yet another baseline
method, which is a simple approach but often works surprisingly well as reported in [88].

We implement baseline methods with Tensor ow. Our results on Vanilla 1-hop are
consistent with the reported performance in [26]. We take whichever higher and report it
in Table 3.1. For example, our KV-MemNN obtains 95.8% test accuracy, while the original
paper reports 93.9% on the same dataset, so we just report 95.8% in table.

When training KV-MemNN, we use the same number of “internal hops” as the hop
number of that dataset. We also try to use more “internal hops” than the dataset hop number,
but it is not helpful. Also, we insert knowledge items within 3 hops of the located topic
entity to the memory slots, which ensures that if the topic entity is correctly matched, the

answer is existing somewhere in the memory array.
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3.4.3 ExperimentaSettings

We use all the datasets inBMAQA for experiments. We follow the same split of train,
validation and test for all datasets. We tune the hyperparameters on validation set for all
methods. In both Vanilla and NTM, we use bag-of-words representation for entity name to
parameteriz&Vy in Equation 3.3.

For Vanilla, we have two different settings: 1) provide the entity labels in all questions,
so that we can compare with KV-MemNN under the same setting of Mitlat. on Vanilla
1-hop dataset; 2) only provide 5% entity labels among all questions, named as Vanilla-
EU (EU stands for topic entity unlabeled). We make all the methods use bag-of-words
representation of the question, and avoid hard entity matching. This setting is more of a
sanity check of how much the method is dependent on labeled topic entities. In practice,
hard matching can always be an option on text data, but it is not feasible for audio data.

To make task more realistic and challenging, we experiment with EU setting for NTM
and Audio datasets. For NTM-EU, only 5% topic entity labels among all questions are
provided. For Audio-EU, a higher labeled ratio 20% since it is much more dif cult than
text data. To handle the variant length of audio questions, we use a simple convolutional
neural network (CNN) with three convolutional layers and three max-pooling layers to
embed the audio questions into xed-dimension vectors.

For all the EU setting above, the small set of entity labeled questions are used to ini-
tialize a topic entity recognizer. After that, all methods train on entire dataset but without
the entity labels. For VRN, we show that this pre-trained recognizer will also get improved

with variational joint training; for other baselines, the entity recognizer will be xed.

3.4.4 ResultsandDiscussions

The experimental results are listed in Table 3.1 and Table 3.2.

Vanilla: Since all the topic entities are labeled, Vanilla mainly evaluates the ability of logic
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Table 3.1: Test results (% hits@1) on Vanilla and Vanilla-EU datasets. EU stands for entity
unlabeled.

Vanilla Vanilla Vanilla Vanilla-EU Vanilla-EU Vanilla-EU

1-hop 2-hop 3-hop 1-hop 2-hop 3-hop
VRN 97.5 89.9 62.5 82.0 75.6 38.3
Bordeset al.'s QA system  95.7 81.8 28.4 39.5 38.3 26.9
KV-MemNN 95.8 25.1 10.1 35.8 10.3 10.5
Supervised embedding 54.4 29.1 28.9 18.1 23.2 25.3

Table 3.2: Test results (% hits@1) on NTM-EU and Audio-EU datasets. EU stands for
entity unlabeled.

NTM-EU NTM-EU NTM-EU Audio-EU Audio-EU Audio-EU
1-hop 2-hop 3-hop 1-hop 2-hop 3-hop

VRN 81.3 69.7 38.0 37.0 24.6 211
Bordeset al.'s QA system 32.5 32.3 25.3 18.5 19.3 15.3
KV-MemNN 33.9 8.7 10.2 4.3 7.0 15.3
Supervised embedding 16.1 22.8 24.2 4.1 6.1 12.1

reasoning. Note that Vanilla 1-hop is the same as WikiMovies, which is included for sanity
check. All the baseline methods achieve similar performance as reported in the original
papers [26, 90], while our method performs the best. It is clear to see that 2- and 3-hop
guestions are harder, leading to signi cant accuracy drop on all methods. Nevertheless, our
method still achieves promising results and lead competitors by a large margin. We notice
that KV-MemNN is not performing well on multi-hop reasoning, perhaps due to explosion

of relevant knowledge items.

Vanilla-EU: Without topic entity labels, all reasoning-based methods are getting worse on

multi-hop questions. However, supervised embedding gets better in this case, since it just
learns to remember the pair of question and answer entities. According to the statistics,
a big portion of questions can be answered by just memorizing the pairs in training data.

That explains why supervised embedding behaves differently on this dataset.

NTM-EU: The questions in this dataset are paraphrased by neural translation model, which

increases the variety of wordings, and makes the task harder. It is reasonable that all meth-
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ods are getting slightly worse results compared to Vanilla-EU. The same explanation ap-
plies to supervised embedding, which is not reasoning but memorizing all the pairs. This
is indeed weak generalization and it takes advantage of the nature of this dataset, but it is

not likely to perform well on new entity pairs.

Audio-EU: This audio dataset is the most challenging one. As mentioned in Section 3.4.1,
even the same word can be pronounced in a variety of intonations. Itis hard to recognize the
entity in audio data, also hard to tell the question type. It is not surprising that all methods
perform worse compared to text data. Our method achieves 37% on 1-hop audio questions,
which is very promising. For 2-hop and 3-hop questions, our method still outperforms other
methods. Clearly, there is large room for improvement on audio QA. We leave it as future
work, and hopefully the MTAQA benchmark can facilitate more researchers working on

QA systems.

3.4.5 Model Ablation

Since our framework uses variational method to jointly learn the entity recognizer and
reasoning graph embedding, we here do the model ablation to answer the following two
guestions:1) is the reasoning graph embedding approach necessary for inference? 2) is

the variational method helpful for joint training?

Importance of reasoning graph embedding:As the results shown in Table 3.1, our pro-
posed VRN outperforms all the other baselines, especially in 3-hop setting. Since this
experiment only compares the reasoning ability, it clearly shows that simply representing

the inference rule as linear combination of reasoning graph entities is not enough.

Improvement of entity recognition with joint training: In Figure 3.3 we show that using
our joint training framework with variance reduction REINFORCE, we can improve the
entity recognition performance further without the corresponding topic entity label super-

vision. For 1-hop and 2-hop questions, our model can improve greatly. While for 3-hop,
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since the inference task is much harder, we can only marginally improve the performance.
For audio data, we've improved by 10% in 1-hop case, and it is hard to improve further for
multi hops. In Table 3.1, the baselines perform signi cantly worse in the EU setting, due

to the absence of joint training.

3.4.6 Inspectionof Learningandinference

We studied the convergence of our learning algorithm, which shows that the variance re-
duction technique helps the convergence signi cantly, while simpler tasks converge better.
To answer What are the main languages in David Mandel Inisthe model learns to nd

the movieEuroTrip rst through directedor wrote relationships, then follovin_language

to get the correct answ&erman For visualizing general multi-hop reasoning, attention

mechanism in the aggregation operator of each node would be helpful.

3.5 Related Work

QA with semantic parser: Most traditional approaches for KG-powered QA are based

on semantic parsers, which map the question to a certain meaning representation or log-
ical form [18, 19, 20, 21, 22, 98, 99], or directly map the question to an executable pro-
gram [23]. These approaches require domain-speci c grammars, rules, or ne-grained
annotations. Also, they are not designed to handle noisy questions, and do not support

end-to-end training since they use separate stages for question parsing and logic reasoning.

Neural approaches for QA: The family of memory networks achieves state-of-the-art
performance in various kinds of QA tasks. Some of them are able to do reasoning within
local context [24, 25] using attention mechanism [100]. For QA with KG, Miderl.
achieves state-of-the-art performance, outperforming previous works [90, 84] on bench-
mark datasets. Recent work [27] uses neural programmer model for QA with single knowl-
edge table. However, the multi-hop reasoning capability of these approaches depends on

recurrent attentions and there is no explicit traversal over the KG.
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Graph embedding: Recently, researchers have built deep architectures to embed struc-
tured data, such as trees [101, 102, 103] or graphs [91, 92, 93]. Also some works [85,
104] extend it to sequential case like multi-step reasoning. However, these approaches
only work on small instances like sentences or molecules. Instead, our work embeds the

reasoning-graph from source entity to every target entity in large-scale knowledge graph.

Multi-hop reasoning: There are some other works on knowledge graph completion with
traversal, which requires path sampling [87, 105] or dynamic programming [106]. Our
work can handle QA with natural language or human speech, and the reasoning-graph
embeddings can represent complicated reasoning rules. In summary, most of the existing
approaches have separate stages for entity locating, such as keyword matching, frequency-
based method, and domain-speci ¢ methods [107]. Since they are not jointly trained with
the reasoning part, the errors in entity locating (e.g., incorrectly recognized name entity

from speech recognition system) will be cascaded to the downstream QA system.

3.6 Discussion

Knowledge graph (KG) is known to be helpful for the task of question answering (QA),
since it provides well-structured relational information between entities, and allows one to
further infer indirect facts. However, it is challenging to build QA systems which can learn
to reason over knowledge graphs based on question-answer pairs alone. First, when people
ask questions, their expressions are noisy (for example, typos in texts, or variations in
pronunciations), which is non-trivial for the QA system to match those mentioned entities
to the knowledge graph. Second, many questions require multi-hop logic reasoning over
the knowledge graph to retrieve the answers.

To address these challenges, we propose a novel and uni ed deep learning architec-
ture, and an end-to-end variational learning algorithm which can handle noise in questions,
and learn multi-hop reasoning simultaneously. Our method achieves state-of-the-art per-

formance on a recent benchmark dataset in the literature. We also derive a series of new
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benchmark datasets, including questions for multi-hop reasoning, questions paraphrased by
neural translation model, and questions in human voice. Our method yields very promising

results on all these challenging datasets.
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CHAPTER 4
PROBABILISTIC LOGIC REASONING OVER KNOWLEDGE GRAPHS

4.1 Overview

Knowledge graphs collect and organize relations and attributes about entities, which are
playing an increasingly important role in many applications, including question answering
and information retrieval. Since knowledge graphs may contain incorrect, incomplete or
duplicated records, additional processing such as link prediction, attribute classi cation,
and record de-duplication is typically needed to improve the quality of knowledge graphs
and derive new facts.

Markov Logic Networks (MLNs) were proposed to combine hard logic rules and prob-
abilistic graphical models, which can be applied to various tasks on knowledge graphs [64].
The logic rules incorporate prior knowledge and allow MLNSs to generalize in tasks with
small amount of labeled data, while the graphical model formalism provides a principled
framework for dealing with uncertainty in data. However, inference in MLN is computa-
tionally intensive, typically exponential in the number of entities, limiting the real-world
application of MLN. Also, logic rules can only cover a small part of the possible combina-
tions of knowledge graph relations, hence limiting the application of models that are purely
based on logic rules.

Graph neural networks (GNNs) have recently gained increasing popularity for address-
ing many graph related problems effectively [92, 85, 108, 109]. GNN-based methods typi-
cally require suf cient labeled instances on speci ¢ end tasks to achieve good performance,
however, knowledge graphs have the long-tail nature [110], i.e., a large portion the relations
in only are a few triples. Such data scarcity problem among long-tail relations poses tough

challenge for purely data-driven methods.
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Figure 4.1: Overview of our method for combining MLN and GNN using the variational
EM framework.

In this thesis, we explore the combination of the best of both worlds, aiming for a
method which is data-driven yet can still exploit the prior knowledge encoded in logic rules.
To this end, we design a simple variant of graph neural networks, named ExpressGNN,
which can be ef ciently trained in the variational EM framework for MLN. An overview

of our method is illustrated in Figure 4.1.

ExpressGNN and the reasoning framework lead to the following desiderata:

» Ef cient inference and learningExpressGNN can be viewed as the inference net-
work for MLN, which scales up MLN inference to much larger knowledge graph

problems.

» Combining logic rules and data supervisioExpressGNN can leverage the prior
knowledge encoded in logic rules, as well as the supervision from graph structured

data.

» Compact and expressive modekpressGNN may have small number of parameters,

yet it is suf cient to represent mean- eld distributions in MLN.

» Capability of zero-shot learningExpressGNN can deal with the zero-shot learning

problem where the target predicate has few or zero labeled instances.

33



4.2 Background

Knowledge Graph. A knowledge graph is a tupl& = (C R;O) consisting of a set

also called constants. For instance, a constant can be a person or an object. Relations
are also callegredicates Each predicate is a logic function de ned overi.e.,r() :
C ::: C7'f 0;19:Ingeneral, the arguments of predicates are asymmetric. For instance,
for the predicate (c;d := L(c;d (L for Like ) which checks whethet likes c° the
arguments andc’are not exchangeable.

With a particular set of entities assigned to the arguments, the predicate is called a
ground predicate, anglach ground predicate a binary random variable, which will
be used to de ne MLN.

For ad-ary predicate, there afd ¢ ways to ground it. We denote an assignment as
a,. For instance, witte, = (c;d, we can simply write a ground predicatéc; ) as
r(a;). Each observed fact in knowledge bases is a truth Vialugg assigned to a ground
predicate. For instance, a fastcan be[L(c;® = 1]. The number of observed facts is
typically much smaller than that of unobserved facts. We adopt the open-world paradigm
and treat thesenobserved facts latent variables.

As a clearer representation, we express a knowledgekbégea bipartite graple =
(G O;E), where nodes on one side of the graph correspond to con§tamd nodes on

the other side correspond to observed f&tsvhich is calledfactor in this case. The set

an edgee = ( c; 0; i) between node ando exists, if the ground predicate associated with

usesc as an argument in itsth argument position (Figure 4.2).

Markov Logic Networks. MLNSs use logic formulae to de ne potential functions in undi-

rected graphical models. A logic formuld ) : C ::: C 7!'f 0;1gis a binary function
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Figure 4.2: Bottom A knowledge base as a factor graphA; C; D g are entities, and
F (Friend ) andS (Smoke) are predicatesTop Markov Logic Network (MLN) with
formulaf (c;® := : S(¢) _: F(c;d _S(dY). Shaded circles correspond to latent variables.

de ned via the composition of a few predicates. For instance, a logic formida® can

be
Smoke(c) » Friend (c;®)) Smoked) ,: Smokec) : Friend (c;d) _ Smoke(d):;

where: is negation and the equivalence is established by De Morgan's law. Similar to
predicates, we denote an assignment of constants to the arguments of a forasa,
and the entire collection of consistent assignments of constarts asfaf;a?;:::g. A
formula with constants assigned to all of its arguments is called a ground formula. Given
these logic representations,

MLN can be de ned as a joint distribution over all observed fa@tand unobserved

factsH as
PW (O, H) = Z(wy exp fop Wi a2A; f (af ) ) (41)

whereZ (w) is the partition function summing over all ground predicates a(d) is the
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potential function de ned by a formulf as illustrated in Figure 4.2.

One form of () can simply be the truth value of the logic formdla For instance,
if the formulaisf (c;® = : S(c) _: F(c; D _ S(cD), then ¢ (c;d can simply take value
1 whenf (c; & is true andd otherwise. Other more sophisticatedcan also be designed,
which have the potential to take into account complex entities, such as images or texts, but
will not be the focus of this thesis. The weight can be viewed as the con dence score

of the formulaf : the higher the weight, the more accurate the formula is.

Difference between KG and MLN. We note that the graph topology of knowledge graphs
and MLN can are very different, although MLN is de ned on top of knowledge graphs.
Knowledge graphs are typically very sparse, where the number of edges (observed rela-
tions) is typically linear in the number of entities. However, the graphs associated with
MLN are much denser, where the number of nodes can be quadratic or more in the num-
ber of entities, and the number of edges (dependency between variables) is also high-order

polynomials in the number of entities.

4.3 Variational EM for Markov Logic Networks

In this section, we introduce the variational EM framework for MLN inference and learn-
ing, where we will use ExpressGNN as a key component (detailed in Section 4.4).
Markov Logic Networks model the joint probabilistic distribution of all observed and
latent variables, as de ned in Equation 4.1. This model can be trained by maximizing the
log-likelihood of all the observed factegP,,(O). However, it is intractable to directly
maximize the objective, since it requires to compute the partition funéiev) and inte-

grate over all variable® andH. We instead optimize the variational evidence lower bound
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(ELBO) of the data log-likelihood, as follows
h [ h [
logPy (O) > Leeo(Q ;Pw) = Eq (Ho) 10gPw (O;H)  Eq (o) 10gQ (HjO) ;
(4.2)

whereQ (HjO) is a variational posterior distribution of the latent variables given the
observed ones. The equality in Equation 4.2 holds if the variational pos€ri@jO )
equals to the true posterié, (HjO ). We then use the variational EM algorithm [111] to
effectively optimize the ELBO. The variational EM algorithm consists of an expectation
step (E-step) and a maximization step (M-step), which will be called in an alternating fash-
ion to train the model: 1) In the E-step (Section 4.3.1), we infer the posterior distribution of
the latent variables, whei®, is xed andQ is optimized to minimize the KL divergence
betweenQ (HjO) andP,, (HjO); 2) In the M-step (Section 4.3.2), we learn the weights
of the logic formulae in MLN, wher€ is xed andP,, is optimized to maximize the data

log-likelihood.

4.3.1 E-step:Inference

In the E-step, which is also known as timéerencestep, we are minimizing the KL di-
vergence between the variational posterior distribut@r(HjO ) and the true posterior
distribution P, (HjO ). The exact inference of MLN is computationally intractable and
proven to be NP-complete [64]. Therefore, we choose to approximate the true posterior
with a mean- eld distribution, since the mean- eld approximation has been demonstrated
to scale up large graphical models, such as latent Dirichlet allocation for modeling topics
from large text corpus [112]. In the mean- eld variational distribution, each unobserved

ground predicate(a;) 2 H is independently inferred as follows:

Q (H0) = 2,10 i Q (F(a); 4.3)
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where each factorized distributid@ (r(a;)) follows the Bernoulli distribution. We pa-
rameterize the variational posteriQr with deep learning models as our neural inference
network. The design of the inference network is very important and has a lot of consider-
ations, since we need a compact yet expressive model to accurately approximate the true
posterior distribution. We employ graph neural networks with tunable embeddings as our
inference network (detailed in Section 4.4), which can trade-off between the model com-
pactness and expressiveness.

With the mean- eld approximatior, g go(Q ; Pw) de ned in Equation 4.2 can be re-
organized as below:

X X h [ X h [

Wy Eo (o) (&) logZ(w) Eq (ra) 109Q (r(&)) ;

f2F ar 2A ¢ r(ar)2H

(4.4)

wherew; is xed in the E-step and thus the partition functidr{w) can be treated as a
constant. We notice that the rst terBg (njo)[logPw (O;H)] has the summation over

all formulae and all possible assignments to each formula. Thus this double summation
may involve a large number of terms. The second tBgnyio)[logQ (HjO )] is the sum

of entropy of the variational posterior distributio@s(r (a;)), which also involves a large
number of terms since the summation ranges over all possible latent variables. Typically,
the number of latent facts in database is much larger than the number of observed facts.
Thus, both terms in the objective function pose the challenge of intractable computational
cost.

To address this challenge, we sample mini-batches of ground formulae to break down
the exponential summations by approximating it with a sequence of summations with a
controllable number of terms. More speci cally, in each optimization iteration, we rst
sample a batch of ground formulae. For each ground formula in the sampled batch, we

compute the rst term in Equation 4.4 by taking the expectation of the corresponding po-
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tential function with respect to the posterior of the involved latent variables. The mean- eld
approximation enables us to decompose the global expectation over the entire MLN into
local expectations over ground formulae. Similarly, for the second term in Equation 4.4,
we use the posterior of the latent variables in the sampled batch to compute a local sum of
entropy.

For tasks that have suf cient labeled data as supervision, we can add a supervised learn-

ing objective to enhance the inference network, as follows:

p
Liabel(Q ) = f(ar)20 logQ (r(a)): (4.5)

This objective is complementary to the ELBO on predicates that are not well covered by
logic rules but have suf cient observed facts. Therefore, the overall E-step objective func-

tion becomes:

L = Leso(Q ;Pw)+ Liael(Q ); (4.6)

where is a hyperparameter to control the weight. This overall objective essentially com-

bines the knowledge in logic rules and the supervision from labeled data.

4.3.2 M-step:Learning

In the M-step, which is also known as thearning step, we are learning the weights of
logic formulae in Markov Logic Networks with the variational poster@r(HjO ) xed.

The partition functionZ (w) in Equation 4.4 is not a constant anymore, since we need
to optimize those weights in the M-step. There are exponential number of terms in the
partition functionZ(w), which makes it intractable to directly optimize the ELBO. To

tackle this problem, we adopt the widely used pseudo-log-likelihood [64] as an alternative
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objective for optimization, which is de ned as:

hp i
PW(O; H) = EQ (HjO) r(ar)2H IogPW(r(a)j MBr(ar)) ; (4-7)

where MB (,,) is the Markov blanket of the ground predicatg ), i.e., the set of ground
predicates that appear in some grounding of a formula wi#). For each formula
that connects(a,) to its Markov blanket, we optimize the formula weight by gradient

descent, with the derivative:

I w Eq [logPw(r(a) i MBa))l " Yra) Puw(r(a)]MBia)); (4.8)

wherey, ) = 0 or 1if r(a,) is an observed fact, ang,) = Q (r(a;)) otherwise. With
the independence property of Markov Logic Networks, the gradients of the logic formulae
weights can be ef ciently computed on the Markov blanket of each variable.

For the M-step, we design a different sampling scheme to make it computationally ef -
cient. For each variable in the Markov blanket, we take the truth value if it's observed and
draw a sample from the variational poster@r if it's latent. In the M-step, the ELBO of
a fully observed ground formula depends on the formula weight, thus we need to consider
all the fully observed ground formulae. It is computationally intractable to use all possi-
ble ground predicates to compute the gradients in Equation 4.8. To tackle this challenge,
we simply consider all the ground formulae with at most one latent predicate, and pick up
the ground predicate if its truth value determines the formula’'s truth value. Therefore, we
keep a small subset of ground predicates, each of which can directly determine the truth
value of a ground formula. Intuitively, this small subset contains all representative ground
predicates, and makes good estimation of the gradients with much cheaper computational

cost.
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4.4 Inference Network Design: ExpressGNN

In the neural variational EM framework, the key component is the posterior model, or the
inference network. We need to design the inference network that is both expressive and
ef cient to approximate the true posterior distribution. A recent concurrent work [67] uses
a attened embedding table as the entity representation to model the posterior. However,
such simple posterior model is not able to capture the structure knowledge encoded in the
knowledge graph. We employ graph neural networks with tunable embeddings to design
our inference network. We also investigate the expressive power of GNN from theoretical
perspective, which justi es our design.

Our inference network, named ExpressGNN, consists of three parts: the rst part is
a vanilla graph neural network (GNN), the second part uses tunable embeddings, and the
third part uses the embeddings to de ne the variational posterior. For simplicity, we assume
that each predicate has two arguments (i.e., consider¢ojy’)). We design each part as

follows:

* We build a GNN on the knowledge gragh, which is much smaller than the ground
graph of MLN (see comparison in Figure 4.2). The computational graph of the GNN
is given in Algorithm 2. The GNN parameterg and , are shared across the entire
graph and independent of the number of entities. Therefore, the GNN is a compact

model withO(d?) parameters gived dimensional embeddings, 2 RC.

* For each entity in the knowledge graph, we augment its GNN embedding with a
tunable embedding . 2 Rk as”; = [ ;! ¢J. The tunable embeddings increase the
expressiveness of the model. As there Mreentities, the number of parameters in

tunable embeddings (kM ).

» We use the augmented embeddingx0adndc, to de ne the variational posterior.
Specically, Q (r(c;;c)) = (MLR(%; " e,i; 3)), Where () = W The

number of parameters in is O(d + k).
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Algorithm 2: GNN)

1 Initialize entity node: & = o; 8c2C
2fort=0toT 1do
3 | . Compute messadgir(c;d 2O

4 | mg@ o= MLR( st a)
. Aggregate messa@x 2 C
6 mg:tﬂ) = AGGf mf})? Cgcozr(c;co)ZO)
7 . Update embeddin8c 2 C

s | &P =MLR( Oimi; )

9 return embedding$ ET)g

In summary, ExpressGNN can be viewed as a two-level encoding of the entities: the
compact GNN assigns similar embeddings to similar entities in the knowledge graph, while
the expressive tunable embeddings provide additional model capacity to encode entity-
speci ¢ information beyond graph structures. The overall number of trainable parameters
in ExpressGNN i©(d? + kM ). By tuning the embedding sizkandk, ExpressGNN can
trade-off between the modebmpactnessind expressivenessFor large-scale problems
with a large number of entitied is large), ExpressGNN can save a lot of parameters by

reducingk.

4.5 Expressive Power of GNN as Inference Network

The combination of GNN and tunable embeddings makes the model suf ciently expressive
to approximate the true posterior distributions. Here we provide theoretical analysis on the
expressive power of GNN in the mean- eld inference problem, and discuss the bene t of
combining GNN and tunable embeddings in ExpressGNN.

Recent studies [113, 114] show that the vanilla GNN embeddings can represent the
results of graph coloring, but fail to represent the results of the more strict graph isomor-
phism check, i.e., GNN produces the same embedding for some nodes that should be dis-
tinguished. We rst demonstrate this problem by a simple example:

Example. Figure 4.3 involves four entities (A, B, E, F), two predicates (FrieR(; ),
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Figure 4.3:Bottom A knowledge base with 0-1-0-1 loopop MLN.

Like: L(; )), and one formulaK(c;® ) L(c;d). In this example, MLN variables have
different posteriors, but GNN embeddings result in the same posterior representation. More

speci cally,

» Entity A andB have opposite relations with, i.e.,F(A;E) = 1 versusF(B;E) =
0 in the knowledge graph, but running GNN on the knowledge graph will always

produce the same embeddingsfoandB,i.e., o = 5.

* L(A; E) andL(B; E) apparently have different posteriors. However, using GNN em-
beddings@Q (L(A;E))= (MLR( a; ;L)) isalwaysidenticalt® (L(B;E)) =
(MLRy( B; e:L)).

We can formally prove that solving the problem in the above example requires the graph

embeddings to distinguish any non-isomorphic nodes in the knowledge graph.

43



distribution in any MLN if and only if the nodés;;  ;c,) and(c?;  ;c2) are isomor-
phic in the knowledge grapG .

Implied by the theorem, to obtain an expressive enough representation for the posterior,
we need a more powerful GNN variant. A recent work has proposed a powerful GNN
variant [115], which can handle small graphs such as chemical compounds and protein
structures, but it is computationally expensive due to the usage of high-dimensional tensors.
As a simple yet effective solution, ExpressGNN augments the vanilla GNN with additional
tunable embeddings, which is a trade-off between the compactness and expressiveness of
the model.

In summary, ExpressGNN has the following nice properties:

» Ef ciency. ExpressGNN directly works on the knowledge graph, instead of the huge
MLN grounding graph, making it much more ef cient than the existing MLN infer-

ence methods.

» CompactnessThe compact GNN model with shared parameters can be very memory

ef cient, making ExpressGNN possible to handle industry-scale problems.

» ExpressivenessThe GNN model can capture structure knowledge encoded in the
knowledge graph. Meanwhile, the tunable embeddings can encode entity-speci c in-
formation, which compensates for GNN's de ciency in distinguishing non-isomorphic

nodes.

» Generalizability With the GNN embeddings, ExpressGNN may generalize to new
entities or even different but related knowledge graphs unseen during training time

without the need for retraining.
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4.6 Experiments

Benchmark datasets. We evaluate ExpressGNN and other baseline methods on four
benchmark datasets: UW-CSE [64], Cora [116], synthetic Kinship datasets, and FB15K-

237 [117] constructed from Freebase [5].

General settings.We conduct all the experiments on a GPU-enabled (Nvidia RTX 2080

Ti) Linux machine powered by Intel Xeon Silver 4116 processors at 2.10GHz with 256GB
RAM. We implement ExpressGNN using PyTorch and train it with Adam optimizer [118].

To ensure a fair comparison, we allocate the same computational resources (CPU, GPU and
memory) for all the experiments. We use the default tuned hyperparameters for competitor

methods, which can reproduce the experimental results reported in their original works.

Model hyperparameters. For ExpressGNN, we use 0.0005 as the initial learning rate, and
decay it by half for every 10 epochs without improvement of validation loss. For Kinship,
UW-CSE and Cora, we run ExpressGNN with a xed number of iterations, and use the
smallest subset from the original split for hyperparameter tuning. For FB15K-237, we use
the original validation set to tune the hyperparameters. We use a two-layer MLP with ReLU
activation function as the nonlinear transformation for each embedding update step in the
GNN model. We learn different MLP parameters for different steps. To increase the model
capacity of ExpressGNN, we also use different MLP parameters for different edge type,
and for a different direction of embedding aggregation.

For each dataset, we search the con guration of ExpressGNN on either the validation
set or the smallest subset. The con guration we search includes the embedding size, the
split point of tunable embeddings and GNN embeddings, the number of embedding update
steps, and the sampling batch size. For the inference experiments, the weights for all the
logic formulae are xed as 1. For the learning experiments, the weights are initialized as
1. For the choice of in the combined objective in Equation 4.6, we set = 0 for the

inference experiments, since the query predicates are never seen in the training data and no
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supervision is available. For the learning experiments, we sel .

4.6.1 Comparisorto MLN InferenceMethodsandAblation Study

We rst evaluate the inference accuracy and ef ciency of ExpressGNN. We compare our
method with several strong MLN inference methods on UW-CSE, Cora and Kinship datasets.
We also conduct ablation study to explore the trade-off between GNN and tunable embed-

dings.

Experiment settings. For the inference experiments, we x the weights of all logic rules

as 1. A key advantage of MLN is that it can handle open-world setting in a consistent
probabilistic framework. Therefore, we adopt open-world setting for all the experiments,
as opposed to closed-world setting where unobserved facts (except the query predicates)

are assumed to be false.

Prediction tasks. The deductive logic inference task is to answer queries that typically in-
volve single predicate. For example in UW-CSE, the task is to predi&diisedBy (c,c9
relation for all persons in the set. In Cora, the task is to de-duplicate entities, and one of
the query predicates BameAuthor (c,c9. As for Kinship, the task is to predict whether

a person is male or female, i.dMlale( ¢). For each possible substitution of the query

predicate with different entities, the model is tasked to predict whether it's true or not.

Evaluation metrics. Following existing studies [64, 116], we use area under the precision-
recall curve (AUC-PR) to evaluate the inference accuracy. To evaluate the inference ef -

ciency, we use wall-clock running time in minutes.

Competitor methods. We compare our method with several strong MLN inference al-
gorithms, including MCMC (Gibbs Sampling) [119, 64]), Belief Propagation (BP) [120],
Lifted Belief Propagation (Lifted BP) [121], MC-SAT [122] and Hinge-Loss Markov Ran-
dom Field (HL-MRF) [123, 124].

46



Table 4.1: Inference accuracy (AUC-PR) of different methods on three benchmark datasets.

Method Kinship UW-CSE Cora

S1 S2 S3 <4 S5 Al Graphics Language Systems Theory (avg)
MCMC 0.53 - - - - - - - - - -
BP/Lifted BP  0.53 0.58 0.55 0.55 0.56 0.01 0.01 0.01 0.01 0.01
MC-SAT 0.54 0.60 055 055 - 0.03 0.05 0.06 0.02 0.02
HL-MRF 1.00 1.00 1.00 1.00 - 0.06 0.06 0.02 0.04 0.03 -
ExpressGNN-E 0.97 0.97 0.99 0.99 0.99 0.09 0.19 0.14 0.06 0.09 0.64
Method Inference Time (minutes)

Al Graphics Language Systems Theory

MCMC >24h  >24h >24h >24h  >24h
BP 408 352 37 457 190
Lifted BP 321 270 32 525 243
MC-SAT 172 147 14 196 86
HL-MRF 135 132 18 178 72
ExpressGNN-E 14 20 5 7 13

Figure 4.4:Left/ Right Inference time on UW-CSE/Kinship respectively. N/A indicates
the method is infeasible.

Inference accuracy. The results of inference accuracy on three benchmark datasets are
reported in Table 4.1. A hyphen in the entry indicates that it is either out of memory or
exceeds the time limit (24 hours). We denote our method as ExpressGNN-E since only
the E-step is needed for the inference experiments. Note that since the lifted BP is guar-
anteed to get identical results as BP [121], the results of these two methods are merged
into one row. For these experiments, ExpressGNN-E uses 64-dim GNN embeddings and
64-dim tunable embeddings. On Cora, all the baseline methods fail to handle the data
scale under open-world setting, and ExpressGNN-E achieves good inference accuracy. On
UW-CSE, ExpressGNN-E consistently outperforms all baselines. The Kinship dataset is
synthesized and noise-free, and the number of entities increases linearly on the ve sets
S1-S5. HL-MRF achieves perfect accuracy for S1-S4, but is infeasible on the largest set
S5. ExpressGNN-E yields similar but not perfect results, which is presumably caused by

the stochastic nature of our sampling and optimization procedure.

Inference ef ciency. The inference time corresponding to the experiments in Table 4.1
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Table 4.2: AUC-PR for different combinations of GNN and tunable embeddings. dune
stands foid-dim tunable embeddings and GNiINstands foid-dim GNN embeddings.

: Cora

Con guration

S1 S2 S3 S4 S5
Tune64 0.57 0.74 0.34 0.55 0.70
GNN64 0.57 0.58 0.38 0.54 0.53
GNN64+Tune4 0.61 0.75 0.39 0.54 0.70
Tunel28 0.62 0.76 0.42 0.60 0.73
GNN128 0.60 0.59 0.45 0.55 0.61
GNN64+Tune64 0.62 0.79 0.46 0.57 0.75

is summarized in Figure 4.4. On UW-CSE (left table), ExpressGNN-E uses much shorter

time for inference compared to all the baseline methods, and meanwhile ExpressGNN-E

achieves the best inference performance. On Kinship (right gure), as the data size grows

linearly from S1 to S5, the inference time of most baseline methods grows exponentially,

while ExpressGNN-E maintains a nearly constant time cost, demonstrating its nice scala-

bility. Some baseline methods such as MCMC and MC-SAT become infeasible for larger

sets. HL-MRF maintains a comparatively short inference time, however, it has a huge

increase of memory cost and is not able to handle the largest set S5.

Ablation study. ExpressGNN can trade-off the compactness and expressiveness of model

by tuning the dimensionality of GNN and tunable embeddings. We perform ablation study

on the Cora dataset to investigate how this trade-off affects the inference accuracy. Results

of different con gurations of ExpressGNN-E are shown in Table 4.2. It is observed that

GNN64+Tune4 has comparable performance with Tune64, but is consistently better than

GNNG64. Note that the number of parameters in GNN64+Tun@4@g+4jCj), while that

in Tune64 i0(64/Cj). When the number of entities is large, GNN64+Tune4 has much less

parameters to train. This is consistent with our theoretical analysis result: As a compact

model, GNN saves a lot of parameters, but GNN alone is not expressive enough. A similar

conclusion is observed for GNN64+Tune64 and Tunel28. Therefore, ExpressGNN seeks
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a combination of two types of embeddings to possess the advantage of both: having a
compact model and being expressive. The best con guration of their embedding sizes can
be varied on different tasks, and determined by the goal: getting a portable model or better

performance.

4.6.2 Comparisorto KnowledgeBaseCompletionMethods

We evaluate ExpressGNN in the knowledge base completion task on the FB15K-237 dataset,

and compare it with state-of-the-art knowledge base completion methods.

Experiment settings. To generate logic rules, we use Neural LP [125] on the training
set and pick up the candidates with top con dence scores. We evaluate both inference-
only and inference-and-learning version of ExpressGNN, denoted as ExpressGNN-E and

ExpressGNN-EM, respectively.

Prediction task. For each test quem/(c; @ with respect to relation, the model is tasked
to generate a rank list over all possible instantiations ahd sort them according to the

model's con dence on how likely this instantiation is true.

Evaluation metrics. Following existing studies [58, 62], we use Itered ranking where

the test triples are ranked against all the candidate triples not appearing in the dataset.
Candidate triples are generated by corrupting the subject or object of areed). For
evaluation, we compute the Mean Reciprocal Ranks (MRR), which is the average of the
reciprocal rank of all the truth queries, and Hits@10, which is the percentage of truth

gueries that are ranked among the top 10.

Competitor methods. Since none of the aforementioned MLN inference methods can
scale up to this dataset, we compare ExpressGNN with a number of state-of-the-art methods
for knowledge base completion, including Neural Tensor Network (NTN) [59], Neural

LP [125], DistMult [60], ComplEx [61], TransE [58], RotatE [62] and pLogicNet [67].
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Table 4.3: Performance on FB15K-237 with varied training set size.

Model MRR Hits@10

0% 5% 10% 20% 100% 0% 5% 10% 20% 100%
MLN - - - - 010 - - - - 160
NTN 0.09 0.10 0.10 0.11 0.13 17.9 19.3 19.1 19.6 23.9
Neural LP 0.01 0.13 0.15 0.16 024 15 232 247 26.4 36.2
DistMult 0.23 0.24 024 024 0.31 40.0 40.4 40.7 414 485
ComplEx 0.24 0.24 024 025 0.32 41.1 413 419 425 511
TransE 0.24 025 0.25 0.25 0.33 427 43.1 43.4 439 52.7
RotatE 0.25 0.25 0.25 0.26 0.34 42.6 43.0 435 44.1 53.1
pLogicNet - - - - 033 - - - - 528

ExpressGNN-E 0.42 0.42 0.42 0.44 0.45 53.1 53.1 53.3 552 57.3
ExpressGNN-EM 0.42 0.42 0.43 045 0.49 53.8 546 553 55.6 60.8

The results of MLN and pLogicNet are directly taken from the paper [67]. For all the other
baseline methods, we use publicly available code with the provided best hyperparameters

to run the experiments.

Performance analysis. The experimental results on the full training data are reported in
Table 4.3 (100% columns). Both ExpressGNN-E and ExpressGNN-EM signi cantly out-
perform all the baseline methods. With learning the weights of logic rules, ExpressGNN-
EM achieves the best performance. Compared to MLN, ExpressGNN achieves much better
performance since MLN only relies on the logic rules while ExpressGNN can also lever-
age the labeled data as additional supervision. Compared to knowledge graph embedding
methods such as Transk and RotatE, ExpressGNN can leverage the prior knowledge in

logic rules and outperform these purely data-driven methods.

Data ef ciency. We investigate the data ef ciency of ExpressGNN and compare it with
baseline methods. Following [125], we split the knowledge base into facts/training/vali-
dation/testing sets, and vary the size of the training set from 0% to 100% to feed the model
with complete facts set for training. From Table 4.3, we see that ExpressGNN performs

signi cantly better than the baselines on smaller training data. With more training data as
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Table 4.4: Zero-shot learning performance on FB15K-237.

Model MRR Hits@10
NTN 0.001 0.0
Neural LP 0.010 2.7
DistMult 0.004 0.8
ComplEx 0.013 2.2
Transk 0.003 0.5
RotatE 0.006 15
ExpressGNN-E 0.181 29.3
ExpressGNN-EM 0.185 29.6

supervision, data-driven baseline methods start to close the gap with ExpressGNN. This
clearly shows the bene t of leveraging the knowledge encoded in logic rules when there

data is insuf cient for supervised learning.

Zero-shot relational learning. In practical scenarios, a large portion of the relations in the
knowledge base are long-tail, i.e., most relations may have only a few facts [110]. There-
fore, it is important to investigate the model performance on relations with insuf cient
training data. We construct a zero-shot learning dataset based on FB15K-237 by forcing
the training and testing data to have disjoint sets of relations. Table 4.4 shows the results.
As expected, the performance of all the supervised relational learning methods drop to al-
most zero. This shows the limitation of such methods when coping with sparse long-tail
relations. Neural LP is designed to handle new entities in the test set [125], but still strug-
gles to perform well in zero-shot learning. In contrast, ExpressGNN leverages both the
prior knowledge in logic rules and the neural relational embeddings for reasoning, which is
much less affected by the scarcity of data on long-tail relations. Both variants of our frame-

work (ExpressGNN-E and ExpressGNN-EM) achieve signi cantly better performance.
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4.7 Related Work

Statistical relational learning. There is an extensive literature relating the topic of logic
reasoning. Here we only focus on the approaches that are most relevant to statistical re-
lational learning on knowledge graphs. Logic rules can compactly encode the domain
knowledge and complex dependencies. Thus, hard logic rules are widely used for reason-
ing in earlier attempts, such as expert systems [56] and inductive logic programming [57].
However, hard logic is very brittle and has dif culty in coping with uncertainty in both the
logic rules and the facts in knowledge graphs. Later studies have explored to introduce
probabilistic graphical model in logic reasoning, seeking to combine the advantages of re-
lational and probabilistic approaches. Representative works including Relational Markov
Networks (RMNSs) [63] and Markov Logic Networks (MLNSs) [64] were proposed in this

background.

Markov Logic Networks. MLNs have been widely studied due to the principled prob-
abilistic model and effectiveness in a variety of reasoning tasks, including entity resolu-
tion [126], social networks [127], information extraction [128], etc. MLNs elegantly handle
the noise in both logic rules and knowledge graphs. However, the inference and learning in
MLNSs is computationally expensive due to the exponential cost of constructing the ground
Markov network and the NP-complete optimization problem. This hinders MLNs to be
applied to industry-scale applications. Many works appear in the literature to improve the
original MLNs in both accuracy [116, 129] and ef ciency [130, 121, 122, 131, 123]. Nev-
ertheless, to date, MLNs still struggle to handle large-scale knowledge bases in practice.
ExpressGNN overcomes the scalability challenge of MLNs by ef cient stochastic training

algorithm and compact posterior parameterization with graph neural networks.

Graph neural networks. Graph neural networks (GNNs) [92, 108] can learn effective
representations of nodes by encoding local graph structures and node attributes. Due to the

compactness of model and the capability of inductive learning, GNNs are widely used in
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modeling relational data [109, 69]. Recently, Graph Markov Neural Networks (GMNNS)
was proposed [66] , which employs GNNSs together with conditional random elds to learn
object representations. These existing works are simply data-driven, and not able to lever-
age the domain knowledge or human prior encoded in logic rules. To the best of our
knowledge, ExpressGNN is the rst work that connects GNNs with rst-order logic rules

to combine the advantages of both worlds.

Knowledge graph embedding.Another line of research for knowledge graph reasoning

is in the family of knowledge graph embedding methods, such as TranskE [58], NTN [59],
DistMult [60], ComplEx [61], and RotatE [62]. These methods design various scoring
functions to model relational patterns for knowledge graph reasoning, which are very ef-
fective in learning the transductive embeddings of both entities and relations. However,
these methods are not able to leverage logic rules, which can be crucial in some relational
learning tasks, and have no consistent probabilistic model. Compared to these methods,
ExpressGNN has consistent probabilistic model built in the framework, and can incorpo-
rate knowledge from logic rules. A recent concurrent work [67] has proposed probabilistic
Logic Neural Network (pLogicNet), which integrates knowledge graph embedding meth-
ods with MLNs with EM framework. Compared to pLogicNet which uses a attened em-
bedding table as the entity representation, our work explicitly captures the structure knowl-
edge encoded in the knowledge graph with GNNs and supplement the knowledge from

logic formulae for the prediction task.

4.8 Discussion

Markov Logic Networks (MLNs), which elegantly combine logic rules and probabilistic
graphical models, can be used to address many knowledge graph problems. However, in-
ference in MLN is computationally intensive, making the industrial-scale application of
MLN very dif cult. In recent years, graph neural networks (GNNs) have emerged as ef -

cient and effective tools for large-scale graph problems. Nevertheless, GNNs do not explic-
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itly incorporate prior logic rules into the models, and may require many labeled examples
for a target task. We explore the combination of MLNs and GNNs, and use graph neural
networks for variational inference in MLN. We propose a GNN variant, named Express-
GNN, which strikes a nice balance between the representation power and the simplicity
of the model. Our extensive experiments on several benchmark datasets demonstrate that

ExpressGNN leads to effective and ef cient probabilistic logic reasoning.
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CHAPTER 5
KNOWLEDGE REASONING PATTERN OF GRAPH NEURAL NETWORKS

5.1 Overview

Accessing and reasoning over relevant knowledge is the key to Question Answering (QA).
Such knowledge can be implicitly encoded or explicitly stored in structured knowledge
graphs (KGs). Large pre-trained language models [9, 132, 133, 134] are found to be effec-
tive in learning broad and rich implicit knowledge [135, 136, 137] and thus demonstrate
much success for QA tasks. Nevertheless, pre-trained LMs struggle a lot with structured
reasoning such as handling negation [138, 139]. In contrast, the explicit knowledge such
as knowledge graphs (KGs) [12, 5] works better for structured reasoning as it explicitly
maintains speci ¢ information and relations and often produces interpretable results such
as reasoning chains [140, 141, 142].

To utilize both implicit and explicit knowledge for QA, many existing works combine
large pre-trained LMs with Graph Neural Networks (GNNs; [143, 108, 73]), which are
shown to achieve prominent QA performance. These approaches commonly follow a two-
step paradigm to process KGs: dghema graph groundingnd 2)graph modeling for
inference In Step 1, a schema graph is a retrieved sub-graph of KG related to the QA
context and grounded on concepts; such sub-graphs include nodes with concept text, edges
with relation types, and their adjacency matrix. In Step 2, graph modeling is carried out
via an elaborately designed graph-based neural module. For instance, [144] uses GCN-
LSTM-HPA which combines graph convolutional networks [72] and LSTM [145] with a
hierarchical path-based attention mechanism for path-based relational graph representa-
tion. [146] extends the single-hop message passing of RGCN [109] as multi-hop message

passing with structured relational attention to obtain the path-level reasoning ability and
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Figure 5.1: We analyze state-of-the-art GNN modules for the task of KG-powered ques-
tion answering, and nd that the counting of edges in the graph plays an essential role
in knowledge-aware reasoning. Accordingly, we design an ef cient, effective and inter-
pretable graph neural counter module for knowledge-aware QA reasoning.

intractability, while keeping the good scalability of GNN. [139] uses a LM to encode QA
context as a node in the scheme graph and then utilized graph attention networks [73] to
process the joint graph.

Given that today's QA systems have become more and more complicated, we would
like to revisit those systems and ask several basic questions: Are those GNN-based mod-
ules under- or over-complicated for QA? What is the essential role they play in reasoning
over knowledge? To answer these questions, we rst analyze current state-of-the-art GNN
modules for QA and their reasoning capability. Building upon our analysis, we then design
a simple yet effective graph-based neural counter that achieves even better QA performance
on CommonsenseQandOpenBookQAtwo popular QA benchmark datasets which heav-
ily rely on knowledge-aware reasoning.

In the analysis part, we employ Sparse Variational Dropout (SparseVD; [147]) as a tool
to dissect existing graph network architectures. SparseVD is proposed as a neural model
pruning method in the literature, and its effect of model compressing serves as an indicator
to gure out which part of the model can be pruned out without loss of accuracy. We
apply SparseVD to the inner layers of GNN modules, using their sparse ratio to analyze
each layer's contribution to the reasoning process. Surprisingly, we nd that those GNN
modules are over-parameterized: some layers in GNN can be pruned to a very low sparse

ratio, and the initial node embeddings are dispensable.

56



Based on our observations, we design Graph Soft Counter (GSC), a very simple graph
neural model which basically serves as a counter over the knowledge graph. The hidden
dimension of GSC layers is only 1, thus each edge/node only has a single number as the
hidden embedding for graph-based aggregation. As illustrated in Figure 5.1, GSC is not
only very ef cient but also interpretable, since the aggregation of 1-dimensional embedding
can be viewed as soft counting of edge /node in graphs. Although GSC is designed to
be a simplistic model, which has less than 1% trainable parameters compared to existing
GNN modules for QA, it outperforms state-of-the-art GNN counterparts on two popular
QA benchmark datasets. Our work reveals that the existing complex GNN modules may
just perform some simple reasoning such as counting in knowledge-aware reasoning.

The key contributions of our work are summarized as follows:

» Analysis of existing GNN module¥Ve employ SparseVD as a diagnostic tool to
analyze the importance of various parts of state-of-the-art knowledge-aware GNN
modules. We nd that those GNN modules are over-complicated for what they can

accomplish in the QA reasoning process.

» Importance of edge countini¥e demonstrate that the counting of edges in the graph
plays a crucial role in knowledge-aware reasoning, since our experiments show that
even a simple hard counting model can achieve QA performance comparable to state-

of-the-art GNN-based methods.

» Design of GSC moduleWe propose Graph Soft Counter (GSC), a simple yet ef-
fective neural module as the replacement for existing complex GNN modules. With
less than 1% trainable parameters compared to existing GNN modules for QA, our

method even outperforms those complex GNN modules on two benchmark QA datasets.
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Figure 5.2: The retrieved sub-graph of KG is formulated as entity nodes representing con-
cepts connected by edges representing relations and the central context node connected to
all question entity nodes and answer entity nodes. The pre-processed graph data generally
has the following ingredients: node embedding initialized with pre-trained KG embed-
dings, relevance score computed by LM, adjacency matrix representing the topological
graph structure, edge embeddings to encode the node types, and edge information of re-
lation types. We adapt SparseVD as a diagnostic tool to dissect GNN-based reasoning
modules for QA, getting the sparse ratio of each layer to indicate its importance. We nd
that some layers are completely dispensable, which inspires us to design a simple, ef cient
and effective GNN module as the replacement of existing complex GNN modules.

5.2 Analysis

5.2.1 Preliminaries

The knowledge required by QA systems typically comes from two sources: implicit knowl-
edge in pre-trained language models and explicit knowledge in knowledge graphs.

To use the implicit knowledge, existing works commonly use LMs as the encoder to
encode textual input sequencéo contextualized word embeddings, and then pool the em-
bedding of the start token (e.¢GLS] for BERT) as the sentence embedding. In addition,

a MLP (we use a one layer fully connected layer) is used to map the sentence embedding
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to the score for the choice.

To process the explicit knowledge in knowledge graphs, existing works commonly fol-
low a two-step paradignschema graph groundingndgraph modeling for inferenceélhe
schema graph is a retrieved sub-graph of KG grounding on concepts related to the QA con-
text. We de ne the sub-graph as a multi-relational gr&pk (V; E), whereV is the set
of entity nodes (concepts) inthe KGagd V R V is the set of triplet edges that
connect nodes i with relation types irR . Following prior works [144, 139], we link the
entities mentioned in the questigrand answer choice 2 C to the given sub-grap.

A wealth of existing works have explored to incorporate pre-trained language models
with knowledge-aware graph neural modules. These methods usually have complex archi-
tecture design to process complex input knowledge. As shown in Figure 5.2, the processed

retrieved sub-graph can be summarized as four main components:

Node embeddings. Many existing works on GNN-based QA employ external embed-
dings to initialize the node embeddings in the graph. For example, [144] employs TransE
[148] with GloVe embeddings [149] as the initial node embeddings. [146] and [139] use
mean-pooled BERT embeddings of entities across the graph as the initialization of node

embeddings.

Relevance score.[139] uses an extra embedding of relevance score in the input node
features to estimate the importance of KG nodes relative to the given QA context. The
relevance score is computed by the masked LM loss of the stitched sequence with the QA

context and the retrieved concept.

Adjacency matrix. The original adjacency matrix of the sub-graph is asymmetric. Typ-
ically, the adjacency matrix is converted to be symmetric before feeding into the GNN
module: each KG relation is double recorded with opposite directions as symmetric edges

in the processed adjacency matrix.

Edge embeddingsEXxisting works use various ways to obtain the edge embeddings. [139]
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Figure 5.3: The sparse ratio curves obtained from the SparseVD training of GNN reasoning
modules: 1) the left plot shows the curves for the embedding layers in QA-GNN, where
the node score and the node type reach a low ratio, while the edge encoder preserves a
large ratio; 2) the middle plot shows the curves for the layers within the QA-GNN graph
attention layer, where the key and query layers converge to a fairly low ratio, while the
value layer has a relatively large ratio; 3) the right plot shows the curves of the initial node
embedding layers of three representative GNN-based QA methods, where all the ratios are
close to 0, indicating that the initial node embeddings are dispensable.

uses concatenated one-hot vegtqr ey; U] to encode edge triplets, wheug; u; indicates
the node type andy; indicates the edge type. [144] uses TransE [148] initialized with
GloVe embeddings to generate edge embeddings. [146] designs product-based edge em-

beddings to approximate the multi-hop relations in the graph.

5.2.2 Dissection

To investigate the mechanism of these complex systems and how they use the complex in-
formation, we introduce a neural model pruning method named Sparse Variational Dropout
(SparseVD) [147] as a diagnostic tool to automatically dissect the graph network architec-
ture. Note that our dissection tool is pruning method agnostic; other pruning schemes [150,
151, 152] may also be applicable. Here we choose SparseVD since it prunes not only the
weights with smaller scale but also the weights with higher variance, and it is theoretically
supported by stochastic variational inference [112, 153, 154, 155].
Despite the fact that SparseVD was originally proposed in the eld of model compres-

sion [156, 157, 158, 159, 160], we use it to investigate which parts of GNN can be pruned
out (sparse ratio to zero) without loss of accuracy, which indicates that part of the model

is redundant. To be speci ¢, we keep the target model architecture unchanged, and param-
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Table 5.1: To preserve the reasoning ability for analysis, our SparseVD tool prunes the
GNN-based models without loss of accuracy@mmmonsenseQdataset. As the of cial

test is hidden, here we report the in-house dev (IHdev) and test (IHtest) accuracy, following
the data split of [144].

w/o SparseVD w/ SparseVD
Methods IHdev-Acc. (%) IHtest-Acc. (%) IHdev-Acc. (%) IHtest-Acc. (%)
KagNet [144] 73.47 (0.22) 69.01 ( 0.76) 75.18 ( 1.05) 70.48 (0.77)
MHGRN [146] 74.45( 0.10) 71.11(0.81) 77.15(0.32) 72.66 ( 0.61)
QAGNN [139] 76.54 ( 0.21) 73.41 ( 0.92) 77.64 ( 0.50) 73.57 ( 0.48)

eterize each part of the weights in the model as a Gaussian distribution. Afterwards, this
probabilistic model will be trained with a cross-entropy loss jointly with a KL-divergence
regularization term. So the joint loss constrains the weights to our pruning prior. We im-
plement the SparseVD with the default threshold as in [147]. Eventually, we get the pruned
model with different sparsi ed ratios for the layers. As shown in Table 5.1, we investigate
three representative GNN-based QA methods, and the sparsi ed models could achieve the
accuracy of their original counterparts. This indicates that our dissection regularization
does not hurt the model performance, so we then dive into each layer to see which parts

play the most important role.

5.2.3 ObservationgndHypothesis

In Figure 5.3, we plot the sparse ratio of some representative layers during the SparseVD
training of GNN reasoning modules. Accordingly, we summarize our key observations as

follows: 1) the left plot shows that the edge encoder encoding edge triplets (edge/node type
information) preserves a relatively higher sparse ratio, while the node score embedding
layer can be fully pruned; 2) the middle plot shows the layers inside GNN, and all the

sparse ratios are low while the value layer has a relatively higher sparse ratio than key/
guery layers; 3) the right plot shows the concept embedding layers of three representative
GNN methods, which process the initial node embeddings, can be completely discarded.

Inspired by these ndings, we come up with the following design guidelines for a much
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Figure 5.4: Graph Soft Counter (right) extremely simpli es the architecture of conventional
GNNs (left). The GSC layers are parameter-free and only keep the basic graph operations:
1) update each edge embedding with incoming node (in-node) embeddings; 2) update each
node embedding by aggregating the edge embeddings. Since we reduce the hidden dimen-
sion to only 1, GSC can be viewed as a soft counter over the graph for generating the nal
score of the output node.

simpler yet effective graph neural module for knowledge-aware reasoning:

Node embeddings & relevance scoralVe observe that both the initial node (concept) em-
beddings and the relevance score embeddings are dispensable in our experiments. There-
fore, we may directly remove the initial node embedding layer and the relevance score

embedding layer.

Edge embeddings.The edge encoder layers are hard to prune which indicates that edge/
node type information is essential for knowledge reasoning, so we keep the edge embed-

dings.

Message passing layersThe linear layers inside GNN layers (query, key, value, etc) can
be pruned to a very low sparse ratio, suggesting that GNN may be over-parameterized in

these systems, and we can use fewer parameters for these layers.
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Algorithm 3: PyTorch-style code of GSC

1 # ga_context: question answer pair context

2 # adj. edge index with shape 2 x N_edge

3 # edge type: edge type with shape 1 x N_edge
4 # node_type: node type with shape 1 x N_node
5 edge_emb = edge_encoder(adj, edge_type, node_type)
6 node_emb = torch.zeros(N_node)

7 for i_layer in range(num_gsc_layers):

8 # propagate from node to edge

9 edge_emb += node_embladj[1]]

10 # aggregate from edge to node

11 node_emb = scatter(edge_emb, adj[0])

12 graph_score = node_emb][0]
13 context_score = fc(roberta(qa_context))
14 (@a_score = context_score + graph_score

Graph pooler. The nal attention-based graph pooler aggregates node representations over
the graph to get the graph representation. We observe that the key/query layers inside the

pooler can be pruned out, thus the graph pooler can be reduced to a linear transformation.

5.3 Graph Soft Counter

Based on our ndings in Section 5.2, we design the Graph Soft Counter (GSC), a simplistic
graph neural module to process the graph information. As demonstrated in Algorithm Al-
gorithm 3, there are only two basic components in GSC to compute the graph score: Edge
encoder and Graph Soft Counter layers. We can get the QA choice score by simply sum-
ming up the graph score and context score.

The edge encoder is a two-layer MLP with dimensjd6 32 1] followed by a
Sigmoid function to encode the edge triplets to a oat number in the rang@; @j. The
triplets is represented as a concatenated one-hot iegt@; u;], whereus; u; indicates
4 node types and; indicates 38 relation types (17 regular relations plus question/answer
entity relations and their reversions).

GSC layers are parameter-free and only keep the basic graph operations: Propagation
and aggregation. To overcome over-parameterization, one straightforward way is to reduce
the hidden size, and the extreme case is reducing it to only 1. As shown in Figure 5.4, the

GSC layer simply propagates and aggregates the numbers on the edges and node following
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Table 5.2: Our GSC does not use initial node embeddings and relevance score as in previous
works, making our model get rid of concept embedding parameters and thus its model size
is extremely small. Since our model does not have any learnable parameters except the
edge encoder, our model has much less chance to be over-parameterized.

KagNet MHGRN QA-GNN  GSC (ours)

Adjacency matrix X X X X
Edge types X X X X
Node types X X X
Node embeddings X X X

Relevance score X

#Learnable params 700K 547K 2845K 3K
Model size 819M 819M 821M 3K

the two-step scheme: 1) update the edge value with in-node value, and this is done by
simply indexing and adding; 2) update the node value by aggregating the edge values, and
this is done by scattering edge values to out-node.

Since we reduce the hidden size to only 1, GSC is basically propagating and aggregat-
ing numbers on the graph. We can interpret these numbers as soft counts representing the
importance of the edges and nodes. The aggregation of GSC can be regarded as accumu-
lating the soft counts, so call it Graph Soft Counter. In addition, we can also formulate
GSC as an extremely ef cient variant of current mainstream GNN such as GAT and GCN.
As shown in Table 5.3, the computation complexity of GSC is much smaller than the base-
lines regard to both time and space. Table 5.2 shows that the trainable parameters in GSC
is remarkably less than previous methods since our message-passing layers are parameter-
free. The model size of GSC is also extremely small since we do not use any initial node
embedding.

To draw a more conclusive conclusion, we handcraft a counting-based feature and use
a simple two-layer MLP to map it to graph score. The feature is computed by counting
the occurrence of each possible edge triplet. Surprisingly, this simple model could achieve
similar performance and can even outperform baselines, which further proves that Counter

is a basic and crucial part in QA.
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Table 5.3: GSC is extremely ef cient compared to the computation complexiky-lodp
reasoning models with hidden dimensionon a dense/sparse gra@v (V; E) with the
relation seR.

Model Time Space

Gis a dense graph
L-hop KagNet O jRjLjvjt*tL O jRjtjvjt*tL D

L-hop MHGRN O (jRj 3jVj°L) O (jRjjvjL D)
L-layer QA-GNN O (jVj3L) O (jRjjVjL D)
L-layer GSC O (jVjL) O (jRjjVj L)
Gis a sparse graph with maximum node degreejV|

L-hop KagNet O jRjtjvjL * O jRjtjvjL - D
L-hop MHGRN O (jRj 3jVjL ) O (jRjjVjL D)
L-layer QA-GNN O (jvjL) O (jRjVjL D)
L-layer GSC O (jVjL) O (jRjjVj L)

5.4 Experiments

5.4.1 Settings

Datasets and KG.We conduct extensive experiments @ommonsenseQM61] and
OpenBookQA162], two popular QA benchmark datasets that heavily rely on knowledge-
aware reasoning capabilityCommonsenseQB a 5-way multiple choice QA task that
requires reasoning with commonsense knowledge, which contains 12,102 questions. The
test set olCommonsenseQiA not publicly available, and the model predictions can only
be evaluated once every two weeks via the of cial leaderboard. Hence, following the data
split of [144], we experiment and report the accuracy on the in-house dev (IHdev) and
test (IHtest) splits. We also report the accuracy of our nal system on the of cial test set.
OpenBookQAs a 4-way multiple choice QA task that requires reasoning with elementary
science knowledge, which contains 5,957 questions. Following [163], methods with Aris-
toROBERTa use textual evidence as an external input of the QA context. In addition, we
useConceptNefl2], a general commonsense knowledge graph, as our structured knowl-

edge sourcé& for both of the above tasks. Given each QA context (question and answer
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Table 5.4: Performance comparison@ammonsenseQA-house split (controlled exper-
iments). As the of cial test is hidden, here we report the in-house dev (IHdev) and test
(IHtest) accuracy, following the data split of [144].

Model IHdev Accuracy (%)  IHtest Accuracy (%)
RoBERTa-large (w/o KG) 73.07 (0.45) 68.69 ( 0.56)

+ RGCN [109] 72.69 (0.19) 68.41 ( 0.66)

+ GconAttn [164] 72.61( 0.39) 68.59 ( 0.96)

+ KagNet [144] 73.47 (0.22) 69.01 ( 0.76)

+ RN [165] 74.57 ( 0.91) 69.08 ( 0.21)

+ MHGRN [146] 74.45 ( 0.10) 71.11 ( 0.81)

+ QA-GNN [139] 76.54 ( 0.21) 73.41 (0.92)

+ GSC (Ours) 79.11( 0.22) 74.48( 0.41)

choice), we retrieve the sub-gragh,, from G following [146]. We only use the concepts

that occur in the QA context, as detailed in Table 4.2.

Implementation and training details. We use a two-layer MLP with hidden dimension

47 32 1 followed by a Sigmoid function as our edge encoder, and the number of
GSC layers is 2. Since GSC is extremely ef cient, we set the dropout [171] rate to O.
We use RAdam [172] as the optimizer and set the batch size to 128. The learning rate
is 1e-5 for ROBERTa and le-2 for GSC. The maximum number of epoch is set to 30 for
CommonsenseQend 75 forOpenBookQAOnN a single Quadro RTX6000 GPU, each GSC

training only takes about 2 hours to converge, while other methods often take 10+ hours.

Baselines.For GSC and all the other methods, RoBERTa-large [10] is used forQmtin
monsenseQAand OpenBookQAand AristoROBERTa [163] is used f@penBookQAas

an additional setting for fair comparison. We experiment to compare GSC with existing
GNN-based QA methods, including RN [165], GconAttn [164], RGCN [109], KagNet
[144], MHGRN [146] and QA-GNN [139], which only differ in the design of GNN rea-
soning modules. We report the performance of baselines referring to [139] and all the test

results are evaluated on the best model on the dev split.
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Table 5.5: Test accuracy @dommonsense@of cial leaderboard. The existing top sys-
tem, Uni edQA (11B params) is 30x larger than our model.

Model Test Accuracy (%)
RoBERTa [10] 72.1
RoBERTa + FreelLB [166] (ensemble) 73.1
RoBERTa + HyKAS [167] 73.2
RoBERTa + KE (ensemble) 73.3
RoBERTa + KEDGN (ensemble) 74.4
XLNet + GraphReason [168] 75.3
RoBERTa + MHGRN [146] 75.4
ALBERT + PG [169] 75.6
RoBERTa + QA-GNN [139] 76.1
ALBERT [11] (ensemble) 76.5
Uni edQA (11B)" [170] 79.1
RoBERTa + GSC (Ours) 76.4

Table 5.6: Test accuracy ddpenBookQAMethods with AristoRoBERTa use the textual
evidence by [163] as an additional input to the QA context.

Model RoBERTa-large AristoRoBERTa

Fine-tuned LMs (w/o KG) 64.80 (2.37) 78.40 ( 1.64)
+ RGCN 62.45 ( 1.57) 74.60 ( 2.53)
+ GconAtten 64.75 (1.48) 71.80(1.21)
+ RN 65.20 ( 1.18) 75.35( 1.39)
+ MHGRN 66.85 ( 1.19) 80.6
+ QA-GNN 67.80 ( 2.75) 82.77 ( 1.56)
+ GSC (Ours) 70.33( 0.81) 86.67( 0.46)

5.4.2 Results

CommonsenseQAAs shown in Table 5.4, GSC outperforms the previous best model with
2:57% mean accuracy on In-house dev split @n@7% mean accuracy on the in-house

test split. We observe that the performance variance of GSC is smaller than the baselines,
indicating that our GSC are both effective and stable. On the of cial leaderboadmof
monsenseQM Table 5.5, GSC also outperforms all the GNN-based QA systems. Note

that the previous top system Uni edQA (11B params) uses T5 [173] as the pre-trained LM
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Table 5.7: Test accuracy @penBookQAeaderboard. All listed methods use the provided
science facts as an additional input to the language context. The previous top 2 systems,
Uni edQA (11B params) and T5 (3B params) are 30x and 8x larger than our model.

Model Test Accuracy (%)
Careful Selection [174] 72.0
AristoRoBERTa 77.8
KF + SIR [175] 80.0
AristoROBERTa + PG [169] 80.2
AristoRoBERTa + MHGRN [146] 80.6
ALBERT + KB 81.0
AristoROBERTa + QA-GNN 82.8
T5 [173] 83.2
Uni edQA (11B)" [170] 87.2
AristoRoBERTa + GSC (Ours) 87.4

model, which is 30x larger than our model and uses much more pre-training data.

OpenBookQA From Table 5.6 our GSC outperforms the previous best model2:\6tBfo
mean test accuracy with normal setting &2@0%test accuracy with the AristoROBERTa
setting. More remarkably, as shown in Table 5.7, our GSC ranks top one on the of cial
leaderboard o©OpenBookQAwhich even surpasses the performance of Uni edQA (11B),

which is 30x larger than our model.

5.4.3 Discussion

As mentioned above, we observe that the initial node embeddings are dispensable. Then
we start to explore how the maximum number of retrieved nodes (also related to edges)
affects the model. We experiment various numbers of nodes for our GSC, and summarize
the results in Table 4.2. We nd that larger maximum number of node does not bene t the

model, and the model achieves the best performance when we use all and only the entity
nodes directly occur in question and answer, whose number of nodes is generally less than
32. This indicates that 1-hop retrieval is adequate for our methods, and this could be done

super ef ciently than multi-hop retrieval.
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Figure 5.5: Venn diagrams for the prediction overlap of different models and ground truth
(GT) of the IHtest split of CommonsenseQA. The ALBERT has the least overlap since
all the left four use ROBERTa to encode the QA context. The order of the percentage of
overlap of left four exactly matches the order of the performance of each models: GSC >
QA-GNN > MHGRN > RoBERTa. This indicates that the reasoning capability learned by

our GSC basically covers that of other GNNs.

To further analyze the reasoning capacity of GSC, we draw the Venn diagram for the
predictions of different methods and ground truth (GT) in Figure 5.5. We nd that even for
the different runs of the same GSC model, the correct overlap is only 69%, showing that
the datasets are relatively noisy and there exists decent variance in the prediction results.
We also observe that GSC has a larger overlap for GNN-based systems (e.g., QA-GNN
and MHGRN), while at the same time having less overlap for non-GNN methods. The
ALBERT model has the least overlap since all the other methods use ROBERTa as the text
encoder.

We also observe that the order of the percentage of overlap of left four exactly matches
the order of the performance of each model: GSC > QA-GNN > MHGRN > RoBERTa.
This indicates that GSC has quite similar behaviors versus other GNN-based systems, and
the reasoning capability of GSC is on par with existing GNN counterparts. This further
reveals that counting plays an essential role in knowledge-aware reasoning for QA.

To verify our observations, we handcraft a hard edge counting feature feeding into a
simple two-layer MLP for ablation study. As shown in Table 4.2, this hard counting model
with 2-hop edge feature could achieve a comparable performance of GSC, which even
outperforms other GNN baselines. These impressive results not only show that our GSC
is effective, but also prove that counting is an essential functionality in the process of the

current knowledge-aware QA systems.
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Figure 5.6: Our GSC is highly interpretable. For the retrieved sub-graph of each answer
choice, we can directly observe the behavior of the model by print out the output edge/node
values of each layer, so that we can trace back to see how the model scores the answer.

As shown in Figure 5.6, for the retrieved sub-graph of each answer choice, we can
directly observe the behavior of the GSC by printing out the output edge / node values
(soft count) of each layer. In this way, we can trace back to see why the model scores the
answers like that. A higher soft count means that the edge/node is more important, and
can contribute more to the nal graph score. This demonstrates the advantage of GSC as
an interpretable reasoning module. In addition, GSC only reasons over the edges in the

graph so that the concept embedding is not used, which makes our model better generalize

to graph with new entities.

5.5 Related Work

KG-powered QA. For KG-powered QA, traditional methods use semantic parsers to map
the question to logical form [21, 22] or executable program on KG [23], which typically
require domain-speci c rules and ne-grained annotations, making them dif cult to handle
the noise in questions and KG. To address these challenges, various deep neural models
have been applied to KG-powered QA, such as memory networks [24, 25, 26], neural

programmer for knowledge table QA [27], neural knowledge-aware reader [54, 55], etc.

GNN for KG-powered QA. To further improve the neural reasoning capability, recent
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studies have explored applying GNNs to KG-powered QA, where GNNs naturally t the
graph-structured knowledge and show prominent results. KagNet [144] proposes GCN-
LSTM-HPA for path-based relational graph representation. MHGRN [146] extend Rela-
tion Networks [165] to multi-hop relation scope and uni es both path-based models and
RGCN [109] to enhance the interpretability and the scalability. QA-GNN [139] proposes a
LM+GAT framework to joint reasoning over language and KG. We do not use conventional
GNNs and our GSC is extremely simple and ef cient even without parameters inside the
GSC layers. KG embeddings are generally used in these systems. [13] employs propaga-
tion of KG embeddings to perform multi-hop reasoning. KagNet pre-trains KG Embed-
ding using TranskE initialized with GloVe embeddings. Recently, MHGRN and QA-GNN
are proposed, which leverage pre-trained LM to generate embeddings for KG. In addition,
QA-GNN also scores KG node relevance using LM as extra node embedding. We follow
the data pre-processing procedure of QA-GNN and MHGRN, but our model does not use

any KG embedding or node score embedding.

5.6 Discussion

We investigate state-of-the-art GNN-based QA systems, and discover that they are over-
parameterized and over-complex. Our diagnostic analysis using SparseVD shows that the
initial node embeddings and some GNN layers are completely dispensable. Furthermore,
our work reveals that GNN essentially works as a counter in the QA reasoning process.
To verify this point, we design soft / hard counter models, which achieve comparable or
even better experimental results than existing GNN-based methods. Our work is more of
an explorative and investigational research, which points out how far we go in the area of
knowledge-powered QA and provides helpful insights for the QA community to enlighten

future research.
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CHAPTER 6
OPEN-DOMAIN QUESTION ANSWERING OVER MULTIPLE DOCUMENTS

6.1 Overview

Open-domain question answering (QA) requires a system to answer factoid questions us-
ing a large text corpus (e.g., Wikipedia or the Web) without any pre-de ned knowledge
schema. Most state-of-the-art approaches for open-domain QA follow the retrieve-and-
read pipeline initiated by [35], using a retriever module to retrieve relevant documents, and
then a reader module to extract answer from the retrieved documents. These approaches
achieve prominent results on single-hop QA datasets such as SQUAD [30], whose questions
can be answered using a single supporting document. However, they are inherently limited
to answering simple questions and not able to handle multi-hop questions, which require
the system to retrieve and reason over evidence scattered among multiple documents. In
the task of open-domain multi-hop QA [33], the documents with the answer can have little
lexical overlap with the question and thus are not directly retrievable. Take the question
in Figure 6.1 as an example, the last paragraph contains the correct answer but cannot be
directly retrieved using TF-IDF. In this example, the single-hop TF-IDF retriever is not able
to retrieve the last supporting paragraph since it has no lexical overlap with the question,
but this paragraph contains the answer and plays a critical role in the reasoning chain.
Recent studies on multi-hop QA attempt to perform iterative retrievals to improve the
answer recall of the retrieved documents. However, several challenges are not solved yet by
existing multi-hnop QA methods: 1) The iterative retrieval rapidly increases the total number
of retrieved documents and introduces much noise to the downstream reader module for an-
swer extraction. Typically, the downstream reader module is noise-sensitive, which works

poorly when taking noisy documents as input or missing critical supporting documents with
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Figure 6.1: An example open-domain multi-hop question from the HotpotQA dev set,
where the question has only partial clues to retrieve supporting documents. The rst and
fourth paragraphs are gold supporting documents, and the remaining two paragraphs are
relevant but non-supporting documents. ABR stands for ALBERT-base reranker, which
serves as a reference of the retrieval performance of existing multi-hop QA methods that
independently consider the relevance of each document to the question3 &hd7
symbols mark whether the retriever correctly identi es the document as a supporting/non-
supporting one. Below each symbol, we annotate the output of the corresponding retriever
with regard to the document, where “positive” (“negative”) means that the retriever classi-
es it as a supporting (non-supporting) document.

the answer [40]. This requires the QA system to reduce relevant but non-supporting docu-
ments fed into the reader module. However, to answer open-domain multi-hop questions,
it Is necessary to iteratively retrieve documents to increase the overall recall of supporting
documents. This dilemma poses a challenge for the retrieval phase of open-domain QA
systems; 2) Existing multi-hop QA methods such as MUPPET [51] and Multi-step Rea-
soner [50] perform a xed number of retrieval steps, which make strong assumptions on
the complexity of open-domain questions and perform xed number of retrieval steps. In
real-world scenarios, open-domain questions may require different number of reasoning
steps; 3) The relevance of each retrieved document to the question is independently consid-
ered. As exempli ed in Figure 6.1, ABR stands for ALBERT-base reranker, which serves

as a reference of the retrieval performance of existing multi-hop QA methods that inde-
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pendently consider the relevance of each document to the question. Without considering
multiple retrieved documents as a whole, these methods can be easily biased to the lexical
overlap between each document and the question, and incorrectly classify non-supporting
documents as supporting evidence (such as the middle two non-supporting paragraphs in
Figure 6.1, which have decent lexical overlap with the question) and vice versa (such as
the bottom paragraph in Figure 6.1, which has no lexical overlap with the question but is a
critical supporting document that contains the answer).

To address the challenges above, we introduce a uni ed QA framework for answering
any-hop open-domain questions named lIterative Document Reranking (IDR). Our frame-
work learns to iteratively retrieve documents with updated question, rerank and Iter doc-
uments, and adaptively determine when to stop the retrieval process. In this way, our
method can signi cantly reduce the noise introduced by multi-round retrievals and handle
open-domain questions that require different number of reasoning steps. To avoid the bias
of lexical overlap in identifying supporting documents, our framework considers the ques-
tion and retrieved documents as a whole and models the multi-document interactions to
improve the accuracy of classifying supporting documents.

As illustrated in Figure 6.2, our method constructs a document graph linked by shared
entities to propagate information using a graph attention network (GAT). By leveraging the
multi-document information, our reranking model has more knowledge to differentiate sup-
porting documents from irrelevant documents. After initial retrieval, our method updates
the question at every retrieval step with a text span extracted from the retrieved documents,
and then use the updated question as query to retrieve complementary documents, which
are added to the document graph for a new round of interaction. The reranking model is
reused to score the documents again and Iter the most irrelevant ones. The maintained
high-quality shortlist of remaining documents are then fed into the Reader Module to de-
termine whether the answer exists in them. If so, the retrieval process ends and the QA

system delivers the answer span extracted by the Reader Module as the predicted answer.
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Otherwise, the retrieval process continues to the next hop.

Our contributions are summarized as follows:

» Noise control for iterative retrievalWe propose a novel QA method to iteratively
retrieve, rerank and Iter documents, and adaptively determine when to stop the
retrieval process. Our method maintains a high-quality shortlist of remaining doc-
uments, which signi cantly reduces the noise introduced to the downstream reader
module for answer extraction. Thus, the downstream reader module can extract the

answer span with higher accuracy.

» Uni ed framework for any-hop open-domain Q¥/e propose a uni ed framework
that does not require to pre-determine the complexity of input questions. Differ-
ent from existing QA methods that are speci cally designed for either single-hop or
xed-hop questions, our method can adaptively determine the termination of retrieval

and answer any-hop open-domain questions.

» Multi-document interaction We construct entity-linked document graph and em-
ploy graph attention network for multi-document interaction, which boosts up the
reranking performance. To the best of our knowledge, we are the rst to propose

graph-based document reranking method for open-domain multi-hop QA.

6.2 lIterative Document Reranking

Problem De nition. Given a factoid question, the task of open-domain question answer-

ing (QA) is to answer it using a large corpus which can have millions of documents (e.qg.,

sist of jCj documents as the basic retrieval uhité€ach documend; can be viewed as

a sequence of tokeng);tg); ctl)

g Formally, given a questioq, the task is to nd a

IWe use the natural paragraphs as the basic retrieval units.
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Figure 6.2: An overview of the IDRQA system, which consists of an Iterative Document
Reranking (IDR) phase and a question answering phase. Given an open-domain question,
IDR iteratively retrieves, reranks and lters documents, and adaptively determines when
to stop the retrieval process. After the initial retrieval, IDR updates the question with an
extracted text span as a new query to retrieve more documents at every iteration. Once the
retrieval is done, the nal highest-scoring documents are fed into the downstream reader
module for answer extraction.

text spaméj);tgfl ;:0:t8) from one of the documentyj that can answer the questfon

For open-domain multi-hop QA, the nal documents with the answer are typically multi-
ple hops away from the question, i.e., the system is required to nd seed documents and
subsequent supporting documents in order of a chain or directed graph to locate the nal
documents. The retrieved documents are usually connected via shared entities or semantic
similarities, and the formed chain or directed graph of documents can be viewed as the
reasoning process for answering the question. Note that the taglenfdomain multi-hop

QA that we describe above is much different from tee-document setting of multi-hop

QA [48], where the QA system is provided with a tiny set of documents that consists of
all the gold supporting documents together with several irrelevant “distractor” documents.
Thefew-document setting designed to test the system's capability of multi-hop reasoning
given all of the gold supporting documents, but this is far from being realistic. A real-

world open-domain QA system has to locate the necessary supporting documents from

2\We focus on the extractive or span-based QA setting, but the problem de nition and our proposed method
can be generalized to other QA settings as well.
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Algorithm 4: Iterative Document Reranking (inference)
input : A textual questiorg; the maximum number of retrieval hopk the
number of retrieved documents at each hopghe number of remaining
documents after each reranking procksghe graph-based reranking
modelM ; the reader modulR ; the question updater model
output: Predicted answea

i1h 0

2D @

3 whileh <= H do

4 h h+1

5 Dnew Retrieve topN documents according tp
6 D D[D qew

7 D Rerank and get tod documents usiniyl (q;D)
8 a Predict the answer usifg(q;D)

9 if ais not Nonehen

10 | return a

11 else

2 | | q U (q;D)

13 return a

a large corpus on its own, which is especially challenging for multi-hop questions since
the indirect supporting documents are not easily retrievable given the question itself. The
nature of multi-hop questions poses signi cant challenge for retrieving supporting docu-
ments, which is crucial to the downstream QA performance. To address this challenge,
we argue that it is necessary to iteratively retrieve, rerank and lter documents, so that we
can maintain a high-quality shortlist of documents. To this end, we propose the lterative

Document Reranking (IDR) method, which is introduced in the next section.

System Overview. We illustrate the overview of our IDRQA system in Figure 6.2. The
IDRQA system rst uses a given question as query to retrievejfypdocuments using
TF-IDF. To construct the document graph, IDR extracts the entities from the question and
retrieved documents using an off-the-shelf Named Entity Recognition (NER) system and
connects two documents if they have shared entities. The graph-based reranking model

takes the document graph as input to score each document, lter the lowest-scoring docu-
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ments, and adaptively determines whether to continue the retrieval process. At every future
retrieval step, IDR updates the question with an extracted text span from the retrieved doc-
uments as a new query to retrieve more documents. Once the retrieval is done, the nal
highest-scoring documents are concatenated to feed into the downstream reader module [9,
11] for answer extraction.

To describe the pipeline of our IDRQA system more precisely, we provide a concise
algorithm that summarizes the inference procedure of the iterative document reranking
(IDR) phase, as in Algorithm 4. We maintain a set of retrieved docuni@ntsor each
retrieval step, we retrieve the tdp documents according to the questgpand then append
all the newly retrieved documents to the current set of retrieved documents. Then we use
the graph-based reranking mods! to rerank those documents, get tidpof them, and
Iter the other ones. This shortlist of retrieved documents together with the quegtion
are then fed in to the downstream reader modRiléor answer extraction. Note that the
reader module has the option to predict that there is no answer to be extracted from the
provided documents. If the reader module does predict no answer, we use the question
updater model to update the question with an extracted span and move to the next hop of
retrieval. The while loop continues until a valid answer is extracted by the reader module

or the maximum number of retrieval hopisis reached.

6.2.1 Graph-base&®RerankingModel

The graph-based reranking model (Figure 6.3) is designed to precisely identify the support-
ing documents in the document graph. We present the components of our reranking model

as follows.

Contextual Encoding. Given a questiorg andjDj documents retrieved by TF-IDF, we

concatenate the tokens of the question and each retrieved document to feed into the large-
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Figure 6.3: As the core of our IDR framework, the Graph-based Reranking Model rst
encodes the question and each retrieved document with pre-trained language model to gen-
erate contextual representations, and uses the shared entities to propagate information using
a Graph Attention Network (GAT). After the entity-entity interaction across multiple docu-
ments, the updated entity representations with the original contextual encodings are fed into
the fusion layer for further interaction. Finally, the reranking model takes pooled document
representations to score each document and Iter low-scoring documents. The maintained
high-quality shortlist of remaining documents are then fed into the Reader Module to de-
termine whether the answer exists in them. If so, the retrieval process ends and the QA
system delivers the answer span extracted by the Reader Module as the predicted answer.
Otherwise, the retrieval process continues to the next hop.

scale pre-trained language model as:

| qa, = [CLS] a:::qq [SEPIE o1t

jaj [SEPL

wherejg andjdyj denote the number of tokens in the questipand the documenty,
respectively]CLS] and[SEP]are special tokens used in pre-trained language models such
as BERT [9] and ALBERT [11]. Thus we independently encode each docutpexibng
with the questior to obtain the contextual representation veetgg, 2 R" "', whereL is

the maximum length of the input tokehsandh is the embedding size. For ef cient batch
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computation, we pad or truncate the input tokens to the length &%e then concatenate

all documents' contextual representation vectors &sR-P1 "

Graph Attention. After we obtain the question-dependent encoding of each document, we
employ a Graph Attention Network (GAT) [73] to propagate information on the document
graph, where two documents are connected if they have shared entities. To be more spe-
ci ¢, for each shared entit§; in the document graph, we perform pooling over its token
embeddings fronv to produce the entity embedding @s= Pooling t§";t5);:::;t .

Wheretj(i) is the embedding of theth token inE;, andjE;j is the number of tokens ig;.

We use both mean- and max-pooling, thus we &2 R?". Inspired by [82], we apply a
dynamic soft mask on the entities, serving as the information “gatekeeper” which assigns

more weights to entities pertaining to the question. The soft mask applied on each entity

E; is computed as

m; = il (6.1)

m;€;, (6.2)

Oi

whereq 2 R?" is the concatenated mean- and max-pooling of the question token embed-
dings, andv 2 R?" 2" is a linear projection matrix, () is the sigmoid function, and;

is the masked entity embedding. We then use GAT to disseminate information between
entities. Starting frorrgi(o) = @;, GAT iteratively updates the embedding of each entity

with the information from its neighbors as

h® = wig" ¥ + b 6.3)
X

gV = ReLU( Dhiy; (6.4)
P2N(i)

Wherehi(t) denotes the hidden statesBf on thet-th GAT layer,W; 2 R" 2" is a linear

projection matrix,by is a bias termN (i) is the set of neighbor entities &;, and the
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®

entity-entity attention ;;’ is computed as follows:

st = LeakyReLU(W.[h{"; h{"]) (6.5)
(t)
exp(s:.:
i(;}) _ p( ] Zt) : (6.6)
« EXP(Six

whereW, 2 R?" is a linear projection matrix. We nally obtain the GAT updated entity

embeddinggi(T), whereT is the number of GAT layers.

Multi-document Fusion. To further propagate the information to non-entity tokens, we

rst fuse the embedding of each entity token as
00 = W 10597 ; 6.7)

whereW; 2 R" 3" is a linear projection matrix. Then we replace the corresponding vectors
in v with f‘j(i) to obtain® 2 R“PI " Finally, ¢ is fed into a Transformer [176] layer for
multi-document fusion, which updates the representations of all the tokens and outputs the

fused representation vector2 RSP I,

Document Filter. For each document, we use tj{t&l_S] token embedding from as the
document representation, which is fed into a binary classi er to score the document's sup-
porting level. In each retrieval hop, the t&p documents with the highest scores are se-

lected and the rest are ltered.

6.2.2 QuestionUpdater

In open-domain multi-hop QA, the question seldom contains all the retrievable clues and
one has to identify the missing information to proceed with further reasoning [33]. To

increase the recall of indirect supporting documents, we integrate the query generator of
GoldEn Retriever [48] into our system, which serves as the question updater at every re-

trieval step after the initial one.
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Question Updater comes after Reader module if no answer was found k tqeu-
ments. It aims to generate tbkie sparother than the answer span from the reranked top
K documents given current questign Thus conceptually, this process is similar to the
Reader Module which extracts answer span from retrieved documents. Following GoldEn
Retriever [48], we also leverage a QA model to extractchee spanby predicting its

start and end tokens. Formally, given the questiand the reranked told documents

C with the original questioig as

C = U(q;D«) (6.8)

g = concatenai@;[SEP] C); (6.9)

where [SEP] is a special separator token. In order to train the Question Updater, we

construct each training example as a triple<ofy; Dx ; C >, whereq is the question,

based reranking model.

6.2.3 ReadeModule

We mainly focus on the retrieval phase of the open-domain QA pipeline, and use a standard
span-based reader module as in BERT [9] and ALBERT [11]. We concatenate the tokens
of the questiorg and the nal topK reranked documents to feed into the reader module.

At inference time, the reader nds the best candidate answer span by

argmaxpP;>" Pje”d; (6.10)
L]

where Pt Pjend denote the probability that thieth andj-th tokens are the start and
end positions in the concatenated text, respectively, of the answer span. During inference,

there is no guarantee that the answer span exists in the reader's input text. To handle the
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no-answer cases, the reader prediisas the probability of having no answer span, and
comparesP,, with max;; ; P" Pjend to determine the output between a special no-

answer prediction and the best candidate answer span.

6.3 Decoupling Question and Document for Ef cient Contextual Encoding

Recent studies on open-domain QA typically follow the “retrieve and read” pipeline initi-
ated by [35], which combines information retrieval (IR) and machine reading comprehen-
sion (MRC) modules as a pipeline: the former retrieves the documents using off-the-shelf
IR systems based on TF-IDF or BM25, and the latter reads the retrieved documents to
extract answer. The IR systems are purely based on n-gram matching and have shallow
understanding of the context. Thus, documents that contain the correct answer may not be
ranked among the top by IR systems [52]. If we simply feed more documents into the reader
module to increase the chance of hitting under-ranked documents that contain the answer,
it can be computationally expensive and bring more noise to the reader module, making it
harder to nd the answer. To alleviate this problem, state-of-the-art approaches [40, 177,
178] have proposed to train a BERT-based reranker, which is a binary classi er to Iter
retrieved documents before feeding them into the reader module. The input of the BERT

retriever is the concatenation of a question and each retrieved document, formulated as:
[CLS] Question [SEP] Document [SEP];

where[CLS] is the pooling token. Due to the high-quality contextual encodings gener-
ated by BERT, such methods signi cantly improve the retrieval performance over non-
parameterized IR systems, and thus boost up the answer accuracy for open-domain QA.
However, due to the concatenation, these approaches have to repeatedly encode a question
with each of the retrieved document, which are hard to handle high-throughput incoming

guestions each with a large collection of retrieved documents. This severe ef ciency prob-
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Figure 6.4: Overview architecture of DC-BERT.

lem prohibits existing approaches for open-domain QA from being deployed as real-time
QA systems.

Recent studies [179, 180] have probed and visualized BERT to understand its effective-
ness, showing that the lower layers of BERT encode more local syntax information such
as part-of-speech (POS) tags and constituents, while the higher layers tend to capture more
complex semantics relying on wider contexts. Inspired by these observations, we propose
DC-BERT, which decouples the lower layers of BERT into local contexts (question and
document), and then applies Transformer layers on top of the independent encodings to
enable question-document interactions. As illustrated in Figure 6.4, DC-BERT has two
separate BERT models: amline BERT which encodes the question only once, andfan
ine BERT which pre-encodes all the documents and caches their encodings. With caching
enabled, DC-BERT can instantly read out the encoding of any document. The decoupled
encodings of question and document are then fed into the Transformer layers with global

position and type embeddings for question-document interactions, which produces the con-
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textual encodings of the (question, document) pair. DC-BERT can be applied to both doc-
ument retriever and reader. For this part, we focus on speeding up the retriever, since the
number of documents retrieved per question can be fairly large, while only a few of them
are fed into the reader module. Therefore, it is more important to address the ef ciency
problem of the retriever.

Speeding up BERT-based models for ef cient inference is an active eld of research.
Previous works related to this direction mainly include: 1) model compression, where
methods are proposed to reduce the model size through weight pruning or model quan-
tization [181]; 2) model distillation, where methods are proposed to train a small student
network from a large teacher network, such as DistilBERT [182]. Both lines of research are
actually orthogonal to our work, since the compressed/distilled BERT model can be com-
bined with DC-BERT. In the experiments, we also compare with quantized BERT and Dis-
tiIBERT, showing that DC-BERT has signi cant performance advantage over these meth-
ods. The overall architecture of DC-BERT (Figure 4.1) consists of a dual-BERT component
for decoupled encoding, a Transformer component for question-document interactions, and

a classi er component for document reranking.

6.3.1 Dual-BERTComponent

DC-BERT contains two BERT models to independently encode the question and each re-
trieved document. During training, the parameters of both BERT models are updated to
optimize the learning objective, which is described later in the classi er component part.
Once the model is trained, we pre-encode all the documents and store their encodings
in an of ine cache. During testing, we encode the question only once usingriiree

BERT, and instantly read out the cached encodings of all the candidate documents re-
trieved by an off-the-shelf IR system. Compared to the existing “concatenate and encode”
approaches that concatenate the question and each retrieved document, DC-BERT only en-

codes a question for once, which reduces the computational cost of BERT lower layers
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from O(NgNg(Lg + Lq)?) to O(Ng(LE + NgL3)) whereN, denote the number of ques-
tions, Ny denote the number of retrieved documents for each quedtipandL 4 denote

the average number of tokens of each question and document, respectively. Moreover, the
decoupled BERT also enables caching of the document encodings of ine, which further
reduces the computational cost@QNng).

In fact, a number of previous RNN and CNN based QA approaches, such as BiDAF [183],
DCN [184] and QANet [185], also decouple the encoding of question and document, but
their performance is dominated by recent BERT-based approaches. With self-attention
Transformer layers, BERT is designed to perform contextual encoding by incorporating
wide context from pre-training to ne-tuning. This explains why most state-of-the-art ap-
proaches for open-domain QA concatenate question and document for wide-context encod-
ing and achieve prominent performance. Recent work [38] attempts to independently en-
code question and document with BERT, and compute the inner product of their encodings
to retrieve documents, but performs worse than state-of-the-art approaches. We posit that
the lack of interactions between question and document can signi cantly hurt the perfor-
mance. Therefore, our method is designed to encapsulate question-document interactions

with a Transformer component, as described below.

6.3.2 TransformeiComponent

With the dual-BERT component, we obtain the question encod@ing RN ¢ and the
document encoding®2 RM 9, whered is the dimension of word embeddings, aNd
andM are the length of the question and the document, respectively. Since the document
reranking task is to predict the relevance of the document for a question, we introduce a
Transformer component with trainable global embeddings to model the question-document
interactions.

More speci cally, we have global position embeddings, 2 RY to re-encode the

token at positiorP; in the concatenated question-document encoding sequence. We also
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have global type embeddings, 2 RY andEp 2 RY to differentiate whether the encoded
token is from question or document. Both the global position and type embeddings are
initialized by the position and sentence embeddings from pre-trained BERT, and will be
updated during the training. These additional embeddings are added on top of the question
and document encodings (with the encoding§®@ES] and [SEP]), and then fed into

the Transformer layers. The number of Transformer layelis con gurable to trade-off
between the model capacity and ef ciency. The Transformer layers are initialized by the

lastK layers of pre-trained BERT, and are updated during the training.

6.3.3 Classi er Component

After the Transformer layers, DC-BERT treats the document reranking task as a binary
classi cation problem to predict whether the retrieved document is relevant to the question.
Following previous work [50, 186, 187], we employ paragraph-level distant supervision to
gather labels for training the classi er, where a paragraph that contains the exact ground
truth answer span is labeled as a positive example. We parameterize the binary classi er as

a MLP layer on top of the Transformer layers:

p(Qi;Dj) =  (MLP([ocis); Oeis)); (6.11)

where (Q;; D;) is a pair of question and retrieved document, apgds; and ofCLS] are
the Transformer output encodings of &L S] token of the question and the document,

respectively. The MLP parameters are updated by minimizing the cross-entropy loss:

X
J = ylog(p)+(1 y)log(l p) ; (6.12)
(Qi;Dj)

wherey = y(Q;; Dj) is the distantly supervised label, apd= p(Q;;D;) as de ned in
Equation 6.11.
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Table 6.1: Performance on the HotpotQA full wiki dev set.

Method Answer Supporting Fact Paragraph
EM F1 EM Fy EM
Cognitive Graph [80] 37.6 49.4 23.1 58.5 57.8
DecompRC [44] - 43.3 - - -
MUPPET [51] 31.1 40.4 17.0 a47.7
GoldEn Retriever [48] - 49.7 — - —
DrKIT [46] 35.7 46.6 - — -
Semantic Retrieval MRS [40] 46.5 58.8 39.9 71.5 63.9
Transformer-XH [47] 50.2 62.4 42.2 71.6 -
Recurrent Retriever [52] 60.5 73.3 49.3 76.1 75.7
IDRQA (ours) 62.9 75.9 51.3 79.1 79.8

6.4 Experiments on Iterative Document Reranking

Experimental settings. We conduct all the experiments on a GPU-enabled (Nvidia RTX
6000) Linux machine powered by Intel Xeon Gold 5125 CPU at 2.50GHz with 384 GB
RAM. For the graph-based reranking model, we set the maximum token sequence length
L = 250, the number of retrieved documenl®y = 8, the maximum number of entities

JEj = 120. The graph attention module h&s= 2 GAT layers. The maximum number of
retrieval hopdH = 3. The topK = 4 reranked paragraphs are sent into the downstream
reader module. We implement our system based on HuggingFace's Transformers [190] us-
ing PyTorch [191]. Following the previous state-of-the-art method [189], we use ALBERT-
xxlarge [11] as the pre-trained language model. We use AdamW [190] as the optimizer and

tune the initial learning rate betweérbe 5and2:5e 5.

Datasets. We evaluate our method on three open-domain QA benchmark datasets: Hot-
potQA [33], Natural Questions Open [38] and SQUAD Open [35]. On all the three datasets,
we focus on thdull wiki open-domain QA setting, which requires the system to retrieve
evidence paragraphs from the entire Wikipedia and extract the answer span from the re-
trieved paragraphs. Following the train/dev/test splits of Natural Questions Open and

SQUAD Open in previous works [38, 192], we use the original validation set as our test set

88



Table 6.2: Performance on the HotpotQA full wiki test set.

Method Answer Supporting Fact Joint

EM Fy EM F1 EM F1
DecompRC [44] 30.0 40.6 - — - -
QFE [188] 286 380 14.2 44.3 8.6 23.1
Cognitive Graph [80] 37.1 488 228 57.6 12.4 349
MUPPET [51] 306 40.2 16.6 47.3 10.8 27.0
GoldEn Retriever [48] 379 485 30.6 64.2 18.0 39.1
DrKIT [46] 421 51.7 37.0 59.8 246 428
Semantic Retrieval MRS [40] 453 57.3 38.6 70.8 25.1 47.6
Transformer-XH [47] 51.6 64.0 40.9 71.4 26.1 51.2
Recurrent Retriever [52] 60.0 73.0 490 76.4 353 61.1
Hierarchical Graph Network [189] 59.7 71.4 51.0 77.4 37.9 622
IDRQA (ours) 625 759 51.0 789 36.0 63.9

and keep 10% training set as our dev set. Natural Questions Open and SQUAD open con-
sist of single-hop questions, while HotpotQA consists of 113K crowd-sourced multi-hop
guestions that require Wikipedia introduction paragraphs to answer. In the train and dev
splits of HotpotQA, each question for training comes with two gold supporting paragraphs
annotated by the crowd workers. Thus we can evaluate the retrieval performance on the

dev set of HotpotQA dataset.

Evaluation metrics. We evaluate both the paragraph reranking performance and the over-
all QA performance. Following existing studies [52, 40, 188], we evaluate the paragraph-
level retrieval accuracy using the Paragraph Exact Match (EM) metric, which compares
the top 2 paragraphs with the gold supporting paragraphs. For QA performance, we report
standard answer Exact Match (EM) andd€ores to measure the overlap between the gold

answer and the extracted answer span.

6.4.1 OverallResults

We evaluate our method on both single-hop and multi-hop open-domain QA datasets. Note

that our method is hop-agnostic, i.e., we consistently use the same setting 8f as the
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Table 6.3: Answer EM scores on the test set of Natural Questions Open and SQUAD Open.

Method NQ SQUAD
DrQA [35] - 29.8
R3[39] - 29.1
Multi-step Reasoner [50] - 31.9
BERTserini [193] - 38.6
MUPPET [51] - 39.3
Multi-passage BERT [194] — 53.0
ORQA [38] 33.3 20.2
Recurrent Retriever [52] 31.7 56.5
Dense Passage Retriever [192] 41.5 36.7
IDRQA (ours) 45.5 56.6

maximum number of retrieval hops for all the three datasets.

For the multi-hop QA task, we report performance on both the dev and test sets of
the HotpotQA dataset. As reported in Table 6.1, we compare the performance of our sys-
tem IDRQA with various existing methods on the HotpotQA full wiki dev set. Since the
golden supporting paragraphs are only labeled on the train/dev splits of the HotpotQA
dataset, we can only report the paragraph EM metric on the dev set. Notably, IDRQA
achieves over 4 points improvement on Paragraph EM compared to the previous best re-
triever model [52], demonstrating the effectiveness of our graph-based iterative reranking
method. In Table 6.2, we compare our system with various existing methods on HotpotQA
full wiki test set. IDRQA outperforms all published and previous unpublished methods on
the HotpotQA dev set and the hidden test set on the of cial leaderboard (on May 21, 2020).
Our reranking model also facilitates the downstream reader module, which achieves new
state-of-the-art QA performance in terms of Answer EM apddores.

For the single-hop QA task, we evaluate our method on Natural Questions (NQ) Open
and SQUAD Open datasets. We summarize the performance in Table 6.3. For NQ Open, we
follow the previous work DPR [192] to use dense retriever instead of TF-IDF for document
retrieval. Our method also achieves state-of-the-art QA performance, which shows the

robustness of our method across different open-domain QA datasets.
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Figure 6.5: Case study of example questions with supporting paragraphs from the Hot-
potQA dev set.

Table 6.4: Ablation study of our system in different settings on the HotpotQA full wiki dev
set.

Bridge (79.9%) Comparison (20.1%) Full Dev (100%)

Ablation Setting

Answer Answer Answer Paragraph
EM F1 EM F EM K EM
IDRQA 581 732 714 77.9 60.7 74.2 73.8

w/o Graph-based Reranking 47.4 59.5 70.1 76.4 52.1 62.9 62.6
w/o Iterative Reranking 49.8 61.7 705 77.3 54.364.5 65.2
w/o Question Updater 56.6 714 713 77.8 59.8 729 70.3

6.4.2 DetailedAnalysis

Ablation study. To investigate the effectiveness of each module in IDRQA, we compare
the performance of several variants of our system on the HotpotQA full wiki dev set. As
shown in Table 6.4, once we disable tierative RerankingGraph-based Rerankingnd
Question Updatemodule, both the paragraph reranking and QA performance drop signif-
icantly. Notably, there is a 11 points drop in Paragraph EM decrease and a 12 points drop
in Answer F1 wherGraph-based Reranking removed from IDRQA. This shows the im-

portance of the graph-based reranking model in our system. To further study the impact
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Table 6.5: Distribution of the selected retrieval steps on the HotpotQA dev set, which is
adaptively determined by IDRQA.

Retrieval % of Questions Paragraph Answer

EM EM F1
1-step 21.8 88.4 70.3 81.9
2-step 63.2 76.9 62.0 75.9
3-step 5.3 39.6 45.2 59.8
4-step (max) 9.7 22.0 37.7 50.4

of these modules, we decompose the QA performance into question cat&yatgsand
Comparison We nd that the QA performance on the bridge questions drops much more
signi cantly than that on the comparison questions. This is because the comparison ques-
tions require to compare two entities mentioned in the question [33], thus iterative retrieval
and multi-hop reasoning may not be necessary. In contrast, to answer the bridge questions

which often have missing entities, our iterative reranking method is of crucial importance.

Impact of retrieval steps. IDRQA aggregates the document scores to check whether the
collected evidence is enough to answer the question, and adaptively determines when to
stop the retrieval process. We investigate the number of retrieval steps selected by IDRQA,
and report its distribution with breakdown performance in Table 6.5. Over 60% questions
are answered with 2-step retrieval. About 20% questions are answered with 1-step retrieval,
which is close to the ratio of the comparison questions that may not need iterative retrieval.
For questions that IDRQA selects to perform over 2-step retrieval, a signi cant drop on both
reranking and QA performance is observed, showing that these questions are the hardest

ones in HotpotQA.

Case study and limitations. We showcase several example questions with answers from
IDRQA and the baseline ALBERT-base reranker (ABR) in Figure 6.5. The rst case is
a hard bridge question where ABR extracts the wrong answer from a relevant but non-
supporting paragraph, showing the advantage of iterative reranking in our system. The

second question is correctly answered by both IDRQA and ABR, since it provides suf cient
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clues to retrieve both paragraphs. The nal case is a comparison question that requires
numerical reasoning, which is not correctly answered by both IDRQA and ABR. This
shows the limitation of our system, and we plan to explore the combination of multi-hop

and numerical reasoning in future work.

6.5 Experiments on Decoupled BERT

Benchmark datasets We evaluate DC-BERT and baseline methods on two popular bench-
mark datasets: 1) SQUAD Open [35], which is composed of questions from the original
crowdsourced SQUAD dataset [30]; 2) Natural Questions Open [195], which is composed
of questions from the original Natural Questions dataset [31]. The questions are created
from real user queries issued to Google search engine. For all experiments, we use stan-

dard splits provided with the datasets, and report the performance on the development split.

Evaluation metrics. To evaluate the retriever speed, we compare the wall-clock time run-
ning on a single GPU. To evaluate the retriever ranking performance, we use the following
metrics: 1) P@N, which is de ned in previous work [35] as the percentage of questions
for which the answer span appears in one of the top N documents; 2) PBT@N, a new eval-
uation metric that we propose to gauge the semantic retrieval capability of the document
reranker, which is the percentage of questions for which at least one of the top N docu-
ments that contains the answer spanasin the TF-IDF top N documents. In other words,

this new metric measures the retriever's capability beyond the TF-IDF retriever (the higher
the better); 3) PTB@N, our proposed metric that is symmetric to PBT@N, which is the
percentage of questions for which at least one of the top N TF-IDF retrieved documents
that contains the answer spaot in the retriever's top N documents. This metric measures
the retriever's capability of retaining the relevant documents returned by TF-IDF retriever
(the lower the better). To evaluate the downstream QA performance, we follow previous

works [35, 40, 50] and use the standard answer exact match (EM) score.
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Implementation details. We use pre-trained BERT-base model [9] for the document
reranker and pre-trained BERT-wwm (whole word masking) model for the downstream
QA model. For the standard TF-IDF retrieval, we use the released retrieval data from [195]
for Natural Questions Open, and use the DrQA [35] TF-IDF retriever to collect 80 docu-
ments for SQUAD Open. We select top 10 documents ranked by retriever to feed into the
reader module. For our method, we enable caching of the document encodings. We set
K =1 as the number of Transformer layers for all the experiments and vary this choice
in the ablation study. We uste 5 as the initial learning rate. Our model is trained with
Adam optimizer [118]. For the binary classi er, we use a two-layer MLP withtte( )

activation function for nonlinear transformation.

Baseline methodsl) BERT-base: a well-trained reranker using the BERT-base model [9],
which is a very strong baseline and represents state-of-the-art performance on both datasets;
2) Quantized BERT: a recent work [196] that employs quantization techniques [181] to
compress BERT-base into a 8bit-Integer model. We use the of cial open-sourced code
for experiments; 3) DistilBERT: a recent approach [182] that leverages knowledge distil-
lation techniques [197] to train a smaller and compact student BERT model to reproduce
the behavior of the teacher BERT-base model. We use the of cial open-sourced code for
experiments. To achieve decent speedup, we set 2 Transformer layers for the student BERT

model.

6.5.1 Performance

Retriever speed.As summarized in Table 6.6, DC-BERT achieves over 10x speedup over
the BERT-base retriever, which demonstrates the ef ciency of our method. Quantized
BERT has the same model architecture as BERT-base, leading to the minimal speedup.
DistiBERT achieves about 6x speedup with only 2 Transformer layers, while BERT-base

uses 12 Transformer layers.
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Table 6.6: Performance comparison on two benchmark datasets. DC-BERT uses one Trans-
former layer for question-document interactions. Quantized BERT is a 8bit-Integer model.
DistilBERT is a compact BERT model with 2 Transformer layers.

SQUAD Open Natural Questions Open
Retriever Model Retriever Retriever Answer QA Performance  Retriever Retriever Answer QA Performance
P@10 Speedup EM Drop (%) P@10 Speedup EM Drop (%)
BERT-base [9] 71.5 1.0x 40.1 0.0 65.0 1.0x 28.0 0.0
Quantized BERT [181] 68.0 1.1x 39.5 1.5 64.3 1.1x 27.5 1.8
DistiBERT [182] 56.4 5.7x 34.6 13.7 60.6 5.7x 25.1 9.7
DC-BERT 70.1 10.3x 39.2 2.1 63.5 10.3x 27.4 2.0

Table 6.7: Retriever performance in PBT@10 and PTB@10.

Retriever Model SQUAD Natural Questions
PBT@10 PTB@10 PBT@10 PTB@10
BERT-base [9] 19.8 2.1 14.6 4.0
Quantized BERT [181] 18.4 3.4 14.1 4.5
DistiIBERT [182] 14.3 10.2 115 7.1
DC-BERT 18.1 5.7 13.8 6.8

Retriever ranking performance. We evaluate the ranking metrics in terms of P@10 in
Table 6.6. With a 10x speedup, DC-BERT still achieves similar retrieval performance com-
pared to BERT-base on both datasets. At the cost of little speedup, Quantized BERT also
works well in ranking documents. DistilBERT performs signi cantly worse than BERT-
base, which shows the limitation of the distilled BERT model. We also report the proposed
PBT@10 and PTB@10 metrics in Table 6.7. As discussed, PBT@10 is the higher the bet-
ter, and PTB@10 is the lower the better. DC-BERT and Quantized BERT achieves similar

performance compared to BERT-base, while DistilBERT is inferior in both metrics.

QA performance. As reported in Table 6.6, DC-BERT and Quantized BERT retain most
of the QA performance (Answer EM) compared to BERT-base, on both SQUAD Open and
Natural Questions Open datasets. Due to the inferior retrieval performance, DistiBERT
also performs the worst in answer accuracy. With a 10x speedup, DC-BERT only has a
performance drop of about 2%, which demonstrates the effectiveness of our method in the

downstream QA task.
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(a) model architecture (b) Transformer layers

Figure 6.6: Ablation study results on Natural Questions Open.

Table 6.8: Performance of ablation variants of the retriever model on Natural Questions
Open.

Retriever Model Retriever Retriever Answer
P@10 Speedup EM
DC-BERT-Linear 57.3 43.6X 24.8
DC-BERT-LSTM 61.5 8.2x 26.5
DC-BERT 63.5 10.3x 27.4

6.5.2 Ablation Study

To further investigate the impact of our model architecture design, we compare the per-
formance of DC-BERT and its variants, including 1) DC-BERT-Linear, which uses linear
layers instead of Transformers for interaction; 2) DC-BERT-LSTM, which uses LSTM and
bilinear layers for interactions following previous work [198]. We report the results in
Table 6.8. Due to the simplistic architecture of the interaction layers, DC-BERT-Linear
achieves the best speedup but has signi cant performance drop, while DC-BERT-LSTM
achieves slightly worse performance and speedup than DC-BERT. Figure 6.6a shows that
DC-BERT consistently outperforms its variants for different number of top retrieved docu-
ments, and leads with a larger margin when retrieving less documents. We also investigate
the impact of the number of Transformer layers for question-document interactions, and

report the results in Figure 6.6b. When we increase the number of Transformer layers, the
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