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SUMMARY

The prediction accuracy of deep neural networks (DNNs) deployed at the edge can deteriorate over time

due to shifts in the data distribution. For heightened robustness, it’s crucial for DNNs to continually re-

fine and improve their predictive capabilities. However, adaptation in resource-limited edge environments is

fraught with challenges: (i) new labeled data might be unavailable; (ii) on-device adaptation is a necessity

as cloud connections may be inaccessible; and (iii) the adaptation procedure should prioritize speed, mem-

ory efficiency, and energy conservation. Compute-In-Memory (CIM) has recently garnered attention for its

computational efficacy and superior operational bandwidth. Additionally, emerging lightweight unsupervised

DNN adaptation techniques during test-time have showcased promising results in enhancing model accuracy

for data with noise. This paper pioneers a holistic benchmarking exploration of these methods, assessing

their performance and energy efficacy across diverse CIM architectures in edge and autonomous systems.

Our findings reveal that the proposed adaptation strategies can adapt to both environment shifts and inherent

hardware noise. Engaging in a thorough cross-layer algorithm-hardware-technology co-design space explo-

ration, we highlight pivotal trade-offs among accuracy, performance, and energy for various DNN adaptation

techniques and CIM configurations.
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CHAPTER 1

INTRODUCTION

While deep neural networks (DNNs) undergo thorough training and validation using extensive datasets before

their deployment on edge devices, they remain susceptible to degradation in prediction accuracy in real-world

post-deployment scenarios. This degradation is primarily caused by shifts in the distribution of new input

data samples, a phenomenon known as ”dataset shifts” [1]. Such shifts often arise from sensor disturbances

or environmental interferences [2]. To bolster the robustness of DNNs, various techniques, including data

augmentation [3] and adversarial training [4], have been employed during offline training. However, these

methods may not be adequate to handle the diverse range of data shifts that can occur after deployment. As

a result, it is imperative to adapt neural networks to improve their prediction accuracy [5, 6, 7, 8].

Various transfer learning methodologies have been proposed to adapt neural networks on edge devices.

One approach involves fine-tuning using a modest set of labeled target data. This strategy has proven effective

in improving performance while outperforming domain generalization methods cost-effectively [9, 10, 11,

7]. It entails training a model on a large source dataset initially and then fine-tuning the pre-trained model

on a smaller target dataset to adapt to distribution shifts. Another realm of application is when the labels

for the new test data are not present, potentially domain-shifted, such as devices operating in remote places

without human intervention [12, 13] or when the cost of annotating the new data with labels is too high

and not feasible [2, 14]. Representative scenarios include: (i) DNNs performing human action recognition

on drones without labeled samples [12], (ii) techniques such as laser-induced breakdown spectroscopy in

extreme environments (e.g., other planets) [15], or (iii) medical imaging where noise could be added due to

scanners and the DNN for analysis needs to rapidly adapt without labeled data [14].

To ensure that deployed DNNs maintain or elevate their prediction accuracy while meeting stringent

performance constraints in streaming applications, real-time on-device adaptation to new shifted test data is

crucial. Relying on cloud-based adaptation may not always be practical due to stringent timing deadlines

or devices being in connectivity-deficient regions. Prediction-time adaptation at the edge presents unique

challenges, primarily concerning speed and efficiency. DNNs processing streaming data are frequently up

against tight timelines, making rapid adaptation a necessity. Moreover, edge devices are often resource-

constrained and may rely on battery power, making lightweight and energy-efficient adaptation imperative.

In the race to achieve efficient adaptation on resource-constrained edge platforms, Compute-In-Memory

(CIM) systems have gained prominence. Such systems, including analog crossbar arrays, effectively combat
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the memory bottlenecks intrinsic to von Neumann architectures [16]. Analog crossbars harness various mem-

ristive devices, such as Resistive Random-access Memories (RRAMs), Phase Change Memories (PCMs), and

Ferroelectric Field-effect Transistors (FeFETs), which are extensively researched for their capability to per-

form low-precision DNN inference ef�ciently with high throughput [17]. Despite their advantages, CIM

systems face unique challenges stemming from device-to-device variations, temporal conductance drift in

memristive devices, and parasitic resistances in metallic interconnects within crossbar arrays [18, 19, 20, 21,

22]. These non-idealities might tamper with a DNN's weights and lead to accuracy degradation in real-world

applications.

This paper introduces a benchmarking framework and conducts a comprehensive measurement study of

prediction-time DNN adaptation techniques, encompassing both supervised and unsupervised approaches,

on CIM hardware substrates at the edge. To the best of our knowledge, this study is the �rst to explore

both supervised and unsupervised approaches for resource-constrained devices with CIM technology. Our

study aims to address the following algorithm-hardware co-design questions: (i) For each CIM hardware

con�guration, what constitutes the optimal choice of a robust DNN and test-time adaptation algorithm in

terms of three key objectives: prediction accuracy, adaptation time, and energy dissipated during adaptation?

(ii) What bottlenecks are encountered when executing these algorithms on various CIM architectures? (iii)

Can adaptation techniques effectively address both environmental data shifts and inherent hardware noise to

improve accuracy? Built upon the benchmarking framework, we conduct a series of design space exploration

analyses, revealing intriguing and, at times, non-obvious outcomes, and illustrating crucial trade-offs between

accuracy, performance, energy consumption, and memory utilization.

This paper, therefore, makes the following contributions:

• A benchmarking framework for evaluating DNN adaptation techniques, both supervised and unsuper-

vised, on resource-constrained edge devices equipped with Compute-In-Memory hardware substrates.

• A holistic evaluation of DNN adaptation techniques across diverse hardware con�gurations, showcas-

ing their ability to adapt to both external environmental shifts and inherent hardware noise.

• Insights from cross-stack algorithm-hardware-technology co-design space exploration, highlighting

critical trade-offs between accuracy, performance, and energy ef�ciency concerning different DNN

adaptation algorithms and Compute-In-Memory designs.

The rest of this paper is organized as follows. Section chapter 2 describes various techniques of DNN

adaptation and CIM. Section chapter 3 presents our proposed benchmarking suite for DNN adaptation with

CIM at the edge. Section chapter 4 conducts a cross-layer algorithm-hardware-technology evaluation of the

2



adaptation with design space exploration. The paper concludes with summaries of test-time DNN adaptation

at edge with compute-in-memory. The code is avaiable at (https://github.com/SenFFF/CIMAdaptation/).
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CHAPTER 2

BACKGROUND

In this section, we delve into techniques aimed at enhancing the robustness of DNNs during training. Ad-

ditionally, we will explore adaptation techniques and recent developments in this �eld. Finally, we will

introduce the concept of CIM with emerging non-volatile memory technologies.

2.1 Enhancing Robustness of DNNs during training

Two widely adopted approaches for improving the robustness of DNNs are data augmentation and adversarial

training, both of which are elaborated below.

2.1.1 Dataaugmentation

Data augmentation is a strategy where a neural network is trained using both the original “clean” samples

(such as images in CIFAR-10) and their noisy counterparts [3]. This approach helps improve the generaliza-

tion capability of the DNNs. Techniques such asCutout, which removes sections of an image [23],Cutmix,

where parts of one image replace portions of another [24], andAugmix, which applies a variety of transfor-

mations (rotate, posterize, etc.) and then combines the modi�ed images, have proven effective in enhancing

DNN generalization capability [3].

2.1.2 Adversarialtraining

Adversarial training is designed to make a neural network robust against adversarial attacks. Its training

involves a min-max optimization problem, where adversarial samples are generated from clean ones by in-

troducing imperceptible perturbations. The network is then trained to both maximize prediction loss for these

adversarial samples and minimize it for the clean ones [25, 26].

2.2 Adaptation

Recent advancements in the �eld of adaptation emphasize unsupervised domain adaptation, especially �ne-

tuning speci�c neural network layers during test time. Techniques such as “Norm” adapt batch-normalization

(BN) parameters by recomputing the mean and standard deviation statistics during test-time inference [8, 27],

“Tent” [5] optimizes transformation parameters in addition to BN parameters but also performs a backprop-

agation pass at test-time to optimize thetransformation parametersthat apply channel-wise scales and shifts
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to the features, and “Surgical” �ne-tunes different convolution layers based on the type of data corruption [7].

These works provide important insights into the overhead of running these algorithms on resource-constrained

devices but only focus on adapting batch-norm parameters. Another recent work adapted batch-norm parame-

ters to improve accuracy for lane detection applications in autonomous driving [13]. In our work, we focus on

layers beyond batch-norm, such as convolutional and fully-connected layers, and target not just corruptions

but also noise due to analog operation inherent in in-memory computing architectures.

2.3 Compute-In-Memory

Compute-in-memory (CIM) has emerged as a promising architectural paradigm, facilitating operations across

entire memory blocks by seamlessly integrating fundamental processing capabilities within the memory itself,

thus effectively surmounting the memory wall challenge that existed in the Von Neumann machine [28]. With

novel models leaning towards memory-intensive operation on smaller, resource-constrained devices at the

edge [18, 29], benchmarks existing algorithms with edge devices become even more critical.

Speci�cally, CIM paradigm is able to perform matrix-vector multiplication, the operation that is ubiq-

uitous in today's novel machine learning models [30, 31, 32], within one clock cycle, and CIM has been

leveraged to accelerate several operation- and data-intensive workloads such as vector symbolic architec-

ture [33, 34], recommendation system [35], reinforcement learning [36], spiking neural network [37, 38],

deep neural network [39], bioinformatic [40], and so on. These CIM designs leverage novel non-volatile

memory (NVM) technologies such as RRAM [41], FeFET [42], PCM [43], etc. for inference and/or training

for novel applications.

Recent works have been actively exploring CIM benchmarking. DNN+NeuroSim [44] is tailored for as-

sessing CIM accelerators over a broad spectrum of device technologies and architectures. Reis et al. [45]

concentrate on the modeling and benchmarking of CIM architectures, with delving into design space explo-

ration and the evaluation of various memory technologies. He et al. [46] investigates the design space and

memory technology co-exploration for CIM-based machine learning accelerators, seeking to �nd the optimal

mix of design variables and memory technologies to enhance performance and reduce power consumption

and area. NVMExplorer [47] introduces a comprehensive framework for cross-stack comparisons of embed-

ded NVM technologies.

Although benchmarking DNN with CIM has been widely implemented, DNN adaptation benchmarked

against CIM has yet to be investigated. In addition, inspired by the fact that DNN adaptation that is bench-

marked against state-of-the-art Von Neumann machine can not satisfy the real-time and energy requirement

at the edge [48, 49], in this work, we perform a thorough DNN adaptation benchmarking with CIM by truth-
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fully in tegrating the existing CIM DNN benchmarking tool NeuroSim [39] for adaptation, enabling different

network wrapper being integrated with the underlying circuit components.
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CHAPTER 3

METHODOLOGY

In this section, we focus on illustrating our test-time adaptation framework and its components for bench-

marking adaptation on edge CIM macros. We �rst present the overview �ow of our algorithm-hardware

benchmarking study in test-time adaptation. We then elaborate on the experimental details, including algo-

rithms (models, datasets, quantization schemes) and hardware (compute-in-memory architecture, memory

devices, and inherent hardware noise features). Lastly, we discuss the evaluation metrics and design space

exploration case study.

3.1 Adaptation Study Overview

Figure Figure 3.1 shows an overview of our hardware-algorithm benchmark study for test-time DNN adapta-

tion at the edge with CIM. We �rst train a model on a relatively large source dataset from meta-environments

and then �ne-tune the pre-trained model on a small target dataset, as a means of adapting to distribution shifts.

In our work, we only adapt a part of the network model during the �ne-tuning stage while freezing the other

layers.

Typically, adaptation involves a set of more conservative hyper-parameters, for instance, a smaller learn-

ing rate. The object to be adapted is a model pre-trained on a given dataset on cloud. The goal is to strengthen

model robustness when encountering different input data distribution or when non-ideal factors like de-

vice non-ideality deplete model resilience [50]. By denoting trainable parameters of a n-layer network as

(� 1; :::� n ), pre-training can be formulated as the following:

� i L(x; y); i 2 [1; n]

Herex refers to input data andy the corresponding output. Contrary to conventional wisdom that one

should �ne-tune the whole model or the last few layers to re-use the learned features, we observe that �ne-

tuning only the part of layers of the network results in better performance for image corruption datasets and

autonomous navigation scenarios, which is in line with [7]. This means we judiciously choose parameters in

certain layers, but not all of them, to perform backpropagation and weight updates, i.e.,

P
� i

L(xshif t ; yshif t );
X

� i � (� 0; :::; � n )
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Figure 3.1: Overview of our hardware-algorithm benchmarking study of test-time adaptation at edge with
compute-in-memory.

wherexshif t andyshif t are the test data and their labels (in supervised learning scenarios) due to distribution

shifted or inherent CIM noise during on-device adaptation.

3.2 Dataset and Model

Datasets.We conducted our experiments primarily on the CIFAR-10 dataset and its variants. To simulate the

circumstances of data distribution shift, we applied CIFAR-10-Corruption (CIFAR-10-C) and CIFAR-Flip to

represent the workload distribution encountered after network deployment [Thomas2019CIFARcorruption].

Before deploying, we pre-trained the models with CIFAR-10 while testing and adaptation are both carried

out on variant CIFAR datasets (CIFAR-10-C, CIFAR-Flip). Figure Figure 3.2 gives an example of how the

original image is distorted [51].

Models. Since the CIFAR data set is meant for image classi�cation, we chose three image-processing

neural network models as our candidate workload. VGG8 represents the so-called 'shallower' network.

Meanwhile, ResNet20 [52] and DenseNet40 [53] are selected as 'deeper' networks. Our evaluation results

demonstrate that the number of layers (i.e., network depth) has impacts on the adaptation strategy, especially

under quantization scenarios.

WAGE Quantization. Hardware that operates at the edge suffers from limited energy and area budgets.

Energy and area consumption associated with �oating-point (FP) operations are not advantageous for edge

systems. In addition, FP operation is not favorable when it comes to CIM-based implementations. Therefore,

we applied WAGE as our quantization methodology [54]. WAGE quantizes four main operands (Weight,

Activation, Gradiet, Error) in backpropagation, rendering network deployment on edge possible. WAGE
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Figure 3.2: A demonstration of the dataset we used in this work to train the model and its variant to simulate
data distribution shift

mainly covers linear and convolutional layers. Other layer types like maxpooling and batch norm are omitted,

assuming they would be handled by other modules.

3.3 Compute-In-Memory Framework

Our adaptation benchmarking framework of this work is built based on NeuroSim [44, 39, 55], an end-to-

end CIM macro-to-architecture simulation toolkit. NeuroSim is capable of evaluating both the algorithmic

network model and CIM hardware performance during the training and inference phases. It has incorporated

Pytorch and WAGE quantization in its Python-based shell wrapper, and uses chip-validated data to calibrate

the C++-based �les for analytical hardware performance-power-area estimations [56]. We refer the hardware

evaluation module (aforementioned C++-based �les) as the word “core” in the following text. The input

feature map, layer weights, and gradient traces generated from training are recorded for detailed analysis for

hardware evaluations.

NeuroSim has set up its own design principle to determine what would be the CIM macro's architec-

ture given some user-speci�ed macro parameters, starting from NVM device characteristics to architecture-

dependent parameters. To perform partial adaptation analysis, we intervene in trace communication between

the python shell and core by modifying weight and gradient traces during adaptation. In a similar manner,

all sorts of CIM hardware non-ideality are simulated by blending mathematical models into the trace �les.

For more description regarding NeuroSim execution �ow and non-ideality modeling, we refer to NeuroSim

manuals for a detailed description [57]. A high-level work�ow abstraction of the adaptation framework can

9



Figure 3.3: The high-level abstraction of the proposed CIM adaptation estimation framework.

Figure 3.4: Effect of WAGE quantization with ideal ON/OFF ratio and silicon-validated ON/OFF ratio. The
red dotted line in the middle indicates the original evenly-distributed data points.

be found in Figure Figure 3.3.

Parameter settings.We use the default parameter settings in NeuroSim throughout the adaptation ex-

perimentation, except for the memory cell type and subarray size. VGG8 network is evaluated with 128� 128

subarray while ResNet20 is evaluated with 32� 32 subarray. The array size is chosen not to violate the design

principle set up by NeuroSim. The experiments are mainly conducted with SRAM and RRAM with different

technology nodes. We use a uni�ed bit-width of 8 in WAGE quantization to support training. The batch size

is set to 200 and the epoch is usually 3 to accommodate the endurance of eNVM cells. 1000 images are used

for CIFAR-10-C implementation, with an 8:2 split for training and testing. When tested on Cifar10-C, the

numbers reported in Section chapter 4 are obtained through averaging test set accuracy among 10 types of

corruptions. The severity for CIFAR-C is set to 5 (which is the most severe) and images are shuf�ed every

time when the test set is loaded.

Memory Cells. We evaluate both SRAM and RRAM with different technology nodes for test-time adap-

tation. RRAM is chosen as the representative NVM with its CMOS compatibility, small cell area, low read
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latency and energy, etc. Besides the difference in the memory technology, SRAM and RRAM also neces-

sitate different peripherals in their respective systems. For instance, CIM with RRAM requires the array

to operate in the mixed signal realm whereas SRAM-based CIM indicates a pure digital con�guration. At

the circuit level, a level shifter for boosting the programming of RRAM and calibrated sensing scheme [58]

will be taken into consideration for the RRAM-based design. In addition to analyzing fully SRAM-based

and RRAM-based adaptation systems respectively, we also explore the hybrid memory design paradigm by

leveraging the unique characteristics of SRAM and RRAM. The adaptable layers are mapped onto SRAM

due to its better write performance and endurance while the frozen layers are mapped onto RRAM due to its

superior read performance and density.

Device Non-Ideality. Traditional storage devices, such as DRAM and SRAM, rely on charge-based

mechanisms. Additional peripherals and mechanisms are implemented to ensure the maintenance and correct

operation of the bits within these cells. In the case of SRAM, a group of transistors competes to maintain a

stable state, while DRAM requires periodic refreshing to counteract charge leakage. These storage devices

typically incorporate a larger noise margin to ensure the accuracy of the stored bit patterns. In contrast,

resistive NVM cells store information using their resistance state. For instance, PCM exhibits varying cell

resistance, thereby representing 0 or 1 states with different crystalline structures [59, 60]. RRAM forms

or disrupts a conductive path to achieve its low-resistance (LRS) and high-resistance states (HRS) [61]. In

case of RRAM, as a cell undergoes numerous write operations, its physical structure gradually deteriorates,

leading to a decrease in the on-off ratio (i.e. high state resistance divided by low state resistance). We model

this on-off ratio as a linear scaling on the quantization axis, as illustrated in Figure Figure 3.4. Furthermore,

various inherent hardware noise, such as device-to-device variation, cycle-to-cycle variation, non-linearity

introduced by retention issues, and quantization error introduced by the analog-to-digital interface can all

potentially damage the accuracy and hardware performance and power ef�ciency of the systems that employ

NVM devices. We incorporate these device non-ideality factors into our adaptation benchmarking framework

and investigate the effectiveness of test-time adaptation on both environmental data distribution shifts and

inherent hardware noise. The non-ideality parameters have been validated against fabricated testchip [62,

63].

3.4 Evaluation Metrics and Design Space Exploration

Metrics. For DNN supervised and unsupervised adaptation (Section chapter 4), we consider model test-time

accuracy as the algorithmic metric for DNN performance, as well as compute latency and energy consumption

as the CIM hardware metrics for DNN ef�ciency.
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Design Space Exploration (DSE).To establish a benchmarking framework enabling pre-silicon adap-

tation performance evaluation on CIM macros for designated workloads, we further conduct DSE analysis

(Section chapter 5) to identify the optimal algorithm-hardware con�gurations given the accuracy, latency, and

power constraints of the deployment system.
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CHAPTER 4

ADAPTATION EVALUATION RESULTS

In this section, we elucidate the outcomes of our experiments on test-time DNN adaptation. Initially, we delve

into the in�uence of various adaptation strategies on model performance in both supervised and unsupervised

learning scenarios, considering different types of noise. Capitalizing on the complementary attributes of

NVM devices, we then probe into the potential of hybrid CIM adaptation. Subsequently, we underscore the

ability of test-time adaptation to manage both shifts in data distribution and inherent hardware noise. Finally,

we venture into the adaptation design space tailored for distinct deployment contexts.

To provide clear insights, we employ varied con�gurations of our adaptation benchmarking platform to

address the subsequent Research Questions (RQs):

RQ1: How effective is the DNN test-time adaptation with CIM in handling data distribution shifts?

RQ2: What is the effectiveness of DNN test-time adaptation with CIM in addressing output-level shifts?

RQ3: How does the DNN test-time adaptation with CIM perform for unsupervised learning tasks?

RQ4: What constitutes the hardware overhead of NN test-time adaptation in CIM?

RQ5: How does SRAM/NVM-based hybrid CIM system bene�t DNN test-time adaptation?

RQ6: Is the DNN test-time adaptation capable of adjusting to both data distribution shifts and inherent

CIM hardware noise?

4.1 DNN Adaptation for Data Distribution Shift

RQ1: Evaluating Adaptation Performance for Various DNN Models Under Data Distribution Shift.In this

RQ, we investigate the impact of adaptation on three distinct DNN models. We elucidate that test-time

Figure 4.1: The relative accuracy gain of VGG8/ResNet20/DenseNet40 adaptation on input-level data distri-
bution shift (CIFAR-10-C), with regard to inference accuracy before adaptation. The unsupervised adaptation
adopts Shannon entropy [5] as the loss function.
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adaptation with CIM effectively elevates task accuracy. Notably, the choice of adaptation strategy in�uences

not just the model's performance, but also the hardware overhead stemming from the adaptation process.

In this work, we use adaptation to enhance the robustness of DNN models. It seems like a natural choice

to tune all trainable parameters of the network with distribution-shifted data. Yet, it could be either energy-

consuming or achieving non-optimal performance. Previous studies pointed out that adapting the whole

network could potentially degrade some learned features in the network [7]. Tuning layers altogether could

lead to modules deviating from their pre-trained optimal status. Addressing data distribution shifts while

ignoring other noise sources, the optimal adaptation strategy appears to be context-speci�c. For instance, de-

ploying a pre-trained network on edge devices may result in low image quality, where adapting shallow layers

could signi�cantly enhance accuracy. This is because the initial layers, responsible for low-level feature ex-

traction, may not be well-suited to processing noisy images. Adapting these layers can thus yield substantial

improvements. Conversely, shifts in higher-level features may be best addressed by adapting middle layers,

which bridge the gap between low-level features and more abstract representations. For example, adapting

these layers can help the model recognize new shapes or patterns. Similarly, shifts at the output or label

level, such as those exempli�ed by the Cifar10-�ip dataset, call for adaptations in the �nal mapping layers to

correct mismatches between high-level features and labels.

We �rst train three DNN models, VGG8, ResNet20, and DenseNet40 on CIFAR-10 while quantizing

them with WAGE regulation. We observe that all three models suffer accuracy loss when tested on CIFAR-

10-C images. However, after test-time adaptation with CIM, the accuracy improves on CIFAR-10-C images.

As adaptation is conducted in the granularity of block, we treat every two consecutive layers as one block in

VGG8. For ResNet/DenseNet, we treat each basic block/Dense block as one block unit. The relative accuracy

gain of test-time adaptation with CIM with regard to no-adaptation is shown in Figure Figure 4.1.

Figure Figure 4.1 showcases that both full and partial model adaptations enhance accuracy compared to

the original model. Intriguingly, adapting select blocks within DNN models often yields better results than

full-model adjustments. Speaking in a quantitative manner, partial adaptation surpasses full adaptation in

more than 80% of test cases throughput our experiments. Speci�cally, by �ne-tuning a single parameter block

while keeping others static, we achieve superior outcomes in addressing distribution shifts. Furthermore,

optimal performance is observed when different blocks are tuned to cater to varied types of distribution

shifts. For instance, adjusting the �rst block of VGG8 proves most effective for input-level shifts such as

CIFAR-C (image corruption).

However, this observation isn't universally valid, as evident from the results of ResNet20 and DenseNet40.

We speculate that this discrepancy arises due to the quantization effect. To validate our assumption, we ex-

amine the mean of weight gradient across layers for the three networks. As depicted in Figure Figure 4.2 (a),
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Figure 4.2: (a) The mean value of the quantized weight gradient during adaptation. (b) The relative accuracy
gain of adaptation on three DNN models upon CIFAR-Flip dataset.

deeper models like ResNet20 and DenseNet40 have layers where the gradient is quantized to zero, mean-

ing the correction data of speci�c layers is neglected—a phenomenon absent in the comparatively shallower

VGG8. Subsequent experiments revealed that, on average, 12.3% of trainable parameters in ResNet20 and

9.7% in DenseNet40 receive a zero weight gradient, while none in VGG8. Given that backpropagation pro-

cesses deeper layers �rst then followed by shallower ones, shallow layers accumulates more quantization

errors. That is because gradient computation for shallow layers relies on deeper layers' activation gradient.

This leads to a reduced adaptation accuracy boost for shallow blocks compared to their �oating-point coun-

terparts. Such inef�ciency could be further exacerbated by the minimal learning rate used for adaptation,

which makes gradient values even more susceptible to quantization.

Takeaway #1We show that adaptation can boost model robustness against data corruption. Tuning only

one block of parameters and freezing the remaining parameters can outperform full �ne-tuning on a range

of distribution shifts. Typically, �ne-tuning the �rst block works best for input-level shifts such as CIFAR-C

(image corruption). However, deeper networks may lose such attributes due to noises from quantization.

Quantization deviates gradients and shallower layers suffer more gradient distortion.

4.2 DNN Adaptation for Output Level Shift

RQ2: Adaptation performance under output-level shift for different DNN models.In this RQ, we study the

effects of adaptation CIFAR-Flip dataset of three different DNN models. CIFAR-Flip dataset can be seen

as output-level shift because the only difference between CIFAR-10 and CIFAR-Flip is the �ipped label

(x ! 9 � x). Figure Figure 4.2b presents the relative accuracy gain (i.e., block-wise adaptation accuracy

- full adaptation accuracy) on the CIFAR-Flip dataset. We observe that �ne-tuning partial blocks surpassed
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the full-tuning method regarding accuracy. Moreover, tuning the last layer works best for output-level shifts,

and blocks closer to the loss function in the computation �ow also suffer less from quantization error. The

gap between last-block adaptation and other block �ne-tuning will get smaller with more adaptation epochs.

However, more number of adaptation epochs also indicate extra compute latency and energy overhead.

4.3 Unsupervised Partial Adaptation

RQ3: Adaptation performance under unsupervised learning tasks.A vast number of applications cannot

enjoy the bene�t of annotation and have to cope with a new working environment blindly, which prompts

our experimentation on unsupervised adaptation on the distribution shift. We applied Shannon entropy as the

unsupervised loss function [5]. Figure Figure 4.1 demonstrates the performance of unsupervised adaptation

on three DNN models. Interestingly, we found that for input-level shift, unsupervised adapting is effective

and it even slightly surpassed supervised adaptation in more than 50% of our test cases. However, in output-

level shifts, unsupervised adapting is hardly working. The testing accuracies are all below 20% under the

same adaptation strategy. This is conceivable since Shannon entropy only depends on model prediction and

possesses no knowledge of label shifting at all.

From the hardware perspective, unsupervised entropy minimization usually consists of exponential and

logarithmic operations, while the adapted supervised loss function is summed square error. The implemen-

tation of squaring and summation indicates that fewer resources are needed compared to the logarithmic and

exponential unsupervised counterparts.

Takeaway #2Unsupervised adaptation proved to be ef�cient when adapting to image corruption, which

grants its feasibility for applications where labels are impossible. In some cases, unsupervised adaptation

even gains higher test accuracy compared to the supervised ones. As quantization error grows with back-

propagation proceeding from deeper layers to shallow layers, it is conceivable that adapting deeper layers

gives an optimal model when facing output level shift.

4.4 Hardware Cost Estimation

RQ4: Hardware cost (compute latency and energy) under different adaptation strategies and DNN models.

With the adaptation carried out on edge, compute latency and energy also play critical roles, together with

task accuracy. Adapting different parts of the network would indicate different latency and energy costs.

We conduct a hardware cost estimation corresponding to different adaptation strategies with our adaptation

benchmarking framework.

In a single epoch, training, or adapting, can be segmented into three main sections, namely forward pass,
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Figure 4.3: The computation �ow of partial adaptation. The orange dash line indicates the critical path during
adapting, i.e. update the block zero.

Figure 4.4: Temporal operation distribution of a 5 Layer network that is partially adapting layer 4 and layer
2. As layer 2 �nish weight update later,� 2 is deemed as the adaptation latency.

backward pass, and weight update. One batch of training �nishes as soon as all weights are updated. When

adapting different blocks with different depths, the closer the block is to loss function in the computation

�ow, the less latency it will take. The �ow is pictured in Figure Figure 4.3. Since shallower layers show true

dependency towards activation gradient from deeper layers, they will have to wait for deeper layers to have

their activation gradient calculation �nished, even if those layers are not meant to be adapted. Considering

adapting different blocks would give different accuracy gains, there's obviously a space for exploration to

strike a balance between accuracy, latency, and energy consumption.

Figure 4.5: (a) Latency estimation for different adaptation strategies (VGG8) utilizing different memory cells
(SRAM/RRAM/Hybrid). (b) Energy cost regarding different adaptation strategies. (c) Energy breakdown
and its relationship with weight sizes.
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We demonstrate such trade-off with a quantized VGG8 network carried on CIM, as shown in Figure Fig-

ure 4.5. The whole network is partitioned into four blocks, each consisting of two consecutive layers. Non-

parameterized layers such as maxpooling layers are excluded. Given the number of layer asn, we derive the

latency of partially adapting thei th layer as (use� as latency)

� adapt,i= � Forward+
P n

t = i +1 � Activation Gradient, t+ � weight gradient, i+ � weight update, i

If more than one layer is adapted, latency would be picked among the maximal adapt latency from all

adapting layers. We provide the temporal graph of a 5-layer network adapting two layers to demonstrate

latency de�nition (Figure Figure 4.4). Here we consider mostly dynamic energy since the summation of

forward, weight gradient and activation gradient dynamic energy dominates energy consumption (¿98%).

The adaptation delay and energy consumption are given in Figure Figure 4.5. Adapting the �rst block costs

almost the same computational time as that of full adaptation, since the shallowest layer is very likely to be

the critical path among all layers (if it is to be adapted). However, the bypassed weight gradient and weight

update could save a large amount of dynamic energy as the calculation is omitted. In practice, a more energy-

ef�cient system is possible through techniques like applying power gating to the weight gradient unit while

computing deeper layers' activation gradient.

As the adapting block goes deeper, the latency decreases since less activation gradient is computed.

Weight gradient computation is executed with an SRAM-based CIM module in the core. The gradient com-

pute engine consists of multiple subarrays. It is initialized in a way that, the subarray cluster can �t in the

largest activation gradient across all layers. Such implementation has boosted weight gradient derivation. A

large number of layers could be further accelerated through operand replication and parallel execution be-

tween sub-arrays. Consequently, weight gradient computation is hardly the critical path in adaptation. Energy

consumption increases with depth, which seems counter-intuitive at �rst glance. A closer look into the energy

breakdown provides clarity. Predominantly, the energy consumption stems from forward reading dynamic

energy, activation gradient dynamic energy, and weight gradient dynamic energy. The trends in forward and

activation dynamic energy consumption mirror those of latency, as their variations align precisely with the

computation �ow's �uctuations. Yet, weight gradient dynamic energy relates directly to the number of weight

parameters in the adapting layers. Essentially, layers with a larger set of trainable parameters demand more

dynamic energy during weight gradient derivation. Figure Figure 4.5c elucidates the correlation between the

layer parameter size and weight gradient dynamic energy consumption. This observation underscores how

pivotal the adaptation strategy is in determining the platform's algorithmic ef�ciency, physical performance,

and deployment factors. In scenarios where accuracy is paramount, one might lean towards adapting shal-

lower layers (subjected to input level shifts), even if it implies a longer adaptation latency. Conversely, in
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Figure 4.6: (a) Adaptation latency and energy of different adapting strategy on ResNet20 (RN20). (b) Energy
breakdown and its relationship with weight parameter sizes.

situations where minimizing latency is the priority, deeper layers may be chosen for adaptation. This choice,

however, could come with the trade-offs of elevated energy consumption and diminished performance en-

hancements.

We also conduct a similar analysis on ResNet20, as shown in Figure Figure 4.6. Latency declines when

the adapting block goes deeper within the network. Energy consumption, however, is related to both block

depth and the number of parameters in the adapting block. We chose the adapting unit of ResNet20 to be one

basic block. The block with index 2 has the most weights while the last block (last FC layer) has the least.

Though adapting the last block may not give the best accuracy recovery, it may still be an appealing option

given the latency and energy bene�t.

Takeaway #3Hardware adaptation cost (latency & energy) is related to adaptation strategy. Activation

dynamic energy increases as the adapting block goes shallower, whereas weight gradient energy correlates

to the size of trainable parameters. A balanced design should be struck based on network topology, CIM

speci�cation, and optimization budgets.

4.5 Hybrid Memory CIM Adaptation

RQ5: The effectiveness of adaptation based on SRAM/NVM hybrid-based CIM systems.This RQ prompts us

to extend our adaptation benchmarking framework to encompass SRAM and NVM hybrid-based CIM sys-

tems. The aim is to investigate the advantages of amalgamating various memory cells for enhancing system

performance. NVMs generally show more compact area and superior reading characteristics while SRAM

is better at writing. Additionally, SRAM is able to utilize more advanced tech nodes. NVMs however, are

typically a few generations behind, even if some of them are compatible with CMOS processes. From a
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