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SUMMARY

Autonomous Systems such as Autonomous Vehicles (AV), robots and drones are being

developed for large scale deployments in real world applications such as transportation,

agriculture, defense, urban planning etc. To operate safely in such diverse and dynamic

scenarios, the perception engine within these systems must be capable of adapting to the

dynamic real-time constraints such as latency and energy consumption. This adaptability

is not present in the modern perception systems as they are open-loop by design and there-

fore neither aware nor capable of reacting to the dynamics of a real-world scenario.In this

thesis we present the Closed Loop Perception that interprets the perception process

in modern autonomous systems as a control system.We �rst create the notion of `per-

ception risk' which represents the state of the process by estimating perception failures and

then propose a risk-resource controller that generates feedback signals to dynamically con-

trol the resource consumption within the system. The proposed Closed Loop Perception

System can introspect and adapt to the real-time requirements of an Autonomous System

operating in the wild.
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CHAPTER 1

INTRODUCTION

In this thesis we propose that an autonomous system whose perception process is con-

trolled by an intelligent feedback signal (referred as Closed Loop Perception) can adapt

to the dynamics of a scenario and is more resource ef�cient than an existing autonomous

system whose perception process is not controlled by any feedback signal (referred as

Open Loop Perception).

Modern autonomous systems such as autonomous vehicles and drones are being developed

for real-world applications such as logistics, agriculture, defense etc. This will require

the real-time properties of the autonomous systems, such as reaction-time and energy con-

sumption, to adapt to the dynamic operational conditions in the wild, such as visibility,

scene complexity etc. The perception process in the autonomous systems is responsible

for collecting and extracting pertinent information from the real-world. Since this process

operates on high �delity real-world data, it consumes the high amount of resources both

in terms of latency and energy consumption[1]. While the entire autonomous system is

closed-loop by de�nition, the perception operation by itself is open-loop in nature, there-

fore it is neither aware nor capable of reacting to the dynamic real-time requirements.

According to the task performed, the information processing pipeline in modern autonomous

systems can be divided into multiple modules such as[2][3] Sensing, Perception, Planning

etc. The balkanized nature of Autonomous System design leads to over-utilization of re-

sources for example The Sensing module consist of multiple sensing modalities[4] such

as RGB camera, Infrared (IR) camera, Lidar, RADAR etc. to cover the entire FoV often

in multiple modalities [5] [6] operating at the highest spatial resolution possible at every

time-step. Sensors such as Lidar and IR cameras have higher resource demand compared

to other sensors such as RGB and RADAR, both in terms of latency and energy consumed.
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Sensors such as RGB cameras can sense enough information for safe operation in visually

sound environment, other modalities such as Lidar and IR are essential for operating in

non-ideal conditions such as poor visibility, occlusion etc. While in most scenarios the

data of expensive active sensors is not pertinent but the perception module is not capable

of communicating the same downstream. Therefore, the sensing modules are designed to

sense all the available information, leading to high operating cost of the system. This is

especially detrimental for low power autonomous systems such as drones and last mile de-

livery robots that have limited resource budget and compute resource to process the sensor

data.

The Perception module is responsible for creating an internal model of the world which

can used for high-level decision making such as motion planning. Tasks carried out within

this module such as object detection, tracking, Simultaneous Localization and Mapping

(SLAM) etc. have high computational load[1]. Traditionally these tasks used model

based methods such as SIFT-HOG, DPM etc.[7] But in recent years Deep neural networks

(DNNs) have been used for their high accuracy. These DNNs have high computational

demand and need to be executed in GPUs for real time systems which consume a lot of en-

ergy. There have been many prior works on creating resource ef�cient computing systems

for perception, but this strategy inevitably leads to reduction in accuracy of the end task[8].

DNNs used in perception tasks such as object detection are `black-box' systems that are

trained on large datasets with data augmentation to avoid over-�tting and ensure high accu-

racy when unseen data is encountered [9]. Unfortunately such techniques are not enough

to ensure perfect predictability in real world scenarios. This can be attributed to multiple

factors- stochastic nature of the training regimen, encountering data that is considerably

different from training data and max pooling and striding layers within the DNN that lead

to loss of information. The �rst two factors are typical weaknesses of data-driven learning

techniques. In order to counter these limitations, probabilistic object detectors [10] [11]

have been developed that measure aleatoric and epistemic uncertainties associated with the
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predictions. Typically these uncertainties are measured using an ensemble of models, in-

troducing noise to input or conducting monte-carlo simulations using dropout at inference.

But these methods lead to high computational complexity that is not ideal for real-time ap-

plications [12]. There have been some recent works on real-time uncertainty aware object

detectors but they are more effective in detecting False Positives rather than detecting False

Negatives (FN s). The third source of error is the loss of information due to �lter strides

and max pooling layers [13]. These operations are required to reduce computational com-

plexity of the network. Prior works that removed the max-pooling and striding operations

have observed better accuracy in detecting small objects [13] but with severe increase in

computational complexity. Failures in perception are inevitable while operating in the wild,

but it is imperative for the system to be aware of such failures. This fault-awareness can

be extended using end-task awareness to create self-aware systems that can take high-level

decisions such as slowing the speed of an AV, increase precision of computation, switching

sensing modalities etc. Furthermore, such systems can determine the relevance of different

regions in the scene w.r.t the end-task and fault probability. This information can be used

to drive a focus-of-attention mechanism to control the amount of resource invested to sense

and process different regions of the scene. Thus improving the overall responsiveness and

energy ef�ciency of the autonomous system.

1.1 Background

1.1.1 SmartSensors

Sensors used for perception in robotics applications are either active or passive. Active

sensors such as Lidar, IR and Radar emit electromagnetic(EM) signals which are re�ected

from the objects in the vicinity. By studying the properties of the re�ected signal such

as intensity, time of �ight (ToF), change in frequency etc. the active sensors can estimate

range, re�ectance, velocity etc. of the target. Passive sensors such as RGB/visible cam-

eras do not emit any radiation and receive the EM signals in visible domain to perceive
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the world. Due to the additional transmission cost and cooling overhead in Lidar and IR

the energy requirements of these sensors is higher than RGB cameras. Therefore, lately

there has been a lot of interest in designing active sensors that can be activated in a limited

Field of View(FoV) rather than entire FoV to limit the usage of these sensors only when

and where they are required. Lee et. al.[14] proposed a Lidar sensor activation policy that

reduces the Horizontal Angular Resolution (HAR) and frame rate of a scanning Lidar in

an autonomous vehicle depending on the velocity of the vehicle. They observed almost

50-60% reduction in dynamic power consumption of the Lidar when the vehicle is slow or

static.

In addition to sensor activation, data I/O is also a major source of energy consumption in

sensing modules of autonomous systems. RGB sensors use photo-receptors to read signals

in visible doimain whereas Lidar sensors use Avalanche Photo-Diodes (APDs) to receive

signals in NIR range. RGB sensors have ROIC(Read Out Integrated Circuit) to read the

charge in receivers corresponding to pixels, convert into a digital image via low noise (LN)

�ltering followed by A/D converter and transmission of the digital image to compute en-

gine. In Lidar sensor there is an additional overhead for timer circuits used for calculating

ToF data. Lately 3D sensors have been explored by stacking photo-receptors, digital pixels

and digital processing engine for in-sensor machine learning. Mukherjee et. al.[15] pro-

posed a cross layer feedback based pixel depth control that used temporal feedback to dy-

namically change the quantization of A/D conversion and observed almost 53% reduction

in sensor active energy consumption with minimal reduction in object detection accuracy.

Mudassar et. al. [16] proposed an RGB-IR multi-modal camera with a 3D sensor that uses

end-task to create a spatio-temporal per-pixel modality activation policy. It was observed

that such an mixed modal activation leads to almost 73% reduction in data bandwidth with

almost 8% increase in object detection accuracy compared to Visible only sensor. An ex-

tension of this task driven spatio-temporal RoI policy to control spatial resolution of an

RGB sensor showed that sensor bandwidth can be reduced with minimal effect on end task
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such as object tracking and activity recognition. Similarly, Ko et. al. [17] proposed a

variable encoding scheme for image transmission in wireless RGB sensors. This technique

uses high quality factor (QF) at RoIs compared to non-RoIs during MPEG encoding before

transmission leading to high energy-accuracy performance.

1.1.2 SensorModality for Perception

RGB

RGB sensors are the most common sensors used for sensing in most robotic systems. Tradi-

tionally perception tasks on RGB data was carried out using model based methods that used

hand crafted feature extraction such as SIFT, SURF etc.[7] But in recent years Convolu-

tional DNNs have become ubiquitous for solving perception tasks such as object detection

and tracking. According to the architecture object detection DNNs can be divided into

single stage detectors and two stage detectors. Two stage detectors such as Faster-RCNN

[18] use two different neural networks, one for feature extraction called the convolutional

backbone and another for localization called Region Proposal Network (RPN). Due to this

complicated architecture computational demand is high, therefore, such DNNs cannot run

in real-time speed. Single-stage detectors such as SSD[19] and YOLOv3[20] have anchor

priors which assumes certain priors about the size of the object and object location is re-

gressed simultaneously with feature extraction in a grid like manner.This reduces the DNN

complexity and enables real time inference in conventional GPUs. Mobilenet[21] uses

depth-wise separable convolution to further reduce complexity and increase frame rate.

But due to the reduction in complexity, one-stage detectors have less accuracy than two

stage detectors. Accuracy of object detectors is directly dependent on depth of the con-

volutional backbone, but increasing depth leads to vanishing gradient problem[22]. The

gradient corresponding to error generated at �nal layer of a DNN fails to propagate to the

early layers during training. In order to mitigate this problem residual neural networks [23]

have been proposed that have bypass/residual connections in every layer connecting the
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output of the layer to the input, this ensures gradient generated in later layers is propagated

to the early layers. While this leads to better accuracy, it does not reduce computational

operations within the DNN.

Lidar

Lidar data is in the form of depth map or point cloud which is different than RGB im-

age. While RGB image data is dense, Lidar point cloud is sparse in nature. Therefore,

the DNN architectures used for RGB are not suitable for Lidar data. Traditionally, Lidar

data processing used model based clustering methods such as DBSCAN[24], ICP[25] etc.

for object detection, but recently DNN based methods are becoming popular due to their

higher accuracy[26]. Initial works in this domain either used 3D CNNs[27] or converted the

sparse point cloud into dense 2D representation using 3D to 2D projection operations and

processing the projected image in 2D CNNs[28]. Similarly, 3D voxel encoding is used to

encode point cloud by dividing space into pre-de�ned units of 3D cuboids(voxels). While

this reduces volume of input data and hence computation in the DNN, it also has lower

accuracy. Pointnet[29] uses max-pool operation and Multi-Layer Perceptron (MLP) to en-

code point con�gurations within Lidar point clouds and show better preservation of details

compared to other projections and encodings. Voxelnet[30] uses voxelation to divide the

point cloud into several voxels and pointnet to encode points in every voxel. Finally a

3D CNN is used to detect objects within the Lidar point cloud thus creating an end-to-end

learning based Lidar detector. The sparse feature encoding and 3D convolution backbone is

computationally expensive leading to inference latency of 225ms in an Nvidia TitanX GPU

which is too slow to be used in real-time applications. Pointpillars[31] uses height-based

pillars to encode points in space. Feature encoder learns to encode these stacked pillars into

2D feature maps which can be processed by traditional 2D CNNs to detect objects. This

leads to faster inference (16.13ms) in Nvidia TitanX GPU and better accuracy.
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Multi-Modal

Perception systems designed for autonomy have multiple sensors[4][6][5] such as RGB,

Lidar, Radar etc. In recent systems these sensors are activated synchronously and this

multi-modal data is processed simultaneously to solve perception problems such as object

detection and tracking. The assumption is that the data collected from different sensors

are complementary to each other and hence their accuracy differs according to conditions

of observation. This assumption is reinforced by the fact that synchronous fusion systems

have better accuracy than the systems that depend on a single sensor[32][33][34]. Contrary

to this approach, there have been some works that process data from different sensors in-

dependently and the results are fused at a decision level. For example, [35] has different

object detectors for RGB and Lidar and �nally the detected objects are tracked using a

common unscented Kalmann Filter.

Depending on the stage of perception in which data from various sensors are fused, multi-

sensor fusion techniques can be divided into three categories[36] namely Early Fusion,

Late Fusion and Deep Fusion. In Early Fusion systems, data collected from different sen-

sors are fused before processing begins. This requires the sensors to be calibrated which

increases complexity of designing and maintaining these sensor suites. Therefore, Early

Fusion systems have to run at the minimum possible frame rate depending on the slowest

sensor in the suite. In Late Fusion data from each sensor is processed in isolated pipeline

and the end results from these pipelines are fused at a decision level. Such an architecture

allows the frame rate of different sensors to be different[35]. In Deep Fusion systems, the

data from different sensors have different processing pipelines with intermittent connec-

tions between the pipelines for better integration of complementary information[37][38].

The parameters for inter-pipeline fusion are learned during training. Thus such a fusion

leads to better integration by eliminating redundant and irrelevant data from each pipeline

leading to higher accuracy but suffers from two limitations namely, the slow frame rate and

increased complexity due to intermittent connections.

7



1.1.3 Computationfor Perception

The basic operation in DNNs that operate on images such as object detectors is 2D convolu-

tion which is carried out multiple times for every layer. Most DNN software libraries con-

vert convolution operation in a layer into 2D General Matrix Multiplication(GEMM) op-

eration[39]. Depending on the size of the convolutional backbone, the number of Floating

Point Operations(FLOPs) in an object detector can range between108 to 109 FLOPs[40].

Usually GPUs are used for such computation but their high energy consumption make them

unsuitable for real-time embedded systems. In addition to high FLOP demand, the DNNs

also have high memory footprint due to large number of �oating point weight and activation

memory. Therefore, there has been many works to reduce both compute and memory foot-

print of DNNs to make them them suitable for systems with modest compute budget such

as autonomous drones using techniques such as quantization, pruning, encoding, sparse

computation etc.[41][42][43]

Quantization is used to reduce precision and pruning is used to eliminate weights and ac-

tivations that are close to zero[42]. Since both these operations lead to reduction in ac-

curacy, the DNN is retrained with desired quantization and pruning thresholds to improve

accuracy[41]. The memory size of activations is larger than weights especially in early lay-

ers of a DNN[44]. Therefore, encoding techniques such as huffmann and sparse-golumb

encoding have been proposed to reduce off-chip data movement of activations[41][45].

Likewise near-memory computing techniques have been proposed to reduce DRAM ac-

cesses[46][47][48][49]. Recently, Compute-in-memory techniques have been developed to

move the convolution operations to SRAM, embedded DRAM and embedded non-volatile

memory[48][47][50][46].

Computations in DNNs are carried out in layer-wise manner with output of one layer serv-

ing as input of next layer. Depending on the size of the DNN, activation memory of a layer

can be higher than on-chip memory leading to high off-chip memory access[44]. This

phenomenon is common in early layers since the feature map size is high in initial lay-
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ers. Techniques such as systolic arrays[51] reduce the off-chip data movement by ef�cient

data reuse using weight, input or output-static data �ow models. But the systolic arrays

such as TPUs have large SRAM which consume almost10x energy compared to DRAM.

Sparsity-aware hardware accelerators[39][52][53][54] have �exible data paths to eliminate

operations where atleast one of the input of a multiplication operation is zero. This lever-

ages the natural sparsity within DNNs and avoids computation and corresponding data

movement of zero activations.

1.1.4 EndTasksfor ObjectDetectionDNNs

Object Tracking

Multi-Object Tracking (MOT) is used in both surveillance and autonomous navigation sys-

tems. MOT tracking algorithms such as MOSSE, KCF and DCF use correlation �lters to

learn the model of an object for tracking[55]. Such algorithms are computationally cheap

as complex �lter operations can be converted into multiplications in frequency domain and

leverage existing ef�cient FFT kernels. Tracking by learning algorithms such as Siamese

CNNs[56][57] use DNNS for feature extraction of target objects. At every frame the fea-

tures of target object and candidate objects/patches are compared, the candidate with the

least difference is selected as positive ID. These algorithms are computationally expensive

since at every frame multiple candidate patches have to processed in a CNN feature ex-

tractor. Tracking by detection algorithms such as SORT[58] are most commonly used in

autonomous systems. These algorithms use detections from an object detector as targets

for tracking. State estimator such as Kalmann Filter is used to predict position of objects

in future frames. Association algorithms such as Hungarian association is used to associate

detections from a frame with predicted object locations from the previous frame(s).

Evaluation metrics such as Multi-Object Tracking Accuracy (MOTA), IDs (ID Switch-

ing) and ML/MT (Mostly Lost/ Mostly Tracked) are used to evaluate performance of MOT

task[59]. In mission critical applications such as autonomous navigation, detectability takes
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precedence over ability to track the object. Therefore, tracking Precision, Recall and F1

score are also used for evaluation.

Motion Planning

Motion Planning module in autonomous navigation systems such as autonomous vehicle

and drone is responsible for planning the trajectory of the system and issue actuation com-

mands for motion at every time-step[3][2]. This module takes several input like object

locations from perception, kinematics from odometry and ego position from global posi-

tioning modules. In addition it also takes some static inputs such as global path (waypoints),

kinematic limits such as maximum velocity, curvature, acceleration etc. to optimize for the

best trajectory and velocity for the system. Real time path planning algorithms such as

Frenet Frame trajectory planning[60] and spatio-temporal state lattice planner[61] use cu-

bic splines to simultaneously minimize deviation from global path and lateral motion/jerk

of the system. Motion planning systems are evaluated in terms of number of collision,

average velocity, time to completion and path cost. The path cost takes motion jerk and

obstacle proximity into consideration.

1.1.5 Attentionin DNNs

In Computer Vision, attention mechanisms are used to dynamically select the regions in the

input that are most important and process them with higher �delity than the rest[62]. Prior

works on attention mechanisms for DNNs can be broadly categorised into 3 fundamental

groups according to their domain of selection- spatial, temporal and internal features. Ad-

ditionally there are other kinds of attention mechanisms that operate on hydrid domains

such as spatio-temporal, spatial selection of internal features etc. From an optimization

standpoint, attention mechanisms can also be categorised into hard and soft attention. Soft

attention is a differentiable operation such as multiplication with a softmax mask and thus

can be learnt. Whereas hard attention in non-differentiable such as image cropping etc.
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Spatial attention mechanisms adaptively select regions of the image that require attention.

RAM[63] uses a glimpse sensor to create multi-resolution crops at differnt locations of

the image and an RNN to sequentially process different glimpses. Reinforcement learn-

ing is used to train the RNN. Attention u-net[64] proposed an attention gate that learns

to predict a map for accentuating elements within a featuremap that are important while

suppressing the rest. STN[65] learns the af�ne transformations within the input such as

scaling and rotation to improve training by making it invariant to common spatial trans-

formations. DCN[66] addresses the grid-like Receptive Field (RF) of neurons within the

CNNs by creating deformable convolutions that learn to adaptively sample the input before

convolution operation such that important regions are sampled with higher �delity. Simi-

larly, Self-Attention mechanisms such as CCnet[67], EMANet[68], ANN[69], GCNet[70]

etc. address the issue of low RF in CNNs by learning the relationship between disjoint

elements in featuremaps.

Temporal attention mechanisms learn to predict the relative importance of frames in a

video. The frames which are most relevant are called key frames. This can be learnt

using both RNN or 1D Convolution of frame features[62][71]. Spatio-temporal atten-

tion mechanisms learn spatio-temporal attention maps for videos. Prior works such as

STA-LSTM[72] used LSTM to detect important regions in featuremaps of key frames.

RSTAN[73] and STA[74] generate generate attention maps by globally processing the fea-

turemaps of all frames in a video. On the other hand STGCN[75] use Graph Convolutional

Network (GCN) to determine the relationship between spatio-temporal regions in a video.

Attention mechanisms for internal features focus on spatial regions or channels within the

intermediate layer outputs of a DNN. Most channel-level attention mechanisms such use

Squeeze and Excite architecture that learn the relative importance of different channels in

the squeeze unit and then accentuate or suppress the channel outputs accordingly[76][77][78].

On the other hand, prior works such as Residual Attention Network (RAN)[79] use top-

down approach in residual networks to predict 2D attention map for both spatial and
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channel-wise importance of featuremaps. CBAM[80] reduced the complexity of RAN by

introducing global pooling to predict one 1D channel attention map and one 2D spatial

attention. In order to capture cross-domain relationship Triplet attention[81] uses rotation

and z-pooling to merge spatial and channel-wise information to create atention maps that

are not exclusive to either domain. Simam[82] propose a parameter-free attention module

by optimizing an energy function to �nd the relative importance of neurons within a DNN.

1.2 Thesis Contribution

In this thesis, we presentthe Closed Loop Perception which interprets the perception op-

eration in autonomous systems, both sensing and algorithmic processing of the sensed

data, as a control system. The system can estimate the operational risk in a given sce-

nario and control its resource consumption accordingly. Thus making it adaptable and

resource ef�cient compared to existing open loop perception systems.This includes de-

signing feedback controlled system to control various system parameters in the perception

pipeline of an autonomous system and �nally designing an intelligent controller. Following

are the contributions of this thesis.

• A feedback controlled system is designed to control the nature of perception algo-

rithm. The nature of the algorithm can vary between model-based or model-free

(DNN based), or it can vary between supervised or unsupervised algorithm.

• A feedback controlled system is designed to control the sensor activation in a multi-

modal sensor set-up in an autonomous vehicle.

• Focus-of-Attention techniques are designed to control the computational load of

DNNs.

• Drone controller for a real-world simulator is created to test the closed-loop percep-

tion systems in an active environment.
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• False Negative Estimator is designed to estimate perception failures in object detec-

tion.

• A controller is designed that estimates the state of the perception system (referred as

perception risk) and controls the resource invested to minimize the risk.

• An analysis conducted on the False Negatives occurring in the Closed Loop Percep-

tion systems due to failures in DNN based object detectors.

1.3 High-Level Overview of Closed-Loop Perception

Figure 1.1: High-level Overview of Closed Loop Perception

In this section we present the high-level overview of the thesis. Figure 1.1 shows the

high-level architecture of the Closed Loop Perception System. The violet box shows the

architecture of a typical autonomous system such as an autonomous drone. The black

arrows represent the traditional information processing pipeline. The sensing unit senses

information from the world, the raw data is processed by the perception module to extract

pertinent information such as objects, landmarks etc. The extracted information is used

by high-level modules such as motion planning to generate control signals for the system

such as actuation command to move a drone. It can be observed that while the overall

autonomous system is closed loop, the perception system by itself is not. The Closed

Loop Perception System creates a feedback signal to control the resource consumption in
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sensing and perception modules in the autonomous system. The attention module analyzes

the perception module's output and state of the system w.r.t the end-task to create Regions-

of-Interest (RoI s) within the scene. The attention module also estimates failure in the

perception module while creatingRoI s. EachRoI is associated with a perception risk

which quanti�es the importance of the region w.r.t the end task. The perception risks are

fed into a Risk-Resource controller to generate control signals for theRoI s. This feedback

control signal is used by the Resource Planning unit to control sensor parameters such as

sensor activation, bandwidth etc. in the sensing module and the nature of algorithm and

computational load within the Perception module. This architecture leads to a perception

system that can adapt to the dynamic real-time requirements, such as latency and energy

consumption, of an autonomous system operating in the wild.

1.3.1 Overviewof LatencyConsumption

While the latency of each of the modules within an autonomous system depends on the al-

gorithm used and the compute platform, we created an autonomous drone control software

operating in a real-world simulator(explained in detail in section 4.4 and Appendix B) to

estimate these latencies. The latency incurred for the sensing module was 83 ms, the per-

ception module consumed 55ms, the motion planning module consumed about 40ms and

the control and actuation module consumed about 45ms. The feedback generation logic

including the attention module, Risk-Resource Controller and Resource Planning consume

about 15ms (mode details in subsection 5.4.2). Since the feedback generation logic con-

sumes less time than the control and actuation module, the feedback signal can be delivered

to the sensing and perception unit before the next processing cycle begins.

1.4 Thesis Organization

In chapter 2 we create a feedback system that uses the principle of temporal consistency to

control the algorithm used for object detection in a Flash Lidar based Detection and Track-
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ing of Multiple Objects (DATMO) system. In chapter 3 we extend the feedback generation

logic by using both temporal consistency and odometry data to control the Lidar activation

in an RGB-Lidar multi-modal sensor. In Chapter 4 we create a focus-of-attention based

feedback control system to control the computational load of a DNN based object detector

in perception module of an autonomous system. The feedback signals used in chapters 2, 3

and 4 are binary in nature thus the control algorithm is limited to bang-bang only. Further-

more, none of the feedback signals directly address the issue of perception failure (or False

Negatives). But our observations in these chapters showed that it is possible to control

resources in sensing and perception modules with minimal effect on the system objective

such as DATMO or motion planning. In chapter 5 we present the Closed Loop Perception

System that addresses both the limitations of previous feedback signals. It proposes an ex-

pert system to predict FNs using both temporal consistency and spatial tiling of the input.

It also creates the perception risk of allRoI s within the system depending on their history,

source and end-task. Since the perception risk is an analog term, it allows the Closed Loop

Perception System to use advanced control algorithms such as PID, RL etc. Experiments

on sensor parameter control and Lidar activation control showed that the Closed Loop Per-

ception system can adapt the resource consumption to changes in the perception risk in the

scenario. In chapter 6 we present an experimental study investigating the source of error

inside the DNNs which lead to the False Negatives. In this chapter we analyze the gradients

and activations inside the DNNs to create signatures for the False Negatives and studied the

nature of these signatures. Finally, we conclude the thesis in chapter 7.
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CHAPTER 2

ALGORITHM CONTROL

In this chapter, we investigate whether the nature of the algorithm used in a perception sys-

tem can be treated as a controllable parameter in a Closed Loop setting. First we present

a feedback-driven Detection and Tracking of Multiple Objects (DATMO) system for Flash

Lidars and then analyze its accuracy and computational load to observe the effect of the

feedback. The system uses a DNN based, supervised object detection by default, but

switches to a unsupervised algorithm when there is an inconsistency in the output of the de-

fault algorithm. The inconsistency is detected using the principle of temporal consistency

i.e. objects do not appear or disappear instantaneously in the real world. This principle is

also used in Chapter 3 for multi-modal sensor activation. We use Flash Lidar data to test

this approach because unlike RGB or scanning Lidar, there is limited amount of labeled

training data available for Flash Lidars and also there is considerable amount of sensing

noise which lead to low accuracy in DNN based object detection algorithms. The underly-

ing hypothesis of our approach is that when detection accuracy is low, relying on a single

detection algorithm will lead to low tracking accuracy. Hence, we propose to use multiple

detection algorithms to infer state of a target to enhance tracking accuracy in Flash Lidar.

The additional or secondary algorithm does not depend on the same features as the primary

detector. Typically the secondary algorithm is model-based and has high computational

complexity, therefore, we also propose a low complexity DNN to replace the model-based

secondary algorithm. In particular we make the following key contributions in this chapter:

• We present a Detection and Tracking of Multiple Objects (DATMO) system for �ash

Lidar that hybridizes supervised and un-supervised deep learning with model-based

computer vision to improve tracking accuracy.
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• We present a fully supervised deep-learning based baseline object detector for �ash

Lidar.

• We develop an unsupervised method to create foreground/moving object mask. We

�rst present a model-based approach for unsupervised detection; which is next used

to self-supervise a full convolutional network(FCN) to develop a reduced complexity

detector.

• We develop a tracking approach that improves accuracy by merging outputs from

both supervised and unsupervised modules during ambiguity between tracker and

detector.

Our system was evaluated on CAMEL[83] muti-spectral dataset which contains over 8000

�ash Lidar images collected from 13 sequences. We observe that by adding model-based

foreground object detector to our DATMO system, tracking accuracy improves by 9.6%

over a detector based only on a Deep Neural Network(DNN), however computational load

increases from 0.08 GFLOPs to 0.43 GFLOPs. Replacing model-based foreground detector

with self-supervised FCN, computational load reduces to 0.26 GFLOPs but we also observe

a decrease in accuracy.

2.1 Background

Lidars are typically used in autonomous systems to create a 3D map of the world around.

Most common Lidars used in both academic research and AV industry are scanning Lidars,

such as Velodyne HDL-64[84], which have �ne angular resolution and 360� FoV. While

such scanning Lidars are very effective for creating accurate 3D point clouds, they are not

ideal for long life and real-time applications due to presence of moving parts such as ver-

tical sensor array which affect durability and fps. In order to address these concerns, there

has been interest towards Flash Lidars[85], which operate on time-of-�ight principle and

do not have moving mechanical parts. Real-time tracking of objects is a critical computer
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Figure 2.1: Sample Image from extended CAMEL dataset. RGB Image(Top) has been
cropped to cover area of intersection between FoVs of RGB camera and �ash Lidar. Flash
Lidar Image with intensity channel is shown in middle row and depth channel in bottom
row. Subjects of interest such as car, van and person are annotated in �ash Lidar image.

vision task in many autonomous systems. Consequently, there is a strong interest in de-

veloping object tracker for Flash Lidar data. While there have been many works on object

tracking based on scanning Lidars[31, 86], there are relatively few works on Flash Lidars

[87] [88].

Many state-of-the-art object detectors are based on tracking-by-detection. Prior work on

Flash Lidar object detection and tracking [87] [88], use 3D point clustering with prior ob-

ject model to detect objects of speci�c domain such as person or drogue(part of an aircraft).

This static nature of object model makes it dif�cult to extend these techniques to be used

ubiquitously across multiple object categories in real-world scenarios. A data-driven deep

learning based object detector for Flash Lidar can overcome this challenge. But due to low

angular resolution and noise in Flash Lidar, feature quality is bad, creating a challenge for

using deep learning based detector.
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Figure 2.2: System architecture of proposed DATMO system

2.2 Dataset

Popular datasets with Lidar data e.g. KITTI[84], APOLLO[89], nuScenes[90] capture

scenes for AV using Velodyne HDL-64 scanner. Such detectors cannot be directly ported

to Flash Lidar which have different angular resolution, operating wavelength, FoV etc.

Therefore, we extended CAMEL[83] multi-spectral dataset by adding Flash Lidar data.

This dataset has scenes of traf�c and cluttered urban scenes with heavy pedestrian traf�c.

The Lidar data was captured from an ASC Peregrine Flash Lidar, operating laser wave-

length is 1570 nm and has a maximum frame rate of 25 fps. It has an FoV of 30� azimuth

and 7.5� elevation, frame rate of capture was 5-10 fps.

Lidar frames were annotated using CVAT[91] annotation tool. There are 5 classes annotated-

person, car, van, bus, and bike. This dataset contains 8,282 annotated frames, out of which

6,876 frames are in training data and 1,406 frames are in validation data. We collected 13

sequences containing 374 unique tracks acquired from urban campus environments. Sam-

ple image from extended CAMEL dataset is shown in Figure 2.1.

2.3 Proposed Flash Lidar DATMO System

2.3.1 OverallSystemArchitecture

Most existing single modality trackers use object detector as their only source of input for

creating and updating new tracklets. This limits performance of tracking as it is limited by
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Figure 2.3: Network Architecture of Supervised Object Detector.

accuracy of object detector. We propose hybrid detection system that judiciously integrates

multiple detection sources to enhance tracking accuracy (Figure 2.2). We �rst design a

supervised object detector by adapting existing DNN-based object detector architecture for

Flash Lidar dataset. We next design two class agnostic unsupervised foreground/moving

object detectors using model-based vision algorithms and fully convolutional networks. Fi-

nally, we develop a tracking system that couples the detection from two different detectors.

These multiple sources of detection help tracker to con�rm or reject a hypothesis during

periods of ambiguity and improve accuracy by a signi�cant margin over single detector

system.

2.3.2 SupervisedObjectDetector

For object detection we created a real time CNN based object detection network. Similar

to SSD[19] and YOLO[92], we created an FCN with route connections, and then added 2

object regression layers at different depths (YOLO Layers in Figure 2.3) to capture objects

with different sizes. The choice of hyper-parameters and network parameters was obtained

via grid search. Unlike SSD, which has 6 object regression layers, our architecture has

2 object regression layers (similar to YOLO) because the dimension of �ash Lidar image

(32x128) is much smaller than typical RGB image (greater than 300x300) and we observed

2 YOLO layers are suf�cient to detect objects of different sizes. Our supervised network
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Table 2.1: Network layer details of Supervised Network (learnable parameters only)

Layer # Layer Type No. of Parameters Size
0 Conv weight 576 [32, 2, 3, 3]
1 Batch Norm weight 32 [32]
2 Batch Norm bias 32 [32]
3 Conv weight 9216 [32, 32, 3, 3]
4 Batch Norm weight 32 [32]
5 Batch Norm bias 32 [32]
6 Conv weight 9216 [32, 32, 3, 3]
7 Batch Norm weight 32 [32]
8 Batch Norm bias 32 [32]
9 Conv weight 2048 [64, 32, 1, 1]
10 Batch Norm weight 64 [64]
11 Batch Norm bias 64 [64]
12 Conv weight 18432 [32, 64, 3, 3]
13 Batch Norm weight 32 [32]
14 Batch Norm bias 32 [32]
15 Conv weight 960 [30, 32, 1, 1]
16 Conv bias 30 [30]
17 Conv weight 4096 [64, 64, 1, 1]
18 Batch Norm weight 64 [64]
19 Batch Norm bias 64 [64]
20 Conv weight 55296 [64, 96, 3, 3]
21 Batch Norm weight 64 [64]
22 Batch Norm bias 64 [64]
23 Conv weight 1920 [30, 64, 1, 1]
24 Conv bias 30 [30]

has 25 layers with 102,460 parameters and has a computational cost of 0.08 GFLOPS.

Network architecture of this object detector is shown in Figure 2.3 and detailed layer-wise

parameter distribution is shown in Table 2.1. This network was trained for 50 epochs with

initial learning rate set to 0.01 and decayed by factor of 10 at epochs 20, 30 and 40. Sample

outputs of supervised object detector are shown in Figure 2.4. Source code and training data

for this network is available at- https://gitlab.com/deepsamal/�ash-Lidar-object-detection-

and-tracking.
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Figure 2.4: Output of Supervised Object Detector(Right column). RGB Images(Left col-
umn) are for reference only

2.3.3 UnsupervisedObjectDetection

In addition to the supervised object detector, we created two unsupervised object detectors

which do not depend on the same architecture or training method as that of supervised de-

tector.

Spatio-Temporal Object Mask: We use ground removal[93] followed by DBSCAN clus-

tering [24] on point cloud generated from depth map to create object candidates. This

clustering algorithm is robust against noisy and low density data. Using local convexity

criterion for clustering[93] is not optimal here as quality of neighborhood graph will suffer

due to low angular resolution. After DBSCAN clustering, all points belonging to dominant

clusters are projected back on depth map to create a spatial saliency map.

We use a Mixture of Gaussian (MOG) based background subtraction[94] to create temporal

saliency map. This mask is noisy as MOG uses per pixel statistics to create a background

model, and �ash Lidar images contain substantial amount of random noise.

Finally we combine both spatial and temporal saliency maps by selecting spatial clusters

which have large number of moving points to create a spatio-temporal object mask. Fig-
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Figure 2.5: Flash Lidar range image(top). Foreground mask predicted by spatio-temporal
foreground detector(bottom)

ure 2.5 shows output of this algorithm, here detected foreground pixels are highlighted in

green. Architecture diagram of this module is shown in Figure 2.6.

While this method helps in creating good quality foreground object masks, computational

cost is high due toO(N 2) `3D euclidean distance' operations in `nearest neighbor search'

during clustering. For each frame, worst case number of FLOPS in nearest neighbor search

is 0.35 GFLOPs.

Self-Supervised FCN: We present a light weight FCN with encoder-decoder architec-

ture(System architecture in Figure 2.8) to generate foreground object mask(Figure 2.7).

Similar to U-NET[95], this FCN has upconvolutional layers (convolutional layer followed

by nearest-neighbour upsampling layer) in decoder to increase feature map size. Route

connections that concatenate feature maps from early stages with output of later stages

are added to retain small object and low level information(detailed network architecture

in Figure 2.9). This network has 28 layers with 235,202 parameters (layer and parameter

details in Table 2.2) consuming 0.26 FLOPS. Instead of using labelled foreground mask,

we use spatio-temporal object mask generated by the model-based algorithm presented in

subsection 2.3.3 as supervisory signal during training. This strategy lets us train on un-

labelled data. Training epochs, learning rate and momentum of this network is same as
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Figure 2.6: Architecture for spatio-temporal object detector

supervised network presented in subsection 2.3.2. Our FCN was trained on 32,358 sam-

ples which is almost four times the number of labelled samples in CAMEL dataset. This

strategy is similar to work presented by Pathak et. al.[96], which uses motion as a pretext

task to pre-train convolutional weights of a supervised object detection network. However,

their method uses Non-Local Consensus voting[97] to create object mask from RGB video

which cannot be extended to streaming Lidar data.

Figure 2.7: FCN generated mask(bottom) is noisier than Spatio-temporal object mask(top)

2.3.4 ProposedTrackingApproach

Our tracking method is based on SORT [98] algorithm which is a detection based tracker

with linear velocity Kalman �lter as state predictor. At any given time-step, it takes de-

tections from object detector and associates them with existing tracklets using Hungar-

ian Association. Cost matrix of this hungarian association uses intersection-over-union of

observed bounding box and expected bounding box of existing tracklets. The state of a
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Table 2.2: Network layer details of Unsupervised FCN (learnable parameters only)

Layer # Layer Type No. of Parameters Size
0 Conv weight 576 [32, 2, 3, 3]
1 Batch Norm weight 32 [32]
2 Batch Norm bias 32 [32]
3 Conv weight 9216 [32, 32, 3, 3]
4 Batch Norm weight 32 [32]
5 Batch Norm bias 32 [32]
6 Conv weight 36864 [128, 32, 3, 3]
7 Batch Norm weight 128 [128]
8 Batch Norm bias 128 [128]
9 Conv weight 8192 [64, 128, 1, 1]
10 Batch Norm weight 64 [64]
11 Batch Norm bias 64 [64]
12 Conv weight 36864 [64, 64, 3, 3]
13 Batch Norm weight 64 [64]
14 Batch Norm bias 64 [64]
15 Conv weight 4096 [64, 64, 1, 1]
16 Conv bias 64 [64]
17 Conv weight 73728 [128, 64, 1, 1]
18 Batch Norm weight 128 [128]
19 Batch Norm bias 128 [128]
20 Conv weight 46080 [32, 160, 3, 3]
21 Batch Norm weight 32 [32]
22 Batch Norm bias 32 [32]
23 Conv weight 18432 [32, 64, 3, 3]
24 Conv bias 32 [32]
25 Batch Norm bias 32 [32]
26 Conv weight 64 [2, 32, 1, 1]
27 Conv bias 2 [2]
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Figure 2.8: System Architecture of FCN. Only FCN module used during operation, dotted
box for training only.

Figure 2.9: Detailed Network Architecture of FCN.

tracklet in our system is modelled as:

x = [ u v s r d _u _v _s _d]T (2.1)

Here,u andv represent horizontal and vertical position,s andr represent scale and aspect

ratio of the target's bounding box,d represents target depth.

Our baseline DATMO system has supervised object detector as the only source of detec-

tion. This system has high false negatives during tracking, as inconsistency in detector is

directly re�ected in tracking.

Therefore, we merge detections from supervised detector with foreground object mask gen-
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Figure 2.10: Output of DATMO with different tracklets. Tracklets with yellow box indicate
their detection is sourced from unsupervised detector and not from supervised detector.

erated from spatio-temporal mask generator. This hybrid system refers to foreground mask

when there is an absence of detection from supervised detector at predicted tracklet posi-

tion. Figure 2.10 shows output of this system. At time t=T, all tracklets are dependent on

supervised module for detection, but at t=T+1 and t=T+2, detection for tracklet 30(green)

is switched to foreground mask as there is no corresponding detection from supervised

detector. Following are conditions for assuming supervised detector made false negative

when there is no corresponding detection for a tracklet:

• Foreground probability at predicted box position should be greater thanfg thr .

fg probability =

P
x;y 2 B fg mask(x; y)

n(B)
(2.2)

where B is a set of all (x,y) positions within predicted bounding box.

• Observed depth at predicted box position is similar to predicted depth.

jdepth map(xc; yc) � dj < d thr (2.3)

Where(xc; yc) is the co-ordinate at predicted bounding box center, depthmap is
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depth channel of current Lidar image, 'd' is depth element in target state anddthr is

depth threshold.

Here,fg thr anddthr are determined empirically.

2.4 Experimental Results

Table 2.3: Supervised Object detector Accuracy

Category Precision Recall MAP
all 0.671 0.622 0.592
person 0.726 0.681 0.647
car 0.439 0.444 0.439
bike 0.160 0.165 0.160

Table 2.4: Tracking evaluation and per frame computational load of baseline system (top 1
row) and proposed systems (bottom 2 rows).

Name FP# FN# MOTA " Load#
Sup. Only 83 1078 38.3% 0.08
Sup.+ST
Mask

199 777 47.9% 0.43

Sup.+FCN
Mask

274 772 44.1% 0.25

We evaluated proposed DATMO system on test sequences of CAMEL dataset using

CLEAR MOT metrics[59], and supervised detector was evaluated on validation set of

CAMEL dataset (see Table 2.3). Results are shown in Table 3.3. We observe an increase in

MOTA by 9.6% and 28% decrease in false negatives between baseline and hybrid system.

Replacing spatio-temporal mask module with FCN, we observe a fall in MOTA due to rise

in false positives as masks generated by FCN are not accurate, but FCN consumes sig-

ni�cantly less computational resource compared to spatio-temporal algorithm (see 'Load'

column in Table 3.3).

In scenarios where a tracked object goes behind occlusion, ideally tracker should trust

missing detection from supervised detector, but instead it trusts foreground mask, which is
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noisy and target agnostic. Thus if there are foreground pixels at expected position of an

occluded object but they do not belong to the same tracked object, tracker maintains the

tracklet instead of deleting it, this increases false positive. There are also scenarios where

detector outputs a false positive, usually such detections are not consistent, it is expected

in subsequent frames when object detector stops detecting the false positive, tracker will

delete corresponding track. But in our proposed approach, when detector stops detect-

ing the false positive instance, tracker refers to foreground mask for evidence. In such a

scenario, false positive and noise of the foreground object detector is re�ected in tracker

performance, thus increasing false positives in hybrid systems compared to baseline.

2.5 Summary

In this chapter we presented a hybrid DATMO system for �ash Lidar, which merges deep

learning based and model based object detectors to achieve robust tracking performance.

We observe that due to noise and low feature quality of �ash Lidar data, using just data-

driven supervised object detector leads to high false negatives. But when this module is

coupled with a model based class agnostic detector, overall tracking accuracy improves by

a signi�cant margin. In summary, we show that it is feasible to control the nature of the

algorithm used in a perception system and therefore, it can be treated as a controllable sys-

tem parameter in a Closed Loop Perception System. While in this chapter we investigated

the effect of controlling the nature of perception algorithm, in the next chapter we explore

the effect of controlling the sensor usage in an autonomous system and whether sensor

activation can be treated as a controllable parameter.
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CHAPTER 3

MULTI-MODAL SENSOR ACTIVATION CONTROL

In this chapter, we investigate the effect of controlling the sensor activation in a closed-

loop setting. While in the last chapter we investigated the controlability of the nature of

algorithm used in perception systems, in this chapter we conduct similar investigation into

the sensor activation and whether it can be treated as a controllable parameter in a Closed

Loop Perception System as well. Here we present a feedback driven system to control the

activation of different sensors within a multi-sensor sensing unit and analyze the accuracy

and resource consumption of the autonomous system to test the controlability of this strat-

egy in a closed-loop setting. The feedback signal takes multiple factors into consideration

such as individual sensor characteristics, motion of the system and temporal consistency

of observations. Autonomous systems such as autonomous vehicles and robots have mul-

tiple cameras for perception including RGB (visible light), Lidar, Radar, IR, to name a

few [99, 35]. Such multi-modality improves accuracy when some sensors do not provide

adequate information due to changing environment, for example, RGB cameras are less re-

liable under low light. However, different sensors have varying operating parameters such

as frame-rate, resolution and energy consumption, making the fusion of data challenging.

3.1 RGB-LiDAR Sensor Fusion Problem

Traditionally, sensor data is fused at input level[100, 99], decision level[35] or both[101,

102]. Systems with input level fusion/synchronization have to operate all sensors at a com-

mon frame rate[84]. The decision level fusion decouples operations of different sensors

and allows individual sensors to use their �xed frame-rates [35]. But this is detrimental to

the power ef�ciency of the system as multiple sensors can gather redundant data for the

task at hand. Hence, indiscriminate decision-level fusion leads to higher sensor usage, un-
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Figure 3.1: Example of RGB-Lidar Fusion. Objects detected in RGB and Lidar are shown
in red and green bounding boxes, respectively. The image is from KITTI dataset[84]. Faster
R-CNN[104] and Voxelnet[105] are used as RGB and Lidar object detectors, respectively.

Figure 3.2: System Architecture of Baseline Fusion system

necessary data transfer between sensors and processing unit, and redundant computation,

all resulting in higher system energy consumption and processing latency. High processing

latency in the perception module of autonomous systems can have an accumulative effect

on the overall computing system's response time which can lead to potential collision[103].

Similarly, increased energy consumption in the computational engine of perception mod-

ules in autonomous vehicles can decrease fuel ef�ciency of the vehicle [1]. Therefore, an

ef�cient multi-sensor control policy is necessary to optimize the sensor usage.

Lidars operate on the time-of-�ight principle and are relatively invariant to lighting

conditions and visual features. Hence, Lidar can detect objects that are missed in the vis-

ible domain. Figure 3.1 shows an example scene from a well-known autonomous driving

dataset (KITTI[84]). The cars in the left and center of the image are detected in RGB, the

car on the right is not. It is far away from RGB sensor and hence does not have enough
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Figure 3.3: Visualization of Path Planning with Baseline (Figure 3.2) Fusion System. The
plots on the left are object maps of objects detected in left images at 3 time-steps. The red
bounding box and 'x' with red circle are the false objects detected by Lidar object detector.

visual features to be detected in RGB; but Lidar can detect the car. Hence, a baseline

decision-level fusion of Lidar and RGB cameras, shown in Figure 3.2, can improve object

detection and tracking.

However, Lidars have very high power and cooling requirements[106, 107], and oper-

ate at a much lower frame-rate compared to RGB cameras[106, 108]. For example, Velo-

dyne 64E[108] consumes 60W compared to less than 3W for a FLIR chameleon3 RGB

camera[109]. Lidars also demand higher data bandwidth, as a single Lidar frame can gen-

erate more than 100,000 3D points by scanning the entire 360� Field-of-View(FoV)[108].

Therefore, minimizing the use of Lidar in an RGB-Lidar fusion system will bene�t over-

all energy-ef�ciency and processing latency. Figure 3.3 shows the effect of False Positive

detections from Lidar object detector[105] on path planning. At t=2, the number of false

positives is too high and the path planning algorithm crashes as it is unable to chart a safe

path for the perceived object map. This shows that unbridled Lidar usage can be detrimental
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Figure 3.4: System Architecture of Proposed Fusion system

Figure 3.5: Object detection Recall comparison between RGB object detector and Lidar
object detector w.r.t. distance.

to end-tasks such as path planning.

3.2 Overview of the Proposed Approach

In this work, we introduce a task-driven fusion that optimally controls the use of Lidar

and visual modalities to minimize resource demand while ensuring task accuracy. The key

contribution of the work is to use visual cues for the spatiotemporal sampling of Lidar used

in MOT for path planning. Figure 3.4 shows an overview of the proposed approach. We

observe that many of the objects that are detected by Lidar can also be detected in RGB

under normal circumstances. As an example, consider the cars in the center of Figure 3.1.

Our goal is to detect the spatial and temporal regions where RGB might fail, and activate

Lidar only in those regions.

We present a task-driven RGB-Lidar fusion algorithm that detects a discrepancy in

visual object detection by creating a motion hypothesis for the object using the tracker and
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Figure 3.6: Algorithmic pipeline of Proposed Fusion System

matching them with current observations. If in a frame there is no detection at a location

where the tracker was expecting one, the Lidar is activated and is focused on that region.

In real world there might be objects that can be detected only in Lidar and not in RGB

modality. In which case the proposed approach might fail to track such objects. We inves-

tigated this phenomenon by calculating the Recall of both RGB and Lidar object detectors

with respect to distance (Figure 3.5). We used a Faster RCNN[104] with Resnet-101[110]

for RGB and PointPillars[31] for Lidar object detection. Both the detectors were trained

and evaluated on the KITTI dataset[84] to detect cars. It can be observed that while RGB

modality is better for detecting close objects (< 30m), Lidar is better for detecting ob-

jects that are farther away. For path planning, objects that are close are more important

and hence are given much higher priority. Therefore, we extend the proposed task driven

RGB-Lidar fusion algorithm by introducing a `base Lidar frame-rate'. Lidar is activated

for the entire scene (FoV) at this `base Lidar frame-rate' irrespective of discrepancies in

visual object tracking. This frame-rate is dependent on the velocity of the vehicle to ensure

that minimum reaction time, as recommended by regulatory authorities, can be respected

in worst case scenarios.

Our algorithm is evaluated on the KITTI tracking dataset[84]. We assume the Lidar is

capable of spatial and temporal sampling, i.e. the Lidar can be activated on demand and

the area of activation can be con�gured in real-time with minimal latency, more details in

subsection 3.5.1. We observe 76.1% reduction in Lidar scanning area and 80% reduction
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in Lidar data usage, and 39% reduction in the Lidar processing time compared to a base-

line decision-level fusion from RGB and Lidar at each frame. The improved ef�ciency

is achieved with a 1.7% increase in precision and negligible (0:8%) reduction in accuracy

(MOTA) for object tracking. The output of MOT is utilized by the Planning module to

generate motion commands. Thus, in order to ensure that by reducing Lidar usage, there is

no impact on motion planning of the Autonomous System, we created a Motion Planning

system on top of the proposed MOT system. Evaluation of this Motion Planning system on

a path planning task shows a minimal effect on planned trajectory due to reduction in Lidar

usage dictated by the proposed algorithm.

3.3 Background

The current approaches for RGB-Lidar fusion can be divided into input level or decision

level fusions, or both [100, 99, 35, 101, 102]. Many autonomous systems, such as the ones

used for collecting datasets KITTI[84] and nuScenes[90], use a synchronized multi-sensor

environment. Although con�guring such a hardware system is challenging, input level

fusion of data is easy in such a scenario. For example, MV3D[100] uses RGB and Lidar

data as different channels of a fused frame. Similarly, RGBD methods such as AVOD[37]

and frustum pointnet[33] achieve high Lidar object detection results, but require RGB and

Lidar frames at every time-step. mmMOT [111] is a deep multi-modal fusion system that

achieves state-of-the-art performance for object tracking on KITTI[84] dataset by learning

fusion of RGB and Lidar data in an end-to-end manner.

Asynchronous systems allow individual sensors to run at independent frame-rates. But

each modality needs to be processed independently and only decision-level fusion is fea-

sible. For example, Cho et al.[35] used different observation models for Radar, Lidar

and RGB sensors, fused them using sequential-sensor method, and fed into an Extended

Kalman Filter for object tracking. The approach allowed asynchronous arrival of measure-

ments from different sensors. Similarly, Capellier et al.[112] fuse data from asynchronous
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Lidar and visual cameras independently to maintain a global state that indicates drivability

of the area around an autonomous vehicle. However, the work did not propose to control

frame rate or spatial activation of sensors based on the global state.

While the systems discussed above require both RGB and Lidar data for detecting ob-

stacles, there are some systems that detect obstacles in a single modality. For example,

Zhao et. al. [103] use Lidar for detecting obstacles and RGB for interpretation of the de-

tected object. The Lidar object detector used in their work used a mixture of model and

deep learning based algorithms. But recently a number of deep learning based Lidar object

detectors have been developed that have high accuracy. Examples of such Lidar object de-

tectors are 3D-FCN[28], Voxelnet[105], Point Pillars[31] etc. While 3D FCN uses CNNs,

Voxelnet, PV-RCNN, and Point Pillars use Pointnet[29] and CNNs, and Point-GNN uses

graph neural network to detect objects from Lidar point clouds. Such Lidar object detectors

in addition to highly accurate RGB object detectors such as Faster-RCNN[104], YOLO[92]

and SSD[19] facilitate decision level fusion.

Publicly accessible autonomous diving software such as Autoware[113] use decision-

level fusion, where data from RGB and Lidar are processed separately in their respective

pipelines and fusion of information occurs at the object detection or tracking layer. This

paradigm can lead to errors in the individual pipeline being re�ected in subsequent layers in

decision pipeline such as path planning. For example, in the Autoware's perception module,

detections from the RGB object detector are used in subsequent processing only if the same

object is also detected in the Lidar object detector. This indicates that a misdetection in

either RGB or Lidar object detector will lead to misdetection by the entire system and the

corresponding target will not be considered for path planning.
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3.4 Proposed Fusion Algorithm

3.4.1 ArchitectureOverview

Figure 5.1 shows the overview of the proposed system. The control block is responsible for

activating Lidar. By default, Lidar is activated for the entire Field-of-View (FoV) at `base

frame rate' which is lower than the frame rate of RGB sensor and is dependent on odometry

data. In the time-steps when both Lidar and RGB are active, the proposed system operates

similar to baseline system (Figure 3.2). In other time-steps, our algorithm �rst takes input

from RGB sensor. An RGB object detector process the input to create detection, and an

object tracker creates corresponding tracklets. The tracker matches incoming detections to

predicted tracklet positions using Hungarian Association. If a detection is missing at an

expected tracklet position, Lidar is activated and focused at the expected tracklet position

as the Region-of-Interest (RoI). As this RoI is a 2D box in image domain, it translates

to frustum when converted to 3D spherical co-ordinate system of a Lidar. Additionally,

Lidar is also activated within a small region inside the bounding box of an object detected

in Lidar. This is performed to get an estimate of depth of the object detected in RGB

modality.

Lidar sensor senses data from given frustum and sends it to the Lidar object detec-

tor. In order to limit false positives from this object detector, any detection that has low

Intersection-Over-Union(IoU) with given RoI is rejected (see Match Location block in Fig-

ure 5.1). Final detections from the Lidar object detector is used by object tracker to create

�nal object tracklets. As detections from RGB and Lidar are no longer synchronized at

every time-step, �nal object detections are output by tracker, as it is the only entity that

maintains global system states.

Both object detector and tracker module together create MOT block of the system.

With this architecture, Lidar pipeline (shown in green arrows in Figure 5.1) is activated

only when and where required. The `base frame rate' for Lidar is decided according to
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Table 3.1: Base Frame Rate Table.

Velocity
(Km/hr)

Frame Rate
(fps)

0 � 40 2
40 � 60 4
60 � 80 6
> 80 10

Figure 3.7: System Architecture of Motion Planning system

velocity of the vehicle (Figure 3.7). According to proposed approach, Lidar is always �red

for two consecutive frames at `base frame rate', for example, with `base frame rate' of

2fps, Lidar is �red for two consecutive frames in every 1 second. This allows the proposed

algorithm to create motion hypothesis for the objects that can detected in Lidar but not

in RGB. Table 3.1 shows the relationship between vehicle velocity and Lidar `base frame

rate'. This dynamic frame rate ensures that objects that are located far away can be de-

tected by the system well within the minimum reaction time in accordance to government

regulations. The source code for the proposed RGB-Lidar fusion system is available at-

https://gitlab.com/deepsamal/task-driven-rgb-lidar-fusion.

We also extended the proposed fusion system to create a motion planning system for

autonomous vehicles. This system uses a object localization module to convert 3D position

of objects that have valid tracklets from Figure 5.1. These object locations are then fed into

a Frenet Optimal Trajectory[114] based path planning algorithm to generate a dynamic

trajectory for a vehicle. This system is explained in subsection 3.4.4.
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3.4.2 Detection

RGB Object Detection Network

We use a two-stage architecture Faster R-CNN [104] for object detection on RGB images.

The Faster R-CNN detector comprises a deep convolutional feature extraction backbone

followed by a Region Proposal Network (RPN). The feature maps extracted by convolu-

tional backbone are used by the RPN to generate proposals for likely candidate object loca-

tions. A Region-of-Interest(RoI) pooling layer then pools the feature maps corresponding

to each proposal and independently classi�es them. The predicted bounding box coordi-

nates are re�ned using a regression layer. Non-maximum suppression is used to eliminate

multiple overlapping bounding boxes. We use ResNet-101 [110] as the feature extraction

backbone which is pre-trained for the image classi�cation on ImageNet. The entire network

is then trained for object detection using part of the KITTI[84] detection dataset.

Lidar Object Detection Network

Two kinds of architecture exist in the literature for Lidar-based object detection. Architec-

tures like VoxelNet [105], PointRCNN [115] directly operate on 3D pointclouds for region

proposal generation. These architectures are suitable for the scenarios when the entire

pointcloud is available. On the other hand, Frustum detectors [33, 34] operate on frustum

pointclouds which consist of points located inside regions of interest within the entire point-

cloud. Our proposed fusion method requires to run object detection within a subsampled

pointcloud where 3D points are selected according to 2D region proposals. Empirically

we observed both Voxelnet and Frustum Convnet [34] to have very high False Positives.

On the other hand, PointPillars [31] maintained high detection accuracy while operating in

both full pointcloud and frustum pointcloud mode. Therefore, we use PointPillars [31] for

Lidar object detection in our proposed system.
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3.4.3 Tracking

We use SORT [98] tracking algorithm which is a detection based tracker with linear veloc-

ity Kalman �lter as state predictor. The state of a target is modeled as:

x = [ u v s r _u _v _s]T (3.1)

Here,u andv represent horizontal and vertical position,s andr represent scale and aspect

ratio of the target's bounding box. All state variables are on 2D image co-ordinate system.

The tracker approximates the inter-frame displacements of each object in the scene with a

linear constant velocity model which is independent of other objects and camera motion.

When the tracker associates a detection to a target, the next detection bounding box from

RGB or LiDAR detector is used to update the target state where the Kalman �lter frame-

work is used to optimally solve the velocity components and update the tracklet's state

information[98]. While there are trackers that get better performance than SORT, most of

those trackers use appearance for target matching, which will not work while switching

modalities.

3.4.4 PathPlanning

Our motion planning system is created by adding object localization and path planning

modules on top of the proposed fusion system (Figure 3.7). A path planning algorithm

requires following inputs: (i) global path(waypoints), (ii) position of all obstacles (obstacle

map), (iii) current inertia of the vehicle including forward and lateral velocity and accelera-

tion, and (iv) Hyperparameters, namely, maximum velocity, rate of acceleration, road width

etc. The module outputs the most optimal trajectory given all the inputs that is maneuver-

able by the vehicle. The path planning algorithm is run at every decision cycle, which is

typically limited by the frame rate of Lidar (slowest sensor in sensor suite). In this work,

we used Frenet Optimal Trajectory planning algorithm for path planning[114].
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Path Planning requires 3D location of all detected obstacles in the World Co-ordinate

System, this is achieved in object localization module in Figure 3.7. While the 3D location

of an object can be easily retrieved using Lidar point cloud, but it is not possible using RGB

image as the location of objects detected in RGB are in the Image Co-ordinate system which

does not have depth information. According to the proposed fusion algorithm, Lidar is not

activated for every RGB frame which makes it dif�cult to get the 3D location of objects

detected in RGB. Therefore, for objects detected in RGB, Lidar is activated in the center

horizontal line of object bounding box. Among the Lidar points that are observed, location

of the nearest Lidar point is recorded as 3D location of the object (refer to Equation 3.2 for

details). This approach emulates Ladar (planar Lidar) sensor. For objects that are detected

using Lidar, we assume the nearest point among all points of the object represents 3D

location of the object.

obstaclelocation3D = ( x; y; z);

pi = ( x; y; z)

f (pi ) = min pi 2 Sf (pi )

where; f (p) =
q

p2
x + p2

y + p2
z (3.2)

Here,obstaclelocation3D is the 3D location of an object,pi is the nearest point within a

set of points (S). The set of pointsS consists of all Lidar points recorded corresponding

to the object. This approach ensures minimal Lidar activation to generate an obstacle map

which can be used for trajectory generation.

3.5 Experimental Platform

3.5.1 Assumptions

As mentioned in section 4.2, most multi-modal datasets with RGB-Lidar data have a syn-

chronized sensor set-up. Therefore, to evaluate our algorithm on a standard benchmark,
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similar to Nguyen et al.[116], we make following assumptions. First, we assume the Lidar

is capable of spatial sampling by scanning only a subset of region within its FoV and this

region is programmable in run-time. Emerging Lidars based on MEMS and SSD technol-

ogy[117] such as InnovizOne[118] are capable of scanning speci�c regions within FoV that

can be set as a parameter of capture command. Second, we assume the Lidar can operate

in asynchronous mode and be turned on only when required. The latency between send-

ing capture command and commencement of capture is negligible. In ASC Peregrine �ash

Lidar[106], this capture latency is less than 1ms.

3.5.2 EvaluationCriteria

Dataset

We use tracking sequences from the KITTI dataset [84] to evaluate our method. The dataset

contains RGB images along with corresponding Lidar pointclouds captured in various traf-

�c conditions. We evaluate our method for the task of tracking cars.

Baseline

Our baseline system (see Figure 3.2) uses synchronized RGB frame and Lidar point-cloud

at every time-step as input. Frames from each modality are independently processed

through their corresponding object detectors. The output of the Lidar object detector is

projected on the image plane using an extrinsic calibration matrix. Output of both the

detectors are fed into a non-maximal suppression stage to remove duplicate and low con-

�dence detections. Final detections are used by an amodal SORT[98] object tracker to

maintain and predict object tracks.

Metrics for Evaluation

To evaluate the tracking accuracy we use CLEAR MOT metrics [59]. We primarily fo-

cus onRecall, P recision, Mostly Tracked (MT ), Mostly Lost (ML ) and Multi-Object
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Figure 3.8: Visualization of Lidar activation in clustered Multi-Object Scenario. Lidar is
active only for regions that are �lled with translucent yellow color.

Tracking Accuracy (MOTA). Recall measures the fraction of correct detections over

total number of ground truths, whereasPrecision is the measure of the ratio of correct

detections over total number of detections. Correct detections are denoted by true posi-

tives (TP), missed detections are false negatives (FN ) and incorrect detections are false

positives (FP). MT represents the number of targets that were tracked by the tracking

algorithm for more than 80% of their lifespan, whereasML represents the number of

targets that were tracked for less than 20% of their lifespan.F 1 Score is the harmonic

mean ofP recision andRecall, and indicates the quality of tracking.MOTA combines

three types of tracking errors - false positives (FP), false negatives (FN ) and ID switches

(IDs ). Recall, P recision, andMOTA are given by the following set of Equation 3.4.

Recall =
TP

TP + FN

Precision =
TP

TP + FP

F 1 Score= 2:
P recision:Recall

P recision + Recall

MOTA = 1 �
FP + FN + IDs

TP + FN
(3.3)

The objective of this work is to reduce the overall energy and latency requirements of

an Autonomous System without noticeable impact on accuracy. Therefore we introduce
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