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SUMMARY

Rotating machinery is widely used in the aerospace industry, including in aircraft en-

gines, helicopter rotors, and manufacturing equipment. Common faults such as imbalance,

shaft misalignment, fatigue cracking, and bearing wear, if left unaddressed, can lead to

catastrophic failure. Mitigation strategies like frequent maintenance or conservative control

can reduce this risk, but may also cause excessive downtime and high costs. Fortunately,

modern advancements in sensing and computing offer opportunities for more intelligent

strategies.

Many faults in rotating machinery are re�ected in vibration response data at speci�c

frequencies. With the rise of digital engineering and Industry 4.0, high-frequency vibra-

tion measurements are increasingly available. This motivates the development of real-time

damage diagnosis methods that enable robust, damage-informed decision-making.

Model-based damage diagnosis methods estimate fault parameters by combining vibra-

tion data with physics-based rotordynamics simulations through inverse problem-solving.

For decision making involving safety-critical systems, it is desirable to quantify the con�-

dence in these estimates. Bayesian inference provides a principled way to infer the full pos-

terior distribution of fault parameters, capturing their uncertainty. However, its application

is limited by the computational cost of high-�delity rotordynamics simulations. Surrogate

models can reduce this burden but also introduce uncertainty that must be accounted for

during inference.

This thesis then surveys the literature for solutions to rapid, online damage diagnosis

of rotating machines that utilize Bayesian inference and surrogate modeling. However, it

is found that the current approaches are built for diagnosing damage of�ine, and are not

suitable for an online context due to the computational cost of the Bayesian inference al-

gorithms that they use. Consequently, this thesis proposes a framework for rapid, online

damage diagnosis of rotating machinery using Bayesian techniques and surrogate model-
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ing. The proposed approach has three stages: (1) training a surrogate model of the rotordy-

namics simulation, (2) of�ine calibration of in�uential parameters that cannot be reliably

inferred online, and (3) online estimation of fault parameters. Three technical gaps are

identi�ed in the literature that hinder this approach and are addressed sequentially in the

thesis.

First, Gaussian process (GP) surrogates, commonly used in literature, are shown to

lack scalability for online use. A deep ensemble (DE) regression approach is proposed as

an alternative. DEs are experimentally shown to outperform GPs in speed, accuracy, and

memory ef�ciency for a six-stage compressor model, especially as dataset size increases.

Second, existing methods often ignore uncertainty introduced by surrogate models.

This work addresses the need to quantify and propagate surrogate uncertainty in Bayesian

calibration. A two-part literature review identi�es (i) validation metrics for uncertainty

quality, such as expected normalized calibration error (ENCE) and Z-score-based metrics,

and (ii) bin-wise variance scaling (BVS) as a corrective method. BVS is shown to improve

the DE surrogate's uncertainty estimates, and a calibration study shows that incorporating

these corrected uncertainties leads to signi�cantly different posterior distributions com-

pared to ignoring them.

Third, current Bayesian inference techniques like Delayed Rejection Adaptive Metropo-

lis (DRAM) are too slow for online diagnosis. A novel Bayesian estimation framework is

proposed that adaptively updates prior distributions using model-observation mismatch and

uses the Extended Kalman Filter (EKF) for ef�cient inference. In experiments involving

the tracking of imbalance in the six-stage compressor using synthetic data, the EKF closely

matches DRAM results while signi�cantly reducing computation time.

To validate the complete approach, a �nal demonstration is conducted on a physical

rotor test-rig. All three stages of the proposed method are implemented—from surrogate

modeling and uncertainty calibration to of�ine in�uential parameter estimation and online

damage diagnosis. The proposed approach successfully tracks evolving imbalance faults

xvii



in real time and demonstrates signi�cantly higher accuracy and ef�ciency compared to

baseline methods from the literature.

In summary, this thesis presents a novel, scalable, and uncertainty-aware Bayesian ap-

proach for rapid, online damage diagnosis of rotating machinery, demonstrated both in

simulation and on a physical test rig. The methods developed herein are applicable to a

wide range of industrial systems where real-time fault estimation is critical.
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CHAPTER 1

MOTIVATION

1.1 Rotating Machinery in the Aerospace Industry

The use of rotating machinery is highly prevalent in the Aerospace industry such as in the

components of aircraft engines and helicopter rotors. Rotating equipment is also prevalent

in the manufacturing side of aerospace. Manufacturing equipment such as autoclaves, CNC

machines, and cutting tools rely on components such as fans and rotary pumps. Since these

rotating components are critical to the operation of the machines, failure of the components

can result in failure of the entire machines, leading to severe consequences. Failures can

be the result of various faults, such as imbalance of rotors, fatigue cracking of blades or

shafts, misalignment of shafts, and various bearing defects [1].

Failure of rotating equipment in aircraft has multiple drawbacks. A major drawback is

the cost of aircraft maintenance and/or replacement of any damaged parts after equipment

failure. Another drawback is related to the safety concerns resulting from rotating machin-

ery failure mid-�ight. To motivate the need for structural health monitoring in aerospace,

a study was conducted using data from the Aviation Safety Network database. The study

reported that out of all the fatigue related accidents that occurred between 1996 and 2019

that were found in the database, approximately one third of them resulted in fatalities [2,

3]. In addition, the study reported that the majority of the accidents analyzed were caused

by engine failure. Based on this study, the negative implications of rotating machinery

(especially engine) failures in aviation safety are clear. Similarly, there are also negative

implications of rotating machinery failure in the manufacturing sector.

Failure of rotating equipment in manufacturing equipment also has multiple drawbacks.

One major drawback is the cost of maintaining or replacing the damaged equipment. Next,

1



there are additional costs that accrue when the machines are being inspected, repaired, or

replaced. This is the cost of down-time. These costs occur due to the machines not being

able to accomplish their tasks, and consequently not generating revenue for the business.

A study conducted by Siemens reported that the average cost for an hour of unplanned

downtime for a fortune 500, heavy industry plant was close to 500,000 dollars. It has also

been reported that a signi�cant portion of downtime is the result of rotating equipment fail-

ure [4]. Given the observations made in this paragraph and the preceding paragraph about

the consequences of rotating machinery failure in the aerospace industry, the following is

observed.

Observation 1.1

The failure of rotating machinery is a major contributor to both the failure of aircraft

and manufacturing equipment. These failures can lead to unwanted costs, injuries,

and fatalities

1.2 Strategies to Avoid Failure

There exist various decision-making strategies to avoid catastrophic failure in rotating ma-

chines. One method may be to conduct inspections and maintenance more frequently, on a

�xed schedule. However, this approach has the drawback of unnecessary down-time, which

can be extremely costly. Another method may be to apply more conservative control. For

example, run machines at less aggressive operating conditions to attempt to improve asset

longevity. This approach has the disadvantage of possibly over-constraining the operating

conditions and hence, reducing overall performance.

Modern technology such as sensor technology, cloud computing, and edge computing

has been greatly advanced in the wake of initiatives such as Industry 4.0 and digital engi-

neering [5, 6, 7]. These technological advancements enable condition monitoring, which
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involves monitoring speci�c quantities that are indicative of a machines health state [8].

The quantities monitored during condition monitoring in the context of rotating machinery

commonly include vibration, temperature, or current. Monitoring these basic quantities

then can lead to more advanced capability [9]. One example is damage diagnosis, where

the variables monitored through condition monitoring can be further processed to diagnose

damage. Diagnosing damage can involve identifying the presence, location, or severity of

the damage/faults. Examples of faults that can occur in rotating machinery include rotor

imbalance, rotor misalignment, fatigue cracking, and bearing defects. Damage diagnosis

can be taken a step further to enable damage prognosis. This involves predicting future

quantities, like evolution of fault severity and remaining useful life (RUL) of a component.

This thesis will focus ondeveloping methods for damage diagnosis, speci�cally for rotat-

ing machinery. Accurate damage diagnosis can inform maintenance and inspection timings

to minimize down-time [10, 11]. In addition, control policies can be informed by damage

states to optimize both asset performance and asset life [12, 13].

So why does damage diagnosis rely on condition monitoring? Direct measurements

of fault parameters in a rotating machine are often times dif�cult to obtain. For exam-

ple, to directly measure the imbalance of a rotor, the rotor may need to be removed from

the assembly and then attached to special equipment, which can be expensive and time

consuming [14]. Many common faults in rotating machinery, including imbalance, mis-

alignment, cracks, and bearing defects, are closely associated with vibration characteris-

tics, particularly with vibration amplitudes in the frequency domain. Each fault type is

linked with speci�c frequency components. For example, imbalance is typically associated

with vibration amplitude at the rotational frequency, commonly referred to as the 1X vi-

bration response [4]. This relationship is pictured in Figure 1.1. This thesis will adopt the

nomenclature that the amplitude at a speci�c multiple, a, of the rotational frequency in a

frequency-domain vibration spectrum will be referred to as the aX vibration response. Mis-

alignment is generally associated with both 1X and 2X responses, while cracks can exhibit
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Figure 1.1: Imbalance FFT Comparison

signatures at 1X, 2X, and 3X. Bearing defects are linked to speci�c frequencies determined

by the geometry of the bearing in question [15]. Due to these links, this thesis will focus

on damage diagnosis using vibration data in the frequency domain.

Observation 1.2

Monitoring machine vibration can enable the diagnosis of various faults, and these

diagnoses can then be leveraged to inform decision making strategies, such as main-

tenance and control), to mitigate risks of failure of safety-critical rotating machinery.

1.3 Frequency of Damage Diagnosis

Figure 1.2 illustrates how damage diagnosis can work to enable vibration control and main-

tenance schedules. In the �gure, vibration data is measured from an aircraft engine during

operation. Then, further processing is done to make diagnoses using this data. These diag-

noses could include the presence, location, or severity of various faults. These diagnoses

then can be used within damage-informed control algorithms. For example, imbalance and
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Figure 1.2: Utility of Damage Diagnosis. Engine Image Source: [19]

crack severity information has been used to inform vibration control algorithms to control

active damping devices to minimize rotor vibration [13, 16, 17, 12]. In addition, diagnoses

can be used to inform alarm logic or inspection/maintenance decision makers. These raise

alarms or inform inspection/maintenance schedules based on estimated damage states [18,

4].

The frequency of damage diagnoses is a critical factor for the performance of both

control algorithms and maintenance decision-making. Damage states can change rapidly,

whether through gradual wear and tear, such as bearing degradation or shaft misalignment,

or through sudden, unexpected events like foreign objects causing a signi�cant change in

rotor imbalance. Ideally, damage diagnoses should be performed online (when the asset is
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running) and rapidly (close to real-time). Delayed diagnoses can lead to problems in both

maintenance and control. Maintenance and inspection decisions based on outdated damage

states risk allowing excessive damage or, in the worst-case scenario, catastrophic failure.

Similarly, control algorithms relying on outdated diagnoses may generate suboptimal in-

puts, leading to excessive vibrations and further damage.

While there are important considerations for damage diagnosis beyond speed—such as

the ability to deploy algorithms on fast, small-form-factor edge devices that enable real-

time, reliable, and secure operation—this thesis focuses on algorithmic development rather

than the computational or hardware aspects of edge implementation.

Observation 1.3

To track quickly evolving damage states and to enable maintenance and/or con-

trol decisionsduring asset operation, ideally damage diagnosis is done online and

rapidly (close to real-time).

1.4 Enablers of Rapid, Online Damage Diagnosis

While the bene�ts of rapid, online damage diagnosis for timely decision-making are well

understood, it is important to consider the technological requirements that enable this ca-

pability. As previously discussed, condition monitoring is a precursor to damage diagnosis.

Therefore, achieving rapid, online condition monitoring is a critical �rst step.

Recent advancements in areas aligned with Industry 4.0, such as digital twins and the

digital thread, have driven signi�cant developments in sensing and edge computing tech-

nologies, which serve as foundational enablers of this capability.

To obtain rapid, online measurements of aX vibration responses, raw time-domain vi-

bration data must �rst be collected. Two commonly used sensors for this purpose are

accelerometers and vibration probes. Accelerometers typically output acceleration data,
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while probes often output displacement. These compact sensors can be mounted directly

onto supporting structures of rotating machines, such as bearing housings. However, be-

cause they generate time-domain signals, extracting fault-relevant frequency-domain fea-

tures requires preprocessing followed by a Fourier transform, typically using the Fast

Fourier Transform (FFT) algorithm [20]. This raises the question: can this processing

be done quickly and in an online setting?

Edge computing has emerged as a key enabler in this regard. With the advent of com-

pact and increasingly powerful hardware, such as microcontrollers and embedded comput-

ing platforms, it is now possible to perform computations directly at the data source [21,

22, 15]. These edge devices can ingest raw sensor data, apply the necessary signal process-

ing steps, and identify relevant vibration peaks in seconds or less. Given the current state

of sensor and edge computing technologies, the technical prerequisites for rapid, online

condition monitoring — and consequently, for rapid online damage diagnosis — are now

in place.

Observation 1.4

Modern sensing and edge computing technologies now provide data of suf�cient

quality and frequency to enable rapid, online diagnosis of faults in rotating machin-

ery.

1.5 Chapter Summary

Multiple observations have been made in this chapter related to the consequences of ro-

tating machinery failure in the aerospace industry and the utility of damage diagnosis to

enable decision-making approaches to avoid these failures.
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Motivating Observations

1. The failure of rotating machinery is a major contributor to both the failure of

aircraft and manufacturing equipment. These failures can lead to unwanted

costs, injuries, and fatalities

2. Monitoring machine vibration can enable the diagnosis of various faults, and

these diagnoses can then be leveraged to inform decision making strategies,

such as maintenance and control), to mitigate risks of failure of safety-critical

rotating machinery.

3. To track quickly evolving damage states and to enable maintenance and/or

control decisionsduring asset operation, ideally damage diagnosis is done

online and in close to real-time.

4. Modern sensing and edge computing technologies now provide data of suf�-

cient quality and frequency to enable rapid, online diagnosis of faults in rotat-

ing machinery.

These observations are used to formulate the main motivation of this thesis.

General Motivation

Enable rapid, online damage diagnosis to inform decision-making approaches to

mitigate failure of safety-critical rotating machinery.

The remainder of this thesis is organized as follows:

• Chapter 2narrows the general motivation to a more speci�c focus, addressing a

particular class of damage diagnosis approaches.

• Chapter 3surveys the literature for damage diagnosis approaches that align with
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the scoped motivation. When it becomes evident that existing methods fall short,

a research objective is de�ned to develop a more suitable approach. This leads to

the identi�cation of three key technical gaps that must be addressed to realize the

proposed solution.

• Chapter 4addresses the �rst technical gap: the need for a scalable, probabilistic

surrogate modeling technique. Through literature review, deep ensemble (DE) neural

networks are selected as a suitable method. The DE approach is benchmarked against

the baseline surrogate technique, Gaussian process (GP) regression, using a high-

speed, six-stage compressor simulation.

• Chapter 5focuses on the second technical gap: a method to quantify and propagate

surrogate model uncertainty within the proposed approach. A methodology is de-

veloped that includes validation and correction of uncertainty estimates. The utility

of this correction approach is evaluated on the DE surrogate model outputs. Fur-

thermore, the effect of propagating surrogate uncertainty in calibrating in�uential

parameters of the compressor model is assessed using synthetic data.

• Chapter 6addresses the third technical gap: a Bayesian model calibration method

suitable for online damage diagnosis of rotating machinery. Based on a literature

review, the extended Kalman �lter (EKF), embedded within a recursive Bayesian es-

timation framework, is proposed. The method's effectiveness in tracking the evolving

damage state of the compressor simulation is demonstrated.

• Chapter 7presents a full demonstration of the proposed approach applied to a phys-

ical test rig.

• Chapter 8concludes the thesis with �nal remarks and potential directions for future

work.
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Figure 1.3: Thesis Outline
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CHAPTER 2

PROBLEM SCOPING

This chapter builds on the general motivation presented in chapter 1, narrowing the focus

toward a speci�c class of damage diagnosis approaches. As a starting point, we review the

main categories of existing methods for damage diagnosis.

2.1 Damage Diagnosis Method Classes

Damage diagnosis methods that utilize frequency-domain vibration data to estimate fault

parameters can broadly be categorized into two main classes: data-driven methods and

model-based methods.

2.1.1 DataDrivenMethods

Given vibration data along with labels, a supervised machine learning algorithm could

be used to predict the severity of the associated fault or faults. For example, techniques

such as arti�cial neural networks (ANNs), support vector machines (SVMs), and convolu-

tional neural networks (CNNs) have been used to classify vibration data into predetermined

classes to detect faults such as imbalance, looseness, misalignment, and fatigue cracking

[23, 24, 25, 26]. A major drawback of these machine learning based approaches is that

they rely on the availability of labeled training data, which may not be available in many

situations. In addition, purely data driven models are known to not do well in situations that

require extrapolation [27]. This means that making predictions in the presence of operating

conditions that are different than the conditions captured in the training data may result in

poor accuracy.
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2.1.2 Model-basedMethods

A class of methods that improves upon the de�ciencies of the purely data-driven methods

are model-based methods or hybrid methods [4]. These methods utilize physics-based

models of rotating machinery, also known as rotordynamics models or simulations, along

with measured vibration data to infer the severity of faults at speci�c locations on the

machines. Unlike purely data-driven methods, they perform better when extrapolating due

to the use of physics-based models [27]. Due to the bene�ts that they show over purely

data-driven methods, this thesis will explore the use of model-based methods for damage

diagnosis of rotating machinery.

Observation 2.1

Model-based methods require a physics-based model of the system, but do not re-

quire labeled training data at faulty conditions and are known to have better extrap-

olation performance than purely data-driven methods.

2.2 Model-based Damage Diagnosis

The goal of model-based damage diagnosis methods is to estimate the severity and/or lo-

cation of faults using vibration data in conjunction with a rotordynamics/rotor simulation.

These simulations take fault parameters as inputs and output the corresponding vibration

response at relevant locations in the system.

2.2.1 RotordynamicsSimulations

Simulations of rotating machinery can be performed using various methods, such as the

transfer matrix method (TMM) or the �nite element method (FEM) [1, 28]. FEM-based

models are most commonly used in model-based rotordynamics methods due to their abil-

ity to achieve high accuracy for complex geometries and nonlinear dynamics. These mod-
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els typically discretize the rotating system into a set of nodes and elements representing

structural components such as shafts, disks, and bearings. The governing equations are

derived from kinetic and strain energy principles, forming system matrices that capture

mass, gyroscopic effects, damping, and stiffness. These properties are then assembled into

a global system representation, which can be solved to obtain various outputs, including

time response and frequency response.

The �delity of these simulations can vary depending on the application. In many cases,

it is suf�cient to model the shaft using 1D beam elements, disks as added mass, and bear-

ings as spring-damper components [29, 1]. However, higher-�delity models may be re-

quired for certain applications. These models may incorporate detailed 3D solid elements,

�exible supports, nonlinear bearings, and �uid-structure interactions [30, 31]. Addition-

ally, multiphysics effects such as thermal expansion, �uid dynamics, and electromagnetic

forces can be included to enhance the accuracy of complex rotor system simulations[32,

33].

2.2.2 TheInverseProblem

In model-based methods, the vibration measurements, are of the same quantities that the

outputs of the rotordynamics simulation represent. Consequently, the problem of damage

diagnosis becomes one of using measurements of the model output (vibration response)

to infer the model input (fault parameters). This is known as an inverse problem [27].

Figure 2.1 illustrates the process of damage diagnosis through a �ow-chart.

A speci�c example of a popular damage diagnosis inverse problem is imbalance mag-

nitude diagnosis. In this case, the simulation can be a �nite element rotordynamics model.

The fault parameter to infer would be the imbalance magnitude of the rotor, which is an

input to the simulation. Then vibration observations would be collected through accelerom-

eters or vibration probes. Finally an inverse problem algorithm would be used to compute

an estimate of the imbalance magnitude that best explains the vibration observations [11,

13



Figure 2.1: Inverse Problem for Diagnosis

10]. There are various methods that can be employed to solve the inverse problem. One

example is using the least-squares approach to optimize fault parameters to minimize the

sum of the squares of the residuals between the measured vibration observations and the

vibration output of simulations [34].

2.3 Uncertainty Quanti�cation

Ideally, a rotordynamics simulation would perfectly re�ect the behavior of the real rotat-

ing machine. However, this is not realistic, since no models are perfect. In addition, the

vibration measurements will not perfectly represent the actual vibration occurring in the

physical system. This is due to phenomena such as sensor noise. Model errors and sen-

sor noise are often random as well, which introduce uncertainty into the damage diagnosis

inverse problem.

It is important to understand the sources of uncertainty when solving any inverse prob-

lem, especially in safety-critical settings. The importance of quantifying uncertainty during

decision making is strongly emphasized across engineering and science domains [35, 36].
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The quality of decisions (i.e. control, inspection, or maintenance) informed by fault di-

agnoses can greatly impact cost and safety of the associated operation. Consequently, these

decisions should only be made when the con�dence of the fault parameter inferences are

at or above a desired level. For example, in a structural health monitoring study by Hughes

et al. (2021), the authors demonstrate that by quantifying the uncertainty in sensor mea-

surements and environmental conditions, maintenance decisions can be more accurately

informed, leading to more targeted and ef�cient maintenance scheduling [37].

One way to obtain an estimate of con�dence of the inferred fault parameters is to infer

distributions of the fault parameters rather than point estimates. These distributions can

be interpreted as the variability of the parameters, which can then be used to estimate the

con�dence that the parameters are within a certain range [38]. To accurately infer fault

parameter distributions, it is important to identify and account for all signi�cant sources of

uncertainty in the inverse problem.

When solving an inverse problem, multiple sources of uncertainty exist. Aleatory un-

certainty, or irreducible uncertainty, occurs in the form of observation error. Epistemic

uncertainty, or reducible uncertainty, occurs in the form of model discrepancy, which is the

discrepancy between the simulation outputs and the observations, when all the simulation

inputs are set to be the ground-truth [39]. In the application of condition monitoring of

rotating machinery, model discrepancy could arise from many sources including the fol-

lowing [40].

1. Not modeling disks and supporting structures as deformable bodies.

2. Not accounting for nonlinear effects in bearings.

3. Erroneous model parameters (Cross section, stiffness, Young's modulus, etc.).

4. Not using higher dimensional elements (2D or 3D) for shaft elements.

5. Discretization error (mesh is too course).
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In the case of aleatory uncertainty in the form of observation error, this mainly stems

from sensor error. This could include the noise from accelerometers or vibration probes

used to measure the vibration of the rotating machine [4].

Due to the various sources of epistemic and aleatory uncertainty associated with model-

based methods, the variability of the estimated fault parameters may be quite signi�cant

[41, 42, 43]. Consequently, it is important that the algorithm used to solve the inverse prob-

lem in the model-based method quanti�es the parameter variability due to these sources of

uncertainty. With an estimate of the parameter variability, it can be ensured that decisions

will only be made when the con�dence of the parameter values are above a certain level.

The way that the parameter variability is quanti�ed depends on the method chosen for

solving the inverse problem.

Observation 2.2

Modeling error and observation error can result in signi�cant uncertainty when solv-

ing an inverse problem.

2.4 Methods to Solve Inverse Problems

A variety of approaches have been developed to solve the inverse problem associated with

damage diagnosis in rotating machinery. These approaches can be broadly categorized into

three main classes:

1. Least-squares methods

2. Physics-informed machine learning methods

3. Bayesian calibration methods

To further narrow the scope of this thesis, each of these method classes will be evaluated

based on two criteria that are particularly important for enabling rapid, online damage
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diagnosis across a range of applications:

1. The method should naturally quantify uncertainty in the estimated fault parameters.

This is essential for uncertainty-aware decision-making, as emphasized in Observa-

tion 2.2.

2. The method should treat the rotordynamics simulation as a black box. This is neces-

sary because many widely used rotordynamics packages, such as ANSYS and COM-

SOL, are proprietary and do not provide access to their governing equations.

2.4.1 Least-squaresMethods

Least-squares methods are commonly used in model-based condition monitoring of rotat-

ing machinery. Least-squares optimization minimizes the sum of squared residuals be-

tween measured vibration responses and simulation outputs. These methods have been

used to estimate various fault parameters such as imbalance magnitude and phase, fatigue

crack depth, and shaft misalignment [44, 45, 34, 46, 4].

An example objective function for a least-squares problem is:

min
�

MX

i =1

kqobs;i � qsim;i (� )k2 (2.1)

Here, � is the vector of fault parameters to be estimated (e.g., imbalance magnitude,

crack depth, misalignment).qobs;i is the observed vibration response at thei th measurement

location, andqsim;i (� ) is the corresponding simulated response.

Various optimization algorithms can be used to minimize this objective, including gradient-

based methods, random search, and Bayesian optimization [44, 47, 48, 49]. Importantly,

these approaches do not require access to the internals of the simulation and therefore treat

the rotordynamics model as a black box. Regularization terms can also be added to incor-

porate prior knowledge.

While least-squares methods can be accurate in estimating fault parameters—particularly
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in controlled laboratory settings—they do not inherently quantify the uncertainty in those

estimates. In practice, uncertainty is estimated in a post hoc manner. For example, Markert

et al. [44] proposed con�dence metrics based on residual errors and force proportions to

indicate the reliability of imbalance estimates.

Several statistical approaches for quantifying uncertainty from point estimates have also

been applied outside the context of rotating machinery. These include modeling parameter

estimates as random variables with assumed distributions (e.g., Gaussian), where uncer-

tainty is expressed via metrics such as the Cramér–Rao lower bound [50], or constructing

con�dence intervals based on the distribution of the data [51, 52, 18].

In summary, least-squares methods are computationally ef�cient and treat the

simulation as a black box, but they do not naturally quantify uncertainty in the in-

ferred parameters.

2.4.2 Physics-InformedMachineLearning

Physics-informed machine learning is an emerging area of research that primarily involves

the use of physics-informed neural networks (PINNs). These are neural networks whose

loss functions incorporate the governing physical equations, typically in the form of dif-

ferential equations. This enables the network to learn accurate representations with less

training data than traditional data-driven models [53].

Bayesian extensions of PINNs, referred to as Bayesian PINNs (BPINNs), place prior

distributions over the network weights, enabling the estimation of predictive uncertainty [54].

PINNs have been applied in the context of damage diagnosis for rotating machinery.

For instance, Parziale et al. used PINNs to estimate imbalance parameters in a simple rotor

system [55]. Liu et al. proposed a hierarchical PINN (HPINN) architecture to infer multiple

health parameters using noisy measurements [56].

In the context of inverse problems, physics-informed neural networks solve for un-

known system parameters—such as fault characteristics—by training a neural network to
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minimize a composite loss function. This loss typically includes two components: a data

mismatch term, which penalizes the difference between observed and predicted measure-

ments, and a physics-based term, which enforces compliance with the governing equations

(e.g., differential equations representing rotor dynamics). During training, the network

learns a mapping from inputs (e.g., time, position, or frequency) to system states, while si-

multaneously adjusting the fault parameters to minimize the total loss. In this way, PINNs

embed the inverse problem directly into the learning process, treating the fault parame-

ters as optimizable variables. The result is a model that not only �ts observed data but

also respects physical constraints—thereby yielding parameter estimates that are both data-

consistent and physically plausible.

These approaches show potential for ef�cient parameter inference, potentially requir-

ing fewer observations than least-squares methods. Additionally, BPINNs offer a built-in

mechanism for uncertainty quanti�cation.

However, a signi�cant limitation is thatthese methods do not treat the simulation as

a black box. Because the governing equations must be known to de�ne the loss function,

these approaches are incompatible with proprietary simulation environments like ANSYS

or COMSOL.

2.4.3 BayesianModelCalibration

The �nal class of inverse problem methods is Bayesian model calibration, a framework

popularized by the work of O'Hagan et al., and commonly referred to as the Kennedy–O'Hagan

(KOH) approach [38]. In this framework, the posterior distribution of fault parameters is

inferred from prior beliefs and observed data.

Bayesian model calibration has been applied in multiple studies involving rotordynam-

ics simulations [57, 47, 58, 59, 10, 60]. The approach is based on Bayes' theorem:

p(� jD) =
p(Dj� )p(� )

p(D)
(2.2)
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Figure 2.2: Bayesian Model Calibration

Here,p(� jD) is the posterior distribution of fault parameters� given dataD = f qobs;ign
i =1 ,

p(D j� ) is the likelihood,p(� ) is the prior, andp(D) is the marginal distribution.

Figure 2.2 illustrates the Bayesian model calibration process. Comparing this to the

general inverse problem structure in Figure 2.1, it is clear that Bayesian model calibration

is a speci�c form of solving an inverse problem.

In this framework, the prior distribution re�ects expert knowledge about the fault pa-

rameters. The likelihood function is often derived using the following error model:

qobs;i = qsim;i + E i ; E i � N (0; � 2
E;i ) (2.3)

This assumes the error between simulation and measurement is normally distributed.

This model form is assumed so that multiple sources of uncertainty can be ef�ciently com-

bined and propagated when solving the inverse problem. From Equation 2.3, the likelihood

can be formulated using the multivariate normal distribution:
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p(Dj� ) =
nY

i =1

1
q

2�� 2
E;i

exp

 

�
(qobs;i � qsim;i (� ))2

2� 2
E;i

!

(2.4)

The only interaction with the rotor simulation occurs when evaluating the likelihood—i.e.,

generatingqsim (� ). Therefore, the simulation istreated as a black box.

Solving Bayes' theorem directly is often intractable, particularly for nonlinear simula-

tions, because it involves evaluating the marginal distribution:

p(D) =
Z

p(Dj� )p(� ) d� (2.5)

As a result, approximate Bayesian inference methods such as Markov Chain Monte

Carlo (MCMC) [61] and variational methods [62] are commonly used.

In summary, Bayesian model calibration is a powerful approach for solving in-

verse problems that both quanti�es uncertainty and treats the rotor simulation as a

black box.

2.4.4 Comparisonof InverseProblemMethodClasses

Table 2.1 compares each method class based on the two key criteria for rapid, online dam-

age diagnosis.

Table 2.1: Comparison of Inverse Problem Methods

Approach Uncertainty Quanti�cation Black-box Simulation

Least-Squares X X
Physics-Informed ML X X
Bayesian Calibration X X

Because Bayesian model calibration both propagates uncertainty and treats the simula-

tion as a black box, it is the method class selected for this thesis.
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Observation 2.3

Bayesian model calibration is an inverse problem approach for damage diagnosis

that naturally quanti�es and propagates uncertainty while treating the rotor model as

a black box.

As mentioned in subsection 2.4.3, Bayesian model calibration requires repeated queries

of the rotor simulation. However, when the goal is to performrapid damage diagnosis using

this approach, the computational cost of these queries becomes a critical concern.

2.5 Surrogate Modeling

For online damage diagnosis, high computational cost undermines the goal of real-time

or near-real-time decision-making. Depending on the �delity of the model and the com-

plexity of the rotating machinery being simulated, a single query can take several hours to

complete [63]. In such cases, diagnosis becomes intractable.

Even when using moderately expensive models, computational cost can still pose sig-

ni�cant challenges. For example, if a rotordynamics simulation takes one minute per query

but vibration response data becomes available every second, then the simulation speed be-

comes the bottleneck—limiting the applicability of Bayesian model calibration in an online

setting. This motivates the need to reduce simulation query costs.

A common approach to address this challenge is throughsurrogate modeling[64, 65].

A surrogate model is a lower-�delity approximation of a high-�delity simulation, designed

to produce similar outputs at a fraction of the computational cost. In the context of rotor-

dynamics, surrogate modeling has been widely applied. Most existing work has employed

Gaussian process regression (also known as kriging) to approximate the mapping between

simulation inputs (e.g., support stiffness, damping, rotor imbalance) and outputs (e.g., vi-

bration responses) [66, 67, 68, 10, 60].
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Observation 2.4

Surrogate models of rotordynamics simulations can be used to accelerate Bayesian

model calibration to enable rapid damage diagnosis.

2.6 Research Objective

Thus far, this chapter has presented four key observations that guide the scoping of this

thesis:

Scoping Observations

1. Model-based methods require a physics-based model of the system, but do not

require labeled training data at faulty conditions and are known to have better

extrapolation performance than purely data-driven methods.

2. Modeling error and observation error can result in signi�cant uncertainty when

solving an inverse problem.

3. Bayesian model calibration is an inverse problem approach for damage diag-

nosis that naturally quanti�es and propagates uncertainty while treating the

rotor model as a black box.

4. Surrogate models of rotordynamics simulations can be used to accelerate

Bayesian model calibration to enable rapid damage diagnosis.

Chapter 1 introduced the broad objective of enabling damage diagnosis for rotating

machinery. Building on that foundation, Observations 2.1–2.4 are now used to re�ne and

focus that motivation into a speci�c research direction:
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Scoped Motivation

Enable the rapid, online damage diagnosis of rotating machinery through surrogate-

accelerated, Bayesian model calibration to inform decision making approaches to

mitigate failure of safety-critical systems.

With this scoped motivation established, the next chapter surveys the existing literature

to determine whether current approaches meet these requirements or if new methods are

needed.
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CHAPTER 3

PROBLEM FORMULATION

In the previous chapter, a scoped motivation was de�ned for this thesis. This motivation

involves achieving rapid, online damage diagnosis using a surrogate-accelerated, Bayesian

model calibration approach. This chapter begins by surveying the literature to identify

existing approaches that address this goal.

3.1 Literature Search: Surrogate-Accelerated Bayesian Calibration Approaches

As discussed in subsection 2.4.3, multiple applications of Bayesian calibration have been

applied to rotor simulations. However, to the best of the author's knowledge, only one

approach has utilized surrogate modeling within the Bayesian calibration framework. This

framework was developed in the work by Nelson et al. and applied to the calibration of

various parameters of a six-stage, high-speed compressor model [10]. It was also applied

to the calibration of damping and imbalance parameters of physical test rigs by Nelson et

al. in a more recent study [60]. The approach used in these studies is shown in Figure 3.1.

The approach outlined in Figure 3.1 begins with training a Gaussian Process (GP) sur-

rogate model. This process involves querying the rotordynamics simulation at a �xed set

of input con�gurations. The resulting input–output pairs are used to train a GP regression

model that approximates the simulation's input–output mapping. The trained surrogate is

then stored for use in the model calibration step.

In the calibration step, the GP surrogate is embedded within an adaptive Markov Chain

Monte Carlo (MCMC) algorithm to estimate the desired model parameters. In the studies

that employed this approach, the calibrated parameters included bearing clearances, bearing

stiffnesses, imbalance magnitude, and imbalance location. It is important to note that the

likelihood function used in the adaptive MCMC algorithm does not account for observation

25



Figure 3.1: Baseline Approach from Literature

error.

To evaluate the suitability of this approach for enabling rapid, online damage diagnosis,

the following key components are investigated:

1. The Bayesian inference algorithm: adaptive MCMC

2. The surrogate modeling method: Gaussian Process regression

3. The treatment of uncertainty: observation error

3.2 Bayesian Inference Algorithms

The �rst component to be investigated is the Bayesian inference algorithm used in this

approach, adaptive MCMC. For rapid, online damage diagnosis, the employed inference

method should ideally have apredictable and low computational cost. This requirement

arises from the need to quickly assimilate incoming vibration response data and update

estimates of fault parameters in real time. If the inference method is computationally in-

tensive or exhibits unpredictable performance, rapid diagnosis may not be feasible. This
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section begins by providing a brief overview of MCMC methods.

3.2.1 MCMC Algorithms

Markov Chain Monte Carlo (MCMC) methods are widely used for approximating solutions

to Bayes' theorem. A key advantage of MCMC is its guarantee of asymptotic convergence

to the true posterior distribution, given an in�nite number of samples.

The Metropolis-Hastings (MH) algorithm forms the foundation of many modern MCMC

methods [50]. It is a general procedure for generating samples from a target posterior dis-

tribution and consists of the steps shown in Algorithm 1.

Algorithm 1 Metropolis-Hastings

1: Inputs: Initial guess� 0, priors, likelihood function, proposal covarianceC, burn-in
stepsB, total stepsN

2: �  � 0

3: for i = 1 to N do
4: Propose� � � N (�; C )
5: Compute acceptance probability using priors, likelihood, and� �

6: if acceptedthen
7: �  � �

8: else
9: � remains unchanged

10: end if
11: if i � B then
12: Store�
13: end if
14: end for
15: Output: Samplesf � i gN

i = B +1

The MH algorithm begins with an initial guess of the parameters to be calibrated, usu-

ally selected at random. A candidate sample� � is then proposed from a multivariate normal

distribution centered at the current sample� , with a proposal covariance matrix that is often

tuned to match the scale of the parameters. In some simple cases, an identity matrix may

be used, but this is rarely optimal in practice [69]. An acceptance probability is computed

using the prior and likelihood values at� � and the current sample. The acceptance decision

is made as follows:
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1. Generate a uniform random numberu � U (0; 1).

2. If u < acceptance probability, accept� � ; otherwise, reject it.

If the current iteration indexi is within the burn-in periodB, the sample is discarded.

If i � B , the sample is stored as part of the posterior. The burn-in period is essential to

allow the Markov chain to converge toward the true posterior distribution.

Although MH is guaranteed to converge, several practical challenges may arise. A

major concern is the selection of the proposal distribution. If the variance is too small or

too large, the chain may either explore the space too slowly or reject too many samples,

resulting in poor sampling ef�ciency.

For this reason, adaptive MCMC methods are widely used and are employed in the ap-

proach shown in Figure 3.1. A particularly popular adaptive MCMC variant is the Delayed

Rejection Adaptive Metropolis (DRAM) algorithm [69, 61, 70]. This approach incorpo-

rates both global and local adaptations of the proposal distribution to improve sampling

ef�ciency. DRAM has been used for Bayesian calibration of rotordynamics models in

multiple studies [71, 57, 59]. The steps of the DRAM algorithm are summarized in Algo-

rithm 2.

When comparing DRAM to MH, the algorithms are functionally identical after the

burn-in phase. However, during burn-in, DRAM introduces two enhancements: delayed

rejection and proposal adaptation. If a proposed sample is rejected, DRAM performs a

second proposal using a scaled-down covariance matrix. Additionally, the proposal dis-

tribution is globally adapted at regular intervals based on the empirical covariance of the

samples collected so far.

The goal of these enhancements is to help the chain converge to the posterior distri-

bution as ef�ciently as possible during the burn-in phase, after which standard sampling

proceeds.
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Algorithm 2 Delayed Rejection Adaptive Metropolis

1: Inputs: Initial guess� 0, priors, likelihood function, proposal covarianceC, burn-
in stepsB, total stepsN , adaptation intervaladapt interval, delayed rejection scale
dr scale

2: �  � 0

3: for i = 1 to B do . Burn-in phase
4: Propose� � � N (�; C )
5: Compute acceptance probability using priors, likelihood, and� �

6: if acceptedthen
7: �  � �

8: else . Delayed Rejection
9: Propose� �� � N (�; dr scale2 � C)

10: Compute new acceptance probability
11: if acceptedthen
12: �  � ��

13: else
14: � remains unchanged
15: end if
16: end if
17: if i modadapt interval= 0 then . Proposal Adaptation
18: UpdateC using previous samples
19: end if
20: end for
21: for i = B + 1 to N do . Sampling phase
22: Propose� � � N (�; C )
23: Compute acceptance probability
24: if acceptedthen
25: �  � �

26: else
27: � remains unchanged
28: end if
29: Store�
30: end for
31: Output: Samplesf � i gN

i = B +1
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3.2.2 Evaluationof theDRAM Approach

Returning to the central task—evaluating the suitability of DRAM for rapid, online damage

diagnosis—it is evident that several limitations arise. In many of the studies that employed

DRAM for Bayesian calibration of rotordynamics surrogates, the algorithm required tens

of thousands of iterations to achieve convergence. This leads tohigh computational cost,

even when surrogate models are used to accelerate likelihood evaluations.

Furthermore, like all MCMC methods, DRAM is sensitive to the initial condition� 0.

Depending on the choice of starting point, the algorithm may converge to a local mode or

fail to properly explore the posterior. This means that MCMC methods haveunpredictable

computational costas well. This is why it is standard practice to run multiple indepen-

dent chains to assess convergence and ensure that the full posterior distribution has been

captured.

Observation 3.1

MCMC methods achieve accurate solutions but at an unpredictable and high com-

putational cost.

3.3 Surrogate Modeling Methods

The surrogate modeling approach used in Figure 3.1 is Gaussian Process (GP) regression.

While GP regression is a popular surrogate modeling technique, there are many alterna-

tives, each with their own strengths and limitations. To assess whether GP regression is

truly appropriate for enabling the capabilities de�ned in this thesis, it is necessary to exam-

ine the damage diagnosis problem in more detail.
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3.3.1 FunctionalBehavior

In the context of damage diagnosis, the rotordynamics simulation can be generalized as

a mapping from fault parameters and operating conditions (inputs) to vibration responses

at measurement locations (outputs). GP regression has been widely used as a surrogate

modeling technique for rotordynamics simulations [10, 60, 72, 68, 66, 67]. In these cases,

where the inputs include fault parameters such as imbalance and other parameters that

in�uence vibration response (e.g., bearing stiffness, damping), GP models have shown

suf�cient accuracy in learning the underlying functional relationships.

For this reason, GP regression is deemed suitable—at least in terms of its ability to ac-

curately approximate the behavior of a rotordynamics simulation. However, an interesting

commonality between many of the studies that use GP regression models as surrogates of

rotor simulations is that the number of datapoints within the datasets to train the surrogates

are relatively small,O(102).

3.3.2 InputsandOutputs

A further consideration is whether this functional approximation ability remains robust as

the scale of the problem increases. The scale is determined by factors such as:

• the number of input and output variables,

• the range of those variables, and

• the complexity of the simulation behavior.

Because the simulation behavior is informed by the structure of the input–output space,

a careful de�nition of the inputs and outputs is warranted.

At a minimum, the calibrated fault parameters are treated as inputs. Additionally, ro-

tor speed must also be included as an input, as it directly affects the vibration response.

However, further insight can be gained from the studies by Nelson et al. [10, 60]. In their
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work, the goal was to diagnose imbalance by calibrating both the imbalance magnitude

and location. However, two additional parameters—the left and right bearing clearance

values—were also calibrated. These additional parameters were identi�ed as varying over

time and, importantly, as beinghighly in�uential to the vibration response. If these pa-

rameters are inaccurate, then estimates of the fault parameters (imbalance magnitude and

location) are also likely to be inaccurate.

Henceforth in this thesis, parameters that are not fault-related but signi�cantly in�uence

the vibration response will be referred to asin�uential parameters.

Observation 3.2

If in�uential parameters are not calibrated, then damage diagnosis may not be accu-

rate.

Another important consideration is the challenge of simultaneously calibrating both

in�uential and fault parameters. For example, when vibration responses are recorded at

a single rotor speed, it can be dif�cult to distinguish the effects of imbalance from those

of bearing damping. This is an issue ofparameter identi�ability: multiple combinations

of imbalance and bearing damping can produce indistinguishable vibration responses at a

single speed.

To address this, Nelson et al. used vibration data collected at multiple rotor speeds,

which allowed for the joint calibration of both imbalance and bearing parameters [10, 60].

An alternative would be to �x the fault parameters (e.g., known imbalance) and infer the

in�uential parameters of�ine. However, for large and complex rotating machines, this may

not be feasible in practice.
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Observation 3.3

It can be dif�cult to simultaneously calibrate in�uential parameters and fault param-

eters online.

Even though the calibration of in�uential parameters may be performed of�ine, it is still

necessary for enabling accurate, rapid online fault diagnosis. Therefore, when evaluating

the scale of the surrogate modeling problem, in�uential parameters must be included in the

input space.

3.3.3 TrainingDataRequirements

• Inputs: Fault parameters, in�uential parameters, rotor speed

• Outputs: Vibration responses at measurement locations

Given the input–output structure above, and considering the typically nonlinear rela-

tionship between them [1, 29], surrogate models may require a signi�cant amount of train-

ing data to accurately approximate the full simulation behavior. This is especially true

when the input space covers wide parameter ranges and complex interactions.

For example, in the studies conducted by Nelson et al., GP surrogates were trained

using datasets of up to 10,000 points. This requirement may grow further as the scale or

complexity of the application increases.

Observation 3.4

Surrogate models for online damage diagnosis may require training sets of size

O(104), and this requirement can increase signi�cantly with additional inputs or

more complex simulation behavior.
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3.3.4 GaussianProcessRegression

To evaluate whether GP regression is suitable for the problem scales involved in rapid, on-

line damage diagnosis, some foundational background is �rst presented. Gaussian Process

(GP) regression models functions as distributions over an in�nite-dimensional Gaussian

space [73]. The �rst step in constructing a GP surrogate model is to de�ne a GP prior, as

shown in Equation 3.1.

� GP � GP (m(x); k(x; x0)) (3.1)

Equation 3.1 de�nes a Gaussian process prior over a function that could represent, for

instance, the vibration amplitude output of a rotordynamics simulation, given input vari-

ablesx. The functionm(x) is the mean function—often assumed to be zero—andk(x; x0)

is the covariance (kernel) function, which encodes assumptions about the function's ge-

ometry and smoothness. A common choice for relatively smooth functions is the squared

exponential kernel, shown in Equation 3.2.

k(x; x0) = � 2 exp
�

�
kx � x0k2

2l2

�
(3.2)

Although GP regression is referred to as a non-parametric method, this primarily re-

�ects that its model complexity scales with the number of training points, not that it is

devoid of parameters. In the case of the squared exponential kernel, the hyperparameters

to be learned include the output scale� 2 and length-scalel. These can be estimated using

methods such as maximum likelihood estimation (MLE) or Bayesian inference.

Predictions with a trained GP are made using multivariate Gaussian theory to derive

a posterior predictive distribution conditioned on training data, test inputs, and learned

hyperparameters . This predictive distribution is shown in Equation 3.3.

p(ytest j ytrain; xtrain; xtest;  ) (3.3)
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The expectation of this distribution,E[ysim(x test)] � � GP, serves as the point prediction

of the simulation output, while the variance,V[ysim(x test)] � � 2
GP, provides an estimate of

predictive uncertainty.

One of the key advantages of GP regression—and a major reason for its popularity

in scienti�c and engineering domains—is its ability to naturally quantify epistemic un-

certainty in predictions [74]. However, this bene�t comes with a signi�cant limitation: the

time and space complexity of GP regression scale poorly with the number of training points

n due to its non-parametric nature.

Time complexity:

• Mean prediction:O(n)

• Variance prediction:O(n2)

Space complexity:

• Storing the covariance matrix:O(n2)

Observation 3.5

The time and space complexity of GP regression scale asO(n2).

Beyond computational demands, large kernel matrices also introduce numerical insta-

bility, primarily due to the need to invert the covariance matrix during inference. As the

size of the training set grows, these numerical issues can degrade both the accuracy of the

predicted mean and the reliability of the uncertainty estimates [75].

Observation 3.6

GP regression may suffer from degraded performance at large training set sizes due

to numerical instability in the inversion of large covariance matrices.
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3.4 Treatment of Uncertainty

Having investigated the Bayesian inference algorithm and surrogate modeling methods in

the baseline approach shown in Figure 3.1, the next step is to examine how uncertainty is

treated. More speci�cally, what sources of uncertainty are propagated through the likeli-

hood function when solving the inverse problem?

In the studies that implement the baseline approach, only observation error—i.e., sen-

sor noise—is included in the likelihood function [10, 60]. Accounting for sensor noise is

important to ensure that the likelihood is properly speci�ed and that the posterior distri-

butions are not biased. In practice, sensor noise can often be estimated through empirical

testing or obtained from manufacturer data sheets [76].

However, as discussed in section 2.3, uncertainty due to model error can also be signi�-

cant. Model error refers to the discrepancy between the outputs of the rotor simulation and

the actual vibration measurements. When a surrogate model is used in place of the rotor

simulation, an additional layer of error is introduced—speci�cally, the error between the

surrogate model and the full rotor simulation.

A natural question arises: can this error be lumped into a single discrepancy term be-

tween the surrogate predictions and the experimental observations, without explicitly sep-

arating simulation error from surrogate error? While tempting, this simpli�cation may

obscure important distinctions and complicate the identi�cation of model discrepancy.

Quantifying model discrepancy is an active and challenging area of research. One

of the main dif�culties is that jointly inferring both model discrepancy and calibration

parameters often leads to identi�ability issues [39, 77]. Multiple studies have shown that

model discrepancy becomes more identi�able when it is modeled with physics-informed

structure [78, 41]. In such cases, it becomes critical to decouple surrogate model error from

rotor simulation error, motivating the need to explicitly quantify and propagate uncertainty

introduced by surrogate model predictions.
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Interestingly, in studies that employ the baseline approach shown in Figure 3.1, Gaus-

sian process (GP) surrogates are used; however, the predictive variances are not propagated

through the likelihood in the Bayesian calibration. This is likely due to the computational

cost of generating predictive variances for GPs trained on large datasets. While this im-

proves ef�ciency, it is suboptimal, as surrogate models can introduce signi�cant uncertainty

into the inference process [38, 79, 80].

Although the uncertainty between the rotor simulation and experimental observations is

also important, it is considered outside the scope of this thesis and reserved for future work.

The present work focuses on quantifying uncertainty due to surrogate model predictions.

Importantly, this effort also serves as a step toward a more principled treatment of model

discrepancy in the future, since combining surrogate and simulation errors into a single

discrepancy term can reintroduce identi�ability issues.

Observation 3.7

Uncertainty due to surrogate model prediction error can signi�cantly affect the pos-

terior distributions that result from Bayesian model calibration.

3.5 Summary and Research Formulation

This chapter surveyed the literature on surrogate-accelerated Bayesian model calibration

approaches applied to rotordynamics use cases. One approach was identi�ed that met these

criteria and was adopted as the baseline for further investigation. To assess its suitabil-

ity for enabling rapid, online damage diagnosis, the approach was analyzed in terms of

its Bayesian inference method, surrogate modeling method, and treatment of uncertainty.

Several key observations emerged from this analysis:
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Formulating Observations

1. MCMC methods achieve accurate solutions but at an unpredictable and high

computational cost.

2. The time and space complexity of GP regression scale asO(n2).

3. GP regression may suffer from degraded performance at large training set sizes

due to numerical instability in the inversion of large covariance matrices.

4. Uncertainty due to surrogate model prediction error can signi�cantly affect the

posterior distributions that result from Bayesian model calibration.

Based on these observations, it is clear that the Bayesian inference method, the sur-

rogate modeling method, and the treatment of uncertainty in the baseline approach are

all inadequate for enabling rapid, online damage diagnosis of rotating machinery. Con-

sequently, the following overarching gap has been identi�ed, which must be addressed to

achieve the goal outlined in the scoped motivation of this thesis:

Overarching Gap

Current approaches for surrogate-accelerated Bayesian calibration of rotordynamics

models are not suitable for online damage diagnosis of rotating machinery.

To address this gap, the following research objective is de�ned:

Research Objective

Develop a surrogate-accelerated Bayesian model calibration approach to enable on-

line damage diagnosis of rotating machinery.
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To guide the development of this approach, the following overarching research question

is posed:

Overarching Research Question

How can an approach be developed to enable online damage diagnosis of rotating

machinery using Bayesian model calibration?

3.6 Proposed Approach

To begin addressing the overarching research question, a proposed approach is developed.

This approach is inspired by the baseline shown in Figure 3.1, but includes several key

modi�cations. The proposed approach is illustrated in Figure 3.2.

Figure 3.2: Proposed three-stage approach for surrogate-accelerated Bayesian calibration

Unlike the baseline approach, which comprises two stages, the proposed method in-

troduces a third stage. Stage 1 is similar in that it involves training a surrogate model;
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however, in contrast to the baseline, the surrogate model is not assumed to be a Gaussian

Process (GP). As discussed previously, GP regression is not well suited to rapid, online

inference due to scalability and numerical limitations.

Stage 2 introduces an additional of�ine step: the Bayesian calibration of in�uential

parameters. As discussed in subsection 3.3.2, two key observations motivate this:

1. If in�uential parameters are not calibrated, then damage diagnosis may not be accu-

rate.

2. It can be dif�cult to simultaneously calibrate in�uential and fault parameters online.

Given these observations, the calibration of in�uential parameters is designated as an

of�ine process. Since it is not time-critical, an adaptive MCMC method such as DRAM—similar

to that used in the baseline approach—may be suitable. The speci�c in�uential parameters

to be calibrated will vary across applications and can be selected using expert knowledge,

sensitivity analysis, or other criteria. Once these parameters have been estimated of�ine,

the process advances to Stage 3: online damage diagnosis.

In Stage 3, sensor data is assimilated in near-real-time to update the posterior distribu-

tions of fault parameters. This stage requires a Bayesian inference method that is both fast

and accurate enough for online deployment. The updated fault parameter distributions can

be used to inform real-time decision-making, including diagnosis or control.

Once implemented, this proposed approach will enable rapid, online damage diagnosis.

However, several technical obstacles must �rst be overcome. These are summarized below

and follow directly from the observations presented in the previous section:
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Technical Gaps

1. A surrogate modeling method that is scalable with training set size and capable

of estimating predictive uncertainty.

2. A method to accurately quantify and propagate surrogate uncertainty in the

Bayesian calibration of rotordynamics models.

3. A Bayesian calibration method suitable for online damage diagnosis.

Addressing the �rst technical gap will enable implementation of Stage 1. Addressing

the second will improve the realism of the posterior distributions in Stages 2 and 3 by

incorporating surrogate uncertainty. Finally, resolving the third technical gap is essential

for achieving the main goal of this thesis: rapid, online fault diagnosis.

A few assumptions and limitations of the proposed approach should also be acknowl-

edged:

1. It is assumed that the in�uential parameters vary slowly over time, such that it is

acceptable to infer them of�ine, provided suf�cient data and time are available.

2. It is assumed that the discrepancy between the rotordynamics simulation and ob-

served measurements is suf�ciently small such that accounting for sensor noise and

surrogate uncertainty provides adequate uncertainty quanti�cation.

Despite these limitations, the proposed approach is �exible. For example, if a method

were developed for online estimation of in�uential parameters or for learning a physics-

informed model discrepancy, the current framework could be extended without altering

its overall structure. In this way, the proposed approach provides a strong foundation for

future innovation, much like it builds upon and advances the baseline shown in Figure 3.1.

Given the proposed approach, the following overarching hypothesis is posed to answer

the overarching research question:
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Overarching Hypothesis

If the three identi�ed technical gaps are addressed, then the proposed approach can

be developed and used to enable online damage diagnosis of rotating machines.

The diagram shown in Figure 3.3 illustrates the �ow of the research developed in this

thesis so far, as well as the work that remains to be completed.

Figure 3.3: Thesis Structure: Overview of Research Plan

The next steps of this thesis involve addressing each technical gap individually. Each

gap will be tackled through a structured process:
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1. A targeted literature review will be conducted to identify candidate methods or alter-

natives to baseline approaches.

2. A hypothesis will be formulated regarding how the proposed method compares to the

baseline.

3. Experiments will be conducted to test these hypotheses.

If the hypotheses are supported by experimental evidence, the corresponding technical

gaps will be considered �lled, and the proposed approach in Figure 3.2 will be updated

to incorporate the proposed method. While each of these experiments will be conducted

using simulation case-study, a �nal physical demonstration will be carried out on a test rig

to validate the proposed approach in a realistic setting.

Successful outcomes in the physical demonstration, combined with validated hypothe-

ses from simulation experiments, will provide strong evidence in support of the overarching

hypothesis. In turn, this will demonstrate the feasibility of the proposed approach and ful�ll

the research objective.
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CHAPTER 4

SCALABLE PROBABILISTIC SURROGATE MODELING

This chapter will address the �rst technical gap that needs to be addressed to achieve the

research objective of this thesis, which is a surrogate modeling method that is scalable

with training set size and capable of estimating predictive uncertainty. First, a literature

review will be done to �nd candidate surrogate modeling methods that can possibly �ll

the gap. Next, the methods that are found will be compared and one will be selected that

is the best �t for the approach de�ned in Figure 3.2. Then, a research question will be

posed questioning the performance of the proposed method to the baseline. Afterwards, a

hypothesis will be made to answer the research question, and this hypothesis will be tested

with an experiment involving the surrogate modeling of a rotordynamics simulation of a

high-speed, six-stage compressor. The outline of this chapter is presented in Figure 4.1.

4.1 Literature Search: Alternate Surrogate Modeling Methods

To address Gap 1, this survey focuses on identifying surrogate modeling approaches that

are scalable with training set size and provide reliable estimates of epistemic uncertainty.

A review of the literature highlights three prominent surrogate modeling methods that sat-

isfy these criteria: Bayesian Neural Networks (BNNs), Deep Ensembles (DEs) of Neural

Networks, and Gaussian Process (GP) approximations.

There will be two criteria that are used to compare BNNs, DEs, and GP approximations.

These criteria are scalability with training data and implementation dif�culty. Scalability

with training data is the main criteria as this directly addresses Gap 1. Implementation

dif�culty is also important to consider when thinking about practical use of these surrogates

in real damage diagnosis scenarios. Implementation dif�culty can include factors such as

availability of code libraries and online resources for the methods.
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Figure 4.1: Chapter 4 Outline
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4.1.1 BayesianNeuralNetworks(BNNs)

Standard neural networks are powerful tools for approximating complex functions [81].

These networks operate by passing inputs through a series of weighted layers, where each

layer consists of interconnected nodes. Training involves optimizing the weights of these

nodes to minimize a speci�c loss function. In regression tasks, this loss function is typically

the mean squared error (MSE) between the predicted and actual values. The optimization

process is commonly performed using gradient-based algorithms.

In contrast to conventional neural networks, Bayesian Neural Networks (BNNs) place

prior distributions on the weights and update them using approximate Bayesian inference

rather than standard gradient-based optimization [82]. BNNs are generally more computa-

tionally intensive to train and test than standard neural networks due to the use of Bayesian

inference methods such as variational inference or MCMC to infer posterior distributions

of the weights. The bene�t of BNNs is that they provide robust predictive uncertainty esti-

mates, which are not available with standard neural networks. These estimates are particu-

larly accurate when speci�c architectural elements, such as activation functions and weight

priors, are carefully chosen [83]. Another disadvantage of BNNs compared to standard

neural networks is that the implementation of BNNs is less widespread, with less library

support and standard frameworks available.

4.1.2 GaussianProcess(GP)Approximations

Gaussian Processes (GPs) are well-known for their strong uncertainty quanti�cation (UQ)

capabilities, but their computational complexity can limit scalability. To address this, vari-

ous techniques have been developed, such as Sparse Gaussian Process Regression (SGPR),

which uses a set of inducing points to approximate the full dataset. SGPR reduces the com-

putational complexity fromO(n3) to O(nm2) during training and fromO(n2) to O(m2)

during inference, wherem < n represents the number of inducing points [84].

Additional methods, such as Lanczos Variance Estimates (LOVE), can further acceler-
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ate posterior variance computation [85]. These approaches for speeding up GP regression

have also been combined with neural networks, such as in deep kernel learning [86]. In this

setting, neural networks are used to learn complex patterns within the training data before

constructing the kernel matrices, enabling the GP to model more complex functions. Ide-

ally, the parameters of both the neural network and the GP's mean and covariance kernel

are optimized simultaneously.

While these variants have de�nitely been shown to be more scalable with training data

size than vanilla Gaussian Process regression, several challenges remain for their imple-

mentation. For instance, selecting optimal initial positions for inducing points remains a

dif�cult task. Additionally, similar to Bayesian neural networks (BNNs), these GP approx-

imations are less widely adopted than more popular surrogate modeling methods, such as

standard neural networks. As a result, GP approximations often lack robust library support

and standardized frameworks compared to their more mainstream counterparts.

4.1.3 DeepEnsembles(DEs)

While BNNs and GPs both rely on Bayesian principles for uncertainty quanti�cation, Deep

Ensembles (DEs) adopt a different approach, leveraging multiple models to approximate

uncertainty. DEs involve training multiple neural networks with different random initial-

izations and shuf�ed training sets. The variability in their outputs serves as an estimate of

predictive uncertainty [82]. Ensuring accurate uncertainty estimates requires careful ad-

herence to three key conditions [87]. Given an input,x, the mean of the neural network

outputs, Equation 4.1, can be interpreted as a point prediction. Then, the variance of neu-

ral network outputs, Equation 4.2, can be interpreted as the prediction uncertainty or the

con�dence of the point prediction. A graphical depiction of a DE is shown in Figure 4.2.

� (x) =
1
m

mX

i =1

f (x) i (4.1)
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Figure 4.2: Deep Ensemble Visualization

� 2(x) =
1
m

mX

i =1

(f (x) � � (x))2 (4.2)

DEs have demonstrated strong performance in practice, both in terms of scalability

and UQ accuracy. Additionally, DEs are relatively easy to implement, as they are just a

collection of standard neural networks. Practitioners familiar with popular neural network

libraries like Scikit-learn, PyTorch, or TensorFlow can straightforwardly implement DEs

with minimal additional effort.

Since both GPs and BNNs are based on Bayesian inference. The uncertainty estimates

from those models have rigorous theoretical underpinnings. The uncertainty estimates from

DEs have a slightly less intuitive interpretation. However, in practice, the accuracy of the

uncertainty estimates of DEs have been shown to be on par with Bayesian neural networks

[87].

While all three methods achieve the necessary scalability to �ll gap 1, Deep Ensembles

offer a signi�cant advantage in implementation simplicity. Therefore, this thesis proposes

the use of Deep Ensembles as a scalable and reliable alternative to Gaussian Process surro-
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gate modeling for damage diagnosis in rotating machinery.

Observation 4.1

Deep ensembles (DEs) offer a scalable and straightforward approach to probabilistic

surrogate modeling of rotordynamics simulations.

4.2 Research Question and Hypothesis

Now that DEs have been proposed as an alternative to the baseline, the following research

question is posed.

Research Question 1

How do deep ensembles compare to Gaussian processes in terms of performance

when used as surrogate models for rotordynamics simulations?

Based on the literature review conducted in the previous section, the following hypoth-

esis is posed to answer the research question.

Hypothesis 1

If deep ensembles are used rather than Gaussian processes, then the resulting sur-

rogate models of the rotordynamics simulations will be more accurate and faster,

increasingly so with training set size.

To test the hypothesis, an experiment involving the surrogate modeling of a six-stage

compressor simulation will be done.
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4.3 Case Study: Imbalance Diagnosis of a Six-Stage Compressor

To design experiments to test the proposed solutions to the technical gaps, a case study must

be de�ned. The selected case study is the rapid, online diagnosis of imbalance magnitude

and location in a high-speed, six-stage compressor, using synthetic vibration displacement

observations at the supporting bearings. This application is inspired by the case study used

to test the methodology of Nelson and Palmer [10]. A simulation-based case is used instead

of a physical test rig due to the following reasons:

1. Simulations can be scaled to a level of complexity representative of real-world in-

dustry systems. Staged rotors, such as compressors and turbines, are widely used in

aircraft engines, rocket engines, power plants, and more. One example is the multi-

stage compressors or turbines in a turbofan, as shown in Figure 4.3.

2. Simulations allow �ne control over synthetic observation noise, enabling robust test-

ing of diagnostic methods under varying uncertainty levels.

While a simulation-based case study enables scalability and controlled experimenta-

tion, physical testing provides complementary bene�ts in terms of realism and practical

validation. To leverage both, simulation will be used to test the proposed methods for ad-

dressing the technical gaps—each in isolation—across Chapters 4, 5, and 6. The complete,

integrated approach will then be demonstrated on a physical test rig in Chapter 8.
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Figure 4.3: Diagram of a Turbofan Engine. Image Source: [88]

For this application, the fault parameters to be calibrated are the imbalance magnitude

and its axial location.

4.3.1 FaultParameters

Rotor imbalance is one of the most common faults in rotating machinery [89, 47]. It is de-

�ned as the uneven distribution of mass about the axis of rotation, leading to misalignment

between the shaft axis and the principal axis, as illustrated in Figure 4.4.

The �gure shows part of a rotating machine with two rotors: one thick with small di-

ameter and one thin with larger diameter. The thin rotor has localized material buildup,

resulting in an uneven mass distribution. This causes the machine's principal axis to mis-

align with the shaft axis, leading to unwanted vibrations. Such vibrations can accelerate

the development of additional defects and potentially cause catastrophic failure. Imbalance

may result from manufacturing errors, blade damage, material accumulation, or wear and
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Figure 4.4: Imbalance on a Rotating Machine.

deformation. Monitoring rotor imbalance enables condition-based maintenance and can

support real-time vibration control strategies [13, 16, 17].

This study focuses on inferring a single imbalance magnitude and location, which could

result from multiple distributed imbalances along a rotor shaft. While inferring multiple

imbalances across different rotor locations could yield deeper diagnostic insights, it would

require more complex sensing con�gurations, including sensors in locations that may be

infeasible for online systems. This re�ects a practical trade-off: while estimating multiple

imbalances along the rotor would offer richer diagnostic insights, it would require more

complex sensing setups—often impractical for online applications. In contrast, measure-

ments at bearing locations are commonly suf�cient to estimate a single imbalance, offering

a balance between diagnostic value and real-world feasibility [10, 89, 11].

4.3.2 In�uential Parameters

As de�ned in Chapter 3, the inputs to the surrogate model in the proposed approach include

the fault parameters, rotor speed, and in�uential parameters. The fault parameters are de-

�ned as the imbalance magnitude and axial location. In this case study, the in�uential

parameters are taken to be theleft and right bearing clearances.

High-speed compressors typically employ hydrodynamic bearings, where the bearing

clearance—the gap between the shaft and the bearing housing—enables the formation of

a lubricating oil �lm. Bearing clearance affects load distribution, and in turn, in�uences
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the system's stiffness and damping characteristics. These properties directly impact the

vibration response of the system. Since bearing clearances can change over time due to

wear, they are considered critical parameters for model calibration.

In this study, it is assumed that a known imbalance cannot be intentionally introduced

into the compressor during the of�ine calibration of in�uential parameters. This assumption

re�ects realistic constraints related to time, cost, and practicality. As a result, the of�ine

calibration process will jointly estimate the left and right bearing clearancesalong withthe

imbalance magnitude and location, using vibration response data collected at various rotor

speeds during a run-up or run-down.

The next section describes the modeling of the compressor system in more detail.

4.3.3 Modeling

The six-stage compressor in this study is modeled using the �nite element method (FEM),

a standard approach in rotordynamics applications [1, 29]. The governing equation for the

system is given by:

M •q(t) + [ D + !D g] _q(t) + Kq(t) = W + FI (!; t ) + Fe (4.3)

where:

• q(t) is the matrix of time-dependent translational and rotational displacements at

each node.

• M , D, Dg, andK are the mass, damping, gyroscopic, and stiffness matrices, respec-

tively.

• ! is the rotational speed.

• The right-hand side consists of forcing terms:W (weights),FI (!; t ) (imbalance

forces), andFe (external forces).
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Imbalance is modeled as an external harmonic force applied in theFI (!; t ) term of

Equation 4.3. The exact force equations are given by:

FI;y = �! 2 cos (!t ) (4.4)

FI;x = �! 2 sin (!t ) (4.5)

In the equations above,� (kg � m) is the imbalance magnitude, and! (rad=s) is the

rotational speed. The affected matrix elements inFI are determined by the location at

which the imbalance is applied.

These matrices are assembled by computing individual contributions from the shaft,

disks, and bearings. The system response can then be solved using appropriate numerical

methods, depending on linearity.

A �nite element discretization of the six-stage compressor model used in this study is

shown in Figure 4.5. The rotor consists of a shaft with varying cross-section, supported by

hydrodynamic bearings, with six evenly spaced disks in the middle. In addition to these

components, the location of the vibration probes are shown above the left and right bear-

ings. The vibration responses at the bearing nodes are used to generate synthetic measure-

ments for the calibration and diagnosis (stages 2 and 3 in Figure 3.2) experiments presented

in Chapters 5 and 6.
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Figure 4.5: Finite Element Model of the Six-Stage Compressor.

The steel shaft is modeled as a 1D beam with mass, stiffness, damping, and gyroscopic

effects derived from Timoshenko beam theory. The shaft is discretized into 71 elements,

with nodes placed at disk and bearing locations. Additional nodes are placed where the

shaft diameter changes, and �ner discretization is applied near the bearings—where vibra-

tions will be measured—to improve accuracy. Finer discretization did not result in any

changes in the vibration responses at the probe locations.

The steel disks are modeled as rigid bodies that contribute to the system's mass and

gyroscopic matrices.

The hydrodynamic bearings contribute to the system's stiffness and damping matri-

ces. These contributions are computed using the short bearing approximation, which maps

bearing clearances and geometric properties to equivalent stiffness and damping terms [1,

90].

The geometry, material properties, and other details necessary to reproduce this model

are provided in Appendix A.
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Solving the System and Computing Imbalance Response

Once the system matrices in Equation 4.3 are de�ned, the model can be analyzed to com-

pute various quantities such as the vibration time response or frequency response. Since the

primary objective of this study is the diagnosis of imbalance, the focus is on the imbalance

response. The imbalance response is the 1X vibration response measured at the left and

right bearing locations. The imbalance response at a speci�c rotational speed,! , is given

by:

q(! ) =
�
� ! 2M + j! C + K

� � 1
F(! ) (4.6)

Eq. Equation 4.6 can become computationally expensive for systems with many nodes

or speed points, due to the repeated inversion of large matrices, which necessitates the need

for surrogate modeling for this case study.

The ROSS rotordynamics software package is used to implement the model and com-

pute the imbalance responses [91].

4.3.4 ParameterRanges

The following will be plausible ranges of the fault parameters, in�uential parameters, and

the rotor speed.

Table 4.1: Parameter Ranges

Input Range

Imbalance Magnitude� (kg�m) [0, 0.001]

Imbalance Locationx imb (m) [0.5, 1.1]

Left Bearing Clearanceclef t (m) [0.00005, 0.00015]

Right Bearing Clearancecright (m) [0.00005, 0.00015]

Rotor Speed! (rad/s) [0, 4000]
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The range for the imbalance location was determined based on the assumption that the

Imbalance location will be on the section of the compressor containing the disks/wheels.

4.4 Experiment 1 Overview

The goal of this experiment is to demonstrate that Deep Ensembles (DEs) are more suitable

than Gaussian Processes (GPs) for surrogate modeling of rotor dynamics in the context of

the proposed framework shown in Figure 3.2. This hypothesis is tested by training both

DE and GP surrogates for the six-stage compressor case study described in section 4.3, and

comparing their predictive performance on a test dataset. Surrogate accuracy is quanti�ed

using the root-mean-square error (RMSE).

The steps of the experiment are as follows:

1. Generate three training sets of increasing size: 10,000 (10k) points, 20,000 (20k)

points, and 50,000 (50k) points.

2. Generate a common test set of 10,000 (10k) points.

3. For each training set:

(a) Tune the hyperparameters of a DE surrogate.

(b) Tune the hyperparameters of a GP surrogate.

To carry out this experiment, the following components must be speci�ed: the surrogate

modeling formulation and sampling strategy, the hyperparameter tuning strategy, and the

implementation details for each surrogate model. These will be detailed in the next three

subsections.

4.4.1 SurrogateModelFormulationandSamplingStrategy

The surrogate model takes as input the fault parameters (imbalance magnitude and loca-

tion), the in�uential parameters (left and right bearing clearances), and the rotor speed.
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To train the surrogate model, data points must be sampled from the ranges speci�ed in

Table 4.1.

Latin Hypercube Sampling (LHS) is used to generate training and testing datasets. LHS

is a widely adopted method for ef�ciently covering continuous input spaces in design of

experiments [92]. The sampling procedure follows these steps:

1. Sample imbalance magnitude, left bearing clearance, and right bearing clearance

using LHS.

2. Combine these samples with prede�ned vectors of imbalance locations and rotor

speeds.

While imbalance location could technically be included in the LHS scheme, it is espe-

cially important to model imbalance at the disk locations, where imbalances are most likely

to occur in practice. To ensure accurate physical representation, imbalance locations are

speci�ed explicitly, with a higher concentration of samples at the disk positions.

Similarly, rotor speed is not treated as a standard LHS variable. Instead, it is sampled

independently, with increased density around the system's critical speeds. Critical speeds

occur when the excitation frequency—caused by imbalance—coincides with the natural

frequencies of the system, often resulting in resonance. Accurately capturing the system's

response near critical speeds is essential, as these regions exhibit more complex and non-

linear behavior. An example of such behavior can be seen in Figure 4.6, particularly around

500 rad/s and 2000 rad/s.
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Figure 4.6: Example Imbalance Response.

Once the input design of experiments (DOE) is generated using the sampling strat-

egy outlined above, the imbalance response is computed at each point in the DOE using

Equation 4.6. This equation provides the imbalance response at every node in the model.

However, for the surrogate models, only the imbalance at the two probe locations is needed

for each speed, so only these values are retained in the dataset. The datasets take the form

f input : (�; x imb ; clef t ; cright ; ! ) i ; output: (qobs;1; qobs;2) i gn
i =1 .

Once the training and testing datasets are generated, the hyperparameters of the surro-

gate models must be tuned to enable a fair comparison between Deep Ensembles (DEs) and

Gaussian Processes (GPs).

4.4.2 SurrogateModelHyperparameterTuning

Both DEs and GPs have hyperparameters that need to be tuned. While GPs are generally

not known to have hyperparameters, for cases with large training sets, it is necessary to add

a jitter term to the covariance matrix. This jitter term is a scaler added to the diagonal of the

covariance matrix to prevent numerical issues. The jitter term is the only hyperparameter
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Table 4.2: Hyperparameter Space for Deep Ensembles

Parameter Range

# Hidden Layers 2, 3, 4, 5
# Nodes 256, 512, 1024
Batch Size 256, 512, 1024
Ensemble Size 5, 10, 25, 50

Table 4.3: Hyperparameter Space for Gaussian Process Models

Parameter Range

Jitter 0.1, 0.5, 0.75

that will be tuned for the GPs.

For DEs, the hyperparameters that need to be tuned include the typical parameters that

need to be tuned for the neural network. The ones considered in this work are the number

of layers of the network, the number of nodes per layer, and the Batch size. In addition to

these common hyperparameters, the number of ensemble members is also considered. The

DE hyperparameters will be tuned in two steps in this experiment. First, the architecture

and batch size will be tuned for a single neural network. Second, the optimal architecture

and batch size will be �xed, and ensemble size will be tuned separately. While this step

could be combined with the �rst, step, it could result in an infeasible number of models

to train. That is why the number of ensemble members are tuned after the single neural

net architecture is tuned. The hyperparameter options that will be considered are shown in

Table 4.2 and Table 4.3.

For DEs, a grid-search strategy will be used to tune the number of layers, nodes per

layer, and batch size. This strategy involves training a neural network for all combinations

of hyperparameter choices, then selecting the set of hyperparameters that achieve the lowest

testing set error. To limit the number of hyperparameter combinations, only architectures

with uniform-width layers will be considered. For GPs, all three jitter values will be tested.

The average performance across �ve trials will determine the test-set accuracy for both DE

and GP models.
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4.4.3 TechnicalDetails

All methods used in this thesis are implemented in Python with a PyTorch backend [93].

DE Surrogates

A custom implementation of DEs are implemented using PyTorch. Each network within the

ensemble is trained by minimizing the mean squared error (MSE) loss function. While the

original DE implementation recommends using the negative log-likelihood (NLL) loss to

capture aleatory uncertainty, this is not necessary for the six-stage compressor case study, as

the simulation is deterministic. It is assumed that the variance output of the DE, computed

using Equation 4.2, is suf�cient to capture the epistemic uncertainty stemming from DE

prediction error, which is a valid assumption supported by prior studies [87].

To train each network, the Adam optimizer is used with a learning rate of 0.001 [94].

Training is performed for a maximum of 1000 epochs with early stopping: if the loss does

not improve by at least 0.0001 for 10 consecutive epochs, training is terminated and the

best-performing model is retained.

GP Surrogates

GP surrogate models are implemented using the GPyTorch library [95]. A zero mean

function and a squared exponential (radial basis function) kernel are employed, based on

their effectiveness in prior rotordynamics applications [10, 66, 68]. These assumptions

imply that no prior knowledge of the simulation's functional form is encoded. The length

and output scales of the kernel are optimized by minimizing the marginal log-likelihood

loss using the Adam optimizer, with the same hyperparameters and early stopping criteria

applied to the DE models for consistency.
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Table 4.4: Optimal hyperparameters for Gaussian Processes.

Dataset Jitter

10k 0.5
20k 0.5

Table 4.5: Optimal hyperparameters for Deep Ensembles.

Dataset Hidden Layers Nodes per Layer Batch Size Ensemble Members

10k 3 512 512 5
20k 3 512 512 10
50k 5 512 1024 25

Hardware

All training and evaluation is conducted on a workstation equipped with an AMD Ryzen

7 CPU and 16 GB of RAM. Computational time comparisons are based on wall-clock

runtime under this hardware con�guration.

4.5 Experiment 1 Results

To account for variability introduced by the stochastic optimization used to train the DE and

GP surrogates, all results are averaged over �ve independently trained surrogate models.

4.5.1 HyperparameterTuning

The optimal jitter values for the GP models trained on the 10k and 20k datasets are shown

in Table 4.4.

For the 50k dataset, training the GP model required approximately 30 GB of RAM,

which exceeded the available hardware resources. This highlights a key practical advantage

of Deep Ensemble (DE) models: in addition to signi�cantly faster inference times, they

are also more memory-ef�cient. This limitation of GPs was anticipated, as their space

complexity scales withO(n2).

The optimal hyperparameters for the DE models are shown in Table 6.2.
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Table 4.6: Comparison of DE and GP performance across datasets.

Dataset Model RMSE,
q1 (� m)

RMSE,
q2 (� m)

Query Time
(s)

– Simulation 0 0 27.01

10k
GP 0.9421 0.8510 6.732
DE 0.3538 0.2706 0.0017

20k
GP 0.5140 0.3765 40.24
DE 0.2339 0.1197 0.0034

50k
GP – – –
DE 0.0596 0.0464 0.0085

The 10k and 20k datasets share the same network architecture—three hidden layers

with 512 nodes per layer and a batch size of 512. However, the 20k dataset bene�ts from

doubling the number of ensemble members from 5 to 10. For the 50k dataset, performance

improves with a deeper architecture (�ve hidden layers), a larger batch size, and more

ensemble members (25). These changes are particularly relevant when comparing DE and

GP query speeds, as model complexity directly affects inference time.

4.5.2 OptimalModelComparison

Table 4.6 compares the performance of DE and GP models across the three dataset sizes.

The DE models signi�cantly outperform GPs in both predictive accuracy and query

speed. In this context, a single query is de�ned as a prediction at one setting of the fault

parameters and in�uential parameters, evaluated across all 50 speeds in the rotor speed

vector. This structure re�ects a run-up or run-down response, which is a typical query used

during of�ine calibration of in�uential parameters (stage 2 of the proposed framework).

Notably, for the 20k dataset, the GP surrogate is slower than the full simulation, undermin-

ing its utility as a surrogate model. While RMSE improves for both models with increased

training data, DEs consistently maintain a 2–3� accuracy advantage over GPs.

Figure 4.7 shows predicted imbalance responses at the left probe location,q1, for each

dataset. The values for the imbalance and bearing clearance parameters were sampled from
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Table 4.1.

In the 10k dataset, both models show noticeable error, but the GP deviates more in both

magnitude and shape. At 20k, accuracy improves for both models, with the DE retaining a

clear advantage.

In addition to accuracy differences, Table 4.6 also illustrates query-time differences.

For the 10k dataset, the GP is roughly 4� faster than the full simulation, while the DE is

over 15,000� faster. At 20k, the GP becomes slower than the full simulation, whereas the

DE remains over 7000� faster. Even with a deeper architecture and 25 ensemble members,

the DE trained on the 50k dataset is over 3000� faster than the full simulation.

The speed advantage of DEs stems from their parametric structure, whereas GP infer-

ence scales asO(n2) due to matrix inversions. Overall, the results demonstrate that DE

surrogates are signi�cantly more scalable and ef�cient in modeling a rotordynamics simu-

lation representative of practical machine. The key �ndings from this experiment are stated

below:

Chapter 4 Findings

1. DE surrogates are more than twice as accurate as GP surrogates for both 10k

and 20k training set sizes.

2. DE surrogates are over 3500� faster than GPs for the 10k training set.

3. For the 20k training set, DEs are over 10,000� faster than GPs—and the GP

surrogate is even slower than the full simulation.

4. For the 50k dataset, the GP model fails due to memory limitations, while the

DE model trains and evaluates successfully.
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(a) 10k Points

(b) 20k Points

Figure 4.7:q1 predictions across compressor operating speeds: comparison of DE, GP, and
simulation for different training set sizes
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4.6 Summary and Conclusions

This chapter began by identifying promising alternatives to Gaussian Process (GP) surro-

gate models for rotordynamics simulations. Through a review of relevant literature, Deep

Ensemble (DE) surrogates were identi�ed as a strong candidate. To assess the suitability

of DE surrogates within the context of the overall framework proposed in this thesis, the

following research question was posed:

Research Question 1

How do deep ensembles compare to Gaussian processes in terms of performance

when used as surrogate models for rotordynamics simulations?

A corresponding hypothesis was formulated to guide the experimental design:

Hypothesis 1

If deep ensembles are used rather than Gaussian processes, then the resulting sur-

rogate models of the rotordynamics simulations will be more accurate and faster,

increasingly so with training set size.

This hypothesis was tested using a simulation-based experiment involving the surrogate

modeling of a �nite-element model of a compressor. DEs and GPs were compared at three

different training set sizes, yielding four key �ndings.

The results clearly demonstrate that DE surrogates outperformed GP surrogates in both

predictive accuracy and query speed. Notably, this performance gap increased with train-

ing set size. Furthermore, GP models exhibited memory limitations at larger training

sizes—highlighting a practical scalability constraint. Based on these �ndings, Hypothe-

sis 1 is accepted.
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It is important to interpret these �ndings within the broader context of the proposed

approach for rapid, online damage diagnosis. An updated version of the approach, in-

corporating Deep Ensembles as the selected surrogate modeling technique, is shown in

Figure 4.8.

Figure 4.8: Updated version of the proposed approach, incorporating Deep Ensembles.

In a practitioner's context, the �ndings of this chapter show that using DE surrogate

models (opposed to vanilla Gaussian Process regression) enables accurate modeling of a

rotating machine's vibration behavior across large ranges of operating conditions, in�uen-

tial parameters, and fault parameters. This is necessary for robust and accurate calibration

of in�uential parameters and effective damage diagnosis.

In summary, this chapter has established that Deep Ensemble neural networks are

a suitable and scalable surrogate modeling approach for the proposed approach.The

next chapter will focus on the second technical gap: quantifying the uncertainty introduced

by the surrogate model and propagating it through the Bayesian inference process.
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CHAPTER 5

SURROGATE MODEL UNCERTAINTY QUANTIFICATION

This chapter addresses the second technical gap de�ned in Chapter 3: the lack of a method

to accurately quantify the uncertainty of rotordynamics simulations and to propagate this

uncertainty during Bayesian model calibration. First, background will be provided on how

Bayesian model calibration typically propagates uncertainty, and how surrogate model un-

certainty integrates into this framework. Next, we discuss how to accurately quantify the

uncertainty of the surrogates involved in the calibration process. This includes a review of

evidence showing that Deep Ensembles (DEs) tend to overestimate uncertainty in practice,

motivating the need for uncertainty correction. A literature review is then conducted to

identify methods for validating and correcting surrogate uncertainty estimates. Finally, the

chapter poses research questions and hypotheses aimed at testing both the proposed uncer-

tainty correction strategies and the impact of uncertainty propagation within the Bayesian

calibration process. An outline of the chapter is shown in Figure 5.1.

5.1 The Modeling and Quanti�cation of Surrogate Uncertainty in Bayesian Model

Calibration

In the context of Bayesian inference, uncertainty is typically incorporated through the like-

lihood distribution, as described in subsection 2.4.3. In the error model de�ned by Equa-

tion 2.3—which is used to derive the likelihood function in Equation 2.4—a single, generic

error term is introduced:E i � N (0; � 2
E;i ). Due to the properties of normal distributions,E i

can be composed of multiple sources of error, provided they are unbiased and normally dis-

tributed. To integrate surrogate model uncertainty into the Bayesian calibration framework,

we account for it explicitly within the error model. This begins by de�ning two distinct er-

ror models: one representing the discrepancy between observations and simulations, and
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Figure 5.1: Chapter 5 Outline
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another between simulations and surrogate predictions.

qobs;i = qsim;i + � i (5.1)

Equation 5.1 models the relationship between observations and simulation outputs,

where� i � N (0; � 2
�;i ) represents observation error. This is the only source of uncertainty

typically considered in existing applications of Bayesian calibration to rotordynamics, as

discussed in chapter 3. Assuming normally distributed sensor noise with zero mean and

known variance is common, and the observation error variance,� 2
�;i , is often estimated

through a set of observations or taken from a sensor data-sheet [76].

This work extends previous efforts by also modeling the discrepancy between the sim-

ulation and the surrogate model:

qsim;i = qsur;i + r i (5.2)

Here,r i � N (0; � 2
r;i ) denotes the surrogate model error. If the surrogate errors are not

zero-mean or normally distributed, the likelihood function may be misspeci�ed, potentially

leading to biased posterior estimates. Ideally, this can be addressed by improving the surro-

gate model—either by increasing the quantity or quality of training data, or by further tun-

ing its hyperparameters. Alternatively, techniques from regression analysis—such as error

transformation or bias correction—may be applied to mitigate deviations from normality

[96]. If these approaches are ineffective, a normal error model may not be appropriate for

the application, and a more �exible distribution, such as the Student-t, may offer a better

�t.

With both observation and surrogate errors de�ned, the overall error model can now be

constructed by combining these two sources of uncertainty. This is permissible due to the

additive properties of independent normal distributions.
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qobs;i = qsur;i + E i ; E i � N (0; � 2
�;i + � 2

r;i ) (5.3)

Given this combined error model, the likelihood function—i.e., the probability density

function for the data,D = f qobs;ign
i =1 , given a parameter set,� , takes the following form:

p(Dj� ) =
nY

i =1

1
q

2� (� 2
�;i + � 2

r;i )
exp

�
�

(qobs;i � qsur;i (� ))2

2(� 2
�;i + � 2

r;i )

�
(5.4)

This type of error modeling has been applied in other engineering domains, including

the Bayesian calibration of building energy models, spot welding processes, thermal simu-

lations, and nuclear systems [97, 98, 79, 99, 100, 10]. However, to the best of the author's

knowledge, this is the �rst study to apply such an approach in the context of Bayesian

calibration of rotordynamics simulations.

Observation 5.1

By modeling both surrogate uncertainty and observation error as unbiased and nor-

mally distributed, they can be seamlessly combined within a multivariate Gaussian

likelihood. This formulation enables tractable inference and has been successfully

applied in the Bayesian calibration of computer models across a range of engineering

domains.

As noted previously, given a set of observations, the variance of the DE outputs (Equa-

tion 4.2) can be used to approximate the surrogate error variance,� 2
r;i . However, a key

challenge with using Equation 4.2—as well as uncertainty estimates from surrogate models

in general—is that these estimates often fail to accurately quantify predictive uncertainty

in practice [101, 102, 103]. This is problematic because inaccurate estimates of error vari-

ance lead to a misspeci�ed likelihood distribution, which in turn can result in erroneous

posterior distributions.
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This challenge motivates two literature searches guided by the following questions:

1. What is a suitable method to assess the quality of estimated surrogate error variance,

�̂ 2
r;i ?

2. If the quality of�̂ 2
r;i is low, what methods can be used to correct it?

To address these questions, two separate literature reviews will be conducted in the �eld

of uncertainty quanti�cation (UQ) for regression models. The �rst will focus on evaluating

the reliability of uncertainty estimates, while the second will explore methods for correcting

inaccurate uncertainty estimates.

5.2 Literature Search: UQ Validation Methods

In the �eld of uncertainty quanti�cation (UQ) for regression models, several methods have

been developed to assess the quality of predictive uncertainty estimates. To maintain com-

patibility with the error model, Equation 5.3, this literature search focuses on techniques

that assume prediction errors are unbiased and normally distributed, and that the uncer-

tainty estimates represent the variance of those prediction errors. A widely used approach

involves comparing the true prediction errors to the corresponding predicted variances from

the surrogate model [102, 101, 103]. A closely related method evaluates the z-scores of

testing set predictions to validate uncertainty estimates [104, 105]. This section reviews

these two classes of validation techniques and proposes and their applicability to validating

the uncertainty estimates in surrogate models for rotordynamics applications. Again, it is

important to note that for all methods discussed in this section, errors are assumed to be

unbiased and normal.

5.2.1 TrueErrorAnalysis

A popular class of UQ validation methods focuses on analyzing the true errors between

regression model predictions and the actual values. Equation 5.5 de�nes true error in the
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context of surrogate modeling.

TEi = qsim;i � qsur;i (5.5)

qsim;i is the simulation output (true value), andqsur;i is the surrogate model prediction.

A fundamental metric for validating uncertainty estimates is the average error (AE), which

is based on the principle that the estimated error variance should approximate the actual

error variance:

AE =

�
�
�
�
�
V ar(f TEi g) �

1
n

nX

i =1

�̂ 2
r;i

�
�
�
�
�

(5.6)

However, the AE metric has limitations. If large error values of opposite signs exist

in different regions of the input space, their effects may cancel out, leading to a decep-

tively low AE value even when UQ estimates are inaccurate. To address this issue, a more

localized metric—expected normalized calibration error (ENCE)—was developed.

The ENCE validates uncertainty estimates by computing the deviation between the esti-

mated and actual error variances across different regions of the input space. The calculation

follows the steps outlined in Algorithm 3.

The ENCE metric provides a single, bounded,(ENCE 2 [0; 1]), measure of uncer-

tainty estimate quality, where values closer to zero indicate better uncertainty estimation.

The selection of the number of bins,m, will depend on the size of the dataset.m should

be small enough so that each bin has enough data to compute reliable statistics, and large

enough so that variation of uncertainty quality across the dataset is adequately captured.

While ENCE is effective as a scalar metric, graphical methods can offer additional insights

into local performance variations.

A reliability plot is a graphical method for evaluating the consistency between estimated

and actual error variances. Figure 5.2 provides an example of a reliability plot, where the

root-mean-square of the true errors are plotted against the root-mean of the estimated error
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Algorithm 3 Computation of Expected Normalized Calibration Error (ENCE)

1: Input: Simulation outputsf qsim;i g, surrogate predictionsf qsur;i g, estimated error vari-
ancesf �̂ 2

r;i g, number of binsm
2: Sort the datasetf (qsim;i ; qsur;i ; �̂ 2

r;i )g in ascending order of̂� 2
r;i

3: Split the sorted data intom approximately equal-sized bins, denotedf B j gm
j =1

4: for each binj = 1 to m do
5: Compute the root-mean-square error (RMSE) in binj :

RMSE j =

s
1

jB j j

X

i 2 B j

(qsim;i � qsur;i )2

6: Compute the root-mean of the estimated variances (RMV) in binj :

RMVj =

s
1

jB j j

X

i 2 B j

�̂ 2
r;i

7: end for
8: Compute ENCE:

ENCE=
1
m

mX

j =1

jRMSE j � RMVj j
RMVj

9: Output: ENCE
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variances for each bin. In addition, an identity line (RMSE = RMV ) is included as the

ideal reference. For both ENCE and the reliability plots, the reason we compare RMSE

with RMV is that, in the unbiased case, the RMSE approximates the standard deviation of

the prediction error, and RMV is the square root of the predicted variance — both repre-

senting measures of standard deviation.

Figure 5.2: Example of a Reliability Plot

The reliability plot reveals the local behavior of the notional UQ estimates in a true

error context:

• Lower bin numbers (X markers): Points below the identity line indicate overestima-

tion of error variance.

• The middle bin numbers (Circles): Points near the identity line suggest well-calibrated

uncertainty estimates.

• Higher bin numbers (Squares): Points above the identity line indicate underestima-

tion of error variance.
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By combining ENCE with reliability plots, we achieve a more comprehensive assess-

ment of uncertainty estimate quality. The ENCE serves as a convenient scalar metric for

quickly evaluating overall uncertainty estimate quality, while the reliability plot offers a

graphical approach to examine the reliability of uncertainty estimates at a local scale.

5.2.2 Z-scoreAnalysis

In addition to methods that analyze true errors, other uncertainty validation techniques for

regression models rely on the analysis of Z-scores, which quantify the relationship between

prediction errors and estimated error variances. As de�ned in Equation 5.7, a Z-score is

computed as the ratio of the true error of a regression prediction to the estimated error

standard deviation:

Z i =
qsim;i � qsur;i

�̂ r;i
(5.7)

A good quality uncertainty estimate should yield Z-scores with a variance close to one:

V ar(f Z i g) � 1 (5.8)

However, similar to the issue with using solely Equation 5.6, using a single global Z-

score variance metric may be misleading if overestimations and underestimations occur

in different regions of the input space, canceling each other out. To mitigate this issue, a

localized validation metric is preferred.

The Z-Variance Error (ZVE) is a more granular metric that evaluates the quality of UQ

estimates across different regions (bins) of the input space [102]. ZVE is de�ned as the

mean deviation of binned Z-score variance statistics from one. The steps for computing

ZVE are as follows:

Similar to ENCE, the ZVE provides a concise, single-value measure to validate un-

certainty estimates. However, when more detailed insights into local performance are re-
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Algorithm 4 Computation of Z-Variance Error (ZVE)

1: Input: Simulation outputsf qsim;i g, surrogate predictionsf qsur;i g, estimated error vari-
ancesf �̂ 2

r;i g, number of binsm
2: Sort the datasetf (qsim;i ; qsur;i ; �̂ 2

r;i )g in ascending order of̂� 2
r;i

3: Split the sorted data intom approximately equal-sized bins
4: for each binj = 1 to m do
5: Compute Z-scores for all points in binj :

Z (j )
i =

q(j )
sim;i � q(j )

sur;i

�̂ (j )
r;i

6: Compute absolute log variance of Z-scores in binj :

A j =
�
�
� ln

�
Var

�
f Z (j )

i g
�� �

�
�

7: end for
8: Compute ZVE:

ZV E = exp

 
1
m

mX

j =1

A j

!

9: Output: ZVE

quired, a graphical representation of Z-score variance across bins can be bene�cial. Figure

Figure 5.3 illustrates an example plot where the Z-score variance is visualized for different

bins of a test dataset.

Similar to the reliability plots from the previous section, the Z-score variance plot re-

veals the local behavior of the notional UQ estimates:

• Lower bin numbers (X markers): Represent regions where the predicted error vari-

ance is low. The Z-score variance is signi�cantly below one, indicating overestima-

tion of the error variance.

• Middle bin numbers (Circles): Correspond to regions where the Z-score variance is

close to one, implying accurate UQ estimates.

• Higher bin numbers (Squares): Represent regions with high predicted error variance.

The Z-score variance exceeds one, indicating underestimation of the true error vari-
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Figure 5.3: Notional Z-score Variance vs. Bin Plot

ance.

Combining ZVE with Z-score variance plots works as a similar pairing as the ENCE

metric and the reliability plots presented in the previous section.

5.2.3 Z-scoreAnalysisvs. TrueErrorAnalysis

In total, four key metrics have been introduced for validating uncertainty estimates of re-

gression models:

1. Scalar Metrics:

• Z-variance error (ZVE) – Evaluates estimated error variance using normalized

Z-scores.

• Expected normalized calibration error (ENCE) – Directly compares predicted

error variance to variance of actual errors.

2. Graphical Methods:
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• Z-score variance Plots – Visualizes Z-score variance across different input space

regions.

• Reliability Plots – Compares RMSE (true errors) to RMV (estimated error vari-

ances) to locally assess uncertainty estimate quality.

Both Z-score analysis and true error analysis can be used to effectively measure UQ

quality but have distinct characteristics. ENCE is more popular as of now and has been

used in more studies. However, the ZVE has been shown to be less sensitive to outliers

(outstanding errors). For assessing the UQ estimates of the surrogates in this thesis, all

four methods will be used.

Observation 5.2

Metrics such as expected normalized calibration error (ENCE), Z-Variance error

(ZVE), and their respective visual representations provide intuitive and robust meth-

ods for assessing quality of uncertainty error estimates.

Now that methods to validate the quality of the uncertainty estimates of the surrogates

have been identi�ed, the next step is to determine how to correct the surrogate uncertainty

estimates if they are deemed unsatisfactory.

5.3 Literature Search: UQ Correction Techniques

Beyond assessing the quality of uncertainty estimates, the literature on regression model

uncertainty quanti�cation (UQ) also explores methods for correcting these estimates. The

methods that will be considered are ones that correct uncertainty post-hoc, after models are

trained. Post-hoc correction methods are particularly attractive because they do not require

altering the training process of the surrogate model, thereby preserving predictive accu-

racy. Moreover, they have demonstrated strong performance in engineering applications,
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offering a practical and effective means of improving uncertainty estimate quality without

compromising model �delity.

Two primary techniques are commonly used to adjust error variance predictions post-

hoc. The �rst is Isotonic Regression [106, 107], which uses a monotonic regression model

to map predicted variances to the squared true errors, effectively learning a non-parametric

correction function.

The second method, known as Temperature Scaling or Variance Scaling [107, 103, 101,

108, 109], applies multiplicative scaling factors to the predicted variances. These factors

are optimized by minimizing an objective function, typically de�ned using true errors or

Z-score-based metrics.

Similar to the uncertainty validation techniques, the post-hoc uncertainty correction

techniques also assume errors to beunbiased and normal.

5.3.1 VarianceScaling

The simplest form of variance scaling optimizes a single scaling factor applied to all pre-

dictions. This factor adjusts the error variance estimates to improve their accuracy. The

scaling factor is determined by minimizing an objective function, which is computed using

a dataset, independent from the training and testing sets, designated as theuncertainty

correction dataset.

One widely used objective function is the Negative Log-Likelihood (NLL), de�ned as:

NLL i =
log(SNLL � �̂ 2

r;i )

2
+

(qsim;i � qsur;i )2

2(SNLL � �̂ 2
r;i )

+
log 2�

2
(5.9)

Minimizing the NLL ensures that lower uncertainty values correspond to lower squared

errors,(qsim;i � qsur;i )2, and higher uncertainty values align with higher squared errors. The

maximum likelihood estimate of the optimal scaling factor for NLL is derived from the UQ

correction dataset and is given by:
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SNLL =
1
n

nX

i =1

(qsim;i � qsur;i )2

�̂ 2
r;i

=
1
n

nX

i =1

Z 2
i (5.10)

This optimal scaling factor corresponds to the mean squared Z-score.

Another possible objective function is the Uncertainty Calibration Error (UCE), de�ned

as:

UCE = jSUCE � MV i � MSEi j =

�
�
�
�
�
SUCE �

1
n

nX

i =1

^� 2
r;i �

1
n

nX

i =1

(qsim;i � qsur;i )2

�
�
�
�
�

(5.11)

The UCE metric evaluates the deviation of estimated error variances from the mean

squared errors (MSE) of the UQ correction dataset. The optimal scaling factor for UCE is

given by:

SUCE =
MSE i

MVi
=

P n
i =1 (qsim;i � qsur;i )2

P n
i =1

^� 2
r;i

(5.12)

Since this factor minimizes UCE, it ensures the objective function approaches zero.

Both scaling factors,SNLL andSUCE , were evaluated on a medical imaging regression

problem and demonstrated similar performance [103].

Similar to how the ENCE and ZVE metrics are computed using a binning strategy,

variance scaling can also bene�t from this approach. When suf�cient data is available in

each bin to ensure reliable statistical estimates, a separate scaling factor can be computed

for each bin, rather than using a single global scaling factor. This results in a set of scaling

factors,f Sj gm
j =1 , corresponding to different bins, allowing for more precise uncertainty

calibration across varying uncertainty levels [110].A summary of how to train the scaling

factors that minimize NLL for BVS is shown in Algorithm 5.

When doing inference with a model, BVS is applied using the steps shown in Algo-

rithm 6.

The number of bins,m, can be selected based on whichm provides the best ENCE or
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Algorithm 5 Computation of Bin-Wise Variance Scaling (BVS)

1: Input: Correction datasetf (� i ; qsim;i )gn
i =1 ; surrogate predictionsf qsur;i g; predicted

variancesf �̂ 2
r;i g; number of binsm

2: Sort the datasetf (qsim;i ; qsur;i ; �̂ 2
r;i )g in ascending order of̂� 2

r;i
3: Split the sorted data intom approximately equal-sized binsf B j gm

j =1
4: for each binj = 1 to m do
5: Compute the optimal scaling factor (MLE under Gaussian NLL):

Sj =
1

jB j j

X

i 2 B j

(qsim;i � qsur;i )2

�̂ 2
r;i

6: Store the maximum predicted variance in the bin:

�̂ 2
max;j = max

i 2 B j

�̂ 2
r;i

7: end for
8: Output: Bin-wise scaling factorsf Sj gm

j =1 , maximum predicted variancesf �̂ 2
max;j g

m
j =1

Algorithm 6 Computation of Corrected Predictive Variance using BVS

1: Input: Predictive variancê� 2
r ; scaling factorsf Sj gm

j =1 ; maximum bin variances
f �̂ 2

max;j g
m
j =1

2: Find indexj � such that̂� 2
max;j � is closest tô� 2

r
3: Retrieve corresponding scaling factorSj �

4: Compute corrected predictive variance:

�̂ 2
corrected= Sj � � �̂ 2

r

5: Output: Corrected predictive variancê� 2
corrected
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ZVE after testing out the scaled uncertainties on a test dataset. It is important to note that

m for BVS is independent ofm for the uncertainty validation metrics. Another popular

approach to post-hoc uncertainty correction is Isotonic Regression.

5.3.2 IsotonicRegression

Isotonic regression provides an alternative approach to correcting uncertainty estimates

in regression models, differing from variance scaling. It applies an order-preserving, non-

linear transformation to the uncertainty estimates, mapping predicted variances to empirical

squared errors on the held-out uncertainty correction dataset. This mapping is de�ned as:

f : ^� 2
r ! (qsim � qsur )2 = Siso � ^� 2

r (5.13)

While isotonic regression is data-ef�cient, several limitations have been identi�ed in

comparisons with variance scaling. First, in a chemistry application involving a regression

model predicting atomization energies from molecular formulas, isotonic regression pro-

duced scaled uncertainties with slightly lower performance than variance scaling in terms

of NLL [107].

Additionally, because isotonic regression is a piecewise model, it results in strati�ed

uncertainty estimates. This means that multiple values of^� 2
r can map to the same out-

put, leading to inaccuracies in UQ validation metrics such as ENCE, ZVE, and NLL. Due

to these limitations, this thesis will utilize binwise variance scaling (BVS) for correcting

uncertainty estimates of surrogate models.
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Observation 5.3

Binwise variance scaling (BVS) is a promising approach for correcting UQ esti-

mates in the deep ensemble (DE) surrogate model for rotordynamics simulations.

It has demonstrated strong performance in UQ correction across various regression

applications in other �elds, making it a reliable choice for improving uncertainty

estimates.

5.4 Proposed Methodology

Building on the �ndings from the investigation into how Bayesian model calibration can

enable the propagation of surrogate uncertainty, as well as the literature surveys on uncer-

tainty validation and correction methods, the following key observations were made:
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Observations 5.1 - 5.3

1. By modeling both surrogate uncertainty and observation error as unbiased

and normally distributed, they can be seamlessly combined within a multi-

variate Gaussian likelihood. This formulation enables tractable inference and

has been successfully applied in the Bayesian calibration of computer models

across a range of engineering domains.

2. Metrics such as Expected Normalized Calibration Error (ENCE), Z-Variance

Error (ZVE), and their respective visual representations provide intuitive and

robust methods for assessing the quality of uncertainty estimates.

3. Binwise Variance Scaling (BVS) is a promising approach for correcting un-

certainty estimates in Deep Ensemble (DE) surrogate models for rotordynam-

ics simulations. It has demonstrated strong performance in other regression-

based UQ applications, making it a reliable candidate for improving uncer-

tainty quality in this context.

Based on these observations, the following methodology is proposed for quantifying

and propagating surrogate uncertainty within Bayesian calibration of rotordynamics simu-

lations:

1. Tune bin-wise variance scaling (BVS) factorsfor each surrogate model output.

Tuning involves selecting the number of bins such that further increasing the bin

count no longer improves the expected normalized calibration error (ENCE) or Z-

variance error (ZVE).

2. Apply the corrected surrogate uncertainty during Bayesian calibration.Speci�-

cally, when performing either of�ine in�uential parameter calibration or online dam-

age diagnosis within the proposed approach (see Figure 4.8), use the likelihood func-
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tion de�ned in Equation 5.4, incorporating the surrogate variances corrected by the

tuned BVS factors.

To evaluate the effectiveness of this methodology, research questions and hypotheses

are posed in the following section to guide the experimental design.

5.5 Research Questions and Hypotheses

The �rst research question addresses step one of the proposed methodology for uncertainty

quanti�cation and propagation by evaluating the effectiveness of BVS in correcting the

uncertainty estimates of a DE surrogate for a rotordynamics simulation.

Research Question 2.1

How will BVS affect the uncertainty estimates of the DE surrogate model for a

rotordynamics simulation?

Drawing from prior studies demonstrating the effectiveness of variance scaling in do-

mains such as chemical modeling, medical imaging, and missile performance prediction

[107, 103, 101], the following hypothesis is proposed:

Hypothesis 2.1

If BVS is used to correct the predicted variances of a DE surrogate for a rotordy-

namics simulation, then the corrected variances will yield higher-quality uncertainty

estimates according to standard UQ validation metrics.

The second research question addresses step two of the proposed methodology by eval-

uating the impact of propagating surrogate model uncertainty during Bayesian model cali-

bration.
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Research Question 2.2

How will propagating surrogate uncertainty during Bayesian calibration of a rotor-

dynamics model affect the resulting posterior distributions?

As illustrated in Figure 5.1, the contribution from Experiment 2.1 is connected to Re-

search Question 2.2 because if BVS is found to be ineffective in Experiment 2.1, it will not

be used in Experiment 2.2.

To the best of the author's knowledge, BVS has not previously been applied for post-

hoc correction of uncertainty estimates within a Bayesian inference setting. Nevertheless,

the following hypothesis is proposed:

Hypothesis 2.2

If surrogate uncertainty is propagated during Bayesian calibration of a rotordynamics

simulation, the resulting posterior distributions will differ signi�cantly from those

produced when only observation error is considered.

This hypothesis is grounded in the assumption that more accurate surrogate uncertainty

estimates will improve the likelihood function used in Bayesian inference—since the like-

lihood, as shown in Equation 5.4, is directly shaped by these uncertainty estimates.

With these research questions and hypotheses de�ned, the next step is to design and

implement experiments to test them.

5.6 Experiment 2.1 Overview

The �rst experiment involves comparing deep ensemble (DE) surrogate models with and

without bin-wise variance scaling (BVS) applied to correct their uncertainty estimates. The

surrogate models are based on the six-stage compressor simulation described in section 4.3.
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The quality of the uncertainty estimates will be evaluated using the following metrics:

1. Expected normalized calibration error (ENCE)

2. Reliability plots

3. Z-variance error (ZVE)

4. Z-score variance plots

A detailed explanation of these metrics is provided in section 5.2.

The experiment will proceed in the following steps:

1. Generate a 10,000 point testing set and 10,000 point uncertainty correction set

2. Tune BVS factors for each surrogate model output (step 1 from proposed methodol-

ogy outlined in section 5.4)

5.6.1 DE SurrogateModel

A tuned DE surrogate model from Experiment 1 will be reused for this study. It was

trained using a 50k-sample training set, and all training procedures and hyperparameter

tuning details are provided in section 4.4. The optimal hyperparameters for this surrogate

model are as follows:

1. Hidden Layers: 5

2. Nodes per Layer: 512

3. Batch Size: 1024

4. Ensemble Members: 25
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5.6.2 Datasets

The 10,000 point testing dataset that will be used to validate uncertainty estimates will

be reused from Experiment 1. Details on how the dataset was generated can be found in

subsection 4.4.1.

The uncertainty correction dataset that will be used to train the BVS factors will also be

generated using the same sampling strategy. This set will be independent from the testing

set and the training set used to train the DE surrogate.

5.6.3 UncertaintyValidation

For evaluating uncertainty performance using ENCE, ZVE, reliability plots, and Z-score

variance plots, the number of bins is �xed at 40. With a 10k-sample test set, this results

in approximately 250 points per bin—suf�cient to compute statistically reliable estimates.

Additionally, 40 bins provide adequate resolution to capture local variation in the quality

of uncertainty estimates across the test space.

5.6.4 TechnicalDetails

All the uncertainty validation methods and the BVS algorithms are custom implementations

in python.

The technical details for the implementation the DE surrogate are found in subsec-

tion 4.4.3.

5.7 Experiment 2.1 Results

Before applying the uncertainty validation metrics and the uncertainty correction method,

it is important to assess whether the prediction errors of the DE surrogate on the test dataset

are approximately unbiased and normally distributed.
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Table 5.1: Bias and Normality Metrics of Test-Set Prediction Errors

Output Bias Skewness Kurtosis

q1, Probe 1 0.26 0.50 1.50
q2, Probe 2 0.22 0.40 1.25

5.7.1 Analysisof Test-SetErrors

To evaluate bias in the test-set errors, the following metric is used:

Bias=

�
�
�
�
� error

� error

�
�
�
� (5.14)

where� error and� error are the mean and standard deviation of the errors within each bin,

respectively. The bias is normalized by the standard deviation so that each bin contributes

equally when computing the average bias across bins.

To assess normality, two standard metrics are used: skewness and kurtosis.

Skewness measures the asymmetry of the error distribution:

Skewness=
E[(X � � )3]

� 3
(5.15)

Kurtosis measures the heaviness of the distribution tails, and is computed using Fisher's

de�nition:

Kurtosis=
E[(X � � )4]

� 4
� 3 (5.16)

For the uncertainty validation metrics and correction techniques to be applied reliably,

the errors should exhibit low bias, low skewness, and low kurtosis—indicating approximate

normality and lack of systematic error.

The average bias, skewness, and kurtosis across all bins for the surrogate predictions

on the test dataset are presented in Table 5.1.

As shown in Table 5.1, the bias, skewness, and kurtosis values are all relatively small.
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Figure 5.4: Tuning Number of Bins for BVS —q1 (Probe 1 Imbalance Response)

Speci�cally, the normalized bias values are below 0.3, which indicates that the prediction

errors are well-centered around zero. The skewness values are close to 0, suggesting low

asymmetry, and the kurtosis values are between 1 and 2—within a commonly accepted

range for approximately normal distributions in practical regression applications [96, 111].

These values suggest that the prediction errors do not exhibit signi�cant departures from

normality or unbiasedness. Therefore, no additional tuning or data transformation is nec-

essary, and the experiment can proceed to the next step.

5.7.2 BVS Training

To evaluate the quality of the DE surrogate's predictive variances, the ENCE and ZVE

metrics are computed using the 10k test set described previously. ENCE is computed as

shown in Algorithm 3, and ZVE is computed using Algorithm 4. To ensure stable metric

estimates and capture local behavior, the test data is divided into 40 bins of approximately

250 points each.

The BVS factors are trained with an independent, correction dataset using the procedure

outlined in Algorithm 5 and are applied during inference as shown in Algorithm 6.

For the imbalance response predictions at probe 1, several key observations emerge

(Figure 5.4). First, post-hoc uncertainty correction with BVS signi�cantly improves both

ENCE and ZVE relative to the uncorrected predictive variances. Second, the optimal num-
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Figure 5.5: Tuning Number of Bins for BVS —q2 (Probe 2 Imbalance Response)

Table 5.2: Trained BVS factors

q1 (Probe 1) Scaling Factors (12 bins)

Bin 1 Bin 2 Bin 3 Bin 4 Bin 5 Bin 6 Bin 7 Bin 8 Bin 9
0.324 0.658 0.589 0.470 0.369 0.277 0.261 0.251 0.257

Bin 10 Bin 11 Bin 12
0.303 0.377 0.505

q2(Probe 2) Scaling Factors (1 bin)

0.298

ber of bins for minimizing both metrics is around 12, suggesting that BVS provides �ner-

grained improvements over traditional temperature or variance scaling, which corresponds

to a single-bin model.

For the imbalance response predictions at probe 2, (Figure 5.5), uncertainty correction

again results in a substantial reduction in both ENCE and ZVE. Interestingly, the optimal

number of bins in this case is one, meaning that the best-performing model uses a single

global scaling factor—equivalent to standard temperature scaling. This highlights that the

appropriate level of granularity in BVS correction may vary depending on the surrogate

model output and underlying system dynamics. The trained scaling factors for both model

outputs are shown in Table 5.2.

Forq1, the scaling factors show considerable variation across bins, justifying the use of

12 bins in BVS training.
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Figure 5.6: ENCE and ZVE, Raw vs. Scaled Variances

For bothq1 andq2, the scaling factors are consistently below one, indicating that the

raw DE uncertainty estimates systematically overestimate the true prediction error. In other

words, the predicted variances need to be downscaled to better re�ect the actual residual

variance. This conclusion is further supported by the results of the uncertainty validation

metrics.

5.7.3 UncertaintyValidation

The impact of BVS is further emphasized in Figure 5.6, which compares ENCE and ZVE

for raw versus scaled variances. The optimized bin count for each bearing is used in this

comparison.

The bar plot in Figure 5.6 con�rms that BVS signi�cantly enhances the accuracy of

the DE uncertainty estimates. Speci�cally, DE predictive variances initially overestimate

uncertainty, but BVS correction mitigates this. This effect is further evident in the reliability

plots shown in Figure 5.7.

For the probe 1 imbalance response predictions, uncorrected DE variances are predom-

inantly under-con�dent, meaning that they overestimate the true RMSE of the bin. After

BVS, most bins align with the identity line, indicating accurate uncertainty estimates. Some

bins still exhibit minor overestimation, but still with notable improvement over the baseline.
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Figure 5.7: Reliability Plots

Figure 5.8: Z-score Variance Plots

For the probe 2 imbalance response predictions, uncorrected variances overestimate

uncertainty even more than for probe 1. BVS reduces this overestimation signi�cantly,

though some residual overestimation remains.

The local behavior of bins is further analyzed through Z-score variance plots in Fig-

ure Figure 5.8.

For both model outputs, BVS improves ZVE, aligning most bins with the Z-score vari-

ance of one. The residual overestimation pattern mirrors that in the reliability plots.

These graphical analyses provide practical insights for engineers implementing this

methodology. If certain bins under-predict uncertainty in safety-critical applications, prac-

titioners may opt to adjust scaling factors for those bins to ensure conservative estimates.
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(a) Left Support

Figure 5.9: Probe 1 Imbalance Response with UQ Bounds

To visualize the impact of predictive variance correction on uncertainty bounds, Fig-

ure Figure 5.9 presents the predicted imbalance response at probe 1. The imbalance re-

sponses are computed with the same inputs used to compute the imbalance responses in

Figure 4.7. The imbalance response generated by the DE surrogate has two sets of uncer-

tainty bounds: one set generated using the raw predictive variances and the other generated

using the predictive variances corrected with BVS.

In these plots, red points represent DE predictions, while blue points denote simula-

tion values. The red and blue shaded regions correspond to 95% con�dence intervals de-

rived from scaled and raw DE variances, respectively. Consistent with previous reliability

and ZVE plots, uncorrected DE variances overestimate uncertainty, while BVS results in

tighter, more accurate bounds validated across multiple UQ metrics and visual methods.
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5.7.4 Summary

The goal of this experiment was to evaluate the effectiveness of the proposed uncertainty

correction method—Binwise Variance Scaling (BVS)—by comparing estimated prediction

variances to the actual prediction errors. This evaluation was conducted using four differ-

ent UQ validation techniques: two scalar metrics (ENCE and ZVE) and two graphical

diagnostics (reliability plots and local Z-score variance plots).

The results showed that applying BVS consistently improved the accuracy of uncer-

tainty estimates produced by the Deep Ensemble surrogate models across both types of

evaluation methods.

Finding 1

Correcting the uncertainty estimates of DE surrogates using BVS signi�cantly im-

proves their accuracy, resulting in predicted variances that more reliably re�ect the

true distribution of model errors.

Now that Experiment 2.1 is complete—validating both the assessment and correction

of DE surrogate variances using established uncertainty validation methods and BVS—the

next step is to investigate the effects of propagating surrogate uncertainty during Bayesian

model calibration. This will be done in the context of the framework introduced in Fig-

ure 4.8.

5.8 Experiment 2.2 Overview

The goal of Experiment 2.2 is to investigate the effect of propagating surrogate model

uncertainty during the Bayesian calibration of rotordynamics simulations. Speci�cally, this

experiment focuses on theof�ine in�uential parameter calibration step from Figure 4.8,

applied to the six-stage compressor model described in section 4.3.
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Calibration will be performed using synthetic observations, generated by adding Gaus-

sian noise to simulation outputs evaluated at the known ground-truth parameter values. The

Bayesian inference algorithm used will be delayed rejection adaptive metropolis (DRAM).

To isolate the effects of surrogate uncertainty propagation, three uncertainty con�gurations

will be tested:

1. No surrogate uncertainty propagation (only observation error included)

2. Surrogate uncertainty propagated using uncorrected DE variance estimates (Equa-

tion 4.2)

3. Surrogate uncertainty propagated using DE variance estimates corrected with Bin-

wise Variance Scaling (BVS)

The impact of each con�guration will be assessed using the following metrics:

1. Kernel density plots of the marginal posterior distributions

2. Effective Sample Size (ESS) of the DRAM chains

To improve the robustness of the �ndings, the experiment will be repeated at different

levels of observation noise.

The overall steps of the experiment are as follows:

1. Calibrate the six-stage compressor model under three uncertainty propagation sce-

narios:

(a) Sensor noise only (no surrogate uncertainty)

(b) Sensor noise + raw DE surrogate uncertainty

(c) Sensor noise + BVS-corrected DE surrogate uncertainty

2. Repeat the above procedure with an increased level of sensor noise
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5.8.1 BayesianInferenceImplementation

For the Bayesian model calibration task in this study, the following parameter values are

assumed to be the ground truth:

1. Imbalance Magnitude: 0.0003 kg�m

2. Imbalance Location: 0.636 m (second compressor disk)

3. Left Bearing Clearance: 0.00009 m

4. Right Bearing Clearance: 0.00013 m

To investigate the in�uence of surrogate uncertainty under different observation noise

conditions, two levels of observation error are tested. These values are used as the obser-

vation error standard deviation� � in Equation 5.4:

1. Low noise: 0.01� m

2. High noise: 0.05� m

Synthetic observations are generated by evaluating the simulator at the ground-truth pa-

rameters and adding Gaussian noise at the speci�ed noise levels. The subset of the resulting

noisy observations are shown overlaid on the corresponding ground-truth simulation out-

puts in Figure 5.10.

Bayesian inference is performed using the Delayed Rejection Adaptive Metropolis

(DRAM) algorithm, implemented via a custom Python script built on a PyTorch backend.

The sampling con�guration is as follows:

• Burn-in iterations : 100,000 (discarded prior to posterior analysis)

• Sample iterations: 100,000 (retained for posterior approximation)

• Delayed rejection scale: 0.5 (controls the secondary proposal scaling)
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(a) Low Noise (b) High Noise

Figure 5.10: Synthetic observations with low and high Gaussian noise levels, overlaid on
simulation outputs

• Adaptation interval : 100 (updates proposal covariance every 100 iterations)

These settings ensure an adequate number of effective posterior samples and follow

best practices for DRAM-based sampling [61].

The prior distributions are speci�ed as relatively uninformative uniform distributions,

with bounds slightly narrower than those used for training the surrogate models:

• Imbalance Magnitude: Uniform(0:0001; 0:0009)

• Imbalance Location: Uniform(0:5; 1:1)

• Left Bearing Clearance: Uniform(0:00006; 0:00014)

• Right Bearing Clearance: Uniform(0:00006; 0:00014)

Sampling is conducted using four independent DRAM chains to account for the ran-

domness of the sampling procedure.
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