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SUMMARY

Smart Homes have come a long way: From research laboratories in the early days, through
periods of (almost) neglect, to their recent revival in real-world environments enabled by
the existence of commodity devices and robust, standardized software frameworks. With
such availability, human activity recognition (HAR) in smart homes has become attractive
for many real-world applications, especially in the domain of Ambient Assisted Living
(AAL). Yet, building an activity recognition system for speci ¢ smart homes, which are
specialized spaces with varying home layouts and inhabited by individuals with idiosyn-
cratic behaviors and habits, is a non-trivial endeavor. For real-world deployments, privacy
and logistical concerns essentially rule out the possibility of third parties being able to col-
lect the much-needed annotated sensor data while the resident already lives in their smart
home.

My dissertation addresses these challenges by rst de ning the Lifespan of a HAR sys-
tem for smart homes, comprising three phagesootstrappingii) update and extend; and
iii) extend the capabilities of the recognition model for complex HAR tasks. The Lifespan
comprises components that are used to derive functional HAR systems quickly with mini-
mal yet targeted involvement of residents for the bootstrapping and the update and extend
procedure. Integrating external context information requires no resident supervision, only
the layouts of the individual smart homes. This is achieved through building novel analysis
procedures and data analysis pipelines corresponding to the aforementioned phases.

The contributions of my dissertation are three-fold. First, | develop an initial bootstrap-
ping procedure aimed at addressing the beginning of the life span of HAR resulting in a
system that is capable of recognizing relevant and prominent activities. Second, | build on
the bootstrapped system and introduce an effective update and extension procedure for con-
tinuous improvements of HAR systems. The goal is to improve the segmentation accuracy

of the HAR system corresponding to the prominent activities identi ed in the bootstrap-

XiX



ping phase. Finally, | extend the capabilities of the recognition model, by utilizing large
language models (LLMs) as contextual knowledge bases. Contextual information is en-
coded through the use of language-based descriptions and the use of LLMs. Speci cally,
the LLMs are used to identify the structural constructs that make up complex activity se-
guences. Combining identi ed structural constructs helps with improving the recognition
procedure and identifying changes to the sequences of these structural constructs aids in
observing changes to routine patterns.

In the bootstrapping process, | identify activity segments that correspond to prominent
activities, which frequently occur over extended periods. However, this system only cap-
tures a subset of these activity instances. Therefore, in the update and extend phase, |
increase the length of the identi ed activity segments. Smart homes encompass more than
just data from sensor-triggered events. By incorporating external context, | demonstrate
how HAR can leverage contextual data to improve recognition accuracy, particularly for
short-duration and infrequent activity instances.

The work presented in this dissertation establishes a fully functional recognition process
for ambient-sensing-based human activity recognition (HAR). My objective is to develop
a HAR system that can be deployed in any home from the ground up, without the need
for prolonged data collection in each speci c setting. Additionally, | evaluate the role
of external context in these environments and explore how HAR can benet from such

information.
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CHAPTER 1
INTRODUCTION AND MOTIVATION

Human Activity Recognition (HAR) is at the core of Ubiquitous Computing. As such,
HAR has been used in a range of research domains, including health assessments [103, 119,
135, 231, 247, 345, 323], sports monitoring [351, 208, 278], the wider human-computer
interaction eld using intuitive interfaces such as gestures [20, 46, 203, 234] and activity
monitoring in smart homes [92, 60, 37].

With the advent of IoT technologies, reduced cost of sensors, and proliferation of ac-
cessible and inexpensive smart home devices, developing HAR methods in everyday home
environments is of interest [136, 138, 42]. HAR methods in everyday home environments
methods are required to be accessible, engaging, and helpful to its end users. Various smart
home products are developed and maintained by, for example, Google (Google Home),
Samsung (Smart Home), and Amazon (Smart Home Devices and System (e.g., Amazon
Alexa)), to provide seamless interaction among the various devices, such as lights, cam-
eras, speakers and more installed in the home [228, 86, 227, 256, 162, 311]. Research
efforts in HAR have focused on designing automated assessment systems to recognize ac-
tivities of daily living for different Ambient Assisted Living (AAL) environments, to cater
to increasing demands in home automation. Current deployments typically do not have
the limited scope of those early works [137, 142, 9, 90], which faced limitations owing to
technical challenges corresponding to data collection and automated analysis.

Renewed interest, along with the aforementioned technological advances have encour-
aged the development and widespread use of ambient devices that have brought interest in
AAL environments out of the academic and niche research domains and into real-world
environments [288, 289, 106]. Such progress has also brought automated homes to be

much closer to reality, with more constructions incorporating smart sensors and actuators



such that the eld of automated assistance is opening up [75], with recent advancements
catering to a diverse population, where previous works were designed with a focus on pro-
viding care for the elderly population [26, 138]. Along with the development of hardware,
there is growing progress in designing activity recognition systems aimed at activity mon-
itoring and behavior analysis. Advancements in statistical techniques, machine learning
algorithms, and deep learning paradigms have fuelled this progress [55, 345].

Robust and reliable HAR systems for smart homes are essential, for example, to provide
automated assistance to residents, or to longitudinally monitor daily activities for health
and well-being assessments and for tracking (long-term) behavior changes, each of which
contributes to an understanding of the health and continued well-being of residents [219,
192, 189, 322]. Designing such recognition systems for activity logging in smart homes
is not straightforward. This is because smart homes are personalized settings where resi-
dents engage in everyday activities in their very own idiosyncratic way. Also, every house
is different in the sense that they vary in their layouts, sensor types, sensor placements,
and how sensor events are triggered during activities of interest [75]. Such individualized
settings indicate the challenging scenario of the smart home. Generalized procedures and
“off the shelf” systems (if they even exist) are unlikely to be of much use and oftentimes
HAR systems need to be developed “from scratch”.

The prevalent supervised training for deriving machine learning-based activity recog-
nition systems requires a large collection of labeled data [65, 55, 257]. Obtaining such
amounts of data along with quality annotations is burdensome to the resident, who would
need to label the data. Due to privacy and logistical reasons, it is often unreasonable to
have external parties annotate a resident's activities. Thus, gathering quality annotations is
a task that requires considerable effort [130, 169, 214]. In practical deployment scenarios,
assuming that a resident is willing to wait extended periods until their HAR systems are
fully functional is unreasonable. As such, approaches are needed to derive a functional

HAR system quickly and with minimal yet targeted involvement of the residents them-



selves. A HAR system needs to quickly learn from the activity patterns of the residents
upon their moving into a smart home up to a functional system that captures the most rele-
vant activities. However, as the resident continues to inhabit the home, changes to activity
patterns are expected to occur. To capture such changing data patterns corresponding to
variations in activity patterns and to identify novel activities, the HAR system should be

continuously improved.

1.1 Thesis Statement

By utilizing minimal human-in-the-loop supervision and context, it is possible to derive
and continuously improve bespoke human activity recognition systems for smart homes

with ambient sensors

1.2 Motivation and Research Questions (RQs)

The design of HAR systems for the application scenario of smart homes is challenging and
not straightforward. Existing HAR systems cannot be used “as-is” when deploying them
to a new smart home setting and each deployment requires domain-speci ¢ modi cations
in order to be usable and effective. Most state-of-the-art techniques for developing HAR
systems for smart homes [39, 187, 128] require accurate and detailed knowledge of the
target environment and the activities covered in the home. Such knowledge is obtained
in the form of detailed, extensive ground truth annotation and frame-precise activity seg-
mentation. Thus, developing a supervised HAR system for speci c settings requires large
amounts of annotated data. Obtaining such annotations from residents is burdensome and
requires considerable effort.

To address the above issues, | design bespoke HAR systems by de ning the various
components that they should be built upon. These components) &eotstrapping;i)

Maintenance and Update; aiig Integration of External Context. | detail the design of



these components and motivate the development of a functional HAR system that is built

using these. Such systems are derived through the assumption of a cold start scenario,
where (initially) unlabeled sensor data is passively observed in the smart home. Both the

bootstrapping, and maintenance and update procedures require minimal supervision from
the residents. The process of identifying the underlying structural constructs requires only

access to smart home layouts to map instrumented sensors to speci ¢ locations, with no

additional supervision needed for this procedure.

This thesis explores the following research questions:

1.2.1 RQ1:How canwedesignaninitial activity recognitionprocedurdor individualized

settingsof smarthomegto obtaina functionalsystem?Chapterd)

The goal of a smart home-based HAR system is to provide activity monitoring to its res-
idents within a reasonable period of wait time after it is rst deployed, having derived
knowledge of the smart home and its resident — targeted at providing longitudinal activity
logging. The prominent practical challenge faced by sensor-based HAR is how to get an
analysis system off the ground, with minimal supervision. It is important to start assisting
the resident without requiring too much effort from their end.

To develop said HAR systems, | designed a bootstrapping procedure for individual
smart homes from scratch. The system passively observes activities and derives rich rep-
resentations for sensor data-—action units—, which represent the various movement patterns
of the resident in the smart home. These action units are then aggregated into sequences of
varying lengths through a motif discovery procedure [308]. Labels for the most frequently
occurring motifs, corresponding to the activities of interest are queried. Thus the activity

recognition system recognizes relevant and most prominent activities in the smart home.



1.2.2 RQ2:How canwe designanupdateandextendprocedurdo improvethesegmentation

accuracyf thepromineniactivitiesidenti ed throughtheinitial bootstrappingrocedure?

(Chapterb)

The bootstrapping procedure identi ed the most frequent and prominent activities in the
home. This procedure identi es the occurrence of these activities (high activity detection
rates). However, the segment length of the identi ed activity may not be accurate. Thus,
this initial system may need to be updated and extended as more data is captured in the
smart home, which likely increases the variability of activities themselves as well as their
appearances. Changes to the procedure that recognizes activities are made, which ensures
the capture of said activity patterns. To identify such activity patterns, the initial boot-
strapped system is used as the starting point. Building on it shifts the manual efforts away
from activity patterns that are already known. Therefore, doing so keeps the burden on
the resident at a reasonable level. Efforts are still required for the occasional annotation of

signi cant, new movement patterns.

1.2.3 RQ3: How canthe HAR procedurebene t from externalcontextthat is derived

throughthe useof naturallanguageasa modality to describesensoreventtriggers,

and how doessuchcontexthelp in identifying underlyingstructuralconstructshat

constitutecomplexactivitiesobservedn homes?Chapter6)

Through the initial bootstrapping and the update procedures, the HAR system aims to iden-
tify the most relevant activities of daily living — those that are regularly occurring in the
smart home. The aforementioned HAR procedures are developed in an etdii@lgriven
manner. By addressing this research question, | encodiextual knowledgm aid in the

HAR procedure. | utilize natural language as a modality to describe sensor event triggers,
along with contextual details like location, sensor type, and other observations from the
home. This approach helps identifying structural components that constitute the complex

activities occurring in homes.



To this end, | use LLMs as contextual knowledge bases that provide for a contextual
understanding of the smart home. By encoding contextual knowledge for activity instances
of a given activity category, | obtain a summary for that activity category. | then identify the
structural constructs (similar to action units in RQ1 but with semantic context) that would
further bene t the activity recognition system and longitudinal monitoring, i.e. monitor

changes in daily routines.

1.3 Research Contributions

Through this dissertation, | make the following contributions:

1. First, | introduce thdifespan of the human activity recognition systems for smart

homesand identify the various components that make up said lifespan.

2. Second, | design a procedure thabtstraps an initial HAR systethat quickly learns
from the activity patterns of the residents upon their moving into a smart home to

provide a functional system that captures the most prominent activities.

3. Third, | develop a procedure tgpdate and extenthe initial HAR system such that
through continuous improvement it can capture varying data patterns of the identi ed

prominent activities.

4. Fourth, torecognize the semantic units that constitute complex activities observed in
homes for improved activity recognitiohexplore the use of language as a modality

to describe the sensor event triggers and use LLMs as contextual knowledge bases.

The contributions in this dissertation have resulted in the publications listed in Ta-

ble 1.1. Additional contributions not discussed in this dissertation are listed in Table 1.2.



Table 1.1: Research Questions(RQs) and corresponding summary of contributions made in
this dissertation. The chapters that address these contributions are also listed.

RQ Chapter | Research Article (Publication | Summary
Venue
Thesis | Ch. 3 The Lifespan of Human Act The technical de nition of the
Motiva- tivity Recognition Systems foy lifespan of HAR for smart
tion Smart Homes homes.
(Sensors 2023)
RQ1 Ch. 4 Bootstrapping Human Activity Bootstrapping phase of HAR.
Recognition Systems for Smart
Homes from Scratch
(IMWUT 2022)
RQ2 Ch.5 Maintenance Required: Up-Maintenance phase of HAR.
dating and Extending Boot-
strapped Human  Activity
Recognition Systems for Smart
Homes
(ABC 2024)
RQ3 Ch. 6 Layout Agnostic Human Ac: Language as a modality to

tivity Recognition in Smart
Homes through Textual De
scriptions of Sensor Trigger
(TDOST)

(IMWUT 2025)

Game of LLMs: Discover-

ing Structural Constructs inconstructs

Activities using Large Lan-
guage Models

(HASCA 2024; Adj. Proc. Ubit

comp 2024)

aid ambient sensing-based
-HAR in homes.
S

structural
constitute

Identifying
that
complex activities.

1.4 Organization

With the advent of infrastructure for ambient sensing and increased interest in automating

homes, the need to develop sophisticated human activity recognition systems for smart

homes is laid out in the summary and chapter 1. In chapter 2, | discuss the background and

related work for the technical work of this dissertation as described in chapter 3, chapter 4,

chapter 5, and chapter 6.



Table 1.2: Other Research Contributions. Some of these contributions motivate the work
in this dissertation and are included in corresponding chapters.

No. Chapter | Research Article (Publication | Summary
Venue)

1 Ch. 3 Deriving Effective Human Assessment framework to
Activity Recognition Systems measure the complexity of a
through Objective Task Com-sensor-based HAR task.
plexity Assessment
(IMWUT 2020)

2 Ch.6 On the Role of Context Lengthldentify ideal context length
for Feature Extraction and Se+o model time-series data.
guence Modeling in Huma
Activity Recognition
(ISWC 2021)

3 - Reinforcement Learning BasedOnline active learning proce-
Online Active Learning for Hu{ dure to bootstrap HAR sys-
man Activity Recognition tems.

(ISWC 2022)

4 — Feasibility of accelerometerFeasibility of using ac-
technology with individualg celerometers in  clinical
with autism spectrum disorderassessments like identi ca-
referred for aggression, disrup+tion of behavior episodes for
tion, and self-injury youth ASD.

(Research in Autism Spectrum
Disorders 2022)

| describe the Lifespan of HAR developed for smart homes and motivate the need for

the components designed as part of building the fully functional HAR system in chap-

ter 3. Throughout chapter 4, | detail the development of the initial bootstrapping procedure

aimed at the beginning of the Lifespan of the HAR system. Next, | discuss how to up-

date and maintain the initial bootstrapped HAR system in chapter 5. | employ updated

motif models through a forward chaining-like procedure and predictions through a self-

supervision model to improve the segmentation accuracy corresponding to the prominent

activities identi ed in the initial procedure. Both the procedures detailed in chapter 4 and

chapter 5 are data-driven.

With the advent of large language models, | analyze the bene ts of using language as a



modality to aid in HAR for ambient settings. | detail how to identify structural constructs
(semantic sub-units) that constitute complex activity sequences observed in homes. Identi-
ed constructs aid in developing activity recognition systems with context information and

for observing changes in longitudinal behaviors as detailed in chapter 6.



CHAPTER 2
BACKGROUND

In this chapter, | provide a comprehensive review of relevant work that pertains to the sub-
ject matter of this dissertation. | discuss smart homes, their history, the challenges associ-
ated with instrumenting them, and their reality in the current scenario. Detailed approaches
for building human activity recognition models employed in the community are discussed.
Then, | introduce the concept of annotation as a resource and the challenges associated
with gathering annotations for challenging scenarios. Finally, | detail the datasets utilized
throughout this work for developing and evaluating the technical approaches contributed as

part of this dissertation.

2.1 Introduction

With decreasing sensor costs, automating ‘regular' homes has become a possibility for
many. |oT or environmental sensors can collect data for extended periods without concerns
regarding battery re-charging (as in wearable sensors) or privacy (as in vision-based sen-
sors). These sensors collect data when they detect motion or interact with objects equipped
with sensing capabilities. Research efforts in HAR have focused on designing automated
assessment systems to recognize activities of daily living for different Ambient Assisted
Living (AAL) Environments, to cater to increasing demands in home automation. This
makes for a time-series analysis problem, where data collected is irregularly sampled and
the focus is on coarse-grained activity recognition [57, 68]. Analyzing such sensor data for
human activity recognition purposes typically follows ve steps [1G}]data captureij)
pre-processing to remove noisi; segmenting the data stream into static data points that
are assumed to be independent and identically distributéeature extraction - learning

relevant information from data points; amjiclassi cation - identifying the activity label
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Figure 2.1: Smart Homes are currently instrumented with devices and servic@sEor:
tertainment - provide seamless, customized, and automated expeiight@ne Control
- control devices or appliances through smart home technolayyiome Monitoring -
act according to user behavior or as per user instructioh$Security and Surveillance
protect homes against unwanted intruders.

for a given data point.

2.1.1 SmartHomes

Mark Weiser in his seminal paper "The Computer for the 21st Century', stated

“The most profound technologies are those that disappear. They weave them-
selves into the fabric of everyday life until they are indistinguishable from it.”

[327]

Towards this goal, researchers in ubiquitous computing aim to enable and provide comput-
ing away from the desktop. A unifying research theme that arose out of this is to focus
on computing needs in everyday lives, especially those that are away from work or of-
ce spaces. This initiated the research effort towards investigating computing in the home
[158]. Smart Homes are a branch of ubiquitous computing that involves incorporating “in-
telligence” into living spaces. Smart homes for healthcare have been described as a “home
equipped with smart sensors such as Bluetooth, Wi-Fi, or similar technology, not restricted
to 10T, to automate, regulate, and monitor home occupants' physical health, mental health,
and environments within the home. The focus must be on convenience, safety, and im-

provement of one's quality of life, to address the needs of the individuals, caregivers, and
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Figure 2.2: An illustration of a smart home, which shows the regular home instrumented
with sensors and actuators. Various interconnected devices and appliances provide the
required services such as entertainment, home control, home monitoring and, security and
surveillance (as described in Figure 2.1) to the resident.

health professionals” [218]. This is illustrated in Figure 2.2. Through ambient intelligence
systems, the goal is to monitor smart homes and provide control of home appliances and
devices to users such that it enables them to execute tasks automatically. Ambient intel-
ligence provides for instrumented environments that are sensitive and responsive to the
presence of people [50] through providing intelligent monitoring and access control [8].

Services facilitated through automating homes can be broadly classi ed into three ma-
jor categories:i) Comfort; ii) Healthcare; andii) Security [8] as shown in Figure 2.1.

Through the provision of comfort smart homes provide ease in daily life. “Optimization

12



for comfort in the environment is possible through the identi cation and automation pro-
cedure, learning user behavior, tracking user location, identifying the user, and automating
tasks. Remote access and control enable users to remotely access, monitor, and control
their home environment” [8].

Research in smart homes gained interest in academic domains where the focus is on
providing context awareness and smart decision-making in automated environments. A
number of initiatives focused on providing:home automation, where providing comfort
and convenience is of importance along with the goal of saving energy and resanrces;
to facilitate safety and security, where the goal is to provide monitoring of the inhabitants'
well-being and aim for provision of safety and security such as burglary recognition; and
iii) for entertainment, where the goal is to connect users and media with each other and
facilitate communication (Figure 2.1). Various research works [159, 126] were introduced
with the goal of providing such services. One of the major applications of smart homes
is to provide assistance and support to the elderly to make their lives easier and provide
support in daily living activities.

Smart homes support providing healthcare for their inhabitants. A signi cant portion
of the world's population will be considered elderly by the year 2050 [8]. To help older
adults live independently, ensuring their safety is crucial. This can be achieved by detecting
and preventing accidents, such as identifying a fall and alerting emergency services when
such incidents occur. Supporting aging in place (also termed as "Gerontechnology'[41]) is
another important aspect of helping senior adults with daily living activities, like reminding
them to take medications [159]. One such research initiative at Georgia Tech devoted to
the multidisciplinary exploration of emerging technologies and services based in the home
is that of the Aware Home Research Initiative (AHRI) [159]. Supporting busy families
in a generation where adults work full-time jobs is another scenario where smart home
automation provides support. Often times such families will have both elderly parents as

well as young children that they must care for and thus the term coined for such populations
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is the “Sandwich Generation” [159].

Towards the goal of automating homes to make human lives easier and more com-
fortable, automation efforts were initiated as early as the 19th century [51], where home
appliances were designed to automate chores. Echo IV [263] was the rst smart device
that was used to manage shopping lists, control the home temperature and humidity, and
provide tips for cooking. With technological advancements such as micro-controllers [292]
and transistors [266], and reductions in costs required for instrumenting homes with sen-
sors, new application elds of computing — such as smart home automation — became a
possibility.

A few of the smart home automation systems developed in prior research are: MavHome
[78], GatorTech [126], and The Ambient Kitchen project [233]. MavHome [78] is set up
with the goal for the environment to understand the resident's activities and respond ac-
cordingly to assist them in their daily living routine. GatorTech [126] (an extension of the
Matilda Smart Home [277]) created an actual live-in environment aimed at assisting older
individuals and those with special needs. Similarly, the Ambient Kitchen project [233]
aimed at developing a high- delity prototype by instrumenting objects used in the home,
to design applications that assist in everyday environments.

During the early 2000's there was a push from the industry towards automating smart
homes and a number of appliances were developed that aided in this automation process.
This was possible due to the advent of technology that aimed at making smart homes more
accessible, engaging, and helpful to their end users [288, 289, 106]. With recent advance-
ments in loT-based technologies and cloud computing practices, there is a renewed interest
in research and development efforts. The focus has also now shifted towards private home
automation. With the increasing number of smart home devices and vendors, sophisticated
industry standards and platforms, and the number of assistants embedded in the environ-
ment, interest in developing smart home-based devices is evident.

Designing HAR systems is made possible through the availability of data repositories
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such as the CASAS smart home datasets [75], and virtual smart home simulators such as
the Home 1/O simulator [245] or the VirtualHome simulator [249, 186, 250, 182]. Smart
homes in the CASAS data repository are aimed at identifying analysis procedures that
aid in discovering user patterns [75]. With advances made in machine learning and data
analysis techniques, it has become possible to analyze data collected in such environments

[257].

2.2 Activity Recognition in Smart Homes

Human Activity Recognition (HAR) is the process of identifying and classifying physical
activities performed by individuals based on data collected from various sensing mecha-
nisms [109]. A smart home is equipped with many sensors and actuators to detect move-
ment within the home, and to identify interaction with objects, devices, and appliances. All
such devices, sensors, actuators, appliances, and objects in the home are interconnected
through communication protocols [37] (Figure 2.2).

To utilize the services provided through the smart home, it is essential for the home to
understand and recognize the activities of the residents. Activity Recognition systems in
smart homes are typically designed and deployed to provide such recognition capabilities.
Through the process of logging identi ed daily living activities, changes in regular routines
can be indicative of health-related concerns that can be used to inform residents and their
caregivers [9, 75, 137, 248, 301, 313]

Sensing modalities used to detect movement in smart homes majorly belong to either
vision-based or sensor-based systems. Vision-based approaches use perception-based sens-
ing mechanisms, also known as optical sensors, to capture data for analysis [81, 30]. These
optical sensors aid in the collection of 2D images, 3D images, and video data. The use of
depth video-based HAR designed for elderly health care monitoring utilizes skeleton joint
features to analyze behaviors and their changes therein [161], and a depth silhouette-based

human activity recognition system has been used for real-time logging of performed activ-
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ities [145]. However, this sensing modality comes with privacy concerns, where residents
may not be willing to accept the information collected through the vision-based sensing
mechanisms [286, 168].

Sensor-based HAR systems comprise on-body or wearable sensing [234], sensors placed
on objects [183, 233], and ambient or in-the-environment sensors[108]. HAR methods
involve the use of various interconnected sensors and devices to monitor and analyze a
resident’s activities or behaviors. Since these modalities either record data through state
changes (ambient sensors) or more continuous-valued data (wearables), the data recorded
provides for a time-series analysis problem. The sensor-based HAR system is less privacy
intrusive and has thus been widely accepted to monitor the activities of daily living [139,
56].

Developing HAR procedures for smart homes can be broadly categorized into tradi-
tional approaches and deep learning-based approaches. While traditional approaches rely
heavily on hand-crafted feature extraction and selection, deep learning-based approaches
adopt an end-to-end approach requiring minimal human intervention — but often signi -
cant amounts of labeled training data. Most such activity recognition systems employ a

“segment- rst and then recognize' processing approach as outlined below [187, 40].

2.2.1 Activity Segmentation

The data collected in smart homes is obtained through recording the values of sensors that
are used to capture the way residents interact with their respective environments. Record-
ings that capture the actions and interactions of the resident are then used to analyze the
activities of daily living of the resident [81, 168, 37].

Since ambient sensors record state changes, the time series data recorded results in an
irregular sampling rate, which is unlike data recorded from wearables or videos, where
data collected from these modalities have a more consistent sampling rate. To identify the

points in time where behavior changes occur in the time series analysis problem, algorithms
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belonging to the family of Change Point Detection (CPD) methods are used [16]. A number
of CPD-based methods have been applied to segment time series data into activities of
interest — also known as 'Activity Segmentation’. Algorithms are developed to identify
the activity segments automatically, and then the activity in those segments is identi ed
through a recognition procedure [156]. Real-time activity recognition can be essential
when identifying activities that require immediate care, such as fall detection [342], or
to automatically log behaviors for health monitoring. Some CPD methods developed are
suitable to provide real-time activity recognition systems, whereas others recognize activity
segments after a delay from the time of occurrence. Different windowing procedures have
been compared in [251] to estimate activity boundaries.

Identifying explicit windows (EW) corresponds to the 'pre-segment’ technique [76,
335] where a given window contains all the sensor events corresponding to a given activity.
Annotations are required to identify the beginning and end points of the activities of inter-
est. When no such annotations are available, change points corresponding to when changes
occur in activities are identi ed using statistical and probability-based measures described
in [17, 19]. In order to perform activity recognition, it becomes essential to identify all
segments corresponding to the activity instances, since the whole segment is used to pre-
dict a given activity. Thus it is not straightforward to use the 'pre-segment’ technique in
real-time analysis. For real-time analy3isne Window (TW) where windows span over
speci ¢ duration of time [153, 207, 116, 118, 11Bensor Event Window (SEW\vhere
windows span over speci ¢ number of sensor event triggers [167, 18] is used. Although,
the time-based windowing technique is favorable for regularly or continuously sampled
data over time, commonly used with wearable sensors, data collected through ambient sen-
sors can be sampled at regular intervals through a forward- lling procedure. In both cases,
however, identifying the ideal window length of the sliding window can be challenging and
requires domain-speci ¢ knowledge to estimate the window length [178].

Heuristic approaches such as rules, thresholds, and dissimilarity measures between win-
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dow embeddings have been used to identify window lengths dynamically, throDgh a
namic Windowing (DWhechnique [6, 207, 33]. Thieuzzy Time Windows (FTVépproach

[207] employs encoding methods to transform multivariate binary sensor sequences into
feature representations over de ned time intervals, producing a binary matrix that captures
state transitions for each sensor.

This dissertation adopts a sensor event window-based segmentation strategy to model
action units, which serve as the foundation for the motif discovery processes detailed in
chapter 4 and chapter 5. Activity segmentation in smart home environments is particu-
larly challenging due to the inherent noise in CASAS datasets—especially stemming from
the ambiguous labeling of the "Other' class—and the complex nature of in-home behav-
iors, where ne-grained activity labels are frequently unavailable. As a result, segmen-
tation methods based on recent embedding-driven techniques tend to suffer from over-
segmentation and inaccuracies in identifying true activity boundaries. Additionally, time-
and entropy-based segmentation algorithms, such as ESPRESSO [85], are not well-suited
for smart home data streams, which are characterized by non-uniform sampling rates and
highly variable activity durations. To address these limitations, this work introduces motif-
based and structural constructs-based methods — which capture temporal and structural

aspects of activity streams — to robustly detect and model activities of interest.

2.2.2 Activity Recognition

Pattern Classi cation Approaches:

A survey on HAR in smart homes divides recognition approaches int&nowledge-
Driven Approaches (KDA); and) Data-Driven Approaches (DDA) [37]. Analysis proce-
dures use contextual knowledge such as location, time, and frequency of activities, spatio-
temporal information, and interactions of residents with objects [58, 37]. Such procedures
have been termed KDA approaches and require the knowledge of domain experts to de-

sign the system [37]. Complementary to this kind of analysis is DDA Approaches, where
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statistical models are built using the data recorded in the smart home. These require large
amounts of annotated data to learn probabilistic machine-learning models, such as Hidden
Markov Models, K-nearest neighbors, etc., that can recognize the activities of residents.

[37, 74, 93].

KDA-based methods construct activity models using domain-speci ¢ knowledge de-
rived from observed behaviors and routines. These approaches (as identi ed in [37]) are
typically categorized intd) mining-based [242]ji) logic-based [61]; andii)) ontology-
based methods [58]. Ontology-based techniques leverage semantic relationships between
activities and objects, enabling contextual reasoning and explicit modeling of domain knowl-
edge, and are used to build context-aware applications [57]. However, these methods of-
ten require extensive domain expertise, complete prior knowledge, and face challenges in
adapting to new environments.

DDA-based approaches apply probabilistic and statistical reasoning through supervised
and unsupervised learning to model smart home activity from sensor data. These models
can classify unseen data and are robust to noise, uncertainty, and incomplete inputs. Super-
vised methods, however, require clean, labeled data for training [37]. Common algorithms
include K-nearest neighbors, random forests [279], HMMs, CRFs, and SVMs [74], with
SVM classi ers also used to distinguish or identify residents based on behavioral patterns
[59]. Advanced further employ multiple kernels [97] or complex probabilistic models such
as Bayesian networks [224] and Gaussian mixture models to estimate temporal activity
likelihoods [79].

While both KDA-based and DDA-based methods are capable of constructing activity
models, the personalized nature of smart home environments, characterized by resident-
speci ¢ behaviors, necessitates either comprehensive domain knowledge or large amounts
of annotated data [58]. Consequently, developing accurate activity models often depends
on the availability of expert input or extended periods of data collection to obtain suf -

cient labeled examples. In this dissertation, | employ DDA-based approaches, where the
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activity recognition model is quickly initialized based on early movement patterns and is

continuously re ned to adapt to evolving resident behaviors.

Features / Representations:

Classifying sensor data into daily activities relies heavily on effective feature extraction,
which is broadly categorized into handcrafted and automatic approaches. Handcrafted
features are manually designed over data segments, incorporating temporal (e.g., time of
day, activity duration), spatial (e.g., location), and contextual (e.g., past activity) aspects
[69, 76]. Some studies enhance these features using probabilistic models like HMMs or
Bayesian networks to generate unsupervised probability features, which are then classi ed
using traditional algorithms such as SVM or Random Forest [336]. Earlier methods fo-
cused on identifying and clustering optimal sequence patterns through repeated iterations
before classi cation [76, 37]. With the rise of deep learning, high-level features can now
be automatically extracted from raw data using unsupervised methods, enabling end-to-end
learning without manual feature engineering [94, 143].

Convolutional Neural Networks (CNNs) have been used in activity recognition for their
ability to capture local dependencies and scale invariance. Techniques include transforming
activity sequences into binary or color-encoded images for 2D CNNs [107, 298], gray-scale
images to re ect sensor activation duration [216], and using 1D CNNs directly on raw se-
guences to extract high-level features [285]. Autoencoders offer an unsupervised method
for learning compressed representations of input data, with denoising autoencoders shown
to extract meaningful features [28, 320]. Sensor data representations include binary (pres-
ence of activity) and numerical (frequency of sensor rings) formats [152]. Additionally,
sequence models like Activity2Vec [104] leverage Seq2Seq model architectures [296] to
encode sensor event data in an end-to-end learning setup.

Deriving inspiration from the NLP domain, there is a recent interest in obtaining fea-

tures where the context of the sensor event trigger is also considered. In [40], a Word2Vec
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model is used to construct the feature vector corresponding to a given activity segment.
Similarly, work in [39] uses embedding procedures such as ELMo and BERT to learn rep-
resentations that also account for the temporal series nature of data gathered in the smart
home.

Graph Attention Networks (GATs) have gained traction for representation learning
across domains due to their ability to model complex relational structures [349]. In the
context of human activity recognition, activity sequences are transformed into sequence
graphs, where nodes represent events and are connected based on temporal or contextual
dependencies [180]. These networks aggregate information from neighboring nodes using
an attention mechanism, which assigns varying importance to each node's contribution to-
ward the representation of a target node. For instance, [338] models sensor events as graph
nodes, with edge strengths encoding interaction intensity; the proposed GAT then learns
spatiotemporal dependencies via location- and time-aware attention mechanisms, followed
by convolutional and fully connected layers to classify the activity.

Recent works have shown the use of self-supervision-based approaches on data col-
lected in ambient settings. Self-supervised learning is a powerful technique that allows for
extracting feature representations from large amounts of unlabeled data. The overall pro-
cedure in self-supervision consists of two stagesesigning the pretext task for learning
robust feature representations; aijjdhe ne-tuning procedure on downstream tasks aimed
at transferring the knowledge learned from the pretext task to speci c tasks by ne-tuning
the features. Broadly, there are two approaches to self-supervised leayr@ugitrastive
learning: where the aim is to distinguish between similar and dissimilar data points within
the input data; and) Non-contrastive learning: where only positive samples are used to
learn the feature representations — the model is aimed at bringing the original data point and
its augmented version close. No negative data points are used during the learning process
[53, 54].

One such contrastive learning procedure has been employed to learn a good representa-
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tion space in ambient settings — SIMCLR [62], a popular contrastive learning approach that
uses three major components to learn good representaijamsng appropriate data aug-
mentationsji) making use of a non-linear transformation layer also known as a projection
head; andii) optimizing the contrastive learning loss over larger batch sizes and training
steps. This learning procedure does not require a memory bank or specialized architectures
to learn useful representations. SImMCLR has been extensively used in time-series analysis
problems and has shown promising results [337, 282, 217, 123]. The usefulness of utiliz-
ing a modi ed version of SIMCLR in ambient settings has shown promising results [53].
Unlike using raw data samples to learn robust representations, hand-crafted features are
extracted from raw ambient data, which are then utilized to learn the representation space.
The encoder is designed to be speci c to the recognition task, however, in the case of smart
homes, an encoder consisting of two layers of CNN followed by one layer of LSTM, and
the projection head containing three fully connected layers, is utilized.

| provide a brief overview of the features engineered for my work as utilized in this
dissertation. In chapter 4, | use the BERT (Bidirectional Encoder Representations from
Transformers) embedding technique to learn embeddings with a speci ed context window.
It uses a Transformer-based attention mechanism [316] to capture contextual relations be-
tween words. In this work, each sensor event in a window is treated like a word, with
the window itself representing a sentence. | use the Masked Language Modeling (MLM)
approach, masking 15% of events and training the model to predict them, helping to learn
sensor event co-occurrence patterns.

| also contributed to a work that uses Textual Descriptions of Sensor Triggers(TDOST)
as a feature representation technique that converts raw sensor data in smart homes into
natural language sentencescorporating contexts like sensor location, type, and tempo-
ral information. These sentences are then encoded using pre-trained language models to
createtextual embedding&nabling the transfer of HAR models across different home lay-

outs without retraining. The TDOST approach includes variants such as TDOST-Basic,
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TDOST-Temporal, TDOST-LLM, and TDOST-LLM+Temporal, which vary in the granu-
larity of the context captured. A feature encoder and classi cation layer further adapt these
embeddings for activity recognition, ensuring layout-agnostic recognition by utilizing read-
ily available meta-information like oorplans and sensor speci cations, while keeping the
model weights frozen during inference in target homes. The TDOST-Temporal represen-
tation of the sensor event triggers in homes forms the basis of my work that identi es

underlying structural constructs that constitute complex activities observed in homes.

Classi cation:

Human activity recognition in smart home environments involves identifying behavioral
patterns from sensor-generated time-series data, which is often irregularly sampled [37].
Early approaches relied on statistical frameworks like Hidden Markov Models (HMMs)
[74, 77] and probabilistic graphical methods such as Dynamic Bayesian Networks (DBNSs)
[244] to model the spatial and temporal dynamics of resident activities. In recent years,
recurrent neural networks (RNNs) have gained popularity for handling input sequences of
variable length without requiring xed-size windows. However, standard RNNs face lim-
itations in capturing long-range dependencies due to vanishing gradients [31]. To address
this, more advanced architectures such as Long Short-Term Memory (LSTM) networks
[111] and Gated Recurrent Units (GRUSs) [71] have been introduced, offering improved
capacity to retain information over extended time intervals.

Sequential models, particularly Long Short-Term Memory (LSTM) networks, have
been widely adopted for activity recognition tasks [187, 95]. Several studies demonstrate
that LSTMs outperform traditional machine learning methods such as Naive Bayes, Hidden
Markov Models (HMM), and Conditional Random Fields (CRFs) [287, 279]. Enhance-
ments to LSTM architectures, including the integration of attention mechanisms [238] and
fuzzy temporal windows [207], have been proposed to further improve recognition accu-

racy. Fully Convolutional Networks (FCNSs) have also been utilized to extract discrimina-
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tive features from word-like sequences derived from sensor triggers, enabling joint learning
of data representations and activity labels. Additionally, pre-training techniques have been
employed to generate semantically rich embeddings that bene t downstream recognition
tasks [38]. However, these approaches typically rely on pre-segmented activity data, which
limits their direct applicability in real-world, continuous deployment scenarios.

Human activity recognition (HAR) remains a challenging task due to the complex, hi-
erarchical, and often overlapping nature of activities [37]. Activities typically comprise
sequences of sub-activities, which has led to ontology-based and hierarchical modeling
approaches such as Hierarchical Hidden Markov Models to capture multi-level dependen-
cies [136, 25]. Recent models also leverage context-aware, embedding-based techniques
to incorporate the surrounding contextual information of sensor events [243, 87, 316]. Ad-
ditional complexities arise from interleaved or concurrent activities and multi-resident en-
vironments, both of which have been addressed through multi-label classi cation using
ontologies, RNNs, and other deep learning architectures [271, 184, 11, 310]. Approaches
including MLPs, CNNs, LSTMs, GRUs, and hybrid, have been explored to determine the
most effective con gurations for analyzing time-series sensor data in smart homes [223,

37].

2.2.3 Motif basedHAR

Identifying re-occurring patterns, also known as motif discovery, in time-series data is an
extensively studied and researched problem [70, 83, 211, 312]. The aim is to nd frequent
unknownpatterns in a time series without any prior information about their location or
shapes. Motif discovery is a popularly used technique in genetics that focuses on identify-
ing DNA sequence motifs in the upstream regions of genes that are co-expressed [293].
Several methods have been proposed to detect recurring sub-sequences within noisy
data while satisfying both temporal and spatial constraints, notably leveraging approaches

such as Matrix Pro le and Random Projection [211]. The Matrix Pro le framework con-

24



sists of two fundamental elements: the distance pro le and the pro le index [199]. The
distance pro le represents a vector comprising the minimum Z-normalized Euclidean dis-
tances, whereas the pro le index indicates the position of the nearest neighboring sub-
sequence, capturing the index of the most similar match. These methodologies are typically
applied to time series data that have undergone discretization, commonly through tech-
niques like Symbolic Aggregate Approximation (SAX) [138]. TkxBest Motif Discovery
(kBMD) approach employs multiple iterations of sliding windows with varying lengths to
identify motifs of diverse sizes, eliminating the need to specify motif length in advance
[230]. To enhance ef ciency, several optimizations have been introduced to reduce the
computational complexity of motif discovery, with advancements bringing it down from
exponential [220] to linear time complexity [188].

A separate approach is to mine frequent patterns in the time series data, using the Apri-
ori algorithms [344, 91]. Prior work treats each occupancy episode as a transaction, from
which the sensor events that co-occur frequently are mined. Using a bottom-up approach,
the super-sets are obtained based on the support threshold which is pre-determined [138].

Motif discovery followed by activity detection has been employed as a key component
in unsupervised activity recognition, within industrial environments such as factory set-
tings [332]. Activity recognition is facilitated by capturing temporal dependencies among
multiple motifs that recur throughout each work cycle. Two primary motif types are dis-
tinguished: period motifs and action motifs. A period motif denotes a unique segment that
appears once per cycle, whereas an action motif is characterized by segments that repeat
multiple times within the same period [332]. Minnen et al. introduced a method known
as Sub-sequence Density Estimation (SDE) for discovering such motifs [210, 212]. In the
context of video data mining, similar structural representations are extracted by detecting
recurring video segments that share consistent statistical properties, akin to motif identi -
cation [333]. This process utilizes hierarchical hidden Markov models (HHMM) to model

the temporal structure. The SDE algorithm partitions datasets into sub-sequences and iden-
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ti es high-density regions in this sub-sequence space [4]. These high-density areas, termed
motif seeds, correspond to semantically meaningful patterns.

Compression-based motif discovery techniques leverage the idea that repeated patterns
within a sequence make it more compressible. By identifying sub-strings that contribute
signi cantly to data compression, these methods can effectively uncover recurring motifs
without prior assumptions about motif length or structure. These techniques are particularly
useful for analyzing time series data, offering a scalable and unsupervised approach to
motif detection. Their ability to reveal both exact and hierarchical patterns makes them a
powerful alternative to traditional statistical methods [35, 32].

This dissertation focuses on identifying relevant sequences for activity recognition us-
ing motif discovery, where motifs represent activity models. Motifs in this work are identi-
ed using through the following design choice$:action units (20 sensor event windows)
constitute the smallest unit of a motiify motifs have to be 2 in length;iii) motifs should
occur 5 times;iv) motifs should be homogeneous in the activity label; @nihotifs are
identi ed through a majority voting to ensure these models are strong predictors of a given
activity. Since motifs corresponding to varying lengths, that satisfy the above conditions,
are identi ed, a motif merge procedure as illustrated in Figure 4.2 is used to obtain the nal
motif model for the recognition procedure. Due to the constraints imposed by conditions
(i), (iv), and(v), the number of identi ed motifs decreases as their length increases. These
sequences are used for recognition during the bootstrapping phase and are later extended
through an update procedure to cover larger segments of the activity sequence.

The previously described compression-based motif discovery approach requires evalu-
ation within the context of smart home environments. Furthermore, the method proposed
in this work can be applied to alternative application domains to assess its generalizability

across different types of time series data.
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2.2.4 ContinualLearning

Most Human Activity Recognition (HAR) systems developed for smart home environ-
ments rely on of ine supervised learning methods, utilizing either train-test splits or cross-
validation techniques to build their recognition models [45, 121, 173, 303]. These method-
ologies typically assume a consistent data distribution between the training and testing
phases [3, 246]. However, such assumptions may not hold in dynamic, real-world settings
where systems must adapt over time to accommodate new activities and shifting behavioral
patterns [84, 146, 147].

Continual learning aims to enable systems to learn from a continuous stream of data,
progressively accumulating knowledge and leveraging it for future learning scenarios [66].
Deep learning-based continual learning approaches [84, 88, 115] are broadly categorized
into regularization-based methods, rehearsal-based strategies, and techniques involving dy-
namic architectural modi cations of neural networks [146, 147]. A signi cant challenge
faced by Deep Neural Networks in this contextcstastrophic forgettingwherein the
model's performance on previously learned data deteriorates when it is updated with new
data [110, 155, 258]. To counteract this, replay-based techniques have been employed to
retain prior knowledge [2, 125, 267]. Initial research in continual learning predominantly
explored constrained paradigms such as task-incremental and class-incremental learning,
where tasks and activity classes are prede ned by experts and introduced incrementally
[15, 96, 265]. More recently, data-incremental learning approaches, supervised and un-
supervised, have emerged, wherein the system continuously updates itself by processing
online batches of data [302].

Much of continual learning research relies on prede ned tasks, where data streams are
partitioned into discrete segments, each marked with a task identi er [165, 185, 346, 13,
172, 341]. Replay-based approaches preserve prior knowledge by storing or generating rep-
resentative samples. GEM [197] enforces performance retention via constrained gradient

updates, while ICARL [265] uses knowledge distillation [127] and exemplars to approxi-
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mate class means.However, these methods typically depend on task identi ers, which are
unrealistic in real-world streams. Prototypical approaches [124, 122] often X prototypes
across tasks, leading to drift, whereas updating prototypes with all stored exemplars offers
a more adaptive alternative.

Recent research has increasingly focused on task-free, online data-incremental learn-
ing paradigms [14]. Notable examples include Reservoir sampling [318], MIR [201], and
GSS [15], each proposing distinct strategies for managing replay memory. iCARL incre-
mentally maintains class-speci c exemplars to approximate feature space means. Another
major direction in continual learning is parameter isolation [84], where different data seg-
ments are assigned distinct parameter subsets. Traditional task-incremental approaches
rely on task identi ers for parameter allocation [202, 280], while recent methods address
data-incremental learning by enabling dynamic model expansion. For instance, CURL
[260] utilizes a multi-component variational autoencoder with generative replay to support
unsupervised, task-agnostic adaptation. Similarly, CN-DPM leverages a Dirichlet Process
Mixture Model to allocate data subsets to expert modules on the y [175].

The work in this dissertation uses the conceptual underpinnings of the continual learn-
ing paradigm to identify activities in the home over time. During the update procedure,
| employ a data-incremental procedure [324, 176, 113], that includes forward chaining to
learn increased number of action patterns and a self-supervision based module to improve
the segmentation accuracy corresponding to the activities identi ed in the initial bootstrap-

ping phase.

2.2.5 Activity Discovery

Activity discovery is the process of detecting previously unseen or infrequently occurring
activities. ldentifying such patterns is critical for applications such as fall detection or
monitoring behavioral shifts indicative of health concerns [272]. Such changes are broadly

classi ed as either pro ling-based or discriminatory-based. The pro ling-based approach
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entails learning normal behavior patterns and agging deviations as anomalies, whereas the
discriminatory-based approach involves learning from labeled anomaly data and identify-
ing similar patterns in new observations [27].

Anomaly detection is categorized into three fundamental types. The rst is point
anomalies, where individual data points are classi ed as anomalous based on a prede ned
threshold criterion. The second is contextual anomalies, which incorporate contextual in-
formation such as temporal or spatial factors to assess abnormality. Third is collective
anomalies, where a group of data instances exhibits anomalous behavior collectively, even
if individual elements appear normal [27]. Any one or a combination of these anomaly
types may occur in home environments.

Methods to detect anomalies in smart homes can be classi ed broadlyi)ir@tatisti-
cal methodsii) Distance-based methods) Domain-based methods;) Reconstruction-
based methods; and Hybrid methods. In statistical approaches, a data point is regarded
as anomalous if it appears within a low-density region of the training data distribution. This
category includes both parametric models—such as Gaussian Mixture Models (GMM) and
Hidden Markov Models (HMM)—and non-parametric techniques like histograms. These
methods leverage features like the frequency of activity occurrences at speci ¢ locations
to identify deviations from typical behavior patterns [27]. Additionally, temporal attributes
including activity start times, durations, and the sequential organization of daily routines
are employed to detect anomalous events [27, 272].

Distance-based approaches classify an item as anomalous if its closeness to neighboring
points signi cantly deviates from its proximity to other instances within the dataset. How-
ever, the effectiveness of these methods relies on selecting an appropriate distance metric
tailored to the characteristics of the training data [284, 272]. Domain-based methods con-
struct a decision boundary that encloses the normal data instances, with any points falling
outside this boundary identi ed as anomalies. The performance of these methods depends

on selecting an appropriate feature scaling technique. Additionally, the presence of outliers
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in the training set can signi cantly impact the positioning of the boundary [272]. Tech-
niques commonly used in this context include Support Vector Data Description (SVDD)
and One-Class Support Vector Machines (OCSVM) [283, 339].

Reconstruction-based methods detect anomalies by comparing reconstructed data with
original observations; an instance is deemed anomalous if the reconstruction error exceeds
a prede ned threshold. Previous approaches utilized self-organizing maps (SOMs), incor-
porating features such as the time of arrival at a location and the duration of stay. These
SOMs were trained on normal behavioral data to form clusters representing typical activity
patterns, with instances falling outside these clusters identi ed as anomalies [229]. The
effectiveness of reconstruction-based approaches is in uenced by the choice of modeling
hyperparameters. Hybrid methods integrate multiple techniques from the aforementioned
categories to enhance anomaly detection, often combining models such as Hidden Markov
Models (HMMs) or Gaussian Mixture Models (GMMs) with fuzzy logic-based frameworks
[272].

Prior studies have examined datasets that included individuals classi ed as either cog-
nitively healthy or exhibiting mild cognitive impairment (MCI). Supervised learning al-
gorithms such as Logistic Regression, K-Nearest Neighbors (KNN), and Random Forest
were employed to distinguish between these two groups [241]. Synthetic anomalies, such
as extended periods of inactivity or deviations from routine behavior, were introduced into
the dataset, and models were trained to detect the majority of these arti cially generated
anomalous instances [229]. A key challenge in activity discovery lies in distinguishing
genuine anomalous instances from shifts in behavioral patterns or concept drifts, which

should instead be accommodated by adaptive modeling techniques [27].

2.3 Annotation as a Resource

Supervised training approaches require large amounts of annotated data to achieve reason-

able performance [144]. However, obtaining annotations for building activity recognition
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systems in smart homes is often an expensive endeavor, one that requires the time, effort,
and expertise of the human providing the annotations. As elaborated in [130], the per-
formance of a machine-learning-based activity recognition system typically increases with
an increase in the investments of resources in the system — including annotations. In this
dissertation, the initial activity recognition models start with passively observing the en-
vironment and hierarchically building knowledge. This procedure helps in reducing the
burden of obtaining annotations for all data points and yet reaches acceptable performance
scores [130]. In the maintenance and update procedure, the portions of data not covered by
the initial procedure [128] are identi ed and relevant portions are queried to improve both
performance scores and segmentation accuracy corresponding to activities of interest.

In what follows, | detail ways to obtain annotations.

2.3.1 Self-ProvidedAnnotations

The annotation collection procedure involves either an expert annotator or the participants
themselves, who analyze their movements retrospectively. A self-reporting method, Eco-
logical Momentary Assessment (EMA) [140, 141, 291], allows obtaining user input in
real-time or with some delay. Such requests for annotations can cause user frustration,
cognitive load, and privacy concerns which could lead to discontinuation of the system

[295, 255].

2.3.2 InterruptingUsersfor Annotations

A complementary area of research is in identifying optimal ways of querying users for
annotations in non-disruptive ways. If excessive queries are posed to the user, they may
cause interruptions to daily living which may lead to a decline in user compliance [140].
Additionally, other data sources such as video and audio data [52, 137, 170, 248, 313],
are collected to obtain annotations at a later point through the manual annotation process,

which face challenges of synchronization and storage [247]. Throughout this work, | as-
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sume the use of self-provided annotations from the residents of the smart home to obtain

labels for activity instances occurring in the home.

2.3.3 Active Learning

Developing and designing robust large-scale activity recognition systems usually requires
huge amounts of labeled instances of data [343, 173]. However, a semi-supervised paradigm—
Active Learning—uses a human-in-the-loop [281], aimed at providing comparable perfor-
mance scores to baseline supervised learning paradigms by reducing the requirement of
large amounts of annotations.

The goal of the active learning procedure is to provide annotations for limited amounts
of relevant and informative data points, and comprises two essential compor)ets:
sampling strategy, i.e., the schedule through which data points to be annotated are picked
from the unlabeled dataset; aiidthe query strategy, i.e., a heuristic function used to eval-
uate the unlabeled data points and identify those that have to be labeled next. Obtaining
self-provided annotations is a variant of the active learning paradigm, where the annotator
identi es the data points to label. Two major categories of active learning exist as summa-

rized in what follows.

Pool-based Active Learning

Pool-based sampling is bene cial for tasks where large samples of unlabeled data and a
small labeled dataset are available [281]. A classi er is trained on the small labeled dataset,
after which a sampling strategy utilizes this classi er to identify data points to be queried.
Samples based on “informativeness” criteria are picked to be labeled, where this criterion
is quanti ed based on a user-selected metric, e.g., entropy-based information criteria. Stop-
ping criteria can be employed to notify the classi er to stop querying for additional data

points [2].
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Stream-based Active Learning

Stream-based active learning relies on selective sampling [213, 281], which is usually ben-
e cial in an online setting, where a decision has to be made based on the designed query
strategy on whether or not to query for the incoming stream of data. Such a decision can be
based on probabilistic measures or con dence estimates of the classi er, such as using the
a-posterior probability [72]. Recently, reward-based estimates have been used to generate

the query decision to obtain an annotation from the oracle for a given data point [80].

Budget-based Active Learning

Active Learning is constrained in the number of data points that are queried based on:
i) budget spending strategies; aijdthe number of cycles utilized to spend the budget.

Budget refers to the limited number of annotations to be gathered from the end users or
annotators. The utilization of budget is a parameter that is generally pre-determined and
adjusted based on the performance expected from the active learning system. Different
budget spending strategies (uniform random, uniform constant, upfront, and exponential),

with varying budgets allocated (small, medium, large) are explored in prior work [214].

Active Learning in Smart Homes

Prior works have explored uncertainty-based active learning in smart homes, where obtain-
ing data streams for a long duration of time is made possible by installing ambient sensors
in the environment. Various query measures and strategies, such as expected entropy, least
con dent sampling, and margin sampling, are applied on datasets collected in smart homes
such as CASAS [75], and ARAS [9]. The bene ts of using such traditional strategies have
been previously explored [26, 10]. The AALO framework, developed by Hoque et al., com-
putes occupancy episodes based on the location, which are further clustered [138]. These
clusters, which are deemed to consist of homogeneous activity sequences, are queried for

rather than individual data points [138, 154].
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2.3.4 Cluster-then-LabeApproach

A common semi-supervised approach involves identifying clusters of data that can be
queried [330]. Agglomerative clustering approaches along with one-class SVM classi ers
are used to identify data points that are informative. Similarly, the encoder-decoder network
used for representation learning is jointly learned with the nearest neighbors classi cation
model over video datasets [179]. The few-shot learning procedure utilizes the concept of a
support set [331]. These support sets queried from each of the identi ed clusters are then
gueried for labels — since this relaxes the constraint of either having to obtain a large set of
labels from the users or assuming that the identi ed clusters are homogeneous, an assump-
tion made in prior works. This is possible through the use of a maximum likelihood model

used for learning the most likely cluster-to-class mapping.

2.4 Large Language Models for Ambient Sensing

The use of large language models in HAR for ambient settings has grown over the past few
years primarily due to their capability to analyze contextual information and the ease of
interactions with them through the language as a modality. ADL-LLM [73] and TDOST
[306], use descriptions of sensor event triggers, with semantic information like location,
and time of occurrence to predict activities in the home. Ultilizing the cluster-then-label
approach, authors in [102] rst cluster unlabeled data from the home; cluster samples are
then used to query LLMs for labels, which are eventually used for HAR model construction.
LLM capabilities have been extended to multi-resident homes, where they can distinguish
sensor streams corresponding to individual residents and then perform activity recognition
on these separate streams. A Seg2Res model is used to separate sensor events from differ-
ent residents using a sequence generation approach, and BiGRU+Q2L uses a Query2Label
multi-label classi er to predict multiple activities simultaneously [63]. The LAHAR ap-

proach [64] requires the LLM to separate the streams of data corresponding to the multiple
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residents in the home and then provide an activity label for the chunks of separate data
identi ed. Inspired by the CLIP-like approach [253], recent work builds an activity seman-
tic space that learns joint embeddings for I0T sensors and textual descriptions [350]. These
embeddings are then used to perform zero-shot recognition on unseen activity classes.

| brie y discuss the large language models used in this work, speci cally in chapter 6
of this dissertation. For the task of activity summarization, | use GPT-4 [1] and Gemini
[304] for the task of identifying structural constructs in activity sequences. GPT-4 is a large
language model developed by OpenAl, built on the foundation of the GPT (Generative Pre-
trained Transformer) architecture [316]. It is designed to engage in conversation, answer
guestions, generate text based on prompts, and perform various language-related tasks. The
recent version of the model now also comes with vision-language capabilities [1].

The model used in this work learns from large datasets of text, mostly internet-scale cor-
pora, allowing it to generate human-like responses across a wide range of topics. GPT-4's
architecture involves multiple layers of transformers [316], a neural network architecture
that has been particularly successful in natural language processing (NLP) tasks. The GPT-
4 model can generate coherent and contextually relevant responses. For identifying the
structural constructs, | use Gemini, a family of Large Language Models (LLMs) which is
the core technology behind several Google products [206, 305]. It is a powerful Al system
that is capable of understanding and responding to different kinds of information including
text, code, audio, images, and video. In this work, | use the Gemini Pro model. Several
Large Language Models like BERT [87], DeepSeek-R1 [112], Llama[309], etc. are yet to
be explored in the scope of the problem de ned in this dissertation and more generally for
assisting human activity recognition with ambient sensing. Further, LLMs have been used

to evaluate explainable models for HAR in smart homes in [98].
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2.5 Datasets

The explorations in this dissertation are based on publicly available datasets that are widely
used in the community, in which wireless sensor networks are used to observe the behav-
ior of smart home residents — speci cally, the CASAS smart home toolbox [75]. Ground
truth annotations are obtained through survey analysis and retrospectively from residents
in the home. These datasets are collected as part of the Center of Advanced Studies in
Adaptive Systems (CASAS), to provide health monitoring and intervention for residents of
smart homes. The CASAS smart home infrastructure utilizes three layers. The physical
layer contains hardware including sensors and actuators in smart homes. The architecture
uses ZigBee wireless mesh network, which communicates directly with hardware compo-
nents. A publish/subscribe manager governs the middleware layer, which provides services
such as adding timestamps to events, assigning universally unique identi ers (UUIDs), and
maintaining a site-wide sensor state. No personal identi ers are stored with the data [75].
For the work reported in this dissertation, | selected two popular single-resident datasets
CASAS-Aruba and CASAS-Milan, which are widely used in the literature (e.g., [40]). The
CASAS-Milan home also houses a pet. The presence of the pet leads to noisy data sam-
ples, thus increasing the dif culty of analysis for this dataset. The oor plans for both these
datasets are given in Figure 2.3. Data from CASAS-Milan and CASAS-Aruba is collected
for 219 days and 92 days, respectively, through ambient sensors whose (approximate) lo-
cations in the home are also included in Figure 2.3. Sensors comprise of Door (denoted
as D'), Motion(denoted asM’) and Temperature sensors (denoted®$ The Door and
Motion sensors are binary sensors corresponding to open or close, and on or off movements
respectively. Door sensors sense the opening and closing of doors (e.g., the front door near
the entrance), whereas motion sensors are used to sense movement in the vicinity of their
placement. Motion sensors, represented as red dots in the oor plans, can detect motion

in a localized area, whereas Motion sensors represented as radiating red areas can detect
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Table 2.1: Details of the three CASAS datasets used in this dissertation — Aruba, Milan,
and Cairo.

| Aruba | Milan | Cairo
Residents |1 | 1+ pet | 2+pet
Number of days | 219 | 92 | 56
Number of sensors 39 | 32 | 27
Type of sensor | Door, Motion, Tem-| Door, Motion, Tem-| Door, Temperature
perature perature
Activities Bed.to_Toilet, Sleep, Eat, Sleep, Work,
Sleeping, Relax| Kitchen Activity, LeaveHome,
Meal_Preparation, GuestBathroom, Bed.to_Toilet,
Work, Eating, House{ Read, Mas-| Take Medicine
Keeping, Respi4 ter BedroomActivity,
rate, EntetHome, | MasterBathroom,
LeaveHome WatchTV,
DeskActivity, Din-
ing_Rm_Activity,
Bed to_Toilet,
Take Medicine, Medi-
tate, LeaveHome

motion over the indicated wider area. The Temperature sensors record changes in tem-
perature observed in the smart home and do not capture movement information. To show
the usefulness of the procedures developed in this dissertation work, | extend the work to

CASAS-Cairo. The dataset is collected over 56 days, with two residents in the home and

a pet. Similar sensors corresponding to motion and door sensors used in the previous two
datasets have been used in CASAS-Cairo as well.

Approaches developed throughout this dissertation intend to learn and make use of
identi ed movement patterns of the residents and build higher-level features from them.
Temperature sensors are not informative for this procedure, hence | only use Door and
Motion sensors. Previous works [40, 114] have followed the same protocol of dropping the
Temperature sensors. Details corresponding to these datasets such as the number of sensors

and activities in each dataset are listed in Table 2.1.
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(a) CASAS-Aruba (b) CASAS-Milan

(c) CASAS-Cairo

Figure 2.3: Floor plans for Smart Homes: CASAS Aruba, Milan and Cairo (with permis-
sion from [75]).

2.5.1 DatasePre-Processing

From the recorded sensor data | generate sequences of sensor events through a sliding
window procedure, where each window comprises 20 consecutive sensor events. The pro-
cedure is detailed in Figure 2.4, which shows example inputs as it is processed by this

method.
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Figure 2.4: Data pre-processing used by methods described in this work. The gure here
illustrates the pre-processing used during the bootstrapping procedure. Activity labels are
not used when passively observing data, labels are requested for the identi ed patterns of
interest to obtain activity models. These activity models are then used for the evaluation
protocol during deployment.

In order to generate a sensor event | combine the values corresponding to the sensor and
its corresponding value. For example, the sensor event ‘'M004ON' is composed of sensor
ID "M004' and its corresponding value "ON'. A numeric value is generated corresponding
to each sensor event, similar to the mapping in [187]. The datasets contain markings at the
start and end of each activity. To generate the activity label of each window, a majority
voting mechanism on the activity labels is obtained over the sensor events in the window.
These activity labels are used when asking for labels through the active-learning procedure

and for evaluating the performance of the activity recognition system during deployment.

2.5.2 Quality of Annotations

One of the challenging aspects of developing activity recognition systems for smart home
environments is the lack of availability of good quality ground truth annotation. Smart
home residents respond to survey-based questions retrospectively, identifying the activities
and the time when they are performed. Annotators then generate ground truth annotations
through visual observation of sensor-event triggers. Thus, labeling of activities happens

retrospectively, which may not correspond to sample-precise annotations, to begin with.
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Also, for some activities, the contextual information, of which only the resident is aware,
factors into the decision-making process of the annotation to assign for a given period of
data. However, activity recognition systems lack access to such contextual information and
therefore face challenges in classifying activities with similar data patterns, such as those
detected by motion sensors, even when they are labeled differently. For example, activity
instances corresponding to "Sleeping' and "Bedoilet'. In the absence of contextual
information and on observing similar movement patterns, recognition of the activity is
complex if not impossible. Thus, throughout the work of this dissertation, | focus our

experimental evaluation on event-based analysis.
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CHAPTER 3
MOTIVATING BESPOKE HUMAN ACTIVITY RECOGNITION SYSTEM FOR
SMART HOMES

“Off-the-shelf” human activity recognition systems are desirable in smart homes since they
hold the promise to be deployable “as-is” and immediately into any environment not requir-
ing additional resources in terms of cost, effort, or time. However, given the individualized
settings and the idiosyncratic behaviors of residents, it is not realistic to assume that such
systems will work without the need for adaptation. Previous work [261] indicates that
these adaptive procedures require experts in the loop to determine sensor groupings based
on location and function, as well as to map similar sensor types between the source and
target domains. However, there are no guarantees of achieving optimal performance in the
target environment. Additionally, when the goal is to provide a functional system without
requiring sample-precise annotations, developing tailored HAR systems that cater to spe-
ci c home settings and individuals is crucial. This dissertation contributes to deriving such
“bespoke” systems because obtaining an “off-the-shelf” system is often hard to achieve, as
addressed in this chapter.

The work in this chapter was published in the Special Issue: Smart Sensing Technology
for Human Activity Recognition of Sensors (2023) [131] and in the Proceedings of the
ACM on Interactive, Mobile, Wearable, and Ubiquitous Technologies (2020) [130].

3.1 Application Scenario

An illustration of a typical application scenario for activity recognition in smart homes is
shown in Figure 3.1. It details the scenario in a smart home and the need for a functional
HAR system that addresses these. In the beginning (Scene 1), a resident moves into a new

smart home, with installed motion and door sensors to track movement patterns that are
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essential for activity monitoring. No actual HAR system exists at this time (“cold start”)
because “off-the-shelf” HAR systems will not work in highly individualized and situated
environments like a private home [128].

As such, an initial bootstrapping procedure is deployed that rst collects raw sensor
readings while the resident conducts their regular activities (Scene 2). This initial HAR
system focuses on detecting the most prominent or frequently occurring activities in the
home (e.g., ‘sleeping’ as shown in the Figure 3.1). However, it only identi es portions
of these prominent activities. To enhance the recognition procedure, longer segments of
these activities need to be detected. As a result, the HAR system is continuously updated
to capture extended activity segments with the smart home (Scene 4).

As the resident continues to live in the smart home, the model should also focus on
assessing activity routines. Routine assessment involves analyzing changes in the resident's
life at a higher level than just individual activity patterns (Scene 5). However, assessing
routines requires additional contextual information beyond the analysis of sensor event
triggers in the home [196, 171]. Therefore, | incorporate contextual knowledge into the

HAR procedure.

3.2 The Need for Bespoke HAR Systems

Many activity recognition systems have been developed for smart homes. A representative
selection is listed in Table 3.1. Analyzing these systems developed and validated on var-
ious smart home datasets provides insights into the complex and challenging application

scenario, which requires such systems to be developed for speci ¢ environments.
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Figure 3.1: A typical application scenario for human activity recognition in smart homes
[131].

3.2.1 LiteratureBasedAssessmenf HAR Systemdor SmartHomes

Table 3.1: Activity Recognition systems developed for smart homes.

Reference Category of | Activity Recognition System | Dataset(s)

HAR System

A sequential deep Event-based | Variations of sequential mod-CASAS

learning application analysis; eling techniqgues (LSTM's) datasets (Mi-

for recognizing hu- requires were used on event-based datan,  Cairo,

man activities [187] | annotated data instances Kyoto7,
Kyoto8,
Kyotol11)
[75]

Continued on next page
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Table 3.1 - continued from previous page

Reference Category of | Activity Recognition System | Dataset(s)
HAR System

Fully Convolu- | Event-based | A word2vec encoding is CASAS

tional Network| analysis; applied to  sensor-eventdatasets

Bootstrapped by requires based windows which arg(Aruba,

Word Encoding and annotated data then passed through a fullyMilan) [75]

Embedding for Ac- convolutional network for

tivity Recognition in classi cation

Smart Homes [40]

Using Language Event-based | Different embedding techr CASAS

Model to Bootstrap analysis; niques were used to obtajndatasets

Human Activity | requires learned features followed by(Aruba,

Recognition Ambi-| annotated data a sequential modeling proce-Milan, Cairo)

ent Sensors Based in dure (LSTM) on event-based

Smart Homes [39] data instances

Activity2vec: Requires A sequence-to-sequenceCASAS

Learning adl em- annotated data model was used to generatelataset

beddings from features corresponding to(HH101)

sensor data with raw sensor data and a ran{75]

a sequence-to- dom forest model was used

sequence model for classication on these

[104] generated representations

Continued on next page
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Table 3.1 - continued from previous page

Reference Category of | Activity Recognition System | Dataset(s)
HAR System
Enhancing activityy Requires A heuristic function (based CASAS

recognition  using annotated data on the probability density dataset (Apt
CPD-based activity function) followed by a] 101-130)
segmentation [18] dissimilarity-based approagh[75]

is used to identify chang

points. Features correspond-

ing to time-based features

(day of the week, hour o
the day, etc.), window-based
features (number of sensor
events, most recent sensor,
last sensor location, etc.), and,
sensor-based features (count

of events, elapsed time fqg

=

each sensor since last event)

are used. A random forest

based modeling procedure

117

is employed to perform thg

classi cation

Continued on next page
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Table 3.1 - continued from previous page

Reference Category of | Activity Recognition System | Dataset(s)
HAR System

Using Ontologies in Requires Ontology-based activity PlacelLab

case-Based Activity domain recognition system, using[142]

Recognition [166] | knowledge ruled Case-based reasoning,
where the information gained
of each feature for a given

activity is used to provide the

(1%

predictions

Activity recognition| Requires Features corresponding tdSmart Home
on streaming sensgrannotated data weights of sensor events, timelestBeds -
data [167] decay, and mutual informa-B1, B2. B3
tion are used over generated76]

sliding windows to mode
contextual information. An
SVM-based classi cation

model is employed.

MavHome: An| Requires Episode Discovery Algorithm MavHome
Agent-Based Smart domain that identied signicant| [78]
Home [78] knowledge episodes in the sequence [of

patterns mined

Although the recognition scores achieved by the systems in [187, 40, 39] from Table 3.1
are high, such systems are not ideal for providing HAR solutions because they rely on
event-based windows, requiring knowledge of the start and end times for each activity

sequence. When applied in smart home scenarios, these systems necessitate the resident's

46



input for activity boundaries, which can be cumbersome. The resident would either need to
stay continuously engaged with the system to provide real-time boundaries or provide this
information retrospectively.

Another limitation of the aforementioned approached is that, although they report rea-
sonable scores for the activity recognition task, the evaluation metric used is the —misguiding—
weightedF1-score or F1-scores calculated after excluding the "Other' or "Null' class from
the analysis— that may not provide a fully accurate assessment of the system's performance.
The use of this metric falsely suggests satisfactory performance of the analysis procedure,
since it weighs the activity class that occurs more often than those that occur less frequently.
However, in the context of the CASAS datasets used for analysis, there is an imbalance in
which the "Other' class — representing an activity class not of primary interest — appears
more frequently than key activities of interest, such as "Enter Home'. Thus, providing more
weight based on the number of instances of an activity biases the classi cation towards pre-
dicting the majority class most of the time, without learning much about the actual activity
classes of interest.

As demonstrated in [104] the sequence-to-sequnce model was speci cally developed
for the CASAS dataset, focusing on the HH101 smart home [75]. This system was not
tested on the other CASAS datasets, thus it is questionable whether this method generalizes
to other smart home layouts and settings. This is a typical issue with related work, as seen
in Table 3.1.

Similarly, works in [166, 78] develop systems that are speci c to the given smart home
of PlaceLab [142] and MavHome [78], respectively. These systems use speci ¢ knowledge
in these settings, such as object or appliance interactions (developed through ontologies)
that do not generalize to other smart homes, which consist of different objects. Differences
in sensor positions also change the sequence patterns that are used to model activities in
[78]. Similarly, the system developed in [75] uses speci ¢ information in the home (number

of sensor events triggered, most recent sensor event) and contextual information (day of
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week, hour of day) as well as information related to the resident's activity patterns (elapsed
time for each sensor event).

With this, | identify the drawbacks of the aforementioned HAR systems)asiost
systems for providing automated recognition used event-based windows for analysis or
report recognition scores that can be misguidimgHAR systems speci ¢ to individual
settings of smart homes need to be developed;iigndpproaches developed for a given
smart home environment do not necessarily generalize to other smart homes. To address
these concerns, | develop bespoke HAR systems for individualized settings that learn from
scratch in a given environment, with minimal involvement from the residents. Such systems
are developed in a data-driven manner and do not rely on any speci c information for a
given setting. Additionally, | demonstrate the advantage of incorporating context into the
HAR procedure, where only the smart home layout (and no resident supervision) is needed

at the beginning of the procedure.

3.2.2 ObjectiveTaskComplexityAssessmerfor SmartHomes

As detailed in the previous section, HAR systems for smart homes tend to not generalize
well. In other related domains of wearable-based systems, | developed a complexity assess-
ment framework that objectively assesses the challenges of an analysis problem [130]. The
work uses objective measures as they have been described in the pattern recognition liter-
ature to quantify the complexity and challenges associated with a given classi cation task.
The validity of such measures was established by employing real-world classi cation tasks
on data for which an underlying physical or even behavioral model was assumed and con-
trasting these with randomly generated data points and labels [134]. Using the framework,
it is possible to identify the activity recognition pipeline suitable for a given "novel' task,
beforeactually solving for it. This is bene cial in informing practitioners of the resources
that may be required to develop a HAR system for the given task.

The complexity measures vary broadly across three distinct categoridfeasures
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Figure 3.2: Objective Task Complexity Assessment Framework. This framework is used
to analyze the challenges associated with HAR Tasks (with permission from [130])

of feature F) overlap;ii) Measures of linearl( separability; andii) Measures of non-
linear (N) separability. For each of the 23 tasks, a feature vector corresponding to these
measures is constructed across different HAR tasks. Using a similarity metric, a “solved'
task similar to a given "novel' task is identi ed — this is then used to identify the state-
of-the-art approach that is useful for the "novel' task. The task complexity assessment

framework is illustrated in Figure 3.2.
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Since the assessment framework can be utilized to analyze challenges for any time-
series analysis problem, | adopt the complexity assessment framework to gain some quan-
titative insights intavhydeveloping HAR systems is challenging for smart home scenarios.
The assessment framework was used on data collected from wearable sensors, where data
is obtained at a regular sampling rate. Since data collected in the smart home settings is
irregularly sampled, | replicated the last sensor event observed such that there exists a data
point at every minute of observation, thus resulting in regularly sampled data. The goal
of the assessment framework is to provide an estimate for the recognition performance
for a "novel' task — in this case a "new' smart home. This is achieved through similarity
mapping, where the task closest to the "novel' task is used to provide such an estimate.
Hence only the tasks where state-of-the-art approaches exist are considered for the simi-
larity mapping. Six tasks corresponding to CASAS-Milan, CASAS-Aruba, CASAS-Cairo,
CASAS-Kyoto7, CASAS-Kyoto8, and CASAS-Kyotoll are considered. The complexity
analysis for the different smart homes studied is illustrated in Figure 3.3.

Radar plots in Figure 3.3 are used to illustrate the complex and challenging scenarios
of smart homes. The CASAS-Milan and CASAS-Kyoto7 datasets have radar plots that
cover larger areas signifying the more complex scenarios among those analyzed. All six
datasets are mapped to the same cluster in the stage corresponding to "Categorization of
HAR' signifying equally challenging scenarios.

The cluster centroid is identi ed to be the CASAS-Aruba task. Using the state of art ap-
proach derived from this dataset an estimate for the recognition performance corresponding
to the other ve tasks is obtained.

The recognition scores obtained are sub-optimal in the range of 34% - 45% as shown
in Table 3.2. Since all the tasks are mapped to one cluster, the centroid is used to derive the
recognition scores for all the other tasks under consideration. Thus, from the results, it is
indicative that “off-the-shelf” HAR systems cannot be used for the individualized settings

of smart homes (Figure 2.3) and there exists a requirement to develop “bespoke” HAR
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(a) Aruba (b) Cairo

(c) Kyoto7 (d) Kyoto8

(e) Kyotoll () Milan

Figure 3.3: Task complexity analysis for CASAS smart home datasets. A greater area cov-
ered by the radar plot represents a challenging and complex smart home scenario. Com-
plexity measures used to assess these datasets are described in the text.

systemdrom scratch

3.3 The Technical Lifespan of HAR Systems for Smart Homes

At rst, no actual HAR system exists in the home (“cold start”). To provide such a sys-
tem for the detailed scenario in section 3.1, | de ne the “LifeSpan of a HAR System for
Smart Homes”, as shown in Figure 3.4. This comprises three phases. Phase 1 is aimed

at providing the initial bootstrapping resulting in the rst functional HAR system for a
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Table 3.2: Recognition results for automatically derived optimization of data analysis back-
end on all datasets considered in our study. The optimized con gurations were derived
by using our assessment framework to identify the state-of-the-art (SOTA) system [40]
corresponding to the cluster centroid — CASAS-Aruba.

Task \ Optimized Con guration (F1-score[%])
Aruba | 45%
Milan | 34%
Cairo | 35%
Kyoto7 | 31%
Kyoto8 | 38%
Kyotol1 | 36%

given smart home. This method rst collects raw sensor readings while the resident con-
ducts their regular activities. Using minimal supervision the modeling aims at covering

the most prominent, i.e., frequently occurring activities. Thus, the system becomes avail-
able quickly, enabling initial automated capabilities of the smart home, most prominently

activity monitoring [128]. Such a system serves as a starting point for all subsequent re-
nements.

Next comes Phase 2, which aims to provide a method that builds on the initial, func-
tional yet not perfect version of the HAR system. This phase aims to update and extend the
recognition capability of the initial bootstrapping procedure. Thus, the focus is on improv-
ing the segmentation accuracy of the prominent activities identi ed in the earlier phase. In
a data incremental procedure, the HAR system is now continuously updated to improve
the activity segment lengths of the identi ed prominent activities in the smart home. This
ensures that the system focuses on identifying longer segments of activity instances.

During Phase?, which runs in parallel to Phase 2, | present a proof-of-concept for
identifying the structural elements that constitute complex activities by integrating contex-
tual knowledge into the HAR procedure. This identi cation aims to address the complex
activities that were not detected in Phase 1 and Phase 2. | utilize textual descriptions of

sensor event triggers in the home, along with additional context information from the home
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Figure 3.4: lllustration of the three components of HAR system for smart homes consisting
of Bootstrapping, Updating, and AssessmeRhase 1: An initial, fully functional HAR
system is bootstrapped from scratch in a data-driven procedure. Phase 2: Maintenance of
the sensor-based HAR system. Phasktegrating context into HAR procedures.

layouts. Leveraging the capabilities of Large Language Models (LLMs), the focus is on
identifying these structural elements. The identi ed constructs will further enhance HAR

procedures and contribute to solving the routine assessment problem (Scene 6).
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CHAPTER 4
BOOTSTRAPPING HUMAN ACTIVITY RECOGNITION SYSTEMS FOR
SMART HOMES FROM SCRATCH

Given the individualized settings of smart homes and the idiosyncratic behaviors of its
residents, “off-the-shelf” human activity recognition systems will require adaption to every
home. Such a limitation motivated the need for a bespoke human activity recognition
system. To provide for an initial HAR system, | detail the technical approach aimed at
Phase 1 of the Lifespan of HAR as described in section 3.3, targeted at the bootstrapping
procedure. This addresses the rst research question of my dissertation, which aims to
jump-start a sensor-based HAR analysis system with minimal supervision. | provide the
technical approach for the given phase, to build the initial activity recognition system, in a
cold start scenario, from scratch, for a given home environment.

The work in this chapter was published in the Proceedings of the ACM on Interactive,

Mobile, Wearable, and Ubiquitous Technologies (2022) [128].

4.1 Introduction

Human Activity Recognition systems aimed at Ambient Assisted Living (AAL) were pre-
viously designed with a focus on providing care for the elderly population [26, 138], but
recent advancements have made the proliferation of such systems into the homes of diverse
populations a reality. Along with the improvements in the sensing capabilities developed
for such environments, there is an interest in designing activity recognition systems aimed
at activity monitoring and behavior analysis [103, 120, 232]. However, most supervised
procedures would require large amounts of annotated data to build robust and sophisticated
systems. Obtaining such large amounts of data from the resident before the recognition

system becomes usable is unreasonable. Additionally, since smart homes are individual-
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ized settings, recognition procedures would likely need to be developed based on changes
in smart home layouts, sensor placements, and idiosyncratic behaviors of residents.

In this work, | develop and validate a method that aims at bootstrapping human activity
recognition systems for smart homkesm scratchwith minimal human intervention and
with practical assumptions, i.e., providing a solution for obtaining a usable and functional
recognition system at the beginning of the lifespan of the human activity recognition sys-
tem (Figure 3.4) of a smart home. Most state-of-the-art techniques for developing HAR
systems for smart homes [39, 187] require detailed knowledge of the target environment
and the activities covered, e.g., in the form of detailed and extensive ground truth annota-
tion and precise activity segmentation. In contrast, | develop a method that is designed for
acold-startscenario where no information speci c to a particular smart home or its inhab-
itants is known upfront, but rather it is learned during the start-up phase of the lifespan. To
achieve this goal, | introduce an approach that builds knowledge from movement patterns
and incorporates higher-level features through a bootstrapping procedure to identify activ-
ity sequences. In the initial phase, the method passively observes raw sensor data in the
smart home to learn representations that can later be used for effective data processing in
said environment. In the next phase, those action units are aggregated into activity models
through a motif learning and discovery process that generates the nal set of models that are
used for analyzing frequent, relevant activities in the smart home. Annotations for these
activities are provided by the inhabitant in a targeted way, i.e., through Active Learning
[281]. In its exemplary con guration as it is presented in this work the whole bootstrap-
ping process takes four weeks (this work aims to capture a variation in human behavior that
occurs during different days of the week, requiring several weeks of observation). During
this period raw sensor data are observed and for a small subset of it, the resident is asked to
provide high-level activity annotations, which keeps the resident burden to a minimum. Af-
ter those initial few weeks, the smart home can track the learned set of activities accurately.

Through this chapter, | make the following contributions:
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» Develop a method that learns from passively observing sensor data and derives a
model for the most prominent and relevant activities in the home by bootstrapping

from initial observations with minimal user intervention.

* | evaluate the developed bootstrapping method in the environment over which it is
built by observing the number of activities and corresponding activity instances it

can detect. Datasets described in section 2.5 are used for analysis.

* In building knowledge through the developments, | provide guidelines for practition-

ers that can be utilized in instrumenting smart homes to build HAR systems.

4.2 Bootstrapping Human Activity Recognition Systems for Smart Homes

from Scratch

The key idea of the analysis method is to passively observe data collected in a smart home
and to build higher-level representations, which can be utilized to analyze the activities of
interest in the smart home. The analysis approach is shown in Figure 4.1, which comprises
three phases that are used to build knowledge hierarchically from scratch. Phase 1 (“Cold
Phase”) passively observes data in the smart home to learn reusable constructs, also termed
action units Phase 2 (“Warm Phase”) utilizes the action unit predictions to discover motifs,
which correspond to frequently occurring sequence patterns and annotations corresponding
to the discovered motifs obtained from residents in the smart home. At the end of the
bootstrapping procedure, the system is live and ready to be deployed in the smart home in
Phase 3 — the “Hot Phase”. The system is now integrated into the smart home and is ready

to be used by the residents of the smart home.

4.2.1 Designof the AnalysisMethod

| develop an analysis method, that is targeted at the beginning of the life-span of the smart

home, which provides a solution on how to get started with an activity recognition system
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in a smart home. To make it feasible to build deployable systems for the smart home
scenario, | make the following assumptions to narrow down the problem. Smart home
residents themselves can be involved in the process of parameter adjusting once developed

systems are deployed in the wild.

1. Indesigning the analysis pipeline, | hypothesize that the designed procedure requires
some break-in period starting from the time the resident moves in / starts living in the
smart home. Such a break-in period is required to learn the movement patterns of the
resident, and their re nement over the subsequent period after the initial observation
period. Thus, for the initiaCold Phasethe method passively observes data over the

rst n weeks the resident spends in the smart home, and for the subs&vaent
Phase an additionaim weeks is required to build incremental knowledge from the
observations in the initial stage. Thiot Phasewhich is also where the recognition
system is evaluated occurs over the data collected in the smart home after the rst

n+m weeks of observation.

2. To jump-start the activity recognition system, annotations are obtained from the res-
idents of the targeted home, with the focus on analyzing frequently occurring se-
guences, and activities they are indicative of. The goal of the bootstrapping proce-

dure is to obtain such annotations for the frequently occurring sequence patterns.

3. In theCold Phaseof the procedure, the re-usable constructs, referred to as action
units encompask = 20 consecutive sensor events. Prior work in [251] showcases
that recognition systems bene t from using sensor event windows in contrast to time-
based windows to provide contextual information. In [26], the authors determined 20
sensor events to be optimal for performing a recognition task for a sensor-equipped

smart home.
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Figure 4.1: Overview of the bootstrapping method, including Phase 1: Cold Phase; Phase
2: Warm Phase and Phase 3: Hot Phase. Phase 1 consists of a representation learning and
clustering procedure to learn the action units in the system. Phase 2 consists of learning
higher-level features through motif discovery and Phase 3 corresponds to the deployment
of the activity detection method in the smart home.

4.2.2 Phasel: Cold Phase Identifying Action Units

The rst phase of the analysis pipeline assumes a cold start scenario, which spans over
the initial n weeks of data collected in the smart home. Cold Start here refers to the fact
that the activity recognition system is started from scratch, i.e., it does not know anything
about the particular house, nor the inhabitant(s) and their activities. Only the unlabeled
sensor data that are passively recorded in the home are used for analysis. The goal of the

phase is to identify re-usable constructs — action units (similar to motion primitives in the
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robotics community [237], and action units used in facial expression analysis in the vision
community [307]) that eventually will serve as building blocks for modeling prominent
and relevant activities in the home. To obtain these action units, | employ a sliding window
processing approach [46] that aggregates a xed set of consecutive sensor reading events.
The topmost section of Figure 4.1, illustrates Phase 1 of the approach, identifying action
units requires a two-step procedure: i) an Embedding to learn feature representations for
the raw sensor data from the sliding windows; and ii) a Clustering, built on the encoding
from the embedding procedure, that learns categories of constructs representative of the
action units.

For the Embedding procedure, the goal is to learn the co-occurrence patterns in the sen-
sor events, since action units are ultimately designed to capture the movement patterns in
the environment. Through representation learning, the embedding fuhasdrained, us-
ing the unlabeled data observed during @w@d Phase An encoding vectoy; for window
w; is calculated as; = f (wj). To obtain the embedding functidn | utilize a state-of-
the-art method, BERT [174], and use a popularly employed clustering approach, k-Means

[334], to learn categories of action units. | provide a brief description of both below:

Embedding through BERT:

BERT (Bidirectional Encoder Representations from Transformers) is an effective approach
to learning word embeddings and thus representations, primarily but not limited to the

Natural Language Processing (NLP) domain. The architecture utilizes Transformers [174],

an attention mechanism to learn contextual relations between words in a text [195]. In

my approach, each sensor evept, in the windoww; corresponds to the equivalent of

a word, whereas the window itself corresponds to the equivalence of a sentence. Since
BERT uses a bidirectional approach, the model learns the context of a word based on
all of its surrounding words. One of the training approaches for BERT training is using

Masked-Language Modeling (MLM), in which some percentage of words in a sentence
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Algorithm 1 Predict Action Units

Input: Data D:fhsensor;; valuejig; BERT, k-Means. BERT and k-Means are trained models
Output: Action Unit Predictions AUf aus; auy; ::;; auig
windows = slidingwindows(D)
for wi 2 windows do
encoding = BERT(w;)
au; = k-Meanséncoding)
au; ' AU
end for

are masked and the model is trained by learning to predict the masked words in a given
sentence. This approach is used to obtain the embeddings over the sliding windows, with
a masking probability of 15%, and hence learn the sensor event co-occurrence patterns

within an analysis window.

Clustering through k-Means:

Once the embedding function is learned, the goal is to cluster the resulting encodings of
data in theCold Phaseand to identify categories that correspond to action units as shown
in the topmost section corresponding to Phase 1 of Figure 4.1. To identify such cate-
gories | use a traditional and popular model clustering approach — k-Means [334]. The
clustering identi es distinct categories from the encodings. It requires the input parame-
ter, numclusters= k, to assign the encodings inkoclusters. The number of clusters is
picked to optimize a criterion that increases the intra-cluster similarity and decreases the
inter-cluster similarity, determined through a heuristic analysis (elbow curve). The algo-
rithm used to predict action units for the data observed in the smart home is detailed in
Algorithm 1.

After obtaining thek clusters a support set is de ned, which denotesNhelosest win-
dows (mapped in the embedding space) to the centroid of the clusters. Euclidean distance
on learned encodings is used as a metric for closeness. A support set can be interpreted
as a set of con dent examples for an action unit category. A valul of 5 is used to

analyze the support set, which is used to assign semantic interpretations to the action units
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obtained.

In Table 4.1 and Table 4.2, | show the analysis of identi ed movement patterns for
CASAS-Aruba and CASAS-Milan, respectively. From the ten clusters identi ed through
the embedding followed by the clustering procedure, the centroid of each cluster is treated
as the representative action unit for the given cluster. To obtain the movement patterns
listed in Table 4.1 and Table 4.2, which correspond to the semantic information that these
clusters represent, | use a support séd ef5. These support sets are data points that belong
to a given cluster and are closest to the cluster centroid, in Euclidean space. On identifying
these support sets, | map the sensor event triggers inthed€eonto locations in the smart
home as marked in Figure 2.3 for both the CASAS-Aruba and CASAS-Milan datasets. |
then list the locations that these sensor event triggers correspond to in decreasing order of
frequency, i.e., the most frequently occurring location is listed rst, and others follow suit
as shown in Table 4.1 for CASAS-Aruba and Table 4.2 for CASAS-Milan.

The determined clusters are largely consistent with certain location(s) in the smart home
that is (are) in close vicinity, whereas others are representative of more widespread move-
ment patterns. For a more detailed analysis of the determined movement patterns, | con-
sider and interpret a few representative examples from each of the datasets under observa-
tion in a post-hoc analysis, which is also informed by the activity labels obtained during
theWarm Phasdor the CASAS-Aruba and CASAS-Milan smart homes.

Aruba — Cluster 2: The movement patterns corresponding to this cluster represent
movement patterns in the Of ce space. The patterns in the cluster are consistent with
one location and may be a strong indicator of the activity corresponding to "Work'. This is
also an indication that the resident while performing the activity of "Work', does not switch
between activities.

Aruba — Cluster 3:Movement patterns corresponding to this cluster are around the
Living, Kitchen, and Dining spaces. Thus, this cluster captures movement which is not

necessarily constrained to a given location, but the movement around the same/similar
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locality in the smart home. The activities here may correspond to any activity in the Kitchen
such as "MeaPreparation', 'WaslDishes', or "Eating' in the Dining space, or "Relaxing'

in the Living Space. This may also be indicative of the fact that the resident switches
between the activities that happen in these locations, which poses a challenge to the activity
recognition system based on using location as a strong indicator of activities of interest

Milan — Cluster 1:Movement patterns corresponding to this cluster are in the Kitchen
space. The patterns in the cluster are in the Kitchen space and may be a strong indicator
of the activity corresponding to "Kitchefctivity'. Cluster 6 also corresponds to move-
ment patterns in the Kitchen and the Dining space, with only some sensor event triggers
overlapping between this cluster and cluster 1. This may be indicative of a variant of the
Kitchen-based activity that involves movement to the Dining Room as well. A similar
variant can be observed in cluster 0 as well.

Milan — Cluster 4: The cluster comprises movement patterns in the location corre-
sponding to the Workspace. This cluster is likely a stronger indicator of the activity corre-
sponding to the "Deskctivity’, whereas the other variant as observed in cluster 7 might
correspond to "Chores' since the movement patterns are across different locations in the
smart home. Also to note, is that the movement patterns in the Milan dataset are more
fuzzy in comparison to the Aruba dataset, and have multiple locations corresponding to
movement patterns. This may be an artifact of the pet that resides in the smart home along
with the resident, and movement corresponding to the pet is also accumulated in the pat-

terns

4.2.3 Phase: WarmPhase Motif DiscoveryandActivity Modeling

The Warm Phasef the bootstrapping procedure, illustrated in the middle portion of Fig-
ure 4.1, occurs over the nextweeks of data collection in the smart home. In this phase, |
build the activity recognition system by incorporating hierarchical knowledge. This is done

through the process of discovering motifs, which are reoccurring sub-sequences, made up
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Table 4.1: Action Units identi ed in th€old Phasecorresponding to the combination of
BERT embedding and K-means clustering approach for the CASAS-Aruba dataset.

BERT+KMeans [ Action Unit (centroid) [ Movement Patterns (support set = 5)

Cluster 0 [MO200ON' ‘M0140OFF ‘M0210OFF ‘M0200FF ‘M0140ON' "MO140OFF “MO200ON' Movement in Living, Bedroom
"MO200FF" "M0200ON' ‘MO08ON' ‘MO060ON' ‘MO070ON' ‘MOO8OFF' “MO200FF'
“MO060OFF' "MOO50N' "M0O070OFF' "MOO50FF' "M0OO7ON' "MOO50N']

Cluster 1 [M0210ON' 'MO0210OFF" 'MO0210ON' "M021OFF ‘M0140ON' ‘MO140FF ‘MO0200N' Movement in Living, aisle near Bath-
"MO20OFF" MO0140N' ‘MO014OFF ‘M0140ON' "MO140OFF ‘M0140ON' ‘MO140FF' roomz2, aisle near Bedroom, Kitchen
"M0140N' "MO140FF' "M020ON' "M0200OFF' "M020ON' "M008ON']

Cluster 2 ['M0270N" "MO028OFF" "MO0250N' "M0250FF ‘M0260OFF ‘M0260ON' "MO0250N' Movement in Of ce

"MO250FF' "M0270FF'" "MO0260FF' ‘M0260ON' ‘M0260FF' “MO0260ON' “MO260FF'
"M0260N' "M0260FF' "M0260N' "M0270N' "M0270FF' "M0260FF']

Cluster 3 ['MO200OFF' "MO0200ON' ‘MO200FF' ‘M0140OFF "M0140N' "M018ON' "MO014OFF' Movement in Kitchen, Living and Dining
"‘MO190ON' "MO150N' ‘MO190FF ‘M0190ON' ‘MO18OFF' ‘MO190OFF' ‘MO19ON'

"M0170N' "M0180ON' "M0170FF' "MO190FF' "M0180OFF' "M0150FF']
Cluster 4 [MO19OFF" "MO160OFF "MO190ON' ‘M0150N' "MO150FF ‘MO0190FF “MO150N' Movement in Kitchen
"MO190ON' ‘MO170N' ‘MO19OFF' "M0170FF ‘MO150FF ‘M018ON' "MO19ON'
"MO150N' "M0180OFF' "M0150FF' "M0190FF' "M0190N' "M0190FF']

Cluster 5 ['MOO3ON' "MOO3OFF "MO03ON' ‘MO03OFF ‘M007ON' ‘MOO3ON' ‘MOO3OFF' Movement in Bedroom
"M0070FF "MO0O3ON' ‘MOO3OFF' ‘MOO3ON' ‘MO007O0ON' ‘MO020ON' ‘MO0020OFF'
"M007OFF' "MO03OFF' "MOO30ON' "MO030OFF' "MOO30ON' "MO030OFF']

Cluster 6 [MO130ON' ‘MO0O9ON' "MO14OFF "MO010ON' ‘MO130FF ‘MO0200FF ‘MO10OFF' Movement in Living, aisle near Bath-
“MO200ON' "MOO09OFF ‘M0200OFF" ‘MO0200N' ‘MOO9ON' ‘MO09OFF' ‘MO200FF' room2
“MO09ON' "M0200N' "M0O130ON' "MO09OFF' "M0130FF' "M0210N']

Cluster 7 [[M0290ON" "MO30OFF "M0280ON' "M030ON' 'DO04CLOSE’ "M0290FF "M0220N’ Movement in aisle near Bathroom2, aisle
"MO300FF' *MO028OFF' ‘M0220FF' ‘MO0210N' ‘MO21OFF ‘M0210ON' ‘M0310N' near Of ce, Living, Bedroom2, Kitchen
"M0210FF' "M0210ON' "M0310FF' "M0140ON' ‘M0210FF' "M0200ON']

Cluster 8 [MOO9ON" "MOO9OFF "MO09ON' ‘MOO9OFF “MO09ON' "MOO9OFF “MOO9ON' Movement in Living

*MOO9OFF' "MOO9ON' ‘MOO9OFF' "MOO9ON' "MOO9OFF' *MOO9ON' ‘MOO9OFF'
"MOO9ON' "MOO9OFF' "MOO9ON' "M0130N' "M0130OFF' "MO09OFF']

Cluster 9 ['M0O07ON" "MO0O4ON' "MOO50N' ‘MOO4OFF' *MO07OFF "MO007ON' "MOO50FF' Movement in Bedroom
"MOO70OFF" "M0070N' "MO007OFF' ‘MOO7ON' ‘MOO3ON' ‘MOO07OFF' “M007ON'
"MOO50ON' "MOO3OFF' "MO050FF' "MOO50N' "MOO50FF' "M007OFF']

of action unit predictions as extracted during @&d Phaseof the given procedure. Those
action units are rich, aggregated representations of the underlying sensor data, learned
through an embedding and clustering approach, that capture movement patterns. | map
the action unit predictions over the nertweeks of data observed in the Warm Phase.

Activity Recognition—being a time-series analysis problem-spans over multiple analy-
sis windows. Thus, the emphasis is on capturing relevant motifs constructed from action
units. Motifs are re-occurring sub-sequences observed throughoMYdha Phase To
identify these motifs we discover sub-sequences of varying lengths over the action unit
predictions. In most application scenarios, the longest re-occurring motif is preferred for
analysis, and the length of the motif is determined through domain expertise, and hence
known a-priori. However, this does not allow for variants in a given activity to be captured.
For example, the activity corresponding to Relax can involve variants such) aspping;

i) reading a book; oiii) watching TV, all of which may span over different lengths of
analysis windows. Hence, in this procedure of motif discovery, we capture varying lengths
of motifs corresponding to a given activity.

Aiming to discover motifs that are not limited to a xed, prede ned length to capture
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Table 4.2: Action Units identi ed in th€old Phasecorresponding to the combination of
BERT embedding and K-means clustering approach for the CASAS-Milan dataset.

BERT+KMeans [ Action Unit (centroid) [ Movement Patterns (support set = 5)
Cluster 0 ['MOO3OFF' "M0270FF ‘M0120N' ‘M0270N' ‘MOO3ON' ‘MOO3OFF “MOO3ON' Movement in Dining, Kitchen, Entrance,
"MO120FF" MOO3OFF' "M0270FF ‘M0270N' ‘MO0O3ON' ‘MOO3OFF' “MO0270FF' Living
“M0270N' "M0270FF' "M0270N' "M0270FF' "M0270N' "MOO3ON']
Cluster 1 [[M0220N' "M0230FF *MO0230ON' ‘MO0220FF ‘MO0230OFF "M0140FF ‘MO0140N' Movement in Kitchen

"MO140FF" 'MO0140N' "‘M0230ON' ‘MO0230OFF ‘MO0140FF ‘M0230ON' ‘MO0230OFF'
"MO0230N' "M0140N' "M0220N' "M0140FF' "M0150FF' "M0150N']

Cluster 2 ['MO200OFF" "M028ON' "M021OFF "MO0210N' ‘MO021OFF "MO0200N' "M021ON' Movement in Master Bedroom, aisle near
"MO20OFF" "M020ON' ‘MO021OFF' "M0200FF' ‘MO028OFF' ‘MO028ON' ‘MO028OFF Master Bathroom
"M028ON' "M028OFF' "M0280ON' "M0280OFF' "M0190ON' "MO190FF']

Cluster 3 ['MOO40ON' "MOO4OFF" *MOO4ON' "MOO4OFF “MO04ON' "MOO4OFF “MOO04ON' Movement in Living, Entrance, Dining
"MOO4OFF' *MOO4ON' ‘MOO4OFF" ‘M004ON' ‘MOO4OFF' ‘MO04ON' “MOO4OFF'
"MO04ON' "MOO4OFF' "MO020ON' "M0020OFF' "MO04ON' "M004OFF']

Cluster 4 [MO0190OFF “MO0070ON' "MO07OFF “MO07ON' "MOO7OFF "MOO7ON' ‘MOO7OFF' Movement in Workspace, Aisle near
"MOO70ON' "MO0260ON' ‘M0260OFF ‘M0070OFF ‘MO070ON' ‘MO0260ON' ‘M0070FF' Bathroom, Aisle near Kitchen, Dining,
"M0260FF' "M0190ON' "MO09ON' "MO190FF' "M0110N' "MOO9OFF'] Living, Master Bedroom

Cluster 5 [[M028OFF "MO0280ON' "MO0280OFF ‘MO0250N' "MO0250FF ‘M0250N' ‘MO0250FF' Movement in master Bathroom, Master
"MO250N' ‘MO250FF' ‘M0250N' ‘MO0250FF ‘M0250N' ‘MO0250FF ‘MO0250N' Bedroom, Aisle near Bathroom
“MO250FF' "M0250N' "M0250FF' "M0130N' ‘"M0130FF' "M0130N']

Cluster 6 [[MO220ON' "MO140ON' "MO0230OFF "M0140FF ‘MO0220FF "M0230ON' "M0220N' Movement in Kitchen, Dining

"M0230OFF' *MO0220FF' ‘MO0150FF ‘MO0220N' ‘MO0220FF ‘M0220ON' ‘M0120N'
"M0220FF' "M0120FF' "M0120N' "M0220N' "M0120FF' "M0150N']

Cluster 7 [MOO3ON' "M0270FF "MO003OFF "MO03ON' "MOO3OFF "MOO3ON' "M0270N' Movement in Workspace, Dining, Living,
"MOO3OFF" "MOO60ON' ‘M0260ON' ‘M0270FF "MO0O60OFF “M0260FF "M0260ON' Entrance, Aisle near Bathroom, Kitchen
"M007ON' "MO07OFF' "MOO8ON' "M0260FF' "MOO8OFF' "MOO8ON']

Cluster 8 ['MO19ON' "MO250FF "MO0190FF "MOO9ON' ‘MOO9OFF "MO0160ON' "MO150N' Movement in Aisle near Bathroom, Aisle
"MO160OFF 'MO150FF' ‘M0220N' ‘MO0220FF' ‘M0120N' ‘MOO3ON' ‘MO100ON' near Kitchen, Dining, Kitchen, Entrance,
"MO120FF' "MOO30OFF' "MO09ON' "MO100FF' "MO190ON' "MO09OFF'] Master Bedroom

Cluster 9 [MO170ON' "MO180OFF "M0180ON' "MO011OFF ‘MO017O0FF "MO0170N' “MOO9ON' Movement in Guest Bathroom, Aisle
‘MO170FF "MO0170N' ‘MOO9OFF' ‘M018OFF ‘MOO9ON' ‘MO11ON' ‘MOO9OFF' Bathroom, Aisle near Kitchen, Kitchen,
"M0170FF' "M0100ON' "MOO30ON' "MO100FF' "M0160N' "M0110FF] Dining, Workspace, Entrance

activities of interest, a range of values is used to determine the length of sub-sequences
as de ned by h, where h =2, 3, .., H, and H represents the longest-possible sub-sequence
that occurs more than once during the Warm Phase. These sub-sequences are constructed
using a sliding window approach over the action unit predictions. All relevant motifs are
identi ed throughout théVarm PhaseTo analyze the frequently occurring patterns, those
sub-sequences that occur less théimes during the procedure are Itered out. The ratio-

nale here is to pick those motifs, which are observed at letastes during than weeks

of data analyzed in this phase. Additionally, those motifs that do not have a uniform label
throughout the length of the motif are also Itered out, aiming to retain those sequences
that are homogeneous in the activity label assigned to the entire motif.

Labels for these identi ed motifs, i.e., for a small, relevant subset of the data recorded
during theWarm Phasgfrom the residents in the smart home are requested. This is similar
to Active Learning [281], with a focus on obtaining labels for frequently occurring motifs.
Multiple activity labels can correspond to a given motif. For example, consider a sequence
of events occurring in the Kitchen. The motifs identi ed here can, for example, correspond

to i) Cooking;ii) Eating;iii) Washing Dishes; or another activity that is not of interest.
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The motifs generated here use underlying movement patterns (from action units) to build
knowledge and have no additional information to distinguish between activities that involve
similar sequences. To nd a 1:1 mapping between a discovered motif and an activity of
interest, a majority voting is performed to assign the label of the activity that occurs most
frequently for a given motif. This ensures that only those motifs which are strong predictors
of an activity of interest are found.

For example, consider the CASAS-Aruba dataset. Data labels corresponding to the
"HouseKeeping' activity are spread throughout the smart home and movement patterns for
this activity are not consistent. Owing to this no motif that is a strong predictor of this ac-
tivity label can be identi ed. Those motifs that have the majority label of the "Other’ class
assigned, are also Itered out since the "Other' class is not an activity of interest. After this
procedure, a list of activities that can be identi ed by the developed system is obtained. This
list of activities may be fewer than or equal to the number of overall activities performed
in the smart home, but they capture the majority of relevant, i.e., frequently occurring ac-
tivities, which serves as an excellent starting point for a usable activity recognition system.
The activity model comprising motifs of varying lengths and their corresponding activity
labels is now ready to be deployed in the nal stage of the method corresponding to the Hot
Phase as shown in the bottom part of Figure 4.1.

The list of activities and their corresponding activity models identi ed by our bootstrap-
ping method are listed in Table 4.3 and Table 4.4 for CASAS-Aruba and CASAS-Milan re-
spectively. It can be observed that for those activities that are too infrequent, the developed
approach did not generate any models. Only those activities that are identi ed during the
Warm Phase, will be detected during thet Phasewhich represents the deployment phase
of the activity recognition system. Ground truth annotations are used to enumerate those
activities that are recorded in these datasets but cannot be modeled through the bootstrap-
ping procedure. Activities that cannot be detected usually correspond to two categories:

activities that span over smaller duration such as “Bedoilet' and "LeaveHome'"; and
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Table 4.3: Motifs and corresponding Ac- Table 4.4: Motifs and corresponding Ac-
tivities for CASAS-Aruba identi ed in tivities for CASAS-Milan identi ed in
Warm Phase Motif models are com- Warm Phase Motif models are com-
posed of action units, which are repre- posed of action units, which are repre-
sented by cluster IDs as identi ed in Ta- sented by cluster IDs as identi ed in Ta-
ble 4.1. ble 4.2.

Motifs

Total number Activity Motifs Total number Activity
of occurrences of occurrences

2.2), 2.2,2) 26 Work (4,4), (4,4,4), (4,444 31 DeskActivity
(5,5), (5,5,5), (5,55,5) 81 Sleeping (0,0,0), (0,0,0,0), (0,0,0,0,0) | 32 Dining_Rm_Activity
(8.,6), (8,8), (6,8,8), (8,8.,6), (8.8,8), (8,88,8), 511 Relax 9,9, (89), (69, (0,9, 89 GuestBathroom
8,8,8,8,8),(8,8,8,8,8,8),(88,8,8, 8 (9,9,9)
8,8),(8,8,8,8,8,8,8,8),(8,8,8,8,8,8,8,§, (1.1, (6.1), (6,6), (16),| 1,439 Kitchen Activity
8),(8,8,8,8,8,8,8,8,8,8),(8,8,8,8,8,8, 8, (0, 6), (6, 0), (6, 8), (1,0),
8,8,8,8) (8,6), (0, 1), (9.6), (1,8),
(4,34), (44.4), (44372), (4443), (4444), 343 Meal 9,1), (81), (7.6), (1,1,1),
(4,3,4,4,4), (34,4/4,4), (4,4,4,4,4), (4, 4, 4, 4, Preparation (1,1,6), (6,1,1), (6,6,1),
4,4),(4,4,4,4,4,4,4,4,4) (6,6,6), (1,6,6), (6,1,6),
(1,6,1), (1,1,0), (6,0,6),
(6,00, (0,1,1), (0,6,1),
(1,6,0, (1,1,8), (1,1,1,1),
(1,1,1,6), (6,1,1,1), (1,6,1,1),
(6,6,1,1), (1,1,6,1), (1,1,6,6),
(6,6,6,6), (6,6,6,1), (6,6,1,6),
(1,1,1,1,), (1,1,1,6,1),
(1,1,1,6,6), (1,6,1,1,1),
(1,1,6,6,1), (1,1,1,1,1,1) 1,
1,1,1,1,6),
1,6,

o
IS
o
N
Y

R

(5,5),(5,2),(8,5),(5,8),(5,] 128 MasterBathroomActivity
(

(2,5),2,7),(2,2,5) 32 MasterBedroomActivity
(3,3),(0,3),(3,3,3),(0,3,| 445 Read
3),(3,33,3),(3,3,3,3,3),
3,3,333,3),(3,3,3,3,3,
3,3),(3,33,33,3,3,3)
2,2),(8,2),(2,8),(2,2,2), 175 Sleep
(8,8,8),(2,8,8),(2,2,2,2)
7,7),0,7),(7,9),(7,7,7),| 173 WatchTV
9,7,7),(7,99,((7,7,7,7),
(7,7,7,7,7),(,7,7,7,7,7)

i) activities that have no consistent movement patterns (and are thus spread over the entire
smart home), such as "HouseKeeping', which involves movement in the entire home in
CASAS- Aruba, and "DinindRm_Activity', which involves movement over the dining and

living space in the CASAS-Milan. Activities that can be detected with a high rate are activ-
ities that are consistent in movement patterns and thus have correspondence to the location

where these occur.

4.2.4 Phase3: Hot Phase DeploymeniandActivity Recognition

In the nal phase of the designed analysis procedure, the focus is on the deployment of the
newly derived activity recognition system in the smart home as illustrated in the bottom

part of Figure 4.1. At this stage, the system is integrated into the smart home on which it
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was trained and is ready to be used for and by its inhabitants.

During the deployment procedure, similar to the procedures followed i@ ¢tetPhase
andWarm Phasgincoming sensor data is converted into analysis windows through the slid-
ing window procedure, and action unit predictions are subsequently obtained over these
windows as detailed in Algorithm 1. Motifs identi ed through the procedure described in
theWarm Phasare then mapped onto these action unit predictions. Since varying lengths
of motifs are identi ed, an iterative bottom-up procedure starting from the smallest length
motif to the longest length motifs is employed to obtain the nal sequences. The various
cases of the merge procedure are illustrated in Figure 4.2 and the procedure for motif model
generation is shown in Algorithm 2. Once the merged sequences are obtained, the system
is now equipped with motif models which comprise motif sequences and corresponding
activity labels, that can be used for activity recognition. To perform said activity recogni-
tion, motif models are overlaid on the action unit predictions of the data observed in the
Hot Phase An activity prediction occurs when there is a match found between a motif se-
guence and the sequence of action units observed during deployment. Since the emphasis
is on detecting activity occurrence, the performance is obtained on an event-based recog-
nition, which provides logs that can later be used for behavior analysis. This recognition

procedure is detailed in Algorithm 3.

Figure 4.2: Procedure to merge motifs of varying lengths corresponding to a given activ-
ity in an iterative bottom-up approach. Motif 2 corresponds to motifs of smaller lengths
whereas Motif 1 corresponds to longer motifs. The nal constructed motif is then used for
the evaluation procedure.
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Algorithm 2 Generating Motif Models

Input: A = fA1;A2 Az Ajg . list of activities from Warm Phase

Output: Motif Models M: fhm;; A;ig

for Aj 2 A do
motifs _A; = f motif 1; motif ,; ::motif yg . “k' represents varying lengths of motifs féy;
mergedsequences bottom-up merge (motifs _A;) . refer Fig. Figure 4.2
hmergedsequencesyji! M

end for

Algorithm 3 Activity Recognition in Deployment

Input: Data in Deployment Dthsensor; ; valuej ig; Motif Models M: fhmj; Ajig . Motif
Models from Algorithm 2

Output: Activity Predictions A:if A1; Az; i Acg

windows = slidingwindows(D)

AU = predict action units(windows) . refer Algorithm 1
formij 2 M do
if m; matchesAU [k : n] then
return PAU[K : n]; Aji . (k, n) are indices in AU sequence; s.t<kn
end if
end for

4.3 Activity Recognition System during Hot Phase

To evaluate the developed activity recognition system, action unit predictions are obtained
for the data during thédot Phasethrough the embedding and clustering procedure on
analysis windows corresponding ltoconsecutive sensor events. Next, motif models (Al-
gorithm 2) generated over the discovered motifs corresponding to the activities that the

procedure can detect are used for evaluation.

4.3.1 QuantitativeEvaluation

An activity occurrence is detected if the longest occurring motif within the time frame of
this activity corresponds to the activity label. Otherwise, the particular activity instance is
not reported. A threshold of = 2 action unit predictions for the detection procedure is
used. An activity occurrence is detected if a motif model the corresponding prediction is
within and the instance is labeled as detected. Results corresponding to this analysis are

provided in Table 4.5 and Table 4.6 for CASAS-Aruba and CASAS-Milan, respectively,

68



Table 4.5: Activity Detection and Recognition for CASAS-ArubaHat Phase

Activity Activity Detection | # Activity In- | # Activity In-
Rate stances Detected | stances Missed
Activities Detected and Modeled through Bootstrapping
Sleeping 0.944 253 15
Meal Preparation 0.557 816 642
Relax 0.720 1803 698
Work 0.846 110 20
Activities Not Modeled through Bootstrapping
Eating 0.0 0 178
HouseKeeping 0.0 0 12
Respirate 0.0 0 4
Bed to_Toilet 0.0 0 25
EnterHome 0.0 0 15
LeaveHome 0.0 0 11
where:

Activity Instances Detected
Activity Instances Detectetl Activity Instances Missed

(4.1)

Activity Detection Rate (ADR)

4.3.2 QualitativeEvaluation

To analyze the predictions of the motif models, | visualize the predictions and activity
annotations for two exemplary days from each of CASAS-Aruba and CASAS-Milan, re-
spectively. Predictions corresponding to activities listed in Table 4.5 and Table 4.6 are
shown in these visualizations. Figure 4.3 shows two scenarios analyzed for CASAS-Aruba,
whereas Figure 4.4 analyzes CASAS-Milan. Since the CASAS-Aruba dataset is relatively
less noisy in comparison to CASAS-Milan, better overlaps between the motif models and
ground truth annotations for this smart home dataset are observed. Milan also has a larger
set of activities annotated with frequent transitions between them. To generate the visual-

izations | randomly selected ve days of data for each of the datasets. It is observed that
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Table 4.6: Activity Detection and Recognition Results for CASAS-Milakiot Phase

Activity Activity Detection | # Activity In- | # Activity In-
Rate stances Detected | stances Missed
Activities Detected and Modeled through Bootstrapping
Sleep 0.910 71 7
Kitchen Activity 0.811 353 82
GuestBathroom 0.286 63 157
Read 0.741 149 52
MasterBedroomActivity 0.04 5 120
MasterBathroom 0.405 71 104
Watch TV 0.706 65 27
Desk Activity 0.529 18 16
Dining_Rm_Activity 0.388 7 11
Activities Not Modeled through Bootstrapping
Bed to_Toilet 0.0 0 43
Eve Meds 0.0 0 16
Meditate 0.0 0 3
Morning Meds 0.0 0 8
LeaveHome 0.0 0 68

the proposed procedure performs consistently across these days. For illustration purposes,
| (randomly) picked one day where the developed procedure performs well and one day
where it performs relatively poorly for each of the datasets.

Aruba - Day 1:1 pick the rst day in theHot Phasdor the analysis and observe that the
motif models correspond to most activities that occur during the day, within a reasonable
period. Figure 4.3a shows the results corresponding to this day. The Respirate activity
gets predicted as Work since both occur in the location labeled "Of ce' and have similar
movement patterns. Hence in the absence of additional contextual information, it is not
possible to distinguish one from the other. Additionally, since the Respirate activity does
not occur frequently it doesn't get picked up in the motif discovery stage.

Aruba - Day 100:I analyze data corresponding to Day 100 in thet Phase which
occurs much later after the activity recognition system has been deployed. It is observed
that the system performs well long after it has been deployed. This is visualized in Fig-

ure 4.3b. The system can closely match the activity annotations corresponding to "Work',
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(a) Day 1

(b) Day 100
Figure 4.3: CASAS-Aruba — Activity recognition for two exemplary days intloe Phase
“Sleep', "'Relax’, and "MeaPreparation'. During the time frame 16:00 — 20:00 (4 pm —
8 pm), the activities of "MeaPreparation' and "Relax' occur alternatively and are hard to
discern. Since these activities may occur in similar locations of the smart home, such as
‘Dining' and "Living', movement patterns for some activity instances may look similar.
Motif models only make predictions of "Relax’ during this time frame.

Milan - Day 15: Day 15 for the CASAS-Milan smart home is visualized in Figure 4.4a.
Motif models corresponding to activities "Kitchexctivity' and "Read' are successful at
identifying most of the activity instances of the corresponding activity label. There are
three predictions for "DinindqRm_Activity' whereas no such activity occurs according to
the annotations. Two out of these three predictions correspond to the “Hesme' activity
in the annotations, which, according to the layout in Figure 2.3, is an activity that occurs
near the Dining space, where the "DiniRgn_Activity' occurs. These time slots occur
between 10:00 — 12:00 (10 am- 12 pm) and between 15:00 — 16:00 (3 pm — 4 pm). Since

the motifs do not pick sequences corresponding to "Lé#wme' in theWarm Phasdhe
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(a) Day 15

(b) Day 30

Figure 4.4: CASAS-Milan — Activity recognition for two exemplary days in Ha Phase
activity recognition system does not learn a motif model corresponding to this activity.

Milan - Day 30: On Day 30 (Figure 4.4b) the "Mast&edroomActivity' prediction
occurs corresponding to "Sleep’ activity since both occur in the same location. This trend
is observed throughout the day, where the activity in the Ma3&giroom gets mostly
predicted as the sleeping activity since motif models corresponding to sleep activity are
longer. Also, the “KitcherActivity' and "Master BedroomActivity' occur together very
frequently in the annotations, which may correspond to the resident frequenting the bed-
room while performing activities in the kitchen. These frequent transitions do not get
captured well by the system, which could also result from the movements of the pet in
the smart home. Incorrect predictions of "GuBsthroom' occur during the day, some
of them corresponding to "Mast&athroomActivity'. The 'Read' activity is predicted

consistently with the annotation corresponding to the activity
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