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SUMMARY

The Optimal Transport (OT) problem naturally arises in various machine learning prob-
lems, where one needs to align data from multiple sources. For example, the training data
and application scenarios oftentimes have a domain gap, €.g., the training data is annotated
photos collected in the daytime, yet the application scenario is in dark hours. In this case,
we need to align the two datasets, so that the annotation information can be shared across
them. During my Ph.D. study, | propose scalable algorithms for ef cient OT computation,
and its novel applications in end-to-end learning. Speci cally,

1. For OT computation, | consider both discrete cases and continuous cases. For the
discrete cases, | develop an Inexact Proximal point method for exact Optimal Transport
problem (IPOT) with the proximal operator approximately evaluated at each iteration us-
ing projections to the probability simplex. The algorithm (a) converges to exact Wasserstein
distance with theoretical guarantee and robust regularization parameter selection, (b) alle-
viates numerical stability issue, (c) has similar computational complexity to Sinkhorn, and
(d) avoids the shrinking problem when apply to generative models. Furthermore, a new
algorithm is proposed based on IPOT to obtain sharper Wasserstein barycenter.

For continuous case, | propose an implicit generative learning-based framework called
SPOT (Scalable Push-forward of Optimal Transport). Speci cally, we approximate the
optimal transport plan by a pushforward of a reference distribution, and cast the optimal
transport problem into a minimax problem. We then can solve OT problems ef ciently
using primal dual stochastic gradient-type algorithms.

2. To explore the connections between OT and end-to-end learning, | developed a
differentiable top-k operator, and a differentiable permutation step.

For the top-k operation, i.e., nding the k largest or smallest elements from a collection
of scores, is an important model component used in information retrieval, machine learn-

ing, and data mining. However, if the top-k operation is implemented in an algorithmic
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way, e.g., using bubble algorithm, the resulting model cannot be trained in an end-to-end
way using prevalent gradient descent algorithms. This is because these implementations
typically involve swapping indices, whose gradient cannot be computed. Moreover, the
corresponding mapping from the input scores to the indicator vector of whether this ele-
ment belongs to the top-k set is essentially discontinuous. To address the issue, we propose
a smoothed approximation, namely the SOFT (Scalable Optimal transport-based diFferen-
Tiable) top-k operator. Speci cally, our SOFT top-k operator approximates the output of
the top-k operation as the solution of an Entropic Optimal Transport (EOT) problem. The
gradient of the SOFT operator can then be ef ciently approximated based on the optimality
conditions of EOT problem. We apply the proposed operator to the k-nearest neighbors and
beam search algorithms, and demonstrate improved performance.

For the differentiable permutation step, | connect optimal transport to a variant of re-
gression problem, where the correspondence between input and output data is not avail-
able. Such shufed data is commonly observed in many real world problems. Taking
ow cytometry as an example, the measuring instruments may not be able to maintain the
correspondence between the samples and the measurements. Due to the combinatorial na-
ture of the problem, most existing methods are only applicable when the sample size is
small, and limited to linear regression models. To overcome such bottlenecks, we propose
a new computational framework — ROBOT - for the shuf ed regression problem, which
is applicable to large data and complex nonlinear models. Speci cally, we reformulate
the regression without correspondence as a continuous optimization problem. Then by
exploiting the interaction between the regression model and the data correspondence, we
develop a hypergradient approach based on differentiable programming techniques. Such
a hypergradient approach essentially views the data correspondence as an operator of the
regression, and therefore allows us to nd a better descent direction for the model parame-
ter by differentiating through the data correspondence. ROBOT can be further extended to

the inexact correspondence setting, where there may not be an exact alignment between the

XiX



input and output data. Thorough numerical experiments show that ROBOT achieves better
performance than existing methods in both linear and nonlinear regression tasks, including

real-world applications such as ow cytometry and multi-object tracking.
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CHAPTER 1
INTRODUCTION

The Optimal Transport (OT) problem naturally arises in a variety of machine learning ap-
plications, where we need to align data from multiple sources. One example is domain
adaptation: We want to learn a model from a source dataset, e.g., annotated photos taken in
day times, which can be further adapted to target datasets, e.g., unannotated photos taken
in dark hours. In this case, we need to align the source dataset and the target datasets, so
that the annotation can be shared across different datasets. Another example is resource
allocation: We want to assign a set of assets (one data source) to a set of receivers (another
data source) so that an optimal economic bene t is achieved. In this case, we need to nd
the optimal alignment between the assets and receivers.

The optimal transport problem has a long history, and its earliest literature dates back
to [1]. Since then, it has attracted increasing attention and been widely studied in multiple
communities such as applied mathematics, probability, economy, and geography. Speci -
cally, we consider two sets dfdimensional data, which are generated from two different
distributions denoted b} andY . We aim to nd an optimal joint distribution

of X andY, which minimizes the expectation on a cost functmpne.,
=argmin Exx.yy [c(X;Y)]; (1.1)
2( )

The feasible set( ; ) of requires the marginal distribution &f andY in to be
identical to and , respectively. Existing literature often refers to the optimal expected
costW (; )= Exy) [c(X;Y)] asWasserstein distancand as theoptimal trans-
port plan For domain adaptation, the functianmeasures the discrepancy betweén

andY, and the optimal transport plan essentially reveals the transfer of the knowledge



from sourceX to targetY. For resource allocation, the functions the cost of assigning
resourceX to receiverY, and the optimal transport plan yields the optimal assignment.
Despite the usefulness, the applications of OT have been largely hampered by its com-
putational cost. During my Ph.D. study, | propose scalable algorithms for the ef cient
computation of OT in both discrete case and the continuous case, and also develop novel
applications exploiting the nice geometric property of OT. Speci cally, my Ph.D. research

can be separated into the following three parts.

Computation — Discrete Caseln some applications, OT aligns tvdiscretedistributions.
Taking the resource allocation example, the storages of the assets and the capacities of the
receivers can be viewed as parameters of two categorical distributions. In this case, OT

amounts to solving the following optimization problem,

=min hC; i; subjectto 1,= ; “1,= : (1.2)

Here ; are two probability vectors, matri€ =[c;]2 R} " is thecost matrix whose
elements; represents the distance betweenittie support point of and thej -th one of
. This is a linear programming problem with typical su@n3) complexity [2].

In this part, my collaborators and | propose a new algorithm, Inexact Proximal point
method for Optimal Transport (IPOT) to compute the optimal transport plan using general-
ized proximal point iterations based on Bregman divergence. This is the rst algorithm that
can compute the exact optimal transport plan in approximadéthy?) complexity, which
largely bene ts the downstream tasks.

We then apply the algorithm to generative adversarial networks and color transferring

to demonstrate the ef ciency of the algorithm.

Computation — Continuous Case In some applications, OT aligns twamntinuousdis-
tributions. For example, in domain adaptation, the datasets are treated as realizations of

continuous distributions. In the continuous case, (Equation 1.1) is in nite dimensional and



generally intractable. Therefore, existing literature [2] has resorted to discretize the support
using a re ned grid, and cast (Equation 1.1) into a nite dimensional linear programming
problem. However, for complex distributions in high dimensions (e.g., images in domain
adaptation), the grid size often needs to be exponentially large (e.g., exponential in dimen-
sion) to ensure a small approximation error.

To address the scalability and ef ciency issues, my collaborators and | propose a new
implicit generative learning-based framework for solving optimal transport problems. Specif-
ically, we approximate by a generative model, which maps from some latent variable
to (X;Y ). For simplicity, we denot&(Z) = [ Gx (Z); Gy (Z2)] = [ X; Y], whereZ follows
some simple latent distribution ai@lis some operator, parametrized by a deep neural net-
work. Accordingly, instead of directly estimating the probability density gfwe estimate

the mappings betweerZ and(X; Y ) by solving
G = argminE; [c(Gx (Z);Gy(Z))]; subjectto Gx(Z) ;Gvy(Z) : (1.3)
G

We then cast (Equation 1.3) into a minimax optimization problem using the Lagrangian
multiplier method, where the Lagrangian multipliers are also approximated by deep neural
networks. This eventually delivers a nite dimensional generative learning problem.

We then apply the framework to domain adaptation, and achieve the state of the art

performance.

Application — Differentiable Programming. Many applications of machine learning ben-

e t from the end-to-end differentiability, since it enables the possibility to train composi-
tional models by gradient descent. Yet, there remain many operations in which discrete
decisions are required at intermediate steps of a data processing pipeline, notably those
involving sequences of discrete objects. Here, we target one of these operations —kthe top-
operation, i.e., nding the& largest or smallest elements from a set, which is widely used

for predictive modeling in information retrieval, machine learning, and data mining.



In this work, we propose the SOFT (Scalable Optimal transport-based diFferenTiable)
topk operation as a differentiable approximation of the standarcktoperation. Specif-
ically, motivated by the implicit differentiation techniques, we rst parameterize the&ktop-
operation in terms of the optimal solution of an OT problem. We then rule out the discon-
tinuity by imposing entropy regularization to the optimal transport problem, and show that
such a problem yields a differentiable approximation to thekaperation.

We apply SOFT togk operation tokNN for classi cation, beam search, and learning
sparse attention for neural machine translation. The experimental results demonstrate sig-
ni cant performance gain over competing methods.

We then consider a variant of regression problem, where the correspondence between
input and output data is not available. Such shuf ed data is commonly observed in many
real world problems. Taking ow cytometry as an example, the measuring instruments may
not be able to maintain the correspondence between the samples and the measurements.
Due to the combinatorial nature of the problem, most existing methods are only applicable
when the sample size is small, and limited to linear regression models. To overcome such
bottlenecks, we propose a new computational framework — ROBOT - for the shuf ed re-
gression problem, which is applicable to large data and complex nonlinear models. Specif-
ically, we reformulate the regression without correspondence as a continuous optimization
problem. Then by exploiting the interaction between the regression model and the data cor-
respondence, we develop a hypergradient approach based on differentiable programming
techniques. Such a hypergradient approach essentially views the data correspondence as
an operator of the regression, and therefore allows us to nd a better descent direction for
the model parameter by differentiating through the data correspondence. ROBOT can be
further extended to the inexact correspondence setting, where there may not be an exact
alignment between the input and output data. Thorough numerical experiments show that
ROBOT achieves better performance than existing methods in both linear and nonlinear

tasks, including real-world applications such as ow cytometry and multi-object tracking.



CHAPTER 2
COMPUTATION - DISCRETE CASE

2.1 Introduction

In this chapter we focus on Wasserstein distance for discrete distributions the computation

of which amounts to solving the following discredgptimal transport(OT) problem,

W( ; )=min , .)hC; i: (2.1)

Here ; are two probability vectord)/( ; ) is the Wasserstein distance betweeand
. Matrix C =[¢;] 2 R} " is the cost matrix, whose elemerjt represents the distance

between the-th support point of and thej -th one of . Notationh; i represents the
Frobenius dot-productand ; )=f 2 R} ": 1,= ; 1, = g, where
1, represent®i-dimensional vector of ones. This is a linear programming problem with
typical supeiO(n®) complexity.

An effort by Cuturi to reduce the complexity leads to a regularized variation of (Equa-
tion 2.1) giving rise the so-called Sinkhorn distance [2]. It aims to solve an entropy regu-

larized optimal transport problem

W( ; )=min 5 .)hC; i+ h(): (2.2)

The entropic regularizén( ) = ij In j results in an optimization problem (Equa-

]

tion 2.2) that can be solved ef ciently by iterative Bregman projections [3],

b(l+1) —

(1+1) —
a - - GTa(+)

Gp0’



starting fromb® = 11,, whereG = [G;]andG; = e ©i=. The optimal solution
then takes the form i = aG;j b. The iteration is also referred &nkhorn iteration
and the method is referred &mnkhorn algorithmwhich, recently, is proven to achieve a
nearO(n?) complexity [4].

The choice of cannot be arbitrarily small. Firsti; = e ©i = tends to under ow if
is very small. The methods in [3, 5, 6] try to address this numerical instability by perform-
ing the computation in log-space, but they require a signi cant amount of extra exponential
and logarithmic operations, and thus, compromise the advantage of ef ciency. More sig-
ni cantly, even with the bene ts of log-space computation, the linear convergence rate of
the Sinkhorn algorithm is determined by thentraction ratio (G), which approaches
las ! 0[7]. Consequently, we observe drastically increased number of iterations for
Sinkhorn method when using small

Can we just employ Sinkhorn distance with a moderately siZed machine learning
problems so that we can get the bene ts of the reduced complexity? Some applications
show Sinkhorn distance can generate good results with a moderately $&¢e9]. How-
ever, we show that in several important problems such as generative model learning and
Wasserstein barycenter computation, a moderately sizeidl signi cantly degrade the
performance while the Sinkhorn algorithm with a very smablecomes prohibitively ex-
pensive (also shown in [10]).

In this paper, we propose a new framework, Inexact Proximal point method for Optimal
Transport (IPOT) to compute the Wasserstein distance using generalized proximal point
iterations based on Bregman divergence. To enhance ef ciency, the proximal operator is
inexactly evaluated at each iteration using projections to the probability simplex, leading to
aninexactupdate at each iteration yet converging to éxactoptimal transport solution.

Regarding the theoretical analysis of IPOT, we provide conditions on the number of
inner iterations that will guarantee the linear convergence of IPOT. In fact, empirically,

IPOT behaves better than the analysis: the algorithm seems to be linearly convergent with



just one inner iteration, demonstrating its ef ciency. We also perform several other tests to
show the excellent performance of IPOT. As we will discussed in Section subsection 2.4.2,
the computation complexity is almost indistinguishable comparing to the Sinkhorn method.
Yet again, IPOT avoids the lengthy and experience-based tuning ofthe:can converges
to the true optimal transport solution robustly with respect to its own parameters. This
is unquestionably important in applications where the exact sparse transportation plan is
preferred. In applications where only Wasserstein distance is needed, the bias caused by
regularization might also be problematic. As an example, when applying Sinkhorn to gen-
erative model learning, it causes the shrinkage of the learned distribution towards the mean,
and therefore cannot cover the whole support of the target distribution adequately.
Furthermore, we develop another new algorithm based on the proposed IPOT to com-
pute Wasserstein barycenter (see Section section 2.5). Better performance is obtained with
much sharper images. It turns out that the inexact evaluation of the proximal operator

blends well with Sinkhorn-like barycenter iteration.

2.2 Preliminaries

2.2.1 WassersteiistanceandOptimal Transport

Wasserstein distance is a metric for two probability measures. Given two distributions

and , thep-Wasserstein distance between them is de ned as

n YA 0
Wp(; ):= inf d(x;y)d (x;y) (2.3)

2(:) MM

el

where ( ; ) is the set of joint distributions whose marginals arand , respectively.
The above optimization problem is also called the Monge-Kantorovitch probleptional
transportproblem [11]. In the following, we focus on ti®2Wasserstein distance, and for
convenience we writéV = W2,

When and both have nite supports, we can represent the distributions as vectors



Figure 2.1: Schematic of the convergence path of (a) Sinkhorn algorithm, (b) exact proxi-
mal point algorithm and (c) inexact proximal point algorithm (IPOT). The distance shown
is in Bregman sense. Sinkhorn solution is feasible and the closest to optimal solution set
within the Dy, constraints, but is not in the optimal solution set. However, proximal point
algorithm, no matter exact or inexact, solves optimization \Bithconstraints iteratively,

until an optimal solution is reached.

2 Rt 2 R"?, wherek k; = k k; = 1. Then the Wasserstein distance is com-

puted by (Equation 2.1). In other cases, given realizatfong™, andfy;g'3 of and

: . - . P
, respectively, we can approximate them by empirical distributlors % x x and
b = % yi vi- The supports ob andb are nite, so similarly we have = %ing,

= %Lyig, andC =[c(xi;y;)] 2 R}* .

The optimization problem (Equation 2.1) is a linear programming (LP) problem. LP
tends to provide a sparse solution, which is preferable in applications like histogram cali-
bration or color transferring [12]. However, the cost of LP scales at [@éstlogn) for
general metric, whera is the number of data points [13]. As aforementioned, an alter-
native optimization method is the Sinkhorn algorithm in [2]. Following the same strategy,
many variants of the Sinkhorn algorithm have been proposed [4, 14, 15]. Unfortunately,
all these methods only approximate original optimal transport by its regularized version
and their performance both in terms of numerical stability and computational complexity

is very sensitive to the choice of

2.2.2 ProximalPointMethod

Proximal point methods are widely used in optimization [16, 17, 18, 19]. Given a convex

objective functionf de ned on X with optimal solution sei X , proximal point



algorithm aims to solve

argmin, ,, f (x): (2.4)

by the following generalized proximal point iterations:

XM = argmin, .y f(x)+  Od(x;x®); (2.5)

whered is a regularization term used to de ne the proximal operator, usually de ned to be
a closed proper convex function. Commordyadopts the square of Euclidean distance,
i.e.,d(x;y) = kx  ykZ. When Euclidean distance is used, the sequér€&g converges

to an element itrX almost surely.

The proximal point method has many advantages, e.g, it has a robust convergence be-
havior — a fairly mild condition on guarantee its convergence and the speci c choice of
generally just affects its convergence rate. Moreover, even if the proximal operator de ned
in (Equation 2.5) is not exactly evaluated in each iteration, giving rise to inexact proximal
point methods, the global convergence of which with local linear rate is still guaranteed

under certain conditions [20, 21].

2.3 Bregman Divergence Based Proximal Point Method

2.3.1 Proposedethod

Our key idea is to use Bregman divergemeas the regularization in evaluating the prox-

imal operator in (Equation 2.5), i.e.

D —argmin , .,hC; i+ ODp( ; ©); (2.6)



P
where Bregman divergend®, based on entropy function(x) = ; x; Inx; takes the

form (see supplementary material for more)

X Xi
Dn(x;y) = Xi log — Xi + yi: (2.7)
i=1 i ia i=1

Substituting Bregman divergence into proximal point iteration (Equation 2.6), with simplex

constraints, we obtain

() = argmin ,( yhC Olog ®©; j+ Op(): (2.8)

Algorithm 1 IPOT(; ; C)
Input:  Probabilitiesf ; g on support pointd x;g,, fy;g';, metric matrixC =

[kxi ¥ K]

b 11,
Cij

Gij e
® 11

fort=1;2;3;:::do
Q G ®
for| =1;2;3;::;;Ldo  //Usuallysetl. =1

a b

Qb QTa

end for
(t+1) diagla)Qdiag(b)

end for

DenoteC%® = C M1n ®, The optimization (Equation 2.8) can be solved by

0= (1) &= 1
cf = e &= As we will later

Sinkhorn iteration by replacinG;; by Gi‘j’ =e
shown in Section subsection 2.3.2tdsl , ® will converge to an optimal transporta-

tion plan.
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Figure Figure 2.1 illustrates how Sinkhorn and IPOT solutions approach optimal solu-
tion in sense of Bregman divergence. First, let's consider Sinkhorn algorithm. The loss
function of Sinkhorn has regularization tertn( ), which can be rewritten as constraint
Dn( ;117) forsome > 0. Soin the left gure Sinkhorn solution is feasible within
theDy, constraints and the closest to optimal solution set. Proximal point algorithm, on the
other hand, solves optimization wiby, constraints iteratively, until an optimal solution is
reached. Exact proximal point method is when (Equation 2.8) solved exactly. It provides a
feasible solution that is closest to the optimal solution set in each step, and nally reach an
optimal solution. Inexact proximal point method is when (Equation 2.8) is solved inexactly.
Since we use Sinkhorn iteration to solve (Equation 2.8), this is when the iteration number
of the inner optimization is not enough to converge. In each step, the solution might not be
feasible or closest to the optimal set, but eventually it converges to an optimal solution.

The algorithm is shown in Algorithm Algorithm 1. For simplicity we use= .
Denote dia@a) the diagonal matrix withg; as itsith diagonal elements. Denote as
element-wise matrix multiplication arée} as element-wise division. We use warm start to
improve the ef ciency, i.e. in each proximal point iteration, we use the nal valua ahd
b from last proximal point iteration as initialization instead$? = 1,,. Later we will
show empirically IPOT will converge under a large range aofiith L = 1, a single inner

iteration will suf ce.

2.3.2 TheoreticalAnalysis

Classical proximal point algorithm has sublinear convergence rate. However, combining
Bregman distance and simplex constraints, we prove stronger convergence rate - a linear
rate. First, we consider when the optimization problem (Equation 2.8) is solved exactly, we

have a linear convergence rate guaranteed by the following theorem.

11



Theorem 1. Letf x('g be a sequence generated by the proximal point algorithm
XD =argmin,,y, f(xX)+ ODp(x;x®);

: : : P
wheref is continuous and convex. Assufie= min f (x) > 1 . Then,with [, © =
1, we have

f(xO) #f

If we further assumé is linear andX is bounded, the algorithm has linear convergence

rate.

More importantly, the following theorem gives us a guarantee of convergence when

(Equation 2.8) is solved inexactly.

Theorem 2. Letf x(V' g be the sequence generated by the Bregman distance based proximal
point algorithm with inexact scheme (i.e., nite number of inner iterations are employed).

De ne an error sequende!) g where

e 2 O f(xt )+ @ (x*) + r h(x™) r h(x®) ;

P
where x is the indicator function of set . If the sequencéefg satises _, kekk < 1
P
and _, he;xWi exists and is nite, therf x(Vg converges tx! with f (x ) = f . If
the sequencee!) g satis es that exist 2 (0;1) such thate®k ¢, he®: x®)j tand

with assumptions thdt is linear andX is bounded, thehx(g converges linearly.

The proof of both theorems is given in the supplementary material. Theorem Theorem 2
guarantees the convergence of inexact proximal point method — as ldngatss es the
given conditions, the IPOT algorithm would converge linearly.

Now we know IPOT can converge to the exact Wasserstein distance. What if an entropic
regularization is wanted? Please refer to the suplement material for how IPOT can achieve

regularizations with early stopping.
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Figure 2.2: The plot of differences in computed Wasserstein distances w.r.t. number of
iterations. HereW are the Wasserstein distance computed at current iteragn. is
computed by simplex method, and is used as ground truth. The test afept$ =

JIX Yjj2- The right lower gure is the two input margins for the test.

2.4 Empirical Analysis

In this section we will illustrate the convergence behavior with respect to inner iteration
numberL, the scalability of IPOT, and the issue with entropy regularization. We leverage
the implementation of Sinkhorn iteration and LP solver based on Python package POT [22],

and use Pytorch to parallel some of the implementation.

2.4.1 Convergenc®ate

A simple illustration task of calculating the Wasserstein distance of two 1D distribution
(shown in the bottom right corner of Figure Figure 2.2) is conducted as numerical validation
of the convergence theorems proved in Section subsection 2.3.2. To be clear, the use of two
1D distribution is only for visualization purpose. We also did tests on empirical distribution
of 64D Gaussian distributed data, and the result shows the same trend. We include more
discussion in the supplement material.

Figure Figure 2.2 shows the convergence of IPOT under différehe algorithm has
empirically linear convergence rate even under very simallhus, for simplicity, we use
L =1 for later tests.

Furthermore, as illustrated in Figure Figure 2.1, the proposed IPOT method converges

13



Figure 2.3: Log-log plot of average time used to achieve 1le-4 relative precision with error
bar. Each point is obtained by the average of 6 tests on different datasets.

to the real Wasserstein distance even with largevhile the Sinkhorn method has distinct

bias with much smaller.

2.4.2 Scalability

We conduct the following scalability test to show the computation time of the proposed
IPOT comparing to the state-of-art benchmarks. The optimal transport problem is con-
ducted between the two empirical distributions of 16D uniformly distributed data (See Sec-
tion subsection 2.2.1 for formulation). Besides proposed IPOT algorithm (see Algorithm
Algorithm 1 withL = 1), the Sinkhorn algorithm follows [2] and the stabilized Sinkhorn
algorithm follows [5]. The result of the scalability test is shown in Figure Figure 2.3. The
LP solver has a good performance under the current experiment settings. But LP solver
is not guaranteed to have approximatégn?) convergence as shown here. Moreover, LP
method is dif cult to parallel. Readers who are interested please refer to experiments in [2].
Sinkhorn and IPOT can be paralleled conveniently, so we provide both CPU and GPU
tests here. Under this setting, IPOT takes approximately the same resources as Sinkhorn at
= 0:01 For smaller, original Sinkhorn will under ow, and we need to use stabilized
Sinkhorn. Stabilized Sinkhorn is much more expensive than IPOT, especially for large

datasets and small
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Figure 2.4: The transportation plan generated by Sinkhorn and IPOT methods at different
iteration number. The red colormap is the result from Sinkhorn or IPOT method, while the
black wire is the result of simplex method for comparison. In the right lower plans, the red
and the black is almost identical.

Note that we also try to use the method proposed in [23] fecaling, to help the
convergence when! 0. However, although it is faster than Sinkhorn method when data
size is smaller than 1024, the time used at 1024 is already a@dunti®®s. Therefore we

didn't include this method in the gure.

2.4.3 Effectof EntropyRegularization

We have shown that IPOT can converge to exact Wasserstein distance with complexity
comparable to Sinkhorn (see Figure Figure 2.1 and Figure 2.3) and as we claimed in Section
section 2.1 this is important in some of the learning problems.

But in what cases is the exact Wasserstein distance truly needed? How will the en-
tropy regularization term affect the result in different applications? In this section, we will
discuss the exact transportation plan with sparsity preference and the advantage of exact

Wasserstein distance in learning the generative models.
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Figure 2.5: The sequences of learning results using IPOT, Sinkhorn, and original WGAN.
In each gure, the orange dots are samples of generated data, while the contour represents
the ground truth distribution.

Sparsity of the Transportation Plan

In applications such as histogram calibration and color transferring, an exact and sparse
transportation plan is wanted. In this section we conduct tests on the sparsity of the trans-
portation plan using the two distributions shown in Figure Figure 2.2 for both IPOT and
Sinkhorn methods with different regularization coef cients. Figure Figure 2.4 visualize
the different transportation plans. The red colormap is the result from Sinkhorn or IPOT
method, where the black wire beneath is the result by simplex method as ground truth.
To be clear, the different number of interaction of IPOT means the number of the outer
iteration with stillL = 1 inner iteration.

The proposed IPOT method can always converge to the sparse ground truth with enough
iteration and it is very robust with respect to the parameter.e., there is little visual
difference with changing from0:1 to 0:001 Furthermore, even with large = 1, the
optimal plan is still sparse and acceptable. In addition, if some smoothness is wanted,
IPOT method would also be able to work with early stopping. The degree of smoothness
can be easily adjusted by adjusting the number of iterations if needed.

On the other hand, the optimal plans obtained by Sinkhorn has two issues. If the
is chosen to be large (i.e.,= 0:1 or 0:01), the optimal plan are blur i.e., neither exact
nor sparse. In downstream applications, the non-sparse structure of transportation plan

make it dif cult to extract the transportation map from source distribution to target distri-
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bution. However if the is chosen to be small (i.e.,= 0:000]), it needs more iterations
to converge. For example, the Sinkhors 0:0001case still cannot converge after 2000
iterations. So in Sinkhorn applicationsneeds to be selected carefully. This ne tuning

issue can be avoid by the proposed IPOT method, since IPOT is robust to the parameter

Shrinkage Problem in Learning Generative Models

As shown in Equation (Equation 2.2), Sinkhorn method use entropy to penalize the op-
timization target and has biased evaluation of Wasserstein distance. The inaccuracy will
affect the performance of the learning problem where Wasserstein metric is served as loss
function.

In order to better illustrate the affect of the inaccurate Wasserstein distance, we con-
sider the task of learning generative models, speci cally, Wasserstein GAN [24]. Similar
to other GAN, WGAN seeks to learn a generated distrubution to approximate a target dis-
tribution, except using Wasserstein distance as the loss that measures the distance between
the generated distribution and target distribution. It uses the Kantorovitch dual formulation
to compute Wasserstein distance.

In this section, we train a Wasserstein GAN with the dual formulation substituted by
Sinkhorn and IPOT methods. Detailed derivation can be found in supplementary material.
Meanwhile, the standard approach of using dual form proposed in [24] is also compared.
Note that the purpose of this section is not to propose a new GAN but visualize how pro-
posed IPOT can avoid the possible negative in uence introduced by the inaccuracy of the
entropy regularization in the Sinkhorn method.

We claim that result of Sinkhorn method with moderate sizends to shrink towards
the mean, so the learned distribution cannot cover all the support of target distribution. To

demonstrate the reason of this trend, consider the extreme condition When, the loss
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function becomes
= argmin h( ) = argmin Dy( ;117=r?):

So = 11T=r? If we viewfx;gandfy; :y; = g (z)g as the realizations of random

variablesX andY, the optimal Sinkhorn distand®' is expected to be

Exy [W]= Exy[h ;Ci]
= Exy [X jixi izl = n*(Var(X) + (X Y)?+ Var(Y));
i
wheren is the data sizq, ) is the mean of random variable, and {/is the variance. At
the minimum of the distance, the mean of generated fdatais the same abx; g, but the
variance is zero. Therefore, the learned distribution would shrink asymptotically toward
the data mean due to smoothing the effect of regularization.

However, the proposed IPOT method is free from the above shrinking issue since the
exact Wasserstein distance can be found with the approximately the same cost (see Section
subsection 2.4.1 and Section subsection 2.4.2). Now we illustrate the shrinkage problem
by the following experiments.

Experiments on 2D Synthetic Daté#irst, we conduct a 2D toy example to demonstrate
the affect of regularization. We use a 2D-2D NN as generator to learn a mapping from
uniformly distributed noise to mixture of Gaussian distributed real data. Since as shown in
Figure Figure 2.2, Sinkhorn may need more iteration to converge, in this experiment, IPOT
uses 200 iterations and Sinkhorn uses 500 iterations.

Figure Figure 2.5 shows the results. Agries from0:01to 0:1, the learned distribution
of Sinkhorn gradually shrinks to the mean of target distribution, again this is because the
inaccurcy in calculating the Wasserstein distance. On the contrary, since IPOT can converge

to the exact Wasserstein distance regardless of differettie result robustly cover the
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(@) Sinkhorn = 1: digits 0,1,3,7,8,9 are (b) IPOT = 1: all digits are covered.
covered.

Figure 2.6: Plots of MNIST learning result under comparable resources. They both use
batch size=200, number of hidden layer=1, number of nodes of hidden layer=500, number
of iteration=200, learning rate = 1le-4.

whole support of target distribution. Furthermore, comparing to the dual form method used

in the WGAN, the proposed IPOT method is better in small scale cases and can achieve
similar performance in large scale cases [8]. This is mainly because the discriminator

neural network used in WGAN is susceptible to over tting in low dimensional cases, and

it exceeds the objective of this paper.

Experiments on Higher Dimensional DataFor higher dimensional data, we cannot
visualize the nal generated distribution as done in the 2D test. So in order to demonstrate
IPOT has little shrinkage issue, we set the latent space to be 2D, and visualize it by plotting
the images generated at dense grid points on the latent space. Due to the low dimensional
latent space, We perform the experiment using MNIST dataset. Note that this is mainly
for the convenience in visualization, the whole shrinkage-free property of IPOT method is
also extendable to more complex learning problems. Associated with the MNIST dataset,
we use a generatgr : R? 7! R"4 noise datdz g Unif([0; 1F) as input, and one fully
connected hidden layer with 500 nodes.

Figure Figure 2.6 shows an example of generated results. The Sinkhorn results look
authentic, but we can only nd some of the digits in it. This is exactly the consequence of
shrinkage due to the inaccurate calculation of Wasserstein distance - in the domain where

the density of learned distribution is nonzero, the density of target distribution is usually
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(a) Original image (b) Color image (c) Simplex

(d) Sinkhorn =10 2 (e) Sinkhorn =10 3 () IPOT

Figure 2.7: An example of color transferring. The right upper corner of each generated
image shows the zoom-in of the color detail of the mouth corner.

nonzero; but in some part of the domain where the density of target distribution is nonzero,
the learned distribution is zero. In the example of Figure Figure 2.6 (a), the learned distri-
bution cannot cover the support of digits 2,4,5,6 while when using IPOT to calculate the
Wasserstein loss, all ten digits are can be recovered in Figure 2.6 (b), which shows the cov-
erage of the whole domain of the target distribution. In supplementary material we provide
more examples, e.g., if a largeiis used, Sinkhorn generator would shrink to one point,
and hence cannot learn anything, while the IPOT method is robust to its parameatdr

covers more digits.

2.4.4 Color Transferring

Optimal transport is directly applicable to many applications, such as color transferring
and histogram calibration. We will show the result of color transferring and why accurate
transportation map is superior to entropically regularized ones.

The goal of color transferring is to transfer the tonality of a target image into a source
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image. This is usually done by imposing the histogram of the color palette of one image to
another image. Since Reinhard et al. [25], many methods [12, 26] are developed to do so by
learning the transformation between the two histograms. Experiments in [27] have shown
that transformation based on optimal transport map outperforms state-of-the-art techniques
for challenging images.

Same as other prime-form Wasserstein distance solvers [13, 2], the proximal point
method provide a transportation map. By de nition, the map is a transportation from the
source distribution to a target one with minimum cost. Therefore it provides a way to
transform a histogram to another.

One example is shown in gure Figure 2.7. We use three different maps to transform
the RGB channels, respectively. For each channel, there are at most 256 bins. Therefore,
using three channels separately is more ef cient than treating the colors as 3D data. Figure
Figure 2.7 shows proximal point method can produce identical result as linear programming

at convergence, while the results produced by Sinkhorn method differ w.r.t.

2.5 Wasserstein Barycenter by IPOT

Wasserstein barycenter is widely used in machine learning and computer vision due to its
nice property [3, 28]. Given a set of distributioRs= fpq; po;:::; pk g, their Wasserstein

barycenter is de ned as

X

. K
q (P; )= argmin g o1 kW (Q; p«) (2.9)

whereW is the Wasserstein distance, &Qds in the space of probability distributions, and
P K
k=1 Kk =1.
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Algorithm 2 computing Wasserstein barycenter

1: Input: The probability vector sdtpyg on gridfyigi,
2. b 31,;8k=1;2:5K
3 Cp oyuy) =iy viiis
Cjj
4. Gij e
5 « 117
6: fort=1;2;3;:::do
72 Hy G ki8k=1:2;:::K
8 forl=1;2,3::Ldo
9: ay Hq—bk;8k=1;2;:::;K,
10: by "fk 8k =1:;2::K
Q™
11 ke (A (Hiby)) *
12:  end for
13: k diagag)H diagby);8k =1;2;::;; K
14: end for
15: Return q

2.5.1 IPOT-like Algorithm

The idea of our IPOT method can be generalized to learn Wasserstein barycenter. In partic-
ular, plugging the de nition of Wasserstein distance in (Equation 2.1) into (Equation 2.9)
with some derivation (see supplementary material for full derivation), we get the proximal

point iteration for barycenter analogous to (Equation 2.6) as

)6 t
g = argmin dh G Ci+ 9D Mg
F kg k=1

(t+1)
f k

st. «l1=p:8k 9q; fl=q:

The minimization in each proximal step is solved by Sinkhorn barycenter iteration [3]. We
provide the detailed algorithm in Algorithm Algorithm 2. The same as Algorithms Algo-

rithm 1, this algorithm can also converge with= 1 and a large range of.
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2.5.2 LearningBarycenter

We test our proximal point barycenter algorithm on MNIST dataset, borrowing the idea
from [29]. Here, the images in MNIST dataset is randomly uniformly reshape to half to
double of its original size, and the reshaped images have random bias towards corner. After
that, the images are mapped ifi® 50 grid. For each digit we use 50 of the reshaped
images with the same weights as the dataset to compute the barycenter. All results are
computed using 50 iterations and under = 0:001 So for proximal point method, the
regularization is approximately the same as 2 10 °, which is pretty small. We
compare our method with state-of-art Sinkhorn based methods [29], [30] and [3]. Among
the four methods, the convolutional method [30] is different in terms of that it only handles
structural input tested here and does not reqOife?) storage, unlike other three general
purpose methods.

We are also aware of that there are other literatures for Wassersetin barycenter, such
as [31] and [32], but they are targeting a more complicated setting, and has a different
convergence rate (i.e. sublinear rate) than the methods we provide here.

The results (Figure Figure 2.8) from proximal point algorithm are clear, while the re-
sults of Sinkhorn based algorithms suffer blurry effect due to entropic regularization.

While the time complexity of our method is in the same order of magnitude with
Sinkhorn algorithm [3], the space complexitydstimes of it, becaus& different trans-
port maps need to be stored. This might cause pressure to memory foKlafgeerefore,

a sequential method is needed. We left this to future work.

2.6 Conclusion

We proposed a proximal point method - IPOT - based on Bregman distance to solve opti-
mal transport problem. Different from the Sinkhorn method, IPOT algorithm can converge

to ground truth even if the inner optimization iteration only performs once. This nice prop-
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Figure 2.8: The result of barycenter. For each digit, we randomly choose 8 of 50 scaled
and shifted images to demonstrate the input data. From the top to the bottom, we show
(top row) the demo of input data; (second row) the results based on [29]; (third row) the
result based on [30]; (fourth row) the result based on [3]; (bottom row) the results based on
inexact proximal point algorithm.

erty results in similar convergence and computation time comparing to Sinkhorn method.
However, IPOT provides a robust and accurate computation of Wasserstein distance and as-
sociated transportation plan, which leads to a better performance in image transformation
and avoids the shrinkage in generative models. We also apply the IPOT idea to calculate
the Wasserstein barycenter. The proposed method can generate much sharper results than

state-of-art due to the exact computation of the Wasserstein distance.
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CHAPTER 3
COMPUTATION — CONTINUOUS CASE

3.1 Introduction

In this chapter we consoder the computation of the comtinuous case OT. Speci cally, we
consider two sets al-dimensional data, which are generated from two different distribu-
tions denoted b andY 1 We aim to nd an optimal joint distribution of X

andY, which minimizes the expectation on some cost functiare.,
=argmin Exx.yy [c(X; Y)]; (3.2)
2( )

The constraint 2 ( ; ) requires the marginal distribution &f andY in to be iden-
tical to and , respectively. Existing literature often refers to the optimal expected cost
W (; )= Exvy) [c(X;Y)] asWasserstein distancand as theoptimal transport
plan. For domain adaptation, the functioormeasures the discrepancy betwéemandy,

and the optimal transport plan essentially reveals the transfer of the knowledge from
sourceX to targetY. For resource allocation, the functians the cost of assigning re-
sourceX to receiverY, and the optimal transport plan essentially yields the optimal
assignment.

Since (Equation 3.1) is an optimization problem over the space of distributions, the
problem is in nite dimensional and generally intractable whemnd are continuous
distributions. Therefore, existing literature has resorted to nite dimensional approxima-
tions. For example, [2] propose to discretize the support using a re ned grid, and cast

(Equation 3.1) into a nite dimensional linear programming problem. However, for com-

1The optimal transport can also handle more than two distributions. See Section section 3.3 for more
details.
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plex distributions in high dimensions (e.g., images in domain adaptation), the grid size
often needs to be exponentially large (e.g., exponential in dimension) to ensure a small
approximation error (due to discretization). Under such a regime, conventional linear pro-
gramming algorithms do not scale well, e.g., the interior point method in conjunction with
the Newton's method take®(n3logn) time, wheren is the grid size. To ease such a
scalability issue, [2] propose an entropy regularization-based Sinkhorn algorithm, which
requires the computational cost@{n?), but still fail to scale to large problems.

While there exist several scalable stochastic algorithms for computing Wasserstein dis-
tance for continuous distributionsand [33, 34, 35], they cannot compute the optimal
transport plan (see Section section 3.7 for more discussion), which is crucial in the
aforementioned applications.

To address the scalability and ef ciency issues, we propose a new implicit generative
learning-based framework for solving optimal transport problems. Speci cally, we approx-
imate by a generative model, which maps from some latent varidhie (X;Y ). For
simplicity, we denote

2 3 2 3

8% -62)= §9 7 win 2z (3.2)
v Gy (2)

where is some simple latent distribution ailis some operator, e.g., deep neural network
or neural ordinary differential equation (ODE). Accordingly, instead of directly estimating

the probability density of , we estimate the mappir(g betweerZ and(X;Y ) by solving

G = argmin  Ez; [c(Gx(Z);Gy(Z))]; subjectto Gx(Z) ; Gv(Z)
G

(3.3)

We then cast (Equation 3.3) into a minimax optimization problem using the Lagrangian

multiplier method. As the constraints in (Equation 3.3) are over the space of continuous
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distributions, the Lagrangian multiplier is actually in nite dimensional. Thus, we propose
to approximate the Lagrangian multiplier by deep neural networks, which eventually deliv-
ers a nite dimensional generative learning problem.

Our proposed framework has three major bene ts: (1) Our formulated minimax opti-
mization problem can be ef ciently solved by primal dual stochastic gradient-type algo-
rithms. Many empirical studies have corroborated that these algorithms can easily scale to
very large minimax problems in machine learning [36]; (2) Our framework can take advan-
tage of recent advances in deep learning. Many empirical evidences have suggested that
deep neural networks can effectively adapt to data with intrinsic low dimensional struc-
tures [37, 38]. Although they are often overparameterized, due to the inductive biases
of the training algorithms, the intrinsic dimensions of deep neural networks are usually
controlled very well, which avoids the curse of dimensionality; (3) Our adopted genera-
tive models allow us to ef ciently sample from the optimal transport plan. This is very
convenient for certain downstream applications such as domain adaptation, where we can
generate in nitely many data points paired across domains [39].

Moreover, the proposed framework can also recover the density of entropy regularized
optimal transport plan. Speci cally, we adopt the neural Ordinary Differential Equation
(ODE) approach in [40] to model the dynamics that howgradually evolves t&(Z). We
then derive the ODE that describes how the density evolves, and solve the density of the
transport plan from the ODE. The recovery of density requires no extra parameters, and
can be evaluated ef ciently.

P
i Al

Notations: Given a matrixA 2 RY 9, det(A) denotes its determinantr( A) =
. 9p—F . . . .
denotes its trac&Akg = i A% denotes its Frobenius norm, ajj denotes a matrix

with [jAj]; = jAjj. We use dinjv) to denote the dimension of a vectar
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3.2 Background

We brie y review some background knowledge on optimal transport and implicit genera-
tive learning.
Optimal Transport: The idea of optimal transport (OT) originally comes from [1],

which proposes to solve the following problem,

T =argmin Ex [c(X;T (X))]; (3.4)
T(X)

whereT () is a mapping from the space oto the space of. The mappind is referred to
asMonge mapand (Equation 3.4) is referred to as Monge formulation of optimal transport.

Monge formulation, however, is not necessarily feasible. For example, Whén
a constant random variable aivdis not, there does not exist such a mBpsatisfying
T(X) . The Kantorovich formulation of our interest in (Equation 3.1) is essentially
a relaxation of (Equation 3.4) by replacing the deterministic mapping with the coupling
between and . ConsequentlyKantorovich formulations guaranteed to be feasible and
becomes the classical formulation of optimal transport in existing literature [3, 41, 42, 30,
43].

Implicit Generative Learning : For generative learning problems, direct estimation of
a probability density function is not always convenient. For example, we may not have
enough prior knowledge to specify an appropriate parametric form of the probability den-
sity function (pdf). Even when an appropriate parametric pdf is available, computing the
maximum likelihood estimator (MLE) can be sometimes neither ef cient nor scalable. To
address these issues, we resort to implicit generative learning, which do not directly spec-
ify the density. Speci cally, we consider that the observed variablés generated by
transforming a latent random varialde(with some known distribution) through some
unknown mappings( ), i.e.,X = G(Z). We then can train a generative model by estimat-

ing G( ) with a properly chosen loss function, which can be easier to compute than MLE.
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Existing literature usually refer to the distribution @{Z) as thepush-forward of refer-

ence distribution . Such an implicit generative learning approach also enjoys an additional
bene t: We only need to choosethat is convenient to sample, e.g., uniform or Gaussian
distribution, and we then can generate new samples from our learned distribution directly
through the estimated mappi&very ef ciently.

For many applications, the target distribution can be quite complicated, in contrast to the
distribution being simple. This actually requires the mapp@tp be exible. Therefore,
we choose to represent G using deep neural networks (DNNs), which are well known for its
universal approximation property, i.e., DNNs with suf ciently many neurons and properly
chosen activation functions can approximate any continuous functions over compact sup-
port up to an arbitrary error. Early empirical evidence, including variational auto-encoder
(VAE, [44]) and generative adversarial networks (GAN, [45]) have shown great success
of parameterizings with DNNs. They further motivate a series of variants, which adopt
various DNN architectures to learn more complicated generative models [46, 47, 48, 49,
50].

Although the above methods cannot directly estimate the density of the target distribu-
tion, for certain applications, we can actually recover the densitg(@). For example,
generative ow methods such as NICE [51], Real NVP [52], and Glow [53]) impose spar-
sity constraints on weight matrices, and exploit the hierarchical nature of DNNs to compute
the densities layer by layer. Speci cally, NICE proposed in [51] denotes the transitions of

densities within a neural network as

f1

Zt" ™y e ' G(2);

whereh; represents the hidden units of theh layer andf; is the transition function.
NICE suggest to restrict the Jacobian matrice§;sfto be triangular. Thereford,'s are

reversible and the transition of density in each layer can be easily computed. More recently,
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Figure 3.1: An illustration of SPOT.

[40] propose a neural ordinary differential equation (neural ODE) approach to compute
the transition fromZ to G(Z). Speci cally, they introduce a dynamical formulation and
parameterizing the mappirg using DNNs with recursive structures: They use an ODE to

describe how the input gradually evolves towards the outga(Z) in continuous time,

dz=dt=(z(t);t);

wherez(t) denotes the continuous time interpolatiorZgiand ( ; ) denotes a feedforward-
type DNN. Without loss of generality, we choas@®) = Z andz(1) = G(Z). Then under
certain regularity conditions, the mappiq ) is guaranteed to be reversible, and the den-

sity of G(Z) can be computed i©(d) time, whered is the dimension o [54].

3.3 Scalable OT with Pushforward

To achieve better ef ciency and scalability, we propose a new framework — named SPOT
(Scalable Pushforward of Optimal Transport) — for solving the optimal transport prob-
lem. Recall that we aim to nd an optimal joint distributiongiven by (Equation 3.1).

Let W,(X; ) denotes the standard Wasserstein metric between a random Xeatut a
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distribution . Speci cally, we write

Wi(X; )= sup Ex[ x(X)] Eu [ x(U)]

x 2F 1

whereF ! denotes the class of dHLipschitz functions fronRY to R. Note thaW,(X; ) =
OindicatesX . LetWy(Y; ) be de ned analogously a&1(X; ). Thenwe can rewrite

(Equation 3.1) as

=argmin Ex.y) [c(X;Y)]; subjectto Wi(X; )=0; Wy(Y; )=0: (3.5)

As mentioned earlier, solving in the space of all continuous distributions is generally
intractable. Thus, we adopt the push-forward method, which introduces a m&pfriog
some latent variablg to (X; Y ). Recall thatwe denoteX; Y ) = G(Z) = ( Gx (2); Gy (2))

as shown in (Equation 3.2). The latent variaBldéollows some distribution that is easy

to sample. By the Lagrangian multiplier method and the Kantorovich-Rubinstein duality

[55], we then rewrite (Equation 3.5) as

min max Ez [c(Gx(Z);Gy(2))]

G xiv;x2F1; y2Fr1
+ xEBEz [ x(Gx(Z)] Eu [ x(U)I+ vEz [v(Gy(Z)] Ev [ v(V)I
(3.6)

Motivated by [24], we then further parameteri@e x, and y with neural networks We
denoteG as the class of neural networks for parameterigingnd similarlyF  andFe as
the classes dI-Lipschitz functions for x and vy, respectively.

SinceG, Fy, andFy are only nite classes, our parameterization®tannot exactly
represent any continuous distributions(&f Y ) (only up to a small approximation error

with suf ciently many neurons). Then the marginal distribution constrai@ts(Z)

2Using a single neural network to parametei&encourages parameter sharing betw&gnandGy . In
fact, we can also parameteri@ andGy with different neural networks.
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andGy (2) , are not necessarily satis ed. Therefore, the Lagrangian multipliers can
be unbounded and the equilibrium of (Equation 3.6) does not necessarily exist. To address
this issue, we directly treaty = y = as tuning parameters, and solve the following

problem instead

min  max Ez; [c(Gx(Z),Gy(Z
G2G y 2 1. 2Ed [c(Gx (2); Gy (2))]

+ Ez [ x(Gx(2)] Ex [x(X)N+Ez [v(Gy(Z)] Evy [v(Y)]: (3.7)

We apply alternating stochastic gradient algorithm to solve (Equation 3.7): in each itera-
tion, we perform a few steps of gradient ascent gnand v, respectively for a xedG,
followed by one-step gradient descent@rfor xed x and y. We use Spectral Nor-
malization (SN, [56]) to control the Lipschitz constant gf and y being smaller than

1. Speci cally, SN constrains the spectral norm of each weight ma&tidy SNW) =

W= (W) in every iteration, where (W) denotes the spectral norm\f. Note that (W)

can be ef ciently approximated by a simple one-step power method [57]. Therefore, the
computationally intensive SVD can be avoided. We summarize the algorithm in Algorithm
Algorithm 3 with SN omitted.

Connection to Wasserstein Generative Adversarial Networks (WGANs)Our pro-
posed framework (Equation 3.7) can be viewed as a multi-task learning version of Wasser-
stein GANs [39, 58]. Speci cally, the mapping can be viewed as generatorthat gen-
erates samples in the domaidsandY. The Lagrangian multipliersx and y can be
viewed addiscriminatorsthat evaluate the discrepancies of the generated sample distribu-
tions and the target marginal distributions. By restricting2 F ¢, E; [ x (Gx (2))]

Ex [ x(X)] essentially approximates the Wasserstein distance between the distributions
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Algorithm 3 Mini-batch Primal Dual Stochastic Gradient Algorithm for SPOT

Require: Datasetd x;gl\, ; fy g}\":1 ; Initialized networksG, x, and y with
parametersv, , and , respectively; , the learning ratenic , the number of gradient
ascent for x and v n, the batch size
while w not convergedio

fort=1;2  ;Neisc do
Sample mini-batchix;g, fromfx;gl,
Sample mini-batcliy; g'.; from fy; gj’\":l
Sample mlnh:patcmzkgk , from

P n
g r (3 pie X% (Gxw (2d) %pinzl x; (Xi))
g r ( % k=1 v Gyw(z)) = L v ()
+ 9., + g
end for

Sample mingbatchiz,g;_, from P
Ow I W(% El C(GX[W (Zk) GYW(ZK))+ % Ezl X, (GX;W (Zk))
+ 5 ka1 v (Gyw(@))
W W+ gw
end while

of Gx (Z) andX under the Euclidean ground cost ([55], the same hold¥ joiDenote

R(Gx;Gy)= Ez [c(Gx(Z);Gy(Z))]; and

dw(Gx:X)= max Ez [ x(Gx(Z)] Ex [ x(X)I:

X

Letd,(Gy;Y) be de ned analogously a&, (Gyx ; X). We can rewrite (Equation 3.7) as
min - dw(Gx;X)+ du(Gy;Y) + R(Gx;Gy); (3.8)

which essentially learns two Wasserstein GANs with a joint gene@tbrough the regu-
larizerR . An illustrative example is provided in Figure Figure 3.1.

Extension to Multiple Marginal Distributions : Our proposed framework can be
straightforwardly extended to more than two marginal distributions. Consider the ground

cost functionc taking m inputs X 1; :::; X, with X; i fori = 1;:::;m. Then the
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optimal transport problem (Equation 3.1) becomes the multi-marginal problem [59]:

= argmin - E [c(X1; X2 Xm)l; (3.9)
2( 1727 7 m)
where ( 1; »2; ; m) denotes all the joint distributions with marginal distributions sat-
isfying X; i foralli =1;:::;m. Following the same procedure for two distributions,

we cast (Equation 3.9) into the following form

min max Ez [o(Gx,(Z); ;Gxn(2)]+ Pi"ll (Ez [ xi(Gx,(Z)] Ex; [ x,(X)]);
X 2F y.

whereG and x,'s are all parameterized by neural networks. Existing methods for solving
the multi-marginal problem (Equation 3.9) suggest to discretize the support of the joint
distribution using a re ned grid. For complex distributions, the grid size needs to be very
large and can be exponentialnm[55]. Our parameterization method actually only requires
at most2m neural networks, which further corroborates the scalability and ef ciency of our

framework.

3.4 SPOT for Regularized Density Recovery

Existing literature has shown that entropy-regularized optimal transportation outperforms
the un-regularized counterpart in some applications [60, 2]. This is because the entropy
regularizer can tradeoff the estimation bias and variance by controlling the smoothness of
the density function.

We demonstrate how to ef ciently recover the dengityof the transport plan with
entropy regularization. Instead of parameterizthdpy a feedforward neural network, we
choose the neural ODE approach, which uses neural networks to approximate the transition
from inputZ towards outpuG(Z) in the continuous time. Speci cally, we tak#0) = Z
andz(1) = G(Z). Letz(t) be the continuous interpolation gf with densityp(t) varying
according to time. We splitz(t) into z;(t) andz,(t) such that dinfz;) = dim(X) and
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dim(z;) = dim(Y). We then write the neural ODE as
dz;=dt=1(z(t);t); dz=dt= ,(z(t);t), (3.10)

where ; and , capture the dynamics af(t). We parameterize = ( 1; ») by a neural
network with parametew. We can describe the dynamics of the joint denpty in the

following proposition.

Proposition 1. Letz, z;, z,, ; and , be de ned as above. Supposeand , are uniformly
Lipschitz continuous iz (the Lipschitz constant is independenttpfind continuous ir.

The log joint density satis es the following ODE:

@ogp(t) _ @: @

—@t tr @ +tr @Z ; (3.11)

Where% and% are Jacobian matrices of and , with respect t@; andz,, respectively.

Proposition 1 is a direct result of Theorem 1 in [40]. We can now recover the joint
density by takingp = p(1), which further enables us to ef ciently compute the entropy

regularizer de ned as

H(p )= Ec@z) [logp (G(2))I:

Then we consider the entropy regularized Wasserstein distag{€& x; y)+ H(p)
whereL(G; x; v) is the objective function in (Equation 3.7). Note that h&as a
functional operator of, and hence parameterized with The training algorithm follows
Algorithm Algorithm 3, except that updatinG becomes more complex due to involving
the neural ODE and the entropy regularizer.

To updateG, we are essentially updativg using the gradieng), = @L.+ H)=@w

where is the regularization coef cient. First we compu@ .=@ wWe adopt the integral
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form from [40] in the following

z .
%\CN: 01 a(t)” —@(Z@()tjv’ Y, (3.12)

wherea(t) = @Q .=@f) is the so-called “adjoint variable”. The detailed derivation is
slightly involved due to the complicated terms in the chain rule. We refer the readers to
[40] for a complete argument. The advantage of introdueifty) is that we can compute

a(t) using the following ODE,

da(t) _ > @(z(1);1)
at ~ '

a)” =3,

Then we can use a well developed numerical method to compute (Equation 3.12) ef ciently
[61]. Next, we computedd=@win a similar procedure witta(t) replaced byh(t) =
@1 =@ogp(t). We then write

Z,

e ~ @ogp(t)
— = t)” ———=dt:
@w 0 o0 @w
Using the same numerical method, we can com@ite@ wwhich eventually allows us

to computey, and updatev.

3.5 SPOT for Domain Adaptation

Optimal transport has been used in domain adaptation, but existing methods are either
computationally inef cient [62, 63], or cannot achieve a state-of-the-art performance [64].
Here, we demonstrate that SPOT can tackle large scale domain adaptation problems with
state-of-the-art performance.

Speci cally, we obtain labeled source ddta g , Where each data point is associ-
ated with a label;, and target dathy; g with unknown labels. For simplicity, we use

X andY to denote the random vectors following distributionand , respectively. The
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two distributions and can be coupled in a way that each paired sampl€Xpf ) from
the coupled joint distribution are likely to have the same label. In order to identify such
coupling information between source and target data, we propose a new OT-based domain
adaptation method — DASPOT (Domain Adaptation with SPOT) as follows.

Speci cally, we jointly train an optimal transport plan and two classi ers ¥rand
Y (denoted byDx andDv, respectively). Each classi er is a composition of two neural
networks — an embedding network and a decision network. For simplicity, we denote
Dx = Dex Dcx, wWhereDe.x denotes the embedding network, a@dgy denotes the
decision network (respectively f@y = Dey Dcy). We expect the embedding networks
to extract high level features of the source and target data, and then nd an optimal transport
plan to alignX andY based on these high level features using SPOT. Here we choose a

ground cost
o(xy) = kDex(x) Dey(y)k™: (3.13)

Let G denote the generator of SPOT. The Wasserstein distance of such an OT problem can
be written af, kD e:X (Gx (Z )) De;y (GY (Z)) k2.
P
Meanwhile, we trainDy by minimizing the empirical rislg% 1 [E(Dx (xi); vil,

whereE denotes the cross entropy loss function, and titainby minimizing
Ez[E(Dv(Gy(2)); arg|£na><[Dx (Gx (2], (3.14)

where[v]x denotes th&-th entry of the vectov. The risk function de ned in (Equation 3.14)
essentially encourag®s, andDy to predict each paired (synthetic) samplef®f (Z); Gy (2))

to have the same label.
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Eventually, the joint training optimize

X
' LdG;: x: v)+ —  [E(Dx(Xi);Vi
p 1IN, max (Gl oxi )+ i=1[ (Dx (Xi); i)l

+ 4Bz [E(Dy (Gv(2)); arglinax[Dx (Cx (ZN1I:

whereL(G; x; v)isthe objective functionin (Equation 3.7) witlile ned in (Equation 3.13),

and s, 4a are the tuning parameters.

3.6 Experiments

We evaluate the SPOT framework on various tasks: Wasserstein distance approximation,
density recovery, paired sample generation and domain adaptation. All experiments are
implemented with PyTorch using one GTX1080Ti GPU and a Linux desktop computer
with 32GB memory, and we adopt the Adam optimizer with con guration parameters 0.5

and 0.999 [65].

3.6.1 Wassersteiistance(WD) Approximation

We rst demonstrate that SPOT can accurately and ef ciently approximate the Wasserstein

distance. We take the Euclidean ground costd;.y) = kx yk. Then

Eciz)y [c(Gx(Z),Gy(2))]

essentially approximates the Wasserstein distance. We take the marginal distrib@timhs
as two Gaussian distributions R¥ with the same identity covariance matrix. The means

are( 2:5;0)> and(2:5;0)", respectively. We nd the Wasserstein distance betweand
equal to 5 by evaluating its closed-form solution. We genemate 10° samples from

both distributions and , respectively. Note that naively applying discretization-based

algorithms by dividing the support according to samples requires at least 40 GB memory,
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(@) LR=10 3 (b) LR=10 4 (c) LR =10 ®

Figure 3.2: Comparison of convergence between SPOT and ROT. All the curves are aver-
aged over 50 runs with different random seeds, and the shaded areas represent the standard
deviation.

which is beyond the memory capability.

We parameteriz&yx, Gy, x, and y with fully connected neural networks without
sharing parameters. All the networks use the Leaky-RelLU activation [6g§].and Gy
have?2 hidden layers. x and y havel hidden layer. The latent variabl follows the
standard Gaussian distributionfR¥. We take the batch size equal to 100.

WD vs. Number of Epochs. We compare the algorithmic behavior of SPOT and
Regularized Optimal Transport (ROT, [34]) with different regularization coef cients. For
SPOT, we set the number of units in each hidden layer equal to 8 anti0*. For ROT,
we adopt the code from the authdwgith only different input samples, learning rates, and
regularization coef cients.

Figure Figure 3.2 shows the convergence behavior of SPOT and ROT for approximat-
ing the Wasserstein distance betweeand with different learning rates. We observe
that SPOT converges to the true Wasserstein distance with only 0.6%, 0.3%, and 0.3% rel-
ative errors corresponding to Learning Rates (1R)3, 10 4, and10 °, respectively. In
contrast, ROT is very sensitive to its regularization coef cient. Thus, it requires extensive
tuning to achieve a good performance.

WD vs. Number of Hidden Units. We then explore the adaptivity of SPOT by in-
creasing the network size, while the input data are generated from some low dimensional
distribution. Speci cally, the number of hidden units per layer varies fébim 21°. Recall
that we parameteriz€ with two 2-hidden-layer neural networks, and, y with two 1-

hidden-layer neural networks. Accordingly, the number of parametdéssviaries from36

Shttps://github.com/vivienseguy/Large-Scale-OT
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Figure 3.3: Box plots of relative errors of the estimated Wasserstein distance with respect
to the number of hidden units per layer. The results are averaged over 50 independent runs.

toabout?2 1P, andthatin x or vy varies froml2to about2; 00Q The tuning parameter

also varies corresponding to the number of hidden unitsin y. We use = 10° for
2% 22 and 22 hidden units per layer, = 2  10* for 2%; 2° and2° hidden units per layer,

= 10* for 27 and2® hidden units per layer, =2  10° for 2°, and2!° hidden units per
layer.

Figure Figure 3.3 shows the estimated WD with respect to the number of hidden units

per layer. For large neural networks that haver 2!° hidden units per layer, i.e5;2 1P
or2:0 1P parameters, the number of parameters is far larger than the number of samples.
Therefore, the model is heavily overparameterized. As we can observe in Figure Figure 3.3,
the relative error however, does not increase as the number of parameters grows. This

suggests that SPOT is quite robust with respect to the network size.

3.6.2 DensityRecovery

We demonstrate that SPOT can effectively recover the joint density with entropy regular-

ization. We adopt the neural ODE approach as described in Section section 3.4. Denote
(a; b as the density of the Gaussian distributida; b. We take the marginal distribu-

tions and as (1) Gaussian distributiong0; 1) and (2; 0:5); (2) mixtures of Gaussian

2 ( 1,05)+ 1 (1;05)and; ( 20:5)+ 1 (2;0:5). The ground cost is the Euclidean

square function, i.eg(x;y) = kx yk2 We run the training algorithm fo8 10 it-

erations and in each iteration, we generate 500 samples framd , respectively. We

parameterize with a 3-hidden-layer fully-connected neural network with 64 hidden units

per layer, and the latent dimension is 2. We take 10°.
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Figure 3.4: Visualization of the marginal distributions and the joint density of the optimal
transport plan.

Figure 3.5: Generated samples of SPOT and CoGAN on the MNIST-MNISTM task.
Figure Figure 3.4 shows the input marginal densities and heat maps of output joint den-

sities. We can see that a larger regularization coef cieyields a smoother joint density

for the optimal transport plan. Note that with continuous marginal distributions and the
Euclidean square ground cost, the joint density of the unregularized optimal transport de-
generates to a generalized impulse function (i.e., a generalized Dftaxtion that has
nonzero value on a manifold instead of one atom, as shown in [67, 68]). Entropy regular-

ization prevents such degeneracy by enforcing smoothness of the density.

3.6.3 SampleGeneration

We show that SPOT can generate paired sam(i@ggZ); Gy (Z)) from unpaired datx
andY that are sampled from marginal distributionand , respectively.

Synthetic Data. We take the squared Euclidean cost, ¢ y) = kx yk?, and adopt
the same implementation and sample size as in Section subsection 3.6.1 with learning rate
10 2 and 32 hidden units per layer. Figure Figure 3.6 illustrates the input samples and
the generated samples with two sets of different marginal distributions: The upper row
corresponds to the same Gaussian distributions as in Section subsection 3.6.1. The lower
row takesX as Gaussian distribution with medn 2:5;0)> and covarianc®:5l, Y as
(sin(Y1) + Y3;2Y;  3)”, whereY; follows a uniform distribution ofi0; 3], andY; follows

a Gaussian distributioN (2; 0:1).
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Figure 3.6: Visualization of input samples and generated samples. The black lines repre-
sent the paired relation.

We observe that the generated samples and the input samples are approximately iden-
tically distributed. Additionally, the paired relationship is as expected — the upper mass is
transported to the upper region, and the lower mass is transported to the lower region.

Real Data. We next show SPOT is able to generate high quality paired samples from
two unpaired real datasets: MNIST [69] and MNISTM [70]. The handwritten digits in
MNIST and MNISTM datasets have different backgrounds and foregrounds (see Figrue
Figure 3.5). The digits in paired images however, are expected to have similar contours.
We leverage this prior knowledfjdy adopting a semantic-aware cost function [72] to

extract the edge of handwritten letters, i.e., we use the following cost function

- _P2 P3 1 . .. i . .. -
cxy)= i ja KG X0 Goylke;

whereC, andC, denote the Sobel Iter [73], ang s andy; s are the three channels of RGB

4For OT problemsg can be viewed as a way to add prior knowledge to the problem [71].
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images. The operatordenotes the matrix convolution. We set

2 3 2
1 0 1 1 2 1
Clzg 20 2% andszgo 0 02
101 1 2 1

with C; andC,; de ning two extraction directions.
We now use separate neural networks to parametéizandGy instead of takingsy
andGy as outputs of a common network. Note tkigt andGy does not share parameters.
Speci cally, we use two 4-layer convolutional layers in each neural networfoor Gy ,
and two 5-layer convolutional neural networks fgr and y. The batch size is 32, and
we train the framework witl2 10 iterations until the generated samples become stable.
Figure Figure 3.5 shows the generated samples of SPOT. We also reproduce the results
of CoGAN with the code from the authdtsAs can be seen, with approximately the same
network size, SPOT yields paired images with better quality than CoGAN: The contours
of the paired results of SPOT are nearly identical, while the results of CoGAN have no
clear paired relation. Besides, the images correspondif@y {&@) in SPOT have colorful
foreground and background, while in CoGAN there are only few colors. Recall that in
SPOT, the paired relation is encouraged by ground ¢astd in CoGAN it is encouraged
by sharing parameters. By leveraging prior knowledge in groundostise paired relation
is more accurately controlled without compromising the quality of the generated images.
We further test our framework on more complex real datasets: Photo-Monet dataset
[74] and Edges-Shoes dataset [75]. We adopt the Euclidean cost function for Photo-Monet
dataset, and the semantic-aware cost function as in MNIST-MNISTM for Edges-Shoes
dataset. Other implementations remain the same as the MNIST-MINSTM experiment.
Figure Figure 3.7 demonstrates the generated samples of both datasets. We observe that

the generated images have a desired paired relation: FozZedgh(Z) andGy (Z) gives

Shttps://github.com/mingyuliutw/CoGAN
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