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SUMMARY

Modern Electronic Health Record (EHR) systems provide large amount of data that

enables machine learning (ML) researchers to develop ML methods to improve healthcare.

However, development in a clinical setting presents unique challenges in ML model train-

ing and serving. For example, EHR data are usually captured from multiple sources over

time in noisy environments such as in Intensive Care Units (ICUs). As a result, data are

generated in the form of time series with multiple issues including heterogeneity, miss-

ingness, irregulrity, etc. Although ML methods such as deep neural networks have been

successfully developed for many predictive health tasks, improvements are still in need

for learning robust and ef�cient predictive models to harness such multi-modal, noisy, and

massive time series data.

In this thesis, we aim to tackle the following fundamental problems in developing ML

models for health time series:

• Multiple modalities in time series. Clinical time series are often generated on dif-

ferent devices at different frequencies. A typical ICU monitoring dataset can contain

continuous signals like electrocardiogram (ECG), evenly charted tabular data like

vital signs, and sparse discrete events like lab tests and medications. Simple bin-

ning methods on values can reduce rich information in dense data and mask impor-

tant information in sparse data. To address this, we design an ef�cient ensembling

algorithm for reweighting the models that are individualized for each data modal-

ity. Then for better capturing the underlying heterogeneity behind the multimodal

data, we further design individualized embeddings per modality and �t self-attention

Transformer on top of them for more robustly fusing the EHR time series.

• Missing observations at random time steps.Data collection is often noisy in EHR

systems. Missing data or mis-timestamped data happens due to random device dis-

connections, patient's body movement, human errors, etc. Models without consid-

xiii



erations on input missingness and noises can lead to over�t and biased predictions.

We incorporate stochastic differential equations into spatial temporal modeling, en-

abling imputations on randomly missing �elds in structural time series with support

of uncertainty quanti�cation. We further propose score-based diffusion models for

generating missing data and denoising the observed discrete event sequences.

• Large unlabelled data available across different sites.True labels are expensive

to obtain in clinical applications. Although input signals can be easily collected in

EHR systems, many labels of interest still require manual annotations and data re-

views from clinical experts retrospectively. Thus large amount of unlabelled data,

which can be collected across several different hospitals, become available to re-

searchers whereas only a few are labelled. To address this challenge, we investigate

self-supervised learning in deep models and learn robust representations from the

large unlabelled data that can be later adapted and �ne tuned for downstream tasks.

• Timely serving in resource-limited systems.In clinical environments such as ICUs,

care practitioners need to make appropriate decision in a timely manner. Thus far

deep learning models have been mainly developed for increasing prediction accuracy

in heathcare, but few of them consider whether or how they can be served in real

time given a resource constrained deployment environment. To bridge the gap, we

design cost-aware prediction pipelines that can cascade to differently sized models

for balancing between prediction accuracy and serving cost.

This thesis contributes to developing robust and ef�cient ML models for modeling

health time series. We investigate two main machine learning techniques,robust represen-

tation learningandreal-time serving, in deep learning models. My dissertation shows that

our proposed approaches can make signi�cant improvements in the four aforementioned

problems.

xiv



CHAPTER 1

INTRODUCTION

Modern EHR data, such as patient monitoring data, can contain extremely detailed time

series that are routinely collected from a large amount of devices in the care units. However,

the ability to analyze and understand such massive information on a continuous basis falls

beyond the capabilities of even the most experienced and knowledgeable clinicians; most of

this data is wasted. Therefore, machine learning techniques have been introduced into the

domain. The availability of such large and rich clinical data opens the opportunity for ML

researchers to develop accurate machine learning models to support clinicians' decisions.

Deep learning methods have been extensively developed in healthcare. However, the

complex structured and noisily collected health data present unique challenges for adapting

general deep models into the domain. In this proposal, we identify the fundamental chal-

lenges in developing deep learning model for health time series, and propose solutions to

solve each of them respectively.

1.1 Thesis Statement

The paragraph below summarizes my thesis statement:

To develop robust and ef�cient deep learning algorithms that can learn from multimodal

health time series with missing values and/or missing labels, and generate accurate and

timely predictions on clinical outcomes to assist clinicians in decision making.

1.2 Background and Related Works

Deep learning representations on health time series.Deep learning models have been

adapted to EHR data in various clinical applications. For example, variations of convo-
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lutional neural network (CNN) and restricted Boltzmann machine (RBM) are applied on

structural clinical data (e.g. diagnoses, procedures, medications) to learn vector represen-

tations of patients or medical concepts [1, 2, 3, 4]; recurrent neural networks (RNNs) like

LSTM and GRU are used to capture the sequential manner of EHR data and predict fu-

ture disease diagnosis or intervention codes [5, 6], onset of heart disease [7], or kidney

transplantation related complications [8]; autoencoders (AEs) and RBMs are �tted on raw

discrete codes for discovering phenotypes [9, 10]. A more detailed survey of recent deep

learning approaches for EHR analysis can be found here [11]. Deep learning methods have

been approved in the above works to gain better performance than conventional machine

learning methods. In addition to using discrete structural EHR data, other works target

unstructured data like clinical notes, the main purpose of which is to extract structured

medical concepts [12, 13, 14, 15, 16].

Traditional signal processing algorithms were widely used for analyzing patient mon-

itoring data, such as P-QRS-T detection [17] or RR interval/heart rate variability (HRV)

extraction for ECG signal processing. Only recently, a suf�ciently large amount of con-

tinuous monitoring data is captured for modeling. Since traditional methods have dif�cul-

ties in scaling up computationally and extracting features comprehensively on such a vast

amount of data, deep learning models start to take over the task. Recent work [18] has

successfully used CNN to classify heart arrhythmia classes based on raw 30-second single-

lead ECG signals. Another work [19] takes time variations into account and uses RNN

to detect arrhythmia based on extracted ECG features (e.g. R amplitudes, QRS durations,

etc). Other works apply LSTM or CNN with temporal convolutions on the raw vital signs

and lab sequences to predict mortality [20] and future interventions [21].

Few works have been done on integrating multi-modality ICU data [22, 23] that in-

cludes both streaming and discrete EHR data, so designing accurate deep models [24] in

ICU has drawn a lot of attention from researchers in recent years. Although the problem

of multi-resolution produced in data integration could be solved by a combination of re�n-

2



ing high-density inputs into low-density representations [18] and �lling sparse inputs with

smoothed missing values [25], advanced methods are still in need for extracting different

levels of information from the integrated multimodel data. For example, in [26], they built

a recurrent neural network and learned with supervised reinforcement learning for treat-

ment recommendation in ICU, by modeling static variables and low-frequency time-series

variables. Other work applies temporal convolutions on the vital signs and lab sequences to

predict decompensation [20]. The common characteristic of the above methods is that they

aim to build uni�ed models that serve all patients using the same data modalities. They are

in�exible when encountering data heterogeneity.

Deep Models Serving.Training is only a fraction of the end-to-end Machine Learning

lifecycle and has dominated the focus of much of the literature in model development for

healthcare. While great results have been achieved in terms of accuracy, not as much

work focused on the dif�culties and importance of ef�ciently deploying trained healthcare

models on a platform that provides uni�ed support for a variety of clinical use cases.

Google's TensorFlow Serving [27] and Clipper [28] are a well-recognized open-source

distributed frameworks for Machine Learning inference and are widely used to serve deep

learning models. Despite their popularity and impact, the frameworks have some limita-

tions for our target application domain. First, they provide support only for single model

serving. While it is possible to write additional code and integrate inference to several mod-

els, they become a single unit of deployment and are con�gured as a black box. The clinical

use cases that deal with multi-modal heterogeneous models depend on �rst-class support

for multiple models composed in a pipeline at the framework level. Models trained in other

frameworks, such as PyTorch [29] cannot easily be supported by TensorFlow Serving.

Ray [30] is a distributed framework that provides low-level support for a combination

of stateful and stateless (side-effect free) computation, suitable by design for a variety of

computational patterns that appear in ML work�ows, including training and serving. We

build on Ray as the underlying platform and provide ML pipeline serving functionality on

3



top—a feature Ray does not provide out of the box. Ray's tasteful choice of primitives

and focus on ML and low system overhead is better suited for soft real-time serving than

Apache Spark MLlib [31] but Ray still lacks explicit latency deadline awareness, focusing

on best-effort throughput maximizing performance optimizations instead.

1.3 Thesis Overview

This thesis aims to develop robust and ef�cient deep-learning models for modeling health

time series. We identify four fundamental problems in the task and propose solutions to

tackle each of them respectively. We show a road map of this dissertation in Figure 1.1.

P1: Multiple modalities in time series: Time series are sampled on different devices

at different frequencies. For example, sequential data are generated from combined use

of monitoring devices in the ICUs, including physiological signals like electrocardiogram

(ECG) and pulse plethysmograms, repeated measurements of bio-markers like invasive or

non-invasive vital signs, sparse discrete events like laboratory tests and care interventions,

or other modalities like text notes and X-ray images, etc. Simpli�ed value aggregation can

reduce rich information in dense data and mask important information in sparse data.

We �rst proposemodel zoo, in which each model can be specialized for one particular task

using one data modality with an independently chosen observation window. Then, we de-

sign an ef�cient ensembling algorithmHOLMES[32] (see chapter 2) for reweighting these

models. HOLMESleverages sequential model-based Bayesian optimization with genetic

exploration to select a subset of models for serving different patients. Further, for better

capturing the underlying heterogeneity behind the multimodal data, we derive speci�c em-

beddings per data modality and �t the self-attention Transformer on top of them for more

robustly fusing the multimodal time series (see chapter 6).

P2: Missing observations at random time steps:Data collection is often noisy in EHR

systems. Missing data or mis-timestamped data happens due to random device disconnec-

4



Figure 1.1: An overview of this proposal: we identify four fundamental problems in model-
ing health time series, and investigate machine learning techniques ofrobust representation
learning andreal-time servingin deep learning models for solving each of the problems
respectively.
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tions, patient's body movement, human errors, etc. Models without considerations of input

missingness and noises can lead to over�tting and biased predictions.

We develop a spatial-temporal model based on latent stochastic differential equations (SDE),

namelySTNN-SDE[33] (see chapter 3). It assumes the observed structural time series

follow a latent stochastic process that can be de�ned by an SDE. The differentiable drift

function in SDE successfully captures the continuous dynamics in latent space, and the dif-

fusion function naturally quanti�es uncertainty in predictions.STNN-SDEenables smooth

imputations on missing �elds at random time steps and supports uncertainty calibration

in modeling. Further, in addition to modeling real-valued time series using SDE, we also

investigateSMURF-THP[34] (see chapter 5), a score-based diffusion model to generate

missing discrete events and denoising event sequences.

P3: Large unlabelled data available across different sites:True labels are expensive

to obtain in clinical data. Although input signals can be easily collected in EHR systems,

many labels still require manual annotations and data reviews from clinical experts retro-

spectively. Moreover, more and more uni�ed EHR data have become publicly available,

which have been collected from different hospitals for general purposes like medical billing

and coding. Labels of advanced interest are usually missing in these data whereas they only

exist in some small datasets locally. Thus a large amount of unlabelled data, which can be

collected across different sites, become available but only a few may get labeled.

To address this challenge, we proposeTransEHR [35] (see chapter 6) to investigate self-

supervised learning in deep models and learn robust representations from the large unla-

belled data that can be later adapted and �ne-tuned for downstream tasks.

P4: Timely serving in resource-limited systems:Patients under critical care often present

with life-threatening illnesses, rednering timely diagnosis and prompt interventions is im-

perative for their quality of care and survival. Deep learning models have been exten-

sively developed for increasing prediction accuracy in healthcare, but few of them consider

whether or how they can be served on time under clinical environments that are often re-
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source constrained.

To bridge the gap, we break down large deep learning models into a zoo of variously sized

smaller models that are �t repeatedly to single data modalities using different model ar-

chitectures. We �rst design an ensemble serving pipelineHOLMES[32] to dynamically

identify the best-performing set of models to the ensemble for the highest accuracy while

also satisfying sub-second latency constraints on timely predictions. Then we expand the

1-D prediction pipeline to 2-D, namelyUnfoldML [36] (see chapter 4).UnfoldML un-

folds multi-task predictions into a sequence of binary prediction tasks and seeks the most

con�dent model per each task within the pre-speci�ed serving cost constraint. The de-

signed cost-aware prediction pipelines navigate a trade-off space between system accuracy

and running cost and �nd an optimal solution to serve predictions in nearly real-time given

any limited on-premises resources.

To summarize, we propose deep learning models that incorporate robust representation

learning as well as real-time serving for solving the identi�ed problemsP1-3 andP4 re-

spectively. For robust representation learning, we have �rst employed model ensembling

in chapter 2 for selecting a subset of models that are trained and specialized for each data

modality in P1, then stochastic processes de�ned by SDEs in chapter 3 for imputing the

high-dimensional time series in a low-dimensional latent continuous basis and score-based

diffusion point processes in chapter 5 for predicting discrete event sequences with uncer-

tainty quanti�cation inP2. We further develop self-supervised discriminative transformers

in chapter 6 for learning robust representations from large unlabelled time series inP3,

which can be later �ne-tuned to downstream tasks that only contain a small number of la-

bels. Last but not least, we have investigated cascading inference in chapter 4 for navigating

the tradeoff space of model accuracy and serving cost inP4. We show that the developed

cost-aware prediction pipeline can ef�ciently select and serve deep models within timely

latency constraints, while operating under given resource constraints in deployed environ-

ments.
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CHAPTER 2

HOLMES: HEALTH ONLINE MODEL ENSEMBLE SERVING FOR DEEP

LEARNING MODELS IN INTENSIVE CARE UNITS

2.1 Motivation and Challenges

A vast amount of real-time monitoring data such as the electrocardiogram (ECG) and elec-

troencephalogram (EEG) are being observed and collected especially in intensive care units

(ICUs), which provides invaluable input for training deep learning (DL) models [37, 38,

39]. In fact, deep learning models have achieved state-of-the-art performance in many

healthcare and medical applications such as Radiology [40], Ophthalmology [41], and Car-

diology [42, 43]. Almost all previous works focused on optimizing deep neural networks

for prediction accuracy [44]. However, in a high-stakes environment such as ICUs serv-

ing these trained machine learning models inreal timeis an equally important but hitherto

largely overlooked requirement. In general, a computational graph of stateful and stateless

components responsible for capturing and performing prediction on multi-modal sensory

inputs must be provisioned to performhigh accuracy predictions withlow latency on a

dynamic stream of multi-patient data.

Although recent work on prediction serving systems like TensorFlow Serving [27] and

Clipper [45] have proposed general frameworks for serving deep models at the system level,

they are unable to support the complex needs of health predictive models. It is dif�cult to

support real-time model serving in ICU due to the following challenges:

• Noisy environment: ICUs are highly dynamic environments. Data collection can

be unreliable especially for sicker patients as more interventions can happen to them

which often affect the monitoring device (e.g., sensors fall off or are removed during

interventions)
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• Heterogeneous conditions:Diverse patients with very different conditions are present

in ICU, which leads to different risk and monitoring needs. For example, complex

patients after surgery may need to be monitored and assessed more frequently by

multiple models, compared to stable patients who are close to being discharged.

• Limited computational resources: Hospital is a typical resource-constrained envi-

ronment including computing. Most of the bedside computing or local clusters are

limited in computing capability (e.g., the limited number of GPUs and memory).

Real-time data capturing and model serving workload can be overwhelming for that

hardware. While recent works can achieve predictive accuracy in ICU applications,

those models can often be too heavy and in�exible to deploy. Since conditions of

ICU patients often change quickly, a small latency for model serving is required es-

pecially for latency-�rst tasks like cardiac arrest prediction.

2.2 Related Works

Deep models, a.k.a. deep neural networks (DNNs), have achieved state-of-the-art perfor-

mance in many application areas due to their ability to automatically learn effective features

from large-scale data [46]. ICU is one of the typical environments that generated large-scale

multi-modality data every day [22, 23], so designing accurate deep models [24] in ICU has

drawn a lot of attention from researchers in recent years.

Neural architecture search [47, 48, 49, 50] is an emerging area of research that targets

ef�cient model composition at the operator level. While our work composes and serves

optimal combinations of models as the fundamental building blocks. Besides, Bayesian

optimization [51, 52] has been used to reduce experimental costs in hyper-parameter opti-

mization to select the best single model [53, 54], or building a �xed-size ensemble learn-

ing [55]. It is a sequential design strategy for global optimization of black-box functions

that don't require derivatives [56]. In this paper, we solve the model ensemble problem

by extending Bayesian Optimization to Sequential Model-Based (Bayesian) Optimization
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Figure 2.1:HOLMESsystem architecture: model zoo, ensemble composer and real-time
serving system: the ensemble composer produces a model ensemble captured by~b; the
real-time serving system component serves the ensemble as a mix of stateful and stateless
actors connected into a queueing pipeline.

(SMBO) [57] to further reduce the trial costs. Besides, we also introduce a genetic algo-

rithm to boost exploration.

2.3 Methodology

We designHOLMES—a novel real-time model ensemble composition and serving system

for deep learning models with clinical applications in the ICU. Figure 2.1 presents the

architecture ofHOLMES, which consists of three components:

• Model zoo:Instead of the common approach to train one uni�ed model serving all

patients with the same set of data modalities,HOLMEStrains a set of models called
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model zoo. Each model can be specialized for one particular task using one data

modality with a certain, independently chosen time window.

• Ensemble composer:HOLMESleverages sequential model-based Bayesian optimiza-

tion with genetic exploration to select a subset of models from the model zoo for serv-

ing different patients under a restricted set of computational resources and within a

speci�ed latency budget.

• Real-time model serving:HOLMESextends the Ray [30] framework with a real-time

model pipeline serving functionality.

The key component we design inHOLMESis theEnsemble composer. Suppose we

haveM 1, M 2,..., up toM n models in the model zoo with each model having a pro�le

v i 2 Rm , then we can represent the entire model zoo asV 2 Rn� m . We denote one

system con�guration as a vectorc 2 Rd, whered is the total number of items needed to be

con�gured in a system. They include but are not limited to the number of GPUs, memory

size, or number of clients in the system. Lastly a model ensemble is uniquely identi�ed

using a binary indicator vectorb 2 B , f 0; 1gn such thatbi = 1 indicates modelM i is

selected for ensembling and0 otherwise.

Accuracy and latency trade-off.Our goal of ensemble composer is to �nd theb� s.t.

b� � arg max
b2f 0;1gn

f a(V ; b)
| {z }

Accuracy pro�ler

s.t. f l (V ; c; b)
| {z }
Latency pro�ler

� L;
(2.1)

wheref a(V ; b) is anaccuracy pro�ler that produces prediction accuracy on the validation

set given an model ensembleb selected from the model zooV , f l (V ; c; b) is a latency

pro�ler that computes the latency of serving the ensembleb under a certain system con-

�guration c, andL is the latency constraint required by a real-time serving system. We
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introduce a function� and rewrite the above optimization problem as follows

max
b2f 0;1gn

La(b) = f a(V ; b) + � (L � f l (V ; c; b)); (2.2)

where� is an activation function. If� is a linear function, then the above Eq. (Equation 2.2)

converges to the common Lagrange multiplier setting that supports soft constraint. If� is a

step function speci�ed below, we reach a hard constraint on latency instead:

� (x) =

8
>><

>>:

� inf ; if x < 0

0; otherwise
(2.3)

Alternatively, we can switch the objective function and constraint in Eq. (Equation 2.1)

and minimize the latency subject to a minimum accuracy requirement given any accuracy

sensitive task. It's beyond the scope of this paper, but its formulation is similar (listed

in the supplementary material) and can be solved using the same searching algorithm we

introduce below.

There exist two main challenges for solving the Eq. (Equation 2.2) optimization prob-

lem: 1) unknown accuracy pro�lerf a(V ; b) and latency pro�lerf l (V ; c; b) for all ensem-

ble choices when model zoo sizen is large (jbj = 2n !); and 2) high dimensional binary

searching space as opposed to continuous.

To tackle the �rst challenge, we adapt the widely known black-box searching algo-

rithm – Bayesian optimization – into our searching algorithm, in which surrogate prob-

ability models [58] are used for approximating the accuracy and latency pro�lers. For

the second challenge, as typical Bayesian exploration functions (such as Gaussian process

regression) usually searches parameters in continuous space, we propose to use Genetic

search algorithm [59] for exploration so that our method can support ef�cient search in

high-dimensional binary space.

Under the Bayesian Optimization framework, our goal is to iteratively enrich a true val-
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ued setB 2 B, in which accuracy and latency are truly pro�led byf a(V ; b) andf l (V ; b),

and then update the objectiveLa(b) in Eq. (Equation 2.2) given all the availableb's in the

set. When it reaches the budget ofN pro�ler calls, a b̂� that maximizesLa(b) over the

current setB is returned as the optimal solution. The crucial step in the framework is how

to smartly explore the searching space at each iteration, and pick the right vector into set

B so that we don't waste the budget of calling the pro�lers for evaluating the true accuracy

and latency.

a) Genetic algorithms for exploring binary parameter space.The key idea of explo-

ration is to search newb's towards the optimalb� and ef�ciently enlarge the setB . Usually,

when searching domain is continuous [60], random exploration would be better than grid

search. However, when searching domain is binary as in our case, the bene�t of randomness

from dimensionality combination is low – there are only two values for each dimension of

b. Thus, we borrow the ideas from Genetic Algorithm (GA) [59], in which eachb in the

explore spaceB can be naturally represented as a genotype. Hence, genetic operators such

as recombination and mutation can be utilized to explore our binary parameters. We de�ne

Recombination(b1, b2): b , concate(b1[: i ]; b2[i + 1 :]) ;

Mutation(b3, 1): b , b3[i ] =

8
>><

>>:

1; if b3[i ] = 0

0; if b3[i ] = 1;

(2.4)

wherei is a random number fromf 1; 2; : : : ; ng. We performS times of mutations (called

mutation degree) onb3, i.e., randomly sample a new vector from the neighborhood ofb3

within a Manhattan distance ofS, and denote the newly formed candidate set asB 0.

b) Surrogate models for approximating accuracy and latency pro�lers. For selecting

the right points intoB , we aim to build less expensive surrogate probability models for

approximatingf a(V ; b) andf l (V ; c; b). That is, based on the current true value setB ,

we �t separated latency surrogate probability modelf̂ l using f (b; f l (V ; c; b)) : for all

b 2 B g, and a accuracy surrogate probability modelf̂ a using f (b; f a(V ; b)) : for all
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b 2 B g. Given a new candidateb0 2 B 0, we can evaluate their approximated latency as

f̂ l (V ; b0) and approximated accuracy aŝf l (V ; b0) using the surrogate models. Then we

pick K candidates whose approximated objective values computed by Eq. (Equation 2.2)

have ranked top K among the setB 0, add them into the current setB and evaluate their

true values using the accuracy and latency pro�lers.

2.4 Experiments and Results

2.4.1 Model zootraining

Given a speci�c prediction task, model zoo needs to be populated with pre-trained models

for subsequent ensemble composition. Here we describe what prediction task is targeted in

our experiments, what ICU data is used, and what/how candidate models are trained.

Task. We focus on a binary classi�cation task that predicts if a post-surgical (speci�cally

the Norwood surgery) patient is gettingstableor stay stillcritical in the Cardiac Intensive

Care Units (CICUs).

Data. We have collected multimodal ICU data from 57 children who had undergone

the Norwood procedure between 2016/10 and 2019/09 in the Cardiac Intensive Care Unit

(CICU) at Children Healthcare of Atlanta (CHOA). These patients stayed at the CICU after

the operation from 4 days up to 30 days, with 45 (78.9%) being successfully discharged to

the general care cardiology �oor, 6 (10.5%) deceased and 6 (10.5%) transferred for other

operations. We extract data from the �rst two days of post-op CICU stays from all the

57 patients, and label them as 0 (critical); we extract data from the last day prior to �oor

transfer from the 45 successfully discharged patients, and label them as 1 (stable).

Modalities in this data include 3-lead (I, II, and III) ECG waveforms sampled at 250

Hz, 7 vital signs (mean blood pressure, SpO2, etc) sampled per second and 8 discrete lab

results (pH, lactic acid, etc) measured when needed. We segment the continuous signals

(waveforms and vital signs) into 30 second clips, and result at vectors of length 7,500 per

single lead waveform and length 30 per single vital sign. There are in total of328; 320data
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points per each signal labelled as 0 and129; 600per signal labelled as 1.

Training details. We �rst split the cohort by putting 47 earlier patients into training set

and 10 recent patients into test set. We train a state-of-art convolutional neural network,

by modifying the kernel in the convolutional layer in ResNeXt [61] from 2-D patch to 1D

stripe, individually for each single lead ECG clips. By �ltering out missing signals, we

obtain 164,972 training samples and 71,342 validation samples for lead-I ECG, 230,046

training and 71,364 validation samples for lead-II, and 130,564 training and 60,785 valida-

tion samples for lead-III.

We train differently sized networks per each ECG lead, particularly varying the number

of �lters in the �rst convolutional layer of the network betweenf 8; 16; 32; 64; 128g and

number of residual blocks betweenf 2; 4; 8; 16g. As a result, we reach at a deep model

zoo of sizejV j = 3 (ECG leads)� 5 (�lters) � 4 (blocks) = 60. As there is no need to

train deep models on low resolution data like vital signs or lab measurements, we simply

train a random forest for each vital sign, and a Logistic regression for labs. Since inference

from these models using CPUs is negligible compared to inference from deep models using

GPUs, we do not include them into the model zoo and don't take their inference time into

account for system latency. But prediction accuracy ensembles the optimal deep models

selected from the model zoo with these ML models.

2.4.2 End-to-endHOLMESPerformance

In this section we evaluate the performance ofHOLMES' ensemble composition component

with respect to the prediction accuracy and latency. We report prediction accuracy in terms

of area under receiver operating characteristic curve (ROC-AUC), area under precision

recall curve (PR-AUC), F1 score, and accuracy. We report system ef�ciency in terms of

latency (second). We compareHOLMESwith the following baselines:

• Random (RD)iteratively chooses one random single model from model zoo without

replacement, and adds it to the current model set, till the ensemble model exceeds
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latency constraint.

• Accuracy First (AF) iteratively chooses the next most accurate single model from

model zoo, and adds it to the current model set, till the ensemble model exceeds

latency constraint.

• Latency First (LF) iteratively chooses the next lowest latency single model from

model zoo, and adds it to the current model set, till the ensemble model exceeds

latency constraint.

• Non-Parametric Optimization (NPO) (modi�ed based on [51]) iteratively chooses

a random subsetB (size bounded by the number of models selected by LF) from

model zoo, and merges them to the current model set, till the number of pro�ler calls

exceeds the budgetN ; returns theb� that maximizes the objective function in Eq.

(Equation 2.2) over the �nal explored model set.

For both NPO andHOLMES, we also add solutions from RD, AF and LF as their initial

pro�ling. The budgetN to pro�ler calls is the same for NPO andHOLMES. In HOLMES,

we build two random forest [62] as the surrogate models for accuracy and latency.

Overall performance compared with baselines

Table 2.1 summarizes the prediction performance from all methods under a 200ms latency

constraint.HOLMESachieves the best performance for all measurements within the same

latency constraint.

Table 2.1: Comparison results.

Method ROC-AUC PR-AUC F1 Accuracy

RD 0.8758� 0.1334 0.8198� 0.2404 0.6887� 0.2246 0.7760� 0.1311
AF 0.9307� 0.0862 0.9025� 0.0791 0.7426� 0.2920 0.8526� 0.1113
LF 0.9135� 0.1020 0.8755� 0.1093 0.8302� 0.1387 0.8695� 0.1083
NPO 0.9343� 0.0741 0.9078� 0.1418 0.8237� 0.1828 0.8756� 0.0941
HOLMES 0.9551� 0.0521 0.9349� 0.0834 0.8501� 0.1054 0.8837� 0.0815
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Figure 2.2: Search trajectory: accuracy (left) and latency (right) as a function of iteration.

Figure 2.3:HOLMESoverall �nds more accurate ensemble models than NPO under differ-
ent latency constraints.

Tradeoff space exploration ef�cacy

First, we track the search trajectory through the accuracy/latency tradeoff space in Fig-

ure 2.2, tracking incremental changes in accuracy (Left) and latency (Right).HOLMESis

able to quickly reach the 200ms latency constraint, but continuing model selection, pack-

ing a more accurate model ensemble within the latency budget. RD, AF, and LF stop after

exceeding the latency budget (higher than the 200ms horizontal line) and don't reach opti-

mality w.r.t. AUC-ROC scores. NPO search trajectory stays under the latency budget, but
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Figure 2.4: Surrogate models' performances increasing with the number of pro�ler inter-
actions.

doesn't reach optimal ROC-AUC, due to inef�cient random exploration.

Second, we show thatHOLMES�nds ensembles with accuracy/latency on the Pareto

frontier of the tradeoff space. Namely, for a range of �xed latency budgets,HOLMEScon-

sistently composes ensembles that outperform NPO (the highest performing baseline) w.r.t.

ROC-AUC (Figure 2.3). Furthermore, NPO ROC-AUC variance is higher due to the unsta-

ble random search/exploration. In contrastHOLMESproduces narrower ROC-AUC distri-

bution as the ensemble models it explores have smaller ROC-AUC variance.

Third, we validate the ef�cacy of our exploration algorithm inHOLMESby showing

the two surrogate models improve when the number of exploration steps increases. In

Figure 2.4, we plotR2 score at each iteration step.R2 measures the differences between the

predicted accuracy/latency by the surrogate model and the true accuracy/latency pro�led by

the pro�ler on an independent validation set that has not been explored by the algorithm.

We can tell both models' predictions get improved as theirR2 scores increase. This result

explains whyHOLMES�nds more accurate ensemble models than NPO, even if they have

the same number of iterations –HOLMEScan explore and predict more promising ensemble

models using surrogates before actually pro�ling them.
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2.5 Conclusion

HOLMES' combination of the model ensemble search algorithm and a latency-aware, soft

real-time model pipeline serving framework enables exploration of the accuracy/latency

tradeoff space for a variety of relevant clinical use cases. We demonstrate thatHOLMESis

able to navigate the accuracy/latency tradeoff ef�ciently, compose the ensemble, and serve

the model ensemble pipeline, scaling to simultaneously streaming data from 100 patients,

each producing waveform data at 250 Hz.HOLMESoutperforms the conventional of�ine

batch-processed inference for the same clinical task in terms of accuracy and latency (by

order of magnitude).HOLMESis tested on risk prediction task on pediatric cardio ICU data

with above 95% prediction accuracy and sub-second latency on 64-bed simulation.
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CHAPTER 3

STNN-SDE: CONTINUOUS STOCHASTIC SPATIAL-TEMPORAL

REPRESENTATION LEARNING VIA LATENT STOCHASTIC DIFFERENTIAL

EQUATIONS

3.1 Motivation and Challenges

Spatiotemporal representation learning is important in modeling structural health time se-

ries such as forecasting the trends of infectious diseases. A large number of spatial-

temporal neural networks [63, 64, 65, 66, 67] have been proposed and achieved great pre-

diction performance. Most common architectures in these methods combine graph neural

nets (GNNs) with recurrent neural nets (RNNs) or extend GNNs to the temporal dimension

for capturing both spatial and temporal dependencies in input signals. However the usage

of RNNs or temporal GNNs requires discretizations on time steps and reads only a series of

snapshots that are regularly sampled, which are often not realistic in the collecting process

of real-world data.

Models that can learn continuous dynamics behind spatiotemporal signals are needed

for handling irregular sampled graph signals. Early work [68, 69] use a simple exponential

decay between the latent states in RNNs for achieving continuity. Later on, Ordinary Dif-

ferential Equations (ODEs) have been combined with RNNs [70] and proved to outperform

the exponential decay RNNs. Then, several methods [71, 72] have introduced ODEs into

GNNs for capturing continuous spatiotemporal dynamics. The main idea of these methods

is using ODEs to deepen shallow GNNs in order to capture long-range spatial correlations.

So they result at large computational complexity and are lack of uncertainty quanti�cation.

Just recently, scalable gradient computations are achievable in the solvers of Stochastic

Differential Equations (SDEs) [73]. This enables us to build an easy-to-adapt and com-
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putationally tractable frameworkSTNN-SDEfor learning latent continuous stochastic spa-

tiotemporal dynamics. We proposeSTNN-SDE, a model that incorporates SDEs for cap-

turing the continuous stochastic dynamics in spatiotemporal representations.STNN-SDE

is a latent-variable time series model, where the generative model is de�ned by SDE that

generates stochastic trajectories from an initial statez0 2 Rd. We follow [74] to posit a

latent SDE inSTNN-SDEsince �tting a simple generative SDE to maximize likelihood

will generally cause over�tting and zero diffusion function that fails in uncertainty estima-

tion. A latent SDE model can be viewed as an in�nite-dimensional variational autoencoder

(VAE) model [75, 76], whose latent is a SDE-induced stochastic process.

3.2 Related Works

Spatiotemporal data arises naturally in a variety of applications and modalities. The �rst

approaches to spatiotemporal modeling drew from classical statistical learning methods, in

particular, ARIMA ([77]), Kalman �lters ([78, 79]), andk nearest neighbors ([80]). Shal-

low machine learning methods were subsequently applied by [81] which improved perfor-

mance on the benchmark traf�c forecasting task. Deep learning approaches to modeling

graph-structured data, such as the advent of graph convolutions ([63]), led SG-GCN [82]

to propose a deep learning approach to the spatiotemporal problem by extending graph

convolutions to the temporal dimension. [66] improved these results by using diffusion

graph convolutions ([64]) for the spatial dimension and a recurrent neural network for the

temporal dimension. Further progress on the problem accelerated thereafter, and a range of

deep architectures pushed state-of-the-art performance forward, using dilated convolutions

([65]), attention mechanisms ([67]), and further variations of graph convolutions ([83]).

However, these architectures are often slow to train due to the high dimensionality inherent

in time-dependent graph-structured data, and their robustness to corrupted data or �delity

of prediction con�dence has not been conclusively measured to our knowledge.

The backbone of our architecture is the neural SDE model class, which builds off
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work by [84] considering the in�nite depth limit of neural networks by parameterizing

an ordinary differential equation (ODE) characterizing the forward propagation of an in-

put through the network. This ODE can be solved using standard methods. The adjoint

sensitivity method ([85]) provides a means of ef�ciently approximating the gradient of the

model backpropagated through the ODE solver. While this class of architectures initiated

a new line of research, the approach rarely outperforms conventional deep learning archi-

tectures, and in particular the necessarily smooth nature of solutions to parametric ODEs

can damage performance on noisy or irregular data. This concern has to some extent been

mitigated by the generalization to stochastic differential equations (SDEs), which include a

parameterized Brownian motion term to the differential equation whose scale can be con-

trolled to inject input-dependent randomness into the dynamics ([86], [87], [88]). [73]

extend the adjoint sensitivity method to the SDE case, allowing for constant memory back-

propagation of gradients through a SDE solver. All of these methods use neural networks to

parameterize the sum of a deterministic function and a Brownian motion term, which when

integrated produces a stochastic function implementing the model's forward dynamics. In

addition to the superior handling of discontinuous inputs, the inclusion of stochasticity to

this model class also allows for uncertainty quanti�cation around the model's outputs.

The effective application of neural networks, especially in safety-critical tasks, requires

robust estimation of the model's uncertainty regarding any given output. However, modern

neural networks are notoriously miscalibrated absent any targeted interventions ([89]). The

softmax probabilities of classi�cation models, for instance, typically run overcon�dent, and

for regression problems there is no clear method to quantify the uncertainty in a prediction.

There exist a variety of probabilistic deep learning methods, such as Bayesian neural net-

works ([90]) and structured model ensembles ([91]), as well as methods to estimate the

uncertainty of deterministic models, such as Monte Carlo dropout ([92]). However, these

methods are generally not stable under data distribution shift ([93]), and further typically

require more training time and test-time computation.
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(a) Recogni-
tion

(b) Prior

(c) Posterior

Figure 3.1: Architecture ofSTNN-SDE: an encoder-decoder framework with two seperated
SDE-induced stochastic processes for continuous spatiotemporal representation.

3.3 Methodology

A weighted directed graph is represented byG = ( V; E; W), whereV is a set ofn vertices

with jVj = N , Et is a set of edges andW 2 RN � N is a weighted adjacency matrix ofG.

GraphGcan be either static or dynamic such that the directed edges and weights can change

over time. So at time stept, we can observe graphG(t) and graph signalsX (t) 2 RN � p

with p as the number of signals observed on theN vertices. Given a series of snapshots

f x 1; :::; x sg that are irregularly sampled from signalsX (t) within interval [0; T) for T 2

R+ , we introduce a mask matrixM s 2 [0; 1]N � s such thatM s(n; m) = 1 if a value is

available on noden at timem 2 [0; T) and1 otherwise.

So a continuous interpolation problem (imputing) de�ned on irregularly sampled spa-

tiotemporal signals is to learn a map functionf for predicting signal values at any arbitrary
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time t 2 [0; T):

Interpolation:
�
x 1:s; G1:s; M s

� f
�! X (t ); 8t 2 [0; T ): (3.1)

Alternatively, a continuous extrapolation problem (forecasting) is to learn a map function

f based on the samples from the past interval[� T;0) and predict future values at any

arbitrary timet 2 [0; T):

Extrapolation:
�
x � s:� 1; G� s:� 1; M � s

� f
�! X (t ); 8t 2 [0; T ): (3.2)

The above de�nitions can be generalized to cases where input signalsX are a super set of

the target signals, for which we can replace the right hand side withY (t ) � X (t ). We

remain the above notations for simplicity.

We proposeSTNN-SDE, a model that incorporates SDEs for capturing the continu-

ous stochastic dynamics in spatiotemporal representations.STNN-SDEis a latent-variable

time series model, where the generative model is de�ned by SDE that generates stochastic

trajectories from an initial statez0 2 Rd:

z0 � N (0; Id) (3.3)

zt = z0 +
Z t

0
b� (z � ; � )d� +

Z t

0
� (z � ; � )dB� ; (3.4)

x i
indep.
� p(x i jz i ); (3.5)

whereB is a Brownian motion (here we setm = 1 for ease of notation, but our imple-

mentation is generalizable to cases wherem > 1). We follow [74] to posit a latent SDE

in STNN-SDEsince �tting a simple generative SDE to maximize likelihood will generally

cause over�tting and zero diffusion function that fails in uncertainty estimation. A latent

SDE model can be viewed as an in�nite-dimensional variational autoencoder (VAE) model

[75, 76], whose latent is a SDE-induced stochastic process. We show the architecture of
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STNN-SDEin Figure 3.1. The prior follows a generative SDE parameterized by� as in

(Equation 3.4). Latent stateszt 's are generated by feeding forward the initial statez0 into

the drift functionb� and diffusion function� . The posterior follows another SDE parame-

terized by� and is de�ned as follows:

~zt = z0 +
Z t

0
b�

�
~z � ; � j[x 1:s; G1:s; M s]

�
d� +

Z t

0
� ( ~z � ; � )dB� : (3.6)

Both processes have the same initial statez0 and share the same diffusion function� so that

the KL divergence between them is �nite [74]. The inference is to approximate the posterior

of the latent states given the observed time seriesq(z0; f ~ztgt2 (0;T ) jx 1:s; G1:s; M s).

To compute this approximate posterior inSTNN-SDE, we can use any general spa-

tiotemporal neural networks (namely STNN in this paper) as the recognition network, e.g.,

DCRNN [66], GCRN [94] or other common networks supported in open-source library

[95]. We encode the observations by feeding them backwards to a STNN network, param-

eterized by , and obtain a sequence of input embedding in a reverse order

h s:1 = STNN (x s:1; Gs:1) (3.7)

= f STNNCell (x t ; Gt ; h t+1 )g1
t= s;

with h s+1  0. We assume the prior of the initial statep(z0) follows a standard Gaussian

distribution as in (Equation 3.3). We assume the posteriorq(z0) follows another Gaussian

distribution with mean� z0 and standard deviation� z0 , which are a function of the `�nal'

stateh 1 generated bySTNN backwards:

qg
�
z0j[x 1:s; G1:s; M s]

�
= N (� z0 ; � z0 ); (3.8)

� z0 ; � z0 = g(h 1):

We de�ne the posterior drift function using another STNN cell for decoding the hidden
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embeddingh t into the latent statezt in SDE. So we write the drift function as

b�
�

~z � ; � j[x 1:s; G1:s; M s]
�

= STNNCell� ( ~z � ; Gt � 1; h t � 1); (3.9)

for � 2 [t � 1; t). To complete the construction ofSTNN-SDEand achieve computa-

tional affordable SDE solvers, we use simple neural networks such as Multilayer Percep-

tion (MLP) for modeling the diffusion function� , and use single linear layer for the initial

state projection functiong and reconstruction of input signalsX (t) from ~zt at arbitrary

time t. We jointly train both the prior and posterior by maximizing the evidence lower

bound (ELBO):

ELBO(g; ; � ; � ) = EZ t

� sX

t=1

logp(x t jzt ) �
1
2

Z T

0
ju(zt ; t)j2dt

�
� KL[qg(z0)jjp(z0)];

(3.10)

whereu(zt ; t) = b� (z t ;t )� b� (z t ;t )
� (z t ;t ) . Thus we arrive at a latent variable framework, which can

be generalized to common spatiotemporal networks for enabling: 1) uncertainty quanti�-

cation in time interval[0; T); 2) signal predictions at any arbitrary time within the interval.

Reduce computation complexity in SDE.We use the adjoint solver intorchsde for ef-

�ciently solving the stochastic dynamics in reverse time and scalably computing gradients

of the solutions in SDE. The time ef�ciency mainly comes from the adjoint solver, which

requires the context embeddingsh 1:s stored in all prior to solving the~z1:s jointly. Recurrent

updating onh t from zt � 1 like in Jump-ODE/SDE [96, 97] breaks down the adjoint solver,

causing extreme time inef�ciency in our setting of computing gradients in spatiotemporal

models instead of RNNs. The memory ef�ciency mainly comes from a small state sized

de�ned for zt . Using a simple MLP in drift function like in ODE-RNN [70] requires to

�atten 2-D graph embeddingsh t into 1-D vectors with state size ampli�ed byN . Alter-

natively, we �atten a batch of 2-D graph embeddings by enlarging the batch size byN ,

maintaining the small state sized, and unfold them back to 2-D embeddings before feeding

them to STNNCell in the drift function.
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STNN-SDE versusSTNN-VAE. Incorporating VAE into spatiotemporal networks can also

quantify uncertainty. We consider these STNN-VAE models as the main baselines against

STNN-SDE. The key idea of STNN-VAE is to only posit a prior distribution over the ini-

tial statez0, and use another STNN as the decoder taking the input ofz0. Regardless

the different log-likelihood, the big difference in the ELBO of STNN-VAE comparing to

the ELBO ofSTNN-SDEis the middle term that measures the KL divergence between

the posterior and the prior SDEs aggregated in time interval. Thus uncertainty quanti�ca-

tion in STNN-SDEcomes not only from the stochastic initial state at time0 but also the

stochastic dynamics for timet 2 (0; T). Moreover, the continuous representation learnt

by STNN-SDEenables inference at arbitrary time and naturally handles irregular sampled

time series as opposed to discretized regular states de�ned in STNN-VAE.

Balance reconstruction error and KL divergence.Although using a latent SDE instead

of a single generative SDE can avoid over�tting and zero diffusion functions, it is still hard

to tune the coef�cient that trades off the construction error (the negative log-likelihood)

and KL-divergence. Previous solution [98] learns the coef�cient during training, [73] sets

a liner annealing scheduler to increase the weight on KL loss in the later training epochs.

In our implementation, we adapts a faster and more accurate method proposed by [99],

which normalizes the construction error (particularly using mean squared error (mse)) in

the current batch by the estimation of mse from previous batch and achieves a constant

balance between mse and KL-divergence during the training. We refer to the their paper

for more details.

Extrapolation using STNN-SDE. So far we have presentedSTNN-SDEin an interpolation

task as de�ned in Equation 3.1. We can still �t the existing structure ofSTNN-SDEto an

extrapolation task de�ned in Equation 3.2, except it needs to feed inputsx � s:� 1 to STNN

for generating context embeddingsh � s:� 1 in forwarding time. However the prediction will

become inaccurate as timet approaches further since context embeddingh t is no longer

updated after time 0. To tackle this, we can �st train a STNN-VAE that uses a encoder

27



STNN for generatingh � s:� 1 andz0 based on history inputsx � s:� 1 and a decoder STNN

for evolving future embeddingsh 0:t based onz0 (not using any of the future values), and

predicts future values based onh 0:t for timet 2 [0; T). STNN-SDEcan reuse these context

embeddingsh � s:t read by the posterior drift function and convert the extrapolation task into

an interpolation task that is de�ned in time interval[� T; T).

3.4 Experiments and Results

3.4.1 Datasets

METR-LA : This dataset contains traf�c information collected from road sensors dispersed

throughout highways in Los Angeles County. There are 207 sensors collecting data over a

four month period between March 1, 2012 and June 30, 2012. Every 5 minutes the sensors

track traf�c velocity and volume measurements. The positions of the sensors on the road

network determine the graph structure, where a thresholded Gaussian kernel is applied to

the road network distance to generate the weighted adjacency matrix:

A ij =

8
>><

>>:

exp
�

� dij

� 2

�
if dij � �

0 otherwise

wheredij is the road distance between sensorsi andj , � is a thresholding hyperparameter,

and� is a hyperparameter controlling the kernel width. The data is then Z-score normal-

ized.

MTM : This dataset consists of the positions of a human hand extracted from consecutive

frames of a video of the hand performing a task, such as grasping an object. This data was

collected by video recording one-handed manual assembly tasks under various workplace

conditions, and manually labeled. At each frame an unweighted graph on 3D vertices is

constructed using 21 predetermined joints of the hand as vertices, and the bones between

joints as edges. The original labels are classi�cations of what task the hand is performing:
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Grasp, Release, Move, Reach, Position, and a negative class representing that no hand is

present. However in this section we are interested in interpolating corrupted graph data

rather than supervised learning on these labels.

3.4.2 Baselines

The major baselines we compare withSTNN-SDEare the STNN-VAE models. Without

losing generality, we pick two commonly used spatiotemporal networks DCRNN [66] and

GCRN [94] as two instances of STNN models. Missing time steps in irregular time series

are �lled by predictions from previous steps in STNN-VAE.

3.4.3 EvaluationandResults

We report three metrics for measuring the predictive accuracy:Mean Absolute Error(MAE),

Root Mean Square Error(RMSE) andMean Absolute Percentage Errors(MAPE). To

evaluate the uncertainty estimation, we use theCalibration Score(CS) [100] to quantify

model's calibration ability on a regression task. For each con�dence levelc 2 [0; 1], we

computek(c) the fraction of observed ground truth falling inside thec con�dence interval

of the estimated prediction distribution. The calibration score is computed as

CS=
Z 1

0
jk(c) � cjdc � 0:01

X

c=0 ;0:01;:::;1

jk(c) � cj:

The lower CS value, the better calibration. A perfectly calibrated model would achieve a

CS value of 0.

METR-LA data

We split the dataset into training, validation and test sets by 70%, 20% and 10%. We in-

troduce irregular sampling in the dataset by randomly generating the binary valued mask

matrix M . We train our models with only 70% of the values are missing in the training
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set, and test the trained models on the test set with 50%, 70% or 90% missing values (miss-

ingness can happen at any time and on any vertices in the graphs). We also generate data

from different time intervals including 4 hours (at most 48 observations) and 8 hours (at

most 96 observations). We con�g DCRNN/GCRN encoders with hidden size of 64, layers

of 2, decoder with hidden size of 32, layers of 1. Latent state size in SDE is con�gured

comparable at 32 with only 1 layer also in the drift function. Models were trained using

Adam optimizer, with batch size of 32, learning rate initiated at 0.01 for 48-length data and

0.005 for 96-length data then linearly decayed by a factor of 0.5 every 5 epochs.

Interpolation. Interpolation results are reported in Table 3.1.STNN-SDEoutperforms

STNN-VAE in terms of both prediction accuracy and uncertainty calibration. We can

seeSTNN-SDE's consistently outperform STNN-VAE in interpolating longer ranged data

(across 96 steps). The advantage ofSTNN-SDEalso grows signi�cantly when there are

more missing values in the signals.

Table 3.1: Interpolation results on METR-LA

Horizon Models
Interpolation

50% missing 70% missing 90% missing
MAE RMSE MAPE CS MAE RMSE MAPE CS MAE RMSE MAPE CS

48

DCRNN-VAE 2.49 4.19 6.09 0.36 2.68 4.66 6.71 0.38 3.70 6.73 10.06 0.43
DCRNN-SDE 2.43 3.95 5.92 0.38 2.56 4.29 6.30 0.38 3.13 5.59 8.27 0.38
GCRN-VAE 2.52 4.23 6.30 0.38 2.73 4.76 7.00 0.39 3.81 7.01 10.72 0.43
GCRN-SDE 2.43 3.98 5.89 0.40 2.62 4.42 6.45 0.40 3.44 6.18 9.19 0.40

96

DCRNN-VAE 3.66 7.10 10.23 0.44 3.79 7.46 11.24 0.44 5.39 11.08 21.67 0.45
DCRNN-SDE 3.13 5.62 8.15 0.29 3.29 6.05 8.97 0.30 5.12 10.25 19.67 0.33
GCRN-VAE 3.73 7.15 10.44 0.44 3.79 7.23 11.01 0.44 5.31 10.44 19.98 0.45
GCRN-SDE 2.85 5.19 7.86 0.33 3.11 5.87 8.36 0.33 4.91 10.38 19.77 0.34

Extrapolation. We split the 48-length data for having 24 time steps in the history and 24

time steps in the prediction horizon, we conduct an extrapolation task on this new data set.

Extrapolation results are shown in Table 3.2. We also include “STNN-SDE (no decoder)”

in the table, which presents the direct application of an interpolation SDE model on the

extrapolation task. That is, there is no additional STNN decoder used for generating future

embedding in SDE. From Table 3.2, we see that the improvement fromSTNN-SDEis

not as signi�cant as in interpolation task, but still shows larger advantage when there are

30



Table 3.2: Extrapolation results on METR-LA

History Horizon Models
Extrapolation

50% missing 70% missing 90% missing
MAE RMSE MAPE CS MAE RMSE MAPE CS MAE RMSE MAPE CS

24 24

DCRNN-VAE 4.06 7.31 10.83 0.46 4.14 7.47 11.19 0.46 4.77 8.41 13.65 0.46
DCRNN-SDE 3.97 7.41 11.41 0.39 4.04 7.55 11.63 0.39 4.42 8.29 13.28 0.40
DCRRN-SDE(no decoder) 4.49 7.67 12.58 0.40 4.62 7.87 13.20 0.40 5.61 9.33 17.16 0.41
GCRN-VAE 4.05 7.47 11.74 0.46 4.16 7.64 12.08 0.46 4.91 8.75 14.60 0.46
GCRN-SDE 4.04 7.47 12.04 0.38 4.12 7.61 12.31 0.39 4.64 8.33 14.00 0.40
GCRN-SDE(no decoder) 4.45 7.97 13.63 0.41 4.45 7.76 13.12 0.41 5.45 9.24 16.79 0.42

more missing values int the history.STNN-SDE(no decoder) do not perform good as we

expected, the errors are accumulated when time approaches further from time0.

We also plot example trajectories predicted by the different models in Figure 3.2a and

Figure 3.2b for interpolation and extrapolation respectively. The black crosses denote ob-

served values while the grey dots represent missing values. The mean of the posterior pre-

diction is plot in solid purple lines, while the con�dence interval varies from 0.1 to 0.9 are

plot in blue shades. We can see from the examples,STNN-SDEgenerates more useful con-

�dence intervals comparing to STNN-VAE, whose prediction uncertainty aligns with data

uncertainty within the interpolation time intervals. For extrapolation, since STNN-VAE

only assume a stochastic initial state so the uncertainty quanti�cation vanishes as time

grows further. In contrast,STNN-SDEmodels can still present data uncertainty aligned

con�dence intervals in their predictions.

MTM hand keypoints data

We interpolate the MTM dataset by following the similar procedure in METR-LA dataset.

We only experiment GCRN induced models on this data set using the same architecture

as in previous experiments. We vary the length of MTM sequences by including at most

32, 64 and 96 snapshots. Interpolation results are shown in Table 3.3. GCRN-SDE sig-

ni�cantly outperform GCRN-VAE across all three prediction accuracy metrics as well as

model calibration. Example trajectories are plot in Figure 3.3 with 90% missing values.

The �rst row depicts the graph data over 12 consecutive time steps, constituting a single

data point in the interpolation task. Red vertices are masked for reconstruction, and green
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(a) Interpolation

(b) Extrapolation

Figure 3.2: Example predicted trajectories on METR-LA data.

are kept. On the second row are the corresponding interpolations of the masked vertices by

STNN-SDE. The third and fourth rows show the predicted trajectories of a single selected

point over 12 time steps alongside con�dence intervals and ground truth points.
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Figure 3.3: Visualization of MTM estimation.

Table 3.3: Interpolation results on MTM

Horizon Models
Interpolation

50% missing 70% missing 90% missing
MAE RMSE MAPE CS MAE RMSE MAPE CS MAE RMSE MAPE CS

32
GCRN-VAE 0.037 0.057 13.329 0.4330.039 0.062 14.408 0.4340.062 0.104 20.077 0.438
GCRN-SDE 0.021 0.036 8.23 0.3260.024 0.044 9.048 0.3360.050 0.092 16.45 0.374

64
GCRN-VAE 0.039 0.078 15.473 0.4570.039 0,075 15.067 0.4480.054 0.102 19.544 0.447
GCRN-SDE 0.014 0.022 6.073 0.3140.017 0.029 5.812 0.3290.041 0.078 8.323 0.383

96
GCRN-VAE 0.059 0.086 16.466 0.4620.058 0.085 16.535 0.4610.068 0.102 19.599 0.465
GCRN-SDE 0.016 0.025 5.529 0.3040.019 0.032 5.885 0.3190.046 0.084 7.061 0.376

3.5 Conclusion

In this chapter, we propose a simple framework for learning latent continuous dynamics

from spatiotemporal signals by incorporating SDEs into existing spatial-temporal neural

networks. The proposed methodSTNN-SDEimproves performance in interpolation tasks,

particularly for longer sequences with more missing values, in terms of predicting irreg-

ularly missing values and quantifying uncertainty in predictions.STNN-SDEcan pro-

vide better calibrated uncertain estimation for extrapolation tasks comparing to VAE-based

methods, and also make more accurate predictions when more observations are missing

in the history. Limitations of this work includes further demonstrations ofSTNN-SDE

on graph attention based STNN's and generalizations to broader data sets with no prior

knowledge on graph structures.
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CHAPTER 4

UNFOLDML: COST-AWARE AND UNCERTAINTY-BASED DYNAMIC 2D

PREDICTION FOR MULTI-STAGE CLASSIFICATION

4.1 Motivation and Challenges

Machine Learning (ML) research has mostly focused on improving prediction accuracy

for classi�cation tasks, such as image classi�cation [101, 61], disease risk prediction [102,

37], pedestrian detection [103, 104], etc. The understandable drive for high accuracy has

often resulted in deeper, complex neural networks, which can incur high memory (spatio

cost) and high latency (temporalcost) at inference time. However, the deployment of ML

applications must be cost-aware. Run time environment like mobile devices or bedside-

patient monitors are commonly resource constrained, and applications that can be of�oaded

to cloud computing always aim for a reduced cloud bill.

In this chapter, we focus on developing a pipeline that can balance between high pre-

diction accuracy and low cost (spatio-temporalcost) when deploying ML classi�cation

models. We consider a scenario of deploying ML classi�ers for a multi-stage classi�ca-

tion task where one predicted class can progressively transform to a next stage of classes,

thereby creating a “happens-before” relationship between classes. This task is commonly

observed in many real-world applications. For instance in clinical settings, disease pro-

gression is often identi�ed by a series of stage transitions [105, 106]. Detection on early

stage of the disease allows doctors to take appropriate actions in time before it enters into

late severe stages. In image classi�cations, recognition from super classes to sub classes in

a coarse-to-�ne manner has shown improved classi�cation performance [107, 108]. In all

these applications, general multi-class classi�ers [109, 110, 101] have been developed by

treating all the stages as multi classes and achieved state-of-the-art prediction performance,
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but at signi�cantly high spatio-temporal cost. Prior work [111] trades off accuracy for low

cost but still ignores the key relationship between the classes, so it fails to �nd the optimal

trade-off.

We proposeUnfoldML 1 : a cost-aware and uncertainty-based prediction pipeline for

dynamic multi-stage classi�cation. It “unfolds” a monolithic multi-class classi�er into a

series of single-stage classi�ers, reducing its deployment cost. Each single-stage classi-

�er is then cascaded gradually from cheaper to more expensive binary classi�ers, further

reducing the cost by dynamically selecting an appropriate classi�er for an input query.

Figure 4.1 summarizes the two dimensional (2D) query propagationmechanismdesigned

in UnfoldML : Horizontally it allows a query to transition through multiple stages, and

vertically it allows the query to progressively upgrade to costlier models constrained by

the pre-speci�ed budget limit. It computes a classi�er's prediction con�dence on a query

then directs the query through one of the following three gates: 1) “I con�dently know

NO” ( ICK 0), which rejects the current query and early exits from the pipeline (exit); 2)

“ I don't know” ( IDK ), which upgrades the query to a higher accuracy but costlier model,

producing a more con�dent result within the budget (vertical cascading); and 3) “I con�-

dently know YES” ( ICK 1), which transitions the query to the next stage of the prediction

task (horizontal forwarding). The design ofICK 0 gate allows queries to early exit from

theUnfoldML so it reduces the overall spatio-temporal cost of the pipeline. TheICK 1

gate allows queries to faster transition to next stages so it enables early prediction on late

stages, which can be critical in clinical settings [112]. Overall, the combined 2D propa-

gation mechanism uniquely enables the navigation of the cost/accuracy tradeoff space for

searching an optimal set ofpoliciesfor dynamic model selection at inference time.

We also propose two training algorithms for learning the optimalpoliciesfor the de-

signed 2D query propagation inUnfoldML . The key idea of the training algorithms is to

learn the optimal thresholds on the gating functionsICK 0, IDK andICK 1. The �rst pro-

1Code is available at https://github.com/gatech-sysml/unfoldml.
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posedhard-gatingalgorithm assumes the gating functions to be step functions parameter-

ized by deterministic thresholds on prediction con�dence. To �nd the optimal thresholds, it

performs bottom-up grid search over a topologically-sorted model list and stops at the cut-

offs that minimize the prediction loss subject to the cost constraint. The secondly proposed

soft-gatingalgorithm de�nes the gating functions to be probabilistic activation functions. It

follows a Mixture-of-Expert (MoE) framework to adaptively determine a threshold for one

model conditionally on all the other model's prediction con�dence for the given query. To

obviate the cost of running all models in MoE, we further propose a Dirichlet Knowledge

Distillation (DKD) to run only a cheap multi-label classi�er that is trained for distilling the

Bayesian predictive uncertainties of all models.

4.2 Related Works

One of the most relevant work to our proposed method is the one-stepIDK cascade [111],

which incorporates prior work of “I don't know” ( IDK ) classes [113, 114] into cascade

construction and introduces a latency-aware objective into the construction compared to

previous cascaded prediction frameworks [115, 116, 117]. Another relevant work, Infer-

Line [118] supports pipelined inference, but with a completely different goal. It provides

support for an inference pipeline with data�ow dependencies, whereby an edge from A to

B represents the output of A used as input to B. In contrast, there are no data�ow depen-

dencies in UnfoldML. Instead, it aims to implement “happens-before” dependencies for

horizontal edges in the pipeline and IDK cascade dependencies for vertical pipeline edges

within each stage.

A separate group of work focuses on the problem of feature selection assuming each

feature can be acquired for a cost. They train a cascade of classi�ers for optimizing the

trade-off between the expected classi�cation error and the feature cost. Early solution

[119] limits the cascade to a family of linear discriminating functions. [104] applies boost-

ing method for cascading a set of weak learners. Recent methods [120, 121, 122] develop
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POMDP-based frameworks and incorporate deep Q-learning in cascade training. In con-

trast to all of the above work that are only 1-D pipelines for one-step prediction task (can

be multi-class classi�cations), our method extends to a 2-D pipeline that can dynamically

forward examples to next steps after they are con�dently predicted as passed on the current

step. Further, we also develop a more ef�cient pipeline framework based on Mixture-

of-Experts (MoE) modeling and knowledge distillation, which can apply gradient decent

algorithms for learning the parameters ef�ciently.

The idea of MoE was originally introduced by [123], for partitioning the training data

and feeding them into separate neural networks during the learning process. This gate

decision design is applied into many domains such as language modeling [124], video cap-

tioning [125], multi-tasking learning [124]. It is also used in network architecture searching

[126] by setting gate activation on network layers. Sparse gates are introduced in MoE so

that it can ef�ciently select from thousands of sub-networks [127] as well as increases the

representation power of large convolutional networks by only using a shallow embedding

network to produce the mixture weights [128]. We incorporate the idea of sparsely gated

MoE [127, 128] into our prediction framework, and design a soft-gating training algorithm

by using ReLU as the sparse gating function and imposing L1-norm regularization on the

gating weights for further sparsity.

Con�dence criterion has been incorporated into active learning by [129] and then ex-

tended by [130]. [131] proposed con�dence based classi�ers that identi�es the con�dent

region (likeICK class) and uncertain region (likeIDK class) in predictions. Con�dence

are also introduced into word embedding [132, 133] and graph representations [134, 135].

Our method posits thresholds on prediction con�dence for activating the gates in pipeline

expansion. Bayesian Prior Networks (BPNs) [136] have been proposed to estimate the un-

certainty distribution in model predictions, which is more computationally ef�cient than

traditional Bayesian approaches [137, 138, 139]. We propose Dirichlet Knowledge Distil-

lation (DKD) based on BPNs for distilling prediction uncertainty in large models so that we
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(a) The 2-D query propagation mechanism inUnfoldML
(b) IDK and ICK
classes

Figure 4.1:A 2-D query propagation inUnfoldML : Queries that are in con�dently low risk will
returnICK 0 and be monitored by cheaper models; queries that are hard to predict will returnIDK
and be advanced to costlier but more con�dent models; queries that are in con�dently high risk will
returnICK 1 and be transited to next stage for making earlier prediction on more severe conditions.

only need to run a low-cost multi-head model for producing the weights in MoE ef�ciently.

4.3 Methodology

We introduce a dynamic 2D prediction pipelineUnfoldML , which learns optimal policies

for making “I con�dently know” ( ICK ) predictions on sequential multi-stage classi�ca-

tion tasks. An optimal policy will effectively trade off prediction accuracy against spatio-

temporal costs in order to maximize the overall system accuracy's AUC while staying under

user-imposed cost constraints.

4.3.1 ProblemFormulation

Givenx 2 X at timet, a multi-stage pipeline decides whether the individual should main-

tain at the current stages or progress into the next stages + 1 for time t + 1. If there

are a total number ofS stages that need to be detected, we trainK s number of models for

each speci�c stages to form a model zooM = ff ms1; :::; msK s ggS
s=1 . We measure each

model's spatio-temporal cost by multiplying the device cost per unit time with the serving

time per prediction stage, denoted ascost(msk) for any modelmsk 2 M .

To optimize the limited system resources, we design a 2DUnfoldML in the following
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way: (1) start with the simplest model to predict the initial stage on an incoming data,

and (2)upgradevertically to a costlier model if the current model returns “I don't know”

(IDK ), or (3) transition horizontally to the next stage in the pipeline if the current model

returns “I con�dently know YES” ( ICK 1), or otherwise (4)exit the pipeline if the current

model returns “I con�dently know NO” ( ICK 0). Figure 4.1 (a) demonstrates the proposed

2D architecture ofUnfoldML . The central problem ofUnfoldML is to learn an optimal

policy that speci�es the three classes of gating functions with an objective of maximizing

the system-wide accuracy while minimizing the overall prediction cost.

We formulateUnfoldML as a decision rule mapping functionmcasc : X � M !

M , which takes the query datax t coming at timet and the current model choicemsk

as inputs and determine whether the model for the query should take one of the afore-

mentioned three actions:upgradevertically, transition horizontally, orexit the pipeline.

These decisions rules can be realized by two groups of parameters: a con�dence criterion

q : X � M ! [0; 1] that measures the con�dence score of a model's prediction on a query

data, and two gate functionsGIDK , GICK 1 : [0; 1]�f True; Falseg that are applied to the de-

�ned con�dence score. The two exclusive gatesIDK andICK 1 each respectively decides

if the current prediction belongs to anIDK class such that (s.t.) the system willupgrade

the query to a costlier model but still remaining within the user-de�ned cost budget, or an

ICK 1 class s.t. the system willtransition the query to the next stage in the pipeline. The

third gateGICK 0 is then determined as: GIDK ^ : GICK 1 . Formally, we can write the

decision rule used at each prediction stage as follows

mcasc(x t ; msk ; q; G) =

8
>>>>><

>>>>>:

ms(k+1) ; GIDK ^ : GICK 1
�
qsk(x t )

�
;

m(s+1)1 ; : GIDK ^ GICK 1
�
qsk(x t )

�
;

msk ; : GIDK ^ : GICK 1
�
qsk(x t )

�

(4.1)

whereqsk(x t ) is a short notation forq(x t ; msk) measuring the con�dence of modelmsk 's

prediction on datax t . The goal of con�guring an optimal pipeline given a restricted com-
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putation resource can be formalized as the following optimization problem:

min
G

L
�
mcasc; D) s.t. cost(mcasc; D) � c; (4.2)

whereG consists of the two gate functionsGIDK andGICK 1 , L denotes the end-to-end

prediction loss on dataD andc is a user-speci�ed cost-constraint for the system.

4.3.2 GateParametersLearning

Given a training data set (it should be a different set from the data that was used for training

the model zooM ) D = f
�
x i ; (y1

i ; t1
i ); � � � ; (yS

i ; tS
i )

�
gN

i =1 , wherex i = ( x i 1; � � � ; x iT i ) is

an input sequence observed for individuali , ys
i 2 f 0; 1g indicates whether the individual

entered to stage-s, and ifyes, we usets
i 2 ;[ [1; Ti ] to denote the time index when it entered.

We �rst partition the multi-stage data intoS one-stage data sets:Ds = f (x i [ts� 1
i :ts

i ]; ys
i ==

1)g [ f (x i [ts� 1
i :Ti ]; ys

i == 0) g, then divide the learning ofIDK andICK gate parameters

into two separable sub-problems:

Sub-Objective 1: min
GIDK

s

L s
�
mcasc

s ; Ds
�

s.t. cost(mcasc
s ; Ds) � cs; s = 1; � � � ; S (4.3)

Sub-Objective 2: min
GICK 1

L
�
mcasc; D; GIDK � �

;

whereL s is the one-stage prediction loss on dataDs, andcs is the cost budget that is

pre-allocated for stage-s satisfying
P

s cs = c. Decomposing the end-to-end optimization

problem in (Equation 4.2) into two sub-problems in (2) allows us to parallelize the training

process. We can ef�ciently learn each stage's optimalIDK gate parameters by solving

Sub-Objective 1, and learn the optimalICK 1 gate parameters by �xing theIDK gate

parameters as theGIDK �
learnt from last step and then solving Sub-Objective 2.
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Hard-gating Training Algorithm

In this algorithm, we assumeGIDK to be ahard-gatingfunction that is parameterized by a

cutoff � sk s.t. the gate is only activated if the level of con�dence in the prediction is below

the threshold.

Hard-gating: GIDK (qsk(x t )) = I (qsk(x t ) < � sk); (4.4)

whereI (�) is an indicator function. Based on the problem de�nition in (Equation 4.1), a

modelmsk at stages can only be activated ifI (qsk(x t ) � � sk) ^ k� 1
j =1 I (qsj (x t ) < � sj ) � 1.

So we can write the conditional probability of being at stage-s given an input queryx t as

Pr(ys = 1jx t ; mcasc
s ) =

P K s
k=1 I (qsk(x t ) � � sk) �

Q k� 1
j =1 I (qsj (x t ) < � sj ) � msk(x t );

wheremsk(x t ) = Pr
�
ys = 1 j x t ; msk

�
: The Sub-Objective 1 loss inhard-Gatingalgo-

rithm is de�ned as the negative log-likelihood loss

L s
nll

�
mcasc

s ; Ds
�

= �
P N s

i =1

P Ti
t=1 ys

it � logps
it + (1 � ys

it ) � log(1 � ps
it ); (4.5)

whereps
it = Pr(ys = 1jx it ; mcasc

s ), ys
it = 1 only if ys

i = 1 andt 2 [t1
i � � t ; t1

i ] for some� t

time-steps we wish to early detect the next stages + 1.

For learninghard-gatingparameters, we �rst sort the model listM s = f ms1; � � � msK s g

in a monotonically increasing order w.r.t both the AUC score and spatial-temporal cost that

were provided in model's pro�les; this will remove any sub-optimal models. For any stage

s, Algorithm 1 starts by assigning all theN s samples for that stage to the �rst modelms1,

and performing a grid search on the gate parameters� sk 's for levelk = 1 to K s. It gradually

assignsIDK queries to the next level's model in the list until the cost exceeds the user-

de�ned budgetcs for that stage. In each iteration of searching the cutoff� sk , we set an

upper boundmaxA on the maximum searching value to avoid over-upgrading. Without
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setting this bound, the algorithm could over�t and put all the queries into theIDK class,

then assign them all to the next level's model. This consumes the cost quota quickly, and

prevents those highlyIDK queries from exploring costlier models in the list.

Soft-gating Training Algorithm

In contrast to grid search on the thresholds, we propose asoft-gatingalgorithm formulating

an objective function that can be ef�ciently solved using gradient descent algorithms. In

this algorithm, we de�ne the gate functionGIDK to be a ReLU function parameterized

by a pair of coef�cients(ask ; bsk) s.t. the gate is only activated if the linear productask �

qsk(x t ) � bsk > 0. Formally we de�ne Soft-gating as

Soft-gating:GIDK (qsk(x t )) = ReLU(ask � qsk(x t ) � bsk): (4.6)

Therefore the conditional probability of being at the stage-s given inputx t can be de�ned

as a mixture of theK s models available for stage-s prediction:

Pr(ys = 1jx t ; mcasc) =
P K s

k=1 GIDK (qsk(x t )) � msk(x t )=
P K s

j =1 GIDK (qsj (x t )) . (4.7)

Now, the negative log-likelihood lossL s
nll becomes solvable using gradient descent algo-

rithms. However, the normalization term in the mixture of experts requires running all the

candidates models in the zoo, which con�icts with our cost-saving goal. Therefore, we

propose a Dirichlet Knowledge Distillation (DKD) procedure for training a small surrogate

model per each stage to approximate the prediction con�dence of a model without truly

running it on a query. The smaller distilled model only needs to be run once per query,

requiring much less cost than running all the models. In our experiment, we utilize the �rst

modelms1 from each stage, take the embedding ofhs1(x t ) prior to the last activation layers

in ms1 and feed it into a 4-layerK s-head Multi-Layer Perceptron (MLP) that is de�ned as

our distilled model in the DKD procedure.
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Concretely, the idea of DKD is to posit a Dirichlet prior distribution over the parameters

� characterizing the predicted output categorical distribution (i.e., binomial in our setup)

and a surrogate prior networkf is �t to generate the concentration parameters� sk in the

prior:

Pr(� jx t ; msk) = Dir(� j� sk); � sk = ( � sk;0; � sk;1) = f (x t ; msk).

If the learnt concentration parameters yield a �at prior distribution, it means high uncer-

tainty in the model prediction; if they yield a sharp prior distribution, it means low un-

certainty. Then an estimation̂qsk(x t ) of the con�dence score can be computed from the

expected predictive probabilitŷpsk(x t ) = E� � Dir(� j� sk ) [� 1] = � sk;1=(� sk;0 + � sk;1): For

training the DKD model, which is de�ned as aK s-head MLP per each stage in this paper,

we write the loss function for headk as the Kullback-Leibler (KL) divergence between the

prior distribution and empirical observed distribution:

L (� sk) =
P N s

i =1

P Ti
t=1 KL

�
Dir(� j� sk) jj psk(x it )

�
;

wherepsk(x it ) are the true predicted probabilities produced from modelmsk on inputx it .

Additionally, we also add the cross-entropy loss as an auxiliary loss when training the

DKD.

Once the distilled model is trained, we can replace theqsj (x t )'s with the estimated

valuesq̂sj (x t )'s in (Equation 4.7), and rewrite the lossL s
nll in (Equation 4.5) accordingly.

Further, we can ensure the selected models do not exceed user-imposed cost constraint by

enforcing sparse gating weights over the model choices. Therefore, we de�ne the Sub-

Objective 1 loss insoft-gatingalgorithm as

min
GIDK

L s
nll(m

casc; Ds) + � L s
cost+ � L s

sparse;
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where the second termL s
cost takes the cost constraint, controlled by� > 0 and the third term

L s
sparseimposes further sparse regularization on the gating weights w.r.t their L1 norms, con-

trolled by� > 0. More speci�cally, we write the last two terms asL s
cost =

�
max(0; cost(mcasc

s )�

cs)
� 2

andL s
sparse=

P
i;t kGIDK (q̂sk(x it ))k1. Now wecan use stochastic gradient descent

algorithms to learn the optimalas andbs minimizing the above loss.

Overall Training Algorithm

To complete the overall training algorithm, we need to learn the optimal gate parameter

GICK 1 in Sub-Objective 2. Given the modelmsk picked by one-stageIDK cascade (either

usinghard-gatingor soft-gatingalgorithms to solve Sub-Objective 1) for a data queryx t

at stages, we grid search for the optimal thresholds� sk 's on the predictive probabilities

s.t. the type I error on classICK 1 and type II error onICK 0 are both minimized. Several

existing methods [140, 141, 142, 143] have been proposed for minimizing both type I error

and type II error in various ways, we pick theCloset-to-(0,1)[141] method that �nds the

optimal threshold achieving the most left upper corner in the ROC curve.

4.4 Experiments and Results

4.4.1 Task1: Sepsis-SepticShockprediction

Dataset.We use MIMIC-III Critical Care Database [144]. The database consists of deiden-

ti�ed health records from over50; 000critically ill patients who stayed in the ICUs of the

Beth Israel Deaconess Medical Center between 2001 and 2012. The �nal cohort includes a

total of34; 475ICU patients, from which2; 370 (6:8%) presented with Sepsis, from which

a total of229 (9:7%) progressed into Septic Shock. We randomly split our cohort of pa-

tient data into a training set (70%), validation set (20%) and test set (10%). First, we use the

training set to train a set of models to formulate a model zoo. Next, we use the validation

set to train theUnfoldML policy. Finally, we use the test set to evaluate performance.

Baseline. To our knowledge,UnfoldML is the �rst system to provide 2-dimensional
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cascading predictions. A reasonable baseline for our method are models that frame the

multi-stage sequential task as a multi-class classi�cation task by ignoring thehappen-

beforerelationship between the stages. The baseline's goal is to classifying patients into

one of the three classes: Non-Septic, Septic, and Septic Shock. We use a state-of-the-art

LSTM which is widely used in prediction of clinical time-series. We evaluate performance

LSTM's across a variety of spatio-temporal costs by changing the number of layers and

hidden sizes in the architecture.

� Multi-class LSTM: One uni�ed multi-class model works end to end for predicting the

multi classes. Prior work [111] implements a 1-D prediction cascade onIDK classes. It

uses a similarhard-gatingalgorithm to learn hard thresholds on prediction entropy for mak-

ing decisions if the system should cascade to costlier models. So we reduceUnfoldML

to a 1-D pipeline by removing its horizontalICK transition and compare thesoft-gating

algorithm with this baseline. We evaluate them on the two single-stage classi�cation tasks

on sepsis and septic shock predictions respectively.

� Single-Stage binary classi�ers: CPU-based models such as Logistic Regression, De-

cision Tree, Random Forest and TREWScore [145], a cox proportional hazards model that

is well-known in early detection of septic shock; GPU-based models such as LSTMs.

� IDK-cascade[111]: Prior work of 1-D prediction cascade onIDK classes using a

hard-gating like algorithm.

Evaluation and Results

End-to-End Classi�cation Performance. To evaluate the prediction performance on our

multi-stage task, we treatUnfoldML as a multi-class classi�er which predicts one of the

same three classes as de�ned in Baseline.UnfoldML generates predictions at time-step

for every patient, we take the maximum of the predictive probabilities along the prediction

horizon for each patient and normalize them with a sum of 1. We compute the multi-class

ROC AUC scores by averaging the pairwise ROC AUCs (known as one-vs-one) of each
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