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SUMMARY

Today's internet-based applications involve end users, located at the edge of the net-

work, communicating with services, often hosted in cloud data centers. Connecting the

two ends is the wide area network. The last hop on the WAN, to the end user is termed the

“last mile” of internet connectivity and spans a variety of technologies ranging from wired

high-speed broadband to cellular networks, wireless ISPs, and community mesh networks.

Of particular interest are the wireless means of last-mile connectivity, that exhibit temporal

and spatial variability in the available capacity (bandwidth). This variable capacity is often

the root cause of poor/variable user experience with applications like video conferencing,

on-demand video streaming, and other bandwidth-intensive and/or latency-sensitive appli-

cations. Many application-speci�c solutions exist today, mainly meant for use with on-

demand video streaming in wireless last mile cellular links, that may not generalize well

across applications.

Most user-facing applications consist of client and server components, typically resid-

ing on user devices and cloud data centers respectively. Many solutions for deploying the

server end of these applications have been developed with data center wired networks in

mind. However, when we consider the space of community mesh networks, which, in addi-

tion to providing internet connectivity, often host local services such as �le servers, caches,

and video conferencing, existing techniques for application scheduling and orchestration

for the server side components may not be a good �t since they often do not consider the

effect of bandwidth variability.

In this dissertation, we take into consideration the variations in bandwidth inherent to

wireless networks and design a holistic approach to the management of available band-

width. We present three techniques for addressing bandwidth variations at different levels

in the application ecosystem—at the level of user devices, at the level of an application

service provider, and at the level of shared network infrastructure that hosts multiple appli-

cations. The techniques can be summarized as follows:

• At the level of a mobile device, we demonstrate ways to manage the available band-

width among multiple user applications by creating a system-wide bandwidth man-

agement service, to handle spatio-temporal variations in bandwidth, under conditions

of user mobility.

• From the perspective of an application service, or telecom provider, we consider

the use of emerging technologies to effectively deliver content at the edge to mo-

bile users, and at the same time, reduce reliance on cellular last mile data, using a

xix



combination of content prefetching and high speed out-of-band mmWave links.

• At the level of shared network infrastructure, comprising multiple applications, we

address the problem of scheduling applications in an environment where the commu-

nication links are predominantly wireless. We show the importance of bandwidth-

aware scheduling and migration of application components on the performance of

the application for a variety of applications.
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CHAPTER 1

INTRODUCTION

Today's internet landscape is media-rich, owing to platforms like Net�ix, Spotify, YouTube,

and TikTok. Some platforms enable millions of users to consume content, and others en-

able content creation by the end-user. The popularity of both kinds of platforms has re-

sulted in a large uptick in streaming video traf�c. According to an Ericsson report, about

70% of mobile data traf�c is just video [1]. In addition to on-demand video traf�c, live

video, propelled by applications like Zoom, Google Meet, and Microsoft Teams following

the recent pandemic has also furthered an unprecedented increase in video traf�c. On the

one hand, datacenter scale systems often overprovision resources for these applications,

be it compute, memory, I/O, or network bandwidth, with the intent of handling workload

spikes. On the other hand, capacity at the edge of the network, consisting of both cellular

and broadband infrastructure, has been developing at a slower pace [2, 3]. An important

characteristic of media-rich applications is that they are network bound, often latency sen-

sitive or bandwidth intensive. Some studies have shown that a bulk of the latency perceived

by end users stems from the last mile [4]. With regards to available bandwidth capacity on

home networks, it is rare for access links to be the bottleneck, and the last hop wireless link

is more likely to be the limiting factor in the throughput that end devices receive (for speeds

> 20 Mbps) [5]. However, on cellular networks, the cause of throughput loss may lie either

in middleboxes in the WAN [6, 7], or in some 25% of cases, in the last mile. Regardless,

the loss in throughput ultimately manifests itself in terms of poor user experience. Mobility

and time of day also impact throughput in cellular networks. Thus, for users on the move,

variable throughput is unsurprising. Ensuring a steady quality of experience in the face of

bandwidth variations is further complicated by fewer resources at the edge of the network,

in comparison to datacenter environments.

The last mile at the edge of the network encompasses a diverse set of technologies. The

edge comprises both wired and wireless links that connect users to the wide area network.

Wireless links are the de-facto standard in cellular last mile networks, as well as wireless

ISPs and community mesh networks. Each may use a different wireless technology and dif-

ferent ensuing standards for communication. At a high level though, wireless links exhibit

temporal and spatial variations in the available throughput [8, 9, 10]. As a consequence,

applications that operate on top of these wireless links may experience variable quality,

depending on the throughput characteristics of the link. As an example, if we consider a
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user, who is commuting, and simultaneously watching a video on their mobile device while

commuting while downloading a large �le in the background, we have a complex scenario:

as the user moves, the available bandwidth in the cellular last mile may change due to a

variety of reasons: traf�c in the network, cell reception, handovers, equipment and capacity

variability. Due to these changes in the available bandwidth, the quality of video that the

user experiences may change accordingly. While there are various mechanisms to react to

bandwidth change, they often operate in isolation, and are dependent on speci�c application

technology like Adaptive Bitrate Streaming with DASH [11] or SmoothStreaming [12], in

the case of on-demand video. In the meantime, the �le download probably gets whatever

remaining bandwidth that is left, after the video player has buffered some content. If the

user enters a tunnel, or a region with poor reception, then the player may stall, and the �le

download may be paused altogether. Here, the cellular bandwidth available is a function

of the user's location. If we know the user's commuting pattern, we can guess how much

bandwidth may be available for the user to consume, and consequently, allocate some por-

tion to the video player and the �le download. Further, we can make guesses about available

bandwidth over the next few seconds and accordingly make decisions about how much of

the video to buffer, or how much of the �le to download. Many applications may require

this functionality (e.g., system updater, video players, etc), so bundling this information

with the application leads to duplicated code and features. In the �rst part of this disserta-

tion, we analyze cellular bandwidth and mobility traces and �nd signi�cant �uctuations in

the available bandwidth. While it is possible to think up many different schemes to decide

how best to use the variable bandwidth, both within, and between applications, we try to

�rst understand, what enabling such a scheme needs, in terms ofsoftware infrastructure. A

well-designed system should be able to abstract away the aspects of the speci�c bandwidth

scheduling implementation, from the applications that rely on the knowledge of bandwidth

availability to function well. The realization of the system design is presented in FORE-

SIGHT, a system that runs on a mobile device, transforming location-speci�c bandwidth

information into a temporal bandwidth map that is then fed to interested applications, to

perform bandwidth optimizations as they see �t.

For the same mobile user scenario, let us next consider a situation where video qualities

are improving, device capabilities improve, and the number of mobile users increases: the

pressure on the cellular network to deliver content also increases. About 70% of mobile

data traf�c is made up of just static video content which is sequentially downloaded for

playback on the user device [1]. As mobile phone adoption increases, leading to an in-

crease in mobile data consumption, the demand for on-demand video on cellular networks

is also expected to grow. On the one hand, we need to download static video content, on
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cellular networks which are intended primarily for realtime communications. On the other

hand, the rollout of 5G, which promises higher throughput, has been slower than expected.

At the same time, progress in unlicensed bands has produced technologies like WiGig [13]

(it uses the same millimeter wave technology as 5G but in a different frequency range),

that is capable of greater than 1 Gbps download speeds within short distances. Instead of

relying on licensed cellular links to deliver static content to users who are on the move,

we could of�oad content delivery to WiGig links to reduce the pressure, and reliance on

cellular networks, and free up the licensed spectrum for realtime applications like AR/VR.

Using the unlicensed spectrum means that these WiGig access points can be set up much in

the same way as regular WiFi access points. The idea of opportunistically using unlicensed

bands for improved downlink capacity isn't new, today's mobile phones already use WiFi

whenever possible. However, WiFi is limited in its throughput and due to its longer range,

may also not be interference-free. On the other hand, WiGig is short range and has higher

throughput, and therefore, it is easy to isolate an access point to a particular small radius,

like at a traf�c intersection, to deliver content to mobile users, as they pass through the

intersection. Similar to mounting WiFi access points, unlicensed WiGig access points can

be set up to deliver content. Two aspects of video content make them very amenable to of-

�oading: 1) travel patterns of the user can be known ahead of time, and content delivery can

be planned before the user arrives at a particular edge node 2) On-demand video is chunked

(i.e., a large video is generally broken down into chunks to avoid downloading parts that

the user might end up skipping) and the chunks are sequentially downloaded. Addition-

ally, the reuse of cached content is particularly feasible in the case of on-demand video due

to the access pattern for video being Zip�an in nature [14]. However, WiGig links come

with their own set of challenges: they are short-range (< 100m) due to attenuation caused

by Oxygen absorption, and the capacity of a link shrinks as the distance between the con-

nected devices increases. Nonetheless, in places with lots of foot traf�c/ busy intersections,

a passing vehicle can easily download several megabytes worth of data over WiGig links

in a very short interval of time, as opposed to steadily downloading content over cellular

links. In the second part of this dissertation, we demonstrate the download capabilities of

WiGig links and build a system that takes a set of user trajectories and video requests, and

uses edge nodes equipped with storage and WiGig antennas to prefetch video content, in

anticipation of the users' arrival and then delivers the video segments to the users when they

arrive within range of the WiGig antenna on the edge node. Now, the performance of the

system is dependent on the capabilities of the WiGig links, so understanding their behavior

is still necessary. In this way, instead of focusing on the variable bandwidth available on

cellular links, we shift our focus to understanding available bandwidth on WiGig links. Yet
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again, we focus on building the necessary software infrastructure needed to realize the sys-

tem, on top of the wireless infrastructure. While the �rst part of the dissertation dealt with

effective management of available bandwidth to meet the demand, the second part focuses

on sidestepping the limitation in capacity (and variations in capacity) by delivering content

out-of-band.

The �rst two parts of this dissertation focus on enabling ef�cient downloading of static

content. The third part of this dissertation is aimed at generalizing bandwidth management

across a variety of applications. To this end, the �nal part of this dissertation tackles the

problem of managing the variable bandwidth on a wireless mesh, where applications com-

prising several components may be deployed. The space of user applications on the Internet

is large, and applications often consist of several components, each with different network

characteristics. For example, a social network application may be made up of microser-

vices that are latency sensitive and other microservices that are CPU bound, whereas a

video conferencing system may be entirely network bound and bandwidth intensive. Most

often, such applications are hosted in data centers, with wired, reliable connectivity be-

tween machines on which these services run. However, wireless mesh networks form a

small but important means of last mile connectivity to the Internet [15, 16]. In remote

regions as well as in some urban areas, they sometimes offer the only means of connectiv-

ity [17]. Often the wireless mesh networks also host services like video conferencing, or

web servers [18]. These applications are deployed on compute nodes that are wirelessly

connected and don't have the same network guarantees as a datacenter would. The band-

width �uctuates over time and may vary based on the orientation of the antennas, temporary

obstructions, or weather. When we consider the deployment and scheduling of these appli-

cations, in addition to CPU and memory, we need to treat bandwidth as a resource whose

capacity isn't �xed, unlike CPU or memory. Since network conditions are not static, com-

ponents may also have to be migrated in a manner that respects the bandwidth requirements

stated by each application component. Typically, applications spanning multiple compo-

nents are deployed on a cluster of machines, managed by an orchestrator/scheduler that is

responsible for monitoring and �xing issues related to resource availability for the applica-

tions deployed on the cluster. Modern-day schedulers and orchestrators are often designed

for data center environments with reliable network connectivity [19, 20, 21, 22]. While

there are schedulers designed for edge networks [23], they are usually designed for latency

sensitive workloads and many do not consider network bandwidth variability [24]. In the

�nal part of this dissertation, we show how bandwidth on a wireless testbed �uctuates, and

build BASS, a system that takes in the bandwidth, CPU, and memory requirements of each

application component, for multiple applications and makes scheduling and migration de-
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cisions, based on the capacity available at each link. Here, we take a more holistic view

of the wireless mesh ecosystem needing to be managed, and ask the question, what sort

of system infrastructure can lead to better bandwidth utilization, while being agnostic to

the applications that run on the system? Our ultimate goal is to improve content delivery

to the user, and in this case, we demonstrate that bandwidth-aware scheduling can bene�t

the performance of user-facing applications. In building BASS, we demonstrate that the

general principles that aid in developing a bandwidth-aware orchestrator may be able to

work well even for non-user-facing applications, like camera networks. Ultimately, even

if suf�cient CPU and memory are available, on a wireless mesh, the application's perfor-

mance (measured in terms of latency or bitrate), is impacted by bandwidth variations, and

BASS automatically accounts for these variations.

1.1 Problem Statement

The internet landscape today is dominated by bandwidth intensive, and/or latency sensi-

tive applications like video conferencing and on-demand video streaming, which constitute

up to 70% of the data traf�c. These services are delivered to users often over a wireless

last mile network, where bandwidth variations are commonplace. Bandwidth variations

can cause signi�cant deterioration to the user's quality of experience. Although several

techniques exist today to address bandwidth variations, they are intended for speci�c ap-

plications. Furthermore, the assumption inherent in these applications is that the back-end

services corresponding to the application are hosted in a data center. We investigate in

this dissertation,how application-agnostic software infrastructure can be built, to man-

age bandwidth variations, and if emerging technologies like WiGig can be used towards

alleviating the load imposed by static, sequential data (e.g., on-demand videos), on real-

time networks, and how applications can be deployed on compute infrastructure connected

via wireless links, to meet the application requirements, while accounting for bandwidth

variations.

1.2 Thesis Statement

Treating bandwidth as a �rst-class citizen in resource orchestration is essential for enhanc-

ing content delivery at the edge of the network

In this dissertation, we demonstrate that it is possible to create ef�cient mechanisms

for resource management in the presence of network vagaries, by treating bandwidth as

a resource. We demonstrate how such mechanisms can be employed at various places

in the edge landscape: at the user device, at edge servers, and on a decentralized mesh.
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Speci�cally, we look at three techniques for resource management at the edge:

• Transparently Adapting to Spatio-temporal Variations in Bandwidth Availabil-

ity. Planning proactively for variability in bandwidth availability at the user device

and allowing applications to independently make decisions about how best to use the

available bandwidth, without needing the application to itself determine the available

bandwidth.

• Exploiting Emerging Network Technology. Improving content delivery by leverag-

ing unlicensed spectrum and edge nodes endowed with mmWave links to proactively

prefetch on-demand content and deliver content out-of-band.

• Orchestration in the Presence of Bandwidth Variations. Orchestrating edge re-

sources (CPU, memory, and bandwidth) while taking into account �uctuations in

bandwidth availability in mesh-connected edge nodes.

1.3 Contributions

This dissertation presents three techniques to enhance content delivery to end users under

conditions of spatio-temporal bandwidth variations and user mobility, at different levels of

abstraction. To this end, we make the following contributions:

• Developing techniques to account for user mobility in content delivery systems, at

the level of a user device.

• Leveraging out-of-band mmWave links to deliver static, sequential on-demand video

content, thereby freeing up cellular links for realtime applications under conditions

of user mobility.

• Developing techniques to account for bandwidth variations while deploying applica-

tions on wireless infrastructure.

To showcase the above techniques, we build three systems intended to work at the last mile

of the network:

• FORESIGHT : Adapting to Spatio-temporal Variations in Bandwidth Availabil-

ity. Prior art has looked at various techniques to make on-demand video delivery

in tune with the network conditions using adaptive bitrate mechanisms like MPEG-

DASH and Smooth Streaming. These mechanisms are reactive, i.e., they only change

the bitrate of a video when they notice that the bandwidth has changed, and don't
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explicitly account for user mobility. Other predictive mechanisms involve feeding

in location and other parameters to the video player, which is unintuitive and in-

volves effort from the user in terms of keeping track of app permissions and so

on. Instead, we make location-based bandwidth availability a system service on

mobile devices, which can be queried by interested applications [25]. The band-

width service maintains information about future expected bandwidth at a location

on the user's trajectory, derived from crowd-sourced measurements, and transforms

the location/bandwidth estimates to time/bandwidth estimates. The time/bandwidth

information is then exposed to applications like video players, which can then proac-

tively make decisions about bitrate changes.

• ClairvoyantEdge: Exploiting Emerging Network Technology. While the low la-

tency aspect of edge infrastructure is of great advantage in applications like AR/VR,

and gaming, these edge resources, though scarce, can also be used in high-bandwidth

content delivery, if equipped with short-range WiGig antennas that operate in the

60 GHz unlicensed spectrum [26]. Of�oading last mile delivery to the unlicensed

spectrum frees up cellular bandwidth for processing realtime data transfer, for ap-

plications like video calling, and augmented reality. However, edge infrastructure is

limited in resources like storage, so the downloads need to be scheduled taking these

constraints into account.

• BASS: Orchestration in the Presence of Bandwidth Variations.The wireless in-

frastructure that makes up the last mile of network connectivity is diverse. In addition

to traditional cellular and broadband links, we also have wireless ISPs and commu-

nity mesh networks. Community mesh networks are important because they are the

only means of connectivity for many users by virtue of location or cost. Many net-

works also host their own services, like video conferencing servers, web servers, and

chat applications. These mesh networks are decentralized, community-owned, and

operated, and are often unpredictable due to the nature of the wireless medium. Band-

width on the links is known to �uctuate, due to factors like temporary obstructions,

weather etc. Compute and memory resources available on the mesh may be limited.

Therefore, when hosting services on these networks, the placement of services re-

quires careful consideration, in terms of available compute, network bandwidth, and

memory. Deployment of services also needs to adapt to changing network condi-

tions and may entail migrations. While scheduling is much explored and researched

in the context of data center networks, emerging research at the edge is limited to

considering latency SLOs. We create a bandwidth-aware scheduler that is capable of
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migrating services when bandwidth �uctuates.

1.4 Roadmap

In the remainder of this dissertation, we will set up the background, lay out the problem for-

mulations, and then discuss each of the above techniques in detail. Chapter 2 describes the

throughput characteristics of some of the commonly used wireless technologies at the edge

of the network. Chapter 3 describes the applications expected to run at the edge, describes

the application model, and builds on the preceding chapter to outline the features that we

might want from an edge system. Chapter 4 discusses how each of the techniques we pro-

posed can be formulated theoretically and how we can choose potential solutions. Chapter 5

demonstrates a system for adapting to spatiotemporal bandwidth variability induced by user

mobility, Chapter 6 leverages emerging edge infrastructure for content delivery, while also

considering user mobility and Chapter 7 outlines the design and development of a system

for resource orchestration under bandwidth variations. Chapter 8 discusses these systems

in the broader context of usability and adoption. Finally, Chapter 9 summarizes the main

takeaways from each contribution, and discusses opportunities for extending these three

systems, outlines the future work in the domain of building systems resilient to bandwidth

variations.
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CHAPTER 2

BANDWIDTH AVAILABILITY ON EDGE NETWORKS

The bulk of the ideas presented in this dissertation are based on the premise that the edge

of the network is made up of diverse wireless technologies that have different bandwidth

characteristics that may vary in space and time. Understanding and accounting for these

different bandwidth pro�les are therefore necessary for applications that run at the edge

of the network. In this chapter, we brie�y describe the aspects of edge networks that im-

pact system design for applications at the edge. The edge of the network comprises het-

erogeneous technologies, often wireless, with different bandwidth pro�les, ranging from

licensed cellular networks (LTE), to unlicensed WiGig links. However, LTE as well as the

unlicensed spectrum (WiFi and WiGig) are made up of wireless links that vary in band-

width spatiotemporally, and impact application performance in different ways (discussed

in detail in Chapter 5 and Chapter 7). In the remainder of this chapter, we discuss the

variations in bandwidth that we observed on different wireless technologies.

2.1 Cellular LTE networks

LTE networks use several licensed frequency bands scattered across 600 MHz to 2.5 GHz

for 4G, and 450 MHz to 6 GHz for 5G. Irrespective of the frequency band in use, available

bandwidth can vary due to several reasons such as terrain, foliage, and building density.

We plot the crowdsourced Ookla SpeedTest [27] dataset for cellular networks to under-

stand the spatial variability of available bandwidth. Fig. 2.1 illustrates the variations in

bandwidth for cellular 4G networks, collected in different cities over a period of one year

and �nds that adjacent locations may exhibit vastly different bandwidth availability. We

Figure 2.1: Spatial variations in bandwidth at city scales
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Figure 2.2: Temporal variations in bandwidth for the same location

(a)
Forward

Link

(b)
Reverse

Link

Figure 2.3: Variation in bandwidth of static point-to-point wireless link over 24 hours. Blue
lines show bandwidth variation (left side y-axis), and red line shows packet loss (right side
y-axis).

analyze a different dataset that illustrates the temporal variation in bandwidth for cellular

4G networks [8]. Fig. 2.2 shows that, even at the same location, bandwidth can vary over

time.

2.2 Wi-Fi

Wi-Fi, which operates in the unlicensed spectrum and is made up of different standards (we

consider 802.11b/g/n and 802.11ac) uses frequencies between 2.4 to 5 GHz. These links

can span distances of a few kilometers and have bandwidths of several hundred Mbps.

They are more susceptible to interference and obstructions than cellular links. Fig. 2.3

shows the variation in bandwidth on a single 802.11ac link that we set up on campus, over

a period of 24 hours. We set up two antennas on rooftops which were about 250 feet apart.

We then connected two laptops to the routers and ran iPerf3 [28] for a period of 24 hours

to measure the available bandwidth between the two routers, in the absence of any other

traf�c. We see that, while in one direction, the link throughput is relatively stable, there are

more variations in the other direction.

Similar results are reported in other works [9, 29], where the throughput on links in
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Figure 2.4: Hourly variation in bandwidth over 50 days on nodes in a production mesh on
wireless interfaces alone

Figure 2.5: Comparison of mmWave (60 GHz) vs Wi-Fi throughput for single client/access
point

a production mesh network was found to vary irrespective of user traf�c. Wireless links

are also disparate in the available throughput due to factors like interference, distance be-

tween the routers, and orientation, even if the same equipment and standards are used in

all the routers. This dynamism in available bandwidth increases scheduling complexity

considerably. To illustrate the throughput diversity, we plot data from a production mesh

network [30], as shown in Fig. 2.4. Here, the links are majority 802.11b [31]. There is a

wide variation in the range of observed throughput values on almost every link.

2.3 WiGig

WiGig [13] uses frequencies in the 60 GHz range. An indoor router with WiGig support

has a range that is limited to tens of meters due to 1) high frequency and 2) absorption
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by oxygen, whose resonance frequency is also 60 GHz. We set up an experiment with

two WiGig routers and measured the throughput between the two routers using iPerf3. We

make measurements at various separation distances between the two routers. Fig. 6.2 shows

the deterioration of throughput with increasing distance for an mmWave client device and

access point. These routers are able to sustain data transfer up to distances of 30 meters.

Outdoor routers are expected to have a range that exceeds 100 meters [32]. Generally, at

higher frequency bands, we get higher throughput (bandwidth), but lower range, and sus-

ceptibility to obstacles, and at lower frequencies, the range increases, throughput decreases

and tolerance to obstacles increases.

2.4 Takeaway

All the wireless technologies we considered exhibit some form of spatial and/or temporal

variation in throughput, implying that systems that are concerned with applications at the

edge, may have to do additional work to ensure that the variations in bandwidth can be

effectively managed and the applications that run on top of these systems aren't disrupted

due to the variations.
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CHAPTER 3

USER FACING APPLICATIONS AT THE EDGE

The focus of this dissertation is on enhancing the performance of applications commonly

used by end users at the edge of the network through improvements to the design of edge

systems. To this end, we �rst describe the kind of applications that are expected to bene�t

from the contributions of this dissertation (Section 3.1). Then we discuss the application

and system models that we assume through the remainder of this thesis (Section 3.2).

3.1 Exemplar Applications

Applications like video conferencing, on-demand video streaming, and social media are

commonplace in today's internet landscape. Video-related applications require steady

bandwidth to ensure a stable quality of experience for users. Microservice applications

like social media, online forums, and websites involve multiple interacting components

and have low latency requirements to function properly. The resource characteristics of the

applications (discussed next) are summarized in Table 3.1.

3.1.1 On-demandVideoStreaming

Applications like YouTube serve billions of videos to end users. Since users may not watch

the entire video, and also since many videos are streamed over mobile data networks with

variable bandwidth, these videos are often broken down into smaller chunks or segments of

various resolutions. Then, when a video is played back, the video player requests the server

where the videos are stored, for a few segments at a time, making a small buffer of frames,

which are then played back by the user. Once the buffer length (typically measured in

seconds) falls below a certain threshold, the next set of segments is fetched. The segments

are requested such that they can be downloaded under the prevailing bandwidth conditions.

Table 3.1: Resource characteristics of different applications

Application Latency Sen-
sitivity

Bandwidth
Intensiveness

CPU intes-
niveness

On-demand video streamingNo Yes No
Video conferencing Yes Yes Maybe

Social Media Yes Maybe No
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Figure 3.1: Illustration of bitrate changes in accordance with available bandwidth in on-
demand video streaming

If the bandwidth is estimated to be low, then a lower quality segment may be requested

(Fig. 3.1).

Resource CharacteristicsVideo streaming is largely network bound and is bandwidth

intensive.

3.1.2 VideoConferencing

Since the Covid-19 pandemic, the use of video conferencing services like Zoom has ex-

ploded. Video conferencing involves collecting video streams from several participants

and somehow collating the frames and delivering them to all the participants in the confer-

ence. Streams are collated in one of two ways: 1) the collected streams are stitched together

from multiple participants and a single resultant stream is forwarded to every participant

2) the collected streams are adjusted for quality and resolution, and forwarded to all the

participants, and the stitching is done by the participant. The former requires consider-

able compute resources, and the latter requires signi�cant network bandwidth. The second

technique, called a selective forwarding unit (SFU), as shown in Fig. 3.2 is the preferred

way to perform video conferencing in many systems because of its simplicity and lower

compute requirements. In large scale production systems for video conferencing, SFUs

may forward streams between themselves, to ease communication between geodistributed

participants [33, 34]

Resource Characteristics.Video conferencing can be CPU bound in parts, but SFU-

based conferencing is largely network bound and is bandwidth intensive and also latency

sensitive. There are some CPU intensive components like stitching the streams of different

participants together. In this dissertation, we assume that the stitching of streams is done at

the user end.
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Figure 3.2: A Video conferencing server acting as a selective forwarding unit. A user
uploads one stream, and downloads streams from all other users in the video conference.
This action is facilitated by the SFU, which maintains a mapping between users and streams
for each video conference.

Figure 3.3: Parts of a Social Network Microservice Graph from DeathStarBench [35].

3.1.3 Microservice-basedApplications

These applications are composed of multiple services that form a directed acyclic graph

(DAG), and exchange messages via remote procedure calls (RPCs) to perform a user-driven

action. These communicating services require low latency (less than a second) to ensure

user engagement. Parts of the DAG may require high bandwidth, and others may not, so it

is dif�cult to characterize the overall bandwidth requirements of the application, as shown

in Fig. 3.3.

Resource CharacteristicsMicroservice based applications are by and large latency sen-

sitive, and may be bandwidth intensive along some links in the microservice DAG.

Observation: These exemplar applications are majority network bound, with some CPU

bound components. Treating bandwidth as a resource in the management of these applica-

tions will be essential in any edge system.

15



Figure 3.4: Network view of the edge-cloud spectrum. At the left end, we have user de-
vices that communicate with last mile technologies like cell towers, broadband routers and
wireless meshes. The last mile is capable of hosting compute and storage facilities. Then
we have the internet backbone that connects the last mile to the cloud datacenters that is
more resource rich and runs computation heavy processes.

3.2 Application Model

The edge network, as was shown in the previous chapter, can be unpredictable. The appli-

cations we have described so far all have some networking component. The applications

span the edge-cloud spectrum, with components existing at various parts of the spectrum.

Fig. 3.4 illustrates the edge-cloud spectrum and the places where user-facing and server-

side components can be expected to run.

3.2.1 User-facingcomponents

These components exist at the edge of the network and interact with end users. In the

applications we presented earlier, user devices do not directly communicate with each other.

Communication between user devices, if any is mediated either by the edge or the cloud

resident components. Examples are video players, video conference clients, and social

media apps. Users of these applications may be stationary or mobile.

3.2.2 Edgecomponents

These components collect data from user-facing components and perform some interme-

diate processing. Edge components may communicate with each other as well as with

the cloud resident components. Examples are edge-resident services for prefetching video

segments for content delivery, and services deployed in community mesh networks, like

�le servers and discussion forums. They perform decentralized actions like content de-
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Table 3.2: Component spread of different applications

Application User-facing
component

Edge compo-
nents

Cloud compo-
nent

On-demand video streamingYes Yes Yes
Video conferencing Yes Yes Maybe

Social Media Yes Yes No

livery, without assistance from the cloud components. They communicate with the cloud

components for global coordination.

3.2.3 Cloudcomponents

These components perform processing that cannot be handled by the edge components and

perform global coordination among edge resident components. Examples include origin

servers for content delivery.

Observation: The applications described above can be assembled in a variety of ways.

For example, a video conferencing server (SFU) could be hosted in an edge server, or the

cloud. Similarly, an on-demand video system may rely on edge servers or CDNs to fetch

cached segments or make a trip to the origin server.

The main focus of this dissertation is to devise techniques for applications that have

some component running at the edge. With this in mind, Table 3.2 summarizes the spread

of components for the exemplar applications. This spread of components presents us with

several choices about how edge systems that are mobility and bandwidth-aware can be

architected. Note that a social media application like Facebook hosts all its microservices

in the cloud. In this dissertation, we consider an edge-centric deployment of a social media

service, as often the case with community mesh networks, where Mastodon [36], or other

social forums may be hosted on the mesh.

3.3 Requirements of an Edge-centric System

This chapter attempts to distill the features that an edge-based system may have to provide,

based on the characteristics of edge networks (Chapter 2), and the edge application space

outlined in Section 3.1.

3.3.1 Accountingfor UserMobility

User mobility is central to cellular networks, and therefore, when we consider applications

that are used over cellular networks, mobility becomes a prime concern in designing sys-
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tem services. We assume that we have the ability to access a user's location (permitted

by the user), as well as their expected travel trajectory while planning downloads for vari-

ous applications because a user's location determines the bandwidth available for different

applications. We illustrate how systems can take advantage of knowledge about a user's

trajectory in two of our systems: Foresight (Chapter 5) and ClairvoyantEdge (Chapter 6),

which both plan video segment downloads as a function of the user's travel route.

3.3.2 Accountingfor SpatiotemporalBandwidthVariations

Spatiotemporal variations in bandwidth are inherent to wireless links, and therefore, a sys-

tem expected to work at the edge, where the connectivity is largely wireless needs to ac-

count for these variations in bandwidth, especially so, if the back-end of the user-facing

applications is also located at the network edge. We use bandwidth awareness to plan

downloads (Chapter 5 and Chapter 6), as well as for deployment and migration (Chapter 7)

of applications with different network and CPU characteristics.

3.3.3 TransparentOperation

Multiple applications run on user devices, and on edge computing infrastructure. The so-

lutions we propose in this dissertation need to be broadly applicable and should require

minimal or no changes to existing applications. We illustrate how an Android system ser-

vice can be used to aid multiple applications in planning downloads (Chapter 5), how a

service running on edge infrastructure and the cloud can aid user devices in download-

ing video segments, without requiring changes to the video player itself (Chapter 6), and

how extensions can be built to existing scheduling systems to make them bandwidth aware

(Chapter 7), without needing changes to be made to the application code, or the core oper-

ation of the orchestrator itself.
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CHAPTER 4

PROBLEM FORMULATIONS

This dissertation aims to develop techniques for improving content delivery to users in the

face of bandwidth variations, potentially under conditions of user mobility. In this chapter,

we discuss how content delivery and scheduling problems can be formulated, and why

it is often infeasible to directly solve these problems in a real-time system. While these

formulations helped devise algorithms for some of the problems we investigated, they do

not impact the comprehensibility of the chapters that follow. The reader may skip ahead to

the next chapter if they so desire.

4.1 Adapting to Spatio-temporal Variations in Bandwidth Availability

In a scenario where a user is mobile and consuming content, we need to decide how to

best partition the available bandwidth between different applications. Suppose we haven

applications that are performing download operations, andB is the total available band-

width. Let the bandwidth requirement of applicationi beRi . Each application also has an

associated priority,Pi (this assumption is reasonable in a mobile scenario since the appli-

cation in the foreground should be given more importance than background applications).

We then need to allot the available bandwidth between then applications such that. Let the

allotment to each application beB i . Then, we have,

nX

i =1

B i � B (4.1)

We want to maximize the allocated bandwidth for each application, weighted by the priority

of the application.

max
nX

i =1

B i Pi (4.2)

The formulation is very similar to the continuous knapsack problem [37], which has an

O(nlogn) solution. We discuss how we used continuous knapsack, further in Chapter 5.

4.2 Exploiting Emerging Network Technology

In this scenario, the application service provider wants to choose the best way to deliver

content to end users—either over LTE networks, with a �xed bandwidth of 40 Mbps, or
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over WiGig, with variable bandwidth, depending on the location of the user. We consider

the scenario where the user's travel routes are all known ahead of time to the provider,

so they are free to schedule the downloads optimally. However, in reality, the travel routes

become known only at the time of travel and this will result in some opportunity cost, which

is quanti�ed in Chapter 6. In this section, we restrict ourselves to producing the optimal

formulation.

Let there ben users in the system, which is running for a total time ofT. Let E t
i denote

the edge site closest to useri at timet. Let the video requested by useri be represented

ask andB t
i denote the bytes downloaded ini 's video k at time t. If the user is in the

vicinity of an edge node,B t
i denotes the bytes that will be downloaded over WiGig, and 0

otherwise. Note that this variable represents the data that will be downloaded over WiGig

alone, and will skip over the data downloaded over LTE. Also note that untilUi starts their

journey, say at timet1, the vectorB i will hold zeros from 0 tot1 � 1. If the journey ends

beforeT, say att2 thenB i will hold zeros fromt2 to T. Let X t
ij be a binary variable that

represents the useri being connected to edge nodej at timet and downloading a segment

over WiGig. Let there bem edge nodes in the system, and the storage capacity of edge

nodej be denoted byCj . At any instant, the total content downloaded at an edge node,

for delivery to the users cannot exceed its storage capacity. The edge node has to perform

the download before the content can be delivered to the user, over backhaul links. Let the

capacity of the backhaul link beL. We want to minimize backhaul traversals, so we want

to cache content at edge nodes and enable sharing of content between edge nodes. Let us

assume that there areS videos in the system. For simplicity let us assume that the videos

are all of equal length, and are made up ofL segments, of the same size, sayV. If an edge

nodej has downloadedVkl at timet, we denote the event byP t
jkl . The cost of downloading

segmentl of videok from the origin server is denoted byq, and from a neighboring edge

node byp. Note that bothp andq are proportional toV.

The notations are summarized in Table 4.1. LetW denote the maximum number of

users that can connect to a WiGig device at any instant. We place this restriction due to

throughput degradations that we observed when we increased the number of users beyond

2, for a single antenna system. Note that this formulation allows for multiple antennas to

be placed at an edge site. Ultimately, as we discuss in Chapter 6, the amount of content

delivered over WiGig depends on the capability of the antennas.

Since we want to maximize downloads over WiGig, under the constraint of maximum
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Table 4.1: Notations for formulation of edge of�oad with WiGig antennas

Symbol Quantity
n Number of users
T Running time of the whole system
E t

i Edge site closest to useri at timet
B t

i Data that needs to be downloaded at timet for useri over WiGig,
which is a subsequeunce of the video segments that make up the
video requested by user i

X t
ij Useri is connected to edge nodej at timet

m number of edge nodes
Cj capacity of edge nodej
W Maximum number of concurrent users at an edge site
L Maximum capacity of backhaul links, used by all edge nodes
S Number of videos
L Number of segments in each video
p Cost of downloading a segment at an edge node, from a neighboring

edge node
q Cost of downloading a segment at an edge node, from the origin

sever
P t

jkl Edge nodej downloaded segmentl of videok at timet
V Size of segment

users that WiGig can support, we have,

max
nX

i =0

TX

t=0

B t
i f (X t

ij ; E t
i ) (4.3)

Where a useri can connect to an edge nodej only if the edge node is within WiGig range

of the user.

f (X t
ij ; E t

i ) =

8
<

:
1 if E t

i = j

0 otherwise
(4.4)

B t
i in turn can be expressed as a sum of the sizes of video segments needed by useri at

time t, subject to the capacity of the WiGig link, which is a function of the distance of user

i from edge nodej .

B t
i =

X

l

V � cap(Pos(i; j; t )) (4.5)

Subject to constraints of maximum users supported concurrently by the WiGig antennas

8t8j
nX

i =0

f (X t
ij ; E t

i ) � W (4.6)
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We also are constrained by the total storage capacity at the edge nodes

8t8j
nX

i =0

B t
i f (X t

ij ; E t
i ) � Cj (4.7)

The edge node needs to have downloaded the content ahead of time, subject to backhaul

link capacity constraints.

8t � 1
mX

j =0

nX

i =0

B t
i f (X t

ij ; E t
i ) � (t � 1) � L (4.8)

Additionally, if we wish to minimize the cost of downloading video segments over

backhaul links, we can represent the costs associated with downloading segments as fol-

lows:

cost(k; l; t ) =

8
>>><

>>>:

0 P t � 1
jkl = 1

p 9 e, j 6= e,P t � 1
ekl =1

q otherwise, andq > p

(4.9)

We want to minimize the cost of downloading a segment at an edge node

min
TX

t=0

mX

j =0

SX

k=0

X

l

cost(k; l; t )P t
jkl (4.10)

The solution to equation Eq. (4.8) will help us maximize downloads such that most users are

served, but it does not distinguish between backhaul and intra-cluster downloads, which are

handled as an extension in Eq. (4.10). The dual optimization can be solved by �rst �nding

a solution for Eq. (4.8), and then iteratively decreasing the cost for Eq. (4.10). In any case,

these equations represent an integer program that tries to assign 0/1 values toX t
ij . We have

a cubic number of decision variables (should the useri connect to the edge nodej at time

t? This problem is NP-hard and extremely complex even for solvers. Therefore we do not

attempt to solve this integer program in the actual system we build, for two reasons: 1)

the routes become known to us, as and when a user starts their journey, and not once the

system boots up, and 2) it is infeasible to solve such a problem for a system with hundreds

of users, over a large period of time. Instead, we come up with greedy strategies for content

downloading and delivery. In Chapter 6, we investigate optimality from the perspective of a

single edge node, instead of using the systemwide notion of optimal data delivery. Even for

a single node, the best we can do is based on complete knowledge of future user requests,

which is an impossible assumption for a system to work in the real world. We discuss the
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Table 4.2: Notations for formulation of application scheduling on wireless mesh with tem-
poral variability in bandwidth

Symbol Quantity
A Number of applications

mak Memory required by thekth component ofath application
cak CPU required by thekth component ofath application
B t

ij Bandwidth available between nodesi andj in the system at timet
ba

k1k2 Bandwidth required between componentsk1 andk2 of application
a

n number of nodes
X ti

ak Componentk of applicationa is deployed on nodei at timet
M i Memory capacity of nodei
Pi CPU capacity of nodei
cak Total bandwidth needed by componentk of applicationa

Y t (a) Is applicationa deployed on the cluster at timet
jAaj Number of components in applicationa

greedy approximation schemes for this problem in Chapter 6.

4.3 Orchestration in the Presence of Bandwidth Variations

When we have a shared infrastructure on which we wish to schedule applications, and we

need to make placement decisions based on CPU, memory, and the available bandwidth,

we again run into an optimization problem.

We assume that the application that is being deployed is made up of multiple compo-

nents, and each component has requirements of CPU and memory. Additionally, each com-

ponent may communicate with any other component, and to do so, speci�es the required

bandwidth for each component it communicates with. The component may also instead

specify that it needs some amount of bandwidth to every physical node or to some physical

nodes in the system. The components are deployed on an edge infrastructure consisting of

compute nodes (with memory and storage) connected wirelessly through a mesh of routers.

Each link in the mesh has a certain capacity. Our goal is to ensure that the components are

deployed in a manner consistent with the resource availability. While this problem has

been explored in various other works with respect to resources on individual nodes, our

formulation needs to account for bandwidth availability between pairs of nodes, as well as

the capacity variation over time. The set of notations described in the following paragraphs

is summarized in Table 4.2. Suppose we haveA applications and theath application hask

components. We haveN nodes in the system. Let thei th node havePi processors andM i
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memory capacity. Let us denote the available bandwidth capacity between nodesi andj at

timet asB t
ij . Let pak andmak be the CPU and memory requirements of thekth component

in theath application. Components may communicate with each other and the bandwidth

requirement between such components is represented bybk1k2. Components may also ex-

press bandwidth required to a node/set of nodes, we can denote this byck . We need to

decide which node a component is to be deployed on. Let us use the binary variableX i
ak to

denote that componentk of applicationa is deployed on nodei . We can now formulate an

integer program to represent the deployment problem, at a timet as follows:

We want to maximize the number of applications that we deploy on the infrastructure.

We can express this as

8t; max
X

a

Y t (a) (4.11)

Where an application is considered deployed if all its components have been allocated

resources:

Y t (a) =

8
<

:
1

P
n

P
k X tn

ak = jAaj

0 otherwise
(4.12)

We are subject to the CPU and memory constraints on the nodes:

8n
X

a

X

k

X tn
akpak � Pn

8n
X

a

X

k

X tn
akmak � M n

(4.13)

We need to ensure that the communication requirements of the components are also within

the link capacity.

8i; j
X

a

X

k1

X

k2

X ti
ak1X tj

ak2bk1k2 � B t
ij (4.14)

Since a component may also specify bandwidth requirements to a node or set of nodes,

8n
X

a

X

k

cakX tn
ak �

X

i

B t
ni (4.15)

To limit the scope of the problem, we assume that downloading container images is a one-

time cost and that images are available at every node in the cluster, so we do not have to

factor in the cost of migrating containers. However, the implicit assumption here is that

the containers we migrate have state that can either be restored from a different source

(such as a database) or are stateless. We discuss this assumption further in Chapter 8. As

such, the problem is NP-hard. Even when not considering state migration, we still have a
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quadratic number of equations to solve, which makes the problem extremely complex. We

therefore develop heuristics that suit the application needs to make deployment decisions

in Chapter 7.
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CHAPTER 5

FORESIGHT: ADAPTING TO SPATIO-TEMPORAL VARIATIONS IN

BANDWIDTH AVAILABILITY

Mobile data usage is projected to increase from 21 EB in 2023 to 56 EB in 2029 according

to an Ericsson report [38]. In the same report, it was found that in Europe, the Middle

East, and North America, video accounts for 40-60% of all mobile downloads, and the

�nding is consistent across device types: smartphones, tablets, and �xed wireless access

devices. Smartphone usage during travel is a common phenomenon and has even been

attributed with reducing the perceived wastefulness of commute [39, 40]. Needless to say,

with the ubiquity of platforms like TikTok, YouTube, and Instagram, videos constitute an

ever-growing segment of mobile data traf�c. On the one hand, smartphone adoption has

been increasing and mobile data usage growing. On the other hand, the cellular networks

over which the data is downloaded are known to exhibit variations in bandwidth capacity,

both induced due to demand, as well as factors like fading characteristics of mmWave

signals (used in 5G) [41, 42]. 5G adoption is expected to only increase in the coming years

and is expected to constitute 76% of mobile data traf�c [38].

Smartphones are also becoming increasingly more sophisticated, with processing power

and memory growing every year. As the phones become more sophisticated, they also re-

ceive regular software updates, support a larger variety of applications, and aim to improve

user experience. All these tasks consume mobile data bandwidth. The usage of cellular

networks is heavily skewed towards downloads rather than uploads. Spatiotemporal vari-

ations in bandwidth in cellular networks have been the subject of several studies [8, 43,

44]. We also demonstrated in Chapter 2 that cellular bandwidth in even adjoining regions

in the same city can vary considerably. Going one step further, beyond just demonstrat-

ing that spatiotemporal bandwidth variations exist, Xu [45] demonstrated that temporal

variations in bandwidth are predictable in the short term for a stationary device, and use

regression models to determine bandwidth availability. Bandwidth variations, hence, be-

come more noticeable when people are traveling from one place to another, and are using

their smartphones while being on the move. This mobility aspect associated with smart-

phone usage implies that the regression model used in one location may not work well

for a different location. Walelgne et al., [10] demonstrated that cellular throughput varies

with location, time of day, and carrier. Further, they observed sudden dropouts (regions

where the throughput drops to zero for a period of time) and built a model to predict when
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dropouts are likely to occur. Clearly, applications need to be able to adapt to varying band-

width availability be it in space or time. Many applications overcome this problem using

a variety of techniques, adaptive bitrate (ABR) algorithms like MPEG-DASH [46, 47],

BOLA [48], etc, for on-demand video downloads being the most prominent examples of

schemes that make decisions about download bitrate for a video chunk based on the avail-

able estimated bandwidth. These tools have been developed speci�cally with on-demand

video streaming in mind, where the available bandwidth can be directly mapped onto the

size of the video chunk that needs to be downloaded. They are aided in part by the fact

that videos are typically chunked, and only a few chunks are downloaded at a time, to

save on bandwidth, and to prevent wasteful downloads if a user ends up not watching the

downloaded chunks. Riiser [44] and Hao [49] use geolocation to improve video streaming

by making the video player location-aware. While these solutions improve the quality of

user experience by providing accurate bandwidth estimates to the video player, they are

problematic for two reasons: �rst, the video player no longer depends only on bandwidth,

it depends on the user's location being an input, which hinders adoption due to privacy

concerns, and second, the solution is speci�c to the video player, and does not generalize

to other bandwidth-intensive applications, like AR/VR, video conferencing, etc.

In this chapter, we focus on FORESIGHT, a system for bandwidth management on mo-

bile phones, with user mobility, bandwidth variability, and generalizability of the solution

in mind. We developed components, aimed at solving each piece of the problem. The �rst

component, in order to account for user mobility, is a prototype of an application based

on Google Maps through which a user can share their location with the bandwidth man-

agement system. The second component is the bandwidth management system runs as a

background system service on the user's phone. It is responsible for supplying bandwidth

information (i.e., what does bandwidth look like, 10 seconds into the future? Note that

this value is a function of the user's expected location, say ten seconds into the future,

along with expected data traf�c at that location) with applications that are interested in

knowing what the estimated bandwidth values look like. These applications can then use

the bandwidth values as they see �t. Each application no longer has to predict the instan-

taneous bandwidth on its own. Instead, relying on crowdsourced estimates enables us to

understand what future bandwidth might look like, thereby allowing applications to make

ef�cient use of the available bandwidth. Undeniably, building a crowdsourced database is

dif�cult, and live estimates of bandwidth may also be hard to guarantee. However, using

features such as time of day and location, it may still be possible to provide a reasonable

estimate of the available bandwidth. The accuracy of the bandwidth information, while use-

ful, does not preclude us from building the infrastructure needed to exposesomeestimates,
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that may be derived from historical values, (as opposed to each application performing its

own bandwidth estimation all the time). By introducing a system-level service, we make

the solution general enough to be used by any application. The bandwidth service performs

two tasks: it transforms the user-provided location values into expected bandwidth values

as a function of time, thereby obviating the need to expose the user's location to third-party

applications. Second, if there are multiple interested applications, the bandwidth manage-

ment system provides a way to share bandwidth between the competing applications. The

�nal component is a crowd-sourced location/bandwidth database residing on a cloud server

that is indexed by location, to supply bandwidth estimates. Our goal is not to improve the

accuracy of bandwidth estimation but rather to build abstractions such that on a mobile

device, bandwidth can be treated as yet another resource, like CPU or memory.

The rest of this chapter introduces the necessary background for building the compo-

nents described in the subsequent sections in Section 5.1, followed by system design in

Section 5.2, implementation in Section 5.4, evaluations Section 5.5, and the related work

(Section 5.6, and concludes in Section 5.7.

5.1 Background

In this section, we brie�y go over the background necessary to build the system. Our

system provides bandwidth-as-a-system-service. We somehow �rst need to estimate the

available bandwidth at a given location, and then make the estimated value queryable to

the system. In this section, we cover some commonly used bandwidth estimation tools

and techniques, and then we discuss how the estimated values can be used to construct a

location/bandwidth database that can be queried by the bandwidth management system on

a mobile user's device.

5.1.1 BandwidthEstimation

Broadly speaking, there are two ways to estimate available bandwidth: active measurement

which involves sending out packets and inferring available bandwidth from network delays

or other such parameters, and passive measurement which observes the application traf�c

and infers bandwidth from the rate of packet reception. Both methods have advantages

and downsides. Active measurement consumes bandwidth and can result in application

traf�c being throttled, but is fairly accurate in its estimate. On the other hand, passive mea-

surement does not consume additional bandwidth but may be inaccurate when no packets

are being transmitted. For the purpose of building this system, we mainly focus on active

measurement techniques. Some commonly used tools include SpeedTest by Ookla [43],
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Internet Speed test by M-Lab [50], Fast by Net�ix [51], and iPerf3 [28]. All these methods

involve setting up servers at various locations. The client, running on a user device con-

nects to a proximate (latency-wise) server and then initiates one or more TCP connections

with the server. The server sends a blob of data and listens for acknowledgments, in order

to estimate the available downlink capacity. The process is then repeated in the opposite

direction to estimate uplink capacity. The advantage of these methods is that the server

is maintained by a third party and the user does not have to do any setup. iPerf3 [28] is

an open-source bandwidth measurement tool, that requires a server to be set up explicitly.

The client then connects to the server on a speci�c port and �oods the link to estimate the

available capacity. All these methods use signi�cant amounts of data in order to estimate

the available capacity. The maximum link capacity in turn may be throttled by the telecom

company, based on the user's data plans, which limits how much these tools can “�ood”

a link. By contrast, techniques that use packet pairs and trains aim to estimate bandwidth

along a path using packet dispersion metrics [52, 53] and require far lesser bandwidth.

However, work by Xu et al., [54] suggested that packet pairs and trains may not work

well in cellular networks because of bursty traf�c. Therefore, tools like CRUSP [55] and

FLARP [56] were developed, which use differences in packet volumes over time to es-

timate available bandwidth in cellular networks. These techniques consume far less data

(1.86 MB) in comparison to other tools like Ookla, which consume tens of hundreds of

MBs to estimate the available bandwidth. However, these tools aren't accurate in the pres-

ence of throttling schemes imposed by telecom companies, they simply tell us what the

capacity of the physical link is. In the design of our system, we incorporate CRUSP to

carry out bandwidth estimation since it helps in establishing a middle ground between ac-

curacy and cost. We discuss the implications of this choice and suggest techniques for

making bandwidth estimation more accurate in Chapter 8.

5.1.2 Building abandwidthdatabase

To expose location/bandwidth information, we need a database that can be indexed by

geolocation and search for bandwidth estimates in the surrounding radius. Common data

structures for location-based indexing include R-tree [57], Quad-tree [58], and GeoHash [59].

R-trees are built by �nding the smallest bounding rectangle for a set of points. At the leaf

level, each rectangle contains a single point, and as we go up the tree, the number of points

increases. Quad-tree starts with a single rectangle boundingk points. As more points

are added, the tree recursively splits such that each rectangle containsk or fewer points.

Geohash is a publicly available geocoding system that encodes a point as a short string

of characters. It is hierarchical and subdivides space into a grid. At �ner granularities, a
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Figure 5.1: GeoHash representation of points. (a) 1-character representation: the red dot is
hashed to string `2' (b) 2- character representation: the red dot is hashed to string `21'

greater number of characters are used, and at coarse granularities, fewer characters are used.

While quad-tree and R-tree are great for many kinds of spatial queries, they are complex to

implement. Our use case just required searching within a given radius (or granularity), and

geohash could be easily supported using existing data structures in a key/value store like

Redis [60], since it is essentially a string, making the development and querying very fast.

Fig. 5.1 illustrates how a point would be represented as a geohash value.

5.2 Components of FORESIGHT

Our system has two main components: an aggregation service for storing and querying

location/bandwidth values, that resides in the cloud, and a bandwidth management service

that resides on the user's device. Both components are described in detail next.

5.2.1 BandwidthManagementService

There are three sub-tasks that the bandwidth management system must handle. First of all,

the bandwidth manager running on the user's mobile device is responsible for maintaining

up-to-date information about the available bandwidth, and second, it is also responsible for

managing the available bandwidth between multiple applications. Finally, The bandwidth

management system is also responsible for periodically performing bandwidth measure-

ments and uploading them to the aggregation service. Below, we describe each task in

detail.
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Querying for available bandwidth

To maintain current information about the available bandwidth, the system needs to query

the aggregation service, by providing a set of coordinate points as input. These coordinates

correspond to the user's travel route. The user's travel route is shared voluntarily with

the bandwidth management system via an interface like Google Maps. The system, after

getting the estimates of bandwidth for those coordinate points along the user's route, then

transforms the location/bandwidth estimates to time/bandwidth estimates. A rough esti-

mate of time can be obtained by estimating the user's travel speed from the user's current

GPS coordinates and the rate of its change. Then, these time-varying bandwidth values

need to be made available to the set of applications interested in knowing about the avail-

able future bandwidth. Questions about the predictability of bandwidth over time have been

addressed in PROTEUS [45], where bandwidth estimates from the last twenty seconds are

used to compute the future expected bandwidth value. We do not prescribe a speci�c model

for estimating bandwidth, but instead position our system as a way to practically use the

estimates. The subscribing applications can then accordingly decide how much data they

should fetch, for the next few minutes.

Managing Available Bandwidth

There may be many applications on a user device that may be vying for the available band-

width. Therefore, it may not be possible to allocate all the bandwidth to a single applica-

tion. To ensure that every application gets some bandwidth (weighted by their priority),

we express the task of partitioning the available bandwidth between multiple applications

as an integer program (Chapter 4). We use the greedy knapsack approximation because

we strictly didn't need integer values for bandwidth allocation. While allocating band-

width, we prioritize the applications running in the foreground (e.g., video applications),

and assign lower importance to background tasks (e.g., �le download). We represent the

application bandwidth requirements as item weights and the priorities are gleaned from the

usage of a particular application (exposed through Android's system APIs). The exact al-

gorithm is outlined in Algorithm 1. The broad idea is to sort the applications by the ratio of

their application usage to bandwidth requirements. Then we move through the sorted list

and allocate bandwidth to the applications as long as we have capacity. The algorithm is

called repeatedly, for the entire duration of available bandwidth estimates. For example, if

we got bandwidth estimates at 1-minute granularity, for the next �ve minutes, the algorithm

is expected to run �ve times.

Bandwidth estimates are expected to change over time. However, making frequent
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Algorithm 1: Bandwidth Scheduler

1 Function getAllocations( appInfo; totalBw ) :
2 allocatedBandwidth = 0;
3 appAllocation =fg ;
4 for (app: appInfo)do
5 app.usageToRequirement = app.usage / app.requirement;
6 app.allocation = 0;
7 end
8 sort(appInfo, by=usageToRequirement);
9 while allocatedBandwidth� totalBwdo

10 allocation = min(app.requirement, totalBanwidth - allocatedBandwidth);
11 allocatedBandwidth += allocation;
12 appAllocation.put(app.name, allocation);
13 end
14 return appAllocation;
15 Function createSchedule( appInfo; bwInfo; changeThreshold) :
16 // Called by the Bandwidth manager upon receiving bandwidth estimates
17 bwSchedule = [];
18 oldBw = 0;
19 allocations = [];
20 for (i=0; i < bwInfo.size; ++i)do
21 if (i ==0 or bwInfo[i].bw - oldBw> changeThreshold)then
22 allocations = getAllocations(appInfo, bwInfo.bw);
23 end
24 bwSchdule.put(bwInfo[i].duration, allocations);
25 oldBw = bwInfo[i].bw;
26 end
27 return bwSchedule;

queries to the aggregation service to determine the current bandwidth estimates is unde-

sirable since it adds to the load on the server. We also do not want to frequently run

the scheduler and recompute allocations and undesirably affect application behavior. It is

therefore necessary to consider two factors: (1) how often should the aggregation server

be queried and (2) when should the scheduler run? The second question is relatively easy

to answer. To limit the number of times the scheduling is run, achangeThresholdis used,

whereby if the previous and current estimated values of bandwidth don't differ by more

than this threshold, the scheduling run is skipped. ThechangeThresholdcan be con�gured,

depending on the tolerance of the applications to changes in bandwidth. The answer to

the �rst question depends on how the bandwidth values are expected to change. We could

simply query the aggregation server periodically at �xed intervals. This strategy is simple
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Figure 5.2: Bandwidth Estimation Pipeline. The CRUSP client resides on the user's mobile
device and the server is deployed remotely

and predictable but may waste resources by issuing unnecessary queries if the interval is

too short, or provide inaccurate estimates if the interval between queries is too long. Alter-

natively, we could query the server at varying intervals. We draw inspiration from TCP's

Adaptive Increase Multiplicative Decrease for congestion window sizing. We gradually

increase the duration of the interval between queries if signi�cant changes are not observed

in the bandwidth estimates. However, when we do notice a change, we halve the querying

interval. If a user changes their route, and the bandwidth estimates along the new route

are different, the discrepancy between the bandwidth values on the old and the new route

will be picked up by the bandwidth manager, which will then adapt its querying frequency

accordingly. This way, both bandwidth changes as well as route changes are dealt with in

the same way.

Performing Bandwidth Measurements

The aggregation service depends on bandwidth measurements being reported from various

locations by users of our system. Therefore, in addition to using the bandwidth estimates,

the bandwidth manager has the responsibility of performing periodic probes to determine

available bandwidth at that location. We use CRUSP [55] for performing these measure-

ments (see Fig. 5.2) because of its low overhead and speed of bandwidth estimation. As

stated in the background of this chapter, we investigated several tools for their data use and

found CRUSP to be suitable for LTE networks, which is where we expect our system to be

primarily used.

5.2.2 AggregationService

To expose the location/bandwidth values to all clients, we implement an aggregation ser-

vice that runs remotely to collect and index the reported bandwidth values. The service
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Figure 5.3: Foresight system architecture. Blue boxes are our contributions, yellow boxes
are modi�cations that we made to existing applications.

is implemented such that spatial querying (e.g., bandwidth values reported within a 1-

mile radius of this point) is straightforward. The service accepts bandwidth measurements

from mobile devices and then averages the values reported for a speci�c location. It then

exposes these aggregated bandwidth values for clients querying for location-speci�c band-

width estimates. Fig. 5.3 shows how the aggregation service interacts with the bandwidth

measurement and scheduling components of the bandwidth management system that runs

on the user's device.

5.3 Leveraging FORESIGHT to Improve Application Performance

In this section, we investigate how FORESIGHT can be employed on a mobile device to

improve application performance, using the example application of a video player. FORE-

SIGHT's Bandwidth Manager, running on a mobile device exposes interfaces (listed in

Table 5.1, that can be utilized by applications to improve their performance. The ex-

pectation is that the user, who knows the travel route, will share the route information

with FORESIGHT's Bandwidth Manager using theaddRoute API. A mapping applica-

tion (like Google Maps) can be linked back to the Bandwidth Manager (which is a sys-

tem service) to provide the route details.User-facing applications like video players,

which may be interested in gathering information about available bandwidth can

hook into the Bandwidth Manager through registerApp , to receive bandwidth

updates, and make more informed decisions regarding download scheduling.The
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Table 5.1: Interface functions for IPC between the bandwidth manager and other on-device
components.

Function Name Purpose
registerApp( appName,
bandwidthScheduleCallback)

Provided by the bandwidth manager for a client app
to register a callback function at startup

specifyRequirement(
appName,
bandwidthRequirement)

Provided by bandwidth manager for a client app to
communicate bandwidth requirement

onBandwidthSchedule(
bandwidthInfo)

Asynchronous noti�cation by the bandwidth man-
ager to the client app using the registered callback to
communicate a newly computed bandwidth allocation
schedule

addRoute(route) Provided by the bandwidth manager for a route �nd-
ing application (like maps) to communicate a new
route

application speci�es a priority and a callback function viaspecifyRequirement and

onBandwidthSchedule respectively. The Bandwidth Manager calls back to the ap-

plication, every time it receives an update about the available bandwidth, from the cloud

resident bandwidth service. An application's priority is determined based on how the ap-

plication is expected to be used—for example, an application that runs in the foreground

receives higher priority than an application that runs in the background. The amount of

screen time that an application receives from the user (statistics collected by the Android

OS), can be used to �ne-tune the priority as well. Bandwidth is allocated to applications

using the greedy algorithm outlined in Section 5.2.1.

Once the bandwidth manager has decided on the allocations for each application, it

noti�es the application via the hook that the application provided, about the variation in

available bandwidth over time. The application, now armed with the knowledge of future

bandwidth variations, can plan downloads proactively, instead of simply reacting to band-

width changes. We take the example of ExoPlayer [61], which is an open-source video

player, and subscribe to bandwidth feeds from the Bandwidth Manager. Most video play-

ers today implement some form of bitrate adaptation, for dealing with bandwidth variations.

To insulate the user against stalling videos, they prefetch some number of video segments

ahead of time. Thus, instead of fetching an entire video, which would be wasteful if the user

does not watch it to completion, videos are broken down into segments (at either the origin

server where the video is hosted, or at the CDN where they are cached). Each video has an

associated manifest �le that speci�es the list of video segments, along with the bitrates at

which each segment is available.
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ExoPlayer, based on the available bandwidth, determines a suitable bitrate for a given

video, and prefetches segments of the video, such that a minimum buffer length is main-

tained as much as possible. In the event that the estimated bandwidth decreases, ExoPlayer

will reduce the bitrate at which a video is being fetched, so as to maintain the minimum

buffer length. It uses a minimum and maximum buffer length threshold, within which it

tries to operate. The reason for specifying a maximum buffer length is to prevent fetching

segments that will eventually be discarded if the user does not view those segments of the

video. Bitrate switches happen when either buffer length criteria are not met. ExoPlayer

is extensible and allows developers to de�ne their own implementation of various compo-

nents within the player. We extend ExoPlayer such that the minimum buffer length can

be dynamically varied, based on the future bandwidth estimate that we receive from the

scheduler to ensure stall-free operation. We implement an algorithm that takes in the list of

< time, bandwidth> tuples, and the best possible bitrate at that time, computes the surplus

buffer length that may be fetched at every instant, as shown in Algorithm 2. Then, given

a period with low bandwidth, we try to shift downloads from the low bandwidth to the

periods with possible surplus buffer length, as listed in Algorithm 3. The intuition behind

Algorithm 2: Compute Surplus and De�cits
Data: bwInfoByTime, desiredBitrates, con�dence
Result: bufferCapacityByTime

1 bufferCapacityByTime.surplus = [];
2 bufferCapacityByTime.de�cit = [];
3 bitrate idx = getMinSupportableBitrate(desiredBitratess,

bwInfoByTime[0].expectedbw);
4 bitrate = desiredBitrates[bitrateidx];
5 for (i=0; i < bwInfoByTime.size; ++i)do
6 buffer difference = (bwInfoByTime[i].duration

*bwInfoByTime[i].expectedbw)/bitrate - bwInfoByTime[i].duration;
7 if (buffer difference> 0) then
8 bufferCapacityByTime.surplus[i] = bufferdifference * con�dence;
9 bufferCapacityByTime.de�cit[i] = 0;

10 else
11 bufferCapacityByTime.de�cit[i] = abs(bufferdifference));
12 bufferCapacityByTime.surplus[i] =0 ;
13 end
14 bitrate idx = getMinSupportableBitrate(desiredBitrates,

bwInfoByTime[i].expectedbw);
15 bitrate = desiredBitrates[bitrateidx];
16 end
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Algorithm 3: Balance De�cits
Data: de�cit start, de�cit end, bufferCapacity.surplus, bufferCapacity.de�cits
Result: updatedsurplus

1 total de�cit = sum(de�cit[de�cit start:de�cit end]);
2 updatedsurplus = surplus;
3 for (i =de�cit start -1, i> 0 , - -i) do
4 if updatedsurplus[i] > 0 then
5 decrement = min(updatedsurplus[i], totalde�cit);
6 updatedsurplus[i] -= decrement;
7 total de�cit -= decrement;
8 end
9 end

10 return updatedsurplus ;

dynamically changing the minimum and maximum buffer length thresholds is that if the

bandwidth falls dramatically at some point in the future, but currently is good, then we

want to be able to capitalize on the current good bandwidth to greedily prefetch segments

so that we don't try to 1) fetch segments at a low bandwidth period, which will result in the

bitrate dropping and 2) attempt to perform downloads on an already busy link. Such greedy

prefetching has tradeoffs: on the one hand, we can provide a smoother user experience, by

reducing stall time and bitrate switches, but on the other hand, we may end up prefetching

unnecessary segments that the user might not watch, and use up space on the mobile device

to temporarily store the downloaded segments. We choose to hedge in favor of avoiding

stalls and bitrate switches because ultimately they affect user experience, whereas the over-

head of fetching extra segments is not noticeable, given that today's phones are equipped

with storage equivalent to a laptop.

5.4 Implementation

In this section, we discuss the implementation details of the components discussed thus far.

5.4.1 CrowdSourcedBandwidthEstimationPipeline

The bandwidth estimation pipeline shown in Fig. 5.2 consists of the CRUSP client and

CRUSP server, derived from the publicly available original implementation [62]. The

CRUSP client is integrated into the bandwidth monitor, for crowd-sourcing bandwidth

measurements. The app aggregates bandwidth measurements on the device and periodi-

cally reports the bandwidth estimates to the bandwidth estimate aggregator (in the cloud)

via HTTP post requests. The aggregation at the user device makes the estimate more re-
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liable. In addition, batching the estimates also allows the handling of situations where

connectivity is intermittent. Loss of connectivity to the cloud, e.g., when a user travels

through a tunnel, is also important information. Such zero-estimates are recorded along

with the last known location and can be batch-uploaded to the cloud server when the con-

nection is re-established. The periodicity of the estimates sent to the Aggregator should be

selected in a manner similar to the epochs described in Section 5.2.1.

5.4.2 SpatiotemporalDatastore

Our requirements for the spatiotemporal datastore included quick access to live data, ease

of use, scalability, and durability. Being an in-memory distributed key-value store with

straightforward APIs, Redis meets the requirements of quick access to live data, simplicity,

and scalability so we use it for our implementation. It also can automatically save data

to disk, thereby satisfying the durability requirement. Redis provides a variety of data

structures such as maps, lists, and sets. For indexing spatial information, Redis uses a

data structure called Z-set, which is essentially an implementation of a Z-order space-

�lling curve that preserves the locality of data points. The points within the Z-set are

sorted by their GeoHash values. Further, we chose to forego a popular implementation,

GeoMesa [63], since it currently only supported a single Redis instance at the time of

writing, limiting scalability. We expose the spatiotemporal bandwidth information via a

Java service built on the Jetty Framework [64], which is lightweight and scalable; Lettuce

library [65] is used to access Redis via asynchronous I/O.

Bandwidth estimation data points added to the key-value store are represented as< key,

latitude, longitude, value> tuples, wherevalueis the reported bandwidth estimate. Each

key maps to a set of< latitude, longitude, value> tuples. It is necessary to choose the key

representation carefully because, for any given point we want to determine quickly which

key we need to look up, and then perform a spatial search within the points corresponding

to the key. We want to avoid accessing multiple keys for a single location. Thus, the

key should be �ne-grained enough to ensure that spatial search is fast, but also not so

�ne-grained that we miss data points. We found GeoHash to be a suitable candidate for

representing the keyspace. For a given latitude/longitude pair, GeoHash outputs a string

representation of the point. When a point is added as< latitude, longitude, value> , we

�rst compute the GeoHash of the< latitude, longitude> pair, and then store it in Redis

as< GeoHash(latitude, longitude, n), latitude, longitude, value> . Here,n is the number

of characters used in producing the GeoHash string. When we increase the number of

characters in the GeoHash, we increase the accuracy with which the point is represented.

Thus, in choosing the number of characters to represent the key, we limit the size of the
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area represented by the key. For example, we could use a single character representation for

the geographical area as shown in Fig. 5.1(a); or we could break up the geographical area

into a more granular grid as shown in Fig. 5.1(b). With a single character GeoHash, the

red dot in Fig. 5.1(a) would be represented by the character “2”. But so would all the other

locations in the same lower left quadrant as the red dot. On the other hand, in Fig. 5.1(b),

the same red dot is represented by two characters i.e., “21”. By increasing the number

of characters in the hash representation, we reduce the area covered by the hash string.

The GeoHash representation is used as the key for the Redis datastore. A spatial search is

performed for all the locations (i.e., data points) within the set governed by this key. The

more characters we have in the GeoHash string, the smaller the search space, thus reducing

the area being searched. However, too �ne-grained a key could result in no data points

being returned by the spatial search since we search only using the key corresponding to

the GeoHash of the queried data point.

5.4.3 On-deviceBandwidthManager

The bandwidth manager provides an interface, de�ned in Android Interface De�nition Lan-

guage (AIDL [66]) that can be called for communicating route information from the user

(addRoute API as described in Table 5.1). Using a prototype map application, we en-

able the user to share the route information with the bandwidth manager as a series of

latitude/longitude pairs. The bandwidth manager also registers a callback with the Android

Location Manager to receive asynchronous location updates. A background thread peri-

odically queries the on-cloud bandwidth service to receive this information. he periodicity

is theepochparameter described earlier in Section 5.2.1. App usage statistics for deter-

mining application priority are obtained from Android's Usage Manager service [67] for

the client apps registered with the bandwidth manager. The app usage statistics are used to

compute thevalueattribute of the client apps. Finally, another background thread monitors

the user's location for estimating the speed by registering with Android's Location Man-

ager service. The bandwidth manager maintains a list of applications that have registered

callbacks. Once the schedule is computed by running the greedy algorithm (Algorithm 1),

it is communicated to client apps through theonBandwidthSchedule callback corre-

sponding to each app.

5.4.4 Modi�cations to ExoPlayer

TheBuffer Length Adaptormodule in Fig. 5.4 houses theonBandwidthSchedule call-

back function for receiving noti�cation from the bandwidth manager. The buffer adaptation
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Figure 5.4: Modi�cations to the ExoPlayer. The newly added Buffer Length Adaptor mod-
ule periodically updates ExoPlayer Main Thread, and Bandwidth Estimator based on the
computations in Algorithm 2 and Algorithm 3.

algorithms (Algorithm 2 and Algorithm 3) run within this module. Once the buffer length

modi�cations are computed by the Buffer Length Adaptor, they are communicated to the

video player and the bandwidth estimator. We modi�ed the bandwidth estimator to directly

use the information obtained from the buffer length adaptor module, thereby adding future

knowledge to the estimator. Further, this module also communicates the desired modi�ca-

tion to the buffer lengths to the main video player using the calladjustBufferLength .

The expected result of this modi�cation is to enable ExoPlayer to download enough content

ahead of time so that when it goes through periods of low bandwidth availability, it will not

have to switch to a lower video bitrate but can afford to simply drain its buffer.

5.5 Evaluations

In this section, we evaluate the performance of the components of FORESIGHT and the

modi�ed video player. The evaluations cover (a) the performance of the on-device band-

width manager for generating the allocation schedules for the client apps (Section 5.5.1),

and (b) the ability of the prototype video player to avoid stalls and increase the quality of

user experience by utilizing the prescient allocation schedules (Section 5.5.2).

5.5.1 On-DeviceBandwidthManagerPerformance

This section examines the performance of the bandwidth manager on the device that caters

to the concurrent bandwidth allocation needs of the client apps on this device. After a user

device obtains the bandwidth values for different locations en route to the destination, the

device must schedule this total bandwidth availability to different applications running on
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Figure 5.5: Bandwidth manager performance. (a) As we increase the number of applica-
tions scheduling time increases slightly. (b) Scheduling time for 196 bandwidth values.
Increasing the change threshold for re-scheduling decreases the time spent in scheduling.

the mobile device. We evaluate the following aspects: (1) time taken by the bandwidth

scheduler to run the knapsack algorithm to allocate bandwidth as a function of time to the

concurrent requests; (2) sensitivity of the scheduler to spatial bandwidth variations along

the route; and (3) ef�cacy of adaptive epochs to deal with per-location temporal variations

in bandwidth.

Experimental Setup

We implement the greedy solution to the Knapsack algorithm in Java, on an Ubuntu 18.04

Linux machine with 8 GB RAM. We rely on application usage data from an open source

Android App usage dataset [68] to derive the “value” parameter for the apps used in the

Knapsack algorithm (see Section 5.2.1).1 Since the actual bandwidth requirement does not

matter in the scheduling time calculations, we simply pick per-application bandwidth re-

quirements from a normal distribution. For each client app that registers with the bandwidth

manager and presents a bandwidth requirement for a route, estimates are fetched from the

on-cloud bandwidth service for every location in the newly added route. Subsequently, the

scheduling algorithm is run for each location in the route for all the registered applications.

We �nd that on average, the scheduler takes 3 ms to run. As shown in Fig. 5.5(a), when

we increase the number of applications, the time taken by the scheduler increases only by

tens of microseconds con�rming the scalability of the scheduler. To bound the number of

times the Knapsack algorithm is run to generate the allocation schedule, we introduced the

concept ofchange threshold(see Section 5.2.1). If we compute a new per-application band-

1The bandwidth allocation on a device depends on an individual user's application usage patterns. There-
fore, in the actual implementation detailed in Section 5.4, we derive the “value” parameter based on the
individual's usage, based on statistics collected from Android's Usage Manager service [67].
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Figure 5.6: (a) Exemplar temporal variation in bandwidth for a single location from Cork
dataset. (b) Total scheduling time for 90 apps for various epoch sizes.

width allocation each time such minute changes in the total bandwidth are observed, we

will require running the knapsack scheduler a large number of times. Instead, if we place a

relative bandwidth sensitivity threshold and only recompute the per-application bandwidth

allocation when this threshold is exceeded, we will need to run the knapsack scheduler

fewer times. Fig. 5.5(b) captures the differences in the running time of the scheduler over

the entire route as we increase thechange thresholdfrom 0 (always recompute), to 1 Mbps.

We observe that setting a 1 Mbpschange thresholdproduces a saving of roughly 1 second

when scheduling for a route with 196 location points. Increasing the number of applica-

tions subscribing to the scheduler also sees a slight (but not signi�cant) increase in the

scheduling time. Choosing the right threshold would depend on the bandwidth estimates

received. In the route that we used, the mean difference in bandwidth between adjacent

locations is 2.46 Mbps. So, setting even a 500 Kbps threshold will not reduce the accuracy

of the scheduling by a large amount.

Evaluating Adaptive Epochs

Fig. 5.6(a) illustrates the variation in bandwidth for a single point (i.e., location) in a dataset

that contains real-life network measurements for several locations in Cork City [8]. The

bandwidth remains largely stable between 1 and 9 minutes, after which there is a huge

spike. It is precisely for this reason that we introducedadaptive epochsin Section 5.2.1,

such that we query the cloud server more often when temporal variations in bandwidth

availability are observed. Under stable bandwidth conditions, querying the cloud server

would unnecessarily waste network resources, and compute resources on the cloud and the

device.

To study the utility of adaptive epochs, we �rst created a base bandwidth availability
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Figure 5.7: Ef�cacy of adaptive epoch. Temporal bandwidth variations are closely tracked
by the adaptive epoch policy.

trace and perturbed it with temporal variations at speci�c points along the trace, and ob-

tained the bandwidth information that would be seen by the �xed and adaptive epochs. The

adaptive epoch started with a base of 20 seconds. We incremented the epoch size by 10

seconds if no changes to bandwidth measurements were observed. If there were changes,

we reduced the epoch size to half its current value.

The �xed epoch is set to 60 seconds. The result of this experiment is shown in Fig. 5.7.

The pink line shows the base bandwidth availability trace. The thick light green line depicts

the actual bandwidth with the temporal variations we introduced through the perturbations.

The cyan line depicts the behavior of the �xed 60-second epoch setting, which is able to

pick up only some temporal variations (for example, the bandwidth changes for the portion

of the route corresponding to 150–200 seconds) but misses others; on the other hand, the

adaptive epoch (dark blue line) is able to see all the variations in bandwidth (including the

one between 90 and 120 seconds missed by the periodic epoch).

Next, we study the effect of the epoch size on the scheduling overhead incurred on

the device. The experiment uses 90 client apps each with a 5-minute travel duration. As

can be seen in Fig. 5.6(b), the larger the epoch size the smaller the scheduling overhead.

The adaptive epoch, with an initial size of 20 seconds represents a compromise in terms of

scheduling overhead between the two periodic epochs of 60 seconds and 30 seconds.

5.5.2 PrototypeVideoPlayerPerformance

In this section, we evaluate the bene�ts of prescient bandwidth availability provided by

FORESIGHTin a real application, i.e., ExoPlayer.
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We show that a streaming application could use this information to optimize speci�c

parameters which would ultimately improve the user's quality of experience (QoE). Specif-

ically, using ExoPlayer as the example, we show that this information helps to improve the

QoE by (1) providing a higher-bitrate playback whenever possible, (2) offering playback

with fewer bitrate switches, or (3) reducing the number of stalls experienced during play-

back. The speci�c metric to optimize for is in the app's control. Our intuition is that

since the video player switches from a higher bitrate to a lower bitrate when it is unable to

maintain a certain threshold buffer length, by manipulating the buffer lengths, the bitrate

switching behavior can be altered.

The controlled experiments in this section showcase the utility of FORESIGHTfor Ex-

oPlayer along the following dimensions: (a) adaptation of video QoE to spatial bandwidth

variations (Section 5.5.2); (b) adaptation of video QoE to temporal bandwidth variations

(Section 5.5.2); and (c) overall performance on different bandwidth pro�les (Section 5.5.2).

Experimental Setup

For experiments on the video player, we use the following setup. The video segments

in DASH-compatible format were obtained from BBC's open source repository [69] and

hosted on Apache2 server running on Ubuntu 20.04. This server provides the video seg-

ments to the video player which runs on a OnePlus 6A Android phone. The video segment

server and the phone are on the same local area network.

Emulating spatiotemporal bandwidth variations. To emulate the spatial and temporal

variations in bandwidth, we used bandwidth measurements from the Cork City dataset.

To emulate a real-life network experience on the video player, we �rst use Google Maps

API [70] to get latitude/ longitude values along a chosen route, and then get the bandwidth

measurements for those points from the Cork City dataset. Using these bandwidth values,

we then perform egress traf�c shaping on the video segment server using Linux Traf�c

Control (tc). We gather video player metrics such as buffer length and video bitrates at

2-second intervals.

Video QoE on Spatial Bandwidth Variations

For this experiment, we traf�c shape a speci�c available bandwidth pro�le (light gray line

in Fig. 5.8) to mimic spatial variations in the bandwidth along a route. To study the effect

of network conditions on video quality of experience, we introduce periods of extremely

low bandwidth (tens of Kbps) along the route. We consider two situations: (1) We let

the vanilla ExoPlayer experience this bandwidth pro�le and use its baseline built-in ABR
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algorithm to handle �uctuations in the available bandwidth along the route. (2) We use

the on-device bandwidth manager to communicate the allocation schedule to our modi�ed

ExoPlayer once, commensurate with this bandwidth pro�le. As shown in Fig. 5.8, adding

the knowledge of expected download bandwidth can enhance the user's quality of experi-

ence by helping the modi�ed ExoPlayer avoid stalls and extreme bitrate switches. In the

beginning, when the player gets the bandwidth schedule from the scheduler, it adapts the

buffer length to insulate against future drops. At about 150 seconds, the baseline player

(cyan line) runs out of buffered content when the bandwidth has already dropped to tens

of Kbps, resulting in a stall in the baseline player since there is no more buffered video

content to play. The player tries to mitigate the situation by reducing the bitrate, but it is

unable to do so because there is insuf�cient bandwidth. The bitrate switches are numerous

in the baseline player, as illustrated by the red dots. The larger the bitrate switch (i.e., the

video quality changes drastically), the larger the radius of the red dots. In comparison, the

modi�ed ExoPlayer (dark blue line)knowsthat the bandwidth is expected to fall in the

next one minute, and so, at about 80 seconds on the player timeline, it triggers an increase

in buffer length, which causes more segments to be downloaded. Thus, when the band-

width falls at around the 100-second mark, the player is able to ensure stall-free operation

since it has already accumulated enough content. We note that while our modi�ed player

does experience bitrate switches, they are much less perceptible and fewer in number (2 in

comparison to the baseline player's more than 10 switches).

Video QoE on Temporal Bandwidth Variations

This experiment is designed to study the effect of timely updates of temporal variations in

bandwidth available to the modi�ed ExoPlayer. At the beginning of every epoch, FORE-

SIGHT fetches fresh bandwidth estimates and applies them to the allocation schedules of

client apps.

To investigate the effect of changing the epoch size on ExoPlayer's behavior, we added

small variations to the egress bandwidth in the experimental setup introduced in Sec-

tion 6.4.2. We introduce a new low bandwidth period starting at 211 seconds, up to 250

seconds. Then, we add logic in the scheduler such that if the location/bandwidth infor-

mation is queried 1 minute after the start of the experiment, then the new low bandwidth

values would be made available. We study the effect of epoch size on the performance of

the video player. In Fig. 5.9, when the bandwidth estimates are updated periodically (ev-

ery 60 seconds) by the scheduler (dark blue line), the player is able to suitably update its

buffer and handle the low bandwidth region at 211 to 250 seconds. The player completely

avoids stalling, whereas, if the bandwidth estimates are only received at the beginning and
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Figure 5.8: Video QoE for spatial bandwidth variations. Comparison of Exoplayer's
baseline ABR and Modi�ed ExoPlayer that uses Foresight. Dashed gray line represents
available bandwidth (right y-axis), cyan and dark blue lines correspond to the baseline
player's and the adapted player's current buffer length respectively. Red dots indicate bi-
trate switches. Radius of the dot indicates the magnitude of the switch. Blue square denotes
the noti�cation from the scheduler about a new bandwidth schedule. The bandwidth trace
models the bandwidth availability as the user moves along their chosen route, i.e., the band-
width variations in space, which are mapped to bandwidth variations over time.

not updated afterward (cyan line), the player starts stalling since it did not plan for the low

bandwidth region.

Robustness to Various Bandwidth Pro�les

We next examine the response of the modi�ed ExoPlayer to different bandwidth pro�les.

The purpose of this experiment is to understand the utility of FORESIGHTin catering to any

chosen QoE metric of importance to the player. For this experiment, we chose to optimize

the number of bitrate switches.

To remove bias in the evaluation, we used the methodology outlined in Section 6.4.2

to create bandwidth pro�les for randomly generated source/destination pairs in the Cork

Dataset. From these bandwidth pro�les, we then selected 14 routes with at least one period

of low bandwidth (< 500Kbps bandwidth along the route). For each of these routes, we

perform traf�c shaping on the video segment server commensurate with these bandwidth

pro�les. We assume no temporal variations for this experiment and thus it is suf�cient if

these pro�les are fed to the modi�ed ExoPlayeronceat the beginning of the journey (i.e.,

epoch size is in�nity). We measure the periods for which the video player played the video

at various bitrates, for the unmodi�ed ExoPlayer, and FORESIGHT-enhanced ExoPlayer.
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Figure 5.9: Video QoE for temporal bandwidth variations. Comparison of different epoch
sizes on timely noti�cation to the video player. Cyan line is for epoch size of in�nity (i.e.,
notify once); Dark blue line is for epoch size of 60 secs. Square dots denote noti�cation
from the scheduler. The gray line is the available bandwidth pro�le. Between the red lines,
the available bandwidth changed from the initial estimates to a low of 0.3 Mbps.

Figure 5.10: Robustness to varied bandwidth pro�les. Foresight-enhanced modi�ed Exo-
Player results in fewer bitrate switches on all routes
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Figure 5.11: Robustness to varied bandwidth pro�les. Darker shading (for both blue and
red) implies higher bitrate. Foresight-enhanced modi�ed ExoPlayer results in larger per-
centage of time in higher bitrates.

Fig. 5.10 shows the number of bitrate switches on each of the 14 routes. Adding the

buffer length adjustment logic can produce a better quality of experience, by virtue of

fewer bitrate switches. Since the player knows ahead of time the variations in bandwidth

for the future, it is able to buffer content at a mostly stable bitrate than the baseline. We

observed that for the most part, the adaptive buffer length player is able to avoid playing

at the lowest bitrate on most routes, as illustrated in Fig. 5.11. However, it can be seen

that with the addition of buffer length adaptation, the duration of playback at the highest

bitrate is reduced in favor of a slightly lower bitrate so that there is enough bandwidth

to prefetch segments to avoid future bitrate switches. We found that stall times for both

players were similar. Thus, it is safe to conclude that buffer length adaptation did not come

at the expense of increased stalling.

5.6 Related Work

In this section, we brie�y touch on bandwidth estimation, addressing bandwidth variability,

and how bandwidth estimation has been used in prior work.

Crowd-sourced Bandwidth Estimation. Crowd-sourced spatiotemporal bandwidth mea-

surement is employed by companies like speedtest.net [43] by Ookla and OpenSignal [71].

While Ookla has open-sourced some of its data, it is hard to get a reliable live estimate

of the experienced bandwidth. Dubin, et.al., propose using crowd-sourced bandwidth

information from a dataset provided by We� Ltd to adapt video bitrates for on-demand

streaming [72]. While the dataset accounts for spatiotemporal variations in bandwidth, it
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is dif�cult to track real time variations in expected bandwidth. Such datasets are however,

invaluable for bootstrapping the service in new locations.

Bandwidth Prediction Models. Yue et al., [73] quantify the importance of both low level

(e.g., channel quality) and high level (e.g., historical link bandwidth) statistics to predict in-

stantaneous bandwidth using a machine learning model. Sprout [74] is an end-to-end trans-

port layer protocol that also forecasts instantaneous bandwidth for use by high throughput

applications. Mei et al., actively �ood the network using iPerf [28] to obtain traces of

cellular bandwidth availability under various conditions, and then create a neural network

classi�er to predict the temporal variations in bandwidth [75].

Using Bandwidth Estimates for Packet Scheduling.A number of prior works utilize

knowledge about parameters such as signal strength, predicted bandwidth, and physical

layer statistics in order to make better packet scheduling decisions. Rathnayake, et al., pro-

pose Emune which comprises a bandwidth prediction component and a scheduling engine,

exposed via an API for applications to use [76]. Within the scheduling engine, they per-

form packet scheduling using stochastic optimization methods, with the goal of minimizing

power costs and monetary usage. Each application has a priority and certain scheduling

constraints like hard and soft deadlines for packet transfer. While this approach seems

promising, it is also extremely restricting; we take a more suggestive approach instead,

leaving it up to applications to decide how to use the information about bandwidth avail-

ability. Further, we make use of crowd-sourced spatiotemporal bandwidth information to

inform our scheduler instead of just relying on metrics like physical layer statistics derived

from the device itself.

Bandwidth Estimation Baked into Video Players. There are also several works that

have proposed the idea of a location/throughput database [77, 78] where the user's route

information is shared with a bandwidth service which then aggregates/updates the data

and informs the player running on the user's device about the expected bandwidth in the

future. G-Tube [49] does not require the entire route information, but instead combines the

uploading of location data to the server with the functionality of the video player. While this

design serves the purpose of improving video streaming QoE, we opt to decouple the two

tasks in order to achieve greater �exibility in deployment and wider utility across different

apps.

Bitrate Adaptation in Video Players. There is prior art in improving adaptive bitrate

selection usually based on bandwidth estimation and a minimum buffer length criteria [79,

80, 81]. Such proposals suggest criteria for deciding when to switch to a lower bitrate,

based on the current state of the buffer or predicted bandwidth. Such techniques have

been incorporated into various open source implementations of adaptive bitrate streaming
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players such as dash.js [11] and ExoPlayer [61], as well well well-known video players

including YouTube and Net�ix.

5.7 Closing Remarks

FORESIGHT is an end-to-end system that caters to the needs of users on the move who

expect a high quality of experience for streaming apps running on their mobile devices. It

enables awareness of variations in bandwidth availability at the level of a mobile device by

incorporating three components in its design: a crowd-sourced bandwidth estimation facil-

ity, an on-cloud bandwidth service for recording the estimates and serving mobile users,

and an on-device bandwidth manager to allocate the available bandwidth to the client apps

that need them. By exposing interfaces to the bandwidth manager, which can be hooked

into by user-facing applications to glean bandwidth information, FORESIGHTobviates the

need for client apps to request permission for location knowledge from the mobile de-

vice. To showcase the utility of FORESIGHT, we modi�ed ExoPlayer, an open-source

video player to incorporate the results of FORESIGHT in its video buffer management to

enhance the QoE for mobile users.
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CHAPTER 6

CLAIRVOYANTEDGE: PRESCIENT PREFETCHING OF ON-DEMAND VIDEO

CONTENT AT THE EDGE OF THE NETWORK

In the previous chapter, we discussed how system abstractions for exposing bandwidth as

a resource on mobile phones can be achieved, with cooperation between user devices and

a cloud service. In this chapter, we focus on how the fundamental limitations in bandwidth

capacity on a cellular network can be overcome by augmenting content delivery systems

with out-of-band resources like unlicensed mmWave antennas and edge nodes equipped

with storage and compute resources. However, the core issue of managing bandwidth vari-

ations remains unchanged: we have simply moved the issue, from the user devices to edge

nodes, because, mmWave devices, being wireless, also display spatiotemporal variations

in bandwidth availability. We already demonstrated the variation in bandwidth availability

of mmWave links in Chapter 2. In this chapter, we focus mainly on the implications of the

spatial variations in bandwidth availability, on the design of content delivery systems, from

the perspective of the video platform, and the telecom service provider.

A large amount of data on the Internet is being consumed by mobile devices. Today it

is estimated that mobile data traf�c is approximately 56 Exabytes (EB), which is expected

to double by 2029 [38]. Of the 21EB of data consumed in 2023, 40-60% is attributed to

videos, and this fraction is expected to increase. This statistic is interesting because, mobile

networks, which were originally created to carry real-time data (audio and video confer-

encing), are being increasingly used for consuming static videos with signi�cantly higher

latency tolerance, and are yet sharing the total available bandwidth with real-time traf�c.

For example, YouTube and Net�ix videos occupied21%of the total mobile data traf�c in

2019, while real-time video conferencing and audio calls continued to suffer [82, 83]. If

the portion of data bandwidth used up by videos can be reduced, more resources will be

available for carrying real-time traf�c. In this chapter, we ask the question: can we ride

on the emerging Edge Computing evolution to deliver video data to mobile users without

consuming the last-mile real-time cellular bandwidth? We investigate if there is any oppor-

tunity to alleviate the pressure on cellular networks due to static video data by utilizing the

edge infrastructure that is already being deployed city-wide in support of 5G roll-out [84,

85, 86, 87]. From the Cloud provider side, the evolution of edge infrastructure has primar-

ily been motivated by the need to satisfy the requirements of latency sensitive applications

such as Autonomous Vehicles (AVs), Federated Learning, and Augmented and Virtual Re-
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Figure 6.1: ClairvoyantEdge enables a road-side edge node to deliver video content to users
over fast mmWave links. Users share their travel route to enable prefetching of content at
edge nodes, freeing up cellular bandwidth.

ality (AR/VR) [88, 89]. Edge nodes or micro-datacenters consist of compute and storage

units deployed close to users where locally relevant applications can run and serve a local

crowd. From the cellular provider side, Multi-Access Edge Computing (MEC) is deemed

as a way of multiplexing the computational resources needed for processing cellular data

before sending the data to the wide-area Internet [23]. With this model of distributed re-

sources, the implications for on-demand video are clear: edge nodes with compute/storage

can be useful for temporarily holding video content before they are delivered to the end

user. While storing content at the edge may help alleviate the pressure on backhaul links

that connect the users to the WAN, it does not completely solve the issue of having to trans-

port the video segments from the edge nodes to the user. The same limitation applies to

CDNs as well: they cache videos and are considered edge infrastructure, but downloading

content from a CDN will necessarily also traverse the last mile network connection via cel-

lular links. Instead of relying on cellular last mile for content delivery, we investigate how

out-of-band, unlicensed links that may be connected to the edge compute can be leveraged.

To use edge nodes for prefetching video content, two questions must be answered: (1)

which edge nodes should prefetch what content so that mobile users will bene�t? and (2)

how will edge nodes transfer the prefetched content to the user's devices? Predicting user

behavior is complex. In the previous chapter, we used a user's route to improve the qual-

ity of bandwidth availability information that is available to the user's device. We adopt a

similar idea here: we leverage the fact that users frequently use map applications on their

mobile devices when on the move. The route information from the mobile device can be

directly utilized for knowing (instead of predicting) which edge nodes the user will visit at

what time in the future. Therefore, the �rst question can be answered with reasonable accu-

racy. The designated edge nodes on the user's travel route can prefetch the required content

in preparation for the user's arrival. As for the second question, reducing video traf�c han-
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dled by cellular networks necessitates the creation of edge-local infrastructure to enable

wireless download of video data. The main requirements for this infrastructure would be

(1) To allow interference-free download of video data from the edge node to a user in a

moving vehicle i.e., interference should be minimized with existing cellular technology, as

well as with different edge nodes in the neighborhood. Hence, a short-distance link is de-

sirable. (2) To signi�cantly reduce cellular video-load a high-throughput edge-to-user link

is desirable. We focus on unlicensed mmWave because of its throughput characteristics,

which at best, may exceed 1 Gbps of downlink, or about 4 times the throughput of regular

WiFi and several times more than 4G LTE networks. mmWave links satisfy both require-

ments. They are high throughput (multi-Gbps) and short-distance (few meters) and operate

in the unlicensed60GHz spectrum [13]. The inclusion of60GHz mmWave antennas in

5G small cell deployments has been discussed in the past [90, 91]. We therefore propose

the use of mmWave links for accomplishing edge-to-user on-demand video delivery.

Fig. 6.1 shows a bird's eye view of the system. When a mobile user requests a video

from the origin server (or CDN), they will also share their intended travel route with a cloud

service that acts as an orchestrator. The cloud orchestrator will then contact the en route

edge nodes (with mmWave capability) and negotiate with a subset of them to participate

in prefetching content for this user. When the user moves within the communication range

of a participating edge node, the user's device will start downloading the expected video

segments from that edge node. Extremely fast Gbps-speed mmWave links ensure a bulk

transfer of a substantial number of video segments to �ll up the user device's buffers. We

expect that even within a short contact time (of a few seconds), an edge node will download

substantial video data to the user's device. The device will thus have enough buffered video

content for playback until it reaches the next edge node. However, if a user cannot be

served by an en route edge node (either due to prior download commitments to other users

or due to depletion of the user device's video buffers before reaching the next edge node),

the device falls back to cellular connectivity to ensure that the user experience will never

degrade below the cellular performance.

In this chapter, we discuss ClairvoyantEdge—an end-to-end system that we built, for

on-demand video data delivery through a geo-distributed edge infrastructure. The main

contributions of this work are:

1. A novel system architecture, and an end-to-end implementation1 that combines user's

route information to prefetch video segments to a set of en route edge nodes, and

deliver them using short-range mmWave links to the user. The elements of the archi-

tecture include: (a) a cloud orchestrator that takes video requests from mobile users
1Source code: https://github.com/Manasvini/clairvoyant2
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and their routes to createspace and time awareprefetch and download schedules

for the edge nodes; and (b) a peer-to-peer content sharing optimization that allows

the sharing of previously prefetched video segments among edge nodes to reduce the

pressure on backhaul networks and the load on origin content servers.

2. A detailed performance evaluation comprised of (a) �eld study of real mmWave links

to develop a distance-download pro�le for incorporation into the system architecture;

(b) validation of the implementation of ClairvoyantEdge and quanti�cation of the

expected reduction in cellular bandwidth usage for video downloads; (c) end-to-end

evaluation using realistic vehicular mobility traces to showcase the performance of

ClairvoyantEdge; and (d) simulation-driven experiments to analyze the optimality of

the prefetching schemes

It should be noted that while ClairvoyantEdge caches prefetched content at edge nodes

for potential future use, we do not claim novelty on the caching strategy itself since there

is considerable prior art in that space [92, 93]. In this sense, the core of ClairvoyantEdge,

which is to build a system that leverages parallel out-of-band infrastructure to deliver con-

tent, is complementary to such prior art. ClairvoyantEdge can be extended to employ more

ef�cient/intelligent caching schemes. To demonstrate the ideas that led to the development

of ClairvoyantEdge, we use a simple LRU scheme for cache eviction.

The rest of the chapter is organized as follows: Section 6.1 brie�y discusses mmWave

links, Section 6.2 describes the design of ClairvoyantEdge. Then Section 6.3 discusses the

implementation details, followed by evaluations in Section 6.4. Section 6.5 discusses the

related work. We conclude the chapter in Section 6.6.

6.1 Background and Rationale for choosing mmWave

Currently, on mobile networks, the last hop is served using licensed cellular frequencies.

However, an important requirement for our system is to free up this cellular band for real-

time traf�c. Hence, while cellular frequencies can cover a large area and also provide an

acceptable throughput, it is not an acceptable choice for ClairvoyantEdge. One option is

to use unlicensed Wi-Fi spectrum either in the2:4GHz or 5GHz bands. However, Wi-

Fi offers limited throughput. Furthermore, with Wi-Fi, providing throughput assurances

is dif�cult in uncontrolled settings since Wi-Fi implements carrier sensing while being

omnidirectional. Sommers et. al., report that Wi-Fi throughput is less predictable than

cellular [94]. It has also been shown that interference is problematic for outdoor Wi-Fi

coverage [95, 96].
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Figure 6.2: Comparison of mmWave (60 GHz) vs Wi-Fi throughput for single client/access
point

In contrast, the recent advances in mmWave technology at the60GHz unlicensed band

provide substantial throughput advantage. mmWave uses directional wireless transmission,

making it possible to transmit data to multiple spatially separated user devices. While

mmWave has a limited range similar to Wi-Fi, it supports much higher throughput, making

it suitable for bulk data transfer. In Chapter 2, we brie�y touched on the performance of

WiGig routers in comparison to WiFi. These measurements were derived from experiments

detailed in Section 6.4.1. The mmWave throughput is at least three times that of Wi-Fi

when close to the router. As the distance from the router increases, the throughput falls to

below Wi-Fi levels (values determined from the standard) around30m (see Fig. 6.2). Thus

to effectively use mmWave frequencies, transmission distance should be limited to within

30m.

This transmission range limit can be used to our advantage in ClairvoyantEdge since

a user only needs to connect to an edge node sporadically to download video data from

it when they are in close proximity to the edge node. The limit also indicates that sepa-

rate mmWave links can exist beyond a detectable range of� 45m, allowing spatial reuse

without interference. Cellular connectivity is primarily used for exchanging control infor-

mation with the rest of the ClairvoyantEdge system, and as a fallback mechanism when

data downloaded from edge nodes is insuf�cient for the playback during the travel interval

between consecutive edge nodes, as illustrated in Figure 6.4.

6.2 System Design

In this section, we discuss ClairvoyantEdge's design. The core idea of ClairvoyantEdge

is to use high-throughput mmWave links between edge nodes and user devices for video
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download. The main components in ClairvoyantEdge are shown in Fig. 6.3. The exchange

of video segments between components is termed the “Data Plane”, and the exchange of

operational metadata is the “Control Plane”. We �rst discuss the rationale behind using the

user's location information for deciding pertinent edge nodes, then describe the communi-

cation links between components. We then describe in detail, the control plane and the data

plane, and then conclude the section with data plane optimizations.

6.2.1 TrackingUserMobility

ClairvoyantEdge elevates user mobility to a �rst-class citizen status by sharing the user's

travel route with the cloud orchestrator. Given that about 77% population already uses

some map application regularly [97], this requirement of sharing the route information

with a trusted service is not restrictive. Instead ofpredictingthe user's whereabouts, the

cloud orchestrator uses knowledge of the user's route to plan the data delivery using geo-

distributed edge nodes. ClairvoyantEdge presciently prefetches the requested video con-

tent to the appropriate edge nodes that the user is expected to visit before the requested

content is required for playback.

6.2.2 CommunicationLinks

The user device communicates with the cloud orchestrator using cellular connectivity to

initiate control plane actions. Then, the user device connects to the proximal edge nodes

to download video segments using mmWave links. Edge nodes participating in handling

the user's video request prefetch video segments to their local storage over wired links.

The communication between the edge nodes and the WAN entities (cloud orchestrator,

and CDNs or origin servers), as well as horizontally between edge nodes is effected using

high-speed wired network connectivity. The user device uses cellular connectivity for its

data plane actions as a last resort when edge nodes fall short of meeting the user's needs.

Fig. 6.3 summarizes the characteristics of the communication links in ClairvoyantEdge.

6.2.3 TheControlPlane

The control plane (Fig. 6.5) is realized via the cloud orchestrator, a service that assigns

tasks to edge nodes, and monitors and course corrects the assignments based on users'

progress in their journeys.
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Figure 6.3: Participating networked components of ClairvoyantEdge; their communication
technology, and their data- and control-plane actions.

Cloud Orchestrator: Control Functions

The cloud orchestrator, henceforth calledCO, maintains the state of every edge node in the

system as well as all user requests it receives. When a new request arrives, theCO �rst

creates a list of edge nodes that are en route. An edge node is assigned to serve a user's

request if the following conditions are met: (1) the mmWave device on the edge node is

available to serve the user during the user's expected contact time, (2) the edge node has

suf�cient time to prefetch the data that the user requested from the CDN before the user

arrives in its vicinity, and (3) the edge node has enough space to store the fetched data.

Once these checks have been performed, theCOassigns the video segments for download

to the participating edge nodes and informs them of the expected contact start and end

times for the speci�c user. TheCOreturns the manifest �le (equivalent to the format used

by MPEG-DASH [47]) to the user, which contains a list of edge nodes that the user can

download video segments from. Fig. 6.6 depicts the operations of theCO. We call the

contents of the manifest �le “source-list” since the list contains the list of video segments

and where they should be downloaded from (i.e., the source).It should be noted that the

video player residing on a user's device already knows how to interpret this list. We

are merely changing the “source” in order to enable content delivery over edge nodes

with mmWave antennas.Thus, our system does not require any changes to the operation

of the video player itself.

TheCOalso determines where the respective video segments must be prefetched from

by the edge nodes. If the video segments are already present in a different edge node,

maybe as a result of fetching this video for a different user,COinstructs the edge node to

fetch it from that peer edge node. If not, then the edge node must perform a fresh video

prefetch from the CDN. Fetching from a peer edge node is ahint and not anabsolute. An

edge node is free to discard segments as part of its local cache management policy (see
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Section 6.2.4).

Figure 6.4: The user device connects with edge nodes over mmWave links for the bulk
of the video segments. Cellular connectivity is used for control functions, and only as a
fallback for data.

As the user travels along their route,COcontinuously receives updates from the edge

nodes about segments that were successfully delivered. If a user does not manage to down-

load the promised video segments from the edge node,CO directs the next edge node on

the user's route to prefetch the un-delivered segments from the previous edge node, and

updates the user's source-list to retry fetching from the subsequent edge node.CO then

updates its own metadata to indicate that the video segments are now available at both edge

nodes. However,COignores updates from an edge node if the user's device no longer re-

quires those video segments by the time the user arrives at the subsequent edge node. The

COalso receives information from the user about any changes to their route, upon which it

invalidates the previous segment assignments to edge nodes, and creates new ones. These

actions are dubbedreconciliation mechanism.

Figure 6.5: The control plane in ClairvoyantEdge performs metadata communication. The
user device communicates over wireless cellular links, while other components communi-
cate over wired links.
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Figure 6.6: The user sends a video request and its travel route to the cloud orchestrator,
which decides to assign a few edge nodes to prefetch video segments.

Figure 6.7: The cloud orchestrator analyzes the user's route information and produces a
video segment source-list for the user. This list contains information about the edge nodes
the user can obtain content from as it travels through the declared route.

User's Device: Control Functions

A map application on the user's device supplies waypoint and expected timing information

to CO. The user's device also sends the information about the requested video toCO.

The CO, based on the user-supplied route, informs the appropriate edge nodes about the

expected arrival time and contact time, along with the video segments to prefetch. The

interaction between the user device andCO is illustrated in Fig. 6.7. In the event that

the user's device is unable to download all the promised data from an edge node into its

storage (e.g., a browser cache or equivalent), owing either to contact time being insuf�cient

or the vagaries of mmWave transmissions, the user's device expects to receive those video

segments from the subsequent edge node. If the playback buffer of the video player empties

before the user arrives at the subsequent edge node, the segments are instead fetched over

cellular backhaul, as a fallback mechanism. When the user's travel route changes, the user

re-registers their new route with theCO.

59



Figure 6.8: The ClairvoyantEdge data plane.

Edge Node: Control Functions

The edge node monitors its physical layer characteristics (derived from experiments de-

tailed in Section 6.4.1) and updates theCO(via the persistent connection it maintains with

theCO) if its download range changes for any reason (obstructions, weather, etc.). It peri-

odically reports these characteristics to theCO. TheCO maintains a per-edge node PHY

layer parameters table for appropriately generating segment assignments and source-lists.

According to instructions from theCO, the edge node prefetches video segments from

a CDN, or a peer edge node, unless it already has the segment in its local cache. The edge

node then tracks which segments were delivered to the user. It reports any shortfalls in

delivery toCO. TheCOthen may decide to inform the next edge node in the source-list to

fetch the un-delivered segments from this previous edge node (reconciliation mechanism).

6.2.4 TheDataPlane

The data plane comprises the movement of video segments between the various network

entities (Fig. 6.8). The data plane actions of the origin servers or the CDNs from which

ClairvoyantEdge components fetch video segments, are unchanged from their normal op-

erations. We therefore delve deeper only into the operations at the user's device and the

edge nodes.

User's Device: Data Functions

We expect that all video players will fetch dashi�ed video segments by connecting with

a video server online. To fetch video segments from edge nodes, the user device keeps

track of the user's location and the GPS location of the edge nodes (source-list provided

by CO). When in the vicinity of a designated edge node, the user device connects with the

edge node using an mmWave link and sends the index of the �rst required video segment,

as shown in Fig. 6.9. The edge node sends all available video segments starting from this
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Figure 6.9: User's device maintains a web cache that serves the video player. The web
cache receives data either through an edge node or through fallback cellular connectivity.

index while recording which segments were successfully delivered. When the user device

moves too far, the connection is severed and the edge node relays the delivery information

to CO.

Edge Node: Data Functions

The edge nodes are connected to the wide-area Internet through high throughput �ber optic

lines (called Internet backhaul). We also assume that physically proximal edge nodes are

connected with each other over dedicated wired lines (e.g., Vapor [98]).

Edge nodes maintain a local cache for storing prefetched data. When directed byCO,

the edge nodes prefetch video segments into the cache from the origin servers over the

Internet, or from peer edge nodes. Cache policy is not the focus of this work so we sim-

ply assume that all edge nodes implement a least recently used (LRU) cache for storing

segments.

Video segments are delivered to a user's device using mmWave links when a user in the

edge node's vicinity requests them. When there is a shortfall of data delivered, the edge

node might be instructed byCO to transfer video segments to the next one in the source-

list. Such transfer only uses direct connections between the edge nodes without occupying

the Internet backhaul. A key utility of the edge node's caching and content sharing ability

is that it saves the Internet backhaul bandwidth.

We now focus on strategies for managing and scheduling storage space on edge nodes,

content sharing between edge nodes, and delayed prefetching of promised video segments.

Storage Management
When instructed by theCO to serve a speci�c user, the edge node reserves space in its

storage to fetch the segments corresponding to the user's request. Unlike a regular LRU
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cache, which will evict the least recently accessed data, we cannot simply evict content

that was fetched for a user who is yet to arrive, since the edge node has promised to hold

that data for the user. Therefore, within an LRU cache, we make the distinction between

reservedandevictablelists. The reserved list holds newly fetched data, yet to be accessed.

When a video segment is inserted into thereservedlist, the edge node tracks the accesses

to the segment. The segment is maintained in thereservedlist until there are no pending

requests for the segment. A single fetch can potentially serve multiple user requests for the

segment, and the segment will stay in thereservedlist the whole time. Once all pending

requests for a segment have been served, the segment is moved to theevictablelist, from

which evictions are allowed. Additionally, a segment can be moved from theevictable

to reservedlist, if a new request for the segment is received while the segment is in the

evictablelist. This way, we can guarantee that a segment will be available for a user, and

also effect any eviction policy for the segments that are no longer required.

Content Sharing

Caches allow reuse of the segments by primarily two actors: a) A user who requests the

same content in the future and b) A peer edge node that commits to storing segments on

their local cache for a different request. The rationale behind reuse is that video popularity

is considerably skewed [14], where some videos are exponentially more popular than most

others. Local reuse and content sharing via horizontal communication between edge nodes

confer the added bene�t of reducing backhaul traf�c to the CDNs. The various policies for

establishing links between peer nodes for horizontal communication with optimal cost vs.

performance tradeoffs are left as future work. We note that a new policy does not affect

the control and data plane functions of ClairvoyantEdge which currently realizes all-to-all

connections.

Deadline Based Delayed Prefetching

When theCOinstructs an edge node to prefetch video segments for a user, the edge nodes

do so in an eager fashion. Storage space on edge nodes is limited. Eager prefetching

could result in edge nodes hoarding video segments, leading to suboptimal performance

in terms of the number of users served at the edge. For example, if useru1 makes a

request toCO at timet = 0 andu2 makes a request at timet = 10. If u1 only arrives

in the vicinity of an edge node at timet = 100 but u2 arrives at timet = 20, the edge

node should intelligently download the segments corresponding tou2 �rst, even though

u1 made the request toCObeforeu2, to ef�ciently use the available storage. We explore

procrastination as a mechanism to use storage space ef�ciently. With procrastination, edge

nodes fetch segments in a manner that is consistent with the user's arrival at the edge nodes.

We delay segment downloads at the edge nodes until a certain threshold (e.g., ifd is the
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estimated time it takes for the user to arrive, the threshold could bed=2, or a delay by

50%) of the user's arrival in the vicinity of the edge node. However, too much delay could

result in not being able to complete the downloads in time, thereby affecting the edge data

delivery (discussed in Section 6.4).

6.2.5 DesignSummary

In summary, the design choices in ClairvoyantEdge are:

• The orchestrator is centralized in the cloud.

• The user requests a video and supplies their intended route information to the cloud

orchestrator.

• The orchestrator prepares a source-list of video segments and sends it to the user, and

participating edge nodes.

• The user's device connects to the edge node when in its vicinity to download the

promised segments using mmWave links.

• The user's device and the edge nodes keep the orchestrator informed about successful

(and unsuccessful) downloads, enabling course correction by the orchestrator.

• The cellular network is used as a fallback to fetch missed video segments as needed

by the user's device.

6.3 Implementation

ClairvoyantEdge comprises components that run on the user's device, cloud, and edge

nodes, implemented in C++, Go, and Python (5000+ lines of code). gRPC [99] is used

for inter-process communication, and Redis [60] (in-memory key-value store) is used for

metadata management (written in C++). TheCO is implemented as a gRPC service in

Python. The edge and emulated client functionalities (both written in Go) are implemented

as a gRPC server and client, respectively. While the services are fully implemented and

functional, we don't have access to edge nodes with WiGig antennas attached to them.

For this reason, the WiGig functionality is simulated in Go/Python code. The user devices

are emulated in Go and the data transfer is controlled via a centralized clock (written in

Python) which dictates what action the edge nodes perform at what times. In short, the

control plane is fully implemented, whereas the data plane is a combination of emulation

and simulation, as illustrated in Fig. 6.10.
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Figure 6.10: Illustration of the implementation of ClairvoyantEdge. The components
shown in green are fully implemented. The components in yellow are emulated/simulated.
The solid arrows indicate control plane interactions and the dashed arrow are the data plane
actions.

6.4 Performance Evaluation

We �rst evaluate the performance of mmWave links via �eld trials in Section 6.4.1. Next,

in Section 6.4.2, we describe the experimental setup. Then, in Section 6.4.3, we present

the evaluations of ClairvoyantEdge on a synthetic dataset to quantify the impact of the

intrinsic and extrinsic factors. Finally, we evaluate the performance of ClairvoyantEdge on

a real-world dataset of San Francisco cabs [100].

6.4.1 Performanceof mmWave links

We examine the throughput characteristics of the 60GHz mmWave links using Netgear

X10 [101] routers, which implement the 802.11ad [13] mmWave standard. Section 6.4.1

shows a photo of our outdoor �eld experiment where we assigned one of the two routers as

the access point (AP) and the other as the user device. We measure the maximum through-

put sustained byiperf3 [28] between a stationary user and AP for a �xed distance. We

then gradually increased the distance until the observed throughput fell below the expected

WiFi throughput (see Fig. 6.2). Fig. 6.12a captures the throughput degradation with dis-

tance. While for the �rst10m, the mmWave link maintains a peak throughput of nearly

1000 Mbps, the next10m saw a 50% drop in throughput. Beyond 30m, the throughput
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Figure 6.11: Throughput characteristics of mmWave links from �eld trials: Photograph of
the setup.

(a) (b)

Figure 6.12: (a) Throughput variation with distance. (b) Radial throughput characteristics
for a single user.
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