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4.1 RBC produces spatiotemporally complex convection roll patterns in SDC
that are difficult to characterize. (a) A processed shadowgraph image from
experiment at Ra = 4000 (Table 4.1) with aspect ratio Γ = 19.6. (b) The
mid-depth temperature field T (x, y, z = 1/2) from numerical simulation
of Equation 4.1-Equation 4.3 with spatially uniform temperature boundary
conditions at Ra = 4000 with aspect ratio Γ = 20 (Table 4.3). Dark regions
represent hot upflows and bright regions represent cool downflows. A sin-
gle two-dimensional image in the x-y plane is analyzed at each time step
for both experiments and simulations. The z-axis, displayed on the right,
points out of the page, opposite of gravity. . . . . . . . . . . . . . . . . . . 60

4.2 An axisymmetric diagram of the experimental domain. This geometry is
used to model heat conduction through the experiment to obtain radially-
varying temperature profiles at the fluid layer boundaries to use in simu-
lations (section 4.4). The radial coordinate r and height z are nondimen-
sionalized by the separation between the bottom and top plate, d. From
the z-axis one can observe that the experimental geometry is not shown to
scale. We solve Equation 4.5 with the constant temperature of the heat baths
at the top and bottom boundaries (T2 and T1, respectively) on this domain
to obtain radial temperature profiles Tt(r) and Tb(r), which are then used
as temperature boundary conditions in separate convection simulations (Ta-
ble 4.3). The boundary conditions at the r=0 and r≈28 sides are zero-heat
flux. The fluid layer lies in between the top and bottom plate from r=0 to
r= Γ≈ 20. The sidewall, which has greater thermal conductivity than the
fluid, surrounds the fluid layer for r>Γ. . . . . . . . . . . . . . . . . . . . 61

4.3 Topological structures can be extracted from convection roll pattern im-
age data from simulations and experiments that is filtered into two binary
sets. (a) shows a sublevel filtration of the simulated mid-depth temperature
field in Figure 4.1(b) at the mean intensity value A= 127. The inset of (a)
zooms in on a specific plume in the convection roll pattern. (b) shows the
same zoomed-in area unfiltered, in gray scale. Black pixels are included as
members of the surface while white pixels are treated as empty space. Each
distinct black shape in the image is a distinct connected component. In the
inset, we zoom-in on a plume, which appears as a hole in the filtered sur-
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SUMMARY

Spatiotemporal chaos, especially fluid turbulence, is ubiquitous in nature but can be

difficult to characterize because analytic solutions of the strongly nonlinear partial differ-

ential equations that govern the behavior are often intractable. Additionally, turbulence’s

sensitive dependence on initial conditions renders prediction difficult because two nearby

initial conditions diverge exponentially in time. Statistical studies of turbulence that avoid

use of the governing equations and exact knowledge of flow states have yielded insights,

but are limited. However, recent advances in numerical techniques have renewed work to-

ward a deterministic, dynamical understanding of turbulence based on quantities computed

using the governing equations. In a dynamical understanding of turbulence, turbulent flows

traverse a high-dimensional state space as they evolve in time. However, the dynamics tend

toward a relatively low-dimensional inertial manifold embedded in this state space. The

behavior of turbulent flows as they traverse this inertial manifold can yield insights into the

aspects of the governing equations that structure the dynamics.

It is not always straightforward to detect underlying dynamical behavior of a turbulent

flow. The methods of analysis currently available can be difficult to work with, computa-

tionally inefficient, or fully unable to quantify relevant phenomena. However, many such

flows exhibit topological structures that provide insights into their underlying dynamics.

An increasingly relevant tool for quantifying the topological structures of flows is persis-

tent homology, a technique of topological data analysis.

In this thesis, persistent homology is used to investigate the dynamics of two different

spatiotemporally chaotic fluid flows. In the Kuramoto-Sivashinsky equation, a popular “toy

model” system that mimics the spatiotemporal chaos exhibited by fully turbulent fluid flows

with continuous symmetries, persistent homology is used to detect and quantify shadowing

of exact coherent structures (ECS). ECS are invariant solutions of the governing equation

which exhibit simple time dependence. These solutions are embedded in or near the in-
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ertial manifold and structure its geometry, influencing turbulent flows. Turbulence often

“shadows” ECS, i.e. they closely approach the solution and, where applicable, co-evolve

alongside it. In this work, I show persistent homology can be used to detect shadowing of

ECS with greater operational simplicity and computational efficiency than other methods

used in the Kuramoto-Sivashinsky equation. The results in this simplified setting indicate

the method’s utility in fully-developed turbulent flows with continuous symmetries, such

as pipe flow or Taylor-Couette flow.

In Rayleigh-Bénard convection, persistent homology is used to detect and quantify

plumes, which are observable pattern features in experiments and simulations. In simula-

tions, plumes indicate spatial regions of the convective flow in which the leading Lyapunov

vector magnitude, a fundamental quantity that characterizes the dynamics of the flow, is

high. The leading Lyapunov vector is the eigenvector partner of the flow’s largest unstable

Lyapunov exponent, so it indicates spatial regions of the flow in which perturbations grow

most rapidly. A long-term goal is to use plumes to connect dynamics in simulations, where

the leading Lyapunov vector can be computed, to experiments, where this quantity cannot

be observed. This thesis advances research in both of these topics and demonstrates that

persistent homology is a powerful tool for analyzing topological structure associated with

the dynamics of spatiotemporally chaotic flow.
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CHAPTER 1

INTRODUCTION

1.1 Paradigm problems in spatiotemporal complexity

Systems that feature behavior that is complex in space and time are omnipresent across a

range of scientific disciplines [1]. In biology, spatiotemporally complex patterns are formed

on organisms from biochemical processes [2]. In oscillatory chemical reactions, reagents

can form complex spatial patterns that evolve in time as reaction fronts propagate [3]. In

precise nonlinear optics experiments, “space-time chaos” has been observed [4]. Fluids

that are driven far from equilibrium by numerous mechanisms including surface tension

gradients [5], applied electric or magnetic fields [6], thermal gradients [7] and mechanical

shears [8] exhibit a wide range of spatiotemporally complex behavior. Spatiotemporal

complexity of fluid systems driven far from equilibrium includes turbulence, a ubiquitous,

widely studied phenomenon that has resisted understanding for centuries [9].

It is typically not feasible to make well-resolved measurements of natural fluid systems

driven far from equilibrium, so many scientists focus on relatively simple laboratory ex-

periments and their theoretical descriptions that share key features with natural systems

of interest. Such experiments can typically be highly resolved. Some examples include

Taylor-Couette flow [10], Rayleigh-Bénard convection [11], and quasi-2D Kolmogorov-

like flow [12]. These experiments can be described completely by theoretical descriptions

that make few simplifying approximations, such as the Navier-Stokes equation and incom-

pressibility condition in Taylor-Couette flow [13], the Boussinesq equations in Rayleigh-

Bénard convection [14], and a depth-averaged description for quasi-2D Kolmogorov-like

flow [15]. Additionally, highly reduced “toy” models are studied because they reproduce

key behaviors of spatiotemporally complex fluid systems without serving as complete de-
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scription of the flow, like the Swift-Hohenberg equation [16] the Lorenz equations [17], and

the 1-D Kuramoto-Sivashinsky equation [18]. These model systems are low-dimensional,

making their analysis more tractable than even theoretical descriptions of paradigm lab ex-

periments. Frequently, such model systems are used as testing grounds for novel methods

of analysis before they are undertaken in more complete theoretical descriptions. These

paradigm systems, from simple models to experimentally-realizable fluid flows, provide a

rich landscape of scientific problems of varying complexity, and their study continues to

provide insights into the spatiotemporal complexity of natural systems.

1.1.1 Statistics of turbulence

Fluid turbulence is a subset of spatiotemporally chaotic behavior seen in a variety of

paradigm fluid flows, the formal study of which dates back hundreds of years to at least

Leonardo Da Vinci [9]. Not all spatiotemporally chaotic fluid flows would be traditionally

classified as turbulence. One such example is spiral defect chaos in Rayleigh-Bénard con-

vection. Though this flow is spatiotemporally chaotic, it does not display self-similarity

over a range of spatial scales, a hallmark of turbulence.

Traditionally, turbulence has been characterized using statistical approaches that are

not dependent on the governing equations, and thus not dependent on any one paradigm

problem. The Navier-Stokes equation, the physical law that governs a fluid flow’s velocity

field, is a strongly nonlinear partial differential equation that is difficult to work with [19].

Analytic solutions of the Navier-Stokes equation are generally intractable. Thus, most

early study of turbulence gained insights through statistical methods. Kolmogorov used

a statistical approach to show that energy in a turbulent flow scales with the wavenumber

to the power of −5
3

in the famous scaling law [20]. This result is valid over the “inertial

range”, i.e. the spatial scales in which inertial effects dominate viscous effects. Another

statistically-derived result is Von Karman’s “law of the wall” [21] which states that the

average flow velocity in turbulence is proportional to the logarithm of the distance from a
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boundary.

Though statistical approaches have provided historical insights into turbulent flow, they

are limited. Statistical treatments assume self-similarity and spatial uniformity over a range

of spatial scales, which is often false in practice even in fully turbulent flows. The obser-

vation of coherent structures, large-scale spatial features in turbulence that recur over time,

show that there is more to turbulent flows than an isotropic energy cascade [22]. The-

ories of turbulence that incorporate the governing equation are necessary for a complete

understanding.

1.2 Dynamical view of spatiotemporal chaos

In more recent years since the dominance of statistical theories in the study of turbulence,

computing power has advanced. It is now possible to numerically simulate strongly nonlin-

ear equations such as Navier-Stokes and other models, such as the Kuramoto-Sivashinsky

equation. In numerical simulations, the precise state of the flow is known, allowing investi-

gation of the underlying dynamical structures of the governing equations [23, 24, 25]. Two

frameworks for understanding spatiotemporal chaos in paradigm problems from a dynami-

cal point of view are exact coherent structures and the Lyapunov spectrum. In the following

subsections, these concepts will be briefly introduced and contextualized in this thesis.

1.2.1 Exact coherent structures in the Kuramoto-Sivashinsky equation

A theory made possible by the complete knowledge of the spatiotemporally chaotic flow

state afforded by numerical simulations is that of exact coherent structures (ECS) [25],

which are low-dimensional stationary or time-periodic solutions to the governing equations

that are embedded in a high-dimensional chaotic attractor. They are found by numerical

continuation of simpler states into parameter regimes of increased driving [24] or by so-

lution searches from a nearby initial condition [26]. Chaotic trajectories evolving in time

throughout the attractor are thought to pass close to or even “shadow” ECS along their
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stable and unstable manifolds [27, 28, 13]. The ECS and their manifolds describe a deter-

ministic picture of chaotic fluid flows that evolve according to their position in state space,

differentiating this approach from a statistical one. The challenge for ECS theory then, is

finding dynamically relevant ECS and developing metrics that indicate when close passes

and shadowing are occurring. Paradigm fluid systems where ECS have been found include

plane Couette [24, 29], Taylor-Couette [13], and plane Poiseuille flow [30]. Additionally,

ECS are often computed in model systems, such as the 1-D Kuramoto-Sivashinsky equa-

tion (KS) [26]. This model provides an interesting case study for ECS in a system with

continuous symmetry called relative periodic orbits, which are present in laboratory fluid

systems such as Taylor-Couette flow [13] and pipe flow [31]. In this thesis, a novel method

for quantification of shadowing of ECS in the KS equation using persistent homology is

described. This technique is invariant to the continuous symmetry of KS, so it is antici-

pated that insights gained in this setting will be applicable to laboratory fluid flows with

continuous symmetries.

1.2.2 Lyapunov spectrum in spiral defect chaos

Fully resolving a fluid velocity field to detect close passes and shadowing to ECS is not al-

ways feasible in laboratory experiments. One such example is Rayleigh-Bénard convection

(RBC), the buoyancy-driven flow between a hot bottom plate and cool top plate [32, 33].

The high aspect ratio, spatiotemporally chaotic regime called spiral defect chaos (SDC) is

most commonly imaged from above using a shadowgraph technique that provides a proxy

for the temperature variation in the flow [11]. This technique is noninvasive, unlike tech-

niques used in other systems that involve seeding a flow with particles that show up easily

on camera, but it cannot resolve the velocity of the flow field. Without a fully resolved

flow field, it is difficult to detect close passes to and shadowing of ECS in experiments,

necessitating an approach that emphasizes features that can be observed in the convection

roll patterns captured by shadowgraph images from SDC experiments [34, 35].
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In this thesis, observable features of spiral defect chaos are quantified using persistent

homology and comparisons to statistics of those features in numerical simulations are made

to gain insights into the dynamics of Rayleigh-Bénard convection. The observable features

in question are convective plumes, which have been shown by Levanger et al. [36] to in-

dicate spatial regions of simulated flows where the leading Lyapunov vector magnitude is

high. The leading Lyapunov vector is a dynamical quantity, computed by simulating the

governing equations, that indicates regions of the flow in which perturbations grow quickly.

Thus, connection of experimental observable flow features to the Lyapunov vector could

prove invaluable for characterizing dynamics in SDC.

1.3 Persistent homology analysis of spatiotemporal chaos

For the study of ECS in KS and the study of the Lyapunov spectrum in SDC, the analyt-

ical tool that is employed in this work is persistent homology, a technique of topological

data analysis (TDA). TDA has recently become more accessible for scientists in a variety

of disciplines due to the development of software packages that compute the homology of

data [37, 38]. Persistent homology detects and quantifies the unique topological structures

of a data set. Furthermore, it provides an organization of those structures according to

their prominence [39, 40] by tracking the persistence of unique structures across a family

of filtrations. Structures that persist throughout a large range of filtrations are the most

prominent features of the data set, while structures that persist through only a narrow range

of filtrations are commonly associated with noise. Because of its flexibility and ability to

distinguish noisy structures from prominent ones, persistent homology has been employed

to characterize a wide variety of data sets in neuroscience [41], molecular biology [42],

network science [43], and granular media [44]. Persistent homology has multiple applica-

tions in fluid systems, specifically [45, 35, 46]. It can be used to characterize the state space

representation of a fluid flow [28] and to characterize image data of the flow itself [47, 36]

in a variety of systems from models such as the Kuramoto-Sivashinsky equation to flows
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realizable in a laboratory such as Rayleigh-Bénard convection and quasi-2D Kolmogorov

flow.

Persistent homology allows for the representation of data in a variety of formats, such

as persistence landscapes [48], persistence images [49], and, particularly, persistence di-

agrams [47]. Persistence diagrams organize the topological structures of a data set, such

as a time snapshot of an image of fluid flow, into a representation of reduced dimensions

that still captures features of interest. Moreover, persistence diagrams can be quantita-

tively compared using a variety of metrics, such as the family of Wasserstein distance met-

rics [50]. It is shown in this work that representing fluid flow time snapshots as persistence

diagrams can provide new insights into those flows.

In this work, two different spatiotemporally complex fluid systems are characterized

with persistent homology. In the case of the 1-D Kuramoto-Sivashinsky equation, the per-

sistence diagrams of image data of both chaotic trajectories and ECS (particularly, relative

periodic orbits) are computed and used as a symmetry-reduced alternative to a state space

representation. In this representation, the Wasserstein distance metric is used to quantify

close passes to and shadowing of the ECS by the chaotic trajectory. In the case of Rayleigh-

Bénard convection in the spiral defect chaos regime, persistent homology is used to detect

and quantify convective plumes, a dynamically relevant observable feature in both experi-

ments and simulations.

1.4 Thesis overview

This thesis is organized as follows. In chapter 2, the necessary background for exact co-

herent structures, computation of the Lyapunov spectrum, spiral defect chaos in Rayleigh-

Bénard convection, and persistent homology is reviewed. In chapter 3, the study of ECS in

the 1-D Kuramoto-Sivashinsky system is discussed, and the persistent homology approach

to detecting shadowing is compared and contrasted to the traditional approach that uses a

state space representation. In chapter 4, the quantification of plumes in Rayleigh-Bénard
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convection experiments and simulations using persistent homology is discussed. In chap-

ter 5, conclusions and next steps are offered.

7



CHAPTER 2

BACKGROUND

2.1 Exact coherent structures: a deterministic view of spatiotemporal chaos

2.1.1 Overview of ECS

Due to the limitations of statistical theories, a deterministic, dynamical theory of fluid tur-

bulence has long been sought. Despite the unpredictable and chaotic nature of turbulence,

scientists have long noticed that there are recurrent patterns that appear in turbulent flows,

commonly referred to as coherent structures [22]. We now know that many such structures

correspond to unstable solutions of the Navier-Stokes equation called exact coherent struc-

tures (ECS) that have simple time dependence. We seek to understand the effect ECS have

on spatiotemporally chaotic dynamics.

To understand ECS, let’s start by considering a state space picture of dynamical sys-

tems. In principle, partial differential equations that produce spatiotemporally chaotic flow,

like the Navier-Stokes equation, are infinite-dimensional. However, empirical studies of

such equations often discretize the field into a finite number of point. For example, the

state of the 1-D Kuramoto-Sivashinsky (KS) equation, a spatiotemporally chaotic nonlin-

ear PDE, is given by a field u(x) where x ∈ [0, L]. In practice, it is common to discretize

the field intoN=32 grid points in the case where L=22 (Figure 2.1). The state of this field

can then be represented as a N×1 vector ~s= (u1, ..., uN). This vector, and consequently

the dynamics of the system, live in an N -dimensional state space. Each state of KS can

be represented as a single point in this space. As the equation evolves, that point moves

continuously in time through the state space, tracing out a trajectory.

Although the dimension of our state space is N -dimensional, in practice the dynamics

that take place in state space can be described by a much lower dimensional inertial man-
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Figure 2.1: A state of the Kuramoto-Sivashinsky equation, discretized into N = 32 grid
points. The state of u(x) be represented as a N×1 vector ~s=(u1, ..., uN) (black squares).

ifold (or chaotic or turbulent attractor). For KS with L= 22, the dimension of that inertial

manifold is about M = 9 [51, 52], which is much lower than the number of grid points

N = 32. ECS are solutions of the governing equations that are embedded in or near this

inertial manifold. These solutions shape the geometry of the state space through their stable

and unstable manifolds. Chaotic trajectories approach ECS from directions on their stable

manifolds and leave ECS along directions on their unstable manifolds, thus they provide

structure to the dynamics in the inertial manifold. In practice, ECS often have few unstable

directions, so turbulence tends to leave the vicinity of the ECS in predictable ways [53].

There are a few types of ECS to keep in mind. Equilibria are static solutions of the

governing equations. Unless they are perturbed, they will not evolve in time from their

starting point in state space. Relative equilibria, or traveling waves, are static solutions

that move with a fixed speed along a direction of continuous symmetry. For example, in

pipe flows, relative equilibria are static solutions that flow along the pipe. The continuous

symmetries in this case would be streamwise translations and azimuthal rotations, i.e. the

dynamical system is equivariant to infinitesimal translations in the streamwise direction and

infinitesimal rotations in the azimuthal direction of the flow. Periodic orbits are solutions of

the governing equations that, unlike equilibria, evolve in time. This time dependence has a

characteristic period T , after which a periodic orbit return to its starting point in state space.
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Relative periodic orbits are similar to periodic orbits, except instead of returning precisely

to the starting point after a period T , they return to a continuous-symmetry transformed

copy of that point.

2.1.2 Previous work in flows with continuous symmetries

Relative equilibria, or traveling waves (TWs), and relative periodic orbits (RPOs) have been

the focus of much study in turbulent dynamics that have continuous symmetries. Investi-

gation of TWs and RPOs is more complicated than that of their counterparts with no con-

tinuous symmetry because each TW and RPO is a member of symmetry-related family of

solutions. TWs, instead of occupying a static, zero dimensional point in state space, move

with a fixed speed in state space along the directions of continuous symmetry. Each point

along the trajectory is a member of this symmetry-related family of solutions. In a system

with N continuous symmetries, TWs form an N -torus in state space. Likewise, RPOs do

not comprise a single loop in state space like periodic orbits. They form a N + 1-torus in

state space in which a family of symmetry-related periodic solutions live. This property

of TWs and RPOs must be accounted for in systematic studies of their effect on dynamics

and the geometry of state space. Schemes to “reduce” the continuous symmetry of state

space, by collapsing all symmetry-transformed points as single, symmetry-invariant point

are commonly sought. For specific applications, other ways of minimizing a quantity of

interest over the continuous symmetry directions can be done. One such application is the

detection and quantification of shadowing of ECS, in which a turbulent trajectory in state

space closely approaches an ECS and, in cases such as RPOs where the ECS possesses

simple time dependence, co-evolves with it. Specifics of techniques used to quotient or

reduce continuous symmetries will be discussed shortly.

TWs and RPOs have been detected in fluid flows, mostly in numerical simulations. In

plane Couette flow, a flow that is sheared between two planar boundaries, equilibria, TWs,

periodic orbits, and RPOs have been computed and studied [54, 55]. In plane Poiseuille
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flow, TWs are computed and visualized by Park et al. [56]. They detected and quantified

shadowing of those TWs, as well. TWs and RPOs have been investigated in pipe flows [57,

58, 31]. TWs have been experimentally observed in pipe flows [27, 59]. An example

of a continuous symmetry in the previously-mentioned flows is a continuous translational

symmetry in the streamwise direction. Another fluid flow with a continuous symmetry of

interest is Taylor-Couette flow, which is invariant to rotations about the cylindrical axis.

TWs and RPOs have been computed and shadowing events of those ECS have been de-

tected and quantified [13].

Simple model equations with continuous symmetries serve as a testing ground for study

of TWs and RPOs. The main example that will be examined is the Kuramoto-Sivashinsky

equation (KS), given by

ut+uxx+uxxxx+uux=0, x∈ [0, L] (2.1)

in which relative equilibria [26, 60] and relative periodic orbits have been studied [61, 52,

28]. The continuous symmetry in KS is translational, i.e. the governing equations are in-

variant to transformations of the form u(x, t)→ u(x+ s, t), where s is a constant shift. In

the case where the length parameter L= 22, the effect of TWs and RPOs on the geometry

of the full state space has been studied, at first without a scheme to reduce the continuous

symmetry in state space [60]. TWs and RPOs were visualized by Cvitanović et al. [60]

using low-dimensional projections in state space and plotting energy dissipation of solu-

tions. They find TWs by substituting the first time derivative with the relative equilibrium

condition ut=−cux, where c is a constant speed, and solving the ODE

cux=uxx+uxxxx+uux, x∈ [0, L]. (2.2)

In principle, equilibria and periodic orbits can appear in systems with continuous symme-

tries as well. Cvitanović et al. find equilibria in [60] by taking c=0. They find RPOs using
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multiple shooting and a Levenberg–Marquardt algorithm. Budanur et al. [26] advanced the

field by developing a technique of continuous symmetry reduction, applicable to KS, that

involves “slicing” trajectories in state space by a Fourier mode. This symmetry-reduced

space can be difficult to work with, however, due to discontinuities that occur when trajec-

tories cross the “slice border”. Ding et al. used RPOs to perform a statistical estimation of

the dimension of the KS inertial manifold, known to take the approximation value M = 9

in the L= 22 case [51]. The fact that an ensemble of RPOs can replicate essential statisti-

cal properties of the inertial manifold, such as its dimension, demonstrates their dynamical

significance. Budanur et al. [28] apply persistent homology analysis to a Fourier-sliced,

symmetry-reduced state space of KS to detect signatures of RPOs. Their analysis is quite

different from the one we discuss, since they perform persistent homology on point clouds

in state space using Vietoris-Rips complexes, while we apply persistent homology directly

to KS states using cubical complexes. Importantly, Budanur et al. detect shadowing of

RPOs in their symmetry-reduced state space using “state space persistent analysis” and

visualize the state space trajectories using 3-D projections obtained from principle compo-

nent analysis. The detection and quantification of shadowing events provide direct evidence

that ECS are structuring the turbulent dynamics of the flow. With a catalog of dynamically

relevant ECS and quantification of shadowing events to those ECS, it is in theory possible

to develop a picture of symbolic dynamics, a coarse-grained depiction of the dynamics that

is described by visits between specific ECS. Such a depiction would be the culmination of

the deterministic, dynamical theory of spatiotemporal chaos that has long been pursued.

To my knowledge, the work by Budanur et al. [28] is the deepest investigation of turbulent

shadowing of RPOs in the KS equation to date, and is the latest step toward a dynamical

understanding of KS.
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2.2 Spiral defect chaos in Rayleigh-Bénard convection

A rich, experimentally accessible paradigm to probe underlying dynamics of spatiotempo-

ral chaos is the spiral defect chaos (SDC) regime of Rayleigh-Bénard convection (RBC) [62].

Unlike a fully turbulent flow, SDC is composed of convection rolls, which are well-organized

in the vertical direction. A convection roll is characterized by hot fluid rising on one side

and cold fluid falling on the other side. The lateral orientation of these rolls and the topo-

logical defects they form are spatiotemporally chaotic. There is a relatively small range

of spatial scales to consider in SDC compared to fully developed turbulence, making it a

tractable setting for study of spatiotemporal chaos in fluid flows. SDC is the setting for the

experimental and numerical study of spatiotemporal chaos undertaken in chapter 4. Key

aspects of SDC and RBC are covered in detail in chapter 4, but here some essential back-

ground and previous work in characterizing spatiotemporal chaos in SDC will be discussed.

2.2.1 Overview of spiral defect chaos

RBC is a widely studied problem in nonlinear pattern formation. It consists of two hori-

zontal plates with a fluid in between (Figure 2.2). The bottom plate is heated relative to the

top plate and for a large enough temperature difference, buoyancy differences in the fluid

drives a convective flow. The strength of this driving is quantified by the Rayleigh number

Ra = βg∆Td3

νκ
where β is the thermal expansion coefficient, g is acceleration due to gravity,

∆T is the temperature difference, d is the separation between the bottom and top plate,

or depth, ν is the kinematic viscosity, and κ is the thermal diffusivity. Other important

nondimensional parameters include the Prandtl number Pr = ν
κ

and the aspect ratio Γ = r0
d

where r0 quantifies the lateral size of the cell. In a cylindrical geometry, which is used in

this work, r0 is the radius of the cell. In the laterally infinite case, when Ra is increased past

the critical value Ra≈1708, a striped pattern of parallel convection rolls form [1, 63]. Ex-

perimental conditions can modify this critical behavior, however. In a finite experimental
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Figure 2.2: Sketch of the Rayleigh-Bénard convection setup. The temperature difference
∆T =Tb − Tt opposes the direction of gravity ~g. The separation of the plates, or thickness
of the fluid layer, is denoted d

cell, when the sidewalls are heat conducting, the first convection rolls tend to form parallel

to them. The striped pattern then propagates inward. This results in an onset pattern that

reflects the geometry of the cell. In the cylindrical case, a “target” pattern is formed (Fig-

ure 2.3). As the Rayleigh number is increased further from the critical value, the center of

target can become unstable and begin to move from the center, eventually forming a topo-

logical defect with another convection roll. That defect is itself unstable, and the formation

and motion of new defects gives rise to spiral defect chaos, a spatiotemporally chaotic state

made up of convection rolls that form topological defects with one another (Figure 2.4).
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SDC is typically studied under the assumption of the Boussinesq equations

Pr−1

(
∂u

∂t
+ u · ∇u

)
= −∇p+∇2u + RaT ẑ (2.3)

∂T

∂t
+ u · ∇T = ∇2T (2.4)

∇ · u = 0 (2.5)

which represent conservation of momentum, energy, and mass for an incompressible fluid,

respectively. In these non-dimensional equations, u = u(x, y, z, t) is the velocity field,

p=p(x, y, z, t) is the pressure field, and T =T (x, y, z, t) is the temperature field where t is

time, x and y are the lateral spatial coordinates, and z is the spatial coordinate opposing the

direction of gravity. The crucial assumption of the Boussinesq equations is that the only

fluid parameter that is dependent on the local temperature is the density. This dependence

is linear and appears in the last term of Equation 2.3. The extent that a fluid deviates from

the Boussinesq approximation can be quantified by the Busse parameter Q (see chapter 4

for more information about Q). Specifics on how the simulations and experiments of SDC

are conducted are given in chapter 4.

Figure 2.3: Raw shadowgraph image of onset “target” pattern in a cylindrical RBC exper-
iment. This image was taken from above the top plate, looking down into the fluid layer.
Bright fluid represents cool downflow while dark fluid represents hot upflow.
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Figure 2.4: Shadowgraph image of convection roll patterns in Rayleigh-Bénard convection
undergoing spiral defect chaos. A large spiral can be seen on the left side of the image.

2.2.2 Previous work in characterizing spiral defect chaos

Clever and Busse [64, 65] provide a detailed nonlinear stability analysis for RBC that is

driven just past equilibrium. Investigation of the “Busse balloon”, a parameter regime in

which stable, straight convection rolls are predicted, led to discovery of SDC [62]. SDC

was later observed in the Swift-Hohenberg equation [66], a model of Rayleigh-Bénard

convection, and the Boussinesq equations [67]. A thorough review of the work in SDC

in the 1990’s was done by Bodenschatz et al. [68]. The study of SDC using experimental

cells imaged by shadowgraph has become standard [11] because it is minimally invasive,

easily controlled, allows for study of large aspect ratios, and provides a visualization of

convection roll patterns. Our experimental apparatus is very similar to the type de Bruyn et

al. describe [11].

The characterization of SDC by its pattern features has been an ongoing study in the

decades since. Cakmur et al. [69] found that SDC and the parallel straight roll pattern

are both stable in the same parameter regime in which SDC was originally discovered, but
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that different initial conditions give rise to one state or the other. Egolf et al. [34] found

that stability boundaries for the idealized, infinite case can be applied to spatially localized

patches of SDC and observed the relevance of multiple length scales in SDC. Riecke and

Madruga [70] studied the characteristics of spirals by measuring their winding number and

arc length. Becker and Ahlers [71] characterized the patterns of SDC using local wave di-

rector analysis. They found that higher values of Pr produce larger spirals with higher wind-

ing number. Krishan et al. [45] used computational homology make comparisons between

experiments and numerical simulations of SDC and found that they exhibit differences in

the number of hot and cold components of the convection roll patterns. Kurtuldu et al. [46]

deepened the analysis of experimental SDC to demonstrate that non-Boussinesq effects

in experiments that are not present in simulations of the Boussinesq equations cause this

difference. Kurtuldu et al. quantified the degrees of freedom in SDC using both Karhunen-

Loève decomposition dimension and the computational homology dimension and showed

that both metrics scale with system size. Kramár et al. employed persistent homology to

reduce the dimensionality of SDC dynamics. This reduced description allowed for easy

identification of important flow features. Levanger et al. studied myriad topological pat-

tern features in SDC to see if they correspond to high leading Lyapunov vector magnitude,

a fundamental dynamical quantity of interest. We continue their work by focusing on a

particular SDC pattern feature that was identified to be most correlated with high leading

Lyapunov vector magnitude, convective plumes. In chapter 4 plumes will be discussed in

detail, but shortly the Lyapunov spectrum and its importance to the underlying dynamical

structure of SDC will be reviewed in section 2.3.

2.3 Lyapunov spectrum

The Lyapunov exponents and vectors characterize spatiotemporally chaotic dynamics by

quantifying their sensitive dependence on initial conditions [72, 73]. For a discretized spa-

tiotemporally chaotic system, like the ones studied in this thesis, the Lyapunov exponents
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are the eigenvalues of the Jacobian matrix and the Lyapunov vectors are their eigenvector

partners. The Lyapunov exponents contain information about the number of degrees of

freedom of chaotic dynamics, and are used to compute the Kaplan-Yorke dimension [74,

75]. This approach for estimating the inertial manifold dimension is useful in large, ex-

tensive spatiotemporally chaotic systems because it is not dependent on the geometry of

the inertial manifold, which increases in complexity as the system increases in size [76].

For an estimation of the inertial manifold dimension, it is common to consider Lyapunov

exponents averaged over a long time series, but one can also consider the finite time, or

instantaneous Lyapunov exponents that are relevant at a specific time in a chaotic state’s

evolution.

The standard method for computation of finite time Lyapunov exponents from time-

series of data [23] makes it possible to find the finite time leading Lyapunov vector, the

eigenvector partner of the largest unstable Lyapunov exponent at that time. The leading

Lyapunov vectors contain spatial information associated with the growth rates quantified

by the corresponding largest Lyapunov exponent. The directions of the other Lyapunov

vectors are unfortunately lost due to Gram-Schmidt reorthonormalizations used for effi-

cient computation of the exponents. The leading Lyapunov vector indicates the local direc-

tions in state space that are most unstable. Put another way, it indicates the most unstable

spatial regions of the flow at a given time. In these sensitive regions, perturbations grow

more quickly than in other spatial regions of the flow. Thus, regions of high leading Lya-

punov vector magnitude are of specific interest for characterizing spatiotemporally chaotic

dynamics. The leading Lyapunov vector has been found to be correlated with significant

topological events in numerical simulations of Rayleigh-Bénard convection undergoing

spiral defect chaos [77, 78, 76, 36]. Egolf et al. [77] found, in a spatially periodic simula-

tion, that spatial regions of high Lyapunov vector magnitude were correlated with signifi-

cant dynamical events in spiral defect chaos: roll pinch-offs and reconnections. Scheel et

al. [78] extended the analysis to simulations with no-slip boundary conditions and found
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that only events that are not repeated make a significant contribution to the long time Lya-

punov spectrum. Karimi et al. [76] also found correlations between dynamical events and

the leading Lyapunov vector magnitude, this time in an experimentally realistic simulation

over a range of Rayleigh and Prandtl numbers.

These topological features are observable in experimental shadowgraph images of con-

vection roll patterns, but it remains an open question whether or not features observed in

experiments can be connected to the Lyapunov spectrum. The full significance of the finite

time and time-averaged Lyapunov spectrum on spiral defect chaos is an area of active inves-

tigation. For a connection to be made, it must first be ensured that numerical simulations in

which the Lyapunov spectrum is computed are experimentally realistic. That is, simulations

must produce similar observable features with similar statistics as those in experiments. If

this is not the case, then simulations must be modified to more successfully capture exper-

imental conditions. Steps are taken toward the goal of connecting the Lyapunov spectrum

computed in simulations to observable features in experiments in chapter 4 by developing

a method to quantify and track observable features in time in both experimental and sim-

ulated data. The features in question are convective plumes, which Levanger et al. [36]

found to be most indicative of spatially-localized high Lyapunov vector magnitude out of

many features that can be detected using topological data analysis. The long-term goal is to

able to use features observable in both experiments and simulations as a proxy for the lead-

ing Lyapunov vector, which can be computed in simulations only. The dynamical insights

provided by the Lyapunov spectrum could then be applied to experiments.

2.4 Computational Homology and Persistent Homology

Topological data analysis is becoming an increasingly useful toolkit for understanding com-

plex data. Essential information can often be obtained from just the topology of a data set.

Persistent homology is among the most useful tools in the toolkit of topological data anal-

ysis that can provide insight into myriad spatiotemporally complex systems. One of the
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most common application of persistent homology makes use of Vietoris-Rips complexes

to examine the topological structure of point clouds. Situations where persistent homology

can be computed using cubical complexes, such as 1-D functions and 2-D image data, are

considered here instead. First, the method used to compute the homology and, by exten-

sion, the persistent homology of 1-D functions will be discussed. Then, the discussion

will be extended further to persistent homology of 2-D image data and then useful distance

metrics in the space of persistence diagrams will be discussed.

2.4.1 Computational homology of 1-D functions

Computational homology allows for the efficient computation of topological structures in

a binary data set. While the homology of many types of data sets, one of the most popular

being point clouds, can be computed, 1-D functions will first be discussed. An excellent

resource on the mathematical theory underlying the computation of homology of cubical

complexes obtained from image data is given by [37].

Figure 2.5: A periodic function f(x) (solid line) with a filtering threshold Am = 0 shown
(dotted line).

As a simple example, define the function f(x)=sin (x+ 1)+sin (2x+ 2), x ∈ [0, 2π] Fig-

ure 2.5. Note that this function is periodic on the domain of x, i.e. f(0) = f(2π). To

compute the homology of this function, the first thing we must do is filter it into two sets.

One set will consist of the surface on which we compute homology, and the other set will
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be empty space. The outcome of the homology that we compute depends fundamentally on

the choice of this filtering, so the physical properties of a data set that one wishes to extract

with homology must be carefully considered. For this example, let’s consider a sublevel

filter with a threshold A equal to some value of the function over the interval [0, 2π]. In

sublevel filtering, we take the surface on which we will compute homology to be

S={x|f(x)≤A}. (2.6)

In principle, A could be any real number, but let’s consider specifically the case where

A=Am = 0, the mean value of f over the interval [0, 2π] Figure 2.5. Then, the surface S

would consist of two intervals in x, x ∈ [1.10, 2.14] and x ∈ [3.19, 5.28], approximately

(Figure 2.6). These are the intervals of x such that f(x)≤Am=0.

Figure 2.6: The surface S={x|f(x)≤Am} is denoted as the solid black lines while values
of x that are not a member of S are empty.

The surface S can then be represented as a set of elementary cubes. A set of elementary

cubes of the dimension of the data set being considered (in this case, 1-D) is commonly

referred to as a cubical complex. A detailed definition of elementary cubes and cubical

complexes (referred to as cubical sets) is offered in [37]. Now, the homology groups of

S can be computed using software such as GUDHI [38] or CHomP [79]. The details of

how this is done won’t be discussed in this setting, but the useful information that can be

obtained from this computation will be explored. Homology groups are objects in algebraic

topology that encode the topological structure of the surface S. The dimension of the nth

homology group, referred to as the nth Betti number, is the number of distinct topological

structures of dimension n that make up that surface. The zeroth through D−1th homology

groups exist for a given surface, where D is the dimension of that surface. The surface
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Figure 2.7: A periodic function f(x) (solid line) with a filtering thresholds A1, A2, A3, and
A4 shown (dotted lines).

we are considering here, S, is 1-D, therefore it has only a zeroth homology group with a

dimension of β0 = 2, since there are two distinct connected components that make up the

surface.

If we chose a different filtering threshold value A, the Betti numbers given by the ho-

mology computation could be very different. For example, we could choose A= 10, then

every value of f(x) would be counted as a member of the surface S, which would consist

of one distinct connected component. In that case, we would have β0 = 1. We could also

choose A=−10, in which case our surface S would be completely empty with β0 =0.

We can also see what would happen if we chose a filtering scheme that is different than

sublevel filtering. In superlevel filtering we take the surface to be

S={x|f(x)≥A}. (2.7)

Both filtering schemes can yield different, but equally useful information about the topo-

logical structure of the data set. In this work, we make use of both sublevel and superlevel

filtering in computational homology and its extension, persistent homology.

22



2.4.2 Persistent Homology of 1-D functions

In persistent homology, an extension of computational homology, the threshold A is varied

over all values of f(x). Imagine, in the case of sublevel filtering, the threshold A starts at

−∞ and is swept up through all values to∞. At each value of A, elementary cubes will

join the surface S. Those cubes could form distinct connected components, be attached

to previously existing distinct connected components, or even act as the link that causes

two distinct connected components to merge. We compute the homology using sub- and

superlevel filtering and keep track of the distinct connected components at every threshold.

This technique allows us to not just identify topological structure of f(x) at a specific A, it

also quantifies the prominence of topological structures. Returning to the example in Fig-

ure 2.5, we can see that there are some values A we could choose for sublevel filtering that

are special (Figure 2.7). A = A1, shown in Figure 2.7, is the lowest threshold for which

a distinct connected component will appear. We thus say that distinct connected compo-

nent is born at A = A1 as the threshold is increased from −∞. This distinct connected

component grows as A is increased past A1, but this growth does not affect the homol-

ogy of the surface. At A=A2, we can see that a second distinct connected component is

born. At A=A3, the two distinct connected components merge into one distinct connected

component. Topologically, this is a significant event. One of the distinct connected com-

ponents has died by merging with the other one. Specifically, we say that the component

that was born at a higher value of A is the one that died, while the one that was born “first”

remains. One can think of this is a “first-in-last-out” scheme for assigning deaths of topo-

logical structures. At A=A4, one distinct connected component remains. For all A≥A4

the homology will remain unchanged, so this distinct connected component will never die.

In Figure 2.8, the surfaces Si where i= 1, 2, 3, 4 corresponding to filtering thresholds Ai

where i= 1, 2, 3, 4 are shown. S1 consists of one distinct connected component, S2 con-

sists of two distinct connected components, and that in S3 those two distinct connected

components have merged. The surface S4 consists of the entire domain of f(x).
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Figure 2.8: The surfaces Si = {x|f(x)≤Ai} where i= 1, 2, 3, 4 are denoted as the solid
black lines in ascending order while values of x that are not a member of S are empty.

The information given by persistent homology can be intuitively visualized in many

ways, such as in persistence barcodes [40] and persistent images [49]. In this work, the

information from persistent homology is organized into persistence diagrams (Figure 2.9),

2-D scatter plots where each point represents a topological structure. A point’s position

on the x-axis gives the value of its birth Ab and its position on the y-axis gives the value

of its death Ad. Since one distinct connected component never dies, its death value is

plotted at Ad =∞. For analysis of persistence diagrams, it is common to throw out this

“infinite” persistence point. In Figure 2.9, the sub- and superlevel persistence diagrams are

plotted. Every persistence point in the sublevel persistence diagrams must lie on or above

the dashed diagonal, while every persistence point in the superlevel persistence diagrams

must lie on or below the dashed diagonal. Thus, throughout the rest of the work, it will be

common for me to plot both sub- and superlevel persistence on the same diagram.

In Appendices subsection D.2.1 and subsection D.2.2, a sample code for the persistent

homology calculation of f(x) using GUDHI in Python is provided. By default, GUDHI

performs sublevel filtering to compute persistent homology. To perform superlevel filtering,

the input is transformed from f(x) to fr(x) such that fr(x)= max (f(x)) + min (f(x))−

f(x). In this simple case, min (f(x)) = −max (f(x)), so fr(x) = −f(x). The trans-

formation must be applied again to the persistence points that GUDHI outputs to get the

superlevel filtering. The superlevel persistence points of f(x) are simply the sublevel per-

sistence points reflected about the diagonal, yielding identical topological information, but

that is not generally true. In both the KS and RBC systems that are discussed later on, the
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Figure 2.9: A persistence diagram for the (a) sublevel and (b) superlevel filterings of f(x)
in Figure 2.7. The points both represent a distinct connected component. The dashed line
is the diagonal representing Ad = Ab Their x and y positions denote the value of their
births Ab and deaths Ad, respectively. Dotted lines show their position in the diagram more
clearly.

superlevel persistence points do not have such a trivial relationship to the sublevel persis-

tence points, so it is important to include both.

2.4.3 Computational homology and persistent homology of 2-D image data

Now that we understand how to compute the persistent homology for a 1-D function, we

will extend the discussion to 2-D image data. For example, a shadowgraph snapshot from

Rayleigh-Bénard convection in the spiral defect chaos regime is considered (Figure 2.4).

This data is a collection of pixels 8-bit gray scale intensity values from 0 to 255 that act as

a proxy for the temperature of the fluid in that region.

To get an intuition on the topological structures present in the convection roll pattern

in Figure 2.4, the image is sublevel filtered at the median gray scale value A = 127 to

generate the surface S on which we can compute homology (Figure 2.10. We can see that

in a 2-D surface, the familiar distinct connected components exist, just as they did in the

1-D surface. Note that the boundary conditions, unlike in the 1-D case, are not periodic.

In a 2-D surface, we also have holes, the first dimensional topological structures counted
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Figure 2.10: Convection roll pattern from Figure 2.4 sublevel filtered at A=127.

by the first Betti number β1. Holes are empty regions that are completely enclosed by a

distinct connected component. Just as we computed the persistent homology of the 1-D

function and identified its distinct connected components, we can compute the persistent

homology of a 2-D image and identify its distinct connected components and holes. Both

structures can be plotted in persistence diagrams.

In Figure 2.11, the sub- and superlevel persistence diagrams of Figure 2.4 are plotted for

both distinct connected components (Figure 2.11(a)) and holes (Figure 2.11(b)). Samples

of the Python code used to generate these persistence diagrams are available in subsec-

tion D.2.3 and subsection D.2.4. These sample codes also show how to detect plumes

in the persistence data, which will be discussed in chapter 4. Access to the sample code

IPython notebooks is available upon request, which contain more helpful functions than

just those shown in subsection D.2.3 and subsection D.2.4 .

When we compute the persistent homology of a data set, we can think of the output as a

representation of that data in the space of persistence diagrams. This representation greatly

reduces the dimension of the data set. Geometric factors, such as the shapes or orientation

of distinct connected components do not matter in this space. All that matters are the
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Figure 2.11: Sublevel and superlevel persistence diagrams of Figure 2.4 for (a) distinct
connected components and (b) holes.

number of identifiable topological structures and their prominence, or range of thresholdsA

over which they persist. We note that this representation is invariant to myriad symmetries,

such as translations, reflections, stretching, rotations, etc. Depending on what properties

of a data set one wants to look at, this large reduction of information and invariance to

symmetries can be a feature, not a bug.

2.4.4 Distance metrics in the space of persistence diagrams

If we want to analyze a time-series of data in the space of persistence diagrams, it is neces-

sary to have metrics that make quantitative comparisons between persistence diagrams. A

couple of such metrics are worthy of specific consideration. Say there are two persistence

diagrams h1 and h2. They could be either sub- or superlevel persistence diagrams of ei-

ther distinct connected components or holes. First, we can define the degree-p Wasserstein

distance with a L2 norm ground metric as

dW p(h1, h2)=( inf
γ:h1→h2

∑
(p1,p2)∈(h1,h2)

||p2 − γ(p1)||p2)1/p (2.8)
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where ||||p2 is the L2 norm raised to the pth power. p1 and p2 are points in the persis-

tence diagrams h1 and h2, respectively. The Wasserstein distance finds a mapping γ

of the points in h1 to h2 that minimizes sum of the distances between matched points∑
(p1,p2)∈(h1,h2) ||p2 − γ(p1)||p2. Note that the diagonals of the persistence diagrams h1 and

h2 act as a reservoir of infinite persistence points that can be used for matching. So if, say,

h1 and h2 have differing numbers of persistence points, the Wasserstein distance between

them can still be computed. It is also common to use the infinity norm ||||∞ as a ground

metric, but this norm is not used in this work. The value of p provides a weighting of pairs

for the distance calculation. With p= 1, all pairwise distances are weighted equally in the

calculation. As p is increased, pairs that are further apart are given greater weight in the

calculation. In the limit p → ∞, the only pairwise distance that matters is the largest one.

This metric is referred to as the bottleneck distance. We can define the bottleneck distance

more succinctly as

dB(h1, h2)= inf
γ:h1→h2

max
(p1,p2)∈(h1,h2)

||p2 − γ(p1)||2 (2.9)

where in this case the ground metric is the L2 norm.

These metrics provide quantitative information about the difference between persis-

tence diagrams. Depending on the properties of the persistence diagrams in question, one

might choose different values for p. Say you want to compare persistence diagrams that

both have a very prominent structure but the other structures are associated with noise or

otherwise uninteresting. Then, the best metric for the job would be the bottleneck distance.

On the other hand, say you are interested in the case where the comparison between all the

points in the persistence diagrams are important, then you might consider using the Wasser-

stein distance with p=1. Finding the optimal mapping γ, in either case, is a nontrivial task.

The algorithm for computing the Wasserstein distance exactly has efficiency O(n3), where

n is the number of persistence points per diagram. Persistent homology software packages,
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like GUDHI, provide efficient functions for approximating both Wasserstein and bottleneck

distances. The details of these algorithms are beyond the scope of this work, but in many

cases these metrics can be approximated at near-linear efficiency. A simple example of a

Wasserstein distance pairing can be found in chapter 3 in Figure 3.6(b).
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CHAPTER 3

SHADOWING OF RELATIVE PERIODIC ORBITS IN THE

KURAMOTO-SIVASHINSKY EQUATION

3.1 Relative periodic orbits in spatiotemporally complex systems with continuous

symmetries

Fluid turbulence remains difficult to characterize, despite hundreds of years of scientific

study. The governing field equation of fluid turbulence, the Navier-Stokes equation, is

a strongly nonlinear partial differential equation for which analytical solutions are in-

tractable. Statistical theories of turbulence that do not rely on analytical solutions of Navier-

Stokes have thus been explored in great detail [80, 20]. While such statistical theories have

provided insights into fluid turbulence, they fail to predict many phenomena directly re-

lated to the governing equations. A particular example of such phenomena are coherent

structures, large-scale structures that recur in turbulent fluid flows [22, 81]. The existence

of such structures with regular spatial and temporal dependence that appear in turbulent

flows challenges the assumption of spatial and temporal uniformity at the core of statistical

descriptions of turbulence.

It is clear that a dynamical description of turbulence that is based on the governing fluid

flow equations is necessary, even if the equations are difficult to work with. Fortunately,

numerical methods for finding solutions to strongly nonlinear PDEs have advanced, and it

has been demonstrated that coherent structures correspond to dynamically unstable solu-

tions of Navier-Stokes with simple time-dependence that have been termed exact coherent

structures (ECS) [25]. ECS are found in a variety of turbulent fluid flow systems such as

pipe flow [27, 57], plane Couette flow [82], Taylor-Couette flow [13], channel flow [83],

and quasi-2D Kolmogorov-like flow [53, 84]. Classes of ECS include equilibria [82, 53],
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relative equilibria (or traveling waves) [83, 27], periodic orbits [84], and relative periodic

orbits [26, 13] (RPOs).

Turbulent dynamics take place on a finite-dimensional attractor in state space which

governs the temporal trajectory of flows [17, 51, 52]. Eberhard Hopf, in his 1948 pa-

per [85], envisioned turbulence as a deterministic walk through the attractor in which char-

acteristic patterns are visited. We now understand that those characteristic patterns are

ECS, embedded in state space and structuring the dynamics and statistical properties of

turbulence [53, 86]. Turbulence often “shadows” ECS, moving toward them along their

stable manifolds in state space and leaving their vicinity along unstable manifolds [53, 26,

28, 13, 31]. Shadowing events allow for short term prediction of turbulent flow and, in

the long-term, are a key dynamical event for a deterministic understanding of turbulence as

described by Hopf’s vision.

In this work, we characterize shadowing of RPOs by turbulence, which are closely

related to periodic orbits. RPOs are solutions of the governing equations that are time-

periodic up to a transformation along a direction of continuous symmetry. Equilibria are

static points in state space and periodic orbits are loops, while RPOs are tori on which fam-

ilies of symmetry-transformed related solutions reside. RPOs have been observed in both

simulations and experiments of Taylor-Couette flow [13] and simulations of pipe flow [58,

31]. In both systems, shadowing of RPOs by turbulence has been detected in simulated

data [13, 31], but it remains difficult to deal with continuous symmetries in both systems

when characterizing shadowing. In principle, turbulence could shadow any symmetry-

related copy of the RPO in state space, so it is not straightforward to compute the dis-

tance in state space between turbulence and a RPO. Krygier et al. [13] address this issue

by minimizing the distance over all possible symmetry transformations in Taylor-Couette

flow. Budanur et al. [31] reduce the continuous symmetry for the RPOs and turbulence by

first-Fourier-mode slicing, representing every symmetry-related state as a single state in a

symmetry-reduced state space in which they detect shadowing.
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We seek a simple and computationally efficient method for dealing with continuous

symmetries for detection of shadowing in the Kuramoto-Sivashinsky (KS) equation [18], a

partial differential equation with one periodic spatial dimension and one temporal dimen-

sion. This equation serves as a simple model system that mimics some of the properties of

fluid turbulence, such as spatiotemporal chaos, in a more accessible setting. Therefore, we

will refer to the chaotic evolution of KS as “turbulence” in this work. RPOs have been stud-

ied extensively in this model system [26, 28] because it has a relatively low-dimensional

inertial manifold [51, 52] while featuring a continuous translational symmetry along its

spatial dimension. It is possible to minimize the distance between turbulence and RPOs

over all symmetry transformations in KS as Krygier et al. [13] do in Taylor-Couette flow.

Even when this minimization is done cleverly, it is computationally expensive. As in pipe

flows, Budanur et al. [26, 28] reduce the continuous symmetry in KS using Fourier-mode

slicing. While this method has yields insights into the RPOs of KS, it can be difficult to

deal with discontinuities when trajectories cross the “slice border” (i.e. when the slicing

Fourier mode vanishes). Thus, we seek a symmetry-reduced representation of KS that is

suitable for detecting shadowing of RPOs by turbulence and is simple to implement and

computationally inexpensive for large data sets.

A symmetry-reduced representation of KS can be obtained using persistent homol-

ogy [39], which encodes information about the topological structure of a KS state. This

topological information is invariant to continuous symmetries such as those present in KS,

Taylor-Couette flow, and pipe flow. Time-series of data in dynamical systems can be rep-

resented in the space of persistence diagrams [47]. Moreover, the distance between persis-

tence diagrams representing states can be quantified using metrics such as the Wasserstein

distance [87]. These prerequisites allow us to detect shadowing in the space of persistence

diagrams instead of a state space that is costly to symmetry-reduce.

In this work, we detect and characterize shadowing of a catalog of RPOs by turbulence

in KS using two methods, comparing and contrasting the computation time and shadowing
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statistics yielded by both. In the first method, we minimize the distance over the continu-

ous symmetry in state space between a turbulent state and RPOs, similar to the procedure

described for Taylor-Couette flow by Krygier et al. [13]. In the second method, we com-

pute time-series of persistence diagrams for turbulent and RPO states, then compute the

Wasserstein distance between states in the space of persistence diagrams.

This article is organized as follows. In section 3.2, we describe the procedure for detect-

ing shadowing in KS in state space. In section 3.3, we describe the procedure for detecting

shadowing in the space of persistence diagrams. In section 3.4, we discuss the compu-

tational complexity of both approaches. In section 3.5, we show statistics of shadowing

events detected by both the state space and space of persistence diagrams approaches and

discuss the results. In section 3.6, we discuss shadowing of an equilibrium solution. In sec-

tion 3.7 we offer conclusing remarks.

3.2 Shadowing in state space

The KS equation in one spatial dimension is a fourth-order nonlinear partial differential

equation of a scalar field u(x, t) expressed as

ut+uxx+uxxxx+uux=0, x∈ [0, L] (3.1)

where x is the spatial coordinate, t is time, and L is the parameter that sets the width. We

consider periodic boundary conditions such that u(0, t) =u(L, t) for all t. The field u, the

parameter L and the coordinates x and t are nondimensional. In this work we consider

the case where L= 22. Due to the periodic spatial boundary conditions, the KS equation

has a continuous translational symmetry, meaning that Equation 3.1 is invariant to trans-

formations of the form u(x, t)→u(x + s̃, t) where s̃∈ [0, L] is some constant spatial shift.

Trajectories of u(x, t) in time are obtained by integrating an initial condition with an ex-

ponential time-differencing fourth-order Runge-Kutta method [88] with a time step of 0.02
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time units and grid spacing dx = L/N , where N = 32 grid points. After integrating a

trajectory of Equation 3.1, we take subsamples of every tenth time step for analysis. Thus,

for simplicity in this work we will refer to dt = 0.2.

Figure 3.1: A long time series of (a) turbulent KS often shadows exact coherent structures
such as (b) RPOs. In (a), we show a spacetime segment of a long turbulent trajectory
u2(x, t) of (Equation 3.1). In (b), we show a spacetime segment of a RPO u1(x, τ) over
two periods T = 97.3 (Table 3.1). In both spacetime blocks, we highlight two segments
that are visually similar. We seek to characterize this shadowing behavior of the RPO by
the turbulent trajectory.

A turbulent trajectory of the KS equation will traverse a turbulent attractor in a high-

dimensional state space in which exact coherent structures are embedded. Turbulence often

appear visually similar, or “close” to exact coherent structures over finite stretches of time

and appears to be influenced by them. Two prominent examples of exact coherent struc-

tures are equilibria and periodic orbits. Equilibria are static states, or single points in state

space, so turbulence can pass close to them in state space and then depart. Periodic or-

bits, however, are one-dimensional trajectories that evolve through state space in time, so

turbulent trajectories can not only pass close to regions of the periodic orbit, but they can

co-evolve alongside such an orbit before departing. Such behavior is commonly referred

to as shadowing (Figure 3.1) and we seek to characterize this behavior in Equation 3.1.

Continuous symmetries, such as the continuous translational symmetry in KS, allow for

the existence of relative equilibria and RPOs, which are families of equilibria and periodic

orbits. The members of these families are identical up to a shift in the continuous symme-

try direction. While a periodic orbit takes the form of a one-dimensional trajectory in state
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space, a RPO is a torus on which a family of trajectories evolves. RPOs in Equation 3.1 are

periodic trajectories that satisfy

u(x, τ)=u(x+ Φ, τ + T ) (3.2)

where τ is the temporal coordinate along a RPO, T is the period, and Φ is the spatial shift

of the RPO over a period. In this work, we examine 16 RPOs (Table 3.1) in the L = 22

regime that have been computed using a multi-shooting method described in Appendix

A of Budanur et al. [26]. We seek to characterize and quantify shadowing by turbulence

of RPOs, which are plentiful in Equation 3.1 even at the relatively small size L = 22

(Figure 3.1(b)).

Table 3.1: Summary of RPOs used in this study. T is the period, λ−1 is the inverse of the
largest Floquet exponent, or escape time, Φ is the total spatial shift of the RPO over one
period, and L=22 is the size of the spatial domain.

RPO T λ−1 λ−1/T Φ/L
1 32.8 53.7 1.64 0.498
2 36.0 20.5 0.569 0.179
3 47.9 19.8 0.415 0.258
4 59.9 26.8 0.447 0.247
5 69.3 11.5 0.166 0.437
6 80.5 24.2 0.301 0.171
7 81.5 6.05 0.074 0.130
8 82.4 12.0 0.145 0.137
9 83.3 6.10 0.073 0.456

10 87.9 5.66 0.064 0.218
11 88.9 8.42 0.095 0.166
12 93.1 6.21 0.067 0.215
13 94.2 8.66 0.092 0.199
14 94.2 9.63 0.102 0.159
15 96.9 13.3 0.137 0.007
16 97.3 10.8 0.111 0.38

A prerequisite to the detection of shadowing is the detection of close passes to a RPO

by turbulence. To detect close passes, some notion of distance in state space between a

turbulent trajectory and the family of trajectories that make up a RPO must be employed.
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For such a metric, it is common to employ the Euclidean norm [13, 84]

D(t, τ)= min
s̃∈[0,L]

Ds̃, (3.3)

where

Ds̃=D−1
r ||u2(x+ s̃, t)−u1(x, τ)||2 (3.4)

is the difference between two states u1 (RPO) and u2 (turbulence) at times t and τ and

s̃∈ [0, L] is a constant spatial shift. The scale factor Dr is an estimate of the attractor radius

that will be discussed shortly. Because the u1 exists on a torus in state space, we seek to

find the closest point of that entire torus to u2, thus we have to find a shift in the continuous

symmetry direction (in this case, continuous translational symmetry) that minimizes the

distance between u1 and u2. The shift that minimizes Equation 3.3 s=arg mins̃∈[0,L] Ds̃ is

found using a Fourier method described in Appendix A. (Figure 3.2).

Figure 3.2: Continuous translational symmetry must be addressed to use Equation 3.3 to
compare a time step of a turbulent trajectory (solid line) to a time step of a RPO (dashed
line). In (a), we plot the value of u for a single time step as a function of x for the turbulent
trajectory and RPO. In (b), the turbulent point is shifted in space by s, the amount that
minimizes Equation 3.3 for the turbulent point and the RPO. We find such a shift for all t
and τ to compute D(t, τ) in Equation 3.5.

In principle, the RPO could be visited by the turbulence at any point in time along its

trajectory. So, to find the closest approach to the RPO by the turbulence, we define the

metric

D1(t)= min
τ∈[0,T ]

D(t, τ) (3.5)
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to detect the closest distance between the turbulent trajectory at a given time t and any time

on the RPO τ (Figure 3.3).

Figure 3.3: Close passes of the turbulent trajectory to a RPO are detected at minima of
D1(t) (Equation 3.5), the closest distance of the turbulent trajectory u2(x, t) at t to RPO
u1(x, τ) for all τ . Shown is D1(t) for a long turbulent trajectory and RPO 16 in units of the
estimated radius of the turbulent attractor Dr. When the turbulent trajectory passes below
the threshold D = 0.4, it is considered a close pass. The minimum value of D1 for each
close pass is then checked for shadowing.

We scale D(t, τ) (and thus D1(t) as well) by an estimate of the turbulent attractor

radius Dr=〈||u2(x, t)− um(x)||2〉t, where um(x) is the mean point of the attractor and 〈〉t

denotes the average over t, to obtain a physically intuitive scale of distance in state space.

Because of the continuous translational symmetry of the turbulent trajectory, obtaining

um(x) is nontrivial. If we were to naively time-average a long turbulent trajectory, all of

the dynamics would be averaged out as the trajectory slowly drifts in space, and the result

would converge to um(x) = 0, which is not a dynamically relevant state. Instead we slice

the turbulent trajectory by its second Fourier mode, similar to the first Fourier mode slice

procedure described by Budanur et al. [26] to obtain a symmetry-reduced representation of

the turbulent trajectory u∗2(x, t). The mean state um(x)= 〈u∗2(x, t)〉t resembles a realizable

state of Equation 3.1.

We define a close pass to occur whenD1(t)≤D whereD=0.4, i.e. when the turbulence

passes closer to the RPO than 40% of Dr (Figure 3.3). This threshold was chosen by
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visual inspection of the states u2(x + s, t) and u1(x, τ) for similarity. While this method

of choosing a threshold value is subjective, it has been used successfully in prior work [59,

13]. Also, while this threshold may seem quite large relative to the attractor radius, we

note that the inertial manifold dimension M = 9 [51, 52]. Thus the volume of state space

surrounding a point in time on a RPO that is within D scales as D
M ≈ 10−4 or less than

0.01% of the attractor volume. Minima in D1(t) at tc and a corresponding τc are chosen as

close passes if they are the minimum point within a 160 time unit interval. This is done to

avoid double counting close pass events that occur very close to each other in time.

Figure 3.4: Shadowing can be detected by drawing a diagonal line in the heat map of (a)
D(t, τ) or (c)W (t, τ) through a close pass at (tc, τc) and checking thatD(tc+ts, τc+ts)≤D
(same for W ) for some interval of ts that is longer than tcorr. In (a) and (c), the dashed
circle highlights the time of the close pass (tc, τc). For comparison to (a), we show in (b)
the auto-recurrence of the RPO, i.e. the heat map of D(τ, τ) comparing the RPO u1(x, τ)
with itself. In (d), we denote D(tc+ ts, τc+ ts) (dotted line) and W (tc+ ts, τc+ ts) (dashed
line) as Ddiag and Wdiag, respectively. The solid horizontal line is the threshold distance
D = W = 0.4. The shadowing event depicted corresponds to highlighted portions of the
turbulent trajectory and the RPO in Figure 3.1.

Once we have detected a close pass in D1(t) at points in time tc and τc, we search

for shadowing in the form of a diagonal line running through the heat map D(tc, τc)
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parametrized by shadowing time ts, such that D(tc + ts, τc + ts)≤D for all ts ∈ [Sa, Sb]

(Figure 3.4(b) and (d)). Sa ≤ 0 is the length of time before the close pass where there is

shadowing and Sb≥ 0 is the length of time after the close pass where there is shadowing,

thus the total time of a shadowing event Ts = Sb−Sa. We require that shadowing events

have length of Ts ≥ tcorr = 8.64, where tcorr is the correlation time, to ensure that the

turbulence and RPO are co-evolving. tcorr is defined as the value of t′ when the temporal

auto-correlation function

C(t′)=
〈u2(x, t) · u2(x, t+ t′)〉t
〈u2(x, t) · u2(x, t)〉t

(3.6)

first drops below 1/e. tcorr measures how long it takes the turbulent trajectory to signifi-

cantly change.

The shift s that minimizes D(t, τ) can change throughout a potential shadowing event

due to the continuous translational symmetry. To avoid detection of spurious shadowing

events in which s changes abruptly, we require that

|s(ts)−s(ts−dt)|≤dx (3.7)

throughout a shadowing event when using D(t, τ) as the metric. If a close pass is detected,

but s(ts) violates this condition, shifts s̃ that satisfy Equation 3.7 are tested and accepted

if the distance between the turbulence shifted by s̃ and the RPO is below D, i.e. if the

condition D−1
r ||u2(x+ s̃, tc + ts)−u1(x, τc + ts)||2≤D and Ts ≥ tcorr is met.

To smooth out fluctuations at small time scales over the course of a shadowing event,

we average the metric D(t, τ) over diagonals in t and τ . Specifically, we take

Dw(t, τ)=
dt

w

w−dt∑
t′=0,dt,2dt,...

D(t+ t′, τ + t′) (3.8)

where Dw is the average of D over diagonals of length w and the time step dt=0.2. In this
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work, we consider the cases w= dt (no averaging) and w= 20dt= 4.0. From here on, D

will refer to the averaged D4.0 unless otherwise specified.

3.3 Shadowing in the space of persistence diagrams

The Euclidean norm applied in state space is a common metric for determining the distance

between two states, however we present here an alternative method that employs persistent

homology, an extension of computational homology. Both computational homology and

persistent homology identify unique topological structures in a data set, however persistent

homology also provides a natural organization of those structures according to their promi-

nence into a “persistence diagram”. Persistence diagrams present a symmetry-reduced

alternative to the state space representation for the KS system in which a family of trajecto-

ries that make up a RPO are collapsed to a single trajectory. This representation simplifies

the detection of close passes of turbulence to RPOs. Just as the distance between two states

in state space can be computed using Equation 3.3, the distance between two states in the

space of persistence diagrams can be computed using a family of metrics known as the

Wasserstein distance. In this section, we will describe how close passes, and subsequently

shadowing, can be detected in the space of persistence diagrams in much the same way as

the traditional method described in section 3.2.

States of Equation 3.1, such as those shown in Figure 3.1, can be projected into the

space of persistence diagrams by filtering the points in the field u(x, t) into a binary set,

with one set constituting a surface to be analyzed and the other set representing empty

space. We filter the state based on a threshold value A. Considering a single time step

of KS u(x), in “sublevel filtering”, all points of x ∈ [0, L] that satisfy u(x) ≤ A are

considered members of the surface and all others are considered empty. Figure 3.5(a)

shows a cartoon example of a periodic function u(x) sublevel filtered at four different

thresholds A1, A2, A3, and A4. In Figure 3.5(b), the corresponding filterings are shown

for each filtering threshold. We also consider “superlevel filtering”, though it is not shown
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Figure 3.5: States of Equation 3.1, such as the cartoon in (a) can be represented by persis-
tent homology, which is invariant to the continuous translational symmetry. In (a), there is
a cartoon of a KS trajectory u(x) (solid curve) that is periodic in x and filtering thresholds
A1 =−1.76, A2 =−0.37, A3 = 0.37, and A4 = 1.76 (dotted lines). In (b) we show binary
sublevel filterings of u(x) corresponding to each A. Values of x that satisfy u(x)≤Ai with
i = 1, 2, 3, 4 are plotted as black components in each row from bottom to top, while values
of x that do not satisfy this condition are plotted as white. Homology then detects and
quantifies the distinct connected components of these surfaces. At the threshold A1 there is
one distinct connected component. At A2 a second has been born. At A3, the two distinct
connect components have merged into one, so one of the components has died. At A4, all
points of u(x) lie under threshold and there remains one distinct connected component that
will remain for all greater threshold values. (c) shows the persistence diagram for u(x)
in (a) in which each component is plotted at the location of its birth (ub) and death (ud)
thresholds. Both distinct connected components of u(x) that appear in (b) are plotted at
their birth thresholds A1 and A2. The component that was born at A2 dies at A3, where it is
plotted. The component born at A1 does not die at any threshold value so its death thresh-
old ud is plotted at infinity. In further analysis, we throw out this “infinite” persistence
point. We have used an artificial periodic function u(x) in this figure for demonstration
purposes because states of Equation 3.1 often feature minima and maxima at very similar
values (see Figure 3.2).

in Figure 3.2, in which all points that satisfy u(x, t) ≥ A are considered members of the

surface and all others are considered empty. We can then detect the number of distinct

connected components of these filterings using 1-dimensional computational homology. A

distinct connected component is born at A1 and A2 and one of those components dies at

A3 when the two distinct connected components merge. A4 is the maximum of u(x), so

every value of u(x) now makes up one distinct connected component that will not die at

any value higher than A4, so it is said to die at infinity. The birth and death thresholds of

these distinct connected components are plotted in persistence diagrams (Figure 3.5(c)).
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We use a cartoon state u(x) for the purpose of clarity in Figure 3.5 because real states

of Equation 3.1 often feature minima and maxima at very similar values (see Figure 3.2).

That being said, the persistence diagrams still accurately capture the topological structure

of real states. Note that the number of distinct connected components yielded by a given

filtering threshold is invariant to spatial shifts s like the one in Figure 3.2(a), therefore

the persistence diagrams are invariant to such shifts. All possible spatial shifts along the

continuous symmetry direction are represented as a single point in the space of persistence

diagrams.

Figure 3.6: During shadowing events, the turbulence and RPO co-evolve through the space
of persistence diagrams and the difference between their persistence diagrams can be quan-
tified by W (t, τ). In (a), the persistence points of both the turbulence (circles) and the RPO
(squares) are represented in both the sublevel (above the diagonal) and superlevel (below
the diagonal) filterings for multiple time steps during the shadowing event in Figure 3.1.
Each time step shown is coded by gray scale intensity such that trajectory and RPO points
that are the same intensity occur at the same time step of the shadowing event ts. In (b),
persistence points that are paired by the mapping γ to compute the Wasserstein distance
W (t, τ) in (Equation 3.9) are connected with dotted lines.

During shadowing events, turbulence and RPOs exhibit close passes and co-evolution

in the space of persistence diagrams in addition to state space (Figure 3.6(a)). Thus, we

seek to quantify shadowing in the space of persistence diagrams using a metric similar to

D. The RPO u1(x, τ) and turbulence u2(x, t) of Equation 3.1 can be represented as per-

sistence diagrams that reduce the continuous translational symmetry and then compared at

every t and τ . We will refer to these persistence diagrams as h1(x, τ) and h2(x, t), respec-

tively. These persistence diagrams include both sublevel and superlevel filtered persistence
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points. We can detect close passes between h1(x, τ) and h2(x, t) in the space of persistence

diagrams in a similar way to how we detect close passes in state space. We first require a

metric that is analogous to D(t, τ) that quantifies a distance between h1(x, τ) and h2(x, t).

We use the degree-1 Wasserstein distance with a L2 norm ground metric given by

W (t, τ)=Wr
−1 inf

γ:h1(x,τ)→h2(x,t)

∑
(p1,p2)∈(h1,h2)

||p2 − γ(p1)||2 (3.9)

where γ is a one-to-one mapping of persistence points p1 in h1 to persistence points p2 in

h2 and Wr is the estimate of the attractor radius in the Wasserstein metric. The mapping γ

that minimizes the sum in Equation 3.9 is used for W (t, τ). γ cannot match sublevel points

to superlevel points. An example of how the optimal γ would pair points in two persistence

diagrams to minimize the sum of distances between points is shown in Figure 3.6(b). It is

possible that h1 and h2 might have a different number of off-diagonal points. In that case,

any leftover points are paired with the diagonal, which acts as a reservoir of persistence

points. The estimate of the attractor radius Wr is given by

Wr=〈 inf
γ:h1(x)→h2(x,t)

∑
(p1,p2)∈(h1,h2)

||p2 − γ(p1)||2〉t (3.10)

where h1(x) is the persistence diagram of the estimate of the attractor’s mean point um(x)

discussed in the Section section 3.2 and h2(x, t) is the persistence diagram of the turbulent

trajectory at t. WhenD andW are expressed in units of the attractor radius in the respective

metric, the close pass threshold W =D = 0.4 in both cases. Similar to D1(t), we define

W1(t)= min
τ∈[0,T ]

W (t, τ) (3.11)

to detect close passes of the turbulence to a RPO in the Wasserstein metric. Once close

passes are detected in W1(t) we detect shadowing events using a similar method to the one

described for D(t, τ) (Figure 3.4(c) and (d)). We also consider diagonally averaged W4.0
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and W0.2 (the latter case being no averaging) just as we do with D. Identically to that case,

W denotes W4.0 unless otherwise specified. The only difference between the computation

of shadowing in D and W is that in W there is no need to check that the relative shift s

between the RPO and the turbulence is changing slowly because the space of persistence

diagrams are invariant to such shifts. The same shadowing event shown in Figure 3.4(a)

is detected in W in Figure 3.4(c) and the distance in D and W along the diagonal are

compared in Figure 3.4(d).

To compare the shadowing events detected by D and W , we are interested in the con-

ditional probability of shadowing in W given D P (W |D), i.e. the probability that a shad-

owing event is detected in W when a shadowing event is detected in D, and the opposite

case P (D|W ). To compute, for example, P (W |D), we first find shadowing events in D

throughout a long turbulent time series (104 time units). Then, for a given shadowing event

in D centered around close pass (tc, τc) we check if there is a valid shadowing event that

runs through the same (tc, τc) in W . However, we allow that the corresponding shadowing

event in W could begin within tcorr of (tc, τc). P (W |D) is thus the percentage of shadow-

ing events in D that yield a corresponding event in W according to these criteria.

3.4 Benchmarking

To assess the operational advantages and disadvantages of the persistence space shadowing

detection over the minimization method, the time to compute D and W is benchmarked

on the same machine and programming environment. In this section, the theoretical com-

putational complexity of both approaches are discussed and the results of a benchmarking

analysis are presented. It is demonstrated that for larger data sets of the size needed to

gather meaningful shadowing statistics, W takes less time to compute than D.

The computational cost of detecting shadowing events is dominated by the computation

the distances between every time step of a RPO of length m and a turbulent trajectory of

length n. Thus, we compare the complexity of computing D and W . When calculating
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D, the spatial shifts s that minimize Equation 3.3 must be found and then the Euclidean

distance between the shifted trajectory and the RPO must be found. Via the Fourier method,

finding all needed spatial shifts has complexity Θ(mnN logN), where N is the number of

spatial points of the RPO and trajectory. Performing all needed computations of Euclidean

distance after shifting appropriately has complexity Θ(mnN). So, the time it takes to find

the optimal spatial shift dominates the complexity of D.

In contrast, finding W (t, τ) does not involve finding any spatial shifts, but incurs a cost

in computing persistence points, and requires a potentially more costly distance calcula-

tion. In the worst case finding the persistence diagram for N data points has complexity

Θ(N3). However, near-linear performance is common and we observed near-linear perfor-

mance as well when varying the number of grid points for the trajectories. So, the average

complexity of calculating all needed persistence diagrams is Θ((m + n)N). Next, finding

the Wasserstein distance between two persistence diagrams has complexity Θ(P 3), where

P is the total number of persistence points. P is dependent on the spacing and magnitude

of the extrema of the RPO and chaotic trajectory: more complicated flows will have per-

sistence diagrams with more points. But, it is also true that more complicated flows will

have more spatial points (increased N ), increasing the complexity of the computation of

D. Persistence diagrams we obtained generally did not have many points, so on average

the complexity to find all needed Wasserstein distances, Θ(mnP 3), did not grow as rapidly

as the cubic term might suggest. In practice for larger trajectories, it was faster to com-

pute W (t, τ) than D(t, τ) (Figure 3.7). When computing D and W for a long turbulent

trajectory (about 10−4 time units) and a single RPO, the computation of D takes an order

of magnitude longer than W (Figure 3.7).

3.5 Statistics of relative periodic orbit shadowing

When examining shadowing of a long time series (104 time units) of turbulence to a single

RPO, such as RPO 14 in Figure 3.9, dozens of shadowing events are detected, and the
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Figure 3.7: The computation of the heat map of W (t, τ) (closed circles) is faster than
D(t, τ) (open squares) for large data sets of the size needed to detect multiple shadowing
events over a long turbulent trajectory. Here, the time in seconds it takes to compute bothD
andW for a full RPO and a varying length of time of turbulence is shown. The computation
time forW includes the time it takes to generate the persistence diagrams for the turbulence
and RPO.

lengths of shadowing events Ts can vary over a wide range. The mean shadowing time

〈Ts〉t/T is positively correlated with the time associated with the largest unstable Floquet

exponent λ−1/T (Figure 3.8). In other words, RPOs that are more linearly stable have

longer shadowing events as a portion of their period, on average. This occurs despite

the fact that shadowing occurs well away from the regime where linear stability can be

assumed. 〈Ts〉t/T increases linearly with λ−1/T for this set of RPOs (Table 3.1) in the case

ofD andW (Figure 3.8). ForW , 〈Ts〉t/T tends to be slightly larger than forD. Most RPOs

in the set are clustered together with small values of 〈Ts〉t/T and λ−1/T in Figure 3.8.

These tend to be RPOs with longer periods and similar statistics of shadowing events. RPO

14 was chosen as a representative of this cluster in Figure 3.9. We can see that the length

of shadowing events of RPO 14 fall off at the rate of the largest unstable Floquet exponent

λ. The shadowing event lengths detected by W (Figure 3.9(b)) tend to be longer than those

detected by D (Figure 3.9(a)). RPOs with λ−1/T ≥ 0.4 have longer Ts that sometimes

exceed a period of the RPO.

The probability that a given time step t of turbulence is shadowing a given RPO P (S)
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Figure 3.8: The mean time of all shadowing events 〈Ts〉t/T for a RPO and the inverse of
the largest Floquet exponent λ−1/T are positively correlated for shadowing events in D
(open squares) and W (closed circles). Each point in the scatter plot represents a RPO. A
dotted line fit to the points in D and W is shown for reference.

is shown in Figure 3.10 for D4.0, D0.2, W4.0, and W0.2. P (W4.0) far exceeds P (W0.2) for

all RPOs, but there is no such difference between P (D4.0) and P (D0.2). Additionally,

P (W4.0), P (D4.0), and P (D0.2) are comparable for all RPOs. By those metrics, between

10% and 20% of the time, the turbulent trajectory is shadowing a given RPO.

The averaged metric W4.0 detect shadowing for a higher portion of the turbulent tra-

jectory than the non-averaged metric W0.2 (Figure 3.10). However, D4.0 and D0.2 detect

shadowing for a similar portion of the turbulent trajectory (Figure 3.10). The averaged

metrics D4.0 and W4.0 indicate shadowing for a similar portion of time. Note that a turbu-

lent trajectory can shadow multiple RPOs at the same time. When averaging in time is done

(i.e. w=4.0), D and W detect shadowing events at similar times very often (Figure 3.11).

The outlier point near the middle of the figure is RPO 2. The mean value of P (W |D)

in Figure 3.11 is 0.95 and the mean value of P (D|W ) is 0.82.

While metrics D and W similarly quantify shadowing behavior in KS, W offer a major

operational advantage. Specifically, W is invariant to the continuous translational symme-

try of Equation 3.1 and thus computes more quickly than D. Our benchmarking calcula-

tions (Figure 3.7) indicate that computation of W (t, τ) is 4 times faster for a given RPO

47



Figure 3.9: Cumulative histograms of shadowing events detected in (a) D and (b) W show
that shadowing time falls off at an exponential rate similar to λ determined by sample
RPO’s largest unstable Floquet exponent and that shadowing events in W are often longer
than D. Shown are histograms of shadowing events of RPO 14 binned by the duration of
shadowing (solid lines). We also show cumulative exponential functions 1 − eλ(Ts−minTs)

(dashed lines) for reference.

when computing for a long time series of turbulence (104 time units). This computational

advantage comes from the speed of the Wasserstein distance calculation compared to the

speed of computation of the norm of the difference between a shifted turbulent trajectory

time step and RPO. Finding the shift that minimizes D(t, τ) for each t and τ is computa-

tionally expensive. However, the computation of W (t, τ) simply requires the (continuous

translational symmetry-invariant) persistence diagrams at the times t and τ , which can be

computed beforehand.

D and W quantify similar statistics for shadowing events. Figure 3.8 shows the mean

shadowing time 〈Ts〉t/T of the turbulence to each RPO in Table 3.1 compared to their

escape time λ−1/T . In both the D and W metrics, 〈Ts〉t/T is positively correlated with

λ−1/T . The escape time λ−1/T of each RPO is the inverse of the largest unstable Flo-

quet exponent, which quantifies how much a trajectory that is slightly perturbed from the

RPO will diverge from it after one period T . RPOs with larger λ−1/T are less linearly

unstable than RPOs with smaller λ−1/T . It is notable that 〈Ts〉t/T is positively correlated
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Figure 3.10: D andW metrics detect shadowing at similar rates across multiple RPOs when
averaged over a window of tw=4.0. Here we show the probability that there is shadowing
P (S) of given RPO at any t of the turbulent trajectory for D4.0(t, τ) (white bars) D0.2(t, τ)
(light gray bars), W4.0(t, τ) (dark gray bars), and W0.2(t, τ) (black bars). P (W0.2) is much
lower than P (W4.0) for all RPOs, while P (D0.2) and P (D4.0) are similar to each other and
P (W4.0).

with λ−1/T because shadowing is commonly detected well outside of the “linear regime”,

i.e. the region around the RPO in state space where the dynamics are governed by its linear

manifold. Where solutions are governed by the linear manifold, we expect turbulence to

approach the RPO exponentially along a stable direction of the manifold before leaving

exponentially along an unstable direction of the manifold. In shadowing events that are

detected, we rarely observe this linear behavior. Instead, we observe shadowing that is

nonlinear in nature which we would not, in principle, expect to have any relationship to

λ−1/T . We also observe in Figure 3.8 that, for most RPOs, 〈Ts〉t/T is on average larger for

W than forD. This could occur because turbulence tends to approach or leave a shadowing

event for a short time along a direction of state space to which the space of persistence dia-

grams is invariant. This difference would be quantified by D but not W . There is a cluster

of RPOs in the zoomed inset of Figure 3.8 that have relatively low λ−1/T and 〈Ts〉t/T and

high T . These RPOs rarely show shadowing events longer than half a period (Figure 3.9).

There is another subset with λ−1/T ≥ 0.4 and low T which sometimes show shadowing

events longer than an entire period (Figure 3.8).

Figure 3.10 demonstrates the large effect of temporal averaging along the diagonal

(Equation 3.8) on the probability of detecting shadowing inW (P (W )), while the averaging

49



Figure 3.11: D and W detect shadowing at similar times when w= 4.0. P (W |D) repre-
sents the probability that shadowing will be detected in W at a given tc and τc given that
shadowing has been detected in D, and vice versa.

has little effect on P (D). We believe that averaging has a large effect on W because of

the amount of information that is removed when representing a KS state in the space of

persistence diagrams. For a given state u(x, t), there tend to be only two to four persistence

points across both sublevel and superlevel persistence diagrams, resulting in relatively low-

dimensional dynamics (Figure 3.6). Averaging in time allows temporal information to

feature more prominently in theW metric. This is less of an issue inD because the full state

u(x, t) is used for analysis at a given t. However, for the sake of comparison ofD andW in

this work we have applied the same averaging scheme (Equation 3.8 with w = 4.0) to both

metrics. We chose the value w = 4.0 by trial and error because it produces good agreement

between the shadowing events detected in D and W (Figure 3.11). This value is consistent

with other work on the subject of delay embedding which found that averaging can be

done over times on the order of the correlation time (tcorr = 8.6 in our case) to capture the

dynamics of trajectories through a turbulent attractor [89]. Figure 3.11 demonstratesD and

W detect similar shadowing events when averaging is done with w=4.0. The outlier seen

in Figure 3.11 corresponds to RPO 2, which has a relatively small period.
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Given the relatively large size of P (S) shown in Figure 3.10, one might notice that it

is possible, even common, for turbulence to shadow multiple RPOs at once. At any point

in time on the turbulent trajectory, between 2 and 3 RPOs are being shadowed, on average.

It is common for many RPOs to exist in state space near relative equilibria. Such regions

tend to be dense with RPOs moving in a similar direction in the neighborhood of equilibria.

Thus, when turbulence is shadowing a RPO in such regions, it tends to shadow multiple

RPOs simultaneously. When turbulent trajectories approach an equilibrium, their evolution

through state space tends to slow. Accordingly, we observe in our data set that the rate of

evolution of turbulence through state space is negatively correlated with the number of

RPOs being shadowed at that time. This will be discussed further in section 3.6.

The fact that the persistence space metric W can quantify similar shadowing events

to D while maintaining a computational advantage in KS demonstrates its utility. We

anticipate that it will maintain its advantage in higher dimensional systems with continuous

symmetries due to its scaling with the complexity of the patterns involved, not the total

number of grid points that make up the data set.

3.6 Shadowing of equilibrium

There are certain regions of state space that are visited often by turbulence and RPOs. Of-

ten, there is a particularly dynamically relevant ECS in this area structuring the dynamics.

Many of the RPOs in our set are visited simultaneously by turbulence in an area of state

space in which an unstable equilibrium solution resides. This equilibrium is dominated

by the second Fourier mode (this solution, E2 is plotted in Figure 3(b) of Cvitanovic et

al. [60]). In this section, I will discuss the relationship between shadowing of RPOs and

close passes to this equilibrium solution.

In Figure 3.10, it is demonstrated that every RPO in the analysis set is shadowed for

between 10%-20% of the turbulent trajectory’s duration. Given that there are 16 RPOs in

the set, it is clear that multiple RPOs must be shadowed at once for at least some portion
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Figure 3.12: Cumulative distribution function fs of the number of RPOs being shadowed
simultaneously ns shows that it is common for RPOs to be shadowed simultaneously. A
time step t of the turbulent trajectory is counted in a given ns bin if the number of RPOs
being shadowed in the metric D at t is less than or equal to ns.

of the turbulent trajectory. Figure 3.12 shows this is indeed the case. About 50% of the

duration of the turbulent trajectory, two or more RPOs are being shadowed (ns≥2) simul-

taneously while about 25% of the time, no RPOs are being shadowed at all (ns=0). There

are instances where up to 11 RPOs are being shadowed simultaneously (ns = 11). From

this, we conclude that there are some regions of state space in which the RPOs, or at least

portions of those RPOs, are densely packed.

Figure 3.13: The average state space speed 〈v(t)〉t is slower when more RPOs are being
shadowed ns.

When the turbulent trajectory is in the densely packed region of state space, its rate of
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evolution slows down (Figure 3.13) and it is close to E2 on average. The state space speed

of the turbulent trajectory at time t is defined as

v(t)=
||u(t+ dt)− u(t)||2

dt
, (3.12)

where dt= 0.2 is the time step. This metric quantifies the rate at which the turbulent state

is changing at a given time. Figure 3.13 shows that the average state space speed 〈v(t)〉t is

negatively correlated with ns. The distance to the equilibrium solution E2 in the D metric

can be defined as

DE2(t)= min
s̃∈[0,L]

D−1
r ||u2(x+ s̃, t)−E2(x)||2, (3.13)

which is similar to Equation 3.3. Dr is the estimate of the attractor radius given in sec-

tion 3.2 and s̃ are possible shifts that minimize the distance between the turbulence at a

given time u2(x, t) and E2(x). The average distance to the equilibrium 〈DE2(t)〉t is nega-

tively correlated to ns (Figure 3.14).

Figure 3.14: The average distance of the turbulent trajectory to the equilibrium 〈DE2(t)〉t is
lower when there are more RPOs being shadowed ns. When ns=10 and ns=11, 〈DE2(t)〉t
is below D, and is considered “close”, on average.

It is typical for turbulent trajectories, as they approach an unstable equilibrium, to “slow

down”, i.e. change at a slower rate. The negative correlation of both 〈v(t)〉t and 〈DE2(t)〉t

to ns is thus expected. Taken together, these metrics demonstrate that a region of state space
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consists of an unstable equilibrium and many RPOs pass close to this equilibrium. When a

turbulent trajectory is in this region of state space, its evolution slows down as it shadows

multiple RPOs passing through the region and passes close to the unstable equilibrium.

3.7 Summary of persistence space shadowing detection and next steps

We offered statistics of shadowing events in both state space and the space of persistence

diagrams. We have found that the mean shadowing time is positively correlated to the

linear stability of the RPOs, which is not expected in principle because turbulence shadows

RPOs well away from the neighborhood where the linear manifold dominates the dynamics.

We also found that shadowing of this set of RPOs is very frequent. For a given RPO

in the set, turbulence shadows it almost 20% of the time, on average. The ubiquity of

shadowing in KS, even outside of regions in state space where linear behavior is dominant,

provides supporting evidence of Hopf’s vision of turbulence as a deterministic walk among

characteristic patterns in state space.

In this work, we sought to determine if shadowing of RPOs in KS could be detected in

the space of persistence diagrams that is invariant to the system’s continuous translational

symmetry. We also sought to determine if such detection was more computationally effi-

cient than detection of shadowing in state space. We answer both of these questions in the

affirmative. We show that the vast majority of shadowing events that are detected in state

space can be detected with similar statistics in the space of persistence diagrams, and vice

versa. We demonstrated that the computation in the space of persistence diagrams is faster

for large data sets of the size needed to gather statistics of shadowing events. We anticipate

that the ability to detect shadowing of ECS in the space of persistence diagrams is not par-

ticular to the KS equation and that this method generalizes to higher dimensional systems.

In particular, we anticipate that detection of shadowing systems with continuous symme-

tries, such as laboratory experiments like Taylor-Couette flow and pipe flow, will see gains

in computational efficiency and operational simplicity using persistent homology.
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CHAPTER 4

QUANTIFYING PLUME STATISTICS IN RAYLEIGH-BÉNARD CONVECTION

4.1 Connecting plumes to dynamics in Rayleigh-Bénard convection experiments and

simulations

Complex spatiotemporal behavior is omnipresent in nature, so it is helpful to focus on rel-

atively simple paradigm problems to gain insights into such behavior [1]. Spatiotemporal

complexity occurs in biological [2, 90], chemical [91], optical [4] and a variety of fluid

systems [5, 6, 8], but in this work we focus on spatiotemporal complexity in convective

phenomena. Convection is important in many physical systems that feature a temperature

gradient in a fluid, such as the internal structure of stars and planets, the atmosphere, and

large bodies of water like the oceans [92, 93]. Because of the complexity of natural convec-

tive phenomena, many scientists study select paradigm problems, such as Rayleigh-Bénard

convection (RBC) [32, 33], that are relatively simple to describe but still display features

of interest. However, RBC can exhibit fully turbulent behavior which can be difficult to

analyze [94]. Thus, we focus on spiral defect chaos (SDC), a spatiotemporally complex,

moderate Rayleigh number (Ra ∼4×103) regime in which a time-evolving pattern of con-

vection rolls pinch-off, merge, and form topological defects [62]. The Rayleigh-Bénard

problem in SDC is amenable to study in both high-resolution experiments and realistic

numerical simulations [11, 14].

Even in paradigm problems such as RBC undergoing SDC, it remains challenging to

connect simulations and experiments. Theoretical descriptions, such as the Boussinesq

equations in RBC [14], provide fundamental insights into the physics of convective phe-

nomena. Numerical simulations of the Boussinesq equations allow for the computation of

physical quantities that are often inaccessible to experiments because they provide a com-
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plete physical description of the flow field [95, 77, 96, 97]. Experiments can be connected

to simulations by comparing observable features that are common to both settings. Many

analytical tools have been developed that quantify observable features in SDC, such as

computations of the local wave number [34], local wave directors [71], the fractal dimen-

sion [76], the Karhunen-Loève dimension [98, 35], and other quantities of interest [68].

However, when descriptions are approximate, like in the case of the Boussinesq equa-

tions, their numerical simulations can produce observable features that differ from those

of experiments because they are not capturing key experimental behaviors [99, 100]. The

Boussinesq equations are based on the assumption temperature-independent fluid parame-

ters, which we do not expect to be satisfied in our experiments. Also, numerical simulations

require imposed temperature boundary conditions at the fluid layer that may not match ex-

periments. We seek to overcome these difficulties and develop a class of descriptions that

capture key experimental behaviors and produce observable features that are similar to ex-

periments.

Persistent homology is a novel tool of topological data analysis that can be used to

quantify observable features in both simulations and experiments [39]. Topological struc-

tures, such as those detected by computational homology [37], observed in convection

roll patterns of SDC simulations and experiments have provided insights into convective

phenomena [45, 46]. Computational homology can detect and quantify basic topological

structures in convection roll patterns, however persistent homology also provides a natural

organization to those structures based on their prominence [47, 36]. This allows persistent

homology to differentiate between distinct observable features in convection roll patterns.

Plumes, which can be detected by persistent homology, are a notable feature of convec-

tive flows with direct connections to dynamics that drive spatiotemporally complex behav-

ior. They are spatially-localized regions of rising fluid that are hotter than the surrounding

fluid, or spatially-localized regions of falling fluid that are cooler than the surrounding fluid.

In turbulent RBC (Ra& 104), the regime in which plumes are mostly studied, they appear
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as mushroom-like shapes when imaged from the side [101, 102] and have a sheet-like form

when viewed from above [103, 104]. When viewed from above in SDC, both cold and hot

plumes appear as small circles at the center of an emerging target pattern. Plumes play

a significant role in driving large-scale flow in turbulent RBC [94, 105, 106], and recent

research by Levanger et al. [36] has demonstrated their connection to the leading Lyapunov

vector in SDC. The leading Lyapunov vector is the eigenvector partner of the largest Lya-

punov exponent and thus indicates the direction in state space of most rapid growth for

a perturbation. Lyapunov exponents quantify the linear stability of dynamical trajectories

and have been studied extensively in model chaotic systems [73, 23, 78, 95]. Perturba-

tions grow rapidly in spatial regions of high Lyapunov vector magnitude, so such regions

may have a significant impact on the evolution of the overall pattern dynamics in convec-

tion simulations [77]. Levanger et al. [36] used persistent homology to identify plumes as

emerging targets (see Fig. 8 of [36]) located in spatial regions of Boussinesq simulations

where the leading Lyapunov vector magnitude at a given time was significant on average.

Our long-term vision is to use plumes as an indicator of dynamical activity in exper-

iments, where the leading Lyapunov vector is inaccessible. We take the first step toward

achieving this vision in this work by using plume statistics collected by persistent homol-

ogy to assess whether observable behaviors of plumes in experiments are quantitatively

captured by a Boussinesq description with spatially uniform time-independent temperature

boundary conditions. We identify that this description produces plume statistics that are

significantly different from experiments because it does not accurately describe the ther-

mal boundary conditions of the fluid layer and ignores deviations from the Boussinesq

approximation that are significant in our experiments. We conduct numerical simulations

of a Boussinesq description with radially-varying time-independent temperature boundary

conditions that more closely matches experimental measurements.

This chapter is structured as follows. In section 4.2, we discuss RBC, the Boussinesq

equations, the relevant parameters that characterize the dynamics of our experiments and
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simulations, procedures of how experiments and simulations were conducted, and how

convection roll patterns were prepared for analysis. In section 4.3, computational homol-

ogy (subsection 4.3.1) and persistent homology (subsection 4.3.2) are introduced and we

describe how they were used to collect plume statistics in experiments and simulations

(subsection 4.3.3). In section 4.4, a conduction model of the experimental cell geometry

that yields radially-varying time-independent temperature boundary conditions for use in

Boussinesq simulations is described and details of specific simulations are given. In sec-

tion 4.5, plume statistics of various simulations are compared and contrasted to experiments

at similar parameter values and these results are discussed. In section 4.6, we offer con-

cluding remarks.

4.2 Rayleigh-Bénard convection experiments and simulations

RBC is the buoyancy-driven flow of a fluid between two horizontal plates [1]. The bottom

plate is heated relative to the top plate. When the temperature difference between the plates

is large enough, convective flow occurs. For a Boussinesq fluid, RBC is described by the

nondimensional equations

Pr−1

(
∂u

∂t
+ u · ∇u

)
= −∇p+∇2u + RaT ẑ (4.1)

∂T

∂t
+ u · ∇T = ∇2T (4.2)

∇ · u = 0 (4.3)

which represent conservation of momentum, energy, and mass for an incompressible fluid,

respectively. In these non-dimensional equations, u = u(x, y, z, t) is the velocity field,

p = p(x, y, z, t) is the pressure field, and T = T (x, y, z, t) is the temperature field where

t is time, x and y are the lateral spatial coordinates, and z is the spatial coordinate op-

posing the direction of gravity. The strength of the thermal driving is quantified by the

Rayleigh number Ra = βg∆Td3

νκ
where β is the thermal expansion coefficient, g is accel-
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eration due to gravity, ∆T is the temperature difference between the heating and cooling

heat baths, d is the separation between the bottom and top plate, or depth, ν is the kine-

matic viscosity, and κ is the thermal diffusivity. The Prandtl number is given by Pr = ν
κ

.

Equation 4.1-Equation 4.3 are nondimensionalized using d as the length scale, ∆T as the

temperature scale, and the vertical diffusion time for heat tv = d2/κ as the time scale. In

the case where the temperatures at the interfaces between the convecting fluid and the bot-

tom and top plates are constant and spatially uniform this yields T (x, y, z = 0, t) = 1 and

T (x, y, z=1, t)=0. Equation 4.1-Equation 4.3 are an approximation that assumes the fluid

properties contained in Ra and Pr are constant and do not depend on the temperature ex-

cept for a buoyancy term in the momentum equation, Equation 4.1, where the temperature

dependence of the density is included as RaT ẑ.

Physically, tv corresponds to the time it takes for heat to diffuse from the bottom of

the cell to the top and serves as an intuitive time scale for analyzing convection. We will

also find it useful to refer to the horizontal diffusion time for heat which is defined as

th = Γ2tv = r2
0/κ where r0 is the radius of the cylindrical convection domain whose axis

ẑ is opposite to the direction of gravity. The aspect ratio Γ = r0
d

describes the domain’s

lateral extent relative to d. th quantifies how long in time it takes for heat to diffuse from

the center of the domain to a lateral sidewall and serves as a good time scale for estimating

the duration of time required for initial transients to decay significantly.

In the laterally infinite case with time-independent temperature boundary conditions

at the bottom and top plates, the onset of convective flow occurs at the critical Rayleigh

number Ra≈ 1708 [63]. As Ra is increased well past onset, the convection rolls become

unstable and move relative to each other, allowing topological defects to form where rolls

combine and new rolls are formed. At sufficient Ra, the flow will be in the regime of

SDC, a spatiotemporally chaotic state that consists of convection roll stripes composing a

time-evolving pattern of topological defects (Figure 4.1) [62, 107]. We perform convection

simulations and experiments in this SDC regime, with parameter values of tv ≈ 2 s, Pr =
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0.84, Γ≈ 20, and 3500≤ Ra≤ 4800 (Table 4.1 and Table 4.3). Below, we describe how

simulations are performed, discuss experimental procedures, and detail how images from

both experiments and simulations are prepared for analysis.

��� ���

x

y

z

Figure 4.1: RBC produces spatiotemporally complex convection roll patterns in SDC that
are difficult to characterize. (a) A processed shadowgraph image from experiment at
Ra = 4000 (Table 4.1) with aspect ratio Γ = 19.6. (b) The mid-depth temperature field
T (x, y, z = 1/2) from numerical simulation of Equation 4.1-Equation 4.3 with spatially
uniform temperature boundary conditions at Ra=4000 with aspect ratio Γ=20 (Table 4.3).
Dark regions represent hot upflows and bright regions represent cool downflows. A single
two-dimensional image in the x-y plane is analyzed at each time step for both experiments
and simulations. The z-axis, displayed on the right, points out of the page, opposite of
gravity.

We numerically integrate Equation 4.1-Equation 4.3 using a parallel spectral element

approach [108, 109] that has been used extensively to study open questions regarding fluid

convection. We use the no-slip velocity boundary condition for the fluid flow on all mate-

rial surfaces and we use a perfectly conducting sidewall temperature boundary condition.

When conducting simulations with spatially uniform temperature boundary conditions at

the lower and upper plates, we integrate Equation 4.1-Equation 4.3 using Ra based upon

∆T . In the course of our investigation we will also numerically simulate RBC for the sit-

uation where the temperatures of the fluid-solid interfaces at the bottom and top plates, in

contact with the convecting fluid layer, are not constant, and are instead radially-varying

functions that we will specify. In this case, we numerically simulate the Boussinesq equa-
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tions in dimensional form, which are not shown here, where it is straightforward to imple-

ment the radially-varying boundary conditions. The initial condition is a quiescent flow

field with zero fluid velocity and small random perturbations to the temperature field. We

conduct long-time numerical simulations for 370 time units to allow for all initial transients

to decay. Simulations were then continued for another 330 time units to generate a long

time series of data for analysis and for comparison with experiment. More details about the

application of the numerical approach to the study of SDC can be found in Refs. [36, 76,

110].

In order to clearly distinguish between our use of dimensional or nondimensional in-

dependent and dependent variables we will use a superscript * to indicate a dimensional

variable. Parameters and constants may be dimensional or nondimensional, this will be

specified when they are defined.

Figure 4.2: An axisymmetric diagram of the experimental domain. This geometry is used
to model heat conduction through the experiment to obtain radially-varying temperature
profiles at the fluid layer boundaries to use in simulations (section 4.4). The radial coordi-
nate r and height z are nondimensionalized by the separation between the bottom and top
plate, d. From the z-axis one can observe that the experimental geometry is not shown to
scale. We solve Equation 4.5 with the constant temperature of the heat baths at the top and
bottom boundaries (T2 and T1, respectively) on this domain to obtain radial temperature
profiles Tt(r) and Tb(r), which are then used as temperature boundary conditions in sepa-
rate convection simulations (Table 4.3). The boundary conditions at the r= 0 and r≈ 28
sides are zero-heat flux. The fluid layer lies in between the top and bottom plate from
r = 0 to r = Γ≈ 20. The sidewall, which has greater thermal conductivity than the fluid,
surrounds the fluid layer for r>Γ.
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The top plate of our experimental convection cell is a transparent sapphire window

and the bottom plate is a zinc selenide window (Figure 4.2). Between these plates is a

polyethersulfone annulus with an inner radius r0 ≈ 20d and outer radius r1 ≈ 28d where

d≈ 600µm. The center of this annulus is where the convection of sulfur hexafluoride gas

is imaged. The cell is pressurized and the pressure is monitored using an in-line pressure

sensor. The temperature is controlled by running water from heat baths through heating

and cooling chambers positioned below the bottom plate and above the top plate, respec-

tively. The heating and cooling chambers each contain a thermistor probe that monitors

their temperature.

Table 4.1: Rayleigh-Bénard experiments were performed for a range of Ra and Q values
in SDC. Ra is determined using the temperatures of the bottom and top heat baths ∆T =
T1−T2. Q is defined in Equation 4.4. The aspect ratio is given by Γ = r0

d
where r0 is

the cell radius and d is the depth. p∗ is the dimensional pressure of the fluid layer. The
effective Rayleigh number at the center of the cell Rac is determined using the radially-
varying temperature at the center of the cell ∆Tc=Tb(r=0)−Tt(r=0) that was computed
by the conduction model described in section 4.4. The effective Rayleigh number at the
edge of the cell Rae is determined using the radially-varying temperature near the edge of
the cell is ∆Te = Tb(r = 19.5)−Tt(r = 19.5) also computed using the conduction model
(Figure 4.2). T0 = (T1 + T2)/2 is the mean temperature of the warm and cool heat baths.
Pr=0.84 for all experiments.

Exp. Ra Q Γ p∗ (MPa) T0 (K) ∆T (K) Rac Rae
1 3500 0.83 19.5 1.51 294.27 5.01 3200 3000
2 3800 0.90 19.5 1.50 294.54 5.54 3400 3100
3 4000 0.96 19.6 1.51 294.64 5.82 3600 3300
4 4100 0.97 19.6 1.51 294.55 5.90 3600 3400
5 4200 1.01 19.5 1.50 294.89 6.22 3800 3500
6 4300 1.02 19.5 1.51 294.89 6.22 3900 3600
7 4400 1.05 19.6 1.51 294.79 6.38 4000 3700
8 4800 1.17 19.5 1.50 295.38 7.19 4300 4000
9 4800 1.19 19.6 1.50 295.28 7.34 4400 4100

We characterize the degree to which our experiments are expected to satisfy the Boussi-

nesq approximation. The extent of the deviation from the Boussinesq approximation by a

fluid, or its “non-Boussinesqness”, can be quantified using the Busse parameter Q which is
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defined as [111]

Q =
4∑
i=0

γiBi (4.4)

where γ0 = −ρb−ρt
ρm

, γ1 = βbρb−βtρt
βmρm

, γ2 = νb−νt
νm

, γ3 = λb−λt
λm

, γ4 =
cpb−cpt
cpm

, λ is the thermal

conductivity, and cp is the specific heat at constant pressure. The subscripts b, t, and m,

denote that the given fluid property is evaluated at the bottom, top, or mean temperature of

the cell, respectively. The heating and cooling bath temperatures, T1 and T2, are used to

determine the fluid parameters at the bottom and top of the cell, respectively. The mean

temperature is then defined as T0 =(T1 + T2)/2. The Bi terms are linear functions of Pr−1

and are available in Table 2 of [111]. Larger difference between the fluid parameters at

the top and bottom of the cell will result in larger Q, which implies that there are larger

deviations from the Boussinesq approximation.

Nine experiments with different Ra and Q are analyzed (see Table 4.1). Experiments

over the parameter range 3500≤Ra≤ 4800 were chosen because at the lower end of this

range, hardly any plumes are produced in experiments and Q is low (Figure 4.10). At the

upper end of this range, significant deviations from the Boussinesq approximation (high

Q) can be observed in the plume statistics. Fluid parameters used to determine Ra and Q

were computed using the Santa Barbara Pattern Formation and Turbulence Group software

package for convection fluid properties [68]. We increased Q in experiments by increasing

the temperature of the bottom heat bath T1 while holding other parameters constant. This

increased both the mean temperature T0 and the temperature difference ∆T , thus increasing

the size of non-Boussinesq effects (Table 4.1). Further information on physical properties

of materials used in the experiments can be found in Appendix B.

Experiments were imaged with a shadowgraph technique [11], where a beam of colli-

mated light is passed through the flow and then collected by a camera. Temperature vari-

ations in the fluid cause changes in the refractive index, so the intensity of light captured

by the camera will vary depending on the local temperature. This allows us to differentiate

between hot upflows and cold downflows in the fluid. For our cylindrical convection cell,
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the collected images are two-dimensional circles with convection patterns represented by

intensities in 8-bit gray scale values (see Figure 4.1(a)).

Ten frames per tv are extracted from the video data. Images are pre-processed in sev-

eral steps before they are analyzed using computational homology. In our experiments,

heat baths pump water through the heating and cooling chambers below and above the cell

for temperature control. This leads to slight mechanical vibrations in our captured images

due to the flow of temperature control fluid. To account for this effect, images are spatially

shifted to line up against a background image using a Fourier method. Bubbles in the tem-

perature control fluid, refractive index fluctuations, and mechanical vibrations can all cause

temporal noise. So, each image is time-averaged with the three preceding and successive

frames in order to smooth out the images in time. The time over which the images are av-

eraged is much smaller than the time scale on which the pattern changes. Then, the images

are normalized in gray scale value with respect to the global maximum gray scale value

measured in the data set in space and time. The background image is then subtracted off to

account for static visual imperfections in the cell. The gray scale values of the images are

shifted and linearly scaled such that the global minimum is set to 0 and the global maxi-

mum is set to 255. Finally, a Gaussian smoothing kernel with a standard deviation of 3.5 is

applied to the image to smooth out spatial noise at small scales.

The analysis of experiments is performed by examining time-series of convection pat-

terns captured in shadowgraph images. The temperature field from convection simulations

is taken at mid-depth in 8-bit gray scale intensity values so that the same methods of anal-

ysis can be applied to both simulations and experiments (see Figure 4.1(b)). In images of

both experiments and simulations, darker regions represent hot upflows while brighter re-

gions represent cool downflows. In large aspect ratio SDC, convection rolls, when viewed

from above, form a pattern containing many defects such as spirals, targets, dislocations,

and others [62]. We analyze these patterns in experiments and simulations using computa-

tional homology.
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4.3 Detection of plumes using persistent homology

4.3.1 Computational homology of Rayleigh-Bénard image data

We are interested in characterizing the geometry of deformable time dependent structures

within two-dimensional images, e.g. Figure 4.1, which suggests that an appropriate math-

ematical language is that of topology. To provide quantification based on large sets of

images we make use of techniques from computational homology [37]. Homology is the

most computationally accessible subdomain of algebraic topology and, as employed in this

paper, identifies geometric features of a space in the language of linear algebra. While

homology can be applied to spaces, such as point clouds, of arbitrary dimension we are

interested in planar regions observed in image data. Hence, without loss of generality,

we restrict our attention to the zeroth and first homology groups, H0 and H1, and more

specifically their dimensions β0 and β1, which are referred to as the zeroth and first Betti

numbers. In particular, given a subset of the plane X , β0(X) equals the number of distinct

connected components of X and β1(X) equals the number of holes in X .

We employ a two step procedure to extract the desired homological information from

an image such as that of Figure 4.1. First, we arbitrarily threshold the data to compute

homology and second, we use persistent homology (see the next section) to organize the

homological data over all thresholds. Thus, beginning with an image of a convection roll

pattern such as Figure 4.1 we pick a threshold intensity value A and separate all the pixels

in the image based on whether they are above or below the threshold value. For example, if

A is chosen to be the mean intensity value of Figure 4.1 and all pixels with threshold value

less than or equal to A are drawn in black and all pixels with threshold value greater than A

are drawn in white, then one obtains the image shown in Figure 4.3 (this is the convention

adopted in [46] to separate the cold and hot regions of the flow). We magnify a region of

the filtered field in the inset of Figure 4.3 to emphasize a plume, however in the course

of our analysis we do not divide the field into sub-regions. We use homology to analyze
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the entire temperature field at once. Declaring X to be the set of black pixels allows us to

compute β0(X) and β1(X) [37]. More generally, this is an example of what is referred to as

sublevel filtering, given a threshold value the space of interest is defined by the pixels with

values less than or equal to the threshold value. Superlevel filtering is the opposite: pixels

greater than or equal to the threshold define the region on which homology is computed.

This filtering of image data by its gray scale value is different than many other applications

of homology in which point cloud data is filtered by the distance between points.

��� ���

Figure 4.3: Topological structures can be extracted from convection roll pattern image data
from simulations and experiments that is filtered into two binary sets. (a) shows a sublevel
filtration of the simulated mid-depth temperature field in Figure 4.1(b) at the mean intensity
value A=127. The inset of (a) zooms in on a specific plume in the convection roll pattern.
(b) shows the same zoomed-in area unfiltered, in gray scale. Black pixels are included as
members of the surface while white pixels are treated as empty space. Each distinct black
shape in the image is a distinct connected component. In the inset, we zoom-in on a plume,
which appears as a hole in the filtered surface. We further analyze this zoomed-in region at
different filtering thresholds in Figure 4.4 and Figure 4.5 for illustrative purposes. The data
analysis is performed over the entire temperature field, not in specific spatial regions.

In summary, once an image is filtered, the Betti numbers provide us with the number of

components and holes. In Figure 4.3, β0 =28 and β1 =4.We mention the Betti numbers β0

and β1 in this case because they provide useful topological information about the convective

state explored in past work [28] and help illustrate how computational homology works.

However, we use persistence as opposed to the Betti numbers for analysis in this work.

An example of a distinct connected component is the black annulus shape in the middle of
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the inset of Figure 4.3(a) and an example of a hole is the patch of white embedded in the

previously mentioned black annulus shape in the inset.

If, when computing homology of convection rolls in images from experiments or sim-

ulations, one wishes to restrict to a single threshold, then it is intuitive to select the mean

intensity value of the pattern as a threshold value. Sublevel filtering at the mean value picks

out the regions of hot, rising upflow, while superlevel filtering picks out the regions of cool,

falling downflow [45, 112]. In Figure 4.3, sublevel filtering has picked out the dark regions

of hot upflow, which are shown as black pixels. However, as is discussed in the next sec-

tion it is possible to vary the computations over all possible thresholds and organize this

information in a meaningful manner.

4.3.2 Extension to persistent homology

At each possible intensity threshold A, a different surface of black pixels is generated and

computational homology detects the distinct connected components and holes of that sur-

face. As A is varied, components and holes may appear or disappear. The value of A at

which a structure first appears is the value at which it is born Ab and a structure dies at the

value at which it disappears Ad. Note that if two components merge, then one component

must disappear. The (necessary) convention is that the component that first appeared later

disappears [39]. In this study, we vary the filtering threshold over the range of possible

intensity 8-bit integer values, 0 ≤ A ≤ 255 (Figure 4.4) [47]. For an example involving

holes, see the white hole at the center of Figure 4.4(b). In Figure 4.4(a), this hole has not

yet been born since the surrounding black region is not closed. In Figure 4.4(c), this hole

has died because it has been completely filled in with black pixels. Figure 4.4 contains

a similar example for distinct connected components. In Figure 4.4(a), four distinct con-

nected components, a partial black annulus in the center and three surrounding stripes, have

already been born at some lower values of A < 80. In Figure 4.4(b), the three surround-

ing stripes have merged and there are two black distinct connected components, the inner
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annulus shape and a surrounding black ring. Thus, at some values of A between A= 80

and A = 127, two distinct connected components died when they merged with another.

In Figure 4.4(c), at a higher value of A=208, the remaining two distinct connected compo-

nents are now connected, so they have merged. The birth and death intensity value (Ab and

Ad, respectively) of each topological structure of the image can be plotted in persistence

diagrams (Figure 4.5).

��� ��� ���

Figure 4.4: Topological structures from convection roll pattern image data are born and die
at different filtering thresholds. Here, we show the zoomed-in region from Figure 4.3(b)
sublevel filtered at threshold A values of (a) 80, (b) 127, and (c) 208. In (a) there are no
holes. There is one prominent hole in (b) because the surrounding black ring has been
partially cropped out for this example. In (c), there are three holes associated with features
of the temperature field that are not very prominent. The prominent hole in (b) has been
filled in (c) and has thus died.

A structure for which the difference between Ad and Ab is large, i.e. a point that lies

far from the diagonal in the persistence diagram, persists over a large range of filtrations

and thus can be interpreted as being a prominent topological feature. In contrast, a feature

whose persistence point lies close to the diagonal is often associated with image noise. In

the example of Figure 4.4(a), there are four prominent distinct connected components: the

central black shape and three black stripes surrounding it. These four components give

rise to the points far from the diagonal in the 0-dimensional persistence diagram in Fig-

ure 4.5(a). There is one prominent hole in the image enclosed by the central black shape.

The persistence point for this hole is shown as an open circle in Figure 4.5(b). The holes

that appear in Figure 4.4(c) give rise to the persistence points that are close to the diagonal.

We apply persistent homology to the intensity fields obtained from simulated and pro-
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Figure 4.5: Persistence diagrams quantify the birth and death filtering thresholds of topo-
logical structures in Figure 4.4 and indicate which structures are most prominent at a single
time step. In (a), the persistence diagram of distinct connected components for the zoomed-
in pattern shown in the inset of Figure 4.3(b) is shown. In (b), the persistence diagram of
holes is shown for the same pattern. Each point represents a distinct topological structure
and its position reflects the threshold valuesA at which it is born and dies. The most promi-
nent topological structures of both types lie far from the dotted diagonal. In (b), the open
circle corresponds to the large hole in the inset of Figure 4.3 and shown in Figure 4.4(b).

cessed experimental images using topological image data analysis software developed by

Levanger and Harker [113] to generate the sub- and superlevel persistence diagrams of

every time snapshot of image data.

4.3.3 Detection of plumes in persistence diagrams

Cold and hot plumes appear as the center of a target pattern in convection roll patterns

(Figure 4.6(a)). A cold plume, for example, is a small region of cold fluid completely sur-

rounded by hot fluid. Thus, a cold plume can be detected by persistent homology as a hole

of a certain prominence in a hot fluid region. Hot plumes can be detected in a similar way:

as a hole of a certain prominence in a cold fluid region. Though the persistence diagrams

for distinct connected components contain valuable information on the topological struc-

ture of the temperature field [45, 46], we only need to consider the persistence diagrams

for holes to detect plumes. Sublevel filtering includes hot regions of the flow as part of

the surface of which homology is computed, so cold plumes are detected as holes in the

sublevel persistence diagrams. Likewise, superlevel filtering includes cold regions as parts
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of the surface, so hot plumes are detected as holes in the superlevel persistence diagrams.

There are other image processing methods that could detect plumes, but we note that the

essential information for plume identification is conveniently given in the dimension-1 per-

sistence diagrams. Holes are, by definition, completely surrounded by fluid of the opposite

type (hot or cold) and the birth and death thresholds in the persistence diagrams allow us to

pick out structures of a certain prominence with ease. We show an example of a sublevel

persistence diagram for holes that is used to detect cold plumes in Figure 4.6(b). Note

that the persistence diagrams for distinct connected components are not necessary for the

detection of plumes, so we do not consider them in Figure 4.6. The superlevel persistence

diagram for holes that is used to detect hot plumes is not shown. The plumes are found in

the “plume region” of the persistence diagrams diagrams for holes. In the sublevel example

for detecting cold plumes in Figure 4.6(b), The plume region is bounded from above to cut

out holes that are too prominent, i.e. they die at high intensity values. It is bounded from

the right at the median intensity value to exclude holes bounded by regions of hot upflow.

Finally, it is bounded by a line that is parallel to the diagonal but offset by a small amount to

exclude holes close to the diagonal that are associated with noise. These three bounds can

be observed in Figure 4.6(b). Similar bounds are used in the superlevel persistence diagram

for holes for the detection of hot plumes. The optimal values of these boundaries have to

be chosen by inspecting how well they capture visible plumes in the image. The plume

region has to be chosen separately for each experiment, since the exact distribution of in-

tensity values in the pattern will not always be the same because of variability in optical

conditions when preparing the shadowgraph imaging.

When a plume is identified in the plume region of a dimension-1 persistence diagram

for a time snapshot of the temperature field, it is tracked in time as it moves continuously

through the space of persistence diagrams so that plumes that exist throughout multiple

frames are not double-counted. When a plume is identified, previous and future persistence

diagrams are checked for components that are close to the plume in birth value, death value,
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Figure 4.6: Convective plumes move continuously in time through physical space and the
space of persistence diagrams, where they can be detected if they pass through the “plume
region”. In (a), a cold plume, highlighted with a dashed-dotted circle, is identified in a sim-
ulated temperature field. In (b), the same cold plume is plotted in the persistence diagram
for holes at multiple time steps over an interval of approximately one time unit tv in length.
The open circle in (b) corresponds to the time step in (a) where the plume is highlighted.
The plume begins close to the dotted diagonal with a birth value Ab ≈ 50 and moves in
time through the dashed plume region in (b), away from the diagonal, before it eventually
returns to the diagonal.

and spatial coordinates. A plume can be tracked in time even before or after it falls within

the plume region of the persistence diagram (Figure 4.6).

We consider plumes that appear in the range 0≤r≤rs where rs=0.92Γ and the aspect

ratio Γ.20 in experiments and Γ=20 in simulations ( Appendix B). We throw out plumes

that appear too close to the boundary because false positives often appear there, due to the

presence of significantly damped convection rolls. A damped convection roll can appear as

a plume because its decreased intensity can lead to lower birth and death values than other

convection rolls, causing it to appear in the plume region of a persistence diagram.

After accounting for every individual plume in space and time, we can compute plume

statistics. In this work, we compute plumes per time per unit area in bins with a duration

of 30 time units. We refer to this quantity as the areal plume rate P . We also consider areal

plume rates of cold plumes Pcold and hot plumes Phot separately.
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4.4 Heat conduction model of thermal boundary conditions

It is typical to determine Ra in experiment using the value of ∆T that is imposed on the sys-

tem with temperature control devices, such as heating and cooling heat baths [35]. In Fig-

ure 4.2, the warm heat bath at T1 is below the bottom plate and the cold heat bath at T2

is above the top plate. By using the parameter ∆T = T1−T2, we assume that the bottom

and top plates have an infinite thermal conductivity such that T1 and T2 can be used as the

lower and upper boundary conditions for temperature of the fluid layer. In practice, the

top and bottom plates have thermal conductivity values that are three orders of magnitude

higher than the fluid layer (Table 4.2). In addition, the choice of ∆T = T1−T2 also as-

sumes that there is no significant heat conduction between the bottom and top plates and

the lateral sidewalls of the domain. As a result, there is no radial dependence for the bot-

tom and top plates which are assumed to be of constant temperature. Both assumptions

are not accurate in our experimental cell, and here we describe a heat conduction model

that was introduced to more closely approximate the thermal conditions inside the experi-

mental cell. Past work in experimental Rayleigh-Bénard convection has taken into account

the finite thermal conductivity of the heating and cooling plates to compare observations

to theoretical predictions [114]. Other experiments have extensively studied the effect of

thermally conducting sidewalls on convective flows [115, 116, 96].

In order to obtain thermal boundary conditions of the fluid layer that account for the

finite thermal conductivity of the top and bottom plates and sidewall, we determine the

temperature variations in the experimental apparatus by solving the axisymmetric steady

heat conduction problem given by

∇2T ∗(r, z) = 0 (4.5)

where T ∗(r, z) is the dimensional temperature field. The experimental cell has four regions

with different values of thermal conductivity λ: the top plate, the bottom plate, the fluid,
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and the sidewall (see Figure 4.2 and Table 4.2). We set the boundary conditions at the upper

surface of the top plate and the lower surface of the bottom plate to the constant values of

the temperature measured by probes submerged in the heat baths. At r = 0 we impose

a zero-heat flux boundary condition because of the symmetry of the domain. At r ≈ 28

we impose a zero-heat flux boundary condition because the outer edge of the sidewall is

essentially an insulated boundary due to the air surrounding the experimental apparatus.

Equation 4.5 describes heat conduction in a material with fixed thermal conductivity

and does not include heat transport due to convection. The Nusselt number, however,

quantifies the ratio of convective to conductive heat transport and is defined as Nu =

〈−∂T
∂z
|z=0,1〉x,y where z is expressed in units of the depth d and ∂T

∂z
|z=0,1 is the partial

derivative of the non-dimensional temperature field with respect to z, evaluated at either

the bottom or top fluid layer boundary. The brackets 〈〉x,y denote that the quantity is spa-

tially averaged over the lateral directions x and y. We use an effective thermal conductivity

in the fluid layer that is approximated by multiplying the thermal conductivity λ of the

fluid layer by Nu obtained from simulations of Equation 4.1-Equation 4.3 that use spatially

uniform temperature boundary conditions T (z=0)=1 and T (z=1)=0.

We use a finite element method in MATLAB’s PDE Toolbox to solve Equation 4.5 nu-

merically. In the finite element method, the partial differential equation is linearly approx-

imated on a triangular mesh. At the boundary conditions between materials with differing

thermal conductivity, the temperature fields are matched to ensure continuity. Simple test

cases are used to verify the model’s accuracy in Appendix C.

From this model we obtain radially-varying dimensional temperature distributions at

the top and bottom boundaries which we define as Tt(r) and Tb(r), respectively, where

r is the nondimensional radial coordinate expressed in units of the depth d. We then fit

these distributions with fourth-order polynomial functions (the expressions are given in Ap-

pendix B). These functions are then used as boundary conditions in dimensional spectral

element simulations of RBC which we compare with experiment. Overall, by including
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Table 4.2: Values of the thermal conductivity λ for the different materials used in the
experimental apparatus shown in Figure 4.2 vary by up to three orders of magnitude. In
conduction simulations, the thermal conductivity λ of the fluid layer is multiplied by Nu=
1.65 in the Ra = 4000 case and Nu = 1.76 in the Ra = 4800 case in order to approximate
convective effects in the heat transfer through the fluid layer.

Region λ ( W
mK)

Fluid layer 0.014
Top plate 35
Bottom plate 18
Sidewall 0.20

the effects of finite thermal conductivity, the temperature difference between the surfaces

of the bottom and top plates is reduced when compared with the infinite thermal conduc-

tivity approximation. This results in a reduction of the effective Ra (Figure 4.7). At the

center of the convection cell, the radially-varying ∆Tc=Tb(r=0)−Tt(r=0) is about 10%

less than ∆T = T1−T2. Near the edge of the convection domain, the difference between

∆Te and ∆T becomes as much as 16%. Thus, the effective Ra throughout the cell is 10%

to 16% less than the Ra computed from ∆T = T1−T2 (Table 4.1 and Figure 4.7). Values

of Rac computed at the center of the cell (r=0) and Rae computed near the edge (r=19.5)

are listed in Table 4.1.

We have performed numerical simulations of the Boussinesq equations, using different

boundary conditions at the bottom and top of the fluid layer at Ra = 4000 and Ra = 4800

to compare to experiments 3 and 8, respectively. Experiment 3 was chosen for comparison

because at Ra = 4000 experiments, plumes begin to be produced in significant numbers

(Figure 4.10). Experiment 3 produces more cold than hot plumes, but their difference is

relatively small. Experiment 8 was chosen because at this higher Ra = 4800, deviations

from the Boussinesq approximation become very prominent in the plume statistics and it

produces a great deal more cold than hot plumes (Figure 4.10). In simulation 1, we use

spatially uniform temperature boundary conditions for T1 and T2 at the bottom and top of

the convection domain, respectively, with Ra = 4000. In simulation 2, we use spatially

uniform temperature boundary conditions for T1 and T2 with Ra = 3500. In simulation
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Figure 4.7: The radially-varying temperature profiles at the fluid layer boundaries com-
puted using the cell conduction model (Figure 4.2 and Equation 4.5) lead to smaller ef-
fective driving throughout the cell that becomes even smaller near the sidewall. The solid
line is Ra of experiment 3 computed using the temperatures of the heat bath ∆T =T1−T2.
The dashed-dotted line is the effective Ra computed using the temperature computed by the
conduction model at the fluid layer boundaries ∆T (r) =Tb(r)−Tt(r) as a function of the
radial coordinate r. The value r= 0 corresponds to the center of the cell and r= 20 is the
sidewall. The conduction model demonstrates that the effective driving in the experimental
flow is lower than the heat bath settings would indicate and that the effective driving varies
in the radial coordinate.

3, we use the radially-varying temperature boundary conditions Tb(r) and Tt(r) obtained

from the conduction calculation with Ra = 4000. Simulations 1-3 correspond to experi-

ment 3. In simulation 4, we use the radially-varying temperature boundary condition at

Ra = 4800 (this corresponds to experiment 8). For simulations 3 and 4, the temperature

boundary conditions are implemented using the fourth-order polynomial fits of the temper-

ature profiles of the conduction simulation of Equation 4.5 (Figure 4.2). Simulations 3 and

4 are integrated using a dimensional form of the Boussinesq equations not shown here in

order to incorporate the radially-varying thermal boundary conditions. The coefficients of

the polynomial fits are given in Appendix B. Simulations 1-4 are summarized in Table 4.3.

4.5 Plume statistics

With the ability to track convective plumes in time using persistence diagrams, we looked

at the areal plume rate P throughout the experiment at Ra = 4000 (Exp. 3) for a duration

75



Table 4.3: Simulations are conducted for various conditions for comparison with experi-
ments 3 and 8. Rac is the Rayleigh number of the simulation at the center of the cell. The
temperature boundary condition column indicates whether the simulation uses the temper-
ature of the heat baths in the corresponding experiment T1 and T2 (spatially uniform) or
the radially-varying temperature profiles Tb(r) and Tt(r) (radially-varying) produced by
the conduction model (Figure 4.2) as temperature boundary conditions. The experiment
column indicates the experiment that a given simulation is compared to. For simulations
3 and 4, the corresponding experiment supplied the heat bath temperatures T1 and T2 used
by the conduction model to solve for the radially-varying temperature profiles at the fluid
layer.

Simulation Rac Temperature boundary condition Experiment

1 4000 Spatially uniform 3

2 3500 Spatially uniform 3

3 3600 Radially-varying 3

4 4400 Radially-varying 8

of more than 4th (one hour lab time or about 1600 time units) and compared it to the areal

plume rate throughout simulation 3 (Table 4.3) of the Boussinesq equations at Ra = 4000

for a duration of about th (Figure 4.8).

We see in Figure 4.8 that the simulation with radially-varying temperature boundary

conditions (Sim. 3) and the corresponding experiment at Ra = 4000 had similar average

total areal plume rates. On average, one plume occurred every 1000 time units in one

unit of area. The spatially uniform temperature boundary conditions Ra=4000 simulation

(Sim. 1) produced more plumes on average than experiment at Ra = 4000, while the spa-

tially uniform thermal boundaries Ra=3500 simulation (Sim. 2) produced fewer plumes on

average. The average areal plume rates indicate that the plume statistics of the Ra = 4000

experiment are most closely matched by the simulation with radially-varying temperature

boundary conditions (Sim. 3). However, in order to rigorously assess the significance of

plume statistics, we examine cumulative distributions of areal plume rates in bins of 30

time units.

For all simulations and experiments we divided the time-series into bins with a duration
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Figure 4.8: Areal plume rates measured in simulation and experiment vary throughout a
time-series, but are similar on average when boundary conditions that resembled experi-
mental conditions are used in simulations. Shown are areal plume rates in bins of 30 time
units for the experiment at Ra = 4000 (Exp. 3, closed squares) and the simulation which
used radially-varying thermal boundary conditions (Sim. 3, open squares) for a portion of
the whole time-series. The average areal plume rate throughout the whole time-series for
experiment 3 and simulation 3 are represented as a solid and dashed-dotted line, respec-
tively. The average total plume rates for spatially uniform temperature boundary simula-
tions at Ra=4000 (Sim. 1, dotted line) and Ra=3500 (Sim. 2, dashed line) are also shown,
but their values in each bin are not shown. Vertical bars are obtained by estimating the
Poisson fluctuations

√
N , where N is the number of events counted in a given bin, and

scaling the estimations by the bin size and area.

of 30 time units and compared the cumulative distributions of the areal plume rates in those

bins (Figure 4.9). We performed a two-sample Kolmogorov-Smirnoff test (K-S test) to

compare two given areal plume rate distributions. The K-S test provides a p-value pKS that

quantifies the probability that the two given samples were drawn from the same distribution.

Thus, if the p-value was high (pKS ∼ 10−1), then the two samples were similar [117]. If

the p-value was low, then the two samples were significantly different (pKS . 10−2). For

a given experiment or simulation, when we performed the K-S test on two halves of the

whole time-series available, the p-values were high (pKS ∼ 10−1). This indicates that the

statistics of a given experiment and simulation are consistent throughout the time-series.

The simulation with radially-varying boundary conditions (Sim. 3) and the experiment

with Ra = 4000 (Exp. 3) had very similar total areal plume rate distributions overall, with
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Figure 4.9: Cumulative histograms for total (a), cold (b), and hot (c) areal plume rates in
30 time unit bins reveal the difference between experiments (solid line) and simulations,
even in simulation 3 with radially-varying boundary conditions. Simulation 1 is the dotted
line, simulation 2 is the dashed line, and simulation 3 is the dashed-dotted line (Table 4.3).
Cumulative histograms represent the fraction of bins that have an areal plume rate less than
or equal to values on the x-axis. The experiment with Ra = 4000 (Exp. 3, Table 4.1) and
simulation 1 (Ra = 4000 with spatially uniform temperature boundary conditions) show
significant disagreement in their total areal plume rate distributions (a). Experiment 3 and
simulation 2 (Ra = 3500 with spatially uniform temperature boundary conditions) also
show significant disagreement in their total areal plume rate distributions (a). Experiment
3 and simulation 3 (radially-varying thermal boundary conditions as shown in Figure 4.7)
appear to have similar total plume rate distributions (pKS ∼ 10−1), just as their average
values would suggest (Figure 4.8). However, they show disagreement in both cold (b) and
hot (c) areal plume rate distributions (pKS∼10−3 and pKS∼10−2, respectively).

a K-S test p-value of pKS ∼ 10−1 (Figure 4.9(a)). Simulation 1, however, with spatially

uniform boundary conditions at Ra = 4000, had a significantly higher areal plume rate

distribution than the same experiment (pKS ∼ 10−4). Simulation 2, with spatially uniform

boundary conditions at Ra = 3500, had a significantly lower areal plume rate distribution

than the same experiment (pKS∼10−3).

While the simulation with radially-varying boundary conditions (Sim. 3) produced a
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total areal plume rate distribution that is similar to the experiment with Ra = 4000, it does

not capture the cold (pKS ∼ 10−3) and hot (pKS ∼ 10−2) areal plume rate distributions

separately ( Figure 4.9(b) and (c)). Deviations from the Boussinesq approximation in ex-

periments caused them to produce more cold plumes than hot plumes.

��� ��� ��� ���
Q

�

�

�

⟨P⟩t

×1⟩−3

Figure 4.10: Cold and hot average areal plume rate difference increases as experiments
stray further from the Boussinesq approximation. Here, we show cold (diamonds) and
hot (circles) average areal plume rates (〈Pcold〉t and 〈Phot〉t, respectively) versus Q, which
quantifies the extent of departure from the Boussinesq approximation for experiments 1-9.

The difference in average cold and hot plume rates was correlated to Q, which quanti-

fies the non-Boussinesqness of the flow in experiments (Figure 4.10). For Q< 0.90, there

was no statistically significant difference in average areal cold and hot plume rates accord-

ing to the K-S test p-value. As Q was increased to Q = 0.90 and greater, the difference

in areal cold and hot plume rate distributions increased, as shown by their averages rep-

resented by diverging diamonds (average areal cold plume rate) and circles (average hot

plume rate) in Figure 4.10. All K-S test p-values for experimental areal cold and hot plume

rate distributions with Q≥0.90 were pKS∼10−6 or smaller. All simulations were Boussi-

nesq, with Q=0. Thus, all areal cold and hot plume rate distributions in simulations were

not significantly different (pKS∼10−1).

For the experiment with Ra=4000 (Exp. 3), there was a significant difference between

areal cold and hot plume rate distributions (Figure 4.9(b) and (c)). The experiment with
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Figure 4.11: Cumulative histograms for Ra = 4800 total (a), cold (b), and hot (c) areal
plume rates in 30 time unit bins show disagreement between experiment 8 (solid line) and
simulation 4 (dashed-dotted line) due to increased non-Boussinesq effects (Figure 4.10).
Cumulative histograms represent the fraction of bins that have an areal plume rate less than
or equal to values on the x-axis. Experiments at higher Ra show a much more significant
difference between cold and hot plume rates than those at lower Ra, while simulations
show little difference. Experiment 8 and simulation 4 show some disagreement in their
cold areal plume rate distributions (b), but significantly disagree in their hot areal plume
rate distributions (c). The total (a) areal plume rates also show disagreement (pKS∼10−2).

Ra = 4800 (Exp. 8), however, had a much larger areal cold and hot plume rate difference

(Figure 4.11(b) and (c)). Simulation 4, with radially-constant boundary conditions obtained

using the heat bath settings from the Ra = 4800 experiment (Table 4.3), had an areal cold

plume rate distribution that shows some disagreement with the corresponding experiment,

however it had an areal hot plume rate distribution that differs from the experimental distri-

bution substantially (Figure 4.11). The total areal plume rate distributions of simulation 4

and experiment 8 were significantly different, with a p-value of pKS∼10−2. The simulation

4 and experiment 8 (Ra = 4800) showed a larger difference in their total areal plume rate

distributions than simulation 3 and experiment 3 (Ra = 4000) did because the discrepancy

between hot areal plume rate distributions is much higher in the former pair than in the
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latter.

The plume statistics detected in this work demonstrate the power of persistent homol-

ogy to analyze pattern features. Our method allowed us to collect the statistics of unique

plumes for an analysis that revealed key differences between descriptions and experiments

inaccessible to other methods.

Persistent homology demonstrated that simulations that employ temperature boundary

conditions that account for heat transfer in the finite size and thermal conductivity heat-

ing and cooling plates and sidewall, as described in section 4.4, produce total areal plume

rates that are closer to experiments than those with temperature boundary conditions that

match the temperatures imposed by heat baths in experiments (information on experiments

and simulations can be found in Table 4.1 and Table 4.3). Simulation 3, with the radially-

varying boundary conditions, has a total areal plume rate distribution that is close to the

experiment with Ra=4000 (Exp. 3), while simulation 1, with the spatially uniform bound-

ary conditions, has a total areal plume rate distribution that is much higher (Figure 4.7

and Figure 4.9(a)). The K-S test reveals that the total areal plume rate distributions for

simulations with spatially uniform boundary conditions at Ra = 4000 and Ra = 3500 and

the experiment with Ra =4000 are significantly different (pKS∼10−4 and pKS∼10−3, re-

spectively) while the same distributions for the simulation with radially-varying boundary

conditions (Sim. 3) and the same experiment are similar (pKS∼10−1).

The simulation with radially-varying boundary conditions describe the total areal plume

rate distribution of the experiment more accurately than those with spatially uniform bound-

ary conditions because the effective temperature difference at the fluid layer boundaries of

experiments ∆T (r) is everywhere smaller than the temperature difference imposed by the

heat baths ∆T =T1−T2. Additionally, near the thermally conducting sidewalls, the effec-

tive temperature difference becomes even smaller (Figure 4.7). The total reduced effective

driving and radial dependence of the simulations that used radially-varying temperature

boundary conditions produced fewer detectable plumes overall, which agrees more with
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experimental measurements. That being said, the radially-varying temperature boundary

conditions do not fully describe experimental conditions. The temperature at the bottom

of the bottom plate and top of the top plate are fixed by the heat baths in our experiments.

Heat flux is then distributed throughout the experimental cell according to the thermal

conductivity of various materials in order to satisfy these boundary conditions. Thus, the

thermal boundaries of the fluid layer adjust accordingly and they could be considered nei-

ther constant-temperature nor constant-heat flux. The approach to the thermal boundaries

outlined in section 4.4 more closely approximates the experimental thermal boundary con-

ditions in simulations. However, since there is still a time-independent temperature at the

boundaries of the fluid layer in simulations, these conditions still do not perfectly match

experiments. In future work, convection simulations that incorporate the heat transfer in

the top and bottom cooling and heating plates and the sidewalls could provide more insight.

The simulation with radially-varying boundary conditions (Sim. 3) and the experiment

with Ra = 4000 (Exp. 3) have very similar total areal plume rate distributions, however

when we look at their cold and hot areal plume rate distributions separately, we see dis-

agreement (Figure 4.9(b) and (c)). The simulation produces fewer cold plumes than the

experiment and more hot plumes. Further investigation reveals that non-Boussinesq effects

cause experiments to produce more cold than hot plumes, and this difference increases as

non-Boussinesq effects become stronger.

By comparing the radially-varying boundary condition simulations (Sims. 3 and 4)

and their corresponding experiments at Ra = 4000 and Ra = 4800, respectively, we ob-

serve that the total areal plume rates increased with Ra in both Boussinesq simulations and

experiments (compare Figure 4.9(a) and Figure 4.11(a)). In experiments, as Q increased

alongside Ra, the deviations from Boussinesq behavior became more significant. In our

results we find that the difference between average areal cold and hot plume rates increased

with increasing Q as shown in Figure 4.10. This is consistent with the more general dif-

ference in cold and hot 1-dimensional Betti numbers in past work [35]. In that work, it
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was demonstrated that the difference in the 1-dimensional Betti numbers β1 of cold and

hot regions of experimental RBC was correlated with Q, not Ra. Plumes are a subset of

the dimension-1 homology group that quantifies holes, so it is expected that cold and hot

plumes occur at different rates and that the difference depends on Q.

The simulation with radially-varying boundary conditions (Sim. 4) and the correspond-

ing experiment with Ra = 4800 (Exp. 8) have total areal plume rate distributions that dis-

agreed (Figure 4.11(a)) due to the increased deviations from the Boussinesq approximation

relative to the experiment with Ra = 4000. Figure 4.11(b) and (c) show that simulation 4

produced a cold areal plume distribution that was smaller than experiment 8 and a hot areal

plume rate distribution that was much larger than experiment 8.

Simulations of the Boussinesq equations contain no non-Boussinesq effects, by defini-

tion. Thus, the Boussinesq simulations examined in this work demonstrate no significant

difference between cold and hot plumes (Figure 4.9 and Figure 4.11). The K-S test confirms

that all cold and hot areal plume rate distributions in simulations were not significantly dif-

ferent (pKS∼10−1). When Ra was increased in simulations, both cold and hot areal plume

rates rose equally on average. In our experiments, Q increases with Ra. As Q and Ra

increase, non-Boussinesq effects cause experimental cold and hot areal plume rates to in-

crease at different rates (Fig. Figure 4.10). Cold areal plume rates increase steadily with Q

and Ra in experiments while hot areal plume rates increase hardly at all. Because the cold

and hot plume rate both increase steadily as Ra is increased in simulations, the difference

between cold areal plume rate distributions in experiments and radially-varying boundary

condition simulations is steady (Figure 4.9(b) and Figure 4.11(b)), while the difference

between hot areal plume rates widens (Figure 4.9(c) and Figure 4.11(c)).

4.6 Next steps in plume statistics analysis

Direct comparisons between pattern features that appear in both numerical simulations and

experiments of spatiotemporally complex systems continue to be sought, even in well-
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understood paradigm problems such as RBC. Such comparisons allow us to both assess

the accuracy of theoretical descriptions and gain insights into experimental observations.

Persistent homology, a technique of topological data analysis, gives us the opportunity to

make such comparisons between the topological structures of both numerical simulations

of descriptions and experiments in RBC undergoing SDC. In this work, we established a

method to compare statistics of plumes, pattern features detected by persistent homology,

observed in simulations of the Boussinesq equations to those observed in experiments.

This method allowed us to assess the accuracy of the Boussinesq description through

comparison of plume statistics in numerical simulations to those of experiments. We

found that the description that incorporates radially-varying time-independent temperature

boundary conditions obtained from a conduction model of the experiment that account for

the finite thermal conductivity of the bottom and top heating and cooling plates and sidewall

of our experimental cell produce total plume statistics more similar to experiments than the

description that uses spatially uniform time-independent temperature boundary conditions

obtained from our heat bath temperature settings. However, we argue that the thermal

boundary conditions of the fluid layer in our experiments are not truly time-independent

temperature boundary conditions. The comparison of plume statistics also revealed that

deviations from the Boussinesq approximation in our experiments cause significantly more

cold plumes to be detected than hot plumes. In numerical simulations of the Boussinesq

equations, cold and hot plumes were observed at similar rates, on average. Thus, we an-

ticipate that a non-Boussinesq description that includes the heat transfer in the finite size,

finite thermal conductivity bottom and top plates as well as the sidewall will provide a

better description of total, cold, and hot plume statistics of our experiments.

We aim to quantitatively compare plume statistics in numerical simulations and ex-

periments because plumes are associated with high leading Lyapunov vector magnitude

in simulations of the Boussinesq equations [36]. The leading Lyapunov vector indicates

spatially-localized areas of a convective flow in which perturbations grow rapidly [77].
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This fundamental dynamical quantity can currently only be obtained in numerical simu-

lations. In future work, we anticipate that theoretical descriptions can be tailored further

to reproduce the dynamics of topological structures for specific experimental conditions.

This includes topological structures, such as plumes, where it may be possible to gain in-

sight into experimental flows where fundamental dynamical quantities, such as the leading

Lyapunov vector, cannot be observed directly. The leading Lyapunov vector is not the

only fundamental quantity of interest of a convective flow. A future step that could build

upon this work is investigation of the local heat transport of the convective state and its

correlation with plumes. Plumes may serve as a diagnostic for local changes in heat trans-

port because it has been shown in the past that other significant topological activity in the

convective state correlates with drops in the heat transport [118].

In the future, we seek to bring plume statistics in experiments and simulations into

alignment by performing simulations with experimentally realistic boundary conditions

and deviations from the Boussinesq approximation. Then, we must reassess the spatiotem-

poral correlation between plumes and the leading Lyapunov vectors in the improved sim-

ulations to determine if their relationship is robust to perturbations in the boundary condi-

tions and fluid parameters. Only then can we determine if the leading Lyapunov vectors are

consistently indicated by plumes. Our method of quantifying plume statistics in convection

roll patterns of simulations and experiments undergoing SDC, made possible by persistent

homology, enabled us to assess areal plume rates in both settings, allowing us to take the

first step toward this goal.
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CHAPTER 5

CONCLUSIONS

In this dissertation, the dynamics underlying spatiotemporal chaos were analyzed using

persistent homology in different settings. In the Kuramoto-Sivashinsky equation, a model

system that exhibits spatiotemporal chaos used to study turbulence, persistent homology

was employed to detect shadowing of turbulence to relative periodic orbits. In RBC ex-

periments and simulations, persistent homology was used to detect plumes, an observable

feature associated with dynamical features. These efforts represent significant progress in

the studies of nonlinear dynamics and spatiotemporal chaos. The scientific contributions

of this work are summarized in section 5.1. Then, in section 5.2, the next steps that should

be taken to advance these projects are outlined.

5.1 Summary of scientific contributions

5.1.1 Exact coherent structures in the Kuramoto-Sivashinsky equation

In chapter 3, it was demonstrated that shadowing of ECS can be detected and quantified

in the space of persistence diagrams in a spatiotemporally chaotic dynamical system with

a continuous symmetry, the KS equation. KS is a “toy model” in which spatiotemporally

chaotic behavior can be explored in a simplified setting. Importantly, this model features

a continuous symmetry, a feature which has historically frustrated efforts to compute ECS

and detect shadowing. When a system has a continuous symmetry, TWs and RPOs, fam-

ilies of symmetry-related solutions to the governing equations, are possible. In principle,

turbulence could be shadowing any member of the symmetry-related family of solutions

that make up a TW or RPO. So, it is necessary to reduce this continuous symmetry in the

data itself, minimize the desired metric over the continuous symmetry, or search for shad-
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owing in a symmetry-invariant space. In this work, it was demonstrated that shadowing can

be detected in a symmetry-invariant space given by persistent homology that is simple to

implement, detects similar shadowing events compared to those detected by a minimization

approach, and is less computationally expensive.

In previous studies of ECS in KS, Budanur et al. [26, 28] reduced the continuous sym-

metry using a Fourier mode slicing method. Though this method yields insights into ECS

in the KS equation, it is difficult to work with because of discontinuities that occur when

trajectories cross the “slice border” in state space. The method described in this work rep-

resents KS trajectories in a symmetry-invariant space without such difficulties. Persistence

diagrams of KS trajectories evolve in time continuously, without having to traverse a dis-

continuous, symmetry-reduced state space. KS states that are represented in the space of

persistence diagrams have much lower dimension than a symmetry-reduced state space.

We demonstrated that even with so much information about the flow filtered out in the

persistence space representation, it is still possible to detect shadowing. Furthermore, an

appeal of this method is that it is straightforward to compute persistence diagrams of data

of an arbitrary dimension, so it is applicable to three-dimensional systems with continuous

symmetries, such as pipe flow or Taylor-Couette flow. Gaining an understanding of ECS in

these systems is especially important because they are experimentally realizable paradigms

for the study of fluid turbulence. In other previous studies of ECS in Taylor-Couette flow,

Krygier et al. [13] detected shadowing by minimizing the difference between a turbulent

trajectory and ECS over the continuous symmetry direction. This approach yielded insights

into ECS in Taylor-Couette flow, but it is computationally expensive and difficult to imple-

ment. In this method, the distance between any two states in state space must be minimized

over the continuous symmetry direction to be compared. This can be most efficiently done

with a Fourier method. This method was implemented in KS and its performance was

compared to that of the persistence space shadowing detection method. Shadowing events

detected by the two methods were shown to be similar in frequency and statistics. Cru-
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cially, the persistence space shadowing detection was much more computationally efficient

because no minimization over a continuous symmetry is required.

In addition to serving as a proof-of-concept for persistence space shadowing detection,

this work provides new insight into shadowing behavior in KS. Shadowing of RPOs was

found to be frequent, even when analyzing a relatively small set of ECS. The time scales

associated with shadowing are correlated to time scales associated with the linear stability

of the ECS. This is an intriguing finding, because shadowing occurs well away from the

ECS itself, far outside the regime where turbulence could be thought to be following the

linear manifold. This frequent, nonlinear shadowing behavior indicates that ECS structure

the dynamics of turbulence as it traverses the inertial manifold, not just in extreme situations

when turbulence is very close to a particular ECS.

In sum, this work found that persistence space shadowing detection, a novel method

of analyzing ECS, could quantify shadowing events in a similar manner to other existing

methods. The statistics of these shadowing events offer insights into the ECS that structure

dynamics in the KS equation. Crucially, this method is more computationally efficient than

a traditional method when applied in this setting due to the system’s continuous symmetry.

These findings represent significant advances in the study of turbulence as a dynamical

system.

5.1.2 Quantification of plumes in Rayleigh-Bénard convection

In chapter 4, a method to detect and track plumes in time in convection roll patterns in the

SDC regime of RBC was developed. This convective flow exhibits spatiotemporal chaos

in an experimentally realizable setting and simulation techniques are well-developed, mak-

ing it an appealing setting for comparison of dynamics in experiments and simulations. In

simulations under “ideal conditions” (constant temperature boundary conditions and the

Boussinesq approximation), Levanger et al. [36] showed that plumes are correlated with

high leading Lyapunov vector magnitude, suggesting that plumes indicate regions of the
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flow in which perturbations grow rapidly. This makes them a particularly interesting pat-

tern feature that can be observed in both experimental and simulated SDC. By detecting

and tracking plumes in time in both experimental and simulated data, the extent to which

simulation conditions captured the conditions of experiments was assessed. It was found

that simulations under ideal conditions do not capture the plume statistics observed in ex-

periments. Instead, plume statistics indicated that simulations need to incorporate boundary

conditions that capture the heat transport through the experimental cell and fluid parame-

ters that do not obey the Boussinesq approximation. Using temperature boundary condi-

tions in simulations that were obtained through a heat transport model of the experimental

cell, total plume statistics that agree with experiments more than those in the constant

temperature boundary conditions studied by Levanger et al. [36] were observed. Thus,

it was demonstrated that temperature boundary conditions are significantly correlated to

the plume statistics observed in simulations. This correlation indicates that temperature

boundary conditions play a significant role in the dynamics of simulated RBC. This is a

significant contribution to the study of SDC, especially in cases where researchers seek to

compare observable features in experimental and simulated data.

The significance of non-Boussinesq effects on the observation of cold and hot plumes

in experiments was also demonstrated. As the Busse parameter Q that quantifies the ex-

tent of deviation from the Boussinesq approximation increased in experiments, so did the

difference between cold and hot plume statistics. No such difference between cold and hot

plume statistics was detected in simulated data, which was generated under the assumption

of the Boussinesq approximation (Q= 0). This was the case in simulations that employed

both types of temperature boundary conditions, the “ideal” case and boundaries that were

obtained from the heat transport model of the experimental cell. This indicates that temper-

ature boundary conditions only affect the total plume statistics observed, not the difference

between cold and hot plumes.

In sum, it was demonstrated that both experimentally realistic boundary conditions and
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deviations from the Boussinesq approximation affect plume statistics observed in SDC.

These are significant findings for the ongoing effort to use observable pattern features in

experiments and simulations to study the underlying dynamics of spatiotemporal chaos.

5.2 Next steps

5.2.1 Further study of ECS in the Kuramoto-Sivashinsky equation

A sample of ECS in the KS equation with L=22 were studied in chapter 3. There remains

a great deal of work to be done to fully characterize the dynamics of KS using ECS. In

total, sixteen RPOs and one equilibrium were considered in this work. This represents a

tiny fraction of the relevant ECS embedded in the turbulent attractor of the KS system. Cvi-

tanović et al. [60], for example, computed thousands of ECS in the KS equation. There are

certainly many ECS that we do not account for that are visited by turbulent KS trajectories.

In our data set, about 25% of the time, a turbulent trajectory is not shadowing any of our

sixteen RPOs at all. Ideally, in a deterministic walk in state space where one ECS after an-

other is visited by turbulence, one should be able to completely account for the dynamics of

a turbulent KS trajectory at all moments using ECS. Once dynamically relevant shadowing

events completely account for the turbulent trajectory at all moments, one should be able

to construct symbolic dynamics [28]. In such a theory, the KS state space (or space of per-

sistence diagrams) would be coarse-grained into regions governed by shadowing of local

ECS. Transitions between these regions would then be tracked by a Markov chain. Such

a theory would provide a detailed description of turbulent dynamics in which future states

could be predicted based on the current location of the trajectory in state space. This is the

ultimate goal of the study of ECS in fluid flows, and a simple, relatively low-dimensional

model system like KS is an amenable setting for achieving this vision of a deterministic,

dynamical theory of spatiotemporal chaos.
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5.2.2 Persistence space shadowing detection in more complex fluid flows

It has been demonstrated that persistence space shadowing detection is a viable and com-

putationally efficient method for detecting shadowing in KS, a model system with a con-

tinuous symmetry. A natural next step is to apply this method in higher dimensional sys-

tems with continuous symmetries, where gains in computational efficiency over traditional

methods of shadowing detection are anticipated to become more pronounced.

One candidate system could be 2-D Kolmogorov flow with periodic boundary condi-

tions, which has a continuous translational symmetry in one spatial direction similar to KS.

In this system, persistent homology would be applied to 2-D periodic image data represent-

ing a scalar vorticity field instead of 1-D functions like in the KS case. Many more spatial

points are needed to described a 2-D image than 1-D KS states, so this system exists in a

state space of much higher dimension. The computation of the distance in state space scales

with the number of points, however the computation in space of persistence diagrams scales

with the complexity of the pattern, so it is anticipated that the persistence space shadowing

detection would be much more computationally efficient in higher dimensions. Further,

persistence space shadowing detection could be applied in 3-D, experimentally realizable

systems like pipe flow and Taylor-Couette flow. Pipe flow has a streamwise continuous

translational symmetry and a continuous rotational symmetry about the central axis of the

pipe. Traditional methods of shadowing detection must account for these symmetries by,

for example, symmetry-reducing the state space [61]. This is unnecesary in persistence

space shadowing detection, so it’s expected that it would be simpler to implement. Per-

sistence space shadowing detection requires a scalar field for analysis, so a suitable scalar

diagnostic of a flow state would have to be considered in pipe flow, such as the downstream

velocity component relative to the parabolic laminar flow profile [27]. In principle, how-

ever, one could choose a set of scalar fields, such as one set for each velocity component,

to analyze. In this case, the distance between three sets of persistence diagrams would have

to be combined to form a single metric of distance between two states. Taylor-Couette
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flow has a continuous rotational symmetry, which was dealt with by Krygier et al. [13] by

minimizing over the possible rotations of the flow field. This minimization would be unnec-

essary using persistence space shadowing detection, so gains in computational efficiency

are anticipated.

5.2.3 Aligning plume statistics in spiral defect chaos simulations and experiments

In chapter 4, it was demonstrated that plume statistics in simulations under “ideal condi-

tions” and experiments of SDC are different. Those ideal conditions consist of constant

temperature boundary conditions and the assumption of the Boussinesq approximation,

both of which are violated in experiments. Using radially-varying temperature boundary

conditions obtained from a heat transport model of the experimental convection cell im-

proved agreement between total plume statistics of simulations and experiments, but it

failed to bring them into complete alignment. The next step should therefore be conducting

improved simulations in which we can observe plume statistics that align with experiments.

To align the plume statistics in experiments and simulations, simulations must be mod-

ified to feature experimentally realistic boundary conditions and fluid parameters. In ex-

periments, the temperature profile in the heating and cooling plates at the boundary of the

fluid is dynamically coupled to the convective flow in the fluid layer itself [100]. It is not

simply a constant temperature or constant heat flux boundary as it is often modeled. There-

fore, it is necessary to simulate not just convection in the fluid layer, as is most commonly

done; we must also simulate the heat transport through the heating and cooling plates be-

low and above the fluid layer, as well as the thermally conducting sidewall. Only then can

the heat flow through the fluid layer be accurately captured by simulations. Additionally, it

was demonstrated that deviations from the Boussinesq approximation in experimental fluid

yield a significant difference in the observation of cold and hot plumes. Future simulations

of SDC must allow for fluid that deviates from the Boussinesq approximation to the extent

that is observed in experiments.
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Aligning plume statistics in simulations and experiments is important because plumes

in “ideal” simulations indicate spatial regions of the convective flow in which the leading

Lyapunov vector magnitude is high. This fundamental dynamical quantity indicates spatial

regions of the flow in which perturbations grow rapidly, making them important for char-

acterizing the spatiotemporal dynamics of SDC. We thus seek to use plumes, an observable

pattern feature in experiments and simulations, as an indicator of underlying dynamics. To

establish that the underlying dynamics are similar in experiments and simulations, similar

plume statistics must be observed in both. Once this is established, the relationship between

plumes and the leading Lyapunov vector magnitude in experimentally realistic simulations

must be re-established. At this point, it will be possible to characterize the dynamics of both

experiments and simulations with plumes, a feature that is readily observable in convection

roll patterns using persistent homology.
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APPENDIX A

FOURIER SHIFTING TO MINIMIZE OVER CONTINUOUS TRANSLATIONAL

SYMMETRY

To use the D to compare two states of the KS equation, we must find the shift s =

arg mins̃∈[0,L] Ds̃ that minimizes Equation 3.3. We can find such a shift with subpixel

resolution using a Fourier method. For simplicity, we will consider two states v(x) and

u(x) that have no time dependence and their unit vectors v̂(x) = v(x)/|v(x)| and û(x) =

u(x)/|u(x)|. We seek s = arg mins̃∈[0,L] ||v(x + s̃)−u(x)||2. We can express v(x) as a

linear combination of the shifted copy of u and the orthogonal state u⊥ such that v(x) =

c1(s̃)u(x+ s̃)+c2(s̃)u⊥(x+ s̃). We seek the value of s̃ where c1(s̃) is a maximum and c2(s̃)

is as close to 0 as possible. We can write u(x) and v(x) in terms of their Fourier transforms

v(x)=

∫
V (k)eikxdk =

∫
[c1(s̃)U(k) + c2(s̃)U⊥(k)]eik(x+s̃)dk (A.1)

. Further, we can construct a function

F (s̃)=

∫
¯̂
UV̂ dk=

∫
Ū(k)

|u(x)|
[c1(s̃)U(k) + c2(s̃)U⊥(k)]

|v(x)|
eik(s̃)e−ik(s̃)dk (A.2)

where the overbar denotes the complex conjugate. By Plancherel’s theorem the second

term of the sum is zero and the first term gives the modulus of u such that

F (s̃)=
c1(s̃)

|v(x)|
. (A.3)

So, s=arg maxs̃∈[0,L] F (s̃) where F (s̃) is a function that can be constructed easily from the

fast Fourier transforms of v(x) and u(x). We integrate trajectories of Equation 3.1 that have

N = 32 spatial grid points, but we compute s to subpixel resolution by interpolating F (s̃)
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to a higher resolution of N = 256. This increases the computational cost of computing D,

but is necessary to detect shadowing because subpixel shifts can cause large differences in

u(x+ s) and v(x). The trajectory u(x) can then be shifted by rotating its Fourier transform

by applying Us=eiks̃U where s̃= 2πs
N

where k is the wavenumber for each Fourier mode.
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APPENDIX B

RAYLEIGH-BÉNARD CONVECTION EXPERIMENTAL SPECIFICATIONS

The working fluid in experiments is compressed sulfur hexafluoride gas SF6. The Prandtl

number is Pr=0.84. The aspect ratio of the experimental cell is Γ=19.63 for experiments

3, 4, 7, and the aspect ratio is Γ = 19.53 for experiments 1, 2, 5, 6, and 8. The aspect

ratio for all the Boussinesq simulations is Γ = 20. The height of the fluid layer, or depth

d = 6.08 × 10−4m for experiments 3, 4, 7, and 9. The depth d = 6.05 × 10−4m for

experiments 1, 2, 5, 6, and 8.

The following fluid properties are given at the mean temperature T0 = 294.64 of ex-

periment 3. The density ρ= 114 kg
m3 . The thermal expansion coefficient β = 0.0074 1

K . The

thermal conductivity of fluid λ = 0.014 W
mK . The heat capacity cp = 7.5 × 102 J

kgK . The

kinematic viscosity ν = 1.4 × 10−7 m2

s . The thermal diffusivity κ = 1.7 × 10−7 m2

s . The

Nusselt number computed in simulation 1 is Nu = 1.65. The vertical diffusion time unit

tv=d2/κ=2.20 s.

The polyethersulfone sidewalls have thermal conductivity 0.18 ≤ λ ≤ 0.24 W
mK [119].

The sapphire single crystal top plate has thermal conductivity 35 ≤ λ ≤ 40 W
mK [120]. The

zinc selenide crystal bottom plate has λ=18 W
mK [121].

Dimensional radially-varying temperature profiles at the bottom and top boundary of

the fluid layer in experiments are obtained by solving Equation 4.5 on the model cell ge-

ometry (Figure 4.2) and then fitting a fourth-order polynomial to obtain a functional form

T ∗(r)=C1r
4+C2r

3+C3r
2+C4r+C5. These functions are then used as the radially-varying

thermal boundary conditions for convection simulations 3 (corresponding to the experiment

with Ra = 4000) and 4 (corresponding to the experiment with Ra = 4800) (Table B.1). All

dimensional temperature values have units of Kelvin (K).
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Table B.1: Coefficients for fourth-order polynomial temperature functions used as temper-
ature boundary conditions in simulations 3 (Ra = 4000) and 4 (Ra = 4800). The functions
take the form T ∗(r)=C1r

4+C2r
3+C3r

2+C4r+C5. The units of the temperature coefficients
are expressed in Kelvin (K).

Ra=4000 C1 (K) C2 (K) C3 (K) C4 (K) C5 (K)
Tb(r) −3.3× 10−6 9.2× 10−5 −1.3× 10−3 3.2× 10−3 297.40
Tt(r) 1.5× 10−6 −4.2× 10−5 6.2× 10−4 −1.5× 10−3 292.17

Ra=4800
Tb(r) −4.0× 10−6 1.1× 10−4 −1.5× 10−3 3.9× 10−3 298.77
Tt(r) 1.9× 10−6 −5.3× 10−5 7.6× 10−4 −1.8× 10−3 292.33
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APPENDIX C

RAYLEIGH-BÉNARD CONVECTION CONDUCTION MODEL VERIFICATION

The model convection cell conduction is performed using the MATLAB PDE Toolbox.

The toolbox uses a finite element method for approximating the solution to PDEs as linear

functions on a triangular mesh. The PDE we use is the steady-state heat equation in two

dimensions

∇2T ∗(r, z) = 0. (C.1)

In cylindrical coordinates, the steady-state heat equation is expressed as

1

r

∂

∂r
r
∂T

∂r
+
∂2T

∂z2
=0 (C.2)

In MATLAB this is written as -div(c*grad(u))+a*u=f where u is the field variable of interest

(T ), λ is the thermal conductivity of the material, div is the divergence, grad is the gradient,

and a=f=0. The convection cell is modeled as a radial cross-section of a cylinder, broken

up into four distinct regions, each with different thermal conductivity (Table C.1).

The top and bottom boundaries of the domain are fixed to the temperature of the heat

baths for a given experiment. The boundaries at the sides of the domain are zero-flux. The

boundaries between the different materials have the conditions T1(r1, z1) = T2(r1, z1) and

λ1 ∗∇T1(r1, z1) = λ2 ∗∇T2(r1, z1) where r1 and z1 are coordinates of a boundary between

Table C.1: Spatial coordinates left, bottom, width, and height of the four regions in the
conduction model displayed in units of centimeters

Region λ ( W
mK) Left Bottom Width Height

Fluid layer 0.014 0 0.95 1.1875 0.0605
Top plate 35 0 1.0105 1.6875 1.91
Bottom plate 18 0 0 1.6875 0.95
Side wall 0.20 1.1875 0.95 0.5 0.0605
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materials ”a” and ”b”.

The thermal conductivity of the fluid layer is also multiplied by the Nusselt number

computed from non-dimensional Boussinesq simulations to approximate convective condi-

tions in the fluid. In the Ra = 4000 case this is Nu = 1.65. In the Ra = 4800 this is Nu =

1.76.
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Figure C.1: Temperature profiles as a function of the radial coordinate r at the bottom (a)
and top (b) fluid layer boundaries computed by the conduction model.

We confirmed that the PDE Toolbox approximation scheme was producing results con-

sistent with analytic solutions of the heat equation in circumstances where the result is

known. In particular, we considered a model with two distinct regions of different thermal

conductivities λ1 and λ2 (Figure C.2) with temperature varying in the radial direction. The

left region (region ”a” for 1 ≤ r≤ 2) has thermal conductivity λ1 = 1 and the right region

(region ”b” for 2 ≤ r ≤ 3) has thermal conductivity λ2 = 2. The boundary at r = 1 has a

fixed temperature of T1(r= 1) = 1 while the boundary at r= 3 has a fixed temperature of

T2(r = 3) = 0. All quantities in this validation are given in arbitrary units for simplicity.

The boundaries at the top (z = 1) and the bottom (z = −1) are zero-flux (∂T
∂z

= 0), thus

the temperature has no z-dependence and T (r, z) = T (r). Because there are two regions

with two different values of thermal conductivity, there will be separate solutions for the

left region T1(r) and the right region T2(r) At the boundary between the two regions at

r=2 there must be continuous temperature T1(r=2)=T2(r=2) and continuous heat flux

λ1
∂T1
∂r

(r=2)=λ2
∂T2
∂r

(r=2).

If r and z are incorrectly treated as Cartesian coordinates x and y, then MATLAB will
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Figure C.2: Sample geometry used to validate MATLAB PDE toolbox. The left region
(1 ≤ r ≤ 2) has thermal conductivity λ1 = 1 and the right region (2 ≤ r ≤ 3) has thermal
conductivity λ2 = 2. The boundary at r = 1 has a fixed temperature of T1 = 1 while the
boundary at r=3 has a fixed temperature of T2 =0.

solve Equation 4.5 as
∂2T

∂x2
+
∂2T

∂y2
=0. (C.3)

Given the zero-flux boundary condition at the top and bottom, this simplifies to

∂2T

∂x2
=0, (C.4)

which has a general solution of T (x)=C1x+C2. Applying boundary conditions, the analytic

solution for both regions is

Ta(x)=


T1(x), if 1 ≤ x ≤ 2

T2(x), if 2 < x ≤ 3,

(C.5)

where

T1(x)=−2

3
x+

5

3
(C.6)

T2(x)=−1

3
x+1. (C.7)

The temperature at the boundary is thus T1(x= 2) = T2(x= 2) = 1
3

in the Cartesian case.

The MATLAB PDE toolbox finds the same result using the finite element method and when

101



treating the model in Cartesian coordinates (the dashed curve in Figure C.3 (a)).

If the geometry is handled using radial coordinates, then Equation 4.5 will simplify to

1

r

∂

∂r
r
∂T

∂r
=0, (C.8)

which has the general solution T (r) = C1ln r+C2. Applying boundary conditions, the

analytic solution for both regions is

Ta(r)=


T1(r), if 1 ≤ r ≤ 2

T2(r), if 2 < r ≤ 3,

(C.9)

T1(r)=
1

ln 1
2

√
2
3

ln r+1 (C.10)

T2(r)=
1

2 ln 1
2

√
2
3

ln r− ln 3

2 ln 1
2

√
2
3

. (C.11)

The temperature at the boundary is thus T1(r= 2) = T2(r= 2)≈ 0.2263 in the cylindrical

case.

Figure C.3 (b) shows the absolute value of the difference between the analytic (Ta)

and MATLAB finite element method (Tm) solution for both the Cartesian and cylindrical

cases. The MATLAB PDE toolbox finds the same result using the finite element method

and when treating the model in cylindrical coordinates (the solid curve in Figure C.3 (a)).

The MATLAB PDE Toolbox’s finite element approximation method thus provides the right

answer in known cases within accuracy of about 10−5.
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Figure C.3: Temperature profiles (a) and residuals (b) as a function of the radial coordinate
r for the Cartesian version of Equation 4.5 (dashed line) and the cylindrical version (solid
line) computed by the conduction validation model. The analytically computed values for
the temperature field at r=2 (T (x=2)=0.333 for the Cartesian case and T (r=2)=0.226
for the cylindrical case) are marked on the y-axis of (a). In (b), the absolute value of the
difference between the analytic solution (Ta) and the finite element method model (Tm) are
shown. For the Cartesian case, this difference is zero for all values of r because the finite
element method linear approximation is exact when the analytic solution itself is linear.
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APPENDIX D

RAYLEIGH-BÉNARD CONVECTION PLUME ANALYSIS TUTORIAL

In this chapter, I provide a tutorial for analyzing plumes in RBC in the Schatz lab. This

tutorial will be very specific, written for the person who will continue this work. It will

cover where to find raw experimental and simulation data that has already been generated,

where to find metadata for these data sets such as fluid parameters and temperature settings,

where to find tutorials for running the RBC experimental cell, how to pre-process exper-

imental and simulated image data, how to compute the persistent homology of simulated

and experimental image data, and how to detect plumes from persistent homology. If a file

is referenced in this tutorial, assume it is located in the RBC_tutorial_files folder in

F:/RBC_data on the RBC Windows 10 computer or in the RBC tutorials Teams folder.

D.1 Experimental and simulated data

D.1.1 Location of existing experimental data and pre-processing

The raw experimental data used in this thesis are located in the external hard drive on the

RBC Windows 10 computer in the Schatz lab (W303). At the time of writing, this drive is

labeled F: on the RBC computer and the relevant folder is RBC_data. Alternatively, they

are backed up in the Schatz / Grigoriev Teams group in the Files tab in the Experimentalists

channel. The relevant folder is Rayleigh-Benard convection tutorial files.

A third backup is located on the drive D: in the folder RBC on the Windows 7 RBC ma-

chine. The login info to this machine can be found in Brett Tregoning’s small red lab note-

book in the Schatz lab. This last location is the master location for raw experimental data

and contains many experimental runs. The metadata for the experimental data is located

in a spreadsheet called data_summary.xlsx located in RBC_tutorial_files and
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the master location for raw experimental data. This spreadsheet contains information like

the date of data runs and the fluid properties and temperature settings during those runs.

For experimental data (Table 4.1), the folder locations in RBC_data are as follows:

Experiment 1 is located in

"2016_06_03_turb/run_01n02/0603180728_5fps/filt_sigma_03"

and

"2016_06_03_turb/run_01n02/0603190946_5fps/filt_sigma_03".

These represent two data runs taken

in close proximity and with similar

parameter values that are

subsequently combined. The raw

videos and raw temperature data for

both runs are found in

"2016_06_03_turb/run_01n02".

There is a similar pattern of file

locations for every other

experimental run. Raw videos are

located in the "run_..." parent

folder and then raw images and

subsequently processed images are

located in the subfolders.

Experiment 2 is located in

"2016_06_03_turb/run_03n04/0603205324_5fps/filt_sigma_03"

and

"2016_06_03_turb/run_03n04/0603221015_5fps/

processed/filt_sigma_03".

Experiment 3 is located in
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"2016_05_17_turb/run_03n04/0517200707_5fps/filt_sigma_03"

and

"2016_05_17_turb/run_03n04/0517211056_5fps/filt_sigma_03".

Experiment 4 is located in

"2016_05_20_turb/run_07n08n09/0520220719_5fps/filt_sigma_03",

"2016_05_20_turb/run_07n08n09/0520232612_5fps/filt_sigma_03",

and

"2016_05_20_turb/run_07n08n09/0521011911_5fps/filt_sigma_03"

(this experiment is a combination of 3 runs).

Experiment 5 is located in

"2016_06_03_turb/run_05n06/0603234837_5fps/

processed/filt_sigma_03"

and

"2016_06_03_turb/run_05n06/0604004838_5fps/filt_sigma_03".

Experiment 6 is located in

"2016_06_04_turb/run_01/0604151614_5fps/filt_sigma_03".

Experiment 7 is located in

"2016_05_21_turb/run_01n02/0521172914_5fps/filt_sigma_03"

and

"2016_05_21_turb/run_01n02/0521182916_5fps/filt_sigma_03".

Experiment 8 is located in

"2016_06_04_turb/run_02n03/0604164444_5fps/filt_sigma_03"

and

"2016_06_04_turb/run_02n03/0604174453_5fps/filt_sigma_03".

Experiment 9 is located in

"2016_05_22_turb/run_01n02/0522070903_5fps/

processed/filt_sigma_03"
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and

"2016_05_22_turb/run_01n02/0522081248_5fps/filt_sigma_03."

Images are extracted from the videos at 5 frames per second (roughly 10 frames per vertical

diffusion time using the program ”Video to Picture Image Converter 3”, but any program

that extracts frames from a video at constant framerate will do.

The raw images are pre-processed after being extracted from the videos. The pre-

processing is explained in videos in the ”Data processing (Skype videos)” slide of the ”RBC

manual” powerpoint presentation. MATLAB scripts that largely automate this process are

available in the ”MATLAB pre-processing code” subfolder of RBC_tutorial_files.

The master file that calls the other relevant pre-processing steps is

shift_through_fourier_filter_master_old. To run this, you first need

to have an image of quiescent RBC to use as a background and then use it to create a mask.

The procedure for this is covered in the previously mentioned tutorial videos.

The data pre-processing tutorial videos also go over how the fluid parameters of the

RBC experiments are obtained using C code from the Santa Barbara Pattern Formation

group. This code can be found on the RBC Windows 10 machine in the folder

F:/RBC_data/parameters/ahlers_c_code. From there, Bala’s instructions

in the video can be followed to obtain fluid parameters or make changes if necessary. To

simply run the code as it currently exists, use the command ./RBC from the previously

specified folder. Then, enter the required fluid parameters.

Once you have obtained pre-processed experimental image data, you are ready to pro-

cess it using persistent homology. The procedure for doing this is discussed in a later

section.

D.1.2 Location of existing simulated data and pre-processing

The raw simulated data used in this thesis are located in the external hard drive on the RBC

Windows 10 computer in the Schatz lab (W303). At the time of writing, this drive is labeled
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”F:” on the RBC computer and the relevant folder is RBC_data. Alternatively, they are

backed up in the Schatz / Grigoriev Teams group in the Files tab in the Experimentalists

channel. The relevant folder is ”Rayleigh-Benard convection tutorial files”.

For simulated data (Table 4.3), the folder locations in RBC_data are as follows:

Simulation 1 is located in

"Dimensional_Bous/dimBouss_data/ims/".

Simulation 2 is located in

"simulation_3500/nondim_r3500txt.tar/nondim_r3500txt/ims/"

and

"simulation_3500_2/set2_nondim_Ra3500/ims/".

Simulation 3 is located in

"Bouss_corrected_Tr_Ra_4000/new_prof_r4000/ims/"

and

"Ra4000_radial_restart/ra4000_restart1.tar/

ra4000_restart1/ra4000_restart1/ims/".

Simulation 4 is located in

"Bouss_corrected_Tr_Ra_4800/newprof_r4800/ims/"

and

"Ra4800_radial_restart/Ra4800_restart1.tar/

Ra4800_restart1/Ra4800_restart1/ims/".

The only pre-processing of simulated data that needs to be done is reflection of the

gray scale intensity values about the mean point (in typical 8-bit gray scale, this is done by

taking the negative of the gray scale intensity values, then adding 255). This is to ensure

that dark regions represent hot upflows and bright regions represent cold downflows in both

experiments and simulations.
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D.2 Sample code for computing persistent homology

The following subsections contain code for computing persistent homology in 1-D func-

tions and 2-D image data. A complete IPython notebook containing this code and other

useful tutorial code called ”Persistent Homology Tutorial.ipynb” is available in

RBC_tutorial_files. The sample data can also be found there in the subfolder

data. This IPython notebook demonstrates how to start with a pre-processed experiment

or simulation 2-D image data file and detect plumes in the image. A program like Jupyter

Notebook is required to run it.

The Python libraries required to run this code are mostly standard, with the exception

of the GUDHI library for computing persistent homology. The GUDHI documentation and

installation instructions can be found at https://gudhi.inria.fr/.

It is most convenient to install the latest version of Anaconda, following the instructions

at

https://docs.anaconda.com/anaconda/install/index.html.

This will automatically install Jupyter Notebook as well. Then, GUDHI can be installed

using conda by following the instructions at

https://gudhi.inria.fr/python/latest/installation.html.

Once installed, GUDHI can be imported like any other Python library when running

Jupyter Notebook. This is demonstrated in the sample code.

D.2.1 Code for computing sublevel persistence points of a 1-D function

#sample Python code for the computation of

#persistent homology for a 1-D function

import numpy as np

from gudhi import PeriodicCubicalComplex
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#definition of the domain for the function f(x)

x = np.linspace(0,2*np.pi,100)

#definition of the function f(x)

f = np.sin(x+1)+np.sin(2*x+2)

def create_gudhi_input(array):

#this helper function formats the

#input in a way GUDHI will accept

#it works with 1D functions and

#2D image arrays

#note that it essentially "flattens"

#the input array with a Fortran-like

#index order, i.e.

#the first dimension changes fastest

#and the last dimension changes slowest

try:

N = array.shape[0]*array.shape[1]

gudhi_input = np.zeros((N))

gudhi_input[:] = np.reshape(array,

N,

order=’F’)

except IndexError:

N = array.shape[0]

gudhi_input = np.zeros((N))

gudhi_input[:] = np.reshape(array,

N,

order=’F’)
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return gudhi_input

#compute the sublevel persistent homology of f(x)

#format f into a GDUHI-friendly input

f_gudhi = create_gudhi_input(f)

#define the periodic cubical complex

#of which the persistent homology will

#be computed

#periodic_dimensions accepts a list of

#Booleans corresponding to which dimensions

#given to the "dimensions" argument should

#be treated as periodic

#top_dimensional_cells takes the GUDHI-friendly

#input of f(x)

f_complex = PeriodicCubicalComplex(dimensions= f.shape,

top_dimensional_cells =f_gudhi,

periodic_dimensions=[True])

#compute the persistence of the periodic cubical

#complex, starting at the minimum value of f(x)

f_pers = f_complex.persistence(min_persistence=np.amin(f))

#return the birth and death values

#0-dimensional topological structures

#(distinct connected components) as a N row,

#2 column numpy array

#where there are N persistence points

f_pers_0 = f_complex.persistence_intervals_in_dimension(0)
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#remove trivial persistence points that lie on the diagonal

f_pers_0 = f_pers_0[f_pers_0[:,0]!=f_pers_0[:,1]]

#print the persistence points (-0.369,0.369) and (-1.758, inf)

print(f_persistence_0)

D.2.2 Code for computing superlevel persistence points of a 1-D function

#sample Python code for the computation of

#persistent homology for a 1-D function

import numpy as np

from gudhi import PeriodicCubicalComplex

#definition of the domain for the function f(x)

x = np.linspace(0,2*np.pi,100)

#definition of the function f(x)

f = np.sin(x+1)+np.sin(2*x+2)

#reflect f for computation of superlevel

#persistent homology

f = -f

def create_gudhi_input(array):

#this helper function formats the

#input in a way GUDHI will accept

#it works with 1D functions and

#2D image arrays

#note that it essentially "flattens"

#the input array with a Fortran-like

#index order, i.e.
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#the first dimension changes fastest

#and the last dimension changes slowest

try:

N = array.shape[0]*array.shape[1]

gudhi_input = np.zeros((N))

gudhi_input[:] = np.reshape(array,

N,

order=’F’)

except IndexError:

N = array.shape[0]

gudhi_input = np.zeros((N))

gudhi_input[:] = np.reshape(array,

N,

order=’F’)

return gudhi_input

#compute the sublevel persistent homology of f(x)

#format f into a GDUHI-friendly input

f_gudhi = create_gudhi_input(f)

#define the periodic cubical complex

#of which the persistent homology will

#be computed

#periodic_dimensions accepts a list of

#Booleans corresponding to which dimensions

#given to the "dimensions" argument should

#be treated as periodic

113



#top_dimensional_cells takes the GUDHI-friendly

#input of f(x)

f_complex = PeriodicCubicalComplex(dimensions= f.shape,

top_dimensional_cells =f_gudhi,

periodic_dimensions=[True])

#compute the persistence of the periodic cubical

#complex, starting at the minimum value of f(x)

f_pers = f_complex.persistence(min_persistence=np.amin(f))

#return the birth and death values

#0-dimensional topological structures

#(distinct connected components) as a N row,

#2 column numpy array

#where there are N persistence points

f_pers_0 = f_complex.persistence_intervals_in_dimension(0)

#remove trivial persistence points that lie on the diagonal

f_pers_0 = f_pers_0[f_pers_0[:,0]!=f_pers_0[:,1]]

#print the reflected persistence points

#(0.369,-0.369) and (1.758, -inf)

print(-f_persistence_0)

D.2.3 Code for computing sublevel persistence points of 2-D RBC image data and detecting

plumes

import numpy as np

from gudhi import CubicalComplex

from PIL import Image

import matplotlib.pyplot as plt

data_files_loc = ’D:\Research_Writing/Thesis/figures/data/’
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#read the image

exp_img = Image.open(data_files_loc

+ ’000131_exp.bmp’)

#represent image as numpy array

exp_arr = np.array(exp_img)

#compute the sublevel persistent homology of the image

#define the cubical complex

#of which the persistent homology will

#be computed

#top_dimensional_cells takes the GUDHI-friendly

#input of the image

#dimensions shape of the image in number of pixels

#img_complex = CubicalComplex(dimensions= exp_arr.shape,

# top_dimensional_cells =img_gudhi)

img_complex = CubicalComplex(top_dimensional_cells=exp_arr)

#compute the persistence of the cubical

#complex, starting at the minimum value of the image

img_pers = img_complex.persistence()

#return the birth and death values of

#0-dimensional topological structures

#(distinct connected components) as a N row,

#2 column numpy array

#where there are N persistence points

img_pers_0 = img_complex.persistence_intervals_in_dimension(0)

#return the birth and death values of
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#1-dimensional topological structures

#(holes) as a N row,

#2 column numpy array

#where there are N persistence points

img_pers_1 = img_complex.persistence_intervals_in_dimension(1)

#now, the persistence points can be plotted

#plots are displayed in a cell beneath

img_sub_0 = img_pers_0

img_sub_1 = img_pers_1

#now we will detect a plume in the persistence data

#first, a GUDHI function retrieves the birth and

#death locations for all persistence points in

#the image

img_sub_locs = img_complex.cofaces_of_persistence_pairs()

#now we limit the relevant points to holes

img_sub_locs = img_sub_locs[0][1]

#define the plume region with a list of the form:

#[lower cutoff, upper cutoff, distance from diagonal,

#mean gray scale value]

plume_reg_params = [55,135,10,87]

#take only persistence points that are in the plume region

#for sublevel plume, the lower cutoff is not relevant

#the death value must be <= plume_reg_params[1]

#the point must be >= plume_reg_params[2]

#from the diagonal

#the birth value must be <= plume_reg_params[3]

plumes_sub = img_sub_1[
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np.logical_and(

np.logical_and(

img_sub_1[:,1]<=plume_reg_params[1],

img_sub_1[:,1]-img_sub_1[:,0]>=plume_reg_params[2]),

img_sub_1[:,0]<=plume_reg_params[3]),:]

#the locations of persistence points that we kept by

#the above critera are also kept

plumes_sub_locs = img_sub_locs[

np.logical_and(

np.logical_and(

img_sub_1[:,1]<=plume_reg_params[1],

img_sub_1[:,1]-img_sub_1[:,0]>=plume_reg_params[2]),

img_sub_1[:,0]<=plume_reg_params[3]),:]

#get the death locations of the sublevel plumes

#we take the death locations because the birth

#locations are at some location around the plume,

#not on the plume itself

death_sub_locs = np.zeros(plumes_sub_locs.shape)

for i in range(plumes_sub_locs.shape[0]):

#the indicies returned by GUDHI are

#indices of the flattened array

#so we use a numpy function to transform

#back to the 2-D array

death_sub_locs[i,0] = np.unravel_index(

plumes_sub_locs[i,:],exp_arr.shape,order=’F’)[1][1]

death_sub_locs[i,1] = np.unravel_index(

plumes_sub_locs[i,:],exp_arr.shape,order=’F’)[0][1]
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#throw out any points that are too close to the

#boundaries due to the presence of damped

#convection rolls in this region that are

#easily confused for plumes

ctr = 189

rad_mask= 172

death_sub_locs = death_sub_locs[

(death_sub_locs[:,0]-ctr)**2+(death_sub_locs[:,1]-ctr)**2<=rad_mask**2

,:]

#highlight the detected plume’s location

#in the temperature field

fig,ax=plt.subplots()

im = plt.imshow(exp_arr,cmap=’gray’)

plt.scatter(death_sub_locs[:,0],death_sub_locs[:,1],

s=250,marker=’o’,facecolors=’None’,

edgecolors=’m’,linewidths=3)

ax.axis(’off’)

plt.show()

D.2.4 Code for computing superlevel persistence points of 2-D RBC image data and

detecting plumes

import numpy as np

from gudhi import CubicalComplex

from PIL import Image

#read the image

exp_img = Image.open(data_files_loc

+ ’000082_exp.bmp’)

118



#find max and min of image

exp_img = np.array(exp_img)

exp_img_max = 255

exp_img_min = 0

#reflect and translate the image for superlevel

#filtering represent it as numpy array

exp_arr = exp_img_max+exp_img_min-exp_img

#mask the image so that only the temperature

#field and not the boundaries are reflected

ctr = 189

rad = 182

for i in range(exp_arr.shape[0]):

for j in range(exp_arr.shape[1]):

if (i-ctr)**2+(j-ctr)**2>rad**2:

exp_arr[i,j]=255

#compute the sublevel persistent homology of the image

#define the cubical complex

#of which the persistent homology will

#be computed

img_complex_sup = CubicalComplex(

top_dimensional_cells =exp_arr)

#compute the persistence of the cubical

#complex

img_pers_sup = img_complex_sup.persistence()

#return the birth and death values of
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#0-dimensional topological structures

#(distinct connected components) as a N row,

#2 column numpy array

#where there are N persistence points

img_pers_0_sup = img_complex_sup.persistence_intervals_in_dimension(0)

#return the birth and death values of

#1-dimensional topological structures

#(holes) as a N row,

#2 column numpy array

#where there are N persistence points

img_pers_1_sup = img_complex_sup.persistence_intervals_in_dimension(1)

img_sup_locs = img_complex_sup.cofaces_of_persistence_pairs()

img_sup_locs = img_sup_locs[0][1]

#reflect and transform points again to represent

#superlevel persistence points

img_pers_0_sup = 255-img_pers_0_sup

img_pers_1_sup = 255-img_pers_1_sup

#now the persistence points can be plotted

img_sup_0 = img_pers_0_sup

img_sup_1 = img_pers_1_sup

#get the locations of the persistence points

#on the temperature field

img_sup_locs = img_complex_sup.cofaces_of_persistence_pairs()

#take only holes

img_sup_locs = img_sup_locs[0][1]
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#define the plume region with a list of the form:

#[lower cutoff, upper cutoff, distance from diagonal,

#mean gray scale value]

plume_reg_params = [55,135,10,87]

#take only persistence points that are in the plume region

#for superlevel plume, the upper cutoff is not relevant

#the death value must be >= plume_reg_params[0]

#the point must be >= plume_reg_params[2]

#from the diagonal

#the birth value must be >= plume_reg_params[3]

plumes_sup = img_sup_1[

np.logical_and(

np.logical_and(

img_sup_1[:,1]>=plume_reg_params[0],

img_sup_1[:,0]-img_sup_1[:,1]>=plume_reg_params[2]),

img_sup_1[:,0]>=plume_reg_params[3]),:]

#take only the locations of holes in the plume region

plumes_sup_locs = img_sup_locs[

np.logical_and(

np.logical_and(

img_sup_1[:,1]>=plume_reg_params[0],

img_sup_1[:,0]-img_sup_1[:,1]>=plume_reg_params[2]),

img_sup_1[:,0]>=plume_reg_params[3]),:]

#get the death locations of the superlevel plumes

#we take the death locations because the birth

#locations are at some location around the plume,

#not on the plume itself
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death_sup_locs = np.zeros(plumes_sup_locs.shape)

for i in range(plumes_sup_locs.shape[0]):

#the indicies returned by GUDHI are

#indices of the flattened array

#so we use a numpy function to transform

#back to the 2-D array

death_sup_locs[i,0] = np.unravel_index(

plumes_sup_locs[i,:],exp_arr.shape,order=’F’)[1][1]

death_sup_locs[i,1] = np.unravel_index(

plumes_sup_locs[i,:],exp_arr.shape,order=’F’)[0][1]

#throw out any points that are too close to the

#boundaries due to the presence of damped

#convection rolls in this region that are

#easily confused for plumes

ctr = 189

rad_mask= 172

death_sup_locs = death_sup_locs[

(death_sup_locs[:,0]-ctr)**2+(death_sup_locs[:,1]-ctr)**2<=rad_mask**2

,:]

#highlight the detected plume’s location

#in the temperature field

fig,ax=plt.subplots()

im = plt.imshow(exp_img,cmap=’gray’)

plt.scatter(death_sup_locs[:,0],death_sup_locs[:,1],

s=250,marker=’o’,facecolors=’None’,

edgecolors=’m’,linewidths=3)

ax.axis(’off’)
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plt.show()

D.3 Assigning the plume region

In subsection D.2.3 and subsection D.2.4, four parameters were used to classify points in

the persistence diagrams as plumes. These include the upper cutoff, the lower cutoff, the

mean gray scale value, and a minimum distance from the diagonal (“delta”). The mean

gray scale value can be computed from a set of image data and the minimum distance

from the diagonal is routinely set to 10 (in 8-bit gray scale units). However, the selection

of the upper and lower cutoff often proves to be more difficult. The upper cutoff defines

the bound where sublevel holes are too prominent to be classified as plumes, while the

lower cutoff defines the bound where superlevel holes are too prominent to be classified

as plumes. These values must be carefully selected to include plumes and exclude fully

formed convection rolls. However, one advantage is that plumes can be tracked throughout

a time series, so a plume only needs to pass through the plume region once to be classified

as a plume and then tracked. Thus, the plume region can be as tight as possible to exclude

very prominent features while capturing plumes right as they become visible in the image.

Additionally, holes that appear close to the boundaries in experiments, specifically

within 15 pixels, are thrown out due to the presence of convection features near the bound-

aries with damped intensity. This causes features to be spuriously identified as plumes.

Plume regions in the simulated data are usually easily found. Up to now, we have used

the same parameters in every simulation run. Those are a delta of 10, a mean integer value

of 127, an upper cutoff of 174 and a lower cutoff of 80. Plume regions in the experiments

are more difficult. Delta is taken to be 10 and the mean integer is most often 87 and the

lower cutoff is most often 55. These are good starting values to form a preliminary plume

region. From there, the search can be narrowed. The upper cutoff in experiments shows

quite a bit of variability given the differences in optical conditions that can occur, from 119

to 135. It is typical to begin at 135 and the lower the upper cutoff as necessary to crop
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out spurious features classified as plumes. To do this, it is best to start with a preliminary

plume region and then use it to analyze a time-series of data. Plot the persistence diagrams

for holes at each time step and show the plume region in these plots. Simultaneously,

produce images of the convection roll patterns with plumes labeled. It will be obvious,

when scrolling through a time-series of these images, when spurious plumes are detected

and labeled on the temperature field. The birth and death values of these spurious holes can

then be used to decrease the size of the plume region.
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