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SUMMARY

A central goal in Arti cial Intelligence (Al) is to developmbodied intelligence-i.e.,
embodied agents such as mobile robots that can accomplish a wide variety of tasks in
real-world, physical environments. In this dissertatie,will argue that of ine pre-training
of foundation models on web-scale data can bootstrap embodied intelligence.

In part 1, we present VC-1, a visual foundation model pre-trained (primarily) on video
data collected from an egocentric perspective. We systematically demonstrate that such
models substantially bene t from pre-training dataset diversity by introducing CortexBench,
an embodied Al (EAI) benchmark curated from a diverse collection of existing EAI tasks
spanning locomotion, navigation, and dexterous or mobile manipulation.

In part 2, we rst demonstrate that visual grounding learned from internet data (i.e.,
image-caption pairs from the web) can be transferred to an instruction-following visual
navigation agent (VLN-BERT). Then, we present ZSON, a highly scalable approach for
learning to visually navigate to objects speci ed in open-vocabulary, natural language
instructions such asnd the kitchen sink.

In part 3, we study spatial understanding in real-world indoor environments. First,
we introduce an evaluation benchmark (OpenEQA) to measure progress on answering
open-ended questions about 3D scenes. Then, we present a modular agent that leverages
pre-trained components such as vision-language models (VLMs) to address the question-

answering task.

XX



CHAPTER 1
INTRODUCTION

A long-standing goal in Arti cial Intelligence (Al) is to creatembodied agentsuch as
mobile robots that can accomplish a wide variety of tasks in real-world environments. This
technology will be transformative, e.g., by assisting older adults with their daily needs or
relieving us from doing mundane household chores. To inhabit and operate in environments
such as our homes or workplaces, these agents will need to perceive, understand, and reason
about the visual world. This is a fundamental challenge due to the sheer diversity of visual
concepts these agents will need to contend with. This gives rise to the question: how can we
develop embodied agents with such an extensive and functional understanding of the world?
The central idea in this dissertation is that of ine datasets containing images, videos,
language data (i.e., text), or multimodal data (e.g., images with captions) provide a wealth of
knowledge about the world that can be leveraged in building embodied agents (e.g., mobile
robots) that can act in the world. Using such data relieves the burden of learning everything

about the world from experience alone.

1.1 Thesis Statement

Of ine pre-training of foundation models on web-scale data

can bootstrap embodied intelligence.

1.2 Summary of Contributions

We will demonstrate how to leverage web-scale pre-training in three parts.
In Part I, we focus on building pre-trained visual representations (PVRs) and bench-

marking them on a wide variety of embodied Al (EAI) tasks. Speci cally, in Chapter 2,



we introduceCORTEXBENCH, a benchmark consisting of 17 different EAI tasks — drawn
from existing benchmarks — spanning locomotion, navigation, dexterous, and mobile manip-
ulation. We uséCORTEXBENCH to evaluate existing PVRs (such as MVP [1], R3M [2],
CLIP [3], and VIP [4]) and nd that none are universally dominant. Second, we systemati-
cally study the effect of pre-training data scale and diversity by combining over 4,000 hours
of egocentric videos from 7 different sources (over 5.6M images) and ImageNet to train
different-sized vision transformers (ViTs) [5], using Masked Auto-Encoding (MAE) [6] on
slices of this data. Our analyses reveal important trends such as the nding that pre-training
dataset diversity can matter much more than dataset size. Our largest model, named Visual
Cortex 1 (VC-1), outperforms existing PVRs on average but does not universally dominate
either. Finally, we show that task or domain-speci c adaptation of VC-1 leads to substan-
tial gains, with VC-1 (adapted) achieving competitive or superior performance than the
best-known results on all of the benchmarks iDFRGEXBENCH.

In Part I, we present two methods for transferring visual grounding —i.e., the learned
association between visual data and semantic concepts — from web-scale data into an
embodied agent. First, in Chapter 3, we present VLN-BERHR embodied agent that can
follow visual navigation instructions. With VLN-BERT, we demonstrate that pre-training
on image-caption pairs from the web and then netuning on embodied instruction following
data, signi cantly improves visual navigation performance. Second, in Chapter 4, we present
ZSON, a scalable approach for learning open-world object-goal navigation (ObjectNav) —
i.e., the task of asking an embodied agent to nd any instance of an object in an unexplored
environment (e.g., nd the kitchen sink). Our approach is entirely zero-shot —i.e., it does
not require ObjectNav rewards or demonstrations of any kind. Instead, we train on the
image-goal navigation (ImageNav) task, in which agents nd the location where a picture
(i.e., goal image) was captured. Speci cally, we encode goal images into a multimodal,

semantic embedding space (from CLIP [3]) to enable training semantic-goal navigation

1The name VLN-BERT combines the acronym for the Vision-and-Language Navigation (VLN) task [7]
and the Bidirectional Encoder Representations from Transformers (BERT) model [8].



(SemanticNav) agents at scale in unannotated 3D environments (e.g., HM3D [9]). After
training, SemanticNav agents can be instructed to nd objects described in free-form natural
language (e.g.sink’, "bathroom sink' etc.) by projecting language goals into the same
multimodal, semantic embedding space. With this approach, ZSON enables open-world
object-goal navigation.

In Part Ill, we study the use of pre-trained models for reasoning about real-world, indoor
environments. In Chapter 5, we present a modern formulation of a question answering
task that requires understanding an indoor environment well enough to answer questions
about it in natural language. An agent can achieve such an understanding by either drawing
upon episodic memory, exempli ed by agents on smart glasses, or by actively exploring
the environment, as in the case of mobile robots. We accompany our formulation with
OpenEQA —the rst open-vocabulary benchmark that supports both episodic memory and
active exploration use cases. OpenEQA contains over 1600 high-quality human generated
guestions drawn from videos and 3D scans of real-world environments. In addition to the
dataset, we also provide an automatic LLM-powered evaluation protocol that has excellent
correlation with human judgement. Using this dataset and evaluation protocol, we evaluate
several state-of-the-art foundation models such as GPT-4V and nd that they signi cantly lag
behind human-level performance. Consequently, OpenEQA stands out as a straightforward,
measurable, and practically relevant benchmark that poses a considerable challenge to
current generation of Al models. Finally, in Chapter 6, we develop a modular agent that uses
an LLM to generate code to answer questions. Our agent leverages a visual perception API
that is built on pre-trained foundation models (e.g., GPT-4V [10] and ConceptFusion [11]).
We nd that given this APl and several few-shot examples, LLMs are able to effectively

reason about spatial understanding questions from OpenEQA.
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CHAPTER 2
WHERE ARE WE IN THE SEARCH FOR AN ARTIFICIAL VISUAL CORTEX
FOR EMBODIED INTELLIGENCE?

2.1 Introduction

Eyesight is considered one of the greatest inventions of biological evolution [12]. Of course,
the evolution of visuasensingvia eyes progresses in concordance with vigpesteption
— via a visual cortex, the region of the brain that (together with the motor cortex) enables
an organism to convert sight into movement. In this work, we ask the same question
Fukushima [13, 14] did nearly 50 years ago — how do we desigrtanial visual cortex,
the module in a larger computational system that enables an arti cial agent to convert camera
input into actions?

In contemporary Al, this question has been operationalized as the design of pre-trained
visual representations (PVRs) or visual ‘foundation models' for embodied Al (ElAtjeed,
recent work has shown that PVRs trained on large quantities of web-images and egocentric-
videos can substantially improve performance and learning ef ciency for navigation [15,
16] and manipulation tasks [17, 2, 1, 4]. Unfortunately, each study is fundamentally
incommensurable, as each uses different self-supervised learning (SSL) algorithms on
different pre-training datasets, designed for, and evaluated on different downstream EAI
tasks. Naturally, one might ask: is there a universally-dominant con guration? Essentially,
does an arti cial visual cortex already exi&t

To answer this question, we conduct the largest and most comprehensive empirical

study to-date of visual foundation models for EAI. First, we CURTEXBENCH, a new

We use embodied Al (EAI) as an umbrella term for all communities studying visuomotor control such as
robot learning, vision-based reinforcement learning, egocentric computer vision, etc.
2To the degree of our ability to measure it.



Figure 2.1: We assembl@oRTEXBENCH from 7 benchmarks and systematically evaluate
existing visual representation models. We then train a single new riv@idl, compare it
to thebest prior resulton each benchmark (above), and adapt it to speci ¢ domains.

benchmark for evaluating PVRS, consisting of 17 tasks spanning low-level locomotion [18],
table-top manipulation of rigid and articulated objects [19], dexterous manipulation [20],
multi- nger coordinated manipulation [21], indoor visual navigation [22], and mobile
manipulation [23]. The visual environments span from at in nite planes to table-top
settings to photorealistic 3D scans of real-world indoor spaces. The agent embodiments
vary from stationary arms to dexterous hands to idealized cylindrical navigation agents
to articulated mobile manipulators. The learning conditions vary from few-shot imitation
learning to large-scale reinforcement learning. The exhaustiveness of this study enables us
to draw conclusions with unprecedented scope and con dence.

Our rst nding is a negative resulaibout the universal applicability of prior work. We
discover that while existing PVRs generally outperform learning-from-scratch baselines,
none is universally dominant. Instead, we nd that PVRs tend to work best in the domains
(locomotion, manipulation, navigation) they were originally designed for. We note that
no claims of universality were made in prior work, so this nding is illustrative rather

than refutative. Overall, serendipity did not come to pass — an arti cial visual cortex does



not already exist. However, curiously, th&inds of PVRghat are locally-dominant in
CORTEXBENCH differ signi cantly in the size and type of pre-training datasets: CLIP [24]
was pre-trained o400V image-text pairs from the web; MVP [1] oh5M frames from
web-images and many egocentric-video datasets; R3M [2]%M frames from Ego4D —

yet, each performs best on some subset of task¥IRTEXBENCH. This leads to a next
natural question: how does scaling model size, dataset size, or diversity affect performance
on CORTEXBENCH? Can we use scaling as a means to learn a single PVR that works for all
the diverse tasks in GRTEXBENCH?

To study these questions, we comblnegeNetwith over 4,000 hours of egocentric
videos from 7 different sourcgswhich span videos of humans manipulating objects and
navigating indoor spaces encountered in daily life. From this union, we create 4 pre-training
datasets of varying size and diversity, with the largest containing@kt images. We train
vision transformers (ViT-B and ViT-L) [5] on these 4 datasets using Masked Auto-Encoding
(MAE) [25], and systematically analyze their performanceCoRTEXBENCH. To bene t
the EAl community, we will open-source these models, which required over 10,000 GPU
hours to train.

We do nd evidence supporting the scaling hypothesis, but the picture that emerges is
more nuanced than what a super cial reading might suggest. Our largest model trained
on all data, name¥C-1, outperforms the best existing PVR hy8% on average. How-
ever,VC-1 doesnot universally dominate either —i.e., there are PVRs trained on smaller
amounts of data that outperform it on speci c tasks. A similar trend emerges for diversity
— more is better on average, but not universally. For instance, the best performance on the
Mobile-Pick  task from Habitat 2.0 [23] is achieved by pre-training on the subset of
video data focused only on manipulation; presumably because the mobility involved in the
task is fairly limited. Analogous trends hold for navigation-heavy tasks. Thus, our second

key nding is: Naively scaling dataset size and diversity does not improve performance

3Ego4D, Epic Kitchens, Something-Something v2, 100 Days of Hands, HowTo100M, RealEstate10Kk,
OpenHouse24k.



uniformly across benchmarks

Our ndings reveal a challenge and opportunity for the community — the search for
a PVR that is universally dominant (or “foundational”) for EAI calls for innovations in
architecture, learning paradigm, data engineering, and more. As the nal step in this paper,
but as a rst step towards this open problem, we show that adayt@id with the same self-
supervised learning algorithm (MAE) on a small amount of in-domain data can signi cantly
improve performance and often becomes competitive with or outperforms the best PVRs in
this setting. We note that this adaptation does not consume any additional in-domain data
beyond what is already available for policy learning — for example, demonstrations in the

case of imitation learning.

2.2 Related Work

Pre-trained visual representations (PVRS). The last few years have seen increasing
interest in the self-supervised learning (SSL) of visual representations [25, 26, 27, 28, 29].
These algorithms use contrastive [28, 29], distillation-based [26, 27], or reconstructive [30,
25] objectives for training. Recently, a urry of works have proposed using the vision
transformers (ViTs) [31] with masked image modeling [25, 32, 33], which among other
bene ts reduces the computation time required for pre-training. In this work, we use one
such pre-training algorithm (MAE [25]) to explore scaling and adapting pre-trained visual
representations (PVRS).

PVRs for Embodied Al. Inspired by the advancements in self-supervised learning,
recent work has incorporated visual representation learning into the training pipelines for
EAl agents [17, 2, 1, 4, 15, 16]. Speci cally, Paratial. [17] evaluate several PVRs trained
with supervised or self-supervised learning on a range of EAIl tasks, demonstrating promising
results under a few-shot imitation learning evaluation protocol. dlzat. [2], Radosavovic
et al.[1], and Maet al.[4] introduce new methods for pre-training visual representations

using egocentric video data, targeting robotic manipulation tasks. Similarly, Khanaslwal



al. [15] and Yada\wet al.[16] use pre-trained visual representations to improve performance
on multiple visual navigation tasks. Closely related, Radosawevat. [1] demonstrate

that MAE pre-training on internet-scale video and image data can produce effective visual
representations for robotic manipulation tasks. By contrast, this work studies a substantially
larger range of embodied Al tasks (collecteddoRTEXBENCH) to understand how PVRs

can provide a general-purpose foundation for embodied agents and explores in-domain
model adaptation for various tasks.

Scaling model and dataset sizeSeveral works have showed that scaling model and
dataset size improves performance on vision tasks like image classi cation [34, 35, 36]. In
EAIl, Radosavoviet al.[1] nd that scaling model and data sizes improves downstream
policy performances for robotic manipulation tasks. Crucially, they nd that it is important
to scaleboththe model and data sizes simultaneously. While these prior works have focused
on narrow domains such as image classi cation and robotic manipulation, our work is the
rst to study if scaling can provide better models on a comprehensive collection of EAI
tasks.

Adapting pre-trained visual representations. When and how to adapt PVRs for
downstream applications remain open research questions [37, 38, 39, 40, 41]. In the context
of EAI, Parisiet al. [17] show that naively netuning PVRs through behavior cloning
reduces performance, whereas Radosaveval. [1] nds the same strategy to slightly
improve performance on real-world robot tasks. In an online RL setting, Yeidav[16]
show that ne-tuning using policy loss improves visual navigation performance considerably.
By comparison, Paet al.[42] nd simple k-nearest-neighbor adaptation works well for
real-world visual imitation tasks. Our work neither aims nor expects to be the nal word on

this fertile topic.

10
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