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SUMMARY

Large language models (LLMs) have revolutionized natural language processing through
their powerful self-attention mechanisms. In this thesis, we focus on two crucial aspects of
self-attention: ef ciency and steerability, and explore innovative prompting techniques to
improve contextual understanding and complex reasoning.

Mixed attention span for ef cient long sequence modeling.The full attention mecha-
nism in transformers incurs quadratic computational costs, severely limiting scalability for
long sequences. Sparse attention mechanisms reduce complexity but struggle to capture intri-
cate dependencies. In chapter 2, we propose MASFormer, an easy-to-implement transformer
variant equipping full attention in a few top layers and sparse attention in remaining layers.
MASFormer effectively captures both short-range and sparse long-range dependencies,
signi cantly enhancing computational ef ciency without compromising performance.

Near-lossless KV cache compression for ef cient generative inferencesenera-
tive inference in LLMs depends heavily on Key-Value (KV) caches, which can become
memory-intensive as sequence length grows, leading to memory-bound inference and sig-
ni cantly reduced throughput. Existing compression methods, such as token dropping and
guantization, introduce substantial approximation errors, resulting in substantial accuracy
degeneration. In chapter 3, we introduce GEAR, an ef cient error-reduction framework
that augments ultra-low precision quantization with two error-reduction techniques. GEAR
achieves near-lossless performance while signi cantly reducing memory consumption and
improving inference throughput.

Post-hoc attention steering to guide model attention.In human-written articles,
we frequently relies on textual emphasis to direct reader's attention. However, existing
LLMs typically process plain text without explicit mechanisms for attention guidance,
limiting users' ability to steer model focus effectively. In chapter 4, we develop PASTA, a

method allowing users to guide LLM attention through post-hoc attention steering. Without

XVii



requiring retraining, PASTA signi cantly improves models' adherence to user instructions
and integration of speci ed contextual information, enhancing model controllability and
performance.

Steerable prompting to improve reading comprehensionLLMs often struggle with
accurately comprehending extensive or complex contexts, leading to erroneous or halluci-
nated responses, especially problematic in open-book QA tasks. In chapter 5, we propose
SteerPrompt, an inference-time prompting method that automatically identi es important
contexts and explicitly highlights them by attention steering. SteerPrompt signi cantly
improve model reading comprehension and accuracy in Openbook QA tasks.

Symphony of thoughts prompting to improve mathematical reasoningExisting rea-
soning methods in LLMs, like chain-of-thought prompting, sequentially solve subproblems,
which can propagate errors and undermine accuracy, particularly in intricate mathematical
modeling and optimization (MMO) problems. In chapter 6, we introduce Symphony of
Thoughts (SoT), a parallel reasoning strategy that decomposes problems into simultaneously
solvable subproblems, minimizing error propagation. SoT, validated through the newly
proposed GEMMO benchmark, achieves greater robustness and accuracy in solving complex

mathematical reasoning tasks.
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CHAPTER 1
INTRODUCTION

Large language models (LLMSs) [1, 2, 3, 4] have marked a signi cant milestone in natural
language processing (NLP) and arti cial intelligence (Al) [5, 6, 7], showcasing exceptional
performances across a wide range of applications [8, 9, 10]. At the heart of their success
lies the self-attention mechanism, which enables models to effectively capture dependencies
among tokens within sequences. In this thesis, we focus on two critical aspects of self-
attention: itsef ciency andsteerability Additionally, we explore prompting techniques
designed to improve LLMs' capabilities in contextual understanding and complex reasoning
tasks.

Mixed attention span for ef cient long sequence modelingWhile the full attention
mechanism provides superior modeling capacity, it incurs quadratic computational costs
relative to sequence length, limiting its scalability in long-sequence tasks Sparse attention
techniques, although computationally ef cient, often struggle to adequately capture complex
dependencies [11, 12, 13, 14]. Alternatively, state space models (SSMs) offer ef ciency but
lack exibility to model intricate local interactions [15, 16].

In chapter 2, we introduc®lASFormey an easy-to-implement transformer variant with
Mixed AttentionSpans. Speci cally, MASFormer is equipped with full attention to capture
long-range dependencies, but only at a small number of layers. For the remaining layers,
MASformer only employs sparse attention to capture short-range dependencies. This
design re ects the observation that local dependencies are predominant in language, while
long-range dependencies are relatively sparse [17, 12] Experimental results demonstrate
that MASFormer signi cantly reduces computational costs while maintaining competitive
performance relative to full-attention models.

Near-lossless KV cache compression for ef cient generateive inferenc&uring



generative inference, LLMs employ Key-Value (KV) caching to accelerate the generation
process. However, increasing sequence length results in the growing cache demand, trans-
forming LLM inference to be a memory bound problem and signi cantly constraining the
inference throughput. Existing methods rely on dropping unimportant tokens or quantizing
entries group-wise [18, 19, 20, 21, 22]. Such methods, however, often incur high approxi-
mation errors to represent the compressed matrices. The autoregressive decoding process
further compounds the error of each step, resulting in critical deviation in model generation
and deterioration of performance.

In chapter 3, we propose GEAR, an ef ciegrtror reduction frameworkhat augments
a quantization scheme with two error reduction components and achieves near-lossless
performance at high compression ratios. GEAR rst applies quantization to majority of
entries of similar magnitudes to ultra-low precision. It then employs a low-rank matrix to
approximate the quantization error, and a sparse matrix to remedy individual errors from
outlier entries. By adeptly integrating three techniques, GEAR is able to fully exploit their
synergistic potentials. Our experiments show that GEAR can maintain similar accuracy
to that of FP16 cache with improvement up2442% over the SOTA baselines at 2-bit
compression.

Post-hoc attention steering to guide model attentionln human-written articles, we
often leverage the subtleties of text style, sucbh@ld anditalics, to guide the attention of
readers. These textual emphases are vital for the readers to grasp the conveyed information.
When interacting with large language models (LLMs), we have a similar need — steering the
model to pay closer attention to user-speci ed information, e.g., an instruction. Existing
methods, however, are constrained to process plain text and do not support such a mechanism
[6, 23, 24].

In chapter 4, we introduce PASTARgst-hocAttentionSTeeringApproach), a method
that allows LLMs to read text with user-speci ed emphasis marks. To this end, PASTA

identi es a small subset of attention heads and applies precise attention reweighting on them,



directing the model attention to user-speci ed parts. Like prompting, PASTA is applied at
inference time and does not require changing any model parameters. Experiments demon-
strate that PASTA can substantially enhance an LLM's ability to follow user instructions or
integrate new knowledge from user inputs, leading to a signi cant performance improvement
on a variety of tasks.

Steerable prompting to improve reading comprehensionLarge language models
often struggle to fully comprehend and effectively utilize their input contexts, resulting in
responses that are hallucinated [25, 26, 27, 28, 29, 30, 28, 29]. This becomes particularly
problematic when models are presented prompts containing lengthy background contexts
[31] or complex questions, such as in open-book question answering (QA) [32, 33, 34],
which can divert LLMs from fully capturing essential evidence. To address this issue,
many works use prompting to help LLMs comprehend contextual information more reliably
[28, 35, 36]. However, textual prompting methods are constrained to highlighting key
information implicitly in token space, which is often insuf cient to fully steer the model's
attention.

In chapter 5, we propose SteerPrompt, an inference-time method that explicitly highlights
critical contextual information by directly steering LLM attention scores. SteerPrompt
automatically identi es and emphasizes key context tokens, enhancing comprehension
without altering the model parameters. Our experiments on open-book QA demonstrate that
SteerPrompt effectively enables models to comprehend essential contextual information,
leading to substantially improved problem-solving performance.

Symphony of thoughts prompting to improve mathematical reasoning.Recent
advancements leverage the reasoning capabilities of LLMs to address critical mathematical
modeling and optimization (MMO) problems [37, 38, 39]. These methods typically decom-
pose problems into a sequence of subproblems and solve them sequentially. However, this
sequential reasoning strategy often struggle with complex scenarios involving interacting

constraints and subproblems that exhibit parallel structures [40, 36, 41]. Errors in earlier so-



lutions risk propagating and amplifying throughout the generation process, though possibly
irrelevant, potentially leading to more signi cant inaccuracies in the nal output [42, 43].

In chapter 6, we propose Symphony of Thoughts (SoT), a novel LLM-based reasoning
approach that employs a parallel decomposition strategy. SoT divides complex MMO
problems into parallel subproblems, enabling simultaneous resolution and mitigating error
propagation. The framework follows a three-step process: task decomposition, parallel
formulation, and solution aggregation. We also introduce GEMMO, a new benchmark
dataset featuring MMO problems of varying complexity. Empirical results demonstrate
that SoT signi cantly outperforms existing methods, achieving more robust and accurate
mathematical reasoning.

Collectively, this dissertation presents novel methodologies to enhance the ef ciency and
steerability of self-attention mechanisms, fostering more powerful, accurate, and aligned

LLMs for real-world applications.



CHAPTER 2
MIXED ATTENTION SPAN FOR EFFICIENT LONG SEQUENCE MODELING

2.1 Overview

Some practical tasks require these transformer models to handle long-sequence inputs like
8k tokens. For example, chatbot systems gather long-term contexts of user interactions to
generate informative texts [44]. Summarization for news, government reports, and academic
papers request models to take inputs of long sequences to generate comprehensive summaries
[45], otherwise models often miss important information. Note that typical transformer
models apply full attention to capture token dependencies pair-wise. It leads to a quadratic
time and space complexity w.r.t. input length. However, such a complexity is prohibitive

for long sequences. In particular, it incurs massive memory consumption during the back
propagation. For example, a transformer model with 250M parameters consumes over 80G
GPU memory when sequence length is 8k [46].

To address this scalability issue, various approaches have been proposed to reduce the
complexity. One approach sparse attentionwhich restricts each token to attend a subset of
tokens based on prede ned sparsity patterns [12, 17, 47]. For instalock,sparse attention
[48, 49] divides the input sequence into several blocks, and only intra-block attention is
performed. Besidesliding-window attentiofl2, 17, 47] allows each token to attend to its
neighboring tokens within a sliding window. These methods, though reducing the complexity
of full attention, cannot suf ciently capture long-range dependencies. Other variants, such as
kernel approximation [14] and low-rank approximation [11, 50] methods, share the similar
spirit and drawbacks. To compensate for the lack of long-range dependencies, LongT5 [51]
introduces global tokens that are obtained by average pooling on every block of tokens [47].

However, the block pooling operations can weaken the signal of crucial tokens and prevent



the long-range dependencies from being detected.

In addition to these methodstate space mode{(SSMs) prespecify global dependency
patterns to capture the long-range dependencies only [15, 16, 52, 46, 49, 53]. These models
can be regarded as linear recurrent neural networks with speci cally designed xed weights.
As tailored for global dependencies, SSMs fail to effectively capture local dependencies.
In order to combine both local and global dependencies, SPADE [46] and MEGA [49]
augment SSM layers into transformer layers equipped with local attention. However, state
space methods require sophisticated implementation, and often encounter computational
instability during the back propagation, especially when scaling up to large model size [54].
SPADE and MEGA hence inherit these drawbacks.

Note that the aforementioned methods apply same attention mechanism for every layer.
We challenge this conventional wisdom and propose a transformer vafidASFormer
(Mixed AttentionSpan transorme). MASFormer utilizes full attention only at a subset of
layers whereas employs sparse attention at the remaining layers. Our design is motivated
by the phenomenon — that most contexts in NLP data display a great deabbfy of
reference]1l7, 12]. That is, most of information about a token can be derived from its
neighboring tokens. In contrast, long-range dependencies among tokens are sparse and
infrequent. Consider an academic paper as an example. Within a paragraph, there exist
numerous short-term dependencies. Neighboring tokens are closely connected to convey
meaningful semantics. Across paragraphs, there can be a small number of long-range
dependencies. For example, tokens associated to the primary theme of the paper exhibit
rare and weak dependencies across a long span. Since long-range dependencies occur much
less frequently, a few layers of full attention are adequate to capture them. In stark contrast,
short-term dependencies are more frequent, necessitating local attention in the majority of
layers to fully extract these signals.

To demonstrate the effectiveness of MASFormer, We conduct experiments on natural

language modeling (ArXiv and PubMed [55]) and natural language generation (ArXiv, [55]



and SCROLLS, [45]) tasks. Speci cally, we compare the performance of MASFormer to
other attention methods using a pre-trained GPT-2 model [56] of 1.3 billion parameters.
Our empirical results demonstrate that MASFormer consistently outperforms baseline
methods across different attention cost (i.e. the total number of computed attention scores).
In particular, MASFormer can achieve comparable performance to full attention while
signi cantly reducing the computational cost. For example, with 27% of its attention cost,
MASFormer achieves a close R2 score as full attention on QMSUM dataset.

We also make additional discoveries with MASFormer, which are of independent interest.
Firstly, we investigate the effectiveness of continual training for long sequence modeling.
Many publicly available models are pre-trained with sequences shorter than 2048, and
often fail to perform well on longer sequences (e.g. 8k/16k tokens). To bridge the gap, we
explore the option of continual training to adapt these models to long sequences, thereby
avoiding pre-training from the scratch. We discuss its effectiveness with MASFormer in
Section subsection 2.4.3. Secondly, we showcase that increasing sequence length can yield
more performance gains on downstream tasks than NLM tasks evaluated by perplexity. We
are aware of the recent ndings by [57] that increasing context length exhibits limited impact
on NLM perplexity. Nevertheless, when applying MASFormer to downstream tasks like
long-context summarization, we nd that model performance bene ts signi cantly from
extending context length. Such a difference arises from the fact that predicting the next
tokens in NLM primarily relies on locality of reference. Capturing infrequent long-range
tokens can improve perplexity but not signi cantly. Therefore, we emphasize the necessity
to evaluate model performance on downstream tasks that require long-range dependencies.
Furthermore, our empirical evidence suggests that increasing the length can improve the
performance only if models possess suf cient capability to handle additional long-range
information. Local attention, as a counterexample, often fails to capture long-range signals

and hence bene ts much less from long sequences.



(a) Block Attention (b) Window Attention

Figure 2.1: Illustration of attention patterns of (a) block sparse attention with block size
b= 3; (b) sliding-window attention with window siza& = 1 (on each side).

(a) MASFormer

Figure 2.2: lllustration of attention patterns of MASFormer that integrates full and sparse
attention.

2.2 Background

A typical transformer model consists bfstacked layers, where each layer contains two
submodules: a multi-head attention (MHA) and a feed-forward network (FFN). Given the

input token embeddings a6 2 R" 9, MHA performs attention function in parallé



heads:

MHA (X ) = ConcatH @;:::H ®Yw,; H O = Softmax QWK > iy dy V@
(2.1)
whereQ® = XW ;K @ = XW ;v ® = XW ,, are Query/Key/Value matrices, and
W 4;W ;W , 2 RY 9 are projection matrices of headdy is typically set tod=H. A
typical transformer model applies the full attention at every layer. Then its attention cost is
Ln?2.

Sparse attention variants are introduced to mitigate the computational cost of full atten-
tion. Figures Figure 2.1a and Figure 2.1b illustrates the attention patterns of block sparse
attention and sliding-window attention. For instance, block sparse attention divides tokens
into blocks of sizéband performs intra-block attention only, resulting in an attention cost of
bn. Sliding-window attention allows each token to attend its left/right neighboring tokens
within a local window of sizev. In most of cases, block sparse attention exhibits similar

performance as sliding-window attention [46].

2.3 Method

We present our method — MASFormer, a long-range transformer variant that mixes different

attention spans across layers.

2.3.1 MASFormer:Mixed Attention Span

MASFormer leverages full attention exclusively at a subset of transformer layers, whereas
it employs block sparse attention at the remaining layers. The structure of MASFormer is
illustrated in Figure Figure 2.2a. We choose full attention to encode long-range information
due to the following reasons: (i) full attention exhibits superior capability to capture
long-range dependencies compared to sparse attention; (ii) full attention does not require

sophisticated implementation and hence is computationally stable compared to SSMs [46,



(a) NLM for ArXiv (b) NLM for PubMed

(c) Sum. for ArXiv (d) Sum. for GovReport

Figure 2.3: (a,b): We evaluate the perplexity of a pre-trained GPT-2 model with block
attention of differnet block size after continual training. (c,d): We ne-tune a GPT-2 model
with block attention and compare the summarization performance on ArXiv and GovReport
under different block size. Here the input lengtis 8192.

54]; (iii) full attention is compatible with existing pre-trained transformer models, enabling
us to conduct continual training which we elaborate in Section subsection 2.3.2. To mitigate
the computational cost, we restrict the number of layers using full attention.

MASFormer is motivated by empirical investigations on performance comparison be-
tween models that apply the same attention span at every layer. Figure 2.3 presents the
performance of block sparse attention and full attention on language modeling and summa-
rization tasks. We nd that, given long-sequence inputs, sparse attention is often insuf cient
to capture long-range dependencies beyond its attention span. As a result, it shows unsat-

isfactory performance. To remedy it, one can either increase attention span or switch to

10



full attention to improve model capability of capturing sophisticated dependencies. Though
improving model performance, it incurs high computational cost.

Confronting such a trade-off between computational cost and model performance, we
challenge the common practice that applies the same attention span at every layer.
MASFormer provides an alternative solution. Instead of increasing attention span evenly,
MASFormer allocates a large portion of attention computations to a subkktyars by
equipping them with full attention. Speci cally, equipping bottom layers with full attention
can yield the best performance as suggested by our empirical analysis in Section subsec-
tion 2.4.3. At the remaining layers, MASFormer utilizes block attention of small size
resulting in a controlled attention cost@f |)mn + In?. As mentioned in Section sec-
tion 2.1, such a design is inspired by the phenomenon that most of contexts in NLP data
exhibit a great deal of locality of reference. Long-range dependencies, in contrast, are less
frequent. Therefore, it is not necessary to enhance attention span at every layer. Instead, a
few layers of full attention are suf cient to capture infrequent long-range signals. The ma-
jority of layers can maintain small attention spans to adequately extract local dependencies
and control the attention cost.

Our empirical results demonstrate that, with the same attention cost, MASFormer sig-
ni cantly outperforms sparse attention. Remarkably, MASFormer can achieve comparable
performance to full attention while substantially reducing computational cost. Therefore, by
mixing different attention spans, MASFormer strikes a better balance between computational
cost and model performance.

Moreover, MASFormer offers additional implementation advantages. As using the
same attention function, MASFormer is easy to implement and compatible with existing
pre-trained models. We can build MASFormer upon pre-trained transformers by changing
their attention patterns, which does not involve modi cation on model architectures and

pre-trained weights. Meanwhile, acceleration packages, such as FlashAttention [58] and

1Please see Section subsection 2.4.3 for detailed explanations
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xFormers [59], are applicable to further accelerate the computation of block attention and

full attention in MASFormer.

2.3.2 ContinualTrainingwith Long Sequences

As mentioned, MASFormer can be implemented upon majority of pre-trained transformers
by modifying their attention patterns. However, most of publicly available models are pre-
trained with sequences shorter than 2048, and often exhibit subpar performance on longer
sequences such as 8k/16k. To bridge this gap, we propose the continual training to adapt
the revised model on long sequences and new attention pattern. As such, we can preserve
existing pre-trained knowledge and circumvent the intensive overheads of pre-training from
scratch. In particular, we rst modify the attention pattern of the target model as proposed by
MASFormer. If the pre-trained model uses absolute position embeddings, we duplicate them
to accommodate long sequences. Subsequently, we provide the revised model with long
sequences (e.g., 8k) from pre-training corpus like PILE [60]. Then we conduct continual
pre-training using casual language modeling (CLM) objective. We discuss the effectiveness

of continual training in Section subsection 2.4.3.

2.4 Experiments

We evaluate the effectiveness and ef ciency of MASFormer on natural language modeling
(ArXiv and PubMed, [55]), natural language generation (ArXiv [55], QMSUM and Gov-
Report [45]). We choose the GPT-3 XL model architecture [6] as our base model, which
consists of 1.3 billion parameters a@dlayers and is pre-trained on PILE [60] for 300
billion tokens. GPT is a general purpose model that can be applied to many tasks instead
of tailoring them for speci c tasks. As such, it makes easy to control experiments and
showcase the difference among various methods.

Implementation Details. Our base model uses absolute positional embeddings with maxi-

mum length 1024. To accommodate longer inputs, we duplicate its positional embeddings
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to have the maximum length as 8192 such that the model can handle sequences containing
up to 8192 tokens. Then, we implement different attention methods by modifying the
attention pattern of the base model. We implement all the modelsRyitbrch[61]. All the
experiments are conducted on NVIDIA A100 GPUSs.

Continual Training Details. After changing the attention pattern, we conduct the continual
training for MASFormer and baseline methods on PILE corpus [60] to adapt the revised
models to new attention patterns and long-sequence inputs. We leverage the casual language
modeling (CLM) objective to train the model for 50,000 steps with a warmup of 2000
steps. We set the input length as 8192 and use a batch size of 128 such that the models are
optimized with 1M tokens per step. We use the constant learning 0.0001 for all methods.
Baseline. We compare MASFormer with the following methods:

All full attentionis to apply full attention at every layer. It has been adopted by most of
existing transformer models as default. Although incurring the maximum attention cost, it
achieves the best performance for most of our tasks. Hence, it acts as an upper bound for
other methods.

All block sparse attentiors to apply block attention at every layer, which is an effective
method to reduce computational cost when modeling long sequences. Block attention sets
the attention span of each layer identical such that it evenly distributes the budget of attention
computation across layers.

All sliding-window attentions to apply sliding-window attention at every layer, which is
another variant of sparse attention. It shares the similar spirits and often performs similarly
as block attention.

In the following experiments, we compare MASFormer and the baseline methods across
different attention cost. That is, for all block sparse attention, we set the block size as
b= C=Ln). For all sliding-window attention, we choose the window sizevas C=(2Ln).

For MASFormer, we apply a small block size 1024for its block attention and sétas

(C Ln)=n? n). Then we observe how their performance evolves when enhancing the
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attention cosC or input lengthn.
Experiment Overview. We brie y summarize the experimental contents as follows:

subsection 2.4.1 presents the perplexity evaluation of all the models on ArXiv and PubMed
after continual training.

subsection 2.4.2 compares the summarization performance of the models on ArXiv,
QMSUM, and GovReport after ne-tuning. Besides, we also discuss the difference between
perplexity and downstream evaluation in re ecting model capacity to capture long-range
dependencies.

subsection 2.4.3 provides three crucial analyses: (i) we evaluate the bene ts of increasing
input length and discuss the requirements to attain these gains; (ii) we analyze the effective-
ness of continual training for long-sequence modeling; (iii) we conduct an ablation study
to demonstrate that equippibgttom layerswvith full attention yields the most signi cant

performance gains than other options. We further provide the explanations.

2.4.1 NaturalLanguageModeling

(a) ArXiv ppl. (b) PubMed ppl.

Figure 2.4: Perplexity evaluation on ArXiv and PubMed with examples of different length.
Herex-axis is the maximum document length of each subsetki.e1024 k = 1;2;3;:::).

Datasets. We evaluate the perplexity of the updated GPT-2 for each attention method
after continual training. The evaluation is conducted on test sets of ArXiv and PubMed

[55]. Table C.1 presents the statistics of these two datasets. Pubmed consists of scienti ¢
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documents, with a document's content used as input and its corresponding abstract as the

target summary. ArXiv is similar to PubMed, with documents from arXiv.

Evaluation Details. We conduct the perplexity evaluation under two settings. (i) We
calculate the perplexity (ppl.) with all documents from test sets. Table 2.1 presents the
overall perplexity of different models on two datasets. (ii) To showcase the varying behaviors
of models on documents of different length, we divide all documents into several subsets
according to their length. Each subset consists of examples, whose length is(¢kthin

1) 1024k 1024](k =1;2;3;:::). Then, we evaluate the perplexity on each subset.

Figure 2.4 presents the perplexity of models on different subsets of examples.

Results. Table 2.1 compares the overall perplexity on test sets of ArXivand PubMed. The
results suggest that, with= 4 layers of full attention, MASFormer achieves comparable
performance to all full attention, while reducing 72% of its attention cost. With the similar
attention costC, MASFormer outperforms all block attention that evenly distributes the
budget of attention computation. For example, MASFormer Witl2 achieves 8.75 ppl. on

PubMed, which is 1.37 lower than that of block attentiobef2048.

Table 2.1: Perplexity evaluation on ArXiv and PubMed.

Methods \ C \ArXiv PubMed
Full attention \1,610M\ 8.63 7.63

Block (b=1024) | 201M | 13.19  12.19
Block (b=2048) | 402M | 10.75  10.13

MASFormer (=2) | 318M | 10.25 8.75
MASFormer (=4) | 436M | 9.31 8.25
MASFormer (=8) | 671M 9.63 8.25

Figure 2.4 illustrates the perplexity variation of each method given examples of different
length. We can tell that MASFormer and full attention show better performance on longer

documents, suggesting increasing context length can improve their prediction performance.
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Full attention, though incurring the highest attention cost, always achieves the best per-
formance due to its outstanding capability to handle sophisticated dependencies. Notably,
with 27% of its attention cost, MASFormer exhibits a curve of ppl. v.s. length that closely
resembles to that of full attention. This demonstrates the effectiveness and ef ciency of
MASFormer to capture long-range dependencies. In contrast, block sparse attention bene ts
much less from long contexts and underperforms both of them because of its incapability to
encode long-range signals. For example, wherll024, block attention achieves similar

perplexity on PubMed examples of different length.

2.4.2 NaturalLanguageseneration

(a) ArXiv (b) QMSUM (c) GovReport

Figure 2.5: Given input length as 8192, we compare summarization performance between
MASFormer and block/full attention when increasing the attention cost.

Datasets. We evaluate the downstream performance of models on several abstractive
summarization tasks to compare their capability of handling long sequences in practice.
Speci cally, we ne-tune models on ArXiv [55], QMSUM and GovReport (from SCROLLS
benchmark, [45]). Their statistics are summarized in Table C.1. We mainly use ROUGE-2
(R2) score [62] as the evaluation metric, which is more important and sensitive than R1 and

RL.

Training Details. After continual training, we ne-tune each model and report R2 scores
on validation sets. Speci cally, we ne-tune models for 3000 steps on QMSUM, 8000 steps

on GovReport, and 12000 steps on ArXiv. We set the batch size as 64 for ArXiv and 32
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for QMSUM and GovReport. We pick the learning rates frbin 10 °;5 10 >;1
10 ;5 10 “g, and choose the optimal ones to report the performance of each method.
Moreover, the input length is xed as 8192. We apply the greedy decoding for generation.

Please see Appendix section A.2 for more details.

Results. In Table 2.2 and Figure 2.5, we present the ne-tuning results on QMSUM,
ArXiv and GovReport across different attention cost. The results demonstrate that, with
the similar attention cost, MASFormer signi cantly outperforms sparse attention variants.
Furthermore, when enhancing attention cost, MASFormer achieves greater performance
gains than sparse attention methods. This is evident from the steeper slope of its R2 curve
versus attention cost, in contrast to the baseline method. For example, when increasing
Cform 553M to 671M, the R2 score of MASFormer on QMSUM exhibits a substantial
improvement, reaching 8.70 from 7.46. Remarkably, this score surpasses even that of full
attention. Therefore, MASFormer addresses the trade-off between computational cost and

performance gains in a more ef cient and effective way.

Table 2.2: Summarization performance of models with different attention methods. The best
results are shown ibold.

Methods | C | QMSUM ArXiv GovReport
Full attention | 1610M |  8.00 19.32 28.83

Window(w=1024)| 402M | 4.32  13.51 17.03
Block(0=2048) | 402M | 5.03 9.61 12.31
MASFormer(=4) | 436M | 659  14.91 18.82

Window(Ww=2048)| 805M | 5.05 15.21 22.79

Block(b=4096) | 805M | 5.15 14.50 23.64
MASFormer(=6) | 553M | 7.15 15.72 21.20
MASFormer(=8) | 671M | 7.46 17.00 24.42

MASFormer(:12)‘ 906M \ 8.70 18.58 26.26

Notice that, in order to achieve comparable summarization performance to full attention,

2Please see Table A.4 in Appendix section A.2 for all ROUGE scores.
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MASFormer needs at leasket 8 layers of full attention, and providing more can lead

to more gains. This observation is different from the ndings in NLM (Figure 2.4) that
increasing beyond 4 provides limited improvement in perplexity. Their different capacity
requirements arise from the fact that predicting next tokens in NLM primarily relies on
local dependencies. Capturing infrequent long-range tokens does not signi cantly improve
perplexity. Thus, this discrepancy emphasizes the necessity to evaluate long-range models

on downstream tasks.

2.4.3 Analysis

(a) ArXiv (b) GovReport (c) QMSUM

Figure 2.6: Fine-tuning performance of full attention under different input length.

Bene ts of Increasing Sequence Length In this section, we investigate the bene ts of
increasing input length for downstream performance. Speci cally, we select the input length
from f 2048 4096 6144 8192 and present the ne-tuning performance of full attention
in Figure 2.6. The results consistently demonstrate that as the input length increases, the
model's performance improves. That is, downstream performance bene ts signi cantly
from long-sequence inputs. In contrast, increasing example length beyond 6k results in
marginal improvements in perplexity (See Figure 2.4), highlighting again the importance of
downstream evaluation.

In addition, when comparing the behaviors of block attention in Figure 2.3c and Fig-
ure 2.3d, we nd that sparse attention often insuf ciently capitalize on the bene ts offered

by longer inputs. For instance, given block size as 4096, its performance on ArXiv remains
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nearly unchanged when increasing input length from 4686+ 15:52in Figure 2.6a) to
8192 R2 = 14:49in Figure 2.3c). This nding suggests that enhancing input length can
only improve model performance if the model possesses the suf cient capability to handle

long-range dependencies.

Effectiveness of Continual Training We analyze the effectiveness of continual training
by comparing ne-tuning performance of MASFormér<8) under the following settings:

(i) MASFormer without continual training (w.o. C.T.); (ii) MASFormer continually trained
with short inputs (C.T.r{=2048)); (iii) MASFormer continually trained with long inputs
(C.T. (h=8192)). Table 2.3 presents ne-tuning performance of these models. We can tell
that continual training with long inputs indeed facilitates the revised models to adapt to new

structures and long-sequence inputs.

Table 2.3: We report R1/R2/RL for the above results.

| =8 | QMSUM GovReport

w.o. C.T. 29.33/6.43/25.71 53.28/23.61/51.74
C.T. (n=2048)| 29.87/7.16/26.15 52.28/23.01/49.83
C.T. (n=8192) | 30.91/7.45/27.02 54.37/24.42/51.87

Where to use full attention To answer where to apply full attention, we compare ne-
tuning performance of MASFormers that apply full attention at (i) bottom layers; (ii) middle
layers; (iii) top layers; (iv) every.=l layers. The results in Table 2.4 demonstrate that
equipping bottom layers with full attention yields the best performance. This is because
that long-range dependencies can be continually captured and reinforced by bottom layers
before propagated to upper layers. As such, these long-range signals can be effectively
incorporated into the upper layers with local attention, facilitating their encoding of local
information. In contrast, when equipping local attention at bottom layers, long-range tokens

are rst aggregated with neighboring tokens by local attention, thereby weakening their
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long-range signals. Moreover, if alternating full and local attention eketyjtayers, the

long-range signals cannot be continually reinforced nor ef ciently captured.

Table 2.4: Performance comparison of MASFormers that apply full attention at different

layers (# layers. =24).

Positon |  QMSUM GovReport
Every 3 | 28.26/6.94/25.03 26.16/12.37/24.82
Top 8 20.89/4.52/18.37 -/-1-
Middle 8 | 27.27/5.99/24.06 20.80/9.01/19.52
Bottom 8 | 30.91/7.45/27.02 54.37/24.42/51.87
Every 2 | 31.27/8.19/27.41 35.34/16.04/33.68
Bottom 12| 32.53/8.70/28.75 56.98/26.26/54.46

2.5 Discussion

GPT-Neo [63] introduces an attention pattern that alternates full and window attention.
However, this models is not tailored for long sequences. It sets the local window size as
256 and has the maximum input length as 2048, unable to handle long sequences. Instead,
this attention pattern is applied heuristically in an attempt to reduce computational cost.
However, as discussed in subsection 2.4.3, this approach is neither effective nor ef cient as
MASFormer when handling long sequences. As shown in Table 2.4, applying full attention
at every 2 or 3 layers underperforms applying it at bottom 12 or 8 layers. Therefore,
alternating between full and block attention results in additional computational cost and
performance degradation.

In contrast, MASFormer presents an effective solution for ef cient long-sequence mod-
eling. It provides guidance on adapting existing pre-trained transformers to long inputs.
Meanwhile, it provides insights for designing large long-range models, especially for deeper
models. By equipping only a subset of bottom layer with full attention, we can substantially
mitigate computational cost. Additionaly, the computation of MASFormer can be further

optimized by leveraging system-level acceleration techniques (e.g., FlashAttention and
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xFormer) that support both block and full attention.

2.6 Conclusion

We propose an ef cient long-range transformer — MASFormer that utilizes full attention at a
few of bottom layers and employs sparse attention at the remaining layers. Our empirical
results on natural language modeling and generation tasks demonstrate that MASFormer can
address the trade-off between computational cost and performance gains in a more ef cient
and effective way. Our empirical results on natural language modeling and generation shows
that MASFormer achieves comparable performance to full attention while signi cantly
reducing computational cost. Therefore, MASFormer can address the trade-off between

computational cost and performance gains in a more ef cient and effective way.
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CHAPTER 3
NEAR-LOSSLESS KV CACHE COMPRESSION FOR EFFICIENT GENERATIVE
INFERENCE

3.1 Overview

When serving these LLMs for generative inferenk¥®, cacheing has become a routine
practice. It stores previously computed Key/Value tensors from attention calculation and
reuses them while generating next tokens [64], avoiding intensive recalculation to improve
the generation speed. Despite its prominence, the memory consumption of the KV cache
grows rapidly with the model size and sequence length, imposing signi cant constraints on
system throughput. For instance, in the case of a 30 billion-parameter LLM with an input
length of 1024 and batch size of 128, the resulting KV cache can occupy up to 180 GB of
memory [18]. To alleviate this pressure on limited GPU memory capacity, inference systems
typically resort toof oading [65, 22] — transferring the KV cache to CPU memory or NVMe
storage. This, however, can still introduce non-trivial overhead due to the limited PCle
bandwidth between GPUs and CPUs on many devices. Therefore, it is crucial to reduce the
intensive memory footprint of the emerging bottleneck of KV cache.

To address this issuéken droppingmethods have been proposed to compress the
cache size while maintaining the generative performance [18, 19, 20]. These approaches
harness the sparsity observed in attention scores to evict embeddings of less important
tokens from the KV cache while retaining frequently attended ones. For examyidg,14]
utilizes accumulated attention scores to evaluate token importance and reduces cache size
by dropping tokens with lower scores. In additigoiantizationis another widely-adopted
compression scheme that maps full-precision tensor values into discrete levels and store them

at lower precision, e.g., INT4 or INT8 [66, 22, 67]. For example, FlexGen [22] employs a
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ne-grained group-wise asymmetric quantization that groups KV entries per-token, divides
g contiguous entries as a group, and quantize the tensor group-wise. Two concurrent works
[21, 68] further study KV entry distribution and propose to quantize Key cache per-channel

and quantize Value cache per-token, compressing the cache size by a high ratio.

(a) Approx. error on GSM8k (b) Difference in logits (c) Accuracy on GSM8k-CoT

Figure 3.1: (Figure 3.1a) compares the approximation error when compressing KV caches to
2-bit for LLaMA3-8B on GSM8k (w. CoT). (Figure 3.1b) presents difference in prediction logits
from FP16 baseline after compressing KV caches of an GSM8k (w. CoT) example, indicating the
approximation error can be severely compounded along steps and critically divert model generations.
(Figure 3.1c) shows reducing the error can signi cantly improve the performance.

The existing methods can effectively compress the cache size to low-precision while
achieving near-lossless performance on natural language understanding tasks like multiple-
choice QA, text classi cation, or simple summarization task [18, 21]. However, a stark
contrast emerges when applying these methods to complex generative tasks that require
models to generate longer responses or involve reasoning, such as mathematical problem-
solving [69] and chain-of-thought (CoT) reasoning [70]. Their performance deteriorates
under a high compression ratite.qg., 4-bit/2-bit quantization or droppirxg 50%tokens
[20]), which is noticeable in both types of methéd$his phenomenon can be attributed
to the non-trivial approximation error induced by them, i.e., difference between original
KV and the compressed ones. For simple tasks, models are required to generate only few
tokens where necessary information for correct prediction can often be derived from a small
set of important contextual tokens. Consequently, a relatively large approximation error

does not signi cantly hinder the generation of target tokens. In contrast, the complex tasks

We de ne the compression ratio as tensor size in FP16 divided by that in compressed format.
’Please refer to section 2.4 for our empirical evidence.
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require models to generate longer sequences conditioned on prompts that often contains
densely correlated information (e.g., CoT reasoning). The autoregressive decoding can
compound the approximation error at every step. Consequently, the negative effect of
even a relatively small error can be magni ed along generation steps, adversely affecting
subsequent generation. As an example, Figure Figure 3.1 presents the approximation error
of various methods on GSM8k and illustrates the deviation in token generations due to the
accumulated error, which degrades the accuracy a lot. Therefore, the crux of the issue lies in
high approximation errors of these methods, especially under high compression ratios.

To address this challenge, we prop@€AR(GEnerative Inference witlpproximation
Error Reduction), an ef cient error reduction framework that augments existing KV cache
guantization schemes with two error-reduction techniques, and adeptly integrate them to
exploit their full potentials. Generally speaking, our framework consists of three components
to decompose KV matrices: (i) First, we apply an existjgntization methotb ef ciently
guantize the majority (e.g., 98%) of entries of similar magnitudes to ultra-low precision. (ii)
Then, we introduce Bbw-rank matrixto ef ciently approximate the quantization residuals.
(i) Finally, we employ asparse matrixconsisting of a negligible ratio of entries of large
magnitudes to remedy the individual errors caused by these outliers. Such a composite
approximation decouples the coherent parts from incoherent parts of the approximation
error: the low-rank matrix captures the majority of coherent basis of quantization error while
the sparse matrix recti es the incoherency existing in individual outliers. Meanwhile, as
shown by our empirical evidence in subsection 3.4.2, these two lightweight components
result in negligible memory and computational overheads, demonstrating high ef ciency.
As such, GEAR can effectively reduce the approximation error in a highly ef cient way
and achieve superior performance looth complex and relatively simple tasks at high
compression ratios inglug-and-playmanner. We nd that using both sparse and low-rank
components is necessary for GEAR to establish the best performance, highlighting their

complementary nature. Remarkably, for those prioritizing ef ciency, equipping low-rank
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approximation alone for quantization can still effectively reduce the approximation error,
yielding both signi cant ef ciency and performance improvement. We refer to this lite
version of GEAR as$sEAR-L Additionally, we incorporate atreaming buffestrategy for
GEAR to further improve inference ef ciency.

We conduct experiments on diverse tasks and models to demonstrate the effectiveness
of GEAR. Speci cally, we evaluate compression performance with LLaMA2-7B/13B
[4], Mistral-7B [71], and LLaMA3-8B[72] on generative tasks including mathematical
reasoning (GSM8Kk[69] and AQUA[73]), symbolic reasoning (BigBench Hard[74]), and long-
context understanding (LongBench[75]). We show that GEAR consistently outperforms
the baseline methods especially at high compression ratios such as 2-bit precision. For
example, when compressing KV caches to 2-bit, GEAR achieves an remarkable average
accuracy improvement df4.9%% over the best-performing baseline across various models
and datasets. Regarding the ef ciency, compared to the FP16 baseline, GEAR can reduce

the peak memory up .39 , bring2.10 5.07 throughput improvement.

3.2 Background

Pre Il and decoding. Suppose the model generatggokens. At the rst generation step,
the input token o 2 R" 9 are pre lled. ThenK " andVv ) at every head and every

layer are cached for subsequent generation, resulting in initial KV caches of pre Il phrase:

eachstep (1 t ng) of autoregressive decoding, the model predicts a new teken
conditioned on the input and previously generated tokens. At the following step, MHA only
needs to compute the Query/Key/Value vectdes; ki; v, 2 RY) for the newly generated
tokenx; and appendk;;v; to the KV cacheK ; = K kk;, Vi = V¢ 1kvy. Then it
performs the attention (Equation 2.1) betwegm@andK ¢, V { only.

Group-wise Quantization. Group-wise quantization is widely applied to compress KV

3For simplicity, we concatenate multi-head embeddings here.
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cache[22, 21, 68]. Given a tens¥r 2 R" ¢ in full precision, the vanilla method groups

entries per-token by placinggconsecutive entries of a token into one group, e.g.i-he

the beginning index of groupandg is group size. Then, it quantizés group-wise:

X = Quanf™? with

Quanf(X )g = dX g minX g)= ic;

i=(max X g minX g)=2" 1)

wherebis the bit-width,X is the quantized tensor Imbit precision, andl cis the rounding
function. ; andmin X ¢ are the scaling factor and zero-point of groaufwo concurrent
works (KIVI [21] and KVQuant [68]) explore the entry distribution of KV cache and show
that some xed channels exhibit very large magnitudes, and propose to quantize Key cache
per-channel while quantizing Value cache per-token, achieving the start-of-the-art 2-bit
compression.

Intuitively, more ne-grained grouping with smaller group size, suclg &s64 in KIVI
[21], leads to more accurate approximation and yields better performance. However, small
group size induces considerable memory overheads due to the increased number of scaling
factors and zero-points stored in full precision for each group. Meanwhile, ne-grained
grouping for per-channel quantization leads to maintaining a residual subset of KV tokens
in full precision until they form a complete group [21]. Hence, the residual length of this
full-precision parts should be set as a multiple of group size (e.g., 128 as set by KIVI),
further resulting in additional considerable overheads. To leverage the SOTA quantization
scheme while minimizing overheads, we choose per-channel Key and per-token Value
guantization without ne-grained grouping as a lite quantization backbone. We refer to it as
KCVT, a variant of KIVI with coarse-grained per-vector grouping where all Key entries of
one channel forms a group and all Value entries of one token forms a group, reducing the

storage overhead signi cantly.
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3.3 Method

(a) Error of each method  (b) Spectrum of the residual (c) LLaMA3-8B on GSM8k

Figure 3.2:(Figure 3.2a, Figure 3.2b) We randomly sample a GSM8k example and analyze its KV
caches by LLaMA2-7B. (Figure 3.2a): the minimal approximation error of each individual technique
when approximating the Value cache of the rst layer; (Figure 3.2b): spectrum of the reRigual
decays rapidly. (Figure 3.2c): As an ef cient error-reduction framew@KAR is orthogonal to any
off-the-shelf quantization and can augment them to achieve near-lossless accuracy

Our method consists of three important components to decompose and compress a KV
cache matrix: (i) a quantized matrX to serve as a compressed backbone; (i) a low-rank
matrix L to approximate the quantization residual; (iii) a sparse m&rig capture the
individual outliers.

As discussed in section 3.1, the approximation error plays a pivotal role in determining
model performance. Therefore, given a tenso® f K {; V (g, our objective is to minimize
the error of approximating with its compressed counterpart. A simple strategy is to
employ each of three compression methods individually and approxndig minimizing
the distance to it. For instance, constructlngising the top singular values/vectors of
X or composings with the entries of largest magnitudes. However, as demonstrated by
Figure 3.2a, solely relying on any of these three methods cannot achieve high compression
ratios because they all result in substantially increased error under high compression ratios.
Additionally, B;L;S can function differently in the matrix approximation, capturing
different components of . These motivations encourage us to explore the integration of

three techniques to leverage their individual advantages while exploiting their synergistic
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potential. To achieve this, our goal becomes minimizing the following approximation error:

mn X B L S (3.1)

One interesting idea to minimize (Equation 3.1) is alternating among quantization, singular-
value decomposition (SVD) and outlier extraction, and iteratively updating three matrices
B:L;S until achieving minimal error. This idea has been introduced by [76] to optimize a
similar objective for an accurate initialization of weight quantization. However, the inference
system has demanding speed requirements. The signi cant latency caused by these iterative
updates is unacceptable for generative inference. Therefore, we propose an ef cient solution
to minimize the approximation error (Equation 3.1).

Outlier-aware quantization. Inspired by the recent study on weight quantization [77],
we observe that the quantized backbéhand the sparse matrE& complement each other
in the KV cache compression. Speci cally, the quantization scheme can result in non-trivial
guantization errors within each group due to the existence of outlier entries. Therefore,
a straightforward strategy is to Iter out these outlier before quantization. To align with
grouping of per-channel Key and per-token Value quantization, we leverage a per-vector
outlier ltering. Given an input tensoX = K ; (orV ), we extract botf% of maximum
and minimum entries of each channel (or token) vector and store them in full precision with

a sparse matri$ = Filters(X ). For example, giveiX = K,

8
s 2 X i If X inmax/min% of X ;
i =
> 0 otherwise

Then, we perform the quantization on the extracted matrix and obtain the quantized back-

bone:

@ - QuanESelected SCheme S)Z (3-2)
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The outlier extraction technique has been applied by [77] to augment training-dependent
non-uniform weight quantization. In contrast to their application scenario, we explore the
potential of outlier extraction techniques in conjunction with tuning-free uniform quantiza-
tion for KV caches. Itis important to note that, compared to weights, KV cache compression
presents unique challenges because KV caches can contain more outliers, making its accurate
guantization more challenging than weights [78]. Our empirical results in subsection 3.4.3
also show that the outlier-aware quantization faces challenges in achieving ultra-low preci-
sion compression such as 2-bit on complex generative tasks. To achieve effective high-ratio
compression, it is often necessary to extract a large portion of outliers stored in a sparse
matrix. However, representing such a sparse matrix with two index vectors and one value
vector in full precision results in considerable memory overheads. These suggest that, while
usingS can reduce the error, it still falls short of fully remediating the error in an ef cient
way.

Low-rank approximation . To reduce the approximation error more ef ciently, we
resort tolow-rank approximationAs inspired by fact that various attention heads encode
diverse contextual information within different channel ranges [79, 80, 30], we propose
to applyhead-wise low-rank decomposition the residuaR = X (ﬂ? +S)2 R" 9
Speci cally, we rst reshapeR along channel dimension and obtdinmulti-head sub-
matricesftR, = R[;;(h  1)dy : hdy]2 R" %j1  h HgwhereRy is the residual
of headh. Supposedr, has singular value decompositionl?;lé(:l iuim?, where ;

k are singular values ang; m; are the corresponding singular vectors. As shown
in Figure 3.2b, we empirically observe that the spectrum of residual matrices drops rapidly
at the beginning. This suggests the existence of a coherent component within the residual.
This component is represented by the top singular values/vectors, and shared among tokens,
indicating the vector similarity. By these top singular values and vectors, we can ef ciently

capture and recover this coherent information, leading to an effective approximation to the
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L, is a low-rank matrix:
Ln = ApB; = SVDSolver(Rp) (3.3)

AL 2 R" ;B 2 R% " andr is much smaller than; dy . For example, when = 1024
anddy = 128, r = 4 is suf cient to achieve near-lossless high-ratio compression. For
SVDSolvef ), we employ an ef cientpower iterationalgorithm [81]. This algorithm
calculatesA ; B , rapidly while ensuring tha& ,B ; accurately approximates the top-
singular values/vectorg ', iuim; (please see Appendix section B.4 for the algorithm
details). In the multi-batch setting, we apply low-rank approximation to input tensors
batch-wise and head-wise.

In summary, GEAR integrates three compression techniques to provide an ef cient
solution for minimizing the approximation error. Speci cally, the quantized backigbne
leverages the entry-wise similarity and compresses the majority of entries to the ultra-low
precision. The low-rank matrik ,, capitalizes on vector-wise similarity to extract the
commonly shared information within the residuals. The sparse nfatcempensates for
the extraction of sparse information existing in individual outliers and compliments the
guantization process. As such, GEAR effectively reduces the approximation error, achieving
high-ratio KV cache compression. We recommend to use GEAR with all three components
for the best performance — both near-lossless 4-bit and 2-bit performance as an alternate to
SOTA methods. However, to prioritize ef ciency, one can resort to a lite version of GEAR,
namelyGEAR-L, that equips only low-rank approximation to restore quantization error,
costing less memory-overhead while improving accuracy signi cantly. Finally, we highlight
that, as an ef cient error-reduction framework, GEAR(-L)ithogonalto any off-the-shelf
guantization scheme and can augment them to achieve near-lossless accuracy as shown in
Figure 3.2c and section 2.4.

Streaming Buffer. GEAR also introduces streaming buffestrategy during decoding
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to signi cantly boost its inference speed. Speci cally, when serving the long-sequence
generation, GEAR stores KV vectors of newly generated tokens in full precision to a small
buffer B of sizeny, (e.g.,n, = 20). When the buffer reaches its capacity evegydecoding

steps, GEAR conduct the compression for new tokeriswhile the subsequent low-rank
approximation is only performed on the new tokens. The concurrent work, KIVI [21],
introduces a similar buffering approach to cache residual tokens until they complete a group.
Hence, their residual buffer size should be set as a multiple of group size. In the case of
coarse-grained grouping of KCVT, the buffer size can be set arbitrarily and we select a small
size liken, = 20 to enhance the inference speed while avoiding the non-trivial memory

overheads. We summarize the detailed algorithm of GEAR in Algorithm Algorithm 1.

3.4 Experiments

We use GEAR as plug-and-playKV cache compression for generative inference with
various LLM models (including LLaMA2-7B/13B [4], Mistral-7B [71] and LLaMA3-8B
[72]) on generative tasks including math reasoning (GSM8k [69] and AQUA [73]), symbolic
reasoning (BigBench Hard (BBH) [74]) with CoT [70], and long-context tasks (LongBench
[75]).

Implementation optimization and details. To minimize the overheads, we demonstrate
via GPU kernel support and optimize the implementation for GEAR as follows. Firstly,
we fuse the dequantization with matrix multiplication using CUDA to improve decoding
latency. Secondly, we integrate the streaming buffer for both the Key and Value such that
newly generated Key/Value caches are all compressed eyateps. Moreover, due to
streaming buffer during decoding, low-rank approximation is performed evgsyeps

for only buffered tokens with ultra low rank (= 2), improving compression ef ciency.
Thirdly, we preform the forward pass of low-rank matrices on a separate path where down
projection (e.g.g; B ) is rst computed, followed by up projection (e.dg; B n)A ),

reducing computational cost of their forward pass.
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Algorithm 1 GEAR

1: Input: The initialf K o;V og of each layer, the sparsity rat&p the bit-widthb, the rank
for pre Il token rp, the rank for generated tokep, the bufferB.

2: (Pre Il Phase):

3: for X 2fK g;Vogdo

ComputeS = Filters(X );

Computeﬂ? = Quang(X S);

ComputeR = X B S;

Computel , = SVDSolver, (Ry);
end for
10: Concatenaté = ConcaflL 1;:::;Ln);
11:  ReplaceX with B +L+S.

© N gk

12: end for
13: (Decoding Phase):
14: fort=1;:::;ngdo

15:  if t mod ny =0 then
16: for X 2fK g;Vggdo

17: ComputeS = Filters(X );

18: Computelb = Quang(X S);

19: forh=1;:::;H do

20: Computel , = SVDSolver, (X 1 S);
21: end for

22: Concatenateé = ConcatL 1;:::;Lu);

23: ReplacexX with H+L+S.

24: end for

25: AppendK = K kK g; V=V nkVs.
26: else

27: Generate new tokex; and Puskk; toK g and Puslv; toV .
28: endif

29: end for

We apply GEAR and baseline methods to LLMs availablélaggingface[82] and
implement our inference framework wifyTorch[61]. As we focus on evaluating the
impact of KV Cache compression, we keep all other tensors in FP16, unless otherwise
stated. We focus on ultra-low precision quantization and report the results of 4-bit and 2-bit
guantization. For GEAR, we x the sparsity ratsoat 2%, set the rank to 4 for inputs in
pre Il phase, and set the rank to 2 for each groumghew tokens in decoding phase. We

nd that the ef cient KCVT quantization achieves effective 4-bit compression and hence
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leverage it as 4-bit backbone for GEAR due to its ef ciency. However, its performance
degenerates a lot in case of 2-bit and we have to resort to ne-grained grouping to establish
acceptable accuracy. Hence, we use KIVI as the 2-bit quantization backbone for GEAR. As
demonstrated by [21] that KIVI is not sensitive to group s1zznd residual lengthy, (Table

5in [21]), we thus select the group size as 64 and the residual length as 64 for both GEAR
and KIVI in order to lower KV size overheads. The superscript in bracket in Table Table 3.1
and Table 3.2 identi es thbackbone quantization scheme

Baselines We compare GEAR with the following baseline methods:

Per-token group-wise quantizatignsed in FlexGen [22]) is a widely-adopted method
that quantizes KV cache per-token with ne-grained grouping.

KIVI [21] is a concurrent KV cache quantization method that achieves start-of-the-art 2-bit
KV cache compression. This method quantizes Key cache per-channel and quantizes Value
cache per-token with ne-grained grouping, and stored residual tokens of lapgit+-P16.

KCVT quantizations a variant of KIVI that quantize Key cache per-channel and Value
cache per-token without ne-grained grouping. This is a per-vector quantization that induces
lower overheads.

Recent concurrent work KVQuant [68] explored KCVT to incorporate it with data-
dependent non-uniform quantization. While it demonstrates near-lossless performance
mainly on perplexity with WikiText2 and C4, it requires additional calibration that mini-
mizes a Hessian-related objective driven by data samples to obtain the quantization signposts.
GEAR, however, aims to be a plug-and-play method, that can be deployed with any infer-
ence quantization scheme without such dependency. Thus we keep calibration-dependent

compression beyond the scope of this work.
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Table 3.1: Results on CoT reasoning tasks, which are hard generative taskKMe&ieis the averagéo of the remaining size of
compressed KV caches with respect to the size in FP16. The best results are shoWdn K A.represents the extermely degenerated
performance.

Model | LLaMA3-8B | LLaMA2-13B | Mistral-7B | Al

Method Bit | Ave. | GSM8k AQuA BBH | GSM8k AQUA BBH | GSM8k AQuA BBH | Ave.

b | KVsize| Acc Acc  Acc Acc Acc  Acc Acc Acc  Acc | Acc
FP16 | 16 | 100% | 54.21 38.19 53.66 30.34 21.65 40.79 42.84 35.04 47.92 40.52
Per-token Q-¢s | 4 | 34.2% | 37.07 39.37 46.42 20.85 18.90 34.72 31.47 29.13 28.88 31.94
KCVT Quant 4 | 27.1% | 4559 36.61 51.67 21.14 21.05 36.71 30.31 24.37 46.86 34.92
KIVig=eain,=6a | 4 | 34.2% | 46.25 36.22 48.03 22.14 2165 37.76 32.83 2598 44.56 35.05
GEAR-L{%{VP 4 | 29.0% | 53.44 3898 5223 30.25 23.23 38.52 43.06 33.07 47.42 40.02
GEARUGYT 4 | 31.0% | 5476 40.55 52.74 30.17 24.05 40.63| 41.93 3457 47.84| 40.80
Per-token Q-gs | 2 | 21.7% | 356  9.84 4.72 1054 NA.| NA. 1142 5093| 7.67
KIVig=eain,=6a | 2 | 21.7% | 30.17 25.36 30.9 16 60 17.72 29.43 2335 2244 31.28 25.25
GEAR-L %" 2 | 236% | 52.62 38.19 51.44| 26.61 20.87 39.44 39.27 29.92 46.36 38.34
GEARUGISSY | 2 | 27.6% | 5459 38.19 50.30| 30.27 23.62 39.67 43.14 33.96 48.03 40.20




3.4.1 Main Results

Generative performance on hard CoT reasoning tasksWe compare different methods

with LLaMA3-8B, LLaMA2-13B, and Mistral-7B on three challenging CoT generative tasks:
GSM8k, AQUA, and BBH with 8-shot CoT demonstrations. Given the complexity of these
tasks, we use the chain-of-thought prompts created by [83] to improve reasoning, which
contains 8-shot demonstrations of multi-step reasoning. With the CoT demonstrations, we
have the average pre Il length of GSM8k, AQUA, and BBH as 900, 1304, 1021 respectively
(see Appendix section B.5). We then prompt model to generate 256 tokens and extract
answers from them.

Table 3.1 presents experimental results on these hard CoT reasoning tasks. We see
that GEAR and GEAR-L achieves better or on par performance compared with baseline
methods on all datasets and all models in both 4-bit and 2-bit compression. For example, in
the case of 2-bit compression, GEAR achieves 47.83% average accuracy on LLaMA3-8B
across three datasets, which is near-lossless compared to FP16 baseline (48.69%). Notably,
GEAR-L also establish remarkable performance — near-lossless 4-bit compression and
superior 2-bit performance compared to baselines, while demonstrating lower KV size and
higher inference ef ciency. Meanwhile, as shown by Table 3.1, Figure 3.2c, and more
results in Appendix section B.1, regardless of the quantization backbone, our method can
always boost the accuracy. These showcase GEAR-L's generalization ability as an ef cient
error-reduction framework. Thus, we highlight tli&EAR(-L) is orthogonal to any off-
the-shelf quantization scheme that can augment them in a plug-and-play manner to
achieve near-lossless performance at minimal memory overhead

Generative performance on relatively easy tasksWe also compare different methods
on relatively easy tasks without CoT reasoning. Speci cally, we evaluate the performance
with LLaMA2-7B on LongBench [75], a suit of 21 long-context tasks (please see Ap-
pendix section B.5 for task metrics and dataset statistics). The average input length of

LongBench is 3642. Besides, we also follow [21] and compare the performance using
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LLaMA2-7B and LLaMA3-8B on GSM8k with standard 5-shot prompts. Such 5-shot
demonstrations consists of 5 sampled questions and their one-step (or two-step) answers
and do not involve complex CoT. Models are prompted to answer the question without
multi-step reasoning, which is simpler than the setting of 8-shot CoT prompting.

Table 3.2 present the results on these relatively simpler tasks. We see that quantization
methods can already achieve near-lossless 4-bit/2-bit compression on these tasks, showcasing
their effectiveness on simpler tasks. For example, for 2-bit compression, per-token group-
wise quantization and KIVI both yield around 27.7% average scores across 21 tasks of
LongBench. After incorporating error-reduction techniques, GEAR and GEAR-L can

achieve better or on par performance compared to baseline quantization methods.

Table 3.2:Results on GSM8k 5-shot and LongBench evaluation. HEVESIzeis the averag@o

of the remaining size of compressed KV caches with respect to that in FP16 (i.e., the inverse of
compression ratio). The best results are showwoild. Results marked asare taken from other
papers.

Dataset | GSM8k5-shot | LongBench w. LLaMA2-7B
Method Bit|/Ave. KV 7B 8B |QMSum SAMSum GovReport 21 Tasks Ave.
b| size Acc Acc| Rouge Rouge Rouge|Ave. KV Ave. score
FP16 |16 100% 13.50 49.8921.28 4357  26.06 | 100%  26.82

Per-token Q=64 | 4 | 38.2% 10.54 45.6420.91 39.15 28.50 | 31.6% 27.31
KCVT Quant 4| 27.1% 1251 43.1420.91 33.89 2432 | 25.7% 26.06

KIVIg=ga:n,=6a | 4| 38.2% 13.4148.37 20.81 40.98  26.86| 31.6%  27.58
GEAR-L VD) 4| 30.4% 1251 47.2321.18 41.39 2693 | 27.3%  27.65
GEARUGYD , | 4| 324% 13.1949.43 21.28 4132  26.97 | 29.3%  27.80
Pertoken Q-es | 2| 25.7% 0.08 0.83 19.78 40.31 2550 | 17.5%  27.69
Q
KIVIg=a2:n, =128 | 2 | 34.9% 12.7442.54 20.50 42.7Y 2572 | 19.7%  27.83
GEAR-L(KI9=69 | o | 27506 12.63 47.0120.69 42.35  26.67 | 19.1% 27.90
GEAR(,9) | 2| 31.5% 13.04 49.96 2059 43.22  27.73 | 23.1%  25.48

36



(a) Time breakdown analysis (b) Peak memory comparison (c) Throughput comparison

Figure 3.3: (Figure 3.3a) wall-clock time percentage of each component in GEAR. (Fig-
ure 3.3b): GEAR signi cantly reduces the peak memory, enabling much larger batch size
than FP16. (Figure 3.3c): GEAR improve throughput signi cantly over FP16.

3.4.2 InferenceEf ciency Comparison

In this section, we evaluate wall-clock time, memory, and throughput of GEAR on a single
NVIDIA V100 GPU (16GB). Speci cally, we set the input and generation length as 1000
and 500 respectively, and evaluate with LLaMA2-7B. We increase the batch size until
out of memory and report the peak memory/throughput between FP16 KV caches and
2-bit quantization: KIVI, GEAR, and GEAR-L. We use the same hyperparameters as in
Section subsection 3.4.1. Here, to maximize the batch size for all methods, we compress
model weights to 8-bit, using bitsandbytes frétuggingfacq82].

In this inference setting, we rst provide a time breakdown analysis for GEAR that
compares total computational time of different componentgju@ntization-related time
consisting of total de-/quantization time after equipping our CUDA kerneltdi) rank
timeincluding total time of SVD approximation by Algorithm Algorithm 4 and forward
pass of low-rank matrices; (iigparsity timecontaining total computational time of outlier
extraction and matrix multiplication involving during forward pass; (ivpther timethat is
primarily about model forward pass and obtained by subtracting total wall-clock time with
time summation of aforementioned three items. We use the maximum batch size here (which
is 18) and report the average over three trials. Figure 3.3a presents the time percentage of
each component in GEAR and GEAR-L during generative inference. It suggests that, while

yielding signi cant performance gains, low-rank and sparse components are lightweight
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and do not induce unacceptable overheads. The primary complexity still stems from model
forward pass. The additional latency by low-rank and sparsity components can be negligible
due to our optimized implementation and inference techniques.

Figure 3.3b present the peak memory comparison across different batch sizes under the
same inference setting. We see that, given the same batch size, GEAR signi cantly reduces
the peak memory compared to FP16 baseline, increasing the maximum severing number
(i.e., batch size) from 3 to 18. Moreover, Figure 3.3c shows the throughput comparison
across various batch sizes. It demonstrates that, compared to FP16 baseline, our method
signi cantly improves the throughput by up @07 . Meanwhile, GEAR-L achieves
slightly better throughput than KIVI due to our improved streaming strategy. We persent the
detailed results of Figure 3.3b and Figure 3.3c in Appendix section B.6. Meanwhile, we
present extended throughput evaluation with larger GPU memory and under large batch size
in Appendix subsection B.6.2 and Appendix subsection B.6.4, which also shows that GEAR

signi cantly improves the throughput compared to FP16 baseline.

3.4.3 AnalysisandAblation Study

(a) Ablation study ors andr (b) Recover fop% tokens

Figure 3.4: Analysis and ablation study with LLaMA3-8B on GSM8k-CoT under 2-bit
compression.

Ablation study on sparsity ratio s and rank r. We study the sensitivity of GEAR to the

sparsity ratios and rankr. Figure 3.4a shows 2-bit quantization of GEAR and GEAR-L
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using LLaMA3-8B on GSM8k (w. CoT) when varyirgjor r. We see that GEAR does not
require abundant sparse either low-rank components — a small sparse ratik¥4 for
GEAR) and a small rank (= 4 for GEAR and GEAR-L) is adequate to achieve near-lossless
2-bit compression, demonstrating high ef ciency of our method. Further increasing

may improve the accuracy but not signi cantly, which however results in additional memory
overheads. More importantly, discarding low-rank component can signi cantly degenerate
the performance of GEAR and GEAR-L, highlighting its vital role in error reduction. We
thus highlight GEAR-L for those prioritizing ef ciency.

Reducing error to different amounts of tokens.We study the performance variation of
GEAR-L when applying low-rank approximation to varying number of tokens for LLaMA3-
8B on GSMB8k. Speci cally, we split tokens into (i) input tokens in pre Il phrase and (i)
generated tokens in decoding phrase. By default, we recover quantization errors for all of
them. Alternatively, we can tak@o most recent pre Il tokens and only apply low-rank
approximation to them. Figure 3.4b presents the performance of GEAR-L when cha@nging
We see that the performance of GEAR-L degenerates when decreasing the number of token

applied error reduction, validating the effectiveness of error-reduction.

3.5 Conclusions

In this paper, we present GEAR, an ef cient error-reduction framework that can augment off-
the-shelf KV cache quantization schemes with two lightweight error reduction techniques
in a plug-and-play manner to achieve near-lossless accuracy at high-ratio compression.
Speci cally, GEAR signi cantly improve model performance on complex generative tasks
involving reasoning, achieving an average accuracy improvement@%at 2-bit KV
quantization, while bringing up to 5:07 throughput improvement. Additionally, GEAR

can substantially reduce the peak memory compared to FP16 baseline, enabling to serve

more inference requests, bringing up t®b:07 throughput improvement.
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CHAPTER 4
POST-HOC ATTENTION STEERING TO GUIDE MODEL ATTENTION

4.1 Overview

Despite their remarkable achievements, LLMs often encounter challenges in understanding
their contextual inputs during interactions with users [84, 85]. This dif culty becomes par-
ticular evident when they are presented prorhptsitaining extensive background contexts
or complex user instructions. Lengthy contexts can overwhelm LLMSs, as their attention
modules, learned from data, are unable to fully capture crucial details [31]. Complex in-
structions can further inhibit the model from focusing on the user's intentions, resulting in
undesired outputs [24]. Additionally, for time-sensitive data, such as news articles, there can
exist factual knowledge within contexts, which contradicts with model prior beliefs induced
from outdated pre-training. As a result, a model may generate outputs conditioned on its
pre-existing belief instead of attending to new facts within the contexts [86, 87, 88, 89]. All
of these challenges contribute to LLMs struggling to comprehend user intentions.
Compared to LLMs, human readers rarely struggle to understand the emphases of
articles and intentions of writers. Writers often leverage a variety of text styles, sicidas
anditalics, to emphasize speci c contents. This mechanism enables writers to direct and
maintain the attention of human readers, ensuring that the intended information is accurately
captured. In interactions between users and LLMs, it is users also need to highlight speci c
information for the model. Consequently, model generation can be effectively biased in
accordance with user guidance, thus addressing the challenges mentioned earlier. This
feature is particularly essential when designing user-Al interfaces, and can be frequently

applied in extensive conversations between users and models. Existing methods, however,

We usepromptsto refer to all LLM text inputs, including user instructions, and the other background
information (which we refer to asontexj.
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Figure 4.1:PASTA uses a user-speci ed part of the input to steer the model generation aligning with
user intentions. PASTA modi es the attention scores generated during inference, by emphasizing the
scores generated at token positions corresponding to the user-speci ed part of the context.

do not support such a mechanism. LLMs are inherently limited to processing plain texts,
devoid of any stylistic cues or emphasis markers [6, 23, 24]. Even when emphasis markers
are added to prompts, state-of-the-art LLMs often struggle to discern weak signals from a
couple of marker tokens.

Motivated by the need to convey user emphasis, we introBAST A(Post-hocAttention
STeeringApproach), a post-hoc methothat enables users to highlight speci ¢ information,
e.g., aninstruction as in Figure Figure 4.1, and steer models to interpret emphasized texts
like human readers. Speci cally, PASTA selects a small subset of attention heads and
applies precise attention reweighting on them. As illustrated in Figure Figure 4.1, PASTA
upweights the attention scores of the user-speci ed tokens while downweighting the other
tokens at speci c attention heads. Our method is inspired by the observation that attention
modules exhibit various token-attending patterns across different heads [90, 80, 91]. These
attention patterns can be interpreted as encoding diverse semantic or syntactic information,
and altering them can substantially in uence model behaviors [92, 93]. Through steering

attention modules, PASTA directs the model to pay close attention to the user-speci ed

2Post-hoameans that our method does not update the model weights.

41



parts and hence generate the desired output aligning with the highlighted contents. Notably,
PASTA is applied after training and does not require changing any model parameters; PASTA
only requires access to the attention scores of speci ¢ heads of an LLM.

Since attention heads can serve different functions [94, 95], we introduce an ef cient
model pro ling algorithm to identify which heads are effective for steering. Speci cally, we
subsample small training sets from multiple tasks and evaluate the performance of attention
steering for each individual head across these tasks. PASTA selects the attention heads that,
when steered, generally improve the multi-task performance. We empirically observe that
steering these heads not only bene ts the existing tasks but also enhances the performance
on unseen tasks. Notably, the model pro ling is performed only once for an LLM. The
selected attention heads can be regarded as a model-level pro le, effective for steering the
LLM on unseen tasks.

We conduct experiments on diverse tasks to demonstrate the effectiveness of PASTA.
Speci cally, we evaluate PASTA using GPT-J-6B [96] and LLAMA-7B [3] on tasks that span
complex instructions, lengthy contexts, and knowledge con icts within contexts. The results
demonstrate that PASTA consistently provides a signi cant performance improvement
over baseline prompting strategies. For example, PASTA achieve an average accuracy

improvement of 22% over few-shot prompting for LLAMA-7B across 4 challenging tasks.

4.2 Background

Problem description In standard LLM prompting, we are given a pre-trained LLM and a
text promptx. In our setting, we additionally require (i) access to attention scores produced
by attention modules in the LLRand (ii) we are provided a user-speci ed subset of the
promptxy X to be emphasized.

As in the example in Figure Figure 4 ,can be a string that ends in an instruction, such

asMary is a doctor but used to be a nurse...Return her occupation in json foth@atser

3We do not need access model weights nor intermediate outputs from the other modules like FFNs.
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emphasizes the instructiong can simply be the nal instructioReturn her occupation in

json format In evaluation datasets, we assume that the user-speci ed part of each example is
already provided by enclosing at its both ends in some emphasis markers, likarker in
Markdown. Generating these well-structured data often incurs little overhead. For example,
in the dataset tailored for evaluting model ability to follow user instruction, we can simply
mark the nal instruction for every example, which are xed and shared across examples.
When it comes to user-LLM interface, users can specifypy enclosing it with the same
emphasis markers.y can be speci ed exibly. Namely, it need not be a continuous span,

and can be used to emphasize diverse information.

4.3 Method

PASTA (Algorithm 2) consists of two components: (i) post-hoc attention steering, which
emphasizes the user-speci ed parts of the input during inference, see subsection 4.3.1 and
(i) multi-task model pro ling, which selects the effective attention heads for steering, see

subsection 4.3.2.

Algorithm 2 PASTA: Post-hoc Attention Steering Approach

Multi-task model pro ling (subsection 4.3.2)
1: Input: small training setéD ('gn . , the hyperparameters k;

22forl i mdo

3: forl | L;1 h Hdo

4: Evaluate the model performance DA’ when steering the hedt h) by (Equa-
tion 4.1);

5: Return the evaluation result of steerifigh) onD®;

6: end for

7:  Collect the steering results of all heads and return the task proRifig
8: end for _
9: Output: The attention head sét = \ 2, R(l':f(.
Inference-time steering(subsection 4.3.1)
1: Input: text inputsx, user-underlined segmer@s coef cient ;
2: Output: the model generations while steering every h@all) in H by (Equation 4.1).
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4.3.1 Post-hodAttention Steering

PASTA emphasizes the user-speci ed input subset by downweighting the attention scores
of tokens that are not speci ed by the user. Speci cally, given the index set of highlighted
input spans a&, PASTA highlight these tokens by upweighting their attention scores with a

constant attention biag (""):

H (¢h) = Softma>(A(';h) +B (I;h))V (th).
8

2 TR i (4.2)
. lo if (Ibh)2H andj 2 G
whereB i(j"h) = J (I:h) :

0 otherwise

where0 < < 1landlog is a negative constant. Aft&oftmax ), the attention scores

of tokens not inG is scaled down byl= times. Correspondingly, the others @Gare
upweighted due to the renormalization of Softmax. The attention steering (Equation 4.1) is
conducted during the inference time and does not require any training.

(Equation 4.1) steers the model attention by scaling down the scores of tokens that are not
highlighted by the user. When the coef cients set very small, user-speci ed segments are
highlighted given their increased attention scores after renormalization. Consequently, we
can direct the model to concentrate more on the user-speci ed tokens, biasing the generation
to align with the speci ed contents.

PASTA scales down the attention scores of non-speci ed tokens s renormalization
is followed, it is equivalent to scaling up the attention scores of user-speci ed tokebs by
The reason of selecting (Equation 4.1) is that it can be more numerically stable compared to

scaling up scores.

4.3.2 Multi-Task Model Pro ling

Empirically, we nd that applying attention steering in (Equation 4.1) to all attention heads

performs worse than applying it only to speci ¢ heads (see paragraph 4.4.4). It is important
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to specify the correct attention heads, given that different heads serve distinctive roles
in encoding semantic/syntactic information. To this end, we propose a multi-task model
pro ling algorithm to identify the effective attention heads for steering. Speci cally, given
tasks involving user emphases, we subsample a small trainimf's¢e.g.,jD (Vj = 1000)

from each task. Then, we evaluate the performance of steering every individual attention
head(;h) (1 | L;1 h H)oneachsmall subs&® (1 i m). Forevery

taski, we rank all of heads according to their steering performande(@rand regard the
rankingR®™ = [(14; hy); (I2; h,);:::] as the pro ling of task. We then set the attention head
setH for steering as the intersection of t&performing headdd =\ 1, R(li:)k. Intuitively,

we expect performance to improve as the number of taskereases.

Like attention steering, model pro ling requires only access to attention scores, in
addition to its inputs and outputs (model weights and gradients are not required). Importantly,
this process needs to be performed only once for a LLM, similar to netuning. However,
unlike netuning, model steering does not modify model weights and, more importantly,
generalizes to new tasks. The resulting headHsetan be regarded as a model-level
pro le. Once it is determined, we can apply the attention steeringl do both existing
tasks and unseen tasks to enhance model contextual understanding and bene t downstream

performance.

4.4 Experiments

4.4.1 ExperimentaSetup

Evaluation tasks and metrics. We implement PASTA for two pre-trained models: GPT-J
(6 billion parameters, [96]) and LLaMA-7B (7 billion parameters, [3]). We evaluate the
effectiveness of PASTA at (i) handling complex user instructions, (ii) interpreting lengthy
contexts, and (iii) resolving in-context knowledge con icts. For (i), we introduce two new
tasks:JSON formattingitndPronouns changingrFor (ii) and (iii), we studyBias in Bios[97]

andCounterFac{86]. For each task, we provide a description, describing which part of the
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input we emphasize, and what metrics we use for evaluation.

JSON Formattings a new task that evaluates an LLM's ability to produce outputs in a
user-desired format (JSON). This is an important usecase for LLMs when their output is
being used in a downstream process. This task utilizes the biographical data from BiasBios
(described below) but appends a different instruction to the end of contdsrer the
occupation of {person} and generate the answer as JSON forfi&t instruction prompts
models to generate outputs in JSON format. We emphasize the nal instruction. Metrics: (a)
Format accuracy (F. Acc.) measures the accuracy at generating valid JSONréaliction
accuracy(P. Acc.) measures the accuracy at generating the correct target in JSON values
after loading the JSON-formatted generations.

Pronouns changings a new task that evaluates an LLM's ability to follow a dif cult
user instruction. It again uses the biographical contexts from BiasBios but instead instructs
models to:substitute “she' and "he' with "they' and generate the occupation of {person}
after changing pronounsWe emphasize the nal instruction. Metrics: (Afcuracy
evaluates the ratio that "she/he' are successfully changed to "they' in model generations. (b)
All-changed accuracy(A. Acc.) is the ratio that models replace all corresponding pronouns,
i.e., changing she/he/her/him/hers/his to they/them/their/theirs.

CounterFactmeasures an LLM's ability to generate text consistent with a new fact. Each
example consists ok(bject relation, old target new targe}, e.g., Kevin Garnettis a
professionalbasketball playerbaseball playey. We present the model both old and new
facts following the promptPreviously, {old fact}, but currently, {new fact}question.

This change in facts over time often confuses LLMs, resulting in random guesses on two of
them when answering thej{iestio. We emphasize the input span containing tesv fact
Metrics: we evaluate metrics following [86]: (&f cacy score (ES) is the portion of cases

for which the model haB v (new targex > P v (old targe}; (b) Paraphrase scorgPS)

is the same as ES but changesfitpeestion}with a set of rephrased questions to assess the

generalization
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BiasBiosconsists of professional biographies of non-famous people, originally introduced
to investigate gender bias in occupations. Each example includes biographical context
and a label of target occupation. The rst sentence mentions the person's occupation, and
subsequent sentences describe the individual's career history but may not be directly related
to the prediction, potentially distracting the model attention. At the end of the context, we
append the questiogperson} has the occupation of . We emphasize the rst sentence, as
it carries the most information about the occupation. Metrics: following [89], we compute
Accuracy by checking whether the probability assigned to the target occupation is the
highest among the 28 candidate occupations.

For Pronouns changingCounterFactandBiasBios we additionally measureluency as
the average bi-gram and tri-gram entropy of generations, designed to be low for degenerated

or repetitive texts [86]. We Iter out any results receiving a uency below 3.0.

4.4.2 Main Results:PASTA improvesmodelgenerations.

Table 4.1 and Table 4.2 present the main results for PASTA applied to LLAMA-7B and
GPT-J respectively. Few-shot prompting is the strongest baseline, and task-agnostic PASTA
outperforms it on the main metric for each task for all settings except JSON Formatting with
GPT-J. Multi-task PASTA outperforms all baselines across all settings.

PASTA can improve LLM instruction following. The results from JSON Formatting

and Pronouns Changing tasks indicate that, by highlighting the user instruction at the end
of inputs, PASTA effectively steers models to focus on user intentions, thereby biasing
their generation to ful Il speci c requirements or formats. For example, while GPT-J only
achieves 39.9% of its zero-shot generations complying the user requirement on the Pronouns
Changing task, PASTA yields a remarkable 53% accuracy improvement by emphasizing
the instruction. Moreover, PASTA achieves an impressive 96.64% format accuracy and
85.09% prediction accuracy when applied to LLAMA-7B on the JSON Formatting task.

This performance exceeds that of few-shot prompting by 11%, even though few-shot
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Table 4.2:Main results of GPT-J to demonstrate that PASTA can improve the model ability to (i)
follow user instructionJSON FormaandProns. Changiny (ii) interpret contextual information

(BiasBiog; (iii) resolving knowledge con icts CounterFac}. For all scores, higher is better.

Method JSON Format|Prons. Changing BiasBios CounterFact| All

F. Acc/P. Acc Acc / A.Acc Acc ES/PS Ave.
Zero-shot 60.00/54.94| 71.84/66.28 | 87.36 |58.50/52.0367.29
Promptin -marked 18.55/12.71] 39.14/35.17 | 90.62 |57.74/50.5249.38
pting “marked 456/4.20 20.55/18.19 | 89.82 |58.14/51.7042.15
Few-shot 84.85/73.58] 59.06/55.27 | 88.79 |87.45/49.8273.45
PASTA Task-agnostic 88.16 / 49.08| 83.65/81.31 | 93.54 |98.82/99.0385.89
Multi-task | 96.64/85.09| 96.42/95.84 95.28 |99.60/ 99.57/95.46

Method JSON Format|Prons. Changing BiasBios| CounterFact| All

F. Acc/P. Acc Acc / A.Acc Acc ES/PS Ave.
Zero-shot 28.83/25.09] 39.88/36.19 | 72.76 |42.14/42.0244.96
Promotin -marked 4.4414.10 41.25/37.57 | 74.14 |44.50/45.0940.63
PUNG L marked | 8.81/5.62 | 6.12/572 | 78.64 |45.54/41.8433.87
Few-shot 84.15/72.65| 35.77/32.08 | 72.98 |68.34/38.2359.65
PASTA Task-agnostic 46.68 /34.71| 91.62/88.60 | 80.84 |99.54/99.57|77.80
Multi-task 91.50/18.63| 92.96/91.34 94.96 |98.62/98.7985.22

prompting explicitly provides the model with correct JSON examples through additional
demonstrations.

PASTA can help models capture crucial contextual information. In the case of BiasBios

and CounterFact tasks, we apply PASTA to emphasize speci ¢ context spans for LLMs.
Consequently, the models are guided to pay close attention to the speci ¢ contextual
information or new facts within contexts. The results from these two tasks illustrate that
PASTA can direct the models to interpret the crucial information or resolve the knowledge
con icts within contexts, yielding signi cant improvement in prediction performance of
both tasks. For example, PASTA achieves a prediction accuracy of 94.96% for GPT-J on the
BiasBios task, which is 16.32% higher than the best baseline.

4.4.3 PASTA canmitigatethe sensitivityof prompts

It is well-known that the the performance of LLMs can be sensitive to minor changes in

prompts, such as rephrasing and reformatting, even when these prompts convey the same
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Table 4.3: Results about sensitivity of model performance to prompt rephrasing on the JSON
Formatting task. Given rephrased instructions in prompt template, PASTA can imporve zero-shot
performance for all prompts.

LLAMA-7B GPT-J
Instruction | Method JSON Format Prons. Changing JSON Format Prons. Changing Average
F.Acc/P.Acc  Acc/A.Acc F.Acc/P.Acc  Acc/A.Acc
Original Zero-shot| 60.0/54.9 71.8/66.3 28.8/25.1 39.9/36.2 47.9
g PASTA 96.6/85.1 96.4/95.8 91.5/18.6 93.0/91.3 83.5
Shortened Zero-shot| 36.0/32.4 49.2142.6 25.4/17.1 56.5/54.8 39.3
PASTA 87.4/65.9 89.0/86.9 54.1/37.0 94.0/93.7 76.0
Zero-shot| 57.9/54.2 82.3/79.6 63.3/50.3 76.0/72.8 67.1
Rephrased
PASTA 97.1/87.1 89.6/89.0 77.5/68.1 94.8/92.3 86.9

meaning reynolds2021prompt,liu2021pre. We nd that PASTA can alleviate the sensitivity

of model performance to varying prompts. Speci cally, Table 4.3 evaluates the performance

of LLAMA-7B and GPT-J on JSON Formatting and Pronouns Changing task given different

instructions in the prompt template, all of which convey the same meaning (see precise

prompts in subsection C.1.1). The results show that zero-shot performance is sensitive to

different prompts and can signi cantly deteriorate with poorly crafted templates. In contrast,

PASTA consistently improves model performance over zero-shot prompting for all prompts,

effectively mitigating sensitivity to variations in the prompts.

4.4.4 AnalysisandAblations

Figure 4.2:The performance of LLAMA-7B on the JSON Formatting task when we steer (i) all
heads (green); (ii) an entire layer (yellow); and (iii) an individual head within a layer (blue violin
plot). The performance varies dramatically across layers and across heads of a layer.
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Model proling  Figure 4.2 presents the results on the importance of model pro ling
introduced in subsection 4.3.2. We compare PASTA when steering the selected heads
versus other reasonable choices: steering (i) all heads, (ii) entire layers, or (iii) individual
heads on the JSON Formatting task. Selecting heads via model pro ling in PASTA (red
line) signi cantly outperforms other approaches. Steering all heads (dashed green line)
degrades performance compared to the baseline zero-shot performance (dashed black line).
This is likely because steering all heads over-ampli es the user-speci ed information at
the expense of other essential information required for effective generation and prediction.
Interestingly, we nd that the performance varies signi cantly when steering different layers
(yellow) or heads (blue violin plot). As mentioned, attention heads play distinct roles in
encoding diverse semantic and syntactic information [94]. When steering heads, which
are appropriately involved in encoding of user-speci ed information, the model can be
guided to capture and reinforce these speci c signals. Conversely, modifying the attention of
unrelated heads not only fails to emphasize the desired information but also interferes with
their original functions, resulting in performance deterioration. Therefore, it is important to

identify the effective heads through model pro ling prior to applying the steering.

Varying strategies for selecting heads during pro ling. As described in paragraph 4.4.4,

our model pro ling selects théntersectionof the topk performing heads to steer across
multiple tasks. Alternatively, when evaluating on taskve can select heads for steering

with different strategies: (iJask-speci c- steer the tofx, performing heads of only the task
j.le., R(1j;|)<2? or (ii) Union— the union of these heads across multiple tasks[i-[@el.R(li:LZ.

Table 4.4 compares their performance. Using task-speci ¢ heads rather than intersection-

selected heads sometimes yields improved performance, but requires selecting a different

set of heads for each new task.

Varying the number of heads to be steered. Figures Figure 4.3a and Figure 4.3b illustrate

the performance of PASTA when steering different number of heads on two tasks. The
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Table 4.4: Varying head selection strategies betweerteshpspeci cheadsunionacross
multiple tasks, and intersection (the default used in PASTA).

JSON Format| Prons. Changing| BiasBios| CounterFact| All
F. Acc/ P. Acc Acc/ A.Acc Acc ES/PS Avg.

PASTA

Task-specic, 95.56/86.83] 98.52/98.02 | 97.62 |99.18/99.2496.57
LLAMA | Union 88.42/74.49| 92.12/91.44 | 96.36 |99.24/99.3592.22
Intersection | 96.64/85.09| 96.42/95.84 | 95.28 |99.60/99.5795.46

Task-specic| 85.71/79.39] 94.74/92.54 | 97.64 |99.26/99.3493.29
GPT-J Union 72.61/64.89| 89.68/87.76 | 95.56 |99.82/99.8388.21
Intersection | 91.50/18.63| 92.96/91.34 | 94.96 |98.62/98.7985.22

(a) JISON Format (b) Prons. Change (c) Varying
Figure 4.3:The performance of applying PASTA to LLAMA-7B on JSON Formating and Pronouns

Changing tasks when varying the number of steered hgfid¢Figure 4.3a,Figure 4.3b); and
changing (Figure 4.3c).

results suggest that as more heads are included for steering, the model follows the user
even more closely, achieving higher ef cacy (JSON Format Acc. and Pron. Change Acc.).
However, at some point, this it results in a decrease in the metrics re ecting the generation
quality (JSON Pred. Acc and Fluency). Thus, there is a trade-off between emphasizing
ef cacy and generation quality. Overemphasizing can lead the model to focus solely on
satisfying the user requirements and ignore the other parts. Therefore, we recommend
applying PASTA to a moderate number of heads (typically 50 to 150), striking a balance

between the ef cacy and generation quality.

Varying the scaling coef cient . Figure 4.3c presents the performance of PASTA on

two tasks when we change the scaling coef cientThe results indicate that PASTA is
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fairly robust to this hyperparameter; in practice, we x it as 0.01. Notice that settitog
zero should be avoided, as this leads to the complete removal of other crucial contexts at the

steered heads, resulting in performance degeneration.

45 Conclusion

In this study, we propose PASTA, a novel approach aimed at enabling LLMs to move beyond
the limitations of plain text and effectively perceive user guidance embodied as highlighted
parts of prompts. By making precise adjustments to attention scores in selected heads,
PASTA directs the model's focus to the relevant context, mirroring the way humans bene t
from textual cues. Unlike traditional ne-tuning methods, PASTA is applied at inference
time and requires neither parameter updates nor gradient computation; PASTA requires
only selecting which attention heads to apply the re-weighting to, a one-time pro ling
operation for a LLM. Experimental results show that PASTA can signi cantly improve
model performance on a variety of tasks. In the future, we plan to integrate PASTA with
various other methods, such as few-shot in-context learning, aiming to highlight effective

examples to enhance its stability.
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CHAPTER 5
STEERABLE PROMPTING TO IMPROVE READING COMPREHENSION

5.1 Overview

Recent studies reveal that LLMs often encounter challenges in fully understanding their
input contexts, overlooking or showing insensitivity to crucial contextual information [25,
26, 27, 28, 29, 30]. Consequently, the models tend to fabricate answers (also known as
hallucination), resulting in responses that are inconsistent with the presented contexts [28,
29]. This becomes particularly problematic when models are presented prompts containing
lengthy background contexts [31] or complex questions, such as in open-book question
answering (QA) [32, 33, 34]. In these information-dense scenarios, lengthy contexts can
overwhelm LLMs, which contain many details with varying degree of relevance [35, 30].
Some sentences are crucial for providing the correct answer, while others, though irrelevant,
can distract models from fully understanding the essential information.

To improve reading comprehension of models, most prior work explores well-designed
prompts to guide the LLM to use contextual knowledge more reliably [28, 35, 36]. In
particular,iterative promptingn chain-of-thought [COT; 24] fashion can help LLMs de-
compose complex task-solving into more interpretable and manageable intermediate steps,
thus yielding better performance [36]. Motivated by this, it is natural to design multi-step
iterative prompting to guide LLMs to pay more attention to relevant contextual parts and
derive answers accordingly. Speci cally, for open-book QA tasks, iterative prompting can
be decomposed into two steps: identifying key informatiorand (ii) deriving answers
using the key informatian

Iterative prompting can work effectively for black-box LLMs of signi cantly large sizes

(e.g.,>100B) [36]. However, for LLMs of smaller sizes [e.g., LLAMA3-70B, 72], it remains
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unclear if this strategy can guide models to fully attend to the extracted key information and
subsequently improve performance. First, step-by-step generations typically result in longer
contexts. However, key information is only highlighted in token space by appending the
short predicted key sentences, which are often not strong enough to fully steer the model's
attention. As illustrated in the left part of Figrue Figure 5.1, even though the model correctly
predicts the key sentence which is appened in the subsequent prompt, it still fails to provide
the correct answer. Moreover, errors can propagate across steps, further compromising
performance. Therefore, we aim to develop an alternative inference method that emulates

iterative prompting while addressing these limitations.

Figure 5.1: The illustration of SteerPrompt and alternative methods given a running example.
Responses by Vicuna-7B are shown in red square whetteorityis the label. Prompting methods
(direct and iterative prompting) fail to guide a model to derive correct answers while SteerPrompt
successfully steers it to answer correctly by explicitly highlighting identi ed key parts.

Motivated by this, we propose SteerPrompt, an inference-only method thatdgmat-
ically identi es key contextual parts, and (#xplicitly highlights them through attention
score manipulation for improving models' reading comprehension and performance on
open-book QA tasks. Speci cally, SteerPrompt integrates iterative question-decomposition
prompting and attention steering approaches [30]. Given the original context and question,

SteerPrompt rst prompts an LLM to identify the key information (sentences) through
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free-text generation. Then, instead of appending those key sentences to the initial prompt,
SteerPrompt maps those sentences back to the original context using semantic embeddings
(Figure Figure 5.1 right). By using the original sentences for highlighting, it avoids more
lengthy input for the next step, and potentially reduces the unreliable key sentences genera-
tions, mitigating the error propagation. Finally, to guide the model to attend to the selected
key sentences, SteerPrompt highlights them through attention steering that upweights their
corresponding attention scores at the selected attention heads as done by [30]. Unlike
existing attention steering work, our method does not necessitate human annotation on the
highlighting part, rectifying its critical limitation. Additionally, we also design an ef cient
coarse-to- ne search scheme for identifying effective attention heads for steering, which
reduces the searching overhead by 4c@mpared to the greedy method of previous work
[30].

We conduct experiments to evaluate the effectiveness of SteerPrompt using Vicuna-7B
[98], LLAMA3-8B-Instruct, and LLAMAS3-70B-Instruct [72] on both single- and multi-hop
open-book QA tasks from Natural Questions [NQ; 32] and HotpotQA [99]. Empirical
evidence shows that it can be a much easier task for the LLMs to select the contextual key
sentences than comprehending the full context (see analysis in Section subsection 5.5.1).
SteerPrompt converts the challenging bottleneck of contextual comprehension into an easier
problem of key-sentence selection in a steerable way, consistently providing signi cant
performance improvements over baseline prompting strategies. For example, SteerPrompt
achieves an average improvement of 8.99% on exact-match (EM) score over iterative
prompting for LLAMA3-70B-Instruct across both tasks. Remarkably, the attention head
sets obtained by SteerPrompt exhibit outstanding generalization ability, allowing them to be

effectively used across different tasks.

55



5.2 Background

Problem description. In standard LLM prompting, we are given a pre-trained LLM
and a text prompt consisting ofn tokens. In the closed-book setting, the promptan

only be a question or instruction to be completed by models. Relying solely on model
parametric knowledge poses challenges in scenarios involving complex questions that
entail new knowledge or private information [28, 29]. Existing methods [33, 34] resort to
augmenting the prompt with additional background contexts to facilitate question answering,
i.e., open-book question answering. The following box presents a prompt template that we
use for open-book QA:

A direct prompt template for open-book QA

Answer the question below, paired with a context that provides background knowledge. Only output the answer withoutjother

context words.
Context: {context}

Question: {question}

Answer:

Post-hoc attention steering. [30] propose PASTA, an inference-only method that applies
attention reweighting to steer model attention towards user-highlighted input sets, thereby
improving instruction following and contextual comprehension. PASTA requires the access
to user-annotated input spans for highlighting. In the case of context-speci c tasks, it is
generally prohibitively expensive to extract and annotate relevant sentences from lengthy
contexts through humans. To address this critical limitation and improve model reading

comprehension by automatic explicit highlighting, we introduce our method — SteerPrompt.
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5.3 Method

Our proposed method — Steerable Prompting (SteerPrompt), integrates iterative prompting
and attention steering. This integration synergistically combines the advantages of both
techniques while mitigating their respective limitations. For multi-step iterative prompting,
incorporating attention steering externalizes the highlighting of key information through an
inference-only operation, ef ciently enhancing model reading comprehension with improved
reliability and controllability. For post-hoc attention steering, equipping it with iterative
prompting enables the automatic identi cation of contextually relevant key information,

thereby addressing its signi cant reliance on human annotations.

Algorithm 3 SteerPrompt
Input a questiory, a contextc, the head satl of an LLM M , prompt template®;; Py
and .
1: Generategy, = Generatg (P;i(qg; c)) as in (Equation 5.1);

3: Steerg, = Steey s, (Generatg (Pq4(qg;c))) as in (Equation 5.3);
Output: The nal answerg,

5.3.1 AutomaticContextuaHighlighting

In the open-book QA task, an LLN{ is prompted to answer a questigrpaired with
a background contextthat consists o sentences = s4jj :::jjSm. Instead of directly
prompting an LLM with(q; c), SteerPrompt rst prompts the LLM to generate a key

sentence from the contegtthat supports answering the question:

g, = Generatg (Pi(q;c)); (5.1)

whereP; is the prompt template of key sentence identi cation that we show in subsec-
tion 5.4.1. Then, SteerPrompt magsback to a sentence from the original contexo

avoid potential token-level generation errorginand mitigate error propagation. Speci -
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cally, it employs a small encoderto calculates the semantic embeddingg pand every

si(1 i m), and pick the best-matching sentesgavith the highest similarity t@,:

Sk = Match, g4;fS1;:::;SmQ C: (5.2)

In the nal step, SteerPrompt steers the attention scores of tokesshiased on (Equa-
tion 4.1) at the speci c attention hea#ls when directly prompting the LLMM to derive

the answer fofq; c):

g, = Steef.s, Generatg (Pq4(q;c)) (5.3)

wherePg is the prompt template of direct answering as shown in section 5. 5 e ., ( )

is detailed by (Equation 4.1) witB as the index set af,. As such, the identi ed key
sentencsy is explicitly highlighted through attention score upweighting, directing the model

to grasp the key information and solve the questions more reliably. Notably, SteerPrompt
is applied at inference time and does not require changing any model parameters. More
importantly, it does not involve human annotation on highlighted parts. The key information
is automatically identi ed by iterative prompting the moddl, addressing the major

limitation of existing attention steering approach.

5.3.2 Coarse-to- neModel Pro ling

SteerPrompt requires carefully selectidg the set of attention heads to be steered in
(Equation 4.1), but nding these heads can be computationally intensive. [30] propose

a greedy search strategy that evaluates the steering performance of each head on small
validation sets of multiple tasks and selects the heads that yield the best performance.
This greedy strategy requires evaluating H times, resulting in non-trivial overheads
especially for large models. To improve the ef ciency of searching heads, we propose an

alternative coarse-to- ne model pro ling scheme that searches from the layer level to head
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level. Speci cally, we rst evaluate the performance of steering all attention heads of one
single layer, then pick the toplayers, and further evaluate the steering performance of each
head in these layers. The head deis obtained by selecting the best-performing heads
from topd layers. Empirically, we nd that a small(e.g.,| = 6 compared td. = 32) is

suf cient for SteerPrompt to achieves superior performance and identify effective attention

heads that can generalize across tasks, substantially reducing the searching overheads to

IH+L
LH -

5.4 Experiments

We conduct experiments to evaluate the effectiveness of SteerPrompt using Vicuna-7B
[98], LLAMA3-8B-Instruct, and LLAMAS3-70B-Instruct [72] on both single- and multi-hop
open-book QA tasks from Natural Questions [NA; 32] and HotpotQA [99].

5.4.1 ExperimentaSetup

Datasets.We study 2 datasets: HotpotQA [100] and the MRQA version [101] of Natural
Questions (NQ) [32]. Following the Itering procedures outlined by [29], duplicated and low-
guality questions are removed from the NQ dataset, resulting in 7,189 instances remaining in
NQ, and 5,190 instances in HotpotQA. For each dataset, we randomly select 1,000 examples
as the pro ling set and keep the remaining examples as the test set. For all the experiments,
we present two evaluation metrics: Exact Match (EM), and Token-level F1 score. We apply
greedy search decoding for all experiments.

Implementation Details. We implement our experiments using Huggingface Transform-
ers [82] and PyTorch [61]. All the experiments are conducted on NVIDIA A6000 and A100
GPUs.

SteerPrompt Settings. For SteerPrompt, we use the following prompt tempRtdo

prompt an LLMM to identify the key information from the context that support answering

the question.
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Table 5.1: Generation examples of a Vicuna-7B on NQ and HotpotQA. Texts in blue are
predicted by the model for highlighting and textsiold are highlighted by SteerPrompt.

Task Prompt Baseline SteerPrompt
NQ Answer the question below, paired with a context that provides background knowledge.The  Conti- 3 July 2,
Only output the answer without other context words. nental Congress 1776.

Context: Although the delegates were divided early on as to whether to break freoted to adopt the

Crown rulethe second Continental Congress on July 2, 1776, passed a resolutionDeclaration  of Label: July 2,
asserting independence, with no opposing vote recordedrhe Declaration of Independence on 1776.
Independence was issued two days later declaring themselves a new nationJuhe4, 1776.

United States of America. It established a Continental Army, giving command to one

of its members, George Washington of Virginia. It waged war with Great Britain,

made a militia treaty with France, and funded the war effort with loans and paper

money.

Question: when did the continental congress vote to adopt the declaration of indepen-

dence?

Answer:

HotpotQA Answer the question below, paired with a context that provides background knowledgeLong Island 3 110

Only output the answer without other context words. Sound. miles.
Context: [1]: Branford, ConnecticuBranford is a shoreline town located on Long

Island Sound in New Haven County, Connecticut, 8 mi east of New Havermhe Label:110
population was 28,026 at the 2010 census. [2]: Long Island Soundg Island miles.

Sound is a tidal estuary of the Atlantic Ocean, lying between the eastern shores

of Bronx County, New York City, southern Westchester County, and Connecticut

to the north, and the North Shore of Long Island, to the south From east to west,

the sound stretches 110 miles (177 km) from the East River in New York City, along
the North Shore of Long Island, to Block Island Sound. A mix of freshwater from
tributaries and saltwater from the ocean, Long Island Sound is 21 miles (34 km) at its
widest point and varies in depth from 65 to.

Question: How long is the tidal estuary in which Branford is a shoreline town?
Answer:

Prompt templat®; of key sentence identi cation

A guestion, and a passage are shown below. Please select the key sentence in the passage that supports to answer the question

correctly. Only output the exactly same sentence from the passage without other additional words.

Question: {question}

Passage: {context}

Sentence:

Then, we map the predicted key sentegg¢eack to the original context by (Equa-
tion 5.2), which uses a small encoder models to calculate the semantic embeddings of the
predicted key senten@g and every sentencg in the contexic. Speci cally, we use a
"all-MiniLM-L6-v2 "model from Sentence-Transformer [102] as the encoder to encode
sentences. Then, we calculate the cosine similarity between semantic embeddjngs of

and each sentensg in the context, and select the contextual sentespagith the highest
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similarity score as the nal key sentence prediction. For multi-hop question answering, such
as HotpotQA, the key sentences are identi ed for each individual hop separately. Finally, we
highlight sy by (Equation 5.3) while directly prompting the model to answer the question
paired by the context with the direct prompting template shown in Section section 5.2.
Coarse-to- ne Model Pro ling. For the coarse-to- ne search strategy outlined in subsec-
tion 5.3.2, we consider all attention heads in the ltdgyyers as potential candidates for
selection, wheréis chosen from {3, 4, 5, 6}. Subsequently, we either select tbpads
from each individual layer, or top-heads from the pool of head candidates. Tagpehosen
from {4, 6, 8}, and top} is chosen from {16, 24, 32, 64}. The nal head set utilized in the
study is determined based on the highest token-F1 performance achieved on the pro ling
set.
Baselines.We evaluate three open-source LLMs: Vicuna-7B [98], Llama3-8B-Instruct, and
Llama3-70B-Instruct under direct prompting, iterative prompting, and SteerPrompt.

Direct prompting:Models are prompted to directly answer the questjdrased on the
provided context. The prompt templatBy is displayed in Section section 5.2.

Iterative Prompting Models are rst prompted to generate the key sentence that supports
answering the question, using the same prompt templatBor multi-hop question answer-
ing, such as HotpotQA, the key sentences are identi ed for each individual hop separately.
The predicted key sentences are also mapped back to the original context, similar as that in
SteerPrompt. Then, the model are prompted to answer the question with the key sentences

appended to the context.

5.4.2 Main Result:SteerPrompimprovesopen-bookQA.

We evaluate the performance of SteerPrompt on NQ and HotpotQA in two settings: in-
domain and out-of-domain evaluation. For the in-domain setting, we perform pro ling
(selecting the head set to steer) and evaluate performance on the same dataset. For the

out-of-domain setting, we perform pro ling and evaluate performance on different datasets,
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Table 5.2: Main evaluation results with Vicuna-7B, LLAMA-8B-Instruct, and LLAMAS3-
70B-Instruct on NQ and HotpotQA. "In-domain” means that the head set is selected based
on the pro ling set of the target task. "Out-of-domain" means that the head set is selected
from the other dataset and the target task is unseen during the pro ling.

NQ | HotpotQA | All
Model Meth
ode ethod EM Token F1 EM Token F1 Ave.
Direct Prompting 5.88 32.21 18.11 38.77 |23.74
, Iterative Prompting 436 31.48 (14.04 34.99 (21.22
Vicuna-7B

SteerPrompli-ot-domain generalizel 1.78  35.53 {21.94  39.92 |27.29

Direct Prompting 31.62 54.19 |42.58 63.30 |47.92
LLAMA3-8B Iterative Prompting 32.62 55.30 (42.10 63.07 |48.27
SteerPromplti-of-domain generalizé41.21  61.61 |151.96 70.97 56.44
SteerPrompt.domain pro ling 33.51 56.91 |58.08 75.41 |55.98
Direct Prompting 30.00 54.18 |42.63 64.26 |47.77
LLAMA3-70B Iterative Prompting 30.57 54.92 (42.86 65.15 |48.38

Steerpromgtjt_of_domam genera||2533.46 56.59 58.32 76.74 56.28
SteerPromgt.domain pro ling 40.51 63.32 |50.90 70.59 |56.33

where the target task is unseen during the pro ling to evaluate the generalization ability of
SteerPrompt.

In-domain Evaluation. Table 5.2 suggests that, for all the models, SteerPrompt signi cantly
improves the model performance compared with other baselines, regardless of model size
and datasets. For example, SteerPrompt achieves 40.51% EM for LLAMA3-70B-Instruct
on NQ, yielding a signi cant 9.94% improvement compared to the best-performing baseline.
We also observe that iterative prompting can mostly improve upon the direct prompting,
showcasing the performance gains from identifying key sentences and appending them to
contexts. However, in certain cases, such as Vicuna-7B, iterative prompting can actually
underperform direct prompting. It suggests that highlighting in token space by appending
key sentences is insuf cient to fully steer a model's attention. In contrast, SteerPrompt shows
a consistently substantial improvement over all baselines, demonstrating the effectiveness of

automatic attention steering to improve model reading comprehension. Table 5.1 further
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illustrates this by comparing the generation examples of SteerPrompt and direct prompting.
Out-of-domain Evaluation. In this setting, given an evaluation task (e.g., NQ), we employ
the head sets selected with pro ling set of the other task (e.g., HotpotQA) for SteerPrompt to
evaluate its generalization ability across different domains and tasks. The results in Table 5.2
indicate that SteerPrompt signi cantly outperforms all baseline methods for all models
and all datasets, achieving better or comparable performance to that of in-domain pro ling.
Notably, for LLAMA3-8B-Instruct on NQ, the cross-domain performance surpasses the
in-domain performance, compellingly demonstrating the robustness and generalization

pro ciency of our approach.

5.5 Analysis

5.5.1 Isolatingtheeffectof SteerPrompt'$swo components

SteerPrompt consists of two primary components: automatic key sentence identi cation,
and explicit highlighting key sentences. To underscore the necessity of both components, we
conduct the comparison between following methods: (i) direct prompting with the original
context; (ii) iterative prompting that appends the identi ed key sentences appended to the
context; (iii) highlighting the entire context by attention steering approach but without
key-sentence identi cation; (iv) SteerPrompt that highlights the identi ed key sentences.
Moreover, we present additional results about iterative prompting to provide comprehensive
evaluation for it. Speci cally, within each context of the NQ dataset, there is one gold
sentence that entails the answer. We also evaluate the performance of iterative prompting
when appending the gold sentence.

The results in Table 5.4 indicate that SteerPrompt can bene t from using the identi-
ed key sentence, yielding signi cant performance gains. Speci cally, highlighting the
entire context via attention steering can improve upon direct prompting but underperforms
SteerPrompt, suggesting the importance of key sentence identi cation. Meanwhile, the

comparison between (ii) and (iv) illustrates the performance gains yielded by explicitly
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highlighting via attention steering. Therefore, these results suggest that both components

are essential for SteerPrompt to achieve its best performance.

Table 5.3: Accuracy of gold sentence identi cation by SteerPrompt
Vicuna-7B LLAMAS3-8B-Instruct

64.02% 67.07%

Moreover, we can see that, even appending the fully correct gold sentences to prompts,
iterative prompting still faces challenges in effectively improving model's reading com-
prehension and QA performance. Therefore, the performance of prompting methods is
bottlenecked by LLMs' capability of comprehending full contexts and grasping key in-
formation from them. By contrast, SteerPrompt addresses this bottleneck by explicitly
highlighting key information through attention steering. As such, the QA performance will
be upper bounded by the accuracy of key sentence identi cation. Notably, it is a much easier
task for LLMs to select the contextual key sentences than comprehending the full context.
LLMs can achieve much higher accuracy of selecting key sentences than directly generating
correct answers. Moreover, SteerPrompt proposes to map the key sentence generated by the
model to a sentence from the original context, further mitigating the error propagation. To
showcase it, we evaluate the accuracy of SteerPrompt to identify the gold sentences on the
NQ dataset with Vicuna-7B and LLAMAS3-8B-Instruct.

We can tell that SteerPrompt achieves much higher accuracy of key sentence selection
compared to the models' question answering accuracy (e.g., 64.02% of gold sentence
identi cation v.s. 5.88% NQ EM by Vicuna-7B). As such, SteerPrompt converts the
challenging bottleneck of contextual comprehension into an easier problem of key-sentence
selection in a steerable way. The 64.02% accuracy of key sentence selection achieved by

SteerPrompt is suf cient to signi cantly improve QA performance as shown in Table 5.4.
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Table 5.4: Performance comparison among appending identi ed key sentences or gold sentence, and highlighting different parts of
contexts.N.A.means that it cannot identify the gold sentence from HotpotQA that entails answers.

Method LLAMA3-8B on HotpotQA | Vicuna-7B on NQ
EM Token F1 | EM  TokenF1
Direct prompting 42.58 63.30 5.88 32.21
Iterative prompting w. identi ed key sentences 42.10 63.07 4.36 31.48
Iterative prompting w. gold sentences N.A. N.A. 5.01 33.67
Highlight the entire context 54.88 73.23 - -
SteerPrompt highlights identi ed key sentence58.08 75.41 1541 38.59




5.5.2 Comparisorbetweerpro ling strategies

To illustrate the effectiveness of the coarse-to- ne pro ling strategy introduced in subsec-
tion 5.3.2, we evaluate several different pro ling approaches as follows:

Greedy search proposed by [30]: This strategy involves selecting tHeliepds from all
the attention heads in the models. The evaluation times for this strategy id .

Group search inspired by [103]: Here, 8 adjacent heads from one layer form a group.
Then, we evaluate them group-wise, and select théthpad groups. The evaluate times
for this strategy i H=8.

Coarse-to- ne search: This strategy initially selects thelttgrers and then chooses the
head set only from the heads within these layers. The evaluation times for this strategy is
L+IH.
wherelL is the number of layers, and is the number of attention heads per layer. We
compare them with a Vicuna-7B [98] that has 32 layers, and 32 heads per layer. The
results in Table 5.5 show that coarse-to- ne pro ling signi cantly outperforms all the other
strategies while reducing the total evaluation timeglfyy compared to the original greedy

search in [30].

Table 5.5: Performance of SteerPrompt on NQ with Vicuna-7B when searching effective
attention heads with different strategies. "# Eval" refers to the total evaluations with the
pro ling set.

Method |#Eval| EM Token F1

Baseline N.A. | 8.13 33.79
Greedy search all heads1,024 | 14.81 35.63
Group search (size of 8) 128 |12.12 36.13
Coarse-to- ne search 224 11541 38.59

5.5.3 Performancef SteerPrompivhenretrievingseverapassages

In this work, our primary objective is to enhance model reading comprehension to the

provided evidence, and the gold evidence is always provided. Nonetheless, in practical
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(a) Vicuna-7B (b) LLAMAS-8B-Instruct (c) LLAMA3-8B-Instruct

Figure 5.2: Ablation study of SteerPrompt performance on HotpotQA when steering dif-
ferent numbers of heads (Figure 5.2a and Figure 5.2b) and setting diffgffeigure 5.2c¢).
Dashed line in red refers to the baseline performance of direct prompting.

applications, a retriever may simultaneously supply multiple similar and relevant passages.
To demonstrate the effectiveness of SteerPrompt in such scenarios, we utilize DRP [104]
to retrieve an additional four passages, each ranked within the top four in relevance scores
to the question. Along with the gold evidence, these ve passages are then presented to
the model. SteerPrompt is tasked with automatically extracting and highlighting the key

sentence from this set. Table 5.6 displays the results using Vicuna-7B on NQ. Although the

inclusion of more noisy passages generally leads to a performance decline, we still observe

consistent improvements with SteerPrompt, underscoring the effectiveness of our approach.

Table 5.6: Performance of SteerPrompt on NQ with Vicuna-7B when additional passages
are provided.

NQ with Gold Evidence | NQ with 5 Evidence
Model | Method EM  TokenFL | EM  TokenF1
Direct Prompting 5.88 32.21 2.50 22.18
Vicuna-7B | Iterative Prompting 4.36 31.48 1.74 21.99
SteerPrompt.domain proling | 15.41 38.59 6.82 25.60

5.5.4 Ablation study

We conduct ablation study to discuss the performance of SteerPrompt given different number
of attention heads for steering and different

Varying the number of steered heads.Figure 5.2a presents the performance variation
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of SteerPrompt with Vicuna-7B on HotpotQA dataset when steering different number of
attention heads. Figure 5.2b illustrates the EM results for LLAMAS3-8B-Instruct on the
HotpotQA dataset under similar conditions. We see that steering more heads for SteerPrompt
may result in slight performance degeneration, for example, the performance of LLAMAS-
8B-Instruct on HotpotQA. This observation is similar to ndings in previous work (see
Figure 3 in [30]), where overemphasizing too many heads can lead models to focus on solely
on highlighted information while ignoring other parts, potentially degenerating performance.
In practice, we recommend applying SteerPrompt to steer a moderate number of heads. The
optimal number of steered heads is determined based on the performance metrics on the
pro ling data.

Analyzing the sensitivity of = log . Figure 5.2c presents the sensitivity analysis
forvarying log in (Equation 4.1) using LLAMA3-8B-Instruct on HotpotQA. We can

see that the performance of SteerPrompt is not sensitive to the attention bias constant
Changing its logarithm values from 50 to 3000 does not induce dramatic performance

variation. Therefore, we setas its default valuég(100), which is the same as [30].

5.6 Conclusion

In this paper, we address the challenge of contextual reading comprehension in open-
book QA tasks and introduce SteerPrompt, an inference-only method that automatically
identi es crucial information pieces within contexts and explicitly highlights them through
steering a model's attention scores. SteerPrompt guides the model to focus on the essential
information within contexts, leading to substantially improved model reading comprehension
and performance. Remarkably, by integrate iterative prompting and attention steering
techniques, SteerPrompt synergistically combines their advantages while mitigating their

limitations.
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CHAPTER 6
SYMPHONY OF THOUGHTS PROMPTING TO IMPROVE MATHEMATICAL
REASONING

6.1 Overview

LLMs can be extended into agent frameworks, enabling intricate tasks such as reasoning,
planning, and decision-making [105, 37, 106]. Inspired by their success, researchers apply
LLMs to mathematical modeling and optimization (MMO) tasks, aiming to automate expert-
intensive procedure of optimization modeling [107, 39]. In this paper, we focus on advancing
MMO tasks through LLM reasoning.

MMO is a fundamental task in industrial engineering (IE) and operations research (OR)
[108, 109, 110]. Its primary objective is to minimize costs or maximize gains under xed
resource constraints. Given a textual description of a MMO question, the process typically
involves identifying decision variables, formulating a minimization problem with multiple
constraints, and translating the mathematical formulation into code for resolution using
solvers.

However, this process heavily relies on the expertise of OR professionals to derive
accurate mathematical formulations from textual descriptions [110, 38, 39]. First, these
descriptions are often lengthy, containing numerous explicit and implicit constrains that pose
signi cant challenges for comprehensive interpretation. Second, the descriptions frequently
include domain-speci c terminologies and implicit variables that require speci cation from
domain experts. This reliance on domain specialists creates an expertise gap, limiting the
adoption of MMO in organizations that could bene t signi cantly from its application [111,
112, 113]. To bridge the gap, we explore how to leverage reasoning ability of LLMs to

automate the math formulation process and solve MMO problems, making these techniques
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more accessible and scalable.

Existing methods resort to multi-agent reasoning frameworks to formulate and solve
MMO porblems [37, 38, 39]. For example, [38] introduce the Chain-of-Experts (CoE)
framework, which organizes multiple task-speci ¢ agents under the coordination of a central
conductor. Each agent handles a speci ¢ subtask, while the conductor sequentially selects
agents and integrates their outputs to construct a forward-thinking solution. Based on the
CoE framework, [39] further propose Optimus, which rst preprocesses the description into
a structured format with variables and constraints in JSON, then decomposes the modeling
process into multiple steps, and applies modular agents to solve them sequentially. In
summary, these methods formulate the MMO problem by breaking it into a sequence of
subproblems in a pre-speci ed logical order. They can address scenarios where solving
subsequent subproblems naturally depends on resolving preceding ones. However, they
often struggle with more complex problems involving numerous interacting constraints and
subproblems. In these scenarios, problems can be decomposed into subproblems but they
often display parallel structures [40, 36, 41]. Forcing a sequential reasoning approach may
be counterproductive. Errors in earlier solutions risk propagating and amplifying throughout
the generation process, though possibly irrelevant, potentially leading to more signi cant

inaccuracies in the nal output [42, 43].

Figure 6.1: lllustration of SoT.

70



To overcome this limitation, we propose Symphony of Thoughts (SoT), a novel LLM-
based reasoning framework that employs a parallel decomposition strategy to formulate
and solve MMO problems. The core idea is to decompose the original complex question
into a set of subproblems that can be tackled concurrently, and then aggregate their answers
into a nal solution. This parallel approach mitigates the risk of error propagation, as
mistakes in solving one subproblem do not necessarily compromise the accuracy of others.
Figure 6.1 illustrates our method. More speci cally, the SoT framework handles complex
optimization modeling through a structured three-step process: (i) Task Decomposition: we
prompt the LLM to decompose the original problem into multiple parallel subproblems; (ii)
Parallel Formulation: all subtasks are presented to the LLM simultaneously, encouraging
consideration of the parallel structure and minimizing interference between subtasks; (iii)
Solution Aggregation: the LLM is prompted to aggregate the formulations of these subtasks
to generate the overall formulations. After nalizing the formulations, we input the data
into the LLM and prompt it to generate executable code for solving the problem using a
linear programming solver (e.g., PULP [114] or Gurobi [115]) The generated code is then
executed to obtain the nal answer.

Our SoT approach fundamentally differs from prior reasoning techniques like Chain-
of-Thought (CoT) [24]. CoT decouples the generation and solution of subproblems into a
single process. In contrast, SoT pre-decomposes the subproblems, requiring the LLM to
only solve each subproblem, resulting in signi cantly reduced complexity at each step. We
highlight that the aforementioned Chain-of-Experts approach in [38] can be viewed as a
subtask-level generalization of CoT for solving MMO problems. Therefore, when the MMO
problems exhibit parallel structures, it also inherits the drawback of error propagation, as
discussed earlier.

Besides, we propose two key principles for using our SoT approach to guide LLMs in
formulating math models and converting them into executable code: First, prompts should

be as concise as possible at each step, avoiding verbose instructions. Redundant descriptions
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can distract the LLM from accurately tracking de ned variables or constraints resolved in
earlier subtasks. Second, related contexts among subproblems should not be unnecessarily
separated, as these subproblems are often interdependent. They may still require some
information exchange (e.g., shared variables or overlapping constraints). Therefore, the
coherent contexts should be provided when addressing interacting subproblems.

Another contribution of our work is on the benchmark data side, which is of independent
interest. We introduce GEMMG5eneral Evaluation of Math Modeling and Optimizatj@n
MMO benchmark designed to evaluate the performance of math reasoning approaches across
problems of varying complexity. Our empirical analysis shows that model performance is
highly sensitive to the complexity and dif culty of the problems. This makes it essential
to partition the dataset into subsets based on problem complexity, enabling a detailed
evaluation of how different approaches handle simple, moderate, and highly complex
problems. To construct GEMMO, we collect data from three publicly available sources
and organize examples based on the length of their descriptions and input data. In general,
longer descriptions and input data tend to encompass more complex contexts, making them
signi cantly more challenging than shorter ones. This systematic categorization allows for a

comprehensive evaluation of reasoning approaches under diverse scenarios.

6.2 Background

Mathematical Modeling and Optimization (MMO) . Typically, an MMO problem con-

sists of a textual description accompanied by input data, as illustrated in Figure 6.2. The
description speci es the primary objective to optimize, along with decision variables and
their constraints. While some constraints are explicitly stated, others are implicit or coupled,
requiring sophisticated interpretation and mathematical transformation. For example, the
statement “These demands must be satis ed and cannot be shorted” implies non-negativity
constraints on production variables. Furthermore, the inter-period storage capability in-

troduces temporal coupling between decisions, necessitating auxiliary variables to track

72



inventory levels and corresponding holding costs in the objective function.

Figure 6.2: An illustration of problem description in mathematical modeling and optimiza-
tion problems.

LLMs can facilitate this formulation process by identifying implicit constraints, deter-
mining necessary auxiliary variables, and restructuring the objective function to incorporate
all cost components. This capability is particularly valuable as the identi cation of hidden
relationships and their translation into precise mathematical formulations typically requires
substantial domain expertise.

Once these relationships and constraints are properly identi ed, the MMO problem can

be formally represented in a standard mathematical form:

min  F(x) (6.1)

subjectto Cij(x) O0; 8 =1;:::;m;

wherex represents the decision variables, which may be integer or continuous (ahd
denotes the objective function, which can be linear or nonlinear. The constta{rtsmay

be linear or involve more complex relationships. The optimization task involves nding the
values of decision variables that minimizeF (x) while satisfying all constraint€;(x).

Appendix section E.2 demonstrates the commutativity of constraints, meaning that the order
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in which constraints are de ned does not affect the nal optimization result.

Related Works. Recent studies have investigated the application of LLMs to MMO prob-
lems. For instance, [116] proposed a method to translate textual problem descriptions
into linear programming formulations. Building on multi-agent collaboration frameworks,
Chain-of-Experts (CoE) [38] employs task-speci ¢ agents orchestrated by a central coor-
dinator, while OptiMUS [39] extends this approach with iterative re nement mechanisms,
emphasizing fewer agents and tighter interactions. In contrast, alternative frameworks such
as Decomposed Prompting [117] and GenDec [41] leverage task decomposition strategies
to enhance reasoning. Despite their differences, all of these methods rely on Chain-of-
Thought (CoT)-style reasoning, a paradigm whose foundational implementation, vanilla
CoT prompting, has become less effective for complex MMO tasks. With modern LLMs
being inherently aligned to follow structured reasoning, even basic prompts like “Think step-
by-step” can elicit CoT-style outputs. This simplistic approach often leads to suboptimal
performance in scenarios requiring simultaneous optimization of multiple constraints and
sub-objectives [118].

Recent work suggests that generating reasoning processes is more effective when aligned
with their sequential nature. [119, 120, 121] argue that self-correction can enhance reasoning.
However, these methods heavily rely on external feedback, such as human annotations [122],
code executors [123, 124, 125], or symbolic reasoning tools [126], which are generally
unavailable for the mathematical formulation of MMO problems. When only the language
model itself is accessible, researchers have explored intrinsic self-correction methods. Self-
Re ne [121] and RIC prompting [127] prompt the model to evaluate and re ne its previous
outputs. However, recent studies indicate that these approaches, which depend on LLMs'
ability to assess their own outputs, often result in inaccurate evaluations and suboptimal
performance [128]. In contrast to error-correction paradigms, the proposed SoT framework
prioritizes parallel solving of sub-problems under a cohesive global objective, thereby

mitigating cascading error propagation.
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Furthermore, in addition to the limitations of existing methods, datasets for MMO tasks
remain scarce. Most existing optimization datasets focus on speci ¢ domains [109]. To
comprehensively evaluate LLM-based approaches for MMO problems, more ne-grained
datasets are needed. To address this gap, we introduce GEMMO, a dataset that integrates
tasks from NLP4LP, ComplexOR, and several graduate-level optimization courses, catego-

rized by problem complexity.

6.3 Method

We present Symphony of Thoughts (SoT), a novel LLM-based reasoning framework that
employs a parallel decomposition strategy to formulate and solve MMO problems. Specif-
ically, the SoT framework prompts LLMs to solve MMO problems in two stages: (i) a
structured three-step process of mathematical modeling and (ii) an error-aware executable

code generation procedure based on the math formulations.

6.3.1 Symphonyof Thoughts

The rst step in solving an MMO problem is mathematical modeling, i.e., building math-
ematical formulations from the textual description. It involves identifying sentences that
explicitly or implicitly entail constraints, extracting decision variables and their constraints
from the sentences, and building mathematical formulations for them. SoT employs a paral-
lel decomposition strategy to handle such complex mathematical modeling in a three-step
process: (i) Task Decomposition, (ii) Parallel Formulation, and (iii) Solution Aggregation.
Task Decomposition Given a textual description, the LLMI is rst prompted to decom-

pose the original probler® into multiple parallel subproblems:

Q1;Q2; 115, Qn = M (Prompt pecomp (Q)); (6.2)

wherePromptpeqom IS the prompt template of this step. As shown by the running example
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Figure 6.3: We use GPT-40 to present a running example of SoT, starting from the textual
description of a MMO problem. All intermediate steps shown here are generated by GPT-40
equipped with SoT.

in Figure 6.3, each subproblem typical involves one constrain to be formulated.

Parallel Formulation: Then the LLMM is presented all subproblems, and prompted to for-
mulate them in parallel, enabling simultaneous solution generation for all subproblem. This
approach encourages the LLM to consider the parallel structure and minimize interference

between subproblems:

Ai = M (Promptg,,(Qi)) fori=1;:::;n: (6.3)

Solution Aggregation Finally, the LLM is prompted to aggregate the solutions of these

subproblems and generate the nalized math formulations:

AFinaI =M (PromptAggreg(Al;AZ; :::;An)):
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More details about the above prompt templates used in each step are deferred to Ap-
pendix section E.1.

Notably, as shown in Figure 6.3, subproblems decomposed by SoT often exhibit a parallel
structure. With well-de ned variables, these subproblems can be formulated relatively
independently, without requiring a predetermined order of execution. For example, in
Figure 6.3, Subproblem 1 and Subproblem 2 independently contribute to distinct constraint
formulations. The model can derive the formulation for either Subproblem 1 or Subproblem
2 rst and add the other later. This parallelism eliminates the need of pre-specifying a
sequential logical order, allowing more exibility in the constrain-formulation process. On
the other hand, at the level of variable de nition, subproblems often share common variables,
requiring some degree of information exchange to ensure consistency. For example, the
shared variabledver_quant,” in the Subproblem 1 and Subproblem 2 of Figure 6.3 must
be consistently de ned across both subproblems. Consequently, while subproblems can
be addressed independently in terms of constraint formulation, they cannot be solved in
complete isolation.

To address this dependency, we feed the shared contextual information regarding all
subproblems to the LLM while prompting it to formulate the subproblems in parallel. This

is achieved through a uni ed prompt as follows:

Ayt A = M (Promptggen (Qusiii5Qn)): (6.4)

Our approach fundamentally differs from CoT reasoning. As discussed earlier, subproblems
in our framework can be formulated in parallel, without necessitating a sequential order.
However, CoT couples the formulation and reasoning process of subproblems into a
single sequential chain. This coupling makes it highly susceptible to error propagation.
When an error occurs at an early step, such as missing variables, it can cascade through

the reasoning process, negatively affecting the formulation of all subsequent subproblems.
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In the end, this sequential dependency signi cantly ampli es the risk of errors in the nal
solution.

In contrast, SoT pre-decompses the subproblems, requiring the LLM to focus only
on solving each subproblem, resulting in signi cantly reduced complexity at each step
compared to CoT. Furthermore, the SoT framework supports exible handling of complex
dependencies through its prompt design. Rather than explicitly enforcing parallel structures,
it leverages the LLM's inherent understanding capabilities to dynamically consider multiple
perspectives simultaneously. This approach not only helps reduce interference between
subtasks but also enables a more comprehensive problem-solving mechanism, potentially

leading to more accurate solutions for complex problems.

6.3.2 Error-AwareCodeGeneration

The second stage of the SoT framework focuses on generating executable code from the
nalized mathematical formulations. Given the mathematical formulafigf, , we input
the corresponding variable data and prompt the LLM to produce code that is compatible

with a solver:

C1 = M (Promptyge(AFinal)):

The generated codg; is then executed to obtain the nal answer. If the execution fails and
an error message, is returned, the SoT framework collects the error message and prompts

the LLM to regenerate the code, incorporating the error feedback [129]:

Cz = M (Promptg,o (Aginai; C1; E1)):

This iterative, error-aware process ensures that the LLM re nes the code for maximum
times or until it successfully executes (we ket 1 in our experiments). Regarding the

solver, we use PuLP [114] as our primary solver.
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6.4 GEMMO Dataset Curation

We introduceGEMMO , (General Evaluation of Math Modeling and Optimization), an
MMO benchmark designed to evaluate mathematical reasoning performance across problems
of varying complexity. To re ect the diversity and complexity difference of MMO problems,
GEMMO is split into 5 distinct sub-datasets: Very Short, Short with Long Data, Short,
Medium and Long. Each sub-dataset contributes a unique focus, ensuring coverage of
various domains, problem scales, and structural complexities.

Furthermore, the dataset is categorized based on dif culty levels. The ve datasets are
divided by our team, based on majority votes considering the complexity and length of each
problem.

Very Short (10 problems) This dataset originates from an undergraduate-level course
and focuses on introductory LP/ILP scenarios. It features problems such as cleaning
product selection, tiered oil or milk purchasing, and basic drug production planning. Each
problem emphasizes straightforward constraints, such as meeting exact demand, binary
inclusion/exclusion rules, or simple capacity limits. The descriptions are concise and clear.

Short (Long Data) (16 problems) This dataset includes a graduate-level course on
math modeling. Labels are provided based on correct solution. It included a section with
dif cult problems with some questions contains up to 30 short but interrelated constraints.
This subset has short descriptions, but has very lengthy real data to work with.

Short (20 Problems) Primarily consist of linear constraints and single-objective formu-
lations.

Medium (24 Problems) Characterized by multiple lengthy constraints and implicit
resource limits.

Long (20 Problems) Contain numerous lengthy constraints, feature multiple sub-
objectives, and exhibit high constraint coupling.

We collected these there datasets from the following textbook and existing dataset. We
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removed only a portion of the problems where it was completely impossible to utilize a
single target value as a rubric. Here are the resources:

ComplexOR is a diverse sub-dataset spanning classic operations research problems,
such as knapsack, scheduling, facility location, and resource allocation, in realistic domains
like aircraft assignment and employee scheduling [38]. Since the authors of the dataset did
not release the objectives, we provided our solution as the label to some of question in this
dataset and aggregated to our new dataset.

Introduction to Linear Optimization : This dataset emphasizes foundational linear
programming (LP) problems, focusing on classical models such as resource allocation,
transportation, and scheduling [130]. The problems are characterized by clear, methodical
formulations, making them ideal for introducing fundamental LP concepts and techniques.

Lecture in LP Modeling. Comprising 11 LP problems, this is centered on logistic
challenges and transportation modeling [131]. These problems are generally concise and
straightforward, providing practical examples that are easier to formulate and solve. As
such, they are well suited for beginners or for teaching core LP modeling principles.

Linear and Convex Optimization. This offers a middle ground between textbook
examples and highly domain-speci ¢ formulations, as seen in GEMMO. The problems
delve deeper than purely theoretical models, yet they avoid the complexity of large-scale,
multi-layered applications. This collection highlights diverse facets of LP and mixed-integer
linear programming (MILP), presenting accessible yet practical challenges.

Model Building in Mathematical Practice This dataset includes longer and more
complex problems, with over 50% classi ed as "long problems" [132]. These challenges
often resemble large-scale industrial scenarios, such as multi-year resource planning.

Taken together, these four sub-datasets nzEMMO a robust testbed for evaluating
reasoning methods across a wide range of MMO problems. For convenience, we summarize

the statistics of all datasets in Table 6.1.
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Table 6.1: Average length comparisondascription anddata under various dif culty levels.

18

Dif culty Description Average Length Data Average Length Total Average Length Size
Very Short 778.00 199.00 977.65 10
Short but Long Data 953.00 415.44 1368.44 16
Short 931.65 120.00 1051.65 20
Medium 1187.79 304.04 1491.83 24

Long 1860.05 479.85 2339.90 20




6.5 Experiments

In our experiments, we use GPT-4, GPT-40, GPT-40-mini, O1-mini, and O1-preview via the
Azure API, maintaining default settings with a xed temperature of 0. The detailed prompt
templates are provided in Appendix section E.1. To evaluate the effectiveness of SoT, we
compare it against the following baselines using GEMMO (as introduced in section 6.4):
O1-Preview. The latest proprietary model designed for search-based reasoning in tree
structures.
O1-mini: The latest close-source model provides a slightly weaker performance with more
friendly prices for testing.
Single-round CoT [24]: Standard chain-of-thought (CoT) prompting, where the model
directly generates math formulation and Python code for the given problem in one step.
Two-round COT: A two-step CoT approach in which the model rst generates the mathe-
matical formulation with step-by-step reasoning, followed by a second prompt to generate
executable code based on the formulations.
COE (Chain of Experts) [38]: A multi-agent framework that dynamically selects from 11
expert agents, each specializing in speci ¢ tasks, and integrates their outputs to construct a
sequential forward-thinking solution.
Optimus Pass@d339] A multi-agent framework consisting of a manager, solver, program-
mer, and evaluator. In our experiments, we run Optimus three times for each problem, and if
it successfully solves the problem in any of the three attempts, it is considered correct.
Besides, we assess SoT's performance on the ComplexLP subset of the MAMO [133].
We directly reference the accuracy from the original paper and compare with the reported

baselines.
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Table 6.2: Combined accuracy (%) results under various dif culty levels and additional new parts. Columns show (1) Very Short, (2)
Short with Long Data, (3) Short, (4) Medium , (5) Long and (6) Last3/Total.

Very Short Short(LD) Short Medium Long Last 3/All

Model Method Acc Acc Acc Acc Acc  Avg/Avg
Ol-preview  Two-round CoT 60.0 43.7 85.0 40.0 50.0 55.1/57.2
Single-round CoT 60.0 31.3 80.0 45.8 55.0 59.4/54.4
O1-mini Two-round CoT 70.0 37.5 65.0 54.8 50.0 56.5/54.6
SoT 50.0 31.3 85.0 62.5 45.0 64.1/56.7
GPT-4 Optimus Pass@3 — - 50.0 37.5 10.0 32.8/ -
Single-round CoT 20.0 18.8 75.0 29.2 25.0 42.2/35.6
GPT-40-mini Two-round CoT 20.0 25.0 75.0 33.3 30.0 45.3/38.8
Chain-of-Experts 30.0 12.5 35.0 12.5 30.0 25.0/23.3
SoT 40.0 31.3 75.0 45.8 40.0 53.1/47.8
Single-round CoT 20.0 31.2 75.0 54.2 35.0 54.7/46.7
GPT-40 Two-round CoT 20.0 37.5 80.0 45.8 40.0 54.7/47.7
Chain-of-Experts 30.0 25.0 50.0 20.8 30.0 32.8/31.1

SoT 50.0 37.5 85.0 45.8 50.0 59.1/54.2




6.5.1 Main Resultson GEMMO

We compare SoT with Multi-Agent w/ CoT, Chain of Experts w/ CoT, and O1-Preview
across ve datasetd/ery Short Short Medium Long), evaluating their performance across
different model architectures. Table 6.2 presents the performance comparison, showcasing
the strengths and limitations of each method. The results highlight SoT's superior adapt-
ability and robustness across varying problem complexities. Regarding model performance
variation, GPT-40 outperforms GPT-40-mini by 8-10% when using the same method. Mean-
while, O1-mini surpasses GPT-40 by 2%, and O1-preview further outperforms O1-mini by
an additional 2%.
Chain-of-Thought's global reasoning may cause critical aws CoT facilitates holistic
problem-solving through sequential reasoning, aiming to derive solutions in fewer steps
to minimize information loss. It performs well on relatively simple tasks, as evidenced by
GPT-40's 85.0% accuracy dshorttasks. However, its sequential structure propagates early-
stage errors, accounting for 70% of GPT-40-mini's failured ongtasks, though some
errors also stem from the model's inherent limitations. While Two-round CoT enhances the
performance of relatively weaker models like GPT-40-mini by 10%.0ongtasks, CoT's
rigid sequential dependency limits scalability, leading to a 40% accuracy dropShamto
Longtasks (75.0% 30.0%).
SoT remarkably enhances model reasoningSoT substantially improves performance
over CoT, particularly on complex tasks. For example, it increases GPT-40-amity
task accuracy from 30.0% to 40.0% aktkediumtask accuracy from 29.2% to 45.8%.
For stronger models like GPT-40, SoT enables an overall average accuracy of 54.2% on
GEMMO, surpassing CoT by 6.5% and demonstrating its effectiveness. CoT's primary
limitation arises from its sequential structure, which increases the risk of error propagation.
A case study in Appendix section E.3 further illustrates this limitation.

SoT delivers consistent improvements across models. GPT-O1-mini achest@sAll

accuracy of 64.1%/56.7%, even outperforming GPT-40's CoT performance (59.1%/54.7%)
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at a relatively lower cost. For GPT-40-mini, SoT raises average accuracy to 47.8%, a 9%
improvement over CoT. Additionally, SOT enhances the reasoning ability of weaker models,
bringing their performance closer to that of more powerful ones. For instance, GPT-40
narrows the gap with GPT-O1-mini when using SoT, further demonstrating its effectiveness.
Additionally, Table 6.3 shows that SoT also excels on the latest benchmark, MAMO
[133]. Compared to baseline methods, SoT achieves signi cantly higher accuracy: 53.5%
on GPT-40 and 49.7% on GPT-40-mini, substantially outperforming the highest reported
baseline of 23.2%. This underscores SoT's strong generalization and effectiveness in solving
complex MMO problems.
Multi-Agent systems' collaboration overhead Fragmented reasoning signi cantly im-
pairs multi-agent frameworks, leading to inef ciencies in state management. For example,
Optimus Pass@3 drops from 50.0% on the relatively &fsyrtsubset to 10.0% on the
highly challengingLong subset due to incoherent state tracking. A major bottleneck is
the excessive inference time spent formatting inter-module outputs, which reduces the
available token budget for actual problem-solving. In contrast, SoT eliminates unnecessary
inter-module exchanges through a uni ed control mechanism, reducing input/output length
by a factor of four while maintaining context coherence.
Synergy with the latest OpenAl O Recent LLMs like O1-Preview excel in relatively
easy tasks (e.g, 60.0%ery Shorttask accuracy), but but remain unsatisfactory on more
complex ones (e.g., 50.0% accuracylangtasks). In comparison, GPT-40 with SoT
matches O1-Previewkongtask accuracy (50.0%). SoT also signi cantly improves O1-
mini's performance on thdlediumand Long subsets by 7.7% and 15%, respectively,
demonstrating its complementary value when integrated with more advanced LLMs.
Overall cost comparison Since we utilize the OpenAl API via Azure Al, we cannot obtain
detailed cost breakdowns for each API call per problem. Consequently, we can only provide
rough cost estimates based on overall pricing. Given this limitation, the problem-solving

cost of SoT+O1-mini is approximately 30-40% of O1-Preview. The cost of SoT+GPT-40 is
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roughly equivalent to that of SoT+O1-mini, while SoT+GPT-40-mini incurs only about 5%
of SoT+GPT-40's cost (equivalent to 1.5-2% of O1-Preview's cost). Therefore, leveraging

GPT-40-mini allows SoT to achieve relatively reliable solutions at a very low cost.

Table 6.3:Additional evaluation results on MAMO (ComplexLP)denotes the results referred
from [133]

Model Method Accuracy
GPT-4 Reported Baseline 21.1
GPT-4-turbo  Reported Baseline 28.2
GPT-40 Reported Baseline 22.8
GPT-40 SOT 53.5
GPT-40-mini SOT 49.7

6.5.2 Analysis

In Table 6.4, we show ablation studies regarding error feedback and self-re nement.
Effectiveness of Error Feedback Table 6.4 demonstrates that error correction consistently
enhances performance across models. For GPT-40-mini, it impkovestask accuracy

from 35.0% to 40.0%, highlighting its importance in maintaining baseline performance.
Similarly, GPT-40 achieves a 10.0% gainliongtask accuracy (40.0% 50.0%) and
shows overall performance improvements.

Limitations of Self-Re nement: Internal self-correction methods exhibit limited effective-
ness and can even degrade the performance of weaker models. GPT-40-mini, for instance,
experiences a 6.3% accuracy drofSimort (LD)tasks with Additional Math Self-Re ne
(31.3%! 25.0%). This aligns with error propagation patterns observed in multi-agent
systems, where iterative re nement risks amplifying mistakes. During each iteration, agents
may lose some information. While GPT-4d%ediumtask accuracy remains largely un-
changed—potentially due to its ability to retain more information—it still fails to achieve

signi cant performance improvements through self-re nement.
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Table 6.4: Ablation study results for different components/methods under various dif culty levels.

Very Short Short(LD) Short Medium Long Last 3/Total
Model Method Acc Acc Acc Acc Acc Ave./Ave.
SoT 50.0 375 85.0 45.8 50.0 59.1/54.2
GPT4o0 w/o Err. Fixing 40.0 31.3 80.0 50.0 40.0 56.3/50.0
w/ Additional Math Self-Re ne 50.0 375 75.0 54.2 42.1 58.9/53.3
w/o Err. FBK in Code Self-Re ne 40.0 37.5 70.0 57.2 50.0 58.9/53.0
SoT 40.0 31.3 75.0 45.8 40.0 53.1/47.8
GPT4o-mini w/o Err. Fixing 30.0 31.3 75.0 375 35.0 48.4/43.3
w/ Additional Math Self-Re ne 40.0 25.0 75.0 45.8 35.0 51.6/45.6
w/o Err. FBK in Code Self-Re ne 30.0 31.3 70.0 41.7 25.0 45.3/41.3
GPT40-mini SoT w/ GPT4o for coding 40.0 31.3 85.0 45.8 45.0 57.8/51.1




Model-Speci ¢ Code Generation Replacing GPT-40-mini's nal code generation step
with GPT-40 yields signi cant performance gains, increadiogig-task accuracy by 5.0%
while maintainingShorttask accuracy at 85.0%, aligning with GPT-40's performance. This
suggests that code generation plays a crucial role in determining the nal performance of
smaller models, highlighting the potential for targeted improvements through enhanced code

synthesis.

6.6 Conclusion

We introduced Symphony of Thoughts (SoT), a parallel decomposition framework for LLM-
based constraint-objective problem solving, and GEMMO, a benchmark for evaluating
reasoning approaches. By leveraging parallel subproblem resolution, SoT signi cantly
improves formulation correctness and solution accuracies over existing baselines. Our
ndings demonstrate the potential of LLMs in complex optimization tasks, making them

more accessible and reliable.
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APPENDIX A
EXPERIMENTAL DETAILS AND EXTENDED RESULTS OF MASFORMER

A.1 Dataset Statistics

In the following table, we provide the detailed statistics of datasets in our experiments,

including example splits and length statistics.

Table A.1: Statistics of datasets. Input length measured in tokens using a SentencePiece
Model.

Dataset Example Count Input Length
Train  Valid Test \ Average Median 90th percentile
ArXiv 203,037 6,436 6,440 10,720 8,519 20,170
PubMed | 119,924 6,633 6,658 4,748 3,883 8,883
QMSUM 1,257 272  281| 9,497 14,197 27,761
GovReport| 17,457 972  973| 7,886 8,841 18,835

A.2 Natural Language Generation

A.2.1 TrainingDetails

We conduct continual training for all attention methods with training date form PILE and
input length as 8192. After continual training, we obtain the continually trained models
for each method and ne-tune them on QMSUM, ArXiv and GovReport to compare their
summarization performance. During the ne-tuning, we set the input length as 8192 for all
datasets and all models. We apply the greedy decoding for generation and set the maximum
output length as 256 for QMSUM, 1024 for GovReport, and 512 for ArXiv. Table Table A.3
lists the details of these hyperparameters. Besides, we apply the linear learning rate schedule

to ne-tune the models and the base learning rates are summarized in Table Table A.2.
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Table A.2: The ne-tuning learning rate of each method on each dataset.

Methods | QMSUM  ArXiv  GovReport
Full attention 1 10° 1 104 1 10°
Window attention=1024)| 5 104 5 10° 5 104
Window attention{=2048)| 5 10° 5 10° 1 104
Block attentionw=2048) |1 104 1 10° 1 10°
Block attentionw=4096) |5 10°> 5 104 1 10°
MASFormer (=4) 5 10° 1 10%® 5 10*¢
MASFormer (=6) 5 10° 5 10° 5 104
MASFormer (=8) 5 10° 5 104 5 10°
MASFormer (=12) 1 10° 1 104 1 104

Table A.3: The other ne-tuning parameters for each dataset, which remain the same for
every method.

Hyperparameter \QMSUM ArXiv GovReport

Training steps 3000 12000 8000

Batch size 32 32 64
Input length 8192 8192 8192
Maximum generation length 256 512 1024
Weight decay 0.001 0.001 0.001

A.2.2 TheResultsof Al ROUGEScores

Table A.4: Finetuning performance of different attention methods.

Methods | C | QMSUM ArXiv GovReport
Full attention  |1610M|31.50/8.00/27.81 46.13/19.32/41.89 60.53/28.83/57.88

Window (w=1024) 402M (23.31/4.32/20.62 35.90/13.51/32.19 49.82/17.03/47.42
Window (w=2048) 805M |26.73/5.05/23.40 38.74/15.21/34.87 56.14 /22.79 / 53.50

Block (b=2048) | 402M |26.24/5.03/23.13 21.85/9.61/19.86 26.37/12.31/25.18
Block (b=4096) | 805M |26.96 /5.15/23.85 35.95/14.50/32.37 49.83/23.64 / 47.50

MASFormer (=4) | 436M [29.86/6.59/25.87 38.85/14.91/34.98 46.67 /18.82/44.39
MASFormer (=6) | 553M |30.83/7.15/27.12 36.29/15.72/32.96 49.26/21.20/ 46.89
MASFormer (=8) | 671M [30.91/8.00/27.81 43.31/17.00/39.12 54.37 / 24.42 | 51.87
MASFormer (=12)| 906M |32.53/8.70/28.75 45.19/18.58 /40.72 56.98 / 26.26 / 54.46
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APPENDIX B
EXPERIMENTAL DETAILS AND EXTENDED RESULTS OF GEAR

B.1 Combine GEAR with more quantization methods

We have presented an empirical evaluation to validate the generalization ability of GEAR
when combined with various quantization methods. Additionally, we show the results of
integrating GEAR with an additional method.

IntactkV[134] is another concurrent work that was recently released with reproducible
code. We also combine GEAR with it to further validate the generalization ability of
GEAR following the same evaluation settings as in [134]. Table B.1 shows the performance

improvement when combining it with GEAR using LLAMA2-7B.

Table B.1: Combine GEAR with more quantization methods.

Method Dataset PPL
Fpl6 wikitext 5.47
IntactKV-4bit wikitext 5.59

GEAR-L+IntactkKV-4bit wikitext 5.49
GEAR+IntactKV-4bit wikitext 5.47
IntactKV-3bit wikitext 6.31
GEAR-L+IntactKV-3bit wikitext 6.08
GEAR+IntactKV-3bit wikitext 6.03

Fpl6 c4 7.28
IntactKV-4bit c4 7.43
GEAR-L+IntactkV-4bit c4 7.32
GEAR+IntactKV-4bit c4 7.29
IntactKV-3bit c4 8.41
GEAR-L+IntactKV-3bit c4 8.24
GEAR+IntactKV-3bit c4 7.92

92



Figure B.1: Acc. v.s. KV cache size for LLaMA3-8B.

B.2 More Analysis

The role of low-rank approximation. We compare GEAR with outlier-aware quantization

to highlight the importance of low-rank approximation. Speci cally, we apply the same
evaluation settings as subsection 3.4.1. Table B.8 in Appendix section B.7 presents the
2-bit performance of outlier-aware KIVI quantization. The results suggest that employing
outlier extraction alone for quantization can improve the performance but cannot achieve
near-lossless 2-bit performance that GEAR does. Outlier-aware quantization still faces
challenges in achieving high-ratio compression. In contrast, low-rank approximation plays a

key role in recovering approximation error to achieve near-lossless compression.

Different compression ratios. Figure B.1 compares the performance of various methods

on GSM8kK (w. CoT) when compressing KV caches of LLaMA3-8B to different remaining
size. We see that GEAR and GEAR-L consistently outperform other quantization baseline
methods, achieving near-lossless accuracy across various compression ratios and showcasing

their effectiveness as an ef cient error-reduction framework for KV cache quantization.
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B.3 More Discussion on Related Works

LLM weights compression. LLM weight compression can signi cantly reduce the memory
footprint and data transfer cost. GPTQ [135] accelerated the optimal brain quantization
for LLM weights by orders of magnitude. SqueezelLM [77] successfully compressed the
model weights to 3 bits by extracting the outlier values and quantize the remaining values
according to hessian matrix within 10% perplexity increases. These algorithms are effective
and could compress weights to 2 or 3 bits with acceptable loss of accuracy. However, these
methods often require signi cant latency overhead and gradient information to work. Thus
their are not t for KV cache compression since KV cache does not have any trainable
parameter and changes every generation stage, requiring ef cient light-weight method for
online compression.

LLM KV cache compression. Activation and KV cache compression are harder than
weight compression since they are more sensitive and related to model inputs. SmoothQuant
[78] achieved 8-bit compression both for activation (KV caches included) and weights
by adjusting the scaling factors to reduce outlier error and demonstrates near lossless
performance on simple generative tasks. Atom [136] successfully compressed KV Cache
to 4 bits on simple generative tasks within 5% performance degradation by combining
4-bit and 8-bit channel-wise quantization. Another line of work explored KV pruning via
token dropping based on attention score analysis. In specp©, H8] and FastGen [20]
proposed to prune KV via dropping tokens based on attention score to decrease the KV
cache size. SparQ [137] not only dropped tokens according to attention score sparsity
but also incorporated the error of the pruned value cache. These pruning and quantization
algorithms often work well on summarizing tasks and zero-shot inference. However, for ne-
tuned models, CoT inference, and generative reasoning datasets, attention scores are denser
and each token contains important information that can not be ignored. Moreover, token

dropping needs to weigh each token based on attention score, which makes these methods
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hard to deploy with FlashAttention [58]. Additionally, recent works have demonstrated the
attention sparsity to be a function of the non-linearity choice of the model [138], showing

its vulnerability as a metric for KV compression.

B.4 Power Iteration as SVDSolver

The power iteration algorithm to solve the SVD, is presented in Algorithm Algorithm 4.

Algorithm 4 Low rank approximation of the error tensor

Require: Input matrixX 2 R" 9loop iterationL, low rank fractionr.
Output: A2R" "B 2RY ":AB~ =1L
random_initialize (A),
random_initialize (B)
whilel <L do

if | == 1 then
B QRdecompostion (B)
end if
A = XB
if | == 1then
A  QRdecompostion (A)
end if
B=XTA
I 1+1
end while

B.5 Dataset Statistics

Here, we show the statistics of all datasets including input length in pre Il phrase, generation

length and the number of evaluation examples.

Table B.2: Statistics of GSM8k, AQUA and BBH.

\ # Evaluation Example Pre ll Lenght Generation Length

GSMB8k with 8-shot CoT 1319 900 256
AQUA with 8-shot CoT 254 1304 196
BBH with 3-shot CoT 6511 1021 196
GSMB8k with 5-shot example 1319 672 96
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Table B.3: Statistics of LongBench.

\ # Evaluation Example Prell Lenght Generation Length

LongBench (Ave.)

4750

3642

256

Table B.4: An overview of the dataset statistics in LongBench from [75].

Dataset ID Source Avg len Metric Language #data
Single-Document QA

Narrative QA 1 1lLiterature, Film 18,409 F1 English 200
Qasper 1 2Science 3,619 F1 English 200
MultiFieldQA-en 1 3 Multi- eld 4,559 F1 English 150
MultiFieldQA-zh 1 4 Multi- eld 6,701 F1 Chinese 200
Multi-Document QA

HotpotQA 2 1 Wikipedia 9,151 F1 English 200
2WikiMultihopQA 2 2 Wikipedia 4,887 F1 English 200
MuSiQue 2 3 Wikipedia 11,214 F1 English 200
DuReader 2 4Baidu Search 15,768 Rouge-L Chinese 200
Summarization

GovReport 3 1Governmentreport 8,734  Rouge-L English 200
QMSum 3 2Meeting 10,614  Rouge-L English 200
MultiNews 3 3News 2,113 Rouge-L English 200
VCSUM 3 4 Meeting 15,380 Rouge-L Chinese 200
Few-shot Learning

TREC 4 1Web question 5,177 Accuracy (CLS) English 200
TriviaQA 4 2 Wikipedia, Web 8,209 F1 English 200
SAMSum 4 3Dialogue 6,258 Rouge-L English 200
LSHT 4 4News 22,337 Accuracy (CLS) Chinese 200
Synthetic Task

PassageCount 5 1 Wikipedia 11,141 Accuracy (EM) English 200
PassageRetrieval-erb 2 Wikipedia 9,289 Accuracy (EM) English 200
PassageRetrieval-zhb 3 C4 Dataset 6,745 Accuracy (EM) Chinese 200

Code Completion
LCC 6
RepoBench-P 6

1 Github
2 Github repository

1,235
4,206

Edit Sim

Edit Sim

Python/C#/Java 500
Python/Java

500
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Table B.5: Detailed results in subsection 3.4.2 using a single NIVIDA V100 GPU.

Method | Batch Size| Time (s) | Peak Memory (GB) Throughputs (token/s)
1 117 8.44 4.27
FP16 2 118 9.94 8.47
3(max) | 120 11.44 12.5
1 142 7.28 3.52
4 148 8.49 13.51
KIVI-2bit 8 153 10.10 26.14
12 155 11.71 38.71
16 157 13.32 50.96
18 (max) | 159 14.11 56.6
1 122 7.28 4.1
4 128 8.53 15.63
GEARL-2bit 8 134 10.13 29.85
12 137 11.76 43.8
16 140 13.37 57.14
18 (max) 142 14.16 63.38
1 126 7.31 3.97
4 139 8.64 14.38
GEARL-2bit 8 146 10.53 27.4
12 153 12.06 39.22
16 157 14.07 50.95
18 (max) 163 14.63 55.21

B.6 More Inference Analysis Comparison

B.6.1 DetailedresultsonasingleVV100 GPU

Table B.5 shows detailed results of inference ef ciency comparison in subsection 3.4.2,
which is on a single NVIDIA V100. Also, to measure the peak memory save-up, we measure
the memory consumption under the same batch size for both GEAR and FP16 KV cache
baseline, which is 18 (the maximum batch size of GEAR on V100 GPU). Then, we apply the
same inference setting and batch size for FP16 KV cache baseline and test its corresponding
memory consumption on a GPU with larger GPU memory that accommodate more batches.
The results shows that GEAR can reduce the memory @@B® compared to FP16 KV

cache baseline.
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Table B.6: Throughput comparison with larger batch size.

Method Batch size Throughput (token/s)
FP16 1 6.57
FP16 5 28.41
FP16 10 51.93
FP16 15 69.32
FP16 19 (max) 80.03
KIVI 1 6.41
KIVI 10 52.94
KIVI 20 91.47
KIVI 40 156.20
KIVI 60 201.82
KIVI 83 (max) 221.51
GEAR-L 1 6.27
GEAR-L 10 54.28
GEAR-L 20 94.07
GEAR-L 40 165.31
GEAR-L 60 213.59
GEAR-L 81 (max) 230.12
GEAR 1 5.39
GEAR 10 50.91
GEAR 20 87.25
GEAR 40 153.84
GEAR 60 190.21
GEAR 76 (max) 207.12

B.6.2 InferenceEf ciency Comparisorona RTX Titan GPU

To futher evaluate the thoughput and memory usage of GEAR, we only apply GEAR-
L,GEAR-L Pre ll and GEAR on a RTX Titan GPU with 24GB memory. We choose
LLaMA2-7b as our base model. GEAR-L Pre Il is an lite version of GEAR-L that only
apply error reduction algorithm to pre Il tokens. In subsection 3.4.3, we discuss the accuracy
improved by GEAR-L Pre Il compared with KIVI. Here we present the Peak Memory and
throughputs comparison in Figrue Figure B.2. With larger GPU memory, GEAR-L Pre ll,
GEAR-L and GEAR add acceptable latency and achieves 2thfbughput improvement

compared to FP16 baseline.
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(a) Memory usage (b) Throughput comparison

Figure B.2:Peak memory and throughput comparison with LLaMA2-7B on an RTX Titan 24GB
GPU.

B.6.3 KV CacheComponent

Figure B.3:KV Cache memory distribution for Mistral-7B on GSM8K-CoT task

Here we discuss the components of KV Cache. Every quantization backbone at least
contains quantized integer and scale&zero point (we refer this as SZ FP16 in Figure B.3).
The size of former one is decided by quantization bit-width and the latter one is decided by
group number of quantization algorithm. Another component is from the streaming buffer of
FP16 residual tokens. When GEAR or GEAR-L combine with KCVT quantization, buffer
size can be small. When combining with KIVI, buffer size should be larger than group size.
GEAR and GEAR-L also have overheads stemming from sparsity and low rank components.
From Figure B.3, we can tell that, KCVT induces small streaming buffer overheads due to
its large group size. In contrast, due to small group size of KIVI, it induces larger residual

overheads and memory consumption from scaling factors and zero-points.
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