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Processing Architectures for Multi-Spectral Images

D. Scott Wills
Electrical and Computer Engineering
Georgia Institute of Technology
Atlanta, Georgia 30332-0250

Abstract

Future detector arrays will offer large, multi-spectral imaging opportunities.
Harnessing this technology will require a radical departure from current “store
and process” systems. A new balance of processing, storage, and communication
is needed to meel performance as well as size, weight, and power requirements.
This paper defines a system scenario, and provides approaches io effective,
stream parallel processing solutions.

1. Introduction

Today’s image processing systems incorporate a frame buffer that captures an image in
memory. Then a commercial DSP microprocessor processes the image sequentially. This sfore
and process model, shown in Figure 1a, is low cost, flexible, and compatible with current CCD-
based technologies. However rapid detector array advances in resolution, frame rate, and
dynamic range, as well new capabilities such as spectral scanning, will soon exceed throughput
limits inherent in store and process systems. Consider a system designed around the following
detector array.

resclution 10,000 x 10,000 (100 M pixels)
dynamic range 12 bits/pixel

scanning wavelengths 200 samples/pixel/scan

frame rate 30 frames/second

This detector array generates 240 Gbits (30 Gbytes) per scanning frame and 7.2 Tbits (900
Gbytes) per second. Conventional memory buffers are impractical for this array, providing
neither the needed storage capacity nor access required for effective processing.

An alternative approach employs a large array of stream processors with parallel interconnect
between the detectors and processing. This stream parallel approach, shown in Figure 1b, can
substantially reduce the storage requirements of the system. A 10,000 node stream parallel
system can, depending on the application, reduce or eliminate buffer storage. while reducing per
channel communications bandwidth to 7.2 Gbits/sec (current wire and optoelectronic
interconnect is nearing 4.0 Gbits/sec/channel for low channel counts).

This paper will consider the computational requirements of three applications: chromatic
correlation, textural correlation, and region identification. For each application, the computation,
storage, and communication is estimated and a processing architecture is suggested.

copyright © 1997 D. Scott Wills
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Figure 1: store and process (a) and stream parallel (b) processing models.

2. Chromatic Correlation

In this application, the chromatic profile of each pixel is matched against a library of reference
patterns. This computation is expressed by the following equation

n m

maXZ ZA; ®,,
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where ; is the input chromatic spectrum and @ ; is a library pattern. The library pattern yielding
the largest sum is selected as the match pattern or a threshold can be used to identify non-
matching pixels. If n is the number of patterns and m is the number of scanning wavelengths, this
computation requires nm multiply accumulates (maccs) per pixel per scanning frame. For the
detector array described earlier (with 20 library patterns), this computation requires 400 G
maccs/ scanning frame (12 T maccs/sec). Today’s DSP microprocessors can perform 500 M
maccs/sec using a 100 mm® die. An array of 10,000 parallel stream processors meets the
throughput requirements operating at 1.2 G maccs/sec.

If 10,000 channels interconnect the detector and stream processor arrays, 10,000 pixel profiles
must be multiplexed onto each channel. If the pixel spectral components are not interleaved, and
the computation rate matches the scan rate of the detector, computation can be performed in a
semi-systolic organization. Broadcast reference pattern weights are combined with arriving pixel
components with nominal storage requirements. Interleaved pixel components adds rotating
summation buffers, shown in Figure 2, for each of the 10,000 pixels served by a stream
processor. Using carry-save adders, the cycle time can be decoupled from operand length (pixel
dynamic range).

Communication patterns for this computation are static, one-to-one, and regular, which:
simplifies the design of the formidable interconnection network. Wire links can achieve
necessary operating bandwidths, but are difficult to scale to the specified 10,000 channels.
Optoelectronic interconnect may help overcome scaling problems due to its more controllable
crosstalk behavior.
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Figure 2: a parallel stream processing element

3. Textural Correlation

Textural correlation is similar to chromatic correlation, except that spatial rather than
chromatic spectra are examined. To compute the spatial spectrum, a FFT is first computed on
small regions across the image. Then the spectrum is compared against a set of reference patterns
using the same technique described in the previous section. FFT is a simple, communication
dominated operation. But the communication can be bound within a region if a maximum
wavelength is specified. Since texture usually is defined by short wavelengths, an effective FFT
mask can be small (tens of pixels). However, neighborhood communication of pixel data is
necessary and can be accomplished using short and regular internode communication channels.

Textural correlation is also dominated by multiply accumulate operations. The FFT cost is
dependent on mask size, which in turn is dependent on the textural characteristics of the image.
One can expect a computational cost on par with the correlation operation described in the
previous section. Communication cost is dependent on interconnect. But communication latency
can be hidden by overlapping communication with computation.

Communication patterns for this computation are static, one-to-many, and regular. One-to-
many communication can be performed using internode communication between stream
processors, or in the detector processor communication using multicast capabilities of some
interconnect technologies.

Other texture metrics (e.g., fractals) may also be effective for texture identification. With a
scanning detector, a texture observation wavelength can be selected, or a composite intensity can
be summed.

4. Region Identification

The previous applications, separately or used together, can simplify image evaluation and
assessment. The size of the image is also reduced by (approximately) the number of spectral
components. This is analogous to vector quantization (VQ) compression which is dependent on
codebook size. In most images, substantial additional compression can be achieved by
identifying contiguous regions of each identified pattern. There are a variety of approaches
employing this technique ranging from basic (run-length encoding) to complex (polygon
growing). This computation is more irregular than the previous applications, requiring more



communication and storage. The communication is typically dynamic, many-to-many, and
irregular. However the benefit (in terms of image compression) can be substantial.

These three applications offer similar, although subtlety different computational needs that
can be effectively addressed by parallel stream architectures. The next section provides the
architectural background of this class of architectures.

5. Parallel Stream Architectures

Parallel stream architecture combine elements of two well studied parallel models of
computation: systolic arrays and SIMD (data parallelism).

5.1 Systolic Array Architectures

Systolic architectures first became popular in the late 1970°s as an architectural approach to
exploit the growing potential of VLSI technology. H. T. Kung were early proponents of this
execution model for extremely efficient implementation of systems that solve computationally
intensive applications. More transistors per chip support system designs with increased
functionality leading to greater I/O and inter-cell communication requirements. Communication
costs are typically high in terms of execution time, power dissipation, and chip area. To reduce
these communication penalties as well as to reduce system design complexity, systolic design
incorporates regular cell structures that communicate over short distances. The design cost is
further minimized by using regular cell structures rather than redesigning new components. The
key characteristics of systolic designs include modular cells, short communications, scalability
and concurrency.

Figure 3 illustrates a systolic array to compute the multiplication of banded matrixes. Each
hexagonal node includes a simple datapath containing a multiplier and adder, plus clocked
registers to regulate data flow between nodes (shown as arrows). On every cycle, each node
computes the product of the received input matrix elements and adds the rising result matrix.
These systolic nodes include no data or program memory, and have an elementary network and
I/O. Systolic processing systems are the most efficient in terms of resource usage (i.e., silicon
area, power, bandwidth). But their lack of programmability restricts their flexibility. Efforts to
produce programmable systolic arrays (e.g., the CMU WARP) produced systems more akin to
MIMD architectures than those described here. Systolic architectures are well suited for
dedicated high throughput computation such as image compression. However, cost and
performance comparisons must be made between systolic systems and more flexible architectural
approaches.

Integrated optoelectronics compliments silicon VLSI-based systolic architectures by
providing high throughput 1/O data streams. Specialized systolic datapaths often execute at high
clocks rates, with complex data communication requirements. The high bandwidth and low
communication latency of integrated optoelectronics enable I/O interfaces which meet these
requirements in a compact package.
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Figure 3: A systolic array to computer matrix multiplication.

5.2 SIMD Architectures

Compared with systolic arrays that are hardwired for one application, programmable digital
processors offer greater system flexibility. Yet commercial microprocessors are ill-suited to
videoputer applications because of their limited performance (typically < 500 Mops/sec) and low
resource efficiency (support for large memories, floating point operations, operating system

support, etc.). They provide generality and functionality that is not always required in image
processing.

|Program
{Memory|
. C Instruction Control

Figure 4: SIMD architectures employ a single control unit with multiple datapaths.



A more promising computational model, SIMD or Single Instruction stream, Multiple Data
stream, replicates the datapath, data memory, and I/O to provide high processing performance (1
- 500 Gops/sec) with low node cost. Figure 4 illustrates this configuration. SIMD systems often

employ thousands of processing elements. The cost of the control unit is amortized across each
processing element.

Although a single program is being executed, each instruction is executed simultaneously on
many nodes. This data parallel execution model is especially well suited to early image
processing where a subroutine must be applied to every region of an image. While a commercial
microprocessor must iterate sequentially across an image, a SIMD architecture can process the
entire image in a single iteration.

Integrated optoelectronies is critical in SIMD-based smart pixel systems since I/Q throughput
can often limit overall processing rates. Many image processing applications on early SIMD
architectures were limited by 1/O (e.g., the TMC Connection Machine 1). Later machines (TMC
CM-2, MasPar MP-2) overcame these limitations through the use of large parallel disk arrays to
buffer images. These systems were packaged in 10 - 100 cubic feet enclosures. Portable real-time
systemn must process the 1/O stream directly. without disk buffering. Integrated optoelectronics
provides the necessary 1/O throughput (16 Gbps for 1024 x 1024 image with 8 bpp at 2048
frames/sec) in a compact, efficient package.

6. System Integration

The precise computational requirements of a image processing system depends on the
specifications of the application and the expected input data. The combination of the high
performance systolic processing element with the programmability of data parallel SIMD
provide a versatile vet efficient processing approach. In upcoming months. a detailed analysis
will yield a more complete model of the optimal architectural solution.
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PROCESSING ARCHITECTURES FOR HYPERSPECTRAL IMAGES

Sek M. Chai, Antonio Gentile, Mondira Deb, Tarek Taha, D. Scott Wills

School of Electrical and Computer Engineering

Georgia Institute of Technology
Atlanta, Georgia 30332-0250

Abstract

Future detector arrays will offer large, hyperspectral imaging opportunities. Harnessing this
technology will require a radical departure from current “store and process” systems. A new
balance of processing, storage, and communication is needed to meet performance as well as size,
weight, and power requirements. This report defines a system scenario, and provides approaches
to effective stream parallel processing solutions.

1 Introduction

Today’s image processing systems incorporate a frame buffer that captures an image into
memory. A commercial DSP microprocessor then processes the image sequentially. This store and
process model, shown in Figure 1.1 (a), is low cost, flexible, and compatible with current CCD-
based technologies. However, rapid detector array advances in resolution, frame rate, and dynamic
range, as well as new hyperspectral scanning, will soon exceed throughput limits inherent in store
and process systems. Consider a futuristic system designed around the following detector array.

Image resolution 10,000 x 10,000 (10 MPixels)
Dynamic range 12 bits/pixel

Scanning wavelengths 200 samples/pixel/scan
Frame rate 30 frames/second

This detector array generates 240 Gbits (30 GBytes) per scanning frame and 7.2 Thits (900
GBytes) per second. Conventional memory buffers are impractical for this array, providing neither
the needed storage capacity nor access required for effective processing.

An alternative approach employs a large array of stream processors with parallel
interconnect between the detectors and processing. This stream parallel approach, shown in
Figure 1.1 (b), can substantially reduce the storage requirements of the system. A 10,000 node
stream parallel system can, depending on the application, reduce or eliminate buffer storage, while
reducing per channel communications to 7.2 Gbits/sec (current wire and optoelectronic
interconnect is nearing 4.0 Gbits/sec/channel for low channel counts).
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Figure 1.1: Store and Process (a) and Stream Parallel (b) processing models

This report provides a brief background information in Section 2. Sections 3-5 investigate
the computational requirements of three applications: chromatic correlation, textural correlation,
and region identification. For each application, the computation, storage, and communication are
estimated. Section 6 suggests several parallel stream processor architectures, and Section 7 reviews
system integration concerns for processor implementation.

2 Background

2.1 Hyperspectral Imaging

Hyperspectral imaging provides the power of viewing the same spatial scene at different
spectral slices (i.e. different parts of the electromagnetic spectrum). Imaging sensors obtain scene
images at multiple spectral band passes (colors), and through analysis, the chromatic, textural, and
regional data are extracted to discriminate materials and features. These imagers can be placed on
the ground, airborne, or spaceborne. Figure 2.1 illustrates the basic view of hyperspectral imaging
concept.

The spectral image slices form an image cube with a depth equal to the spectral resolution
of the detector. A multispectral imager (MSI) provides only a few (3-10) broad and non-contiguous
spectral channels. Hyperspectral imagers (HSI) are more powerful and they provide many (several
10s to 100s) of narrow, almost contiguous, spectral channels. Each spectral slice has spatial
information in two dimensions (X and Y coordinates). Multiple cubes are composed into video-
like frames with temporal correlation between each cube.

Spatial and spectral analyses are performed on the image cube to extract specific
information. This information is used to detect, identify, and classify materials or objects. In
general, these analyses attempt to remove unwanted background clutter (abundant information) to
reveal specific data (specific information). Example applications include under-water coral reef
mapping [Holasek97, Hamilton94], atmospheric and topographic identification [Shaikh96], and
trace-gas identification [Hayden97]. Temporal correlation between image cubes can be used to
detect and track motion [Peli97]. Other application types include data compression
[Abousleman97] and wavelet analysis of the spectral image cube [Memon97].
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Figure 2.1: Hyperspectral Imaging

While there are many methods to extract and analyze the spectral images [Carlotto96,
Fisher87, Kaplan94, Meridth85], we will focus on three applications: chromatic correlation,
textural correlation, and region identification. These applications provide a good coverage of the
numerous hyperspectral image analyses. Chromatic correlation matches a spectrum to a library of
reference patterns. Textural correlation matches spatial relationships to known models. Region
identification matches both chromatic and textual information in an area of the spectral image for
further evaluation.

2.2 Image Specification

For this report, a spectral image consists of 1000 x 1000 pixels. The depth of the image
cube (or number of electromagnetic spectra) is 200. Each image is monochromatic and is
represented by 10 binary bits of information. The image cube constructed from spectral images
requires 2 Gbits (2.5 GBytes) of total storage. A single spectral image consumes 10 Mbits (1.25
MBytes). The following table summarizes the image specification.

Image resolution 1000 x 1000 (1 MPixels)
Dynamic range 10 bits/pixel

Scanning wavelengths 200 samples/pixel/scan
Wavelength range 2.8-12mm

Single detector size 20 x 20 mm*

The detector array and buffer storage are connected to an array of stream parallel
processors. The buffer storage is memory to store raw data before processing. In this report, the
stream parallel imager processor is investigated. Interconnect topologies, computation
requirements, and application implementations are examined. The detector array design and raw
data buffers are not addressed on this report. Accordingly, the access latency to an image is
assumed to be negligible.

To potentially reduce the amount of total buffer storage in the hyperspectral imaging
system, we shall consider stream parallel processors that operate on images in a pipelined fashion.
The entire image cube does not need to be stored entirely into memory, but rather, only a single
image is buffered. Each spectral image in an image cube is streamed into the parallel stream



processor system. Computation is performed concurrently as the detector array processes the next
image.

3 Chromatic Correlation

3.1 Description

In this application, the chromatic profile of each pixel is matched against a library of
reference patterns. A strong match typically indicates detection of materials or objects in the
;pectraj image. Figure 3.1 illustrates the matching process for chromatic correlation. Each spectral
image in the image cube must be matched against a set of library patterns. The library patterns are
assumed to be similar in size as a spectral image.

Matching ' Spectral Images

Reference Patterns
Figure 3.1: Matching Spectral Images to Reference Patterns

This computation is expressed by the following equation

Y= max[i iij ® (DWJ

=l j=1

where A, is the input chromatic spectrum and @, is a library pattern. The result, Y, is the
match pattern yielding the largest sum. A threshold can also be used to identify non-matching
pixels.

Each pixel in the spectral image and the library pattern must be accessed and multiplied. If
n is the number of patterns and m is the number of scanning wavelengths, this computation
requires nm multiply accumulates (maccs) per pixel per spectral image. For an image size N x N,
the matching computation requires N nm multiply accumulates. The max or threshold com)putation
requires n comparisons among the library patterns. The aggregate total computation is N “nm + n.
Since the matching process is typically neglectable for large images, the total computations can be
estimated to be N “nm maccs. Parallelism exists in computations between each pixel and in the
matching process between each image. In other words, each macc operation on a pixel can be
performed concurrently, while each library pattern can be matched to a spectral image in parallel.



3.2 Requirements

Because the computation is dominated with multiply accumulate operations, an efficient
design includes an accumulator with the multiplier unit. If the dynamic range of both the image
and reference library is 10 bits, then the resolution of the multiplier-accumulator should be

approximately 20 bits. A lower range for the multiplier-accumulator may result in overflow
conditions without normalization or range shifting.

If 1,000 channels interconnect the detector and stream processor arrays, 1,000 pixel profiles
must be multiplexed onto each channel. If the pixel spectral components are not interleaved, and
the computation rate matches the scan rate of the detector, computation can be performed in a
semi-systolic organization. Broadcast reference pattern weights are combined with arriving pixel
components with nominal storage requirements. If the pixel components are interleaved, a rotating
summation buffer is needed. Figure 3.2 illustrates an accumulator-style design with rotating
summation buffers for each of the 1,000 pixels served by a stream processor. Using carry-save-
adders, the cycle time is decoupled from operand length (pixel dynamic range).

Detector

Buffer Multiplier-

Accumulator

Rotating Buffer

Figure 3.2: A Parallel Stream Processing Element

3.2.1 Computation

For the detector array described earlier with 20 library patterns, this computation requires
approximately 4 Gmaccs per image cube. At 30 frames per second, a computation rate of 120
Gmaccs/second is necessary. Today’s DSP microprocessors can perform 500 Mmaccs/sec using a
100 mm? die. An array of 1,000 parallel stream processors meets the throughput requirements
operating at 120 Mmaccs/sec.

The computation rate for this application is dependent on image size, number of library
patterns, and scanning wavelengths. In a long-term viewpoint, the resolution and scanning
wavelengths are most likely to increase with better detector technology. Assuming a 10,000 x
10,000 image in a futuristic system, the amount of computation becomes 400 Gmaccs per image
cube. At 30 frames per second, the throughput rate exceeds tera-ops range at a computation rate of
12 Tmaccs/sec.



3.2.2 Storage

The total amount of storage for the entire reference library (20 reference patterns) is 200
Mbits (25 MBytes). If the reference patterns are broadcasts to the stream processor array for each
spectral image pixel (as shown in Figure 3.1), then the total computation storage for the processor
array is equal to the image size, or 10 Mbits (1.25 MBytes). This computation stores summation
values for interleaved pixel components. For the futuristic system (12 bit dynamic range), 1.2 Gbits
(150 MBytes) are needed.

3.2.3 Communication

Communication patterns for this computation are static, one-to-one, and regular, which
simplifies the design of the formidable interconnection network. Wire links can achieve necessary
operating bandwidths, but are difficult to scale to the specified 10,000 channels in futuristic
system. Optoelectronic interconnect may help overcome scaling problems due to its more
controllable crosstalk behavior.

The amount of parallelism achieved in this application will directly depend on the
communication bandwidth to bring the images into the stream processor array. The reference
library patterns require much less bandwidth and storage than the spectral image cube, so
streaming or storing the library patterns in the processor array should not be a limiting factor in
processing latency.

4 Textural Correlation

4.1 Description

The texture is an attribute of the surface of an object, which represents the spatial
arrangement of the gray levels of the pixels in a particular region. A rexel/ is a small region of
pixels which identifies the spatial characteristics of the particular texture pattern. Texture analysis
is decisive in all those image segmentation instances where different objects differ from one
another or from the background in texture but not in average brightness or chromatic distribution.

Textural correlation is similar to chromatic correlation, except that spatial rather than
chromatic spectrum is examined. To compute the spatial spectrum, a FFT is computed on small
regions across a spectral slice. The resulting spectrum is then compared against a set of reference
texels using the same technique described in the previous section. Figure 4.1 illustrates the required
steps. In (a), an M x M region of interest is located into a particular spectral slice, and extracted. In
(b), the same region is compared against the texel library and either a flag is raised or a presence
probability is associated with each of the library patterns. All spectral slices in a cube must be
accessed to determine whether the desired texture is present or not in the scene.

Other texture metrics (e.g., fractals) may also be effective for texture identification. With a
scaining detector, a texture observation wavelength can be selected, or a composite intensity can
be summed.
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Figure 4.1: Textural correlation application

The Fast Fourier Transform algorithms require a number of operation in the order of M
loga2(M) [Cooley65]. Maximum efficiency and simplest implementation is obtained when M is a
power of 2, or M = 2° where p is an integer. A 2D FFT can be easily written in a matrix
formulation, and be separated into row and column computations. In addition, further O(A£L)
operation are needed to perform the match against the reference patterns, for a total M log(M) +
ML operations per region, per slice.

4.2 Requirements

Textural correlation is also dominated by multiply accumulate operations. Needed both to
compute the FFT on the regions and to compare the results with the texel library. An efficient
system design must include a dedicated comparator circuitry. Assuming a 10 bpp for the image
region and 20 bpp for the texel library, the dynamic range for the multiply-accumulate unit should
span 40 bits to avoid possible overflow conditions (48 bits for a futuristic system using a 12 bits
dynamic range).

4.2.1 Computation

The FFT cost is dependent on mask size, which in turn is dependent on the textural
characteristics of the image. One can expect a computational cost on par with the correlation
operation described in the previous section.

For a region of 1,024 pixels (M = 32), the FFT computation requires 160 maccs operation
per region. With a library of 20 patterns, it requires 4 Mmaccs operations to assert the presence of a
particular texture pattern in an image cube, which turns into 120 Mmaccs/second at 30 frames per
second. An array of a thousand stream processors, operating at 120 Mmaccs/sec would allow for
an exhaustive search into the image space, which could be partitioned into up to 1,000 regions to
be searched concurrently.



The upper limit is given by extending the region size to the entire image. In this case, rather
extreme, 4 Gmaccs per image cube are required to perform the match against the 20 library
patterns. A 1,000 stream processor system would still be able to deliver the throughput needed
(120 Gmaccs/sec) to operate the match at the full frame rate.

4.2.2 Storage

The storage of the texel library (20 32 x 32 texels, 10 bpp) is 205 Kbits (or 26 Kbytes). The
entire image requires 10 Mbits (1.25 Mbytes). The system must allow storage for one image, at the
very mimimum. A very low amount of memory (about 1.25 Kbytes, for a 1,000 processor array) 1s
therefore needed at every processor to perform the application.

4.2.3 Communication

Communication patterns for this application are static, one-to-many, and regular. One-to-
many communication can be performed using intemode communication between stream
processors, or in the detector processor communication using multicast capabilities of some
interconnect technologies. The communication cost is dependent on interconnect. but overlapping
communication with computation can hide communtcation latency.

The FFT is a simple communication dominated operation. But the communication can be
bound within a region if a maximum wavelength is specified. Since texture usually is defined by
short wavelengths, an effective FFT mask can be small (tens of pixels). However, neighborhood
communication of pixel data is necessary and can be accomplished using short and regular
internode communication channels.

A large amount of parallelism is available as multiple regions in the same slice may be
processed in parallel. Appropriate data partitioning among the node is required to maximally utilize
System processors.

S Region Identification

5.1 Description

In region identification, portions of the image are identified as regions of interest for further
investigation. The previous applications are used, separately or together, to simplify the evaluation
of regions. Chromatic or textural data are used to determine specific objects or materials of interest.
Then regions with corresponding chromatic or textural data are identified. In most images.
substantial additional compression can be achieved by identifying contiguous regions of each
identified pattern. The main idea is to reduce the size of the original image into regions of interest.
Portions of the image without the objects or materials may be ignored or discarded.

There are a variety of approaches employing this technique ranging from basic (run-length
encoding) to complex (polygon growing). The following analyses focus on a particular
implementation using chromatic data to determine regions of interest. Figure 5.1 (a) illustrates a
hypothetical spectral image of Kuwait City acquired in November 1991 after the fires had been



extinguished. The results of the oil fires are evident in the black deposits on the land surface,
particularly south of Kuwait City. Figure 5.1 (b), Figure 5.1 (c), and Figure 5.1 (d) show three
images with different spectra detecting the black deposits. To determine the region where the
black deposits exists, the aggregate or sum of the three images are used to compose a new image,
shown in Figure 5.1 (e).

(d)
Figure 5.1: Hyperspectral images for Region Identification

The size of the composite image, Figure 5.1 (e), is equal to the original image. For each
pixel in the composite image, the presence of the material is detected. This computation can be
expressed by the following equation

Y,=0ifX,2X, Vo<i<N-1}[o<j<N-1]

Y, =1lif X, <X,
where Xj; is the composite image, Yj; is the binary output image, and Xy, is a threshold value. If a
pixel value in the composite image exceeds a threshold value, the pixel location in the output
image is set to a binary 1. The binary output image is then segmented into quadrants to determine

the presence of the material. Figure 5.2 (a) illustrates a sample 8 x 8 binary output image and
Figure 5.2 (b) illustrates the corresponding quadrant region detection output.
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Figure 5.2: Binary output image (a) and quadrant tree representation (b)

A tree is constructed starting from the entire image, by determining whether the image 1s
entirely filled (black), or empty (white), or partially filled/empty (gray). If the image is partially
filled, then decomposition is performed by dividing it in four quadrants. Each quadrant is further



analyzed to determine its state (white, black, or gray). Then, the process is iterated for each
quadrant until the desired level of granularity is reached.

The amount of computation to generate the N x N composite image with L spectral images
is O(LN’). The amount of computation to generate binary output image is O(N) operations. The
amount of computation to generate the region representation is dependent of the number of tree
levels and can be approximated as

2
log 4

v, = ;’4(”1)

where M is the region size and log,(N*/M’) determine the number of levels in the tree output. The
aggregate total computation is (L+1)N"+Yops operations. Since the number of levels is typically
small and the computation to generate the region representation is subsequently negligible, the total
computation can be estimated to be (L+/ )N2 . Parallelism exists in computation of the binary output
image between each pixel. The region representation is communication demanding because the
computation involves a sorting routine of all regions. However, parallelism exists in computation
of sub-regions at each level of the tree output.

5.2 Requirements

The computation for region identification is dominated with test-and-set operations. An
efficient design will incorporate an efficient comparator. The binary output image does not require
the entire dynamic range of 10 bits but only a single bit precision. For a single purpose
implementation, dedicated 1 bit precision will be more efficient.

5.2.1 Computation

This computation requires approximately 4 Mops for 3 spectral images (L=3). The
maximum number of operations is approximately 201 Mops (L=200). This amount does not
include the region representation computation (Y,). At 30 frames per second. a computation rate
of 6 Gops/second is necessary (L=200).

The computation rate for this application is dependent on image size and the number of
spectral image to generate the composite image. In a long-term viewpoint, the resolution is likely
to increase with better detector technology. Assuming a 10,000 x 10,000 image in a futuristic
system, the amount of computation becomes 20.1 Gops per image cube. At 30 frames per second, a
throughput rate of 603 Gops/second is needed.

5.2.2 Storage

The amount of storage for the composite image is equal to the image size, or 10 Mbits
(1.25 MBytes). The binary output image is assumed to be stored with the same dynamic range of
10 bits so that a dedicated single bit storage unit is not needed. Therefore, another 10 Mbits is
needed for the binary output image. The maximum number of storage for the tree structure is 10
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Mbits. The aggregate total is 30 Mbits (3.75 MBytes). An optimized program will reuse the
storage at every stage of the application. In the optimized case, total computation storage is equal

to the image size, or 10 Mbits (1.25 MBytes). For the futuristic system (12 bit dynamic range), 1.2
Gbits (150 MBytes) is needed.

5.2.3 Communication

There are two stages in this application. The type of communication to generate the binary
output image from the composite image is one to one, and very regular. However, the
communication patterns to generate the tree representation are regular, many to one, with variable
length. One such communication pattern sequence is depicted in Figure 5.3, for a 2D array of
processors. First all processors are active, to compute the tree representation for the subset of
image pixel directly mapped to them. Then, partial data is collected in predesigned reference
processor, and this process is iterated until the complete tree description is aggregated. Other
implementations may exhibit different communication or processor activity patterns.

] Inactive  [_] Communications [fj Computations — Comm. vector

[
|
1
[

j_‘l  .\’ 

NS

Figure 5.3: Communication patterns for the quadrant tree stage of the application

6 Parallel Stream Architectures

These three applications offer similar, although subtlety different computational needs that
can be effectively addressed by parallel stream architectures. This section provides the architectural
background of this class of architectures. The parallel stream architecture combine elements of two
well-studied parallel models of computation: systolic arrays and SIMD (data parallelism).

6.1 Systolic Array Architectures

Systolic architectures first became popular in the late 1970’s as an architectural approach to
exploit the growing potential of VLSI technology [Kung82]. H. T. Kung was an early proponent of
this execution model for extremely efficient implementation of systems that solve computationally
intensive applications. More transistors per chip support system designs with increased
functionality leading to greater I/O and inter-cell communication requirements. Communication
costs are typically high in terms of execution time, power dissipation, and chip area. To reduce
these communication penalties as well as to reduce system design complexity, systolic design
incorporates regular cell structures that communicate over short distances. Using regular cell
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structures rather than redesigning new components further minimizes the design cost. H. T. Kung
stressed scalability, high degree of concurrency, and repetitive use of data to efficiently utilize the
increasing number of transistors per integrated chip. His landmark paper forms the fundamental
basis for early research and systolic VLSI implementation. The following summarizes the three
basic design principles of systolic arrays.

Modular Cells. The first design principle, to use simple modular cells, was set to cope with
increased design complexity. For special purpose systems, this is an attractive guideline to
reduce the design time by reusing common building blocks. These common building blocks
can be optimized for area and speed to create an overall speedup for the entire system.

Localized Communication. Long interconnections consume more power and chip area, and
may be high in latency. The second design methodology establishes simple, regular
communication to maintain short communication paths. By incorporating the communication
flow into the overall design, the outcome may be an efficient, regular implementation without
long communication paths.

Balanced Computation. A VLSI computation is feasible only for compute-bound algorithms
where there is more computation to be performed than available inputs and outputs. A good
systolic design should therefore ensure that for every 1/O operation, multiple operations are
performed for the maximum throughput possible.

Systolic execution model allows for extremely efficient implementation of systems that

solve computational intensive applications. These computations are pipelined in many dimensions
in order to obtain high computational throughput. Systolic arrays maximize the processing
performed on a datum once it has been obtained from 1/0 or memory by reusing the datum as it
moves through the pipelines in the array. Unlike a regular pipeline structure. however, the input
data as well as partial results flow through the array at varying speeds and in multiple directions.

result matrix C

Figure 6.1: A systolic array to computer matrix multiplication

Figure 6.1 illustrates a systolic array to compute the multiplication of banded matrixes.

Each hexagonal node includes a simple datapath containing a multiplier and adder, plus clocked
registers to regulate data flow between nodes (shown as arrows). On every cycle, each node
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computes the product of the received input matrix elements and adds the rising result matrix. These
systolic nodes include no data or program memory, and have an elementary network and I/O.
Systolic processing systems are the most efficient in terms of resource usage (i.e., silicon area,
power, bandwidth), but their lack of programmability restricts their flexibility.

Efforts to produce programmable systolic arrays (e.g., the CMU WARP and iWarp
[Peterson91]) produced systems more akin to MIMD architectures than those described here.
Systolic architectures are well suited for dedicated high throughput computation such as image
compression. However, cost and performance comparisons must be made between systolic systems
and more flexible architectural approaches.

6.2 SIMD Parallel Architectures

Compared with systolic arrays that are hardwired for one application, programmable digital
processors offer greater system flexibility. Yet commercial microprocessors are ill suited to video
processing applications because of their limited performance (typically < 500 Mops/sec) and low
resource efficiency (support for large memories, floating-point operations, operating system
support, etc.). They provide generality and functionality that is not always required in image
processing.

A more promising computational model, SIMD or Single Instruction stream, Multiple Data
stream, replicates the datapath, data memory, and I/O to provide high processing performance (1 -
500 Gops/sec) with low node cost. Figure 6.2 illustrates this configuration. SIMD systems often
employ thousands of processing elements (PE's). The cost of the control unit is amortized across
each processing element.

INSTRUCTION STREAM

Figure 6.2: Organization of a SIMD computer architecture

Each PE is a simple ALU with a register space and private memory or access to shared
memory for data storage. The array control unit (ACU) usually has its own memory to store
program and scalar data. Each program instruction is broadcasted to every PE of the system in a
lockstep fashion (i.e., via a single instruction stream). Each PE, in turn, executes the received
instructions on its local data (multiple data stream), while exchanging data with other PE's through
the interconnection network. The number of neighboring PE to which each processing element is
interconnected depends on the interconnection network topology. Masking techniques are used to
control the activity of each PE, which can be enabled/disabled during an execution cycle. Only
enabled (active) PE's participate in the current computation.
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Although a single program is being executed, each instruction is executed simultaneously
on many nodes. This dara parallel execution model is especially well suited to early image
processing where a subroutine must be applied to every region of an image. While a commercial
microprocessor must iterate sequentially across an image, a SIMD architecture can process the
entire image in a single iteration, The data parallel execution model has proven to be beneficial for
a number of image processing applications such as wavelet decomposition [Lee94], and vector
quantization both for image compression [Henderson91], [Gentile97], [Lee95], [Prashant95] and
for multispectral image data [Manohar92]. All these applications show massive amounts of data
parallelism and require a large number of near neighbor (local) communications.

Integrated optoelectronics plays a critical role in SIMD-based smart pixel systems since I/O
throughput can often limit overall processing rates. In addition, the large communication to
computation ratio sported by most image processing applications poses additional constraints on
the processor interconnection network. Many image processing applications on early SIMD
architectures were limited by /O (e.g., the TMC Connection Machine 1 [TMCS84]). Later
machines (TMC CM-2 [TMCR89], MasPar MP-2 [MasPar91]) overcame these limitations through
the use of large parallel disk arrays to buffer images. These systems were packaged in 10 - 100
cubic feet enclosures. Portable real-time system must process the [/O stream directly, without disk
buffering. Integrated optoelectronics provides the necessary /O throughput (16 Gbps for 1024 x
1024 image with 8§ bpp at 2048 frames/sec) in a compact, efficient package (Georgia Tech SIMPil
[Cat96], {Gentile97]).

6.3 Focal Plane Hybrid Processors

Designers must continue to look at technological advances to increase cell connectivity.,
improve I/O bandwidth, and programmability. Integrated optoelectronics complements silicon
VLSI-based computing architectures by providing high throughput I/O data streams. Specialized
datapaths often execute at high clock rates, with complex data communication requirements. The
high bandwidth and low communication latency of integrated optoelectronics enable 1/0
interfaces, which meet these requirements in a compact package.

In addition to providing bandwidth and communication accesses to the inner processing
elements, the integrated optoelectronics with silicon VLSI-based computing architectures
constructs a focal plane topology, as shown in Figure 6.3. Other MCM technologies [Tummala92]
also enable this topology by stacking layers of processing nodes on top of another. This topology
provides the short communication path and scalability that are consistent with the systolic design
methodologies.

The focal plane topology allows images to stream across multiple 2-D processing planes.
The processing latency is reduced because the computation is pipelined across each focal planc.
The main focus of this topology is its ability to maintain high frame rates by hamessing the
parallelism between image frames. This eliminates the need for the serialization of the image cube
into a serial bit-stream, a traditional bottleneck unavoidable with any conventional implementation
using off-the-shelf commercial parallel machines. For hyperspectral images, each spectral image
can stream across the system while each 2-D focal plane computes the results. Both the systolic
and the SIMD processing model are well suited for some of the focal planes depicted mn Figure 6.3.
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