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SUMMARY

This thesis addresses key challenges in Bayesian optimal experimental design (BOED)

for complex systems, focusing on robustness, computational ef�ciency, and sequential de-

sign.

Estimating model parameters to understand physical systems is crucial for better com-

prehension and prediction. However, knowing the parameters thoroughly is dif�cult be-

cause we cannot access them directly. We need to estimate the model parameters through

speci�c experiments. To evaluate each experiment, we simulate it, assess the model pa-

rameter update after the experiment, and calculate how it differs from the prior assumption.

However, the optimal experiment for a given prior could be sub-optimal if the prior distri-

bution is misspeci�ed. Additionally, updating the model parameter for high-dimensional

real-world problems constrained by partial differential equations (PDEs) is computationally

expensive. In sequential BOED, we need to consider sequential observations, necessitating

a systematic approach to handle this problem.

Robustness to Prior Misspeci�cation In Chapter 2, we develop a distributionally robust

BOED approach using ambiguity sets to address the issue of misspeci�ed priors. This

method optimizes for the worst-case scenario within a set of plausible prior distributions,

ensuring robustness without increasing computational complexity. It can be used as a log-

sum-exp regularizer to alleviate the under-sample problem of estimating information gain.

Computational Ef�ciency for Large-Scale PDE-constrained Problems Chapter 3 in-

troduces a computational framework for one-step BOED with derivative-informed neural

operators (DINO) to enhance computational ef�ciency in high-dimensional settings. This

approach combines dimension reduction techniques with ef�cient computation of the max-

imum a posteriori (MAP) point and posterior covariance matrix, enabling the effective

calculation of various optimality criteria. It is 1000 times more ef�cient than solving with

xviii



the �nite element method (FEM), even when accounting for generating the training data

set for the neural network.

Sequential BOED for PDE-constrained Problems Chapter 4 proposes a novel neural

operator tailored for sequential BOED in PDE-constrained settings. We train an attention

model to capture the evolving dynamics in the latent space. This method reduces compu-

tational cost while maintaining prediction accuracy; thus, it addresses the computational

challenge of high-dimensional time-dependent simulation. We also develop a new adaptive

terminal formulation to calculate the globally optimal experimental design.

Our contributions make BOED more robust, ef�cient, and applicable to complex, real-

world experimental design problems involving PDEs. The developed methods offer im-

proved robustness to prior misspeci�cation, enhanced computational ef�ciency, and ef-

fective sequential design strategies. These advances have potential applications in en-

vironmental engineering, chemical engineering, and other physical systems governed by

PDEs.
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CHAPTER 1

INTRODUCTION

In scienti�c and engineering research, mathematical models are powerful tools for under-

standing natural or complex phenomena ranging from pharmacokinetics [1] to geophysics

[2]. However, these models often contain parameters that are uncertain due to limitations

in data accessibility. This uncertainty compromises the accuracy and reliability of the pre-

dictions from these models. To address this challenge, researchers have used Bayesian

optimal experimental design (BOED) to seek the most informative experiment design for

data acquisition.

To de�ne the design optimality, BOED uses diverse utility functions [3]. These include

the trace (A-optimal) or determinant (D-optimal) of the posterior covariance matrix [4],

and the Kullback-Leibler (KL) divergence between posterior and prior distributions [5]. A

particularly principled choice is the expected information gain (EIG) [6]. BOED computes

the expectation of these utility functions over the marginal likelihood distribution, which

often presents signi�cant computational challenges, especially for complex models [7, 8].

Unfortunately, inherent challenges remain in using BOED, particularly in Bayesian

inference and utility computation. First, a misspeci�ed prior assumption can lead to sub-

optimal experimental design. Analysis of the prior's impact on BOED is thus crucial for

ensuring robust and reliable experimental designs across various applications. Moreover,

BOED faces signi�cant computational challenges, especially in complex model settings.

As highlighted by [9], when constrained by partial differential equations (PDEs), large-

scale BOED presents particular dif�culties due to multiple expensive PDE solves. The

computational burden becomes particularly acute in sequential design settings [10], where

the need for rapid decision-making con�icts with the computational intensity of updating

the posteriors and evaluating utilities. For large-scale, nonlinear PDE problems, these chal-
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lenges are further compounded [11], as traditional numerical methods struggle with the

increased complexity and dimensionality.

This thesis addresses three main challenges in BOED: the impact of misspeci�ed priors,

computational ef�ciency for large-scale PDE-constrained problems, and sequential design

for such problems. We pose the following research questions:

Research Question 1 How can we design a distributionally robust BOED that addresses

the issue of misspeci�ed priors? To answer this, we apply an ambiguity set near the refer-

ence prior and consider the worst-case utility functions over this set of prior distributions.

By optimizing for the worst-case scenario, we ensure robustness against potential prior mis-

speci�cations. This approach does not increase computational complexity and can serve as

a log-sum-exp regularization technique for sampling average approximation.

Research Question 2 How can we enhance the computational ef�ciency of BOED for

large-scale PDE-constrained problems? We address this by applying a derivative-informed

neural operator (DINO). We handle high-dimensional model parameters using dimension

reduction methods and use Jacobian information from the DINO to compute utility func-

tions ef�ciently.

Research Question 3 How can we effectively solve sequential BOED for large-scale

PDE-constrained problems? We design a neural network that handles large-scale time-

dependent PDEs and incorporates Jacobian information at each step, making the sequential

BOED computationally ef�cient. We also develop a new adaptive terminal formulation to

calculate the globally optimum experimental design.

In addressing these questions, this thesis is structured as follows: Chapter 1 introduces

the necessary notations and literature reviews of BOED and PDE-constrained problems.

Chapter 2 presents a novel distributionally robust BOED approach that improves robust-
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ness against prior misspeci�cation. Chapter 3 develops an ef�cient computational frame-

work for BOED in large-scale PDE-constrained problems using neural network surrogates.

Chapter 4 addresses sequential BOED in PDE-constrained settings, introducing a new goal-

oriented neural operator that maintains accuracy while handling large-scale time-dependent

PDEs.

These contributions make BOED more robust and effective for a wide range of complex

real-world experimental design problems involving PDEs. They have potential applications

in areas such as environmental engineering, chemical engineering, and other physical sys-

tems governed by PDEs.

1.1 Background and notation

BOED is a statistical framework for designing experiments to gain optimal information

from experimental data to calibrate uncertain parameters of a system. We denote the un-

certain parameters� in parameter space� , or equivalently, for the Gaussian random �elds

in Chapters 3 and 4, we usem in parameter spaceM . The observation datay in data space

Y is typically given as

y = F� (� ) + � n ; (1.1)

whereF� (� ) is a parameter-to-observable map that maps the parameters� to the observa-

tional datay given an experimental design� in design space� and� n is a noise term that

accounts for the observational noise. The choice of experimental design� plays a crucial

role in determining the quality and informativeness of the observed data.

The uncertain parameters are calibrated by Bayes' rule, which allows us to update our

belief about the parameters given the observed data:

p(� jy; � ) =
p(� )p(yj�; � )

p(yj� )
; (1.2)

wherep(� ) stands for a prior distribution of� , p(yj�; � ) is a likelihood function of data
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y given� and experimental design� , p(yj� ) is known as model evidence or normalization

constant, andp(� jy; � ) is a posterior distribution of� given datay measured by experimental

design� .

The prior knowledge about the parameters� is encapsulated in the prior distribution

p(� ). The objective of BOED is to optimally reduce the uncertainty of parameters from the

prior distributionp(� ) to the posterior distributionp(� jy; � ) by conducting experiments� to

collect datay. In many practical applications, conducting numerous possible experiments is

often resource-intensive regarding time, space, and cost. To address this challenge, BOED

based on mathematical modeling and computational simulation becomes essential. It in-

volves modeling and simulating the system with speci�ed experiments and assessing the

information, or the decrease in uncertainty of the parameters, gained from the observational

data collected from the experiment.

1.1.1 Utility functions

Expected Information Gain Many different utility functions have been developed to as-

sess the information gain or uncertainty decrease from the experiment in the BOED frame-

work. One popular criterion is expected information gain (EIG), also known as mutual

information. It is de�ned as the expectation of the Kullback–Leibler (KL) divergence be-

tween the posterior distribution and the prior distribution [5, 6]:

DKL (p(� jy; � )jjp(� )) =
Z

�
p(� jy; � ) log

p(� jy; � )
p(� )

d�; (1.3)

with the expectation taken with respect to the distributionp(yj� ) of the datay conditioned

on the experiment� , i.e.,

EIG(� ) = Ep(yj� ) [DKL (p(� jy; � )jjp(� ))] : (1.4)
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EIG quanti�es the average information gain about� after observing data from experiment

� , making it an ideal measure for experimental design. BOED seeks the experiment� � that

maximizes this quantity,

� � = arg max
� 2 �

EIG(� ):

Although the form of EIG in (1.4) is the most intuitive for BOED, other equivalent

de�nitions [3] map more directly to the robust variant we introduce later and the sampling-

based estimators. In particular, the EIG of an experiment is the mutual information between

(�; y ) joint distribution and marginal distribution,

EIG(� ) = DKL (p(�; y j� )jjp(� )p(yj� )) ; (1.5)

= Ep(� ) [DKL (p(yj�; � )jjp(yj� ))] ; (1.6)

= Ep(�;y j� )

�
log

p(yj�; � )
p(yj� )

�
; (1.7)

which usesp(�; y j� ) = p(yj�; � )p(� ). The forms in (1.6) and (1.7) are the preferred form

for many methods that estimate EIG when the likelihoodp(yj�; � ) and the prior density

p(� ) can be directly evaluated. Later sections will discuss methods for estimating EIG and

other related quantities.

Alphabetic optimality Other classical criteria include the trace (A-optimality) or deter-

minant (D-optimality) of the covariance of the uncertain parameters in the posterior distri-

bution. These criteria often rely on a Laplace approximation of the posterior distribution.

Laplace approximation requires computing the maximum a posteriori (MAP) point, which

is the mode of the posterior distribution.

For a Laplace approximation of the posterior distribution, we denote the posterior co-

variance matrix by� post(�
y;�
MAP). The A-optimality and D-optimality criteria are then typi-
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cally formulated as follows:

� �
A = arg min

� 2 �
Ep(yj� )

h
trace(� post(�

y;�
MAP))

i
; (1.8)

� �
D = arg min

� 2 �
Ep(yj� )

h
det(� post(�

y;�
MAP))

i
; (1.9)

where� y;�
MAP is the MAP estimate of� for a given design� . The A-optimality criterion

minimizes the average variance of the parameter estimates, while the D-optimality criterion

minimizes the volume of the con�dence ellipsoid for the parameters.

1.2 Prior uncertainty

As described in Section 1.1, BOED seeks the optimal experimental design based on a prior

distribution. However, this approach raises a critical question: What are the consequences

if this prior distribution is inaccurate? This analysis is important because the posterior

can be sensitive to the prior choice. The prior distribution is in many settings not deter-

mined from �rst principles or an existing data population. In these cases, the choice of

prior is often dictated by what is required to make a computation tractable or simple, by

invariance principles, or by an attempt to be non-informative [12]. Still, the concept of

non-informative priors does not scale well to high dimensions [13], and even in low dimen-

sions, priors that are close under a weak topology like total variation can lead to diverging

posteriors for the same observations [14].

The sensitivity of Bayesian inference to prior misspeci�cation has been investigated by

Owhadiet al.[14], who theoretically examined the relationship between prior and posterior

distributions. In the context of BOED, DasGupta and Studden [15] and Ryanet al.[3] have

addressed the sensitivity of the experimental design to prior misspeci�cation. However,

these studies have not proposed practical numerical methods for addressing this challenge

in real-world problems. Tulsyanet al. [16] consider misspeci�ed prior distribution with a

linear combination of Gaussian distributions in the linear forward models, which require
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updates to accommodate non-linear cases and non-Gaussian distributions.

To consider a class of priors more general than a linear combination of Gaussian dis-

tributions, we use the concept of anambiguity set[17, 18]. An ambiguity set is a set of

distributions close to a reference prior distribution in KL divergence. We de�ne ambiguity

set with radius� centered at reference prior distributionp(� ) as:

A (�; p) = f q : DKL (q(� )kp(� )) � � g:

The ambiguity setA (�; p) is de�ned as a convex subset of positive measurable functions

q(� ) that satisfy two conditions:
R

� q(� ) d� = 1 andDKL (q(� )kp(� )) � � .

When applying ambiguity set to BOED, the priorp(� ) is replaced withq, and the

optimization considers theq that gives the worst optimality. For example, optimization

max� f (�; p) is replaced by optimizationmax� minq f (�; q). The resulting optimization

problem appears complex due to optimization overA(�; p), which contains in�nite dimen-

sionality of the space of measurable functions. However, this problem can be reformulated

as a dual convex program with just two variables. Shapiro [19] suggests that if the objective

functionf (q) is the expectation of some measurable quantityZ (� ) with respect toq(� ), and

Z(� ) is independent ofq(� ), we may use duality to simplify maximization or minimization

of Eq(� ) [Z (� )] in A (�; p) into a dual problem with only one variable� � 0. Chapter 2

deals with how we can compute the distributionally robust BOED with the proposed robust

expected information gain (REIG) metric from our work published in [20].

1.3 Computational methods for utility functions

Expected Information Gain To compute the expected information gain, we need to cal-

culate the KL divergence between the posterior and prior distributions of the model pa-

rameters. When the posterior distribution is non-Gaussian, approximation methods are

required to estimate the EIG, such as sampling average approximation (SAA). To address

7



this challenge, researchers transform the KL divergence form (1.4) into some equivalent

expectation forms and apply diverse methods to estimate it. One approach is importance

sampling. Cooket al. [21] and Ryanet al. [22] use an importance sampling method to

avoid direct computation of the posterior distribution, thereby estimating the EIG ef�-

ciently. Another method is the nested Monte Carlo sampling method, where the EIG form

can be approximated in (1.7) using double loop Monte Carlo estimations[7, 23–25]. This

method is further developed in [26, 27], where the posterior distribution is approximated

using variational inference and then used to estimate the marginal likelihood ef�ciently.

This approach saves computation time and converges to the true EIG quickly. Another

method is likelihood-free inference by ratio estimation (LFIRE) [28], which uses the ratio

of likelihood to marginal likelihood to estimate the KL divergence. This method is further

developed in [29, 30]. They use mutual information neural estimation to estimate the KL

divergence between two distributions and compute the EIG. These methods for estimat-

ing the EIG provide researchers with a range of tools to address the challenges of BOED,

particularly when dealing with complex, non-Gaussian posterior distributions.

Laplace approximation Another method to evaluate the information gain is the Laplace

approximation of the posterior distribution. Chaloner and Verdinelli [5] consider Gaussian

posterior distributions to calculate the EIG with analytic forms resulting from Gaussian pri-

ors, Gaussian noise, and linear forward models. When the model is not linear, the BOED

becomes more challenging. This is because we need to compute the MAP point and ap-

proximate the covariance matrix at the MAP point. Longet al. [31, 32] summarize how to

compute the MAP point, compute the EIG analytically with Laplace approximation, and

analyze its error. Becket al. [33] approximate the marginal likelihood with Laplace ap-

proximation of posterior distributions and importance sampling. Bartuskaet al. [34] sug-

gest small-noise approximation for handling nuisance parameters and combine this with

stochastic optimization techniques to solve BOED problems.
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Alternatively, one can use the alphabetical statistics of the posterior covariance matrix.

Chaloner and Verdinelli [5] use the Laplace approximation to compute the decrease in

uncertainty (trace for A-optimal, determinant for D-optimal) in the posterior covariance

matrix. Saibabaet al. [35] suggest a method to estimate the A-optimality and D-optimality

criteria for BOED for a linear model with in�nite-dimensional model parameters.

Large-scale problem Applying BOED to complex systems governed by PDEs with high-

dimensional or in�nite-dimensional model parameters presents three signi�cant challenges.

(1) Evaluating optimality criteria requires multiple computations of the parameter-to-

observable (PtO) map, which maps from the uncertain parameter to the observable. This

process requires many model parameters and data samples. (2) Each computation of the

PtO map involves solving PDEs, which can be computationally expensive for large-scale

problems. (3) The high or in�nite dimensionality of the uncertain parameter space brings

the curse of dimensionality. This phenomenon causes computational and sampling com-

plexity to increase exponentially with respect to the number of dimensions, rendering sta-

tistical methods inef�cient or impractical.

To address large-scale problems, researchers have turned to model and dimension re-

duction. Fortunately, many of these problems exhibit a speci�c characteristic: they have

fast-decaying eigenvalue spectra. This property is observed in various applications, includ-

ing subsurface �ow [36, 37], ice sheet dynamics [38, 39], and mantle convection [40]. The

fast decay of eigenvalues allows for effective dimension reduction, making these problems

more tractable.

Building on earlier work in BOED, recent advances have further enhanced this ap-

proach by combining dimension reduction with neural operators. O'Leary-Roseberryet

al. [41] propose this integration, which was subsequently applied to BOED by Wuet al.[8].

In their work, Wuet al.[8] use neural networks as surrogate models, enabling ef�cient com-

putation of the EIG with SAA methods. This approach leverages machine learning to over-
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come the computational challenges associated with large-scale PDE-constrained problems

in BOED. By signi�cantly reducing computational costs, this combination of dimension

reduction and neural network surrogates represents a promising direction to make BOED

feasible for complex, high-dimensional systems governed by PDEs. However, challenges

remain in training these surrogate models for highly nonlinear systems and in reducing

cumulative errors from the neural network surrogates.

In Chapter 3, we propose applying the derivative-informed neural operators (DINO)

[42] to BOED. DINO is particularly suitable for BOED applications due to its derivative

information. Speci�cally, we utilize DINO's derivative information to compute the MAP

point and approximate the posterior covariance matrix using its Jacobian at the MAP point.

Since we can approximate the posterior distribution with the inverse problem, we don't

need many samples to compute alphabetical statistics and EIG ef�ciently and accurately.

By leveraging DINO, we address the computational challenges associated with BOED in

complex, high-dimensional systems governed by PDEs.

1.4 Sequential Bayesian optimal experimental design

Sequential Bayesian optimal experimental design (SBOED) extends the one-step BOED

by iteratively designing experiments, offering two main approaches [43, 44]. The static ap-

proach considers all possible experimental outcomes upfront, designing the entire sequence

of experiments before any experiments are conducted. While globally optimal, this method

can be computationally intensive and often intractable for high-dimensional problems.

In contrast, the adaptive approach designs each experiment sequentially, updating model

parameters after each observation before designing the subsequent experiment. It can be

formulated as optimizing one step ahead (myopic, greedy) [45–52] or multiple steps ahead

using back-induction (dynamical programming) [46, 53–59]. The choice among these ap-

proaches depends on the problem context, computational resources, and the desired trade-

off between optimality and �exibility in the experimental design.
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Researchers increasingly turn to deep learning to improve SBOED, signi�cantly en-

hancing its computational ef�ciency and accessibility. Some researchers have formulated

SBOED as a Markov decision process (MDP), allowing the use of reinforcement learning

techniques [57–61]. Others have employed direct neural network approaches to calculate

optimal experimental designs [62]. These machine learning-based methods offer promising

avenues for making SBOED more tractable for complex problems. These advancements in

SBOED, particularly integrating deep learning techniques, pave the way for more ef�cient

and effective experimental design in complex problems across various scienti�c domains.

1.5 Neural operator

While neural network methods with reinforcement learning have shown promise for SBOED

problems, they face signi�cant challenges when applied to cases involving PDEs with high-

dimensional model parameters. As described in Section 1.3, the curse of dimensionality

and the computationally expensive parameter-to-observable map make applying the afore-

mentioned methods infeasible. To address this, we consider specialized neural operators

for ef�ciently solving the PDEs in in�nite-high dimensional model parameters, and we

apply these neural operators to SBOED.

Advanced neural operators have been developed to solve high-dimensional, time-

dependent PDE problems quickly and accurately. These include the Fourier neural op-

erator [63], which uses spectral methods for mesh-independent solutions, and DeepONet

[64], which separates input function processing from output location handling. Several

advanced approaches have been developed to handle sequential data more ef�ciently in

time-dependent models. Attention models [65] have been adapted for surrogate PDE mod-

eling. Examples include OFormer [66], GNOT [67], and ViTo [68], which offer improved

handling of complex multiscale problems while maintaining accuracy.

In addition to the attention model, latent dynamics provides another avenue for ef-

�ciency by reducing the dimension of neural networks and increasing accuracy. Stem-
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ming from Neural ODEs [69] and other latent models [70], these approaches provide

alternatives to traditional ResNet architectures [71] or direct parameter-to-all-time-step-

observable mappings [63]. These collective developments in surrogate modeling offer

promising avenues for addressing the challenges of high-dimensional, time-dependent PDE

problems in SBOED.

In Chapter 4, we propose a novel neural operator speci�cally tailored for SBOED ap-

plications. We discuss the construction of these operators, focusing on their ability to

effectively capture the temporal dependency inherent in SBOED problems. Another key

contribution of our work is the development of a new formulation to obtain the global op-

timal experimental design. This approach addresses a fundamental challenge in SBOED:

achieving high-quality experimental designs while managing the computational burden of

sequential optimization. We demonstrate that our proposed method ef�ciently computes

optimal designs and reduces uncertainty in model parameter estimation.
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CHAPTER 2

ROBUST EXPECTED INFORMATION GAIN

2.1 Introduction

Bayesian optimal experimental design (BOED) is a probabilistic framework for selecting

experiments to learn about one or more uncertain variables. Within BOED, the most popu-

lar criterion for ranking experiments is expected information gain (EIG), which estimates,

from current knowledge encoded in a prior distribution, how informative a particular ex-

periment is likely to be. This framework is used in diverse applications across many disci-

plines [3], including natural sciences [72], social sciences [73], and machine learning and

data analysis [27].

The sensitivity of the experimental design to misspeci�cation of the prior distribution

has been described in [3, 15], even in settings where the information gain is computable in

closed form. For more complex models, EIG can only be estimated numerically, which may

further affect the reliability of the computed rankings of experiments (or, in the case of con-

tinuously parameterized experiments, the gradient of EIG). EIG is, by de�nition, an expec-

tation of an expectation, so general purpose estimates, such as Nested Monte Carlo (NMC)

estimation [74], can be expensive, slow to converge, and sensitive to under-converged sam-

ple estimates.

To address the issues above that affect the reliability of EIG estimates in BOED, we

introduce a quantity we callrobust expected information gain(REIG) as a probability-

theoretic way of ranking experiments by their expected information gain for some worst-

case small perturbation of the prior. We also show through convex analysis that the es-

timation of REIG is a simple post-processing of the samples generated by an NMC-like

estimator. As a result, our methodology is applicable to many existing methods, which we
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demonstrate in Section 2.7 by applying REIG to samples generated by three recent popular

EIG estimators [26, 27, 29].

2.2 Background and notation

We use� 2 � to indicate parameters for a model from a set of possible parameters, and

we assume a reference prior probability distribution of� which has a measurable den-

sity functionp(� ), so that we can writeEp(� ) [f ] =
R

� f (� )p(� ) d�: We let � 2 � be a

potential experiment from a class of experiments, which has an outcome variabley(� ).

The experiment� is modeled by the likelihood functionp(yj�; � ), which for each choice

of � de�nes a measurable probability density function ofy. Our interest is in models

where the densitiesp(� ) andp(yj�; � ) can be ef�ciently computed, and where samples can

be drawn fromp(� ) and fromp(yj�; � ) for each(�; � ), so that the joint prior distribution

p(�; y j� ) = p(� )p(yj�; � ) also has a computable density function and can be sampled. We

use the notationp(yj� ) = Ep(� ) [p(yj�; � )] for the marginal distribution of the outcomey.

2.2.1 Prioruncertainty

While it seems recursive to consider uncertainty in the prior distribution used in Bayesian

inference, the prior distribution is in many settings not determined from �rst principles

or an existing population of data. In these cases, the choice of prior is often dictated by

what is required to make a computation tractable or simple, by invariance principles, or by

an attempt to be noninformative [12]. But notions of noninformative priors do not scale

to high dimensions [13], and even in low dimensions priors that are close under a weak

topology like total variation can have diverging posteriors for the same observations [14].

So in this chapter, we will consider sets of prior distributionsq(� ) other than the ref-

erencep(� ), but we only considerq(� ) that are absolutely continuous with respect top(� ).

Although methods similar to ours are used to handle model uncertainty [75], we treat

p(yj�; � ) as certain: the only uncertainty we consider is in the prior distribution of� .
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Figure 2.1: The expected information gain of two tests for condition X depends on the
condition's prior probability.

When we extend the notation of derived distributions fromp(� ) to anotherq(� ), then, it

is always with the same likelihood: the joint priorq(�; y j� ) = q(� )p(yj�; � ), the marginal

q(yj� ) = Eq(� ) [p(yj�; � )].

2.3 A simple example with two experiments

Suppose a doctor has two blood tests for Condition X: test A has a10� 14% chance of a

false negative but a50%chance of a false positive, and test B has an� 18:4% chance of

a false negative and the same chance of a false positive. If the doctor estimates the prior

probability that a patient has condition X is50%, it turns out that both tests have the same

expected information gain of� 0:22 nats. If that prior probability could be mistaken, the

two tests have different EIGs for prior probabilities in the vicinity of50%, shown in Figure

2.1. If the prior probability the patient has Condition X is> 50%, then test A has a greater

EIG than test B, and vice versa if it is< 50%.

We interpret these results as follows: For test A, if the prior probability of Condition

X is > 50%, then a negative test result is surprising because there are essentially no false

negatives, but if the prior probability is< 50%, then a positive result is less surprising

because it has a high probability of being a false positive. So, compared to test B, the EIG

of test A is more sensitive to the prior choice. In any neighborhood ofp = 50%, there are

priors where test A is expected to be less informative than test B. So, one could argue that
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a risk-averse doctor who would maximize how informative the test would be in the worst

case should select test B.

2.4 Ambiguity sets

In the simple example above, we use a range of prior probabilities for the model parameter

to argue that some tests are less locally sensitive to perturbations of the prior distribution.

To generalize this idea from a simple discrete example to other probability distributions,

we rely on the notion of anambiguity set[17, 18], which is a set of distributions that are

not far from a reference priorp(� ) in some statistical distance. We use KL divergence as

distance, so our ambiguity set with radius� centered at reference distributionp(� ) is

A (�; p) = f q : DKL (q(� )kp(� )) � � g:

KL divergence as a distance works well with Bayesian optimal experimental design

because the KL divergence appears in the de�nition of EIG and because the setA (�; p) is

de�ned as a convex subset of positive measurable functionsq(� ) with just two conditions:
R

� q(� ) d� = 1 andDKL (q(� )kp(� )) � � . Thus, the minimization overq 2 A (�; p) of a

well-behaved convex functionf (q), which appears dif�cult becauseA(�; p) of the in�nite

dimensionality of space of measurable functions, transforms into an equivalent dual convex

program with only two variables.

We direct the interested reader to [19] for additional details: here, we summarize the

results that are important for this work. Suppose the objective function of interestf (q)

is the expectation underq(� ) of a measurable quantity of interestZ (� ). In that case, it is

an af�ne function ofq. We may use duality to simplify the maximization or minimization

of Eq(� ) [Z (� )] over A(�; p(� )) into a dual problem with only one variable� � 0. The

maximization problem

R� = sup
q2A (�;p )

Eq(� ) [Z (� )] (2.1)
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can be solved in the dual form as

R� = inf
� � 0

�� + � logEp(� ) [exp(� � 1Z(� ))] ; (2.2)

and the minimization problem

M � = inf
q2A (�;p )

Eq(� ) [Z (� )] (2.3)

can be solved in the dual form as

M � = � inf
� � 0

�� + � logEp(� ) [exp(� � � 1Z(� ))] : (2.4)

It is important to note that these are non-parametric results. Given a parameterized family

of priorsf p(� ;  )g , the gradientr  Ep(� ; ) [Z (� )] is suf�cient to compute the optimizer in

A(�; p) of (2.1) or (2.3) within the parametric family because the objective is af�ne. But

(2.2) and (2.4) allow us to compute the optimal objective value over the entire ambiguity

set without explicitly computing an optimal distribution in the set.

2.5 Robust Bayesian experimental design

The insight of the example of Section 2.3 is that a risk-averse approach to experimental

design that allows for some uncertainty in the prior distribution would select the experiment

that maximizes the worst-case EIG in the vicinity of the reference priorp(� ). Using the

ambiguity setA (�; p(� )) from Section 2.4 to de�ne the vicinity ofp(� ), we �rst formalize

the worst-case EIG as REIGtrue
� (p; � ), thetrue robust expected information gain with radius

� ,

REIGtrue
� (p; � ) = inf

q2A (�;p )
EIG(q; �): (2.5)
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The experiment that maximizes this quantity is

� �
REIG ;�; true = arg max

� 2 �
REIGtrue

� (p; � )

= arg max
� 2 �

inf
q2A (�;p )

EIG(q; �):

This optimization problem in this de�nition has a clear meaning, but we note that EIG(q; �)

is a quantity that is concave inq, so it can have multiple local minima in the convex ambi-

guity setA (�; p), and the duality framework of Section 2.4 cannot be applied directly.

2.5.1 Af�ne expectedinformationgainapproximation

To de�ne a relaxation to a tractable problem, we split EIG(q; �) into two contributions, one

with the marginal distribution ofy �xed by the reference prior,y � p(yj� ), and the other a

correction that is the divergence betweenp(yj� ) andq(yj� ),

EIG(q; �) = Eq(�;y j� )

�
log

�
p(yj�; � )
p(yj� )

p(yj� )
q(yj� )

��

= Eq(�;y j� )

�
log

p(yj�; � )
p(yj� )

�
� DKL (q(yj� )kp(yj� )) :

(2.6)

We denote the �rst term in this difference,

EIGa� (q; � ; p) = Eq(�;y j� )

�
log

p(yj�; � )
p(yj� )

�
; (2.7)

because it is an approximation to EIG(q; �) that is af�ne and exact whenq = p. By the

concavity of EIG with respect to its �rst argument q,

EIGa� (q; � ; p) � EIG(q; �) for all q: (2.8)

Due to the data processing inequality, which states that the mutual information between

two random variables cannot increase by a deterministic or random transformation of the
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arguments, the error in EIG(q; � ; p) is bounded by

jEIG(q; �) � EIGa� (q; � ; p)j � DKL (q(yj� )kp(yj� ))

� DKL (q(� )kp(� )) :
(2.9)

In fact EIGa� (q; � ; p) is the af�ne approximation to EIG(q; �) that is tangent atq = p.

Theorem 1. The function EIGa� (q; � ; p) from (2.7) is tangent to EIG(q; �) at q = p for

every design� .

Proof. It is suf�cient to show that the difference between the two functions, which by (2.6)

is DKL (q(yj� )kp(yj� )) , is gradient-free atq = p.

We �rst calculate the gradient with respect to� : by the chain rule applied to (1.7), the

derivative in the direction̂� is

r � DKL (q(yj� )kp(yj� ))[ �̂ ]

= r q(yj� )DKL (q(yj� )kp(yj� ))[r � q(yj� )[�̂ ]]

� Eq(yj� )

"
r � p(yj� )[�̂ ]

p(yj� )

#

:

For general distributionsQ andP the KL divergence satis�esrj Q= P DKL (QkP) = 0 , so

the �rst term vanishes whenq = p. In the second term, whenq = p the denominator

cancels with the measure, and we have

Eq(yj� )

"
r � p(yj� )[�̂ ]

p(yj� )

#

jq= p =
R

r � p(yj� )[�̂ ] dy

= r � (Ep(yj� ) [1])[�̂ ] = 0;

where we use the fact thatEp(yj� ) [1] = 1 for all � .
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Finally, we can see that the gradient with respect toq(� ) in the directionq̂(� ) is

r q(� )DKL (q(yj� )kp(yj� ))[ q̂(� )]

= r q(yj� )DKL (q(yj� )kp(yj� ))[r q(� )q(yj� )[q̂(� )]];

which vanishes atq = p for the same reasons as above.

2.5.2 RobustExpectedInformationGain(REIG)

Having shown that EIGa� (q; � ; p) is a good approximation to EIG(q; �) near the reference

prior p(� ), we now use it to de�ne a robust quantity that approximates REIGtrue
� , which we

refer to simply as REIG� ,

REIG� (p; � ) = inf
q2A (�;p )

EIGa� (q; � ; p): (2.10)

By the properties established in (2.8), (2.9), and Theorem 1, we have the following rela-

tionships between REIGtrue
� and REIG� :

EIG(p; � ) � REIG� (p; � ) � REIGtrue
� (p; � ); (2.11)

jREIG� (p; � ) � REIGtrue
� (p; � )j � � ; (2.12)

jREIG� (p; � ) � REIGtrue
� (p; � )j 2 O(� 2): (2.13)

These facts suggest an experiment that maximizes REIG� (p; � ),

� �
REIG ;� = arg max

� 2 �
REIG� (p; � );

has similar robustness to� �
REIG ;�; true over perturbations of the priorp(� ), as long as the

radius� of the ambiguity set is not too large.
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2.5.3 Computationof REIG� (p; � ) via duality

We have selected REIG� (p; � ) as our robust quantity to optimize because (2.10) can be

optimized by the dual transformation described in Section 2.4. Applying (2.4) to EIG in

the form (1.6), we have REIG� (p; � ) =

� inf
� � 0

�� + � logEp(� )

�
exp

�
�

DKL (p(yj�; � )kp(yj� ))
�

��
: (2.14)

We will show in Section 2.6 that this 1D convex optimization problem can be solved ef�-

ciently by a small adaptation of the existing EIG estimators.

2.5.4 Relateddesigncriteria

Our de�nition of REIG� was motivated by a risk-aversion argument in favor of the design

with the best worst-case EIG in a neighborhood. Because the approximation EIGa� (q; � ; p)

is af�ne, however, maximization over the ambiguity set can also be solved by duality.

This means that the same methodology can be used to de�ne a risk-loving strategy for

experimental design, which selects the experiment that has the highest EIG for some prior

in the ambiguity set. We call this criterion REIG�; max (p; � ) =

inf
� � 0

�� + � logEp(� )

�
exp

�
DKL (p(yj�; � )kp(yj� ))

�

��
: (2.15)

This criterion is used in Section 2.7 to counteract biased underestimations of EIG by some

estimators.

Last, we note that our decision to limit the uncertainty in the models of the experiments

to just the priorp(� ) and not the likelihoodp(yj�; � ) is arbitrary, at least from the perspec-

tive of the methods we have developed. An ambiguity setA (�; p(�; y j� )) can be centered

around the joint prior of the modelp(�; y j� ), and an af�ne approximation can be taken that

would allow for optimization over that ambiguity set via duality. The result would be an
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even more conservative quantity,I �; joint(p; � ) =

� inf
� � 0

�� + � logEp(�;y j� )

�
exp

�
� � 1 log

p(yj� )
p(yj�; � )

��
: (2.16)

We will not explore this criterion further in this work.

2.6 REIG estimation via sampling

The design of ef�cient estimators for EIG has been the subject of much research, in part

because their use in experimental design is computationally demanding. The combination

of nested iterations to estimate the densities of implicitly de�ned distributions, to evaluate

the expectation of the EIG, and �nally optimize that quantity leads to many passes over the

problem data as well as many model evaluations.

When introducing an implicitly de�ned quantity like REIG� , we should avoid adding

another nested loop to the calculation. This is why we immediately discounted the design

criterion REIGtrue
� from (2.5), which would require optimization in the original variables

parameterizingp(� ), which could be numerous.

2.6.1 ConstructingaREIGestimator

When both the priorp(� ) and the likelihoodp(yj�; � ) can be sampled directly, sampling-

based approaches to estimating EIG often have a two-level structure: an inner estimator that

is de�ned for a �xed � and/ory in the integrated quantity — eitherDKL (p(� jy; � )kp(� ))

in (1.4), DKL (p(yj�; � )kp(yj� )) in (1.6), orlog(p(yj�; � )=p(yj� )) in (1.7) — and an outer

Monte Carlo estimator over eitherp(� ) or p(�; y j� ) that calls the inner estimator for each

generated� or (�; y ).

This basic paradigm maps closely onto the dual formulation of REIG� in (2.14), in a

method we sketch in Algorithm 1 that de�nes an REIG estimator\REIG� .

In this approach, the inner estimator is calledN1 times in step 2, which is the same num-
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Algorithm 1 REIG� Estimation via Sampling

1. DrawN1 i.i.d. samplesf � i g
N1
i =1 from p(� ).

2. For each� i , use estimator~D(�; � ) to compute an estimatedi  ~D(� i ; � ) of
DKL (p(yj�; � )kp(yj� )) .

3. Solve the 1D convex optimization problem

M � = inf
� � 0

�� + � log
1

N1

N1X

i =1

exp(� � � 1di ) (2.17)

and return� M � .

ber of times it would have been called to compute the EIG estimator1
N1

P N1
i =1 di , but those

estimates are saved and treated as an empirical distribution so that the optimization prob-

lem in step 3 solves (2.14) by sample average approximation (SAA) instead of stochastic

approximation (SA). The assumption is that this 1D convex problem will be solved quickly,

and the dominant cost in Algorithm 1 is the cost of computing the KL divergence estimators

di  ~D(� i ; � ).

Although the inner optimization in step 3 is solved by SAA, we note that Algorithm 1

can be used within either SAA or SA for the optimization over� , depending on whether

the samples in step 1 are reused or not. The derivativer � \REIG� (p; � ) can be computed as

�r dM � � r � d, whered is the vector ofdi estimates from step 2. The partial derivatives

r � d are also present in computing the gradients of EIG estimators, so existing methods

for this term can be reused:r dM � are the only additional derivatives needed for REIG.

Letting � � be the optimal value and lettingL(d) = log 1
N1

P N1
i =1 exp(� di ), if � � 6= 0 then

r dM � = r dL(d=� � ). If � i = 0, there is somei � = arg min i di andM � = � di , so that

either� ei = r dM � or � ei 2 @dM � if i � is not unique.
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2.6.2 EIG estimators

There are many possible choices for the estimator~D(�; � ) of DKL (p(yj�; � )kp(yj� )) . Any

EIG estimatorD̂ (p(� ); p(yj�; � )) that accepts general prior distributions can be used by

running a separate instance ofD̂ for each� i with the prior distribution� � � � i . In prac-

tice, this approach would perform poorly because sequestering the samples� i into separate

estimator instances would not allow for vectorization across samples. Vectorization and

batching are best exploited in a nested EIG estimator if all instances of the inner estimator

have the same hyperparameters to maximize throughput.

In Section 2.7, we have primarily used the estimators developed in [26, 27, 29]. The

�rst is the Variational Nested Monte Carlo(VNMC) estimator, which is based on the form

of EIG in (1.7). It drawsN samples(� i ; yi ) � p(�; y j� ) from the joint prior, evaluates

logp(yi j� i ; � ) directly, and then uses an inner estimator forlogp(yi j� ). That estimator is

based on the identity

logp(yj� ) = log Eq(� )

�
p(� )

q(� jy; � )
p(yj�; � )

�
;

whereq(� jy; � ) can be any distribution that is absolutely continuous with respect top(� ),

but the variance of that expectation is lower whenq(� jy; � ) is the closer to the posterior

distributionp(� jy; � ). M samplesf � j
i g

M
j =1 are drawn fromq(� jy; � ) for eachyi , resulting in

the EIG estimator

dEIG
VNMC

=
NX

i =1

log
p(yi j� i ; � )

1
M

P M
j =1

p(� j
i )

q(� j
i jyi ;� )

p(yi j�
j
i ; � ):

(2.18)

This estimator is consistent in the limit asM ! 1 , but for �nite M , the estimator is an

upper bound for EIG. For details, see [26].

The second estimator that we use is theAdaptive Contrastive Estimator(ACE) from

[27]. In the description, it is almost identical to VNMC, except that in estimatingp(yi j� ),

24



we add to the samplesf � j
i g

M
j =1 the original sample� 0

i = � i drawn fromp(� ) that generated

yi . The result is

dEIG
ACE

=
NX

i =1

log
p(yi j� i ; � )

1
M +1

P M
j =0

p(� j
i )

q(� j
i jyi ;� )

p(yi j�
j
i ; � ):

(2.19)

This is also a consistent estimator of EIG, but the addition of the prior-samples� 0
i to

the estimator forp(yi j� ) makes it in expectation a lower bound for EIG for �niteM ; see

[27] for more details.

The last estimator that we use is theMutual Information Neural Estimation(MINE),

which trains a network to estimate the log ratiolog p(yj�;� )
p(yj� ) with samples and estimates the

EIG with SAA method [29],

dEIG
MINE

=
NX

i =1

[T (� i ; yi ) � eT (� i ;y �
i )� 1]; (2.20)

wherey�
i represents the shuf�edy andT is a neural network with parameters .

The outer loop for the ACE, VNMC, and MINE methods draws fromp(�; y j� ) or

p(� )p(yj�; � ), and in the implementations provided by the authors one sample fromp(yj� i ; � )

is drawn for each ofN samples� i drawn fromp(� ). To adapt these methods to the needs

of our Algorithm 1, we splitN into N = N1N2, and drawN2 samples fromp(yj� i ; � ) for

each ofN1 samples drawn fromp(� ). We then take the mean over theN2 samples for our

estimate ofDKL (p(yj� i ; � )kp(yj� )) on line 2 of our algorithm.

2.6.3 REIGaslog-sum-expstabilization

Step 3 of Algorithm 1 shows that the convex dual objective function for the REIG� de-

sign criterion manifests as a�� -biased and� � 1-weighted log-sum-exp combination of the

� DKL (p(yj�; � )kp(yj� )) estimates.
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From the bounds for log-sum-exp operators, we have

�� � min
i

f di g � �� + � log
1
N

NX

i =1

exp(� � � 1di )

> �� � min
i

f di g � � logN:

When the ambiguity set radius� is smaller, the optimal� is larger, andM � becomes more

like the sample mean; when� is larger, the optimal� is smaller until eventually the� � 0

constraint becomes binding. In that case, the limit as� ! 0 is achieved, and the value is

squeezed to becomeM � = � mini di .

We interpret these facts in the following way: REIG� tends to bias the samples in the

EIG estimate more towards the smaller values ofDKL (p(yj� i ; � )kp(yj� )) the larger� is. A

well-recognized problem in EIG estimation [27] is the presence of samples wherep(yj� ) is

under-estimated, leading to arti�cially in�ated EIG estimates.

We have considered REIG� a design criterion in its own right until this point. Still, this

biasing behavior suggests that the use of Algorithm 1 with an appropriate choice of� can

also be useful as an estimator for the original EIG criterion whose bias protects the estimate

from sampling error. This may be a viable approach for stabilizing the computed EIG value

when there are insuf�cient samples to converge the estimate ofp(yj� ) well in the nested

sampling approaches.

Since dEIG
VNMC

is an upper bound whiledEIG
ACE

and dEIG
MINE

are lower bounds for

EIG, we de�ne an estimator[REIG
VNMC

� that uses VNMC as the estimator for (2.14) and

the estimators[REIG
ACE

�; max and [REIG
MINE

�; max that use ACE and MINE, respectively. The mini-

mization/maximization in each case acts counter to the bias of the sampling process, which

we measure in the following section.
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Figure 2.2: Preference test: EIG change with prior perturbation and the performance of
REIG� .

2.7 Experiments

We perform two types of numerical experiments. In the �rst type, we test how well REIG�

performs as a “worst-case” EIG estimate, as discussed in Section 2.5. In the second type,

we compare the previously developed EIG estimators from Section 2.6.2 with a large num-

ber of samples to REIG� with a small number of samples to see if the bias against large

summands described in Section 2.6.3 is as effective as additional samples in stabilizing the

computation.

2.7.1 REIGasaworst-caseestimate

This test uses the Preference model test case from [26]. The parameter� is a location

parameter with a reference priorp(� ) that is normally distributed, and the experiments are

indexed by locations relative to� .

To test how well REIG� serves at computing worst-case estimate, we select a second

prior q(� ) such that EIG(p) and EIG(q) look visibly distinct over the range of possible ex-

periments in Figure 2.2. We then measure the KL divergence betweenp(� ) andq(� ) and

take this number to be� (in this case,� = 0:2). We then compute the REIG� criterion for
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all experiments as well and plot them in Figure 2.2. In all these calculations, we use a

sampling estimator with reasonably many samples to ensure the values converge. What we

see is that REIG� (p; � ) succeeds at being a lower bound for both EIG(p; � ) and EIG(q; �)

in this case. We also see that this is not the result of a uniform or log-uniform scale reduc-

tion: REIG� (p; � ) has more drastically reduced the gain of some experiments than others,

meaning that REIG� (p; � ) determines a different optimal� � than EIG(p; � ).

2.7.2 EIG stabilizationvia REIG

We now test the effectiveness of\REIG� (p; � )'s log-sum-exp stabilization at producing a

stabilized estimation of EIG(p; � ). We use the benchmarks designed by [26, 29], specif-

ically three experimental designs that have explicit models for the likelihood distribution:

A/B test, Preference, and Pharmacokinetic model.

A/B test

An A/B test [76, 77] can be used to determine which experiment in a set of two or more re-

sults the largest information gain. [26] introduces the group size selection problem between

groups A and B. We haven experiment participants, and we can selectnA participants for

group A andn � nA participants for group B. Each participant is represented as two ran-

dom variables: the �rst is measured for participants in group A, and the second for group

B. This A/B test models each participant's random variables using a Bayesian linear model,

y = X� + � n , wherey is response observation,X is design parameter, and the prior and

likelihood distributions are Gaussian distributions.

Each estimator under consideration uses a neural network to generate samples that must

be trained. The proposal distribution used by the VNMC and ACE estimators is trained

with A and� p as in [26]: more details about the proposal distribution can be found there.

Likewise, the parameters of the neural network indEIG
MINE

are trained for each� with

samples ofy from the given distributions.
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In our work, we start from a different reference prior distribution, with its mean taken

to be[4:46; 0] instead of[0; 0]. We �nd that the VNMC estimator shows considerably more

error for some designs with a small number of samplesM = 30 (Figure 2.3, top left) and

requires more samples to converge (M � 100). MINE, on the other hand, doesn't have a

big difference when we have enough samples (Figure 2.3, bottom left). Since[REIG
MINE

�; max

is computationally ef�cient, it requires minimal neural network operations. This ef�ciency

allows us to utilize more samples, enhancing the estimator's accuracy.

In contrast to that larger number of samples, we compute[REIG
VNMC

� and [REIG
ACE

�; max

estimators using onlyM = 30 posterior samples and[REIG
MINE

�; max using N = 1000 � 10

samples, with an increasing series of ambiguity set radii� (Figure 2.3, right). The estimate

is almost unaffected by the ambiguity set if� = 0:001, but increasing� to 0:1 seems to

improve the [REIG
VNMC

� estimates for the designs that were highly overestimated without

negatively affecting the other experiments that were already properly estimated. Regarding

[REIG
ACE

�; max and [REIG
MINE

�; max , these estimators demonstrate their design rankings remaining

stable even as� increases.

Preference

The Preference test is another benchmark that we use to test the effectiveness of

REIG� (p; � )'s log-sum-exp stabilization. The Preference experiment is designed to un-

derstand consumer behavior with a utility function [26, 78]. The experiment provides the

proposal to subjects and checks their preference as an output. We use this output to compute

the information gain to estimate the parameter in the model.

We use the experiment from [26]. We start from a different reference prior distribution

using� 7:35 as the mean instead of0. The KL divergence from the original prior distri-

bution is� = 0:2. VNMC estimator in our test shows more error with a small number of

samplesM = 30 (Figure 2.4, top left), while ACE estimator shows accurate estimation for

the EIG with a small number of marginalization samples (Figure 2.4, middle left). MINE
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Figure 2.3: A/B test convergence for EIG estimators (left column):N = 1000 samples
from p(�; y ) and M = 30=100=1000samples fromq� (� jy; � ) (10,000, 30,000, 50,000
samples for the MINE estimator); REIG� estimators (right column):N1 = 100 � samples
from p(� ) andN2 = 10 y samples from each� i andM = 30 posterior samples for the
marginal likelihood distribution (1000� and10y samples for the MINE estimator).
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Figure 2.4: Preference test convergence for EIG estimators (left column):N = 1000
samples fromp(�; y ) and M = 30=100=1000samples fromq� (� jy; � ) (10,000, 30,000,
50,000 samples for the MINE estimator); REIG� estimators (right column):N1 = 100 �
samples fromp(� ) andN2 = 10 y samples from each� i andM = 30 posterior samples for
the marginal likelihood distribution (1000� samples and 10y samples for MINE estimator).

estimator, on the other hand, estimates the EIG lower than the true EIG (Figure 2.4, bottom

left). However, the optimal experimental setup is the same as the true EIG.

We further estimate[REIG
VNMC

� and [REIG
ACE

�; max estimator using onlyM = 30 samples

and MINE, with an increasing series of ambiguity set radii� (Figure 2.4, right). By applying

ambiguity set 0.01, the EIG estimation boundary becomes tight. If we apply ambiguity

set � = 0:1, the lower bound (ACE) becomes higher than the true EIG while the upper

bound (VNMC) becomes lower than the True EIG (Figure 2.4, right). The[REIG
ACE

�; max and

[REIG
VNMC

� are no longer the corresponding upper bound and lower bound.[REIG
MINE

�; max with

� = 0:1 increases the EIG estimation and changes the optimal experimental setup (Figure

2.4, bottom right).
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Pharmacokinetic model

The last benchmark that we use to test the effectiveness of REIG� (p; � ) is the Pharma-

cokinetic study. The Pharmacokinetic study is designed to understand how medicine is

absorbed, distributed, and eliminated in the subject's body, which we can understand with

the compartmental model. We can estimate the compartment model's parameter by blood

sampling and we want to calculate the optimal blood sampling time. [22, 29]

We start from a different reference prior distribution with its mean taken to be[0:1,

log 0:1; log 20]whose KL divergence from the original prior distribution is 0.1. The ac-

curacy of the estimatorsdEIG
VNMC

and dEIG
ACE

in our tests have increased withM (Figure

2.5, top left, middle left) whiledEIG
MINE

, on the other hand, does converge to a substantial

underestimate (Figure 2.5, bottom left), yet identi�es the same optimal experiment.

We further compute[REIG
VNMC

� and [REIG
ACE

�; max estimators using onlyM = 30 samples

and [REIG
MINE

�; max , with an increasing series of ambiguity set radii� (Figure 2.5, right). By

applying ambiguity set 0.1, the lower bound (ACE) becomes higher than the true EIG

while the upper bound (VNMC) becomes lower than the True EIG (Figure 2.5, right).

The [REIG
ACE

�; max and [REIG
VNMC

� are no longer the corresponding upper bound and lower

bound. MINE estimator with ambiguity set� = 0:1, on the other hand, improves the EIG

estimation so that the estimation is close to the true EIG (Figure 2.5, bottom right).

2.8 Discussion

This chapter presents an introduction and initial numerical experiments testing the robust

modi�cation of expected information gain as a criterion for Bayesian model selection. The

REIG� estimator is designed to both have rigorously de�ned approximation properties (as

the minimization of a tangent approximation to the EIG over a convex ambiguity set) and

to yield a practical algorithm in practice (Algorithm 1, which post-processes the samples

of previously de�ned estimators by the solution of a 1D convex optimization problem).
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Figure 2.5: Pharmacokinetic model convergence for EIG estimators (left column):N =
1000 samples fromp(�; y ) and M = 30=100=1; 000 samples fromq� (� jy; � ) (10,000,
30,000, 50,000 samples for the MINE estimator); REIG� estimators (right column):N1 =
100� samples fromp(� ) andN2 = 10 y samples from each� i andM = 30 posterior sam-
ples for the marginal likelihood distribution (1000� samples and 10y samples for MINE
estimator).
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While our initial results are promising, our understanding of how to apply this method

is not complete at this time. Most of the remaining questions relate to the choice of the

radius� of the ambiguity set over which the approximated EIG is taken to be robust. A

de�nite a priori estimate for� seems unlikely in most cases.

In an approach analogous to Morozov's discrepancy principle, a logical choice of�

would be one such that the implied radius of the ambiguity set is in the same order as the

error that the sampling-based estimator (such as VNMC or ACE) has introduced into the

problem. The fact that these two estimators provide (in expectation) an upper and lower

bound for the true EIG of a design suggests that there may be a way to combine the two

estimators into an a posteriori estimate of the proper choice of� . Further investigation into

this topic is the subject of future research.
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CHAPTER 3

ACCURATE, SCALABLE, AND EFFICIENT BAYESIAN OPTIMAL

EXPERIMENTAL DESIGN WITH DERIVATIVE-INFORMED NEURAL

OPERATORS

3.1 Introduction

This chapter considers BOED constrained by large-scale PDEs under in�nite or high-

dimensional uncertain parameters. For the design optimality criteria, we consider both

variance-based alphabetic optimality [4, 79, 80], and information theory-based optimality

criterion known as mutual information or EIG [8, 33, 81]. The variance-based optimality

criteria seek to minimize the uncertainty represented by the posterior covariance summary

statistics, such as A-optimality (the trace of posterior covariance) and D-optimality (the de-

terminant of posterior covariance). Alternatively, the information theory-based EIG seeks

to maximize the average information gained from all possible realizations of the experi-

mental data. Mathematically, the EIG is de�ned as the expectation of Kullback–Leibler

divergence between the posterior and the prior distributions over the data or marginal like-

lihood distribution, which involves the integration with respect to both the posterior and

data distributions.

Several challenges are faced in solving BOED for large-scale PDE-constrained prob-

lems, including: (1) each evaluation of the optimality criteria requires the computation of a

parameter-to-observable (PtO) map—the map from the uncertain parameters to the obser-

vational quantity of interest of the system—at many data and parameter samples; (2) each

computation of the PtO map involves a solution of the model, which can be very expensive

for large-scale PDE models; (3) the dimensions of the uncertainty parameter space and the

experiment design space can be very high or in�nite as considered in our work, leading to
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the curse of dimensionality. This means the computational/sampling complexity increases

rapidly (exponentially) with respect to the dimensions for many conventional methods; and

(4) the optimization with respect to the experimental design may be highly non-convex,

as exempli�ed by the problem of optimal placement of sensors from a large number of

candidate sensor locations.

To address these challenges, various computational methods have been developed over

the last decade, including (1) sparse polynomial chaos approximation of PtO maps [24,

82], (2) Laplace approximation of non-Gaussian posterior distributions [31–33, 36, 83],

(3) low-rank approximation of prior-preconditioned Hessian of the data mis�t term [4, 36,

79, 84–86], (4) reduced order models [87–89] and deep neural networks [8] that serve as

surrogate models of the PDEs or PtO maps, (5) variational inference and neural estimation

in a fast approximation of the EIG or mutual information [20, 26, 29, 90], and (6) ef�cient

optimization methods based on gradient information [36, 79, 82], greedy algorithms [88,

89, 91, 92], and swapping greedy algorithms [8, 81, 93].

In this work, we consider the Laplace approximation of the posterior distribution [31–

33, 36, 83] and the low-rank approximation of the prior-preconditioned Hessian of the data

mis�t term [4, 36, 79, 84–86]. Though achieving signi�cant computational reduction, such

approximations are still infeasible for large-scale PDE models with high-dimensional pa-

rameters. This is because (1) a Maximum-A-Posteriori (MAP) point needs to be computed

in the Laplace approximation for each observed data and each given experimental design,

which requires the solution of a large-scale PDE-constrained high-dimensional optimiza-

tion problem; (2) the evaluation of the optimality criteria involves a low-rank factorization

of the large-scale prior-preconditioned Hessian of the mis�t at each MAP point; and (3)

both the MAP points and the low-rank factorizations need to be computed numerous times,

e.g., millions of times for the combinatorial optimization of the high-dimensional experi-

mental design by a greedy algorithm.

Contributions. We propose addressing the computational challenges in BOED by
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developing an accurate, scalable, and ef�cient computational framework based on the

derivative-informed neural operator (DINO) [42]. We propose to use derivative-informed

dimension reduction to reduce the parameter dimensions and principal component analysis

(PCA) to reduce the PtO dimensions. Based on the dimension reduction, we train DINO

as a neural operator surrogate of the PtO map and its derivative. This approach uses a

relatively small amount of training data (PtO map and its Jacobian) to achieve high ap-

proximation accuracy of the neural operator. Moreover, we derive DINO-enabled ef�cient

formulations in computing the maximum a posteriori (MAP) point, the eigenvalues of ap-

proximate posterior covariance, and three commonly used optimality criteria for the OED

problems. Speci�cally, we compute the MAP point by solving a low-dimensional optimiza-

tion problem, leveraging the DINO evaluation of the PtO map and its accurate Jacobian.

We approximate the posterior covariance matrix and optimality criteria at the MAP point

through an eigenvalue problem of the mis�t Hessian in the reduced input and output sub-

space. We provide detailed error analysis for DINO's approximations of the MAP point,

the eigenvalues, and the optimality criteria under appropriate assumptions on the accuracy

of the neural surrogate and dimension reduction. These computations facilitate rapid eval-

uations of optimality criteria for each data point and corresponding experimental design,

accommodating any number of sensors. To this end, we propose modifying a swapping

greedy algorithm developed in [81] to solve the BOED optimization problem, enhancing

its optimality through a different initialization of the sensors using a greedy algorithm. We

demonstrate our approach's high accuracy, scalability, and ef�ciency with two examples

of two-dimensional (2D) and three-dimensional (3D) PDE models, involving hundreds of

observables and tens of thousands of parameters. Speci�cally, we achieve an 80� speedup

compared to the high-�delity BOED solution for the 2D model and a 1148� speedup for

the 3D model, including both the online evaluation and of�ine construction costs of the

surrogates.

Related work. Our work builds on the recent work [81] in using Laplace and low-rank
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approximations and [8] in using surrogate models. We point out the signi�cant difference

that in [81], the MAP point in the Laplace approximation is replaced by the correspond-

ing prior sample point to save the prohibitive cost of computing the MAP point, which

is a limitation since the optimality criteria may not be well correlated for the two points.

Moreover, the authors assume that observation noise is uncorrelated to enable an of�ine-

online decomposition of the low-rank approximation. In [8], a neural network surrogate

is constructed to compute only the PtO map, and the EIG is calculated by a double loop

Monte Carlo (DLMC) sampling. The surrogate is not built using Jacobian information;

thus, it is inaccurate and not used to compute the Jacobian and the related A-/D-optimality

criteria, as well as the Laplace approximation-based EIG. It is limited to relatively large

observation noise because of the pollution of the neural network approximation errors in

the accurate computation of the likelihood function, which is crucial for the DLMC sam-

pling. In contrast, our work is not subject to these limitations. However, we remark that

our method is limited to the low-rankness or fast spectral decay of the PtO map and the

Hessian of the data mis�t term as in [8, 81]. Fast spectral decay is an intrinsic property

of many high-dimensional problems. It has been exploited in various other contexts be-

sides BOED, e.g., Bayesian inference [37, 94–99], model reduction for sampling and deep

learning [100–103], and optimization under uncertainty [104–107].

The rest of the paper is organized as follows: Section 3.2 presents BOED problems

with three optimality criteria constrained by PDEs to infer in�nite-dimensional parameters

from noisy observations. Section 3.3 then discusses solving these BOED problems using

high-�delity approximation methods, including �nite element discretization, Laplace ap-

proximation, and low-rank approximations of the posterior. In Section 3.4, we introduce

DINO surrogates incorporating proper dimension reduction techniques, ef�cient compu-

tation of optimality criteria, and a modi�ed swapping greedy algorithm to accelerate the

solution of BOED problems. Section 3.5 provides error analyses for the approximations of

the MAP point, the eigenvalues of the approximate posterior covariance, and the optimality
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criteria under appropriate assumptions. We present numerical results in Section 3.6, vali-

dating these assumptions and demonstrating the accuracy, scalability, and ef�ciency of our

proposed method in solving BOED problems constrained by large-scale PDEs. Finally, we

conclude the paper in Section 3.7.

3.2 Problem statement

We present Bayesian inverse problems constrained by PDEs with in�nite-dimensional pa-

rameters, BOED problems in the context of optimal sensor placement, and the challenges

for their solutions.

3.2.1 Bayesianinverseproblem

We consider Bayesian inverse problems to infer uncertain parameters in mathematical mod-

els described by PDEs written in an abstract form as

R(u; m) = 0 in V0; (3.1)

whereu 2 V is the state variable in a separable Banach spaceV de�ned in physical domain

D 2 Rd, e.g., in dimensiond = 1; 2; 3; m represents the uncertain parameter. Speci�cally,

we considerm as a random �eld parameter in a Hilbert spaceM de�ned in D, which is

in�nite-dimensional. The operatorR : V � M ! V 0 represents the strong form of the

PDE, whereV0 is the dual ofV.

Let B : V ! Rds denotes an observation operator that maps the state variableu to a

vector ofds-dimensional observation functionals, withds 2 N. We de�ne a corresponding

PtO mapF : M ! Rds asF (m) := B(u(m)). In particular, we consider the observation

made inds sensor locations(x 1; :::; x ds ) with x i 2 D indicating thei -th sensor location

in domainD. In the BOED problem, we can only chooser s 2 N out of theds candidate

sensors because of the budget constraint, where typicallyds � r s. We use a design matrix
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� 2 Rds � r s to represent the selection ofr s sensors out of theds candidates, with� ij = 1 if

thej -th sensor is selected at thei -th locationx i , and� ij = 0 if not. Moreover, one location

can not be placed with more than one sensor. Mathematically, we de�ne the admissible

design matrix set� as

� =

(

� 2 Rds � r s : � ij 2 f 0; 1g;
dsX

i =1

� ij = 1;
r sX

j =1

� ij 2 f 0; 1g

)

: (3.2)

For a given design matrix� 2 � , we denote the corresponding PtO map asF � = � T F :

M ! Rr s . We consider that the noisy observation datay is corrupted with an additive

observation noise� , given as

y = F � (m) + � n ; (3.3)

where we assume the observation noise obeys Gaussian distribution� n � N (0; � noise) with

zero mean and covariance� noise 2 Rr s � r s . Under this assumption, the likelihood of the data

y for a parameterm and design matrix� is given by

� like(y jm; � ) =
1

p
(2� )r j� noisej

exp (� �( y ; m; � )) ; (3.4)

wherej� noisej denotes the determinant of� noise, and the potential function�( m; y ; � ) rep-

resents a data-model mis�t term given as

�( y ; m; � ) =
1
2

jjy � F � (m)jj 2
� � 1

noise
=

1
2

(y � F � (m))T � � 1
noise(y � F � (m)): (3.5)

Given datay in (3.3), the inverse problem is to infer the parameterm constrained

by the model (3.1). In a Bayesian framework, the inference is to update the probability

distribution of the parameterm from its prior distribution� prior to the posterior distribution

� post conditioned on the observation datay and design matrix� . We consider a Gaussian

prior � prior = N (mprior; Cprior) with meanmprior and covariance operatorCprior : M !
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M 0. In particular, we use a common choice of Matérn covariance operatorCprior = A � �

[108], whereA = � 
 � + �I with homogeneous Neumann boundary condition,� is

the Laplacian,I denotes the identity, and the constants�; 
; � > 0 collectively determine

the smoothness, correlation, and variance of the parameter. We require� > d= 2 for the

covariance to be of trace class [109], whered is the dimension of the domainD. Given this

prior, Bayes' rule states that the posterior of the parameter written in the form of Radon–

Nikodym derivative satis�es

d� y ;�
post(m)

d� prior(m)
=

1
� (y j� )

� like(y jm; � ); (3.6)

where� (y j� ) is known as model evidence or marginal likelihood distribution given by

� (y j� ) =
Z

M
� like(y jm; � )d� prior(m); (3.7)

which is typically computationally intractable in in�nite or high dimensions.

3.2.2 Bayesianoptimalexperimentaldesign

The BOED problem in our context seeks the optimal placement ofr s sensors out ofds

candidate locations that provide maximum information to infer the parameter. For this

task, we consider several widely used optimality criteria, including the variance-based A-

optimality criterion and D-optimality criterion, and the information theory-based EIG.

The variance-based A-/D-optimality criteria are de�ned for a Laplace approximation of

the posterior distribution given bŷ� y ;�
post = N (my ;�

MAP; Cy ;�
post). Here,my ;�

MAP denotes the MAP

point de�ned as

my ;�
MAP := arg min

m2C0

1
2

jjy � F � (m)jj 2
� � 1

noise
+

1
2

jjm � mpriorjj 2
C� 1

prior
; (3.8)

whereC0= range(C1=2
prior) is the Cameron–Martin space [110] of the Gaussian measure� prior,
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which is a subspace ofM . The covariance operatorCpost is given by

Cy ;�
post = ( H y ;�

mis�t (m
y ;�
MAP) + C� 1

prior)
� 1; (3.9)

whereH y ;�
mis�t (m

y ;�
MAP) is the Hessian of data-model mis�t term�( m; y ; � ) with respect to

m evaluated atmy ;�
MAP. A common choice forH y ;�

mis�t (m
y ;�
MAP) in in�nite-/high-dimensional

BOED is to use its Gauss–Newton approximation

H y ;�
mis�t (m

y ;�
MAP) � H GN

mis�t (m
y ;�
MAP) := r mF � (m

y ;�
MAP)T � � 1

noiser mF � (m
y ;�
MAP); (3.10)

with the Jacobianr mF � (m
y ;�
MAP) : M ! Rr s evaluated at the MAP pointmy ;�

MAP. This

corresponds to a Fisher information matrix-based optimality criterion [111]. The Gauss–

Newton approximation of the Hessian is exact if the PtO mapF � (m) is linear with respect

to m, or it can be considered as a linear approximation ofF � (m) at the MAP point, i.e.,

F � (m) � F � (m
y ;�
MAP) + r mF � (m

y ;�
MAP)(m � my ;�

MAP): (3.11)

We note that for the A-/D-optimality criteria, we need to obtain the MAP pointmy ;�
MAP

by solving the optimization problem (3.8) and compute the Jacobianr mF � (m
y ;�
MAP) at the

MAP point, both of which are constrained by the PDE (3.1) and depend on the realization

of the datay and the design matrix� .

To this end, we consider the BOED problem with the A-optimality criterion de�ned as

[4]

� �
A = arg min

� 2 �
E� (y j� ) [trace(Cy ;�

post(m
y ;�
MAP))] ; (3.12)

where trace(�) denotes the trace of the covariance operatorCy ;�
post(m

y ;�
MAP) de�ned in (3.9),

with the superscript representing the dependence on the datay observed at the sensors

determined by the design matrix� . The expectationE� (y j� ) [�] is taken with respect to the

distribution of the datay conditioned on� . This expectation can be evaluated by the double
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integralEm� � priorEy � � like(�jm;� ) [�].

For the D-optimality criterion, we use the de�nition from [4] as

� �
D = arg max

� 2 �
E� (y j� ) [logdet(I + ~H y ;�

mis�t )]; (3.13)

with the prior-preconditioned Hessian of the mis�t term~H y ;�
mis�t = C1=2

priorH
y ;�
mis�t (m

y ;�
MAP)C1=2

prior

and the identity operatorI , where det(�) denotes the determinant. Note that

I + ~H y ;�
mis�t = C1=2

prior

�
H y ;�

mis�t (m
y ;�
MAP) + C� 1

prior

�
C1=2

prior = C1=2
prior

�
Cy ;�

post(m
y ;�
MAP)

� � 1
C1=2

prior; (3.14)

the prior-preconditioned inverse of the posterior covariance operator.

Alternatively, the BOED with the information theory-based EIG seeks to maximize the

expected information gained from the sensors, i.e.,

� �
EIG = arg max

� 2 �
E� (y j� )

h
DKL (� y ;�

postjj � prior)
i

; (3.15)

where the information gain is measured by the Kullback–Leibler (KL) divergence between

the posterior distribution� y ;�
post and the prior distribution� prior, de�ned as

DKL (� y ;�
postjj � prior) = Em� � y ;�

post

"

log

 
d� y ;�

post(m)
d� prior(m)

!#

: (3.16)

Under the assumption of Gaussian prior� prior = N (mprior; Cprior) and using the Laplace

approximation of the posterior̂� y ;�
post = N (my ;�

MAP; Cy ;�
post), the analytical form of the KL di-

vergence is given by [4]

DKL (�̂ y ;�
postjj � prior) =

1
2

logdet(I + ~H y ;�
mis�t ) �

1
2

trace(H y ;�
mis�t C

y ;�
post) +

1
2

jjmy ;�
MAP � mpriorjj 2

C� 1
prior

:

(3.17)

Several computational challenges arise in solving the BOED problems with these op-
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timality criteria, including: (1) the dimension of the uncertain parameter space and the

design space can be in�nite or very high, which brings the curse of dimensionality, i.e.,

the computational/sampling complexity increases exponentially with respect to the dimen-

sions; (2) each evaluation of the optimality criteria (trace (3.12), determinant (3.13), EIG

(3.15)) requires numerous expensive PDE solves for the computation of the PtO mapF �

and its Jacobianr mF � ; (3) the optimization with respect to experimental design� is com-

binatorial and high-dimensional, which may require a large number of evaluations of the

optimality criteria.

3.3 High-�delity approximations

In this section, we follow [36, 38, 81, 108] and present high-�delity approximations using

a �nite element method to discretize the in�nite-dimensional parameter �eld and solve the

BOED problem based on Laplace and low-rank approximations. We highlight the speci�c

computational challenges of high-�delity approximations as the motivation and basics to

develop our computational framework in Section 3.4. We also use the high-�delity ap-

proximations of all the related quantities to demonstrate our proposed method's accuracy,

scalability, and ef�ciency in Section 3.6.

3.3.1 High-�delity discretization

The random �eld parameterm lives in the in�nite-dimensional Hilbert spaceM . We

discretizem by a �nite element method in a �nite-dimensional spaceM dm � M of

dimensiondm with piecewise continuous Lagrange polynomial basisf � j gdm
j =1 such that

� j (x i ) = � ij . Let h denote the mesh size of the discretization. We approximate the param-

eter bymh 2 M dm de�ned as

mh(x) =
dmX

j =1

mj � j (x); (3.18)
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wherem = ( m1; m2; :::; mdm )T 2 Rdm is a coef�cient vector ofmh. The prior distribution

for this discretized parameterm is Gaussian� (m ) = N (m prior; � prior) with mean vector

m prior and covariance matrix� prior as discretized from the meanmprior and the covariance

operatorCprior = A � � with A = � 
 � + �I . Let M andA denote the �nite element mass

matrix and stiffness matrix given by

M ij =
Z

D
� i (x)� j (x)dx; i; j = 1; :::; dm ; (3.19)

and

A ij =
Z

D
(
 r � i (x) � r � j (x) + �� i (x)� j (x))dx; i; j = 1; :::; dm ;

then the inverse of the covariance matrix� prior for � = 2 is given by [108]

� � 1
prior = AM � 1A: (3.20)

3.3.2 Laplaceandlow-rankapproximations

By the high-dimensional discretization, we can write the Laplace approximation of the

posterior distribution ofm as N (m y ;�
MAP; � y ;�

post(m
y ;�
MAP)) , where the MAP pointm y ;�

MAP is

obtained from solving the following �nite/high-dimensional optimization problem corre-

sponding to (3.8) in the function space

m y ;�
MAP = arg min

m 2 Rdm

1
2

jjy � F� (m )jj 2
� � 1

noise
+

1
2

jjm � m priorjj 2
� � 1

prior
; (3.21)

with F� denoting a map fromm to the observables corresponding to a discrete version of

the PtO mapF � for a given sensor selection� . To solve this optimization problem, we

can employ, e.g., an inexact Newton–CG algorithm, which requires the computation of the

derivative ofF� (m ) with respect tom .
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The posterior covariance matrix� y ;�
post(m

y ;�
MAP) evaluated atm y ;�

MAP is given by

� y ;�
post(m

y ;�
MAP) = ( H y ;�

mis�t (m
y ;�
MAP) + � � 1

prior)
� 1; (3.22)

whereH y ;�
mis�t (m

y ;�
MAP) is a discrete approximation ofH y ;�

mis�t (mMAP) in (3.10) given by

H y ;�
mis�t (m

y ;�
MAP) � H GN

mis�t (m
y ;�
MAP) = ( r m F� (m

y ;�
MAP))T � � 1

noiser m F� (m
y ;�
MAP): (3.23)

The posterior covariance matrix� post is high-dimensional and involves the Jacobian

r m F� and its transpose, which requires solving the PDE and its adjoint. To ef�ciently

compute the posterior covariance, we employ a low-rank decomposition by �rst solving a

generalized eigenvalue problem

H y ;�
mis�t (m

y ;�
MAP)w i = � i � � 1

priorw i ; i = 1; :::; r; (3.24)

with eigenpairs(� i ; w i ), i = 1; : : : ; r , corresponding to the largestr eigenvalues� 1 �

� � � � � r , andw T
i � � 1

priorw j = � ij with i; j = 1; : : : ; r . It requiresO(r ) linearized PDE

solves using a randomized SVD algorithm [108], see [81] for more details. Let� r =

diag(� 1; : : : ; � r ), Wr = ( w 1; : : : ;w r ), andVr = � � 1=2
prior Wr , we have the low-rank approxi-

mation from (3.24)

~H y ;�
mis�t (m

y ;�
MAP) = � 1=2

priorH
y ;�
mis�t (m

y ;�
MAP)� 1=2

prior � Vr � r V T
r ; (3.25)

which is accurate for a relatively smallr as long as the eigenvalues decay fast with� r +1 � 1.
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To this end, the posterior covariance can be approximated by

� y ;�
post(m

y ;�
MAP) = � 1=2

prior(I + ~H y ;�
mis�t (m

y ;�
MAP)) � 1� 1=2

prior

� � 1=2
prior(I + Vr � r V T

r )� 1� 1=2
prior

= � 1=2
prior(I � Vr D r V T

r )� 1=2
prior

= � prior � Wr D r W T
r ;

(3.26)

where we factorized� 1=2
prior in the �rst equality, then applied the low-rank approximation

(3.25), employed Sherman–Morrison–Woodbury formula for the second equality withD r =

diag(� 1=(1 + � 1); : : : ; � r =(1 + � r )) , and used the de�nition ofVr with � 1=2
priorVr = Wr in the

last equality.

3.3.3 High-�delity BOED

By applying the Laplace and low-rank approximations of the posterior, we can compute

the approximate A-optimal design corresponding to (3.12) as

� �
A = arg min

�
E� (y j� )

�
trace(� prior � Wr D r W T

r )
�

= arg max
�

E� (y j� )

�
trace(Wr D r W T

r )
�

;

(3.27)

where the equality is due to� prior does not depend ony and� . For simplicity, we consider

a simpli�ed A-optimality criterion as trace(Vr D r V T
r ) = trace(D r V T

r Vr ) = trace(D r ) as

V T
r Vr = I r , so that

� �
A = arg max

�
E� (y j� )

"
rX

i =1

� i

1 + � i

#

: (3.28)

Note that this de�nition of the A-optimality is consistent with the de�nition of the D-

optimality (3.13) as to minimize the trace and log determinant of the same quantity� � 1=2
prior

� y ;�
post(m

y ;�
MAP)� � 1=2

prior , respectively, which is equivalent to maximize the trace ofVr D r V T
r and

log determinant ofI + Vr � r V T
r by (3.26). This leads to the optimal design of the approxi-

mate D-optimality as
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� �
D = arg max

�
E� (y j� )

�
logdet(I + Vr � r V T

r )
�

= arg max
�

E� (y j� )

"
rX

i =1

log(1 + � i )

#

:

(3.29)

For the EIG criteria de�ned in (3.15) with the Laplace approximation and (3.17), we

can compute the optimal design of the approximate EIG with the following form [81]

� �
EIG = arg max

�
E� (y j� )

"
rX

i =1

log(1 + � i ) �
rX

i =1

� i

1 + � i
+ jjm y ;�

MAP � m priorjj 2
� � 1

prior

#

: (3.30)

Note that the �rst two terms correspond to the D-optimality and A-optimality criteria.

3.3.4 Computationalchallenges

We remark that both the eigenpairs(� i ; w i ), i = 1; : : : ; r , and the MAP pointm y ;�
MAP de-

pend on the data sampley and the design� . The conditional expectationE� (y j� ) in the

above three optimal design problems can be computed using sample average approxima-

tion (SAA) by drawing samplesy (n) = F� (m (n)) + � (n)
noise, n = 1; : : : ; Ns, with m (n) drawn

from the prior distribution ofm and� (n)
noise drawn from the observation noise distribution.

Then we need to solve the optimization problem (3.21) for the MAP point and the general-

ized eigenvalue problem (3.24) for the eigenpairs at each of theNs samples, which becomes

computationally prohibitive for largeNs and large-scale PDEs to solve. We point out that

the authors of [81] replace the MAP pointm y ( n ) ;�
MAP by the prior samplem (n) , which avoids

solving the optimization problem (3.21). Moreover, they assume uncorrelated observation

noise� (n) in each observation dimension, by which they only need to solve a generalized

eigenvalue problem in high dimensions once and then solveNs eigenvalue problems of size

r � r for each design� in the design optimization. However, the MAP point may differ

from the prior sample, especially for a small number of observables, which can make their

method less effective. The computational method in solving the generalized eigenvalue
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problem also becomes not applicable for correlated observation noise. In this work, we

propose to ef�ciently compute both the MAP point and the eigenpairs by using derivative-

enhanced surrogate models, which completely avoids solving the PDE models during the

optimization for the optimal design once the surrogate models are constructed. Moreover,

we do not need the observation noise (as required in [81]) to be uncorrelated to use the

surrogate models.

3.4 BOED with DINO

In this section, we present our approach for scalable and ef�cient computation of the op-

timality criteria based on DINO [42] and introduce a swapping greedy algorithm modi�ed

from [81] to optimize the experimental design. To achieve the scalability of the DINO

approximation with accurate derivative evaluation, we employ derivative-informed dimen-

sion reduction methods [103, 112] by reducing the dimensions of both the input parameters

and output observables. For the ef�cient computation of the optimality criteria, we formu-

late both the optimization of the MAP point problem (3.21) and the generalized eigenvalue

problem (3.24) in the derivative-informed subspaces. Additionally, we present a complex-

ity analysis of the high-�delity and DINO approximations regarding the number of PDE

solves for the full BOED optimization.

3.4.1 Derivative-informeddimensionreduction

The random �eld parameterm de�ned in the function spaceM is in�nite-dimensional. By

the high-�delity discretization ofm in Section 3.3.1, the dimensiondm of discrete param-

etersm is often remarkably high. Meanwhile, the dimensiondF of candidate sensors or

observablesF is also set high to select the most informative sensors. The high dimension-

ality of input parameters and output observables makes building an accurate neural network

surrogate of the PtO map challenging without a suf�ciently large amount of training data

and a signi�cant training cost. To address this challenge, we present derivative-informed
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dimension reduction and the commonly used principal component analysis (PCA) for com-

parison.

In both the computation of the MAP point by a Newton-CG optimizer to solve (3.21)

and the evaluation of the Gauss–Newton Hessian in (3.23), we need to compute the deriva-

tive r m F (m ). This motivates a derivative-informed dimension reduction for the input

parameterm . Speci�cally, let

m (� ) = m prior + � 1=2
prior� (3.31)

with the whitened noise� � N (0; I ). We can formally write the eigenvalue decomposition

for input dimension reduction as

E�
�
r � F T (m (� )) r � F (m (� ))

�
' (i ) = � i ' (i ) ; i = 1; : : : ; r; (3.32)

with � 1 � � � � � � r and(' (i ))T ' (j ) = � ij , which are equivalent to compute [103, 112]

Em
�
r m F T (m ) r m F (m )

�
 (i ) = � i � � 1

prior 
(i ) ; i = 1; : : : ; r; (3.33)

with  (i ) = � 1=2
prior'

(i ) and( (i ))T � � 1
prior 

(j ) = � ij . The expectation can be computed by

SAA. To this end, the input parameter dimension reduction can be computed by the linear

projection

m � m r := m prior +
rX

i =1

� i  
(i ) where � i = ( m � m prior)T � � 1

prior 
(i ) : (3.34)

We also consider a derivative-informed output dimension reduction by writing

E�
�
r � F (m (� )) r � F T (m (� ))

�
 (i ) = � i  

(i ) ; i = 1; : : : ; r; (3.35)
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with � 1 � � � � � � r and( (i ))T  (j ) = � ij , which are equivalent to compute

Em
�
r m F (m ) � prior r m F T (m )

�
 (i ) = � i  

(i ) ; i = 1; : : : ; r; (3.36)

where the expectation is computed by SAA. Then, the projected output observables can be

computed by

F � Fr := �F +
rX

i =1

� i  
(i ) where � i = ( F � �F )T  (i ) ; (3.37)

where �F is the sample mean ofF . To distinguish the eigenvectors for the input and

output dimension reduction, we use (i )
m for m and  (i )

F for F . We also name	 m =

( (1)
m ; : : : ;  (r )

m ) and 	 F = (  (1)
F ; : : : ;  (r )

F ) as the derivative-informed input subspace

(DIS) basis and derivative-informed output subspace (DOS) basis.

We present the commonly used PCA dimension reduction to compare the derivative-

informed dimension reduction. GivenN samples of the input-output pairs(m (n) ; F (n)),

n = 1; : : : ; N , whereF (n) is computed by solving the PDE model atm (n) , we can perform

dimension reduction of them by PCA or equivalently a truncated singular value decompo-

sition (tSVD). Let matrixB = ( F (1) � �F ; : : : ; F (N ) � �F ) with sample mean�F . The tSVD

of B , which can be computed by a randomized SVD algorithm, is given by

B � B r := 	 r � r � T
r ; (3.38)

where	 r = (  (1) ; : : : ;  (r )) and� r = ( � (1) ; : : : ; � (r )) are the matrices withr columns of

the left and right singular vectors respectively corresponding to ther largest singular values

� 1 � � � � � � r with � r = diag(� 1; : : : ; � r ). For any newF , we can perform the dimension

reduction by the linear projection

F � Fr := �F +
rX

i =1

� i  
(i ) where � i = ( F � �F )T  (i ) : (3.39)

51



Note that instead of using the sample-based PCA dimension reduction for the input param-

eter, we can compute a discrete version of a truncated Karhunen–Lo�eve expansion (KLE)

for m � N (m prior; � prior) as

m � m r := m prior +
rX

i =1

� i  
(i ) with � i =

p
� i � i ; (3.40)

where (� i ;  (i )), i = 1; : : : ; r , are the eigenpairs of the covariance matrix� prior, and

� i � N (0; 1). The sample-based PCA projection converges to the KLE projection with

increasing samples.

3.4.2 Derivative-informedneuraloperators

Based on the dimension reduction for the input and output, we construct a neural network

surrogateFNN(m ) of the PtO mapF (m ) as

F (m ) � FNN(m ) := D	 F � � # � E 	 m (m ); (3.41)

whereE	 m : Rdm ! Rr m represents an encoder de�ned by the linear projection with basis

	 m 2 Rdm � r m as in (3.34) by DIS or in (3.40) by KLE. The output of the encoder is the

rm -dimensional coef�cient vectorE	 m (m ) = � m = ( � 1; : : : ; � r m )T de�ned in the linear

projections.D	 F : Rr F ! RdF represents a decoder by the linear projection with basis

	 F 2 RdF � r F as in (3.37) by DOS or in (3.39) by PCA. Note that the full dimension of

the observable vectorF is dF , the same as the number of candidate sensorsds. The map

� # : Rr m ! Rr F is given by a neural network parametrized by parameters# , which takes

therm -dimensional input� m and maps it to arF -dimensional output to approximate the

coef�cient vector� F of the linear projection ofF as in (3.37) by DOS or in (3.39) by PCA.

One example is given by

� # (z) := ZL zL + bL ; (3.42)
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where

z l+1 = z l + Wlhl (Z lz l + bl ); l = 0; : : : ; L � 1; (3.43)

is a sequence of ResNets [71] with inputz0 = z, hl represents elementwise nonlinear ac-

tivation functions,# = ( W0; Z0; b0; : : : ; WL � 1; ZL � 1; bL � 1; ZL ; bL ) collects all the neural

network parameters. Note that the neural network size depends only onrF andrm , which

is small, so a relatively small number of data would be suf�cient for the training of the

neural network.

To generate the training data, we drawN t random samplesm (n) and solve the PDE to

obtainF (n) , n = 1; : : : ; Nt . Then we project them to their corresponding reduced basis

and obtain� (n)
m and� (n)

F . Note that the samples used to compute the projection basis in

the previous section do not need to be the same samples drawn here. In practice, we take a

subset of samples drawn here to compute the projection basis �rst. To construct the neural

network surrogate that is accurate not only for the PtO mapF (m ) but also for its Jacobian

J (m ) = r m F (m ), we also compute a reduced JacobianJ (n)
r = 	 T

F J (n) 	 m 2 Rr F � r m

with the full JacobianJ (n) = r m F (n) at each of theN samples. This computation re-

quires solvingmin(rF ; rm ) linearized PDEs corresponding to the PDE model (3.1). These

linearized PDEs have the same linear operator@uR or its adjoint at each samplem (n) . The

computational cost can be amortized by, e.g., one LU factorization of the linear operator

and repeated use of this factorization as a direct solver.

To this end, we de�ne the loss function for the training of the neural network with two

terms as

`(# ) =
1

N t

N tX

n=1

jj � (n)
F � � # (� (n)

m )jj 2
2 + � jjJ (n)

r � r � � # (� (n)
m )jj 2

2; (3.44)

where the �rst term measures the difference between the projected PtO map and its neural

network approximation in Euclidean norm, and the second term is informed by the deriva-

tive (thus DINO [42]) and measures the difference of their Jacobians in Frobenius norm.
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r � � # 2 Rr F � r m represents the Jacobian of the neural network output� # with respect to

its input, which can be computed by automatic differentiation. The evaluation of the loss

function and its gradient with respect to the parameters# is very ef�cient since all quanti-

ties depend only on the small reduced dimensionsrF andrm . We remark that the scaling

parameter� in the loss function (3.44) can be properly tuned to balance the two terms. In

practice,� = 1 is suf�cient to improve the PtO map's accuracy and its reduced Jacobian.

3.4.3 Ef�cient computationof theMAP pointandtheeigenpairswith DINO

Once the neural network� # de�ned in (3.42) is well trained with the derivative-informed

loss function (3.44), we obtain the optimized DINO surrogateFNN of the PtO mapF as in

(3.41). We can use it to solve problem (3.21) for the MAP point and compute the eigenpairs

in (3.24) that involve the Jacobian as in (3.23) using its reliable derivative information. We

further discuss the error bound for this result in Section 3.5. By employing this proposed

method, we can signi�cantly reduce the computational cost of these operations.

Speci�cally, we solve the following optimization problem to compute the MAP point,

� y ;�
MAP = arg min

�

1
2

jjy � � D	 F � � # (� )jj 2
� � 1

noise
+

1
2

jj � jj 2
� � 1

m
; (3.45)

where� � 1
m = 	 T

m � � 1
prior	 m 2 Rr m � r m can be computed once and used repeatedly in solving

the optimization problem. When	 m is taken as the DIS basis computed from (3.33),

we have� � 1
m = I . Note that this optimization problem has a reduced dimensionrm �

dm , compared to the highdm -dimensional optimization problem (3.21). We propose to

solve it using a gradient-based optimization algorithm, e.g., the quasi–Newton L-BFGS

algorithm, where the derivative of the neural network� # (� ) with respect to the input�

can be ef�ciently computed by automatic differentiation. Once� y ;�
MAP is obtained, we can

compute the approximate high-dimensional MAP pointm y ;�
MAP by the linear projection, e.g.,

DIS in (3.34). Further error analysis for MAP point estimation is discussed in Section 3.5.1
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To compute the eigenpairs of (3.24) at the MAP point using the DINO surrogateFNN

in (3.41), we �rst observe that its Jacobian is given by

r m FNN(m y ;�
MAP) = 	 F r � � # (� y ;�

MAP) 	 T
m � � 1

prior; (3.46)

where we use the DIS basis	 m for the input encoder and	 F , either PCA basis or DOS

basis for the output decoder. Second, by observing the similarity of the generalized eigen-

value problem (3.24) and the generalized eigenvalue problem (3.33) in computing the DIS

basis, we propose to approximate the eigenvectorw i of (3.24) by the linear projection with

DIS basis aŝw i = 	 m u i 2 Rdm with the coef�cient vectoru i 2 Rr m , then the generalized

eigenvalue problem (3.24) can be simpli�ed (by multiplying	 m on both sides) as

Ĥ y ;�
mis�t (�

y ;�
MAP)u i = �̂ i u i ; i = 1; : : : ; rm ; (3.47)

where the reduced matrix̂H y ;�
mis�t (�

y ;�
MAP) 2 Rr m � r m is given by

Ĥ y ;�
mis�t (�

y ;�
MAP) = ( r � � # (� y ;�

MAP))T 	 T
F � T � � 1

noise� 	 F r � � # (� y ;�
MAP); (3.48)

which can be ef�ciently evaluated by automatic differentiation. Moreover, the eigenvalue

problem (3.48) can also be ef�ciently solved in the reduced dimensionrm . Once the MAP

point and the eigenpairs are computed, we can evaluate all the optimality criteria as in

Section 3.3.3. We also analyze the error bound for the eigenvalues in Section 3.5.2 and for

the optimality criteria in Section 3.5.3.

3.4.4 Swappinggreedyalgorithm

This section presents a swapping greedy algorithm as a modi�cation developed in [81] to

optimize the experimental design for the optimal sensor placement problem, inspired by

[113, 114]. Recall that we need to chooser s sensors out ofds candidate sensor locations.
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We begin by applying a standard greedy algorithm to place the sensors one by one from1

to r s sensors based on one of the optimality criteria, and then employ a swapping greedy

algorithm to swap the selectedr s sensors one by one with the rest of the sensors to improve

the optimality criterion, continuing this process until a stopping condition is met (see Algo-

rithm 2). The optimality can be the trace/determinant of the posterior covariance matrix or

EIG. More speci�cally, we initialize an empty sensor set in line 3, select and add the sen-

sorss�
t , t = 1; : : : ; rs, one by one using a greedy algorithm in line 4 to 10 to maximize the

optimality criteria. The criteria are computed either through high-�delity approximation, as

described in Section 3.3.3, or via neural network acceleration, as outlined in Section 3.4.3.

Then, we start from the selected sensor set by the greedy algorithm and swap the sensors

from it one by one with the rest of the candidate sensors in line 12 to 22. We stop the

swapping loop if the improved design optimality is smaller than tolerance or if the number

of the swapping loops is larger than a maximum numberkmax.

We remark that Wuet al. [81] selects an initial sensor set using a Jacobian at the prior

samples before starting the swapping loop since the optimality criteria can only be evalu-

ated in an online optimization stage for a �xed number (r s) of sensors in its algorithm. In

contrast, we can ef�ciently assess the optimality criteria for an arbitrary number of sensors,

which allows us to initialize the sensor set by a greedy algorithm before swapping. We

observe fewer swapping loops to converge in our example (1 to 2 loops are suf�cient).

3.4.5 Computationalcomplexity

The total computation for the swapping greedy algorithm requiresO(ksr sds) evaluations

of the optimality criterion to selectr s sensors fromds candidates withks � kmax loops

of the swapping greedy algorithm. Note that the greedy algorithm for initialization takes

O(r sds) evaluations of the optimality criterion. Each evaluation of the optimality criteria

solves the optimization problem (3.45)Ns times to compute the MAP point andNs times of

solving the eigenvalue problem (3.47) to compute the eigenpairs, whereNs is the number
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Algorithm 2 Swapping greedy algorithm

1: Input : A set S = f s1; : : : ; sds g of ds candidate sensors, a budget ofr s sensors, a
maximum number of swapping loopskmax, and an optimality tolerance"min.

2: Output : A setS� of r s optimal sensors.

3: Set an empty sensor setS0 = ; .
4: for t = 1; : : : ; rs do
5: Choose the optimal sensors�

t at stept as
6:

s�
t = arg max

s2 SnSt � 1
optimality(� (f sg [ St � 1)) ;

7: where� (f sg [ St � 1) is the design matrix for the selected sensorsf sg [ St � 1.
8: Update the set of selected sensorsSt as
9:

St = f s�
t g [ St � 1:

10: end for
11: Set an initial loop numberk = 0 and design improvement" = 2"min.
12: while k � kmax and" > " min do
13: Denote a set ofr s selected sensors asSr s

k = Sr s = f s1; : : : ; sr s g, and compute
optimality(� (Sr s

k )) for the corresponding experimental design� (Sr s
k ).

14: for t = 1; : : : ; rs do
15: Select the candidate sensors�

t to swap with thet-th sensorst in Sr s as
16:

s�
t = arg max

s2 SnSr s
optimality(� (Sr s n f stg [ f sg))

17: UpdateSr s by swapping itst-th sensorst with s�
t .

18: end for
19: Compute the optimality(� (Sr s )) for the updated sensor setSr s , compute the incre-

mental improvement of the optimality criterion
20:

" = optimality(� (Sr s )) � optimality(� (Sr s
k )) ;

21: and updatek  k + 1.
22: end while
23: return S� = Sr s .

of samples in the SAA of the expectation in the optimality criteria.

If we only use the high-�delity approximation without neural network acceleration, by

the same swapping greedy algorithm, we would have to solve the optimization problem

(3.21) O(Nsksr sds) times to compute the high-�delity MAP point and solve the high-
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�delity generalized eigenvalue problem (3.24)O(Nsksr sds) times to compute the eigen-

pairs. By using an inexact Newton-CG algorithm to solve the optimization problem (3.21),

we need to solveNnt state PDEs andNntNcg linearized PDEs (for Hessian-vector product),

with Nnt Newton iterations andNcg (in average) CG iterations per Newton iteration. For

the solution of the generalized eigenvalue problem (3.24) by a randomized SVD algorithm,

we need to solve one state PDE andO(r ) linearized PDEs to computer eigenpairs. We

remark that if a direct solver is used, e.g., by �rst LU factorization, and then it is repeatedly

used to solve the linearized PDEs, then the costC2 of each linearized PDE solve becomes

signi�cantly lower than the costC1 to solve the state PDE. As a result, the additional com-

putational cost for the Jacobian data generation is comparable or smaller (depending on

the nonlinearity of the state PDEs) than that for the PtO map data generation, as reported

in our examples. The computational complexity in terms of the number of PDE solves is

summarized in Table 3.1.

For the neural network construction, we �rst need to build the basis for the input and

output dimension reduction, withO(Nm ) state PDE solves (usingO(Nm ) samples for

SAA in (3.33)) andO(Nm rm ) linearized PDE solves to getrm bases for input dimension

reduction, andO(NF ) state andO(NF rF ) linearized PDE solves to getrF bases for output

dimension reduction. To generateN t samples of the PtO map and its Jacobian in the re-

duced dimension for training the neural network surrogate, we need to solveN t state PDEs

(for PtO map), andO(N t r t ) linearized PDEs (for Jacobian) withr t = min( rm ; rF ). As the

neural network is constructed in the reduced dimensions with a relatively smallO(rm rF )

degrees of freedom, its training cost is negligible compared to the data generation. Once

trained in an of�ine stage, the evaluation of the neural network and its Jacobian is much

faster than the large-scale PDE solves and can be ef�ciently used to solve the BOED prob-

lem without the PDE solves in the online stage. The computational complexity in terms of

the number of PDE solves is also summarized in Table 3.1.
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Table 3.1: Computational complexity in terms of the number of PDE solves, each state
PDE with costC1 and each linearized PDE with costC2. Ns: # samples to compute
optimality criterion,ks: # swapping loops,r s: # sensors to select,ds: # candidate sensors,
Nnt : # Newton iterations,Ncg: # CG iterations per Newton iteration,r : # eigenpairs,N t :
# training samples,r t = min( rm ; rF ): the smaller number of the dimensions of the input
projectionrm and the output projectionrF , Nm andNF : # samples used to construct the
input and output dimension reduction.

# PDE solves High-�delity
MAP point O(Nsksr sdsNnt )C1 + O(Nsksr sdsNnt Ncg)C2

Eigenvalue problem O(Nsksr sds)C1 + O(Nsksr sdsr )C2

# PDE solves DINO
Dimension reduction O(Nm + NF )C1 + O(Nm r m + NF r F )C2

Training data O(N t )C1 + O(N t r t )C2

3.5 Error analysis

This section provides detailed error analysis for the approximations of the MAP point, the

eigenvalues of the approximate posterior covariance, and the optimality criteria under as-

sumptions of the accuracy of the neural surrogate and the dimension reduction, and the

smoothness of the objective function in computing the MAP point. We validate these as-

sumptions in the numerical results presented in Section 3.6.

3.5.1 Approximationerrorof theMAP point

We consider the parameterm in its representation (3.31) as a function of the white noise

� . By slight abuse of notation, we write the forward map asF� (� ) = F� (m (� )) . Let the

objective function in (3.21) for the high-�delity MAP point be rewritten as

L(� ) =
1
2

jjy � F� (� )jj 2
� � 1

noise
+

1
2

jj � jj 2 (3.49)

for any design� and datay . Let F̂� denote the neural network approximation of the forward

mapF� given in (3.41). Let̂L denote the corresponding objective function in (3.45), which
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can be equivalently written as a function of� as

L̂ (� ) =
1
2

jjy � F̂� (� )jj 2
� � 1

noise
+

1
2

jj � T
m � jj 2; (3.50)

where � m = ( ' (1) ; : : : ; ' (r )) with ' (i ) as the eigenvectors of (3.32), which satis�es

� T
m � m = I r . Moreover, we denote the MAP point obtained from the high-�delity op-

timization problem (3.21) asm � = m (� � ) and the MAP point obtained from the projected

optimization problem (3.45) aŝm � = m (�̂ � ), with the MAP points� � of (3.49) and̂� � of

(3.50), which satisfy the stationary conditions

0 = r � L(� � ) = � (y � F� (� � ))T � � 1
noiser � F� (� � ) + � � (3.51)

and

0 = r � L̂ (�̂ � ) = � (y � F̂� (�̂
� ))T � � 1

noiser � F̂� (�̂
� ) + Pr �̂

� ; (3.52)

respectively, wherePr = � m � T
m is the projection matrix. To bound the approximation

error of the MAP point obtained in (3.45) and the eigenvalues obtained in (3.47) by the

neural network approximation of the forward map, we make the following assumptions

on the objective functionL and L̂ , the approximation error of the forward map and its

Jacobian, and the dimension reduction error of the MAP point. We usejj � jj to denote the

Euclidean norm for vectors and the Frobenius norm for matrices.

Assumption 1. Let � � and�̂ � be the MAP points of(3.49)and(3.50), respectively.

A1 We assume that the gradientsr � L and r � L̂ allow convergent Taylor expansion

around� � and�̂ � ,

r � L(� ) = r � L(� � ) + r 2
� L(� � )( � � � � ) + � (� )( � � � � ); (3.53)
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for � such thatjj � � � � jj � R� , and

r � L̂ (� ) = r � L̂ (�̂ � ) + r 2
� L̂ (�̂ � )( � � �̂ � ) + �̂ (� )( � � �̂ � ); (3.54)

for � such thatjj � � �̂ � jj � R� , for some radiusR� , where� (� ) 2 Rd� � d� and

�̂ (� ) 2 Rd� � d� satisfylim � ! � � jj � (� )jj = 0 and lim � ! �̂ � jj �̂ (� )jj = 0. In addition,

we assume that

jj (r 2
� L̂ (�̂ � ) + r 2

� L(� � ))( � � � �̂ � ) + ( �̂ (� � ) + � (�̂ � ))( � � � �̂ � )jj � ch jj � � � �̂ � jj

(3.55)

for some constantch > 0.

A2 Moreover, we assume that the forward mapF� and its Jacobianr � F� are bounded

and well approximated by the bounded neural network approximationF̂� and its

Jacobianr � F̂� in the sense that there exist small constants"1 > 0 and"2 > 0 such

that

jjF� (� ) � F̂� (� )jj � "1 and jjr � F� (� ) � r � F̂� (� )jj � "2 (3.56)

for � such thatjj � � � � jj � R� andjj � � �̂ � jj � R� , in particular for � = � � and

� = �̂ � .

A3 Furthermore, we assume that there exists a small constant"3 > 0 such that the

projection error satis�es

jj (I � Pr )� � jj � "3: (3.57)

Remark 1. We remark that Assumption A1 is mild and satis�ed under the stronger as-

sumption that the Hessianr 2
� L(� � ) andr 2

� L̂ (�̂ � ) at the MAP points are positive de�nite

with the smallest eigenvalues� �
min � c� > 0 and�̂ �

min � c� > 0 for some constantc� , and

jj �̂ (� � )jj � c� andjj � (�̂ � )jj � c� for somec� < c � , which leads toch � 2(c� � c� ) > 0 for
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ch in (3.55). This holds for linear forward mapF� (� ) = A � + b, in which case� (� ) = 0

and �̂ (� ) = 0 , and the Hessianr 2
� L(� � ) = AT � � 1

noiseA + I is positive de�nite. However,

it may not be true for highly nonlinear inverse problems such that the objective function

L and L̂ become highly nonconvex and allow multiple local minima far away from each

other.

Remark 2. Assumption A2 is reasonable since the neural network approximationF̂� is

trained for both the function and its Jacobian in the DINO framework. Assumption A3 holds

true for problems with intrinsic low-dimensionality of the input parameter or when the

forward map is only sensitive in an intrinsically low-dimensional subspace spanned by� m .

In the second case, the regularization termjj � jj in (3.49)pushesjj (I � Pr )� � jj close to zero

asF� (� ) = F� (Pr � + ( I � Pr )� ) is not sensitive to(I � Pr )� . We numerically investigate

the decay of the approximation errors with increasing training data to demonstrate A2 and

the dimension reduction error with increasing reduced dimension to demonstrate A3 in

detail in Section 3.6.

Theorem 2. Under Assumption 1, ifjj � � � �̂ � jj � R� , we have the following error bound

for the approximation of the high-�delity MAP point by the surrogate MAP point

jj � � � �̂ � jj � c1"1 + c2"2 + c3"3 =: "m ; (3.58)

wherec1 > 0; c2 > 0; andc3 > 0 are positive constants independent of"1; "2; and"3.

Note that this bound implies the bound for the MAP points in the parameter space

measured in� � 1
prior-norm, asjjm � � m̂ � jj � � 1

prior
= jj � � � �̂ � jj , which appears in the EIG-

optimality criteria in (3.30). Moreover, we havejjm � � m̂ � jjM � Cm jjm � � m̂ � jj � � 1
prior

for

some constantCm � 1=� by the de�nition of � � 1
prior in (3.20).

Proof. By A1 in Assumption 1 andjj � � � �̂ � jj � R� , we can evaluate the Taylor expansions
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(3.53) and (3.54) at� = �̂ � and� = � � , respectively, and obtain

r � L(�̂ � ) = r 2
� L(� � )( �̂ � � � � ) + � (�̂ � )( �̂ � � � � ) (3.59)

and

r � L̂ (� � ) = r 2
� L̂ (�̂ � )( � � � �̂ � ) + �̂ (� � )( � � � �̂ � ); (3.60)

where we use the stationary conditions (3.51) and (3.52). Subtracting (3.59) from (3.60),

we obtain

r � L̂ (� � ) � r � L(�̂ � ) = ( r 2
� L̂ (�̂ � ) + r 2

� L(� � ))( � � � �̂ � ) + ( � (�̂ � ) + �̂ (� � ))( � � � �̂ � ):

(3.61)

By de�nition of L̂ andL, we have for the left hand side of the above equation

r � L̂ (� � ) � r � L(�̂ � ) = � (y � F̂� (� � ))T � � 1
noiser � F̂� (� � ) + Pr � �

+ ( y � F� (�̂
� ))T � � 1

noiser � F� (�̂
� ) � �̂ � :

(3.62)

Let us consider the �rst term on the right hand side of the above equation. We have

� (y � F̂� (� � ))T � � 1
noiser � F̂� (� � )

= � (F (� � ) � F̂� (� � ))T � � 1
noiser � F̂� (� � ) � (y � F� (� � ))T � � 1

noiser � F̂� (� � )

= � AT � � 1
noiser � F̂� (� � ) � (y � F� (� � ))T � � 1

noise(r � F̂� (� � ) � r � F� (� � ))

� (y � F� (� � ))T � � 1
noiser � F� (� � )

= � AT � � 1
noiser � F̂� (� � ) � (y � F� (� � ))T � � 1

noiseB � � � ;

(3.63)

where we add and subtractF� (� � ) in the �rst equality, add and subtractr � F� (� � ) in the

second equality while also settingA = F (� � ) � F̂� (� � ), and use the stationary condition

(3.51) in the third equality while settingB = r � F̂� (� � ) � r � F� (� � ). Similarly, we have

for the third term in the right hand side of (3.62) by adding and subtractingF̂� (�̂
� ) and
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r � F̂� (�̂
� ) and using the stationary condition (3.52) to obtain

(y � F� (�̂
� ))T � � 1

noiser � F� (�̂
� )

= CT � � 1
noiser � F� (�̂

� ) + ( y � F̂� (�̂
� ))T � � 1

noiseD + Pr �̂
� ;

(3.64)

whereC = F̂� (�̂
� ) � F� (�̂

� ) andD = r � F� (�̂
� ) � r � F̂� (�̂

� ). Substituting the above two

equations into (3.62) and taking the norm, we obtain

kr � L̂ (� � ) � r � L(�̂ � )k

= k � AT � � 1
noiser � F̂� (� � ) � (y � F� (� � ))T � � 1

noiseB � (� � � Pr � � )

+ CT � � 1
noiser � F� (�̂

� ) + ( y � F̂� (�̂
� ))T � � 1

noiseD + ( Pr �̂
� � �̂ � )k

� �c1"1 + �c2"2 + �c3"3;

(3.65)

where"1 and"2 are the bounds for the errors of the forward map and its Jacobian by the

neural network approximation in (3.56), and"3 is the bound for the approximation error of

the projection operator. Note thatPr �̂
� � �̂ � = 0 in (3.65) aŝ� � is obtained in the projected

subspace so thatPr (�̂
� ) = �̂ � . The result follows by setting�c3 = 1 and

�c1 = jj � � 1
noisejj (jjr � F̂� (� � )jj + jjr � F� (�̂

� )jj );

�c2 = jj � � 1
noisejj (2jjy jj + jjF� (� � )jj + jj F̂� (�̂

� )jj );
(3.66)

which are bounded by the assumption that the forward map, its Jacobian, and its neural

network approximations are bounded. For the right hand side of (3.61), we have the lower

bound (3.55) by assumption. To this end, a combination of this lower bound and (3.65)

concludes by settingci = �ci =ch with i = 1; 2; 3.

3.5.2 Approximationerrorof theeigenvalues

We consider the approximation of the eigenvalues of the generalized eigenvalue problem

(3.24) by those of the eigenvalue problem (3.47) with neural network approximation of the
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forward map.

Theorem 3. Let � i , i = 1; : : : ; r , denote the leading eigenvalues of the generalized eigen-

value problem(3.24), and�̂ i , i = 1; : : : ; r , denote those of the eigenvalue problem(3.47).

Under Assumption 1 and the assumption

jjr � F� (� � ) � r � F� (�̂
� )jj � LF jj � � � �̂ � jj (3.67)

for some Lipschitz constantLF , we have

j� i � �̂ i j � ĉ1"1 + ĉ2"2 + ĉ3"3 =: " � ; i = 1; : : : r; (3.68)

for some constantŝc1, ĉ2, andĉ3 independent of"1, "2, and"3.

Proof. Let H denote the prior-preconditioned Hessian of the mis�t evaluated at the MAP

point as

H = ( r � F� (� � ))T � � 1
noiser � F� (� � ); (3.69)

then the eigenvalues ofH , given by the eigenvalue problem

H v i = � i v i ; i = 1; : : : ; r (3.70)

are the same as the eigenvalues of the generalized eigenvalue problem (3.24), and the

eigenvectors satisfyv i = � � 1=2
prior w i , i = 1; : : : ; r . Let Ĥ denote the approximate prior-

preconditioned Hessian of the mis�t evaluated at the approximate MAP point as

Ĥ = ( r � F̂� (�̂
� ))T � � 1

noiser � F̂� (�̂
� ); (3.71)

then the eigenvalues of̂H , given by the eigenvalue problem

Ĥ v̂ i = �̂ i v̂ i ; i = 1; : : : ; r (3.72)
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are the same as the eigenvalues of the projected eigenvalue problem (3.47), and the eigen-

vectorsv̂ i = � � 1=2
prior 	 m u i . This results from approximating the forward map with its ap-

proximate Jacobianr � F̂� given as in (3.46). Let us �rst bound the Jacobians as

jjr � F� (� � )�r � F̂� (�̂
� )jj � jjr � F� (� � )�r � F� (�̂

� )jj + jjr � F� (�̂
� )�r � F̂� (�̂

� )jj (3.73)

by a triangle inequality, which leads to the bound

jjr � F� (� � ) �r � F̂� (�̂
� )jj � LF jj � � � �̂ � jj + "2 � c1LF "1+( c2LF +1) "2+ c3LF "3; (3.74)

for which we use the Lipschitz continuity assumption in (3.67) and assumption (3.56) in

the �rst inequality and the bound (3.58) for the MAP point approximation in the second

inequality. Moreover, we have

jjH � Ĥ jj � cH jjr � F� (� � ) � r � F̂� (�̂
� )jj ; (3.75)

with cH = jj � priorjj jj � � 1
noisejj (jjr � F� (� � )jj + jjr � F̂� (�̂

� )jj ), for which we add and subtract

a term(r � F̂� (�̂
� ))T � � 1

noiser � F� (� � ) in H � Ĥ . By Weyl's theorem [115, Ch. 5.7] for the

perturbation of Hermitian matrices, which bothH andĤ belong to, we have

j� i � �̂ i j � jj H � Ĥ jj op; i = 1; : : : ; r; (3.76)

which concludes by using the bounds (3.74) and (3.75), and the fact that the operator norm

is smaller than the Frobenius norm, i.e.,jjH � Ĥ jj op � jj H � Ĥ jj , with constants

ĉ1 = c1LF cH ; ĉ2 = ( c2LF + 1) cH ; ĉ3 = c3LF cH : (3.77)
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3.5.3 Approximationerrorof theoptimality criteria

Theorem 4. Under Assumption 1 and the assumptions in Theorems 3, we have the approx-

imation errors for the A-optimality in(3.28)as

�
�
�
�
�

rX

i =1

� i

1 + � i
�

rX

i =1

�̂ i

1 + �̂ i

�
�
�
�
�

� r" � ; (3.78)

with the rankr and the bound" � in (3.68), for the D-optimality in(3.29)as

�
�
�
�
�

rX

i =1

log(1 + � i ) �
rX

i =1

log(1 + �̂ i )

�
�
�
�
�

� r" � ; (3.79)

and for the EIG-optimality in(3.30)as

�
�
�E � Ê

�
�
� � 2r" � + cm "m ; (3.80)

with bound"m in (3.58)andcm to be de�ned in(3.85), and the information gain

E =
rX

i =1

log(1 + � i ) �
rX

i =1

� i

1 + � i
+ jjm y ;�

MAP � m prior jj 2
� � 1

prior
: (3.81)

Ê is the approximation of(3.81)with the approximate eigenvalues and MAP point.

Proof. For the A-optimality, we have

�
�
�
�
�

rX

i =1

� i

1 + � i
�

rX

i =1

�̂ i

1 + �̂ i

�
�
�
�
�

=

�
�
�
�
�

rX

i =1

� i � �̂ i

(1 + � i )(1 + �̂ i )

�
�
�
�
�

�
rX

i =1

j� i � �̂ i j

(1 + � i )(1 + �̂ i )
� r" r ;

(3.82)

where we used� i > 0; �̂ i > 0, i = 1; : : : ; r , and the bound (3.68).

For the D-optimality, we have

�
�
�
�
�

rX

i =1

log(1 + � i ) �
rX

i =1

log(1 + �̂ i )

�
�
�
�
�

=

�
�
�
�
�

rX

i =1

log

 

1 +
� i � �̂ i

1 + �̂ i

! �
�
�
�
�

�
rX

i =1

j� i � �̂ i j

1 + �̂ i

� r" � ;

(3.83)
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where we usedlog(1 + x) � j xj for x > � 1, j� i � �̂ i j < (1 + �̂ i ), and�̂ i > 0, i = 1; : : : ; r ,

and the bound (3.68).

For the EIG-optimality, we have for the last term

�
�
� jjm � � m priorjj 2

� � 1
prior

� jj m̂ � � m priorjj 2
� � 1

prior

�
�
� � cm jjm � � m̂ � jj � � 1

prior
� cm "m (3.84)

where we used the bound (3.58) with

cm = jjm � � m priorjj � � 1
prior

+ jj m̂ � � m priorjj � � 1
prior

; (3.85)

which concludes using triangular inequality and the bound for the A-optimality and D-

optimality.

3.6 Numerical result

This section demonstrates our proposed computational framework's accuracy, scalability,

and ef�ciency for two BOED problems. To evaluate the accuracy of neural network sur-

rogates, we consider the approximation of the PtO map, its Jacobian, the MAP point, the

eigenvalues, and three different optimality criteria for BOED. We also verify that the as-

sumptions outlined in Assumption 1 align with our numerical results, validating the theo-

retical foundation of our approach. For scalability, we illustrate how accuracy is preserved

with increasing parameter dimensions while quantifying the computational savings in terms

of required PDE solves. To demonstrate ef�ciency, we compare the computational cost of

the neural network surrogates with that of the high-�delity approximation. This comparison

includes both the cost of of�ine training and the surrogates' online evaluation in selecting

optimal sensors, providing a comprehensive assessment of the framework's computational

advantages.
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3.6.1 Testproblems

We consider two test problems, one of a linear diffusion problem and the other of a non-

linear convection-diffusion-reaction problem with a nonlinear reaction term, both with

in�nite-dimensional parameter �elds and leading to nonlinear Bayesian inverse problems.

We present the two examples in this subsection and the numerical results side by side in

the following subsections for easy comparison.

Linear diffusion problem

For the �rst test problem, we consider BOED for optimal sensor placement to infer a per-

meability �eld in pressure-driven Darcy �ow in a physical domainD = (0 ; 1)2, which is

governed by the following diffusion equation prescribed with suitable boundary conditions,

�r � (em r u) = 0 in D;

u = 1 on@Dtop;

u = 0 on@Dbottom;

em r u � n = 0 on@Dsides;

(3.86)

where the state variableu represents the pressure �eld of the Darcy �ow driven by the

pressure difference with Dirichlet boundary conditionsu = 1 on the top boundary@Dtop

andu = 0 on the bottom boundary@Dbottom. A homogeneous Neumann boundary condition

is assumed on the two sides@Dsides, wheren denotes the unit-length outward normal for the

side boundaries.em represents a positive permeability �eld with log-normal distribution;

in particular, the model parameterm � N (0; C) is assumed be to be Gaussian random �eld

with Matérn covarianceC = A � 2 = ( � 
 � + �I )� 2, where we set
 = 0:1, and� = 0:5.

We use the �nite element method (FEM) with piecewise linear polynomials to approximate

the parameter and pressure �elds discretized using a uniform mesh of size64 � 64. The

top row of Figure 3.1 shows a random sample of the parameter, the corresponding state as
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a solution of the diffusion equation, and its pointwise observation with Gaussian additive

noise followingN (0; 0:1) at the50 candidate sensor locations. We consider 50 candidate

sensors in the lower part of the physical domain and select 5 sensors from the 50 candidates.

Figure 3.1: A random prior samplem � N (0; C) (left), the high-�delity solutionu(m)
by �nite element approximation (middle), and the observation datay at all the candidate
observation points (right). Top: diffusion problem. Bottom: CDR problem.

Nonlinear convection-diffusion-reaction problem

For the second test problem, we consider BOED to infer a reaction coef�cient �eld in mass

transfer problem in the domainD = (0 ; 1)d, d = 2; 3, which is governed by the nonlinear

(semi-linear) convection-diffusion-reaction (CDR) equation

� � � u + v � r u + emu3 = f in D;

u = 0 on@D;
(3.87)

where a homogeneous Dirichlet boundary condition is prescribed on the whole boundary

@D. The source term is given as a Gaussian bumpf (x ) = max(0 :5; exp(� 25jjx � x sjj 2
2))
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atx s = (0 :7; 0:7) (2D) andx s = (0 :7; 0:7; 0:7) (3D). The velocity �eldv in the convection

term is obtained as the solution of the following steady-state Navier–Stokes equations

� � � v + v � r v + r p = 0 in D;

r � v = 0 in D;

v = g on@D;

(3.88)

whereg = (0 ; 1) (2D) andg = (0 ; 1; 0) (3D) on left wall, g = (0 ; � 1) (2D) andg =

(0; � 1; 0) (3D) on the right wall, and zero elsewhere. We set the viscosity� = 0:01. We use

FEM to solve the equations with piecewise quadratic polynomials for the approximation of

the velocity �eld v and piecewise linear polynomials for the approximation of the pressure

�eld p, the parameter �eldm, and the concentration �eldu. The �nite element solutionu

at a random parameter samplem with the same Gaussian prior distribution as in the last

example, and its corresponding observation datay at 100 candidate observation locations

are shown in the bottom plots of Figure 3.1. We seek to choose 10 sensors out of the 100

candidates for the BOED problem.

3.6.2 Dimensionreduction

We reduce the dimension for the high-dimensional input parameters in both application

problems and reduce the output observables only in the second problem since the output

dimensionds = 50 is relatively small in the �rst problem. We �rst use a uniform mesh of

size64� 64, which leads to a discretization of the in�nite-dimensional input parameterm

to a4; 225-dimensional parameter vectorm by �nite element approximation as in (3.18).

We compute the eigenpairs for the KLE projection (3.40) and the DIS projection (3.34) by

solving the eigenvalue problem for� prior and the generalized eigenvalue problem (3.33),

respectively. We use1; 024random samples to approximate the expectation in (3.33). The

eigenvalues and eigenvectors of KLE and DIS are shown in Figure 3.2 and 3.3. From

Figure 3.2, we observe that the DIS eigenvalues are smaller and also decay faster than the

71



KLE eigenvalues for both problems. From the second and third rows of Figure 3.3, we

see that the DIS basis functions are different for the two problems, and the �rst DIS basis

functions expose the features of the solutions of the two PDE problems as shown in Figure

3.1, while the KLE basis functions are the same for the two problems as shown in the �rst

row.

Figure 3.2: Decay of the eigenvalues of the prior covariance� prior used in the KLE approx-
imation of the parameter (3.40) and the eigenvalues of the generalized eigenvalue problem
(3.33) used in DIS approximation of the parameter (3.34). Left: for the diffusion problem.
Right: for the CDR problem.

Figure 3.3: KLE bases 1, 4, 16, 64 (top). DIS bases 1, 4, 16, 64 for the diffusion (middle)
and CDR (bottom) problems.
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Figure 3.4: Relative errors of the input projection (top and middle rows for the two 2D
examples, respectively) and output projection (bottom row for the CDR problem) for the
observables (left), the MAP point (middle), and the Jacobian (right). We use DIS (3.34)
and KLE (3.40) basis for input projection, and DOS (3.37) and PCA (3.39) basis for output
projection.

The relative errors of different input and output projection methods are shown in Fig-

ure 3.4, Speci�cally, we compute the mean of the relative input projection errors for the

observables and the Jacobian as

Em

�
jjF (m ) � F (Pr (m )) jj 2

jjF (m )jj 2

�
andEm

�
jj J (m ) � J (Pr (m )) jjF

jj J (m )jjF

�
(3.89)

wherePr denotes a linear projector of the parameter vectorm by either KLE in (3.40) or

DIS in (3.34),jj � jj 2 andjj � jj F denote the Euclidean norm for the observable vector and

the Frobenius norm for the Jacobian matrix, respectively. More explicitly, we evaluate the
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projected Jacobian matrix as

J (Pr (m )) = J (m )	 KLE
m (	 KLE

m )T or J (Pr (m )) = J (m )	 DIS
m (	 DIS

m )T � � 1
prior (3.90)

for the KLE basis	 KLE
m or the DIS basis	 DIS

m . The expectation in (3.89) is evaluated by

SAA using 100 samples. We also compute the relative input projection error for the MAP

point in (3.21) as

Ey

2

4
jjm y ;�

MAP � Pr (m
y ;�
MAP)jj � � 1

prior

jjm y ;�
MAPjj � � 1

prior

3

5 (3.91)

which is consistent with A3 in Assumption 1. The expectation is evaluated by SAA using

100 samples ofy = F (m )+ � noiseby drawing random samplesm and� noise. From the �rst

and second rows of Figure 3.4, we can observe that using the DIS basis yields smaller pro-

jection errors for all three quantities. Moreover, the DIS basis is particularly advantageous

for the approximation of Jacobian, which plays a key role in evaluating the optimality cri-

teria. On the other hand, as shown in the third row of Figure 3.4, the output projection used

in the CDR problem is less sensitive to the projection basis of PCA in (3.39) and DOS in

(3.37), as measured by the average (using 100 samples) of the relative projection error for

the observables and the Jacobian as

Em

�
jjF (m ) � Fr (m )jj 2

jjF (m )jj 2

�
andEm

�
jj J (m ) � 	 F 	 T

F J (m )jjF

jj J (m )jjF

�
; (3.92)

where the projected observablesFr are de�ned in (3.39) or (3.37) with corresponding PCA

basis	 F = 	 PCA
F or DOS basis	 F = 	 DOS

F . For the following computations, we use

128 DIS basis functions for input projection in both problems and 30 PCA basis functions

for output projection in the second problem, leading to less than1%error in the input and

output dimension reduction for the PtO map.

Note that 128 DIS basis functions yield smaller than1%projection error for the MAP

point. This low projection error aligns with A3 in Assumption 1, which posits that the
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projection error for the MAP point is negligible. This result further validates our choice of

the DIS basis for dimension reduction in the parameter space, especially in approximating

the Jacobian and the MAP point.

3.6.3 Accuracyandscalabilityof DINO approximations

We construct the DINO surrogates as presented in Section 3.4.2 using PyTorch [116].

Speci�cally, we construct the encoder by the DIS projection with the reduced dimension

rm = 128 as in (3.34). For the CDR problem, we also construct the decoder by the PCA

projection with the reduced dimensionrF = 30 as in (3.39). We connect the encoder layer

with one linear layer, three ResNet layers, and another linear layer before the decoder layer.

The two linear layers map the input and output dimensions to the same dimension as in the

ResNet layers, for which we choose 100. We use sigmoid as the activation function inside

the ResNet layers and tanh for all other layers. This speci�c architecture is among the

best (with the smallest generalization errors) of several we tested with different numbers

of layers, dimensions, and activation functions. We use an Adam optimizer [117] with a

learning rate of0:001. For the diffusion model, we train the neural network with Jacobian

for 100 epochs and without Jacobian for 200 epochs. For the CDR model, we train the neu-

ral network with Jacobian for 200 epochs and without Jacobian for 300 epochs. We select

these numbers of epochs based on when the validation error stops decreasing. We use the

libraries FEniCS [118], hIPPYlib [108], and hIPPY�ow [119] to generate the high-�delity

data, using a mesh of size 64� 64 unless otherwise stated in scalability test, and project the

data to get(� m ; � F ; Jr ) used in the loss function (3.44) for training and testing.

The accuracy of the neural network approximations

We train the neural networks ten times, starting from different initialization with different

training sizes. Then, we compute for each case the neural network approximations of the

PtO mapF , the reduced JacobianJr , and the MAP points by solving the optimization
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Figure 3.5: Mean of relative errors with increasing training size for the neural network
approximations of the PtO mapF , the reduced JacobianJr , and the MAP pointm MAP.
The solid and dashed line results are for the neural networks trained with and without the
Jacobian. Diffusion (left) and CDR (right) problems.

problem (3.45). The relative errors of the PtO map and the reduced Jacobian are de�ned as

Em

�
jjF (m ) � FNN(m )jj 2

jjF (m )jj 2

�
andEm

�
jj Jr (m ) � r � � # (� m )jjF

jj Jr (m )jjF

�
; (3.93)

averaged over1; 024test samples, and the relative error of the MAP point inL2-norm is

de�ned as

Ey

"
jjm y ;�

MAP � m r (�
y ;�
MAP)jjM

jjm y ;�
MAPjjM

#

; (3.94)

averaged over 200 samples, withm r = m prior + 	 DIS
m � y ;�

MAP, jjm jjM =
p

m T M m with the

mass matrixM de�ned in (3.19). We also consider the error in� � 1
prior-norm given by

Ey

2

4
jjm y ;�

MAP � m r (�
y ;�
MAP)jj � � 1

prior

jjm y ;�
MAPjj � � 1

prior

3

5 ; (3.95)

as reported in Table 3.2. We use PyTorch's L-BFGS optimizer with 100 maximum itera-

tions to compute the MAP points using the neural network surrogate (DINO) trained with

the Jacobian data. For the neural network surrogate trained without Jacobian data, we have

to use an additional 300 iterations of Pytorch's Adam optimizer with a 0.01 learning rate
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before L-BFGS to obtain a convergent computation of the MAP points. We report the mean

of the relative errors averaged over the ten trials of the neural network training in Figure

3.5. Increasing training size makes the neural network approximations more accurate for

all three quantities. Moreover, the neural networks trained with the Jacobian information

lead to much more accurate approximations than those trained without Jacobian, especially

when the training size is relatively small. See Table 3.2 for the relative approximation er-

rors (mean and standard deviation) at the training size of a relatively small size of1; 024

and a larger size of8; 192.

As we increase the number of samples, the errors of the proposed surrogate for the PtO

mapF andJr decrease on the test samples randomly drawn from the prior distribution,

ensuring that A2 in Assumption 1 holds. Under this assumption, the MAP point estimation

error are bounded by the surrogate errors up to some constants de�ned in Theorem 2 and

demonstrated by the results in Table 3.2.

Table 3.2: Mean (and standard deviation) of the relative approximation errors of the neural
network surrogates trained with 1,024 and 8,192 training samples for the loss function with
Jacobian (DINO) and without (w/o) Jacobian for the two problems.

Linear diffusion problem
Training size 1,024 8,192
Loss function with J w/o J with J w/o J

F 4.77% (0.4%) 17.2% (0.42%) 2.23% (0.34%) 5.82% (0.26%)
Jr 11.26% (0.23%) 40.32% (0.42%) 4.65% (0.1%) 15.4% (0.28%)

MAP (L 2) 12.52% (0.65%) 34.48% (1.32%) 5.39% (1.39%) 17.23% (0.7%)
MAP (� � 1

prior) 26.27% (0.6%) 63.13% (0.2%) 12.06% (2.02%) 26.52% (1.58%)
Nonlinear convection-diffusion-reaction problem

Training size 1,024 8,192
Loss function with J w/o J with J w/o J

F 1.9% (0.1%) 15.94% (0.93%) 1.02% (0.1%) 1.90% (0.06%)
Jr 15.13% (0.21%) 86.24% (0.1%) 7.7% (0.21%) 17.69% (0.21%)

MAP (L 2) 3.22% (0.14%) 132.1% (84.73%) 1.89% (0.36%) 4.38% (0.22%)
MAP (� � 1

prior) 10.1% (0.12%) 124.7% (32.97%) 9.80% (0.14%) 11.78% (0.12%)

To further illustrate the accuracy of the MAP point, we take a random prior sample from

the test data set (see left of Figure 3.6), solve the PDE, and generate synthetic observation

data at all candidate sensors to compute the MAP point using FEM and DINO trained with
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Figure 3.6: Prior samples (left), MAP points computed by the DINO surrogate and FEM
(middle), and the errors of DINO approximation compared to FEM (right) for the diffusion
problem (top) and the CDR problem (middle). Bottom: The comparison as above rows for
an out-of-distribution sample (piecewise constant) for the CDR problem.

8,192 samples. The MAP points computed by DINO and FEM, as shown in the middle of

Figure 3.6, are very close to each other with pointwise errors about two orders of magnitude

smaller than the MAP point, see right of Figure 3.6. We can also observe that MAP points

look similar but not very close to the prior samples because of the intrinsic ill-posedness of

the inverse problems. Note that in solving the BOED problems, we only need to consider

random samples drawn from the prior distribution. Hence, it is suf�cient for DINO to

be accurate for the prior samples. We also test DINO with an out-of-(prior)distribution

sample (piecewise constant binned from a prior sample) in the CDR problem. See the

bottom of Figure 3.6. The MAP point computed by DINO is still very close to the MAP

point computed by FEM, which demonstrates the robustness of DINO for this problem.

However, we do not expect this to hold for more general problems or more general out-of-
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distribution samples, especially those far from the prior distribution.

To show the high accuracy of the reduced Jacobian by DINO in solving generalized

eigenvalue problems, we plot the generalized eigenvalues of (3.24) by FEM and of (3.47)

by DINO at the MAP points computed from three random test samples, as shown in Figure

3.7. The dominant eigenvalues—the �rst ten in the leading three orders of magnitude—are

almost indistinguishable for the two methods in both the linear Poisson and nonlinear CDR

problems, which is a demonstration of Theorem 3 for the bound of the approximation errors

of the eigenvalues.

Figure 3.7: The generalized eigenvalues of (3.24) computed using FEM and the eigenvalues
of (3.47) computed using DINO at three MAP points (computed from three random prior
samples) for the diffusion problem (left) and the CDR problem (right).

The scalability of the neural network approximations

To check the scalability of the neural network approximations by DINO, we increase the

parameter dimensions by re�ning the mesh. Thanks to the dimension reduction using the

same reduced dimensions, the neural network size does not change, which leads to the

same training cost for different mesh sizes. Figure 3.8 indicates that the accuracy of the

DINO approximations for increasing mesh sizes of 32� 32, 64 � 64, and 128� 128

remains the same for the PtO mapF , the reduced JacobianJr , and the MAP point, which

implies the scalability (dimension independence) of the DINO approximations with respect

to increasing parameter dimensions. This scalability also holds for the approximations
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of the generalized eigenvalues with the use of the DINO approximations of the reduced

Jacobian as shown in Figure 3.9. These results also con�rm that with the scalable neural

network approximations of the PtO map and the Jacobian, Theorem 2 and Theorem 3 still

hold for different mesh sizes or parameter dimensions on the approximations of the MAP

points and the eigenvalues.

Figure 3.8: Mean of relative errors of the PtO mapF , the reduced JacobianJr , and the
MAP point with increasing training sizes and mesh sizes 32� 32, 64� 64, and 128� 128
for the diffusion problem (left) and the CDR problem (right).

Figure 3.9: The generalized eigenvalues of (3.24) by FEM and the eigenvalues of (3.47) by
DINO with increasing parameter dimensions with mesh sizes (32� 32, 64� 64, and 128
� 128) for the diffusion problem (left) and the CDR problem (right).

3.6.4 Accuracyveri�cation andsolutionof BOED

For the BOED problem, we select 5 sensor locations from 50 candidates for the diffusion

problem and 10 sensor locations from 100 candidates for the CDR problem, as shown in

Figure 3.1. To check that the DINO surrogates constructed for the full PtO mapF at all
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Figure 3.10: Left: mean of relative errors for the PtO mapF� , the reduced JacobianJr ,
and the MAP point with 5 and 10 observations for the diffusion problem (top) and CDR
problem (bottom). Right: the eigenvalues by DINO and FEM.

candidate observations preserve the approximation accuracy for the selected number of

observations, we plot the relative errors of the DINO approximation for the PtO mapF� at

a random design� , its reduced Jacobian, the MAP point, and the generalized eigenvalues

in Figure 3.10, which con�rms the preserved accuracy for all quantities. Only 5 and 10

generalized eigenvalues exist for the 5 and 10 selected observations.

To this end, we have constructed and veri�ed the accuracy and scalability of the DINO

surrogates to approximate the quantities involved in computing the optimality criteria of

the BOED. We compute these criteria, namely the A-optimality in (3.28), the D-optimality

in (3.29), and the EIG-optimality in (3.30) using the eigenvalues from the projected eigen-

value decomposition and the MAP point from the projected optimization. We plot the op-

timality criteria computed using DINO and FEM approximations at 200 random samples
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(m ; y ) and report both theR2 scores and the mean and standard deviation of the relative

errors in Figure 3.11. The results reveal a very high correlation between the DINO and

FEM computation of the optimality criteria withR2 score mostly larger than 0.99 and with

minor relative errors. On the other hand, the relative errors for the three optimality criteria

obtained by the neural network trained without the Jacobian (NN without J) are much larger

than those obtained by DINO. This demonstrates the enhanced accuracy of the proposed

method by incorporating derivative information in DINO. We use2; 048training samples

for both DINO and NN without J for the plots in Figure 3.11. We also include the relative

errors of approximate optimality criteria with the training sizes1; 024and8; 192in Table

3.3. We observe that as the neural network approximations become more accurate with

increasing training sizes, the approximation of the optimality criteria also becomes more

accurate. Moreover, DINO leads to much more accurate approximations than the neu-

ral network trained without Jacobian, especially when the training size is relatively small

(e.g., at1; 024), which demonstrates the theoretical result in Theorem 3.

Table 3.3: Mean (and standard deviation) of the relative errors of optimality criteria using
the neural network surrogates trained with1; 024and8; 192samples with Jacobian (DINO)
and without (w/o) Jacobian for the two problems.

Linear diffusion problem
Training size 1,024 8,192
Optimality with J w/o J with J w/o J
A (3.27) 1.41% (1.12%) 3.08% (3.26%) 1.46% (1.14%) 1.14% (1.03%)
A (3.28) 4.52% (3.03%) 16.71% (10.53%) 5.16% (2.08%) 9.70% (4.27%)

D 3.95% (1.58%) 27.73% (9.48%) 1.59% (1.23%) 12.36% (2.12%)
EIG 2.26% (2.04%) 16.97% (9.92%) 0.98% (0.78%) 6.76% (3.83%)

Nonlinear convection-diffusion-reaction problem
Training size 1,024 8,192
Optimality with J w/o J with J w/o J
A (3.27) 0.55% (0.47%) 1.76% (1.95%) 0.47% (0.31%) 0.42% (0.26%)
A (3.28) 6.97% (2.04%) 60.52% (20.44%) 5.40% (0.95%) 7.54% (1.72%)

D 4.73% (2.96%) 81.7% (39.94%) 2.65% (0.91%) 4.98% (1.54%)
EIG 1.81% (1.18%) 48.61% (28.84%) 1.0% (0.54%) 2.14% (1.29%)

We run the swapping greedy algorithm (de�ned by Algorithm 2) with the stopping

criteriakmax = 3 and"min = 0:01, and we use DINO to �nd the optimal sensor locations
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(a)4:8%(2:3%); 16%(8:7%) (b) 2:5%(1:4%); 28%(7:7%) (c) 1:2%(2:3%); 15%(14%)

(d) 5:9%(1:4%); 32%(8:5%) (e)3:4%(1:3%); 38%(12%) (f) 1:1%(1:1%); 18%(17%)

Figure 3.11:R2 score (for correlation) of DINO vs FEM evaluations of the optimality cri-
teria, mean and standard deviation of the relative errors obtained by DINO and the neural
network trained without Jacobian information (NN w/o J) compared to FEM in the evalu-
ation of the trace (left), determinant (middle), and information gain (right) at 200 random
samples. We choose 5 sensors in the diffusion problem (top) and 10 sensors in the CDR
problem (bottom).

according to the three optimality criteria of A-optimality, D-optimality, and EIG. To check

the optimality of the sensors selected by the algorithm using DINO surrogates, we compute

the three optimality criteria using the high-�delity FEM at the selected sensors compared

to 200 randomly selected sensors. The results are shown in Figure 3.12, from which we

can see that optimality criteria achieve their largest values at the sensors selected using

DINO surrogates according to the corresponding optimality criteria, which demonstrates

the effectivity of the DINO surrogates. Moreover, larger optimality criteria correspond to

smaller uncertainty in the model parameter estimation. The uncertainty indicated by the

optimality criteria is effectively reduced by the optimal design from random design.

The corresponding sensors selected according to different optimality criteria are shown

in Figure 3.13 for the two test problems with 5 and 10 sensors, respectively. We can see
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