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ABSTRACT

Personalized learning refers to altering instruction to fit individuals’ needs and abili-
ties. It is an area of educational research that has been of significant interest as the access
to and utilization of technology has increased over the past decade. Personalized learning
has been successfully implemented numerous times in well-defined contexts, where intel-
ligent tutors have knowledge of the specific problems and solutions learners are working
on. However, there is little research on personalized learning in ill-defined contexts where
the goals of learners are not easily quantifiable. In this research, we present the design and
implementation of an intelligent tutoring system in the Virtual Ecological Research Assis-
tant (VERA) application, which is an ecological modeling application that represents an
ill-defined context. The tutoring system consists of two tutors, the recommendation tutor
and the exploration tutor, which are catered to two different types of learners using VERA.
The tutors give feedback to learners using metacognitive scaffolding and intelligent anal-
ysis on the learners’ modeling behaviors and outputs. We also show preliminary analysis
on the tutoring systems’ internal Al algorithms, and we found that the system shows the

potential to serve as a framework for conducting intelligent tutoring in ill-defined contexts.
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CHAPTER 1
INTRODUCTION

Personalized learning is an area of educational research that has been of significant inter-
est as the access to and utilization of technology has increased over the past decade. It
refers to the idea of altering instruction (specifically taught content and/or the delivery of
that content) to fit an individual’s needs and abilities, with the core component of it be-
ing that different students may receive different levels or types of instruction. Before the
onset of educational technology, personalized learning was only attainable on a relatively
small scale; with only so many instructors and resources for a large number of students,
traditional instruction (such as lecturing) was the only option for large groups of students.
However, personalized learning at scale is now possible digitally with the ubiquity of tech-
nology such as computers and tablets. It has been implemented in various contexts and
has generally been found to improve student learning. For example, a paper titled “Per-
sonalized Learning in iSTART: Past Modifications and Future Design” discusses a system
called “iISTART” that incorporated a personalized learning system, and as a result improved
students’ abilities to understand reading comprehension passages [1].

Despite the success and progress personalized learning has garnered, there exist do-
mains in which its potential has not been fully explored. Prior research in the area has
mainly focused on well-defined contexts, where personalized tutors have knowledge of the
specific problems and solutions learners are working on [1, 2]. However, there is a need
to study personalized learning in ill-defined contexts, where problems and their potential
solutions are not easily quantifiable. For instance, scientific modeling is a relatively ill-
defined task; the goal of it is oftentimes not to come up with a straightforward answer or to
solve a specific question, but instead to learn a concept or explore a system. Personalized

tutors in areas like these would not have explicit knowledge of the problem a learner is



solving; instead, they would have knowledge of learners’ activities and behaviors as well
as general domain knowledge. In this research, personalized tutoring will be analyzed in
scientific modeling. By analyzing personalized learning in scientific modeling, its potential
can be explored in ill-defined contexts in general.

This research is not the first attempt at adding personalized tutoring to scientific mod-
eling. In David Joyner’s research, he added tutors to an application called MILA, or the
Modeling and Inquiry Learning Application. MILA is an online environment where learn-
ers can create and explore models of ecological phenomena. Joyner specifically added
tutors to MILA with the hopes of developing students’ metacognitive skills. Metacognition
refers to a learner actively thinking about their process when learning, and metacognitive
tutoring aims to improve a learner’s process in order for them to achieve better results.
Joyner added a number of metacognitive tutors to MILA (creating MILA-T), with an ex-
ample being a guide that would ask thought-provoking questions such as, “How do I create
MILA models?”. The results of his work were two-fold: the tutors generally improved
learners’ attitudes toward science and scientific inquiry, but they did not have a significant
effect on learners’ performances on assessments of ecological content [3]. This lack of
significant effect is potentially due to the fact that the tutors in MILA-T did not provide
additional scaffolding to learners, as an analysis titled, “The Difficult Process of Scientific
Modeling” found that learners doing scientific modeling need scaffolding to be successful
[4]. In this study, we will expand upon Joyner’s work by creating metacognitive tutors
in an ecological modeling application called VERA, but we will use scaffolding (specif-
ically procedural scaffolding) in order to ensure better student performance and learning
outcomes.

VERA, built from the idea and base of MILA, is a tool that enables learners to construct
and simulate models of ecological systems. For example, a learner can create a model
of a food web and simulate the sizes of its corresponding populations over time. This

enables them to explore both relationships between specific species in systems (by setting



parameters for those species) and relationships for general concepts (with an example being
predator/prey trends). Previous research in VERA has produced valuable ndings. First,
behavior that completes the full cycle of creating, parameterizing, and simulating models
is uncommon but correlates with intricate models [5]. Second, guided problems correlate
with learners creating less intricate models than open-ended problems, but the two types
of problems have similar effects on how well students perform on knowledge assessments
[6]. Based on this research, the personalized learning system in this study will focus on two
types of learners in VERA: explorers and problem-solvers. Problem-solvers are learners
who are looking to create a model to solve a speci ¢ problem, while explorers are looking
to learn more about a general system or concept. Unlike previous research, personalized
feedback in this study will accommodate both of these types of learners as well as their
learning goals.

In short, we will describe the design and implementation a system that targets the fol-
lowing research question: how can we create a personalized tutoring system that uses scaf-
folding to further metacognition in ill-de ned contexts? By adding metacognitive tutors to
VERA, we will potentially provide an example of how this question can be solved. This
study will include two metacognitive tutors: the exploration tutor and the recommendation
tutor. Each tutor will be designed to address different learning outcomes; the exploration
tutor will help explorers understand a system/concept better, while the recommendation
tutor will recommend similar models to learners who are solving a speci ¢ problem. The
exploration tutor will use clustering and classi cation algorithms to determine whether a
learner is exhibiting exploratory behaviors. Then, the tutor will use that information as
well as scaffolding to recommend a list of exploratory steps to complete. The recommen-
dation tutor will use similarity analysis to nd an existing model that solves a similar (but
different) problem that a learner is solving, and it will also use scaffolding to recommend
exploring that model.

This study will show the potential of personalized learning in VERA, which in turn



will highlight its potential in scienti c modeling and ill-de ned contexts in general. This

is important because personalized learning has already been successful in improving stu-
dent learning and outcomes in well-de ned contexts, and improving student learning in
ill-de ned contexts would increase the reach of this success. From the perspective of a
student, personalized learning lets them learn at their own pace. From the perspective of an
instructor or institution, digital personalized learning lets them foster individualized feed-
back with fewer resources at their disposal. Expanding the reach of it to ill-de ned contexts

also means expanding these bene ts.



CHAPTER 2
LITERATURE REVIEW

The following sections delve into the existing research in personalized learning, identify-
ing a gap that this study will attempt to solve. Later sections describe the VERA (Virtual
Ecological Research Assistant) application, in which personalized tutoring will be imple-

mented. The nal section describes the proposed solution and its potential bene ts.

2.1 Onset of Personalized Learning

Personalized learning refers to the idea of individualizing instruction based on a student's
ability and needs instead of modeling it as a one-size- ts-all model. This individualization
may be an alteration of course content itself, or it may be an alteration in the delivery or
schedule of such content. To give an example, if regular instruction entails that everyone
in a class takes a math exam at the same time, personalized learning may instead have
everyone take a math exam once they have completed a certain number of related prob-
lems. There are a number of studies and reports that have analyzed whether personalized
learning can be effective. One of these reports is titled “Continued Progress: Promising
Evidence on Personalized Learning” and this analyzed 62 schools that incorporated person-
alized learning into their curriculums [7]. The report investigated mathematics and reading
scores for these 62 schools, and it generally found that personalized learning improved
these scores. More speci cally, the students had higher scores than the national average
after going through two years of personalized learning when they were either near or below
average beforehand. This report shows that personalized learning not only provides the

potential to aid student learning in theory, but it has also done so in practice.



2.2 Summary of Previous Personalized Tutoring Systems

2.2.1 iSTART System

There have been studies in the past analyzing the implementation and outcome of person-
alized learning in various contexts, and they are worthy of investigation. One such study
is titled, “Personalized Learning in iISTART: Past Modi cations and Future Design” and
this discusses a system called “iISTART” [1]. This system is a game-based tutoring system
in which students are given passages/texts to read and corresponding questions to answer.
Personalized learning was added to the system in the text selection for students; if a stu-
dent gave suboptimal answers to their questions and seemed to be struggling, they would
be given easier passages, and a student would be given more dif cult passages if they did
well. Students who used this version of iISTART were then compared to students who used
the version with no personalized learning where texts were presented randomly. It found
that the personalized form of iISTART resulted in a greater improvement between students'
pre-test and post-test scores than the non-personalized version. This was especially the

case for students who were less skilled than most other students.

2.2.2 Gridlock

Another study of personalized feedback titled, “A Personalized Learning System For Par-
allel Intelligent Education” analyzes another game-like system called Gridlock, which
teaches learners circuit design through investigating how to x a traf c light at an inter-
section [2]. In the study, personalized tutoring was added to the system through giving
different instructions to different players. The methodology of such consisted of evaluating
each player's concept knowledge using their actions and the k-nearest-neighbors algorithm
to classify this knowledge, which was then used to alter the instructions given. The sys-
tem was tested on a group that had the personalized learning feature and a group that did

not. The personalized learning group was found to have greater learning outcomes; there



was not a signi cant difference between the two groups on their pretest scores, but the

personalized learning group had signi cantly higher posttest scores.

2.2.3 MILA-T

MILA (Modeling and Inquiry Learning Application) is a scienti c modeling system that
helps learners explore ecological phenomena, and personalized tutoring was added to it to
create MILA-T [3]. The tutoring system is designed to further metacognition, and it com-
prises a number of metacognitive tutors. Figure 2.1 shows what the interface for MILA-T
looks like. One tutor is the “guide”, which asks metacognitive questions based on learn-
ers' models and past modeling behaviors. An example question is, “What does evidence
mean?” Another tutor is the “critic”, which gives feedback on learners' models. An ex-
ample piece of feedback it may give is, “You've created some models, but you have not
yet written a description of your phenomenon. Remember, it is very important to have a
strong idea of what you are trying to explain before you start explaining it!” Other tu-
tors include “the mentor” and “the interviewer”, both of which function similarly to the
other two. All of these tutors were aimed at guiding students' thinking when devising and
evaluating hypotheses.

MILA was evaluated in a middle-school classroom setting, where some students used
MILA without personalized tutoring to solve class problems while other students used
MILA-T, the version of MILA with metacognitive tutoring. Everyone in the groups took
pre-tests and post-tests to assess their knowledge and attitudes towards science. The study
found that students who used MILA-T improved their attitudes towards science and sci-
enti ¢ inquiry more than students who used MILA without tutoring. However, the study
did not nd a statistically signi cant difference between the two groups for their post-test
content scores. In other words, the metacognitive tutoring helped students gain a greater
appreciation for science, but it did not help them learn course material better to a signi cant

measured extent [3].



Figure 2.1: An example of a model in the MILA-T system. [3]

2.3 Analysis of Previous Personalized Tutoring Systems

Based on the research summarized in section 2.2, the existing research of personalized tu-
toring systems can be divided by the following question: “How well-de ned is the problem

a learner is solving, as well as its accompanying solution?” From this question, we can
create three categories that the existing research falls into. The rst category contains tu-
toring systems that help learners solve well-de ned problems with well-de ned solutions.
The Gridlock application is an example of this category, as learners have a well-de ned
state that they are in as well as a speci ¢ goal state they are trying to reach (even though
there may be many ways to get there). The second category of personalized learning re-
search has tutoring systems that help learners solve well-de ned problems that do not have
well-de ned solutions. In this category, the tutor may have full knowledge of a problem

a learner is solving, but there may be virtually in nite correct solutions or there may not



be any speci c solutions at all. An example of this is the ISTART system; when a learner
solves a reading comprehension problem, the system knows what speci ¢ problem they
have and what some characteristics of a good solution are, but the system does not have a
speci ¢ solution or type of solution in mind.

The third and nal category of personalized learning research is tutoring systems that
help learners solve problems that are ill-de ned themselves. In this category, problems are
not easily quanti able and have high variability. A problem might be one of learning or
exploration, such as, “How can | explore this system?”. Tutors in this category are unable
to have full, explicit knowledge of the problem; instead, they have indirect knowledge
such as knowledge of their general domain, a learner's behaviors, and other solutions that
have been generated in the past. There has been relatively little research for this category
of personalized tutoring, as intelligent tutors are typically implemented in well-de ned
contexts. However, the MILA-T system does fall in this category. The system knows about
the types of ecology problems that can be solved, the process to solve those problems, and
learners' behaviors. However, it does not have explicit knowledge of the speci ¢ goals
learners have, and these goals have high variability.

This study will build off the ideas of the MILA-T system, where we will address the
similar ill-de ned context of an ecological modeling system without explicit knowledge of
learners' goals. The system improved attitudes towards science, but it did not signi cantly
improve learners' performance on content assessment. In the following sections, we will
identify what could have been improved with the MILA-T system and incorporate that
into a new design of a personalized tutoring system in the ill-de ned context of ecological

modeling.



2.4 Theories of Learning and Tutoring

2.4.1 ConstructivismandConstructionism

Invented by Jean Piaget, constructivism is a theory of learning that states that knowledge is
constructed by a learner as opposed to transmitted directly [8]. Essentially, the idea is that
people learn by seeing information, deriving meaning from that information, and creating

knowledge structures that represent their understanding of the information. Construction-
ism is an educational method based on constructivism that consists of people learning by
constructing a public artifact. The idea behind constructionism is that it makes students
more deeply involved in their learning, i.e. learning is more active than passive [8]. In our

research, we will take a constructionist approach to learning. In doing so, we make the
assumption that by successfully constructing models, students will actively achieve their

learning goals.

2.4.2 TransferLearning

Transfer learning is a concept in educational psychology that refers to learning in one con-
text “transferring” to learning in another [9]. There are two basic forms of transfer learn-
ing: near transfer learning and far transfer learning. Near transfer learning refers to when
learning in one context improves learning in a second, closely-related context. Far transfer
learning, on the other hand, refers to learning in a context improving learning in a com-
pletely different context. This concept is crucial to many educational settings, as learning
environments are typically created with the intent of improving learners' abilities in other
contexts [9]. In this research, we will generally aim for approaches that foster transfer

learning.
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2.4.3 MetacognitiveTutoring

Within tutoring, there are multiple methods of approaching it. One form of tutoring is
direct tutoring, where a tutoring system uses its knowledge about the solution to a problem
to give a learner hints about how to get there. According to an analysis study done by Kurt
VanLehn titled, “Model construction as a learning activity: a design space and review”, this
form of tutoring is awed due to students sometimes “gaming the system” [10]. Essentially,
some students continually ask a tutoring system for hints until the system has practically
given away most of how to solve a problem. While this may get a learner to the solution
quicker, it does not provide them a good ability to solve similar problems when they do not
have the help of a tutor (i.e. it does not result in transfer learning).

A workaround for the “gaming the system” problem is metacognitive tutoring, which
aims to guide a learner's thinking about their process rather than their direct output. Metacog-
nitive tutors oftentimes ask questions to guide a learner's thought process in the direction
the tutor wants the learner to go in instead of directly telling them what to do to solve a
problem. VanLehn's paper concluded that out of all the forms of tutoring that exist for
scienti c modeling construction, metacognitive tutoring has the most evidence supporting
its effectiveness. Since it gives quality feedback without having the “gaming the system”

problem of direct tutoring, it typically results in the most signi cant learning gains [10].

2.4.4 Procedurabcaffolding

While already successful, metacognitive tutoring is oftentimes paired with additional scaf-
folding to improve learning outcomes even further. A speci c type of scaffolding that is
coupled with metacognition is procedural scaffolding. Procedural scaffolding consists of
giving learners a temporary procedure to follow in order to give them an idea of how to
approach the problem that they're solving. The procedure is usually just an example of
how a learner can go about their problem rather than a set method that the learner has to do,

and it can oftentimes involve a learner solving a different (but related) problem than their

11



own. When procedural scaffolding was used in a physics tutoring system, it was shown
to improve student performance on both the problems they received feedback on and on

problems in different task domains (i.e. it resulted in better transfer learning) [10].

2.4.5 ScaffoldingandScienti c Modeling

In a study done titled, “The Dif cult Process of Scienti c Modeling” by Patrick Sims et al.,
researchers conducted a study where 26 students created physics-related scienti c models
[4]. The study tracked their reasoning processes using a coding scheme and observed
those processes. It found that students who had prior knowledge of the area had more
success creating models than those who did not. It also found that the majority of students
had little prior knowledge of the system and they spent their time arbitrarily adjusting
model parameters to t their empirical data (without fully understanding anything about the
relationship between the entities). From these results, the study concluded that scienti ¢
modeling is a complex task where learners need additional scaffolding to be successful.
The ndings of Sims' study are important because they relate to MILA-T. The MILA-T
system provided metacognitive tutoring to students to guide their processes, but it did not
provide additional scaffolding beyond that [3]. Because MILA-T was in an ill-de ned do-
main that needed that additional scaffolding, learners did not improve as much as they could
have on learning course material with the system. In this study, we will approach personal-
ized, metacognitive tutoring in scienti c modeling that incorporates additional scaffolding

in order to ensure student success.

2.5 Identi cation of Research Gap

All of the above leads to the following research question: how can we create a personal-
ized tutoring system that uses scaffolding to further metacognition in ill-de ned contexts?
The general research gap is that in ill-de ned contexts, where tutors do not have explicit

knowledge of the speci c problems and solutions learners are solving, there is potential
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for personalized feedback that has not been fully explored. The MILA-T system was an
attempt at this question, and it targeted metacognition in its procedure. In this study, we
will also target metacognition because out of all forms of intelligent tutoring, metacogni-
tive tutoring has some of the most evidence supporting it (and overcomes the pitfalls of
direct tutoring). Unlike the MILA-T system, we will use procedural scaffolding to present

metacognitive feedback in a way that further scaffolds and guides learners' processes.

2.6 Virtual Ecological Research Assistant (VERA) Application

In this research, we will implement a personalized tutoring system in the Virtual Ecolog-
ical Research Assistant application, or the VERA application. VERA is a tool developed

in Georgia Tech's Design and Intelligence Lab that is used to construct ecological mod-
els. With the tool, learners can create, simulate, and adjust models of ecological systems
and discover concepts and trends in the process. An example of this is a learner creating
a model demonstrating a predator-prey cycle and corresponding simulations showing the
uctuations of the predator and prey populations over time. They can also use VERA to
perform “what-if’ experiments by modeling a real-life system and adding hypothetical con-
ditions. The online tool takes an exploratory approach to foster learning; when a learner can
simulate models, adjust parameters, see the change in results, etc., they can foster a more
whole understanding of an ecological concept. VERA also helps learners acquire specic
domain knowledge by contextualizing it through its EOL feature (where EOL is referring

to the Smithsonian Institution's Encyclopedia of Life); learners can enter a species name in
a model and have that species' parameters (such as lifespan and body mass) automatically
lled in. This enables users to create and simulate models without having much domain

knowledge going in and to learn ecological concepts with greater ease [11].
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2.7 Learner Behavior Discovered in VERA

While the primary function of VERA is to foster learners' understanding of ecological sys-
tems and concepts, it has also been utilized by researchers to discover learner patterns and
behaviors. An example of this is a paper titled, “Understanding Self-Directed Learning
in an Online Laboratory”. In this study, the modeling behavior of 315 learners in VERA
were analyzed, regardless of what their speci ¢ goals or demographics were. Their activity
over time was quanti ed with each action being categorized as either model construction,
parameterization, or simulation. Hierarchical clustering was used on each user's activity
and this resulted in three groups: observation, construction, and full-exploration (see Fig-
ure 2.2). The observation group, or Type 1, had 382 users in it, and learners in this group
experimented with different simulation parameters but demonstrated little evidence of con-
structing/editing the models themselves. The construction group, or Type 2, had 338 users
in it, and learners in this group constructed models without spending any time simulating
them. The nal group, full-exploration, or Type 3, had the fewest number of learners at
69. These learners completed the full intended cycle of constructing a model, altering pa-
rameters, simulating the model, and repeating. For these groups, the model complexity and
model variety were measured for their respective models. Model complexity consisted of
the number of total components and relationships in the models, and model variety con-
sisted of the number of distinct types used for these components and relationships (where a
biotic node and an abiotic node would be distinct types, for instance). The study found that
learners in the full-exploratory group constructed models that were higher in both model
complexity and model variety, indicating that they created more intricate models. [5].

In another paper titled, “Effects of Guidance on Learning about Ill-de ned Problems”,
researchers examined the effect of the level of guidance on people when using VERA.
Speci cally, two groups of undergraduate biology students used VERA to learn about ill-

de ned ecological phenomena, but one of the groups received signi cant guidance on what
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Figure 2.2: This shows a visualization of the sequence activity patterns of the three groups
found in the “Understanding Self-Directed Learning in an Online Laboratory” paper. Type
1 (observation) includes learners who experimented without constructing their models,
Type 2 (construction) includes learners who created models without simulating them, and
Type 3 (full-exploration) includes learners who completed the entire cycle of constructing,
parameterizing, and simulating models. [5]

to do while the other group received minimal guidance. The guided group was asked
to create a predator-prey relationship with speci ¢ conditions, while the other group was
asked to create any problem in ecology with some of the same conditions. The study
found that the two groups did not differ signi cantly in their completion time and ability to
solve their respective problems, but students in the minimal guidance group exhibited more
exploratory behaviors and created more intricate models (measured by model complexity)
[6].

The above studies highlight the existence of two general types of learners using VERA:
problem-solvers and explorers. Problem-solvers, similar to the guided group in the guid-

ance study, create and simulate models in VERA in order to solve a speci ¢ problem that

15



they have. For example, they may aim to nd the optimal value of a speci ¢ parameter in

a given system. These types of learners tend not to create intricate models or exhibit ex-
ploratory behaviors, as they simply want to accomplish their goal. Explorers, similar to the
unguided group in the guidance study, create and simulate VERA models in order to better
understand a system. While they may have problems that they are solving, they generally
look to learn about relationships between different entities and concepts. When success-
ful, they exhibit exploratory behaviors and create intricate models. A personalized tutoring
system in VERA should support the needs and learning goals of both problem-solvers and

explorers in order to ensure robustness.

2.8 Solution

In short, the solution to the existing research gap in this study is to build and evaluate
a personalized tutoring system in VERA that uses unsupervised machine learning tech-
niques and procedural scaffolding to further metacognitive skills in problem-solvers and
explorers. The tutoring system will include two tutors: an exploration tutor and a recom-
mendation tutor. The exploration tutor will support explorers by classifying them as either
being in the observation, construction, or full-exploration groups and using that information
to recommend behavior that promotes the exploration of a system. The recommendation
tutor will support problem-solvers by recommending the investigation of other models that
solve similar problems to the ones they are solving. Both of these tutors will use unsu-
pervised learning algorithms to decide what feedback to give, and they will use procedural
scaffolding to mold feedback to a learner.

By designing and implementing this personalized tutoring system in VERA, we will
provide an example of how a personalized tutoring system can work in an ill-de ned con-
text. Furthermore, we can investigate the effect procedural scaffolding has on this system
by comparing it to the results of the MILA-T system. If the system is successful, it will

highlight the potential of the inclusion of personalized feedback in scienti c modeling and
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ill-de ned contexts in general. Digitized feedback in these contexts would not only poten-
tially improve learner outcomes and learning experiences, but it would also be a low-cost

and scalable way to do so.
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CHAPTER 3
DESIGN OF THE VERA TUTORING SYSTEM

In this section, we describe the high-level design of the personalized tutoring system in
VERA. We start with an overview of VERA and the general design of the system, then go

into more detail in later sections.

3.1 VERA Application

As described in Section 2.6, the Virtual Ecological Research Assistant (VERA) applica-
tion will be used for this research. VERA is an ecological modeling application where
learners can create, parameterize, and simulate conceptual models of ecological systems.
Every model has components (nodes) and relationships (edges). Components can be ei-
ther biotic or abiotic, where biotic components are speci ¢ taxa. Relationships relate two
components together, with an example being “component A affects component B”. Rela-
tionships include “produces”, “consumes”, “destroys”, “affects”, and “becomes on death”.

Each component has tunable parameters associated with it, such as lifespan and body mass.

See Figure 3.1 for an example of a VERA model and its corresponding simulation.

3.2 Design Overview

From the ndings of previous research on VERA, MILA-T, and intelligent tutoring in gen-

eral, we wish to design an intelligent tutoring system in VERA that incorporates metacogni-
tive scaffolding to support both explorers and problem-solvers in VERA (see Section 2.8).
Since explorers and problem-solvers are two different types of learners with completely
different sets of learning goals, we tailor one tutor for each. The recommendation tutor is

tailored to aid problem-solvers in solving the speci c task they are working on (and related
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Figure 3.1: An example of a model in VERA created by a learner. The portion labeled by
1 shows a model that has been constructed, the portion labeled by 2 shows the ability to
change parameters in the model, and the portion labeled by 3 shows a simulation of the
model. [12]

problems in the future), while the exploration tutor is tailored to aid explorers in exploring
the general concept or system they are working with.

The simplest mechanism to allow for feedback in VERA is to give feedback when the
user requests it, and the user can request it through a button (or any other Ul element) on
the screen. For the scope of this study, we leave the feedback mechanism as a button that a
user clicks to request feedback. In the future, we will incorporate proactive feedback where
the system automatically detects when a learner needs help, and this is described in Section
7.3.7.

With the above, we now reduce the design of the system to: “The user has requested
feedback. What feedback do we give?” The rst step in answering that question is deter-

mining whether a learner is an explorer or a problem-solver, as we will then know whether
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to call the recommendation tutor or the exploration tutor's feedback. There are two im-
portant pieces of knowledge we can leverage. The rst is that while a learner might not
be familiar with the terms “problem-solver” or “explorer”, they know what their goals in
creating a VERA model are. For example, a student may be able to say something like “My
goal is to complete this speci ¢ task my instructor gave me.”, while a researcher may be
able to say something like “My goal is to explore the dynamics of predator-prey systems.”
The second piece of knowledge we can leverage is that we can assume that a learner's
general goals (at least the dimension of whether they are solving a task or exploring a sys-
tem) are generally consistent throughout the process of creating a model. While their goals
may differ from model to model, they should be consistent within a particular model. For
example, we assume that if a student creates a model to solve a task their instructor gave
them, it is unlikely that in the middle of working on that model they will switch to wanting
to explore a general system. From those two pieces of knowledge, we can ask a learner
about their general goals when they go to create a model and save that information for
when they request feedback. We can speci cally ask them, “Why are you creating models
in VERA today?” with answer choices of “Solving a problem” and “Exploring a system
or concept”. If a learner selects the option of “Solving a problem”, then we classify them
as a problem-solver and have the recommendation tutor give them feedback whenever they
request help for that model. Conversely, if a learner selects the option of “Exploring a sys-
tem or concept”, then we classify them as an explorer and have the exploration tutor give
them feedback whenever they request help.

In the following sections, we will describe what feedback the exploration tutor and
recommendation tutor give to learners, and why that feedback is given. Generally, it will

follow the owchart shown in Figure 3.2.
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Figure 3.2: A breakdown of what feedback a learner receives based on their classi cations.
It starts with a learner requesting feedback. Then, the learner is classi ed as either an
explorer or problem-solver, and further distinctions are made from those.

3.3 Incorporation of Metacognitive Scaffolding

As previously mentioned, we want our feedback (for both tutors) to utilize metacognition
and procedural scaffolding. See Figure 3.3 for an example of procedural scaffolding from
the “Model construction as a learning activity: A design space and review” paper. This
example shows procedural scaffolding from the Model-It system, which involved con-
structing and testing models of scienti c phenomena [10]. Notice the dynamic between
scaffolding and metacognitive questions in the feedback. There's scaffolding in the fact
that there's a list of steps for the learner to complete, with speci ¢ action items such as
“Select relationships in red”. However, there are also re ective, metacognitive questions

scattered throughout the feedback like “What do you expect will happen?” and “Did it
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work the way you expected?” This combination effectively gives the learner enough infor-
mation to know what to do without ambiguity or confusion, but it also lets them re ect on
their process in ways that bene t their learning going forward [10].

In the VERA tutors' feedback, we will leverage this same design. Both tutors’ will
give feedback that is formatted as a list of metacognitive steps, where the steps include
speci ¢ action items (the scaffolding aspect) and re ective, metacognitive questions. This
then reduces feedback to the following two, related questions: “What task do we want a
learner to complete when they receive feedback? What do we want the learner to take
away from the activity?” In the following subsections, these will be the two questions we
answer. In doing so, we can then leverage procedural scaffolding to mold our answers into

real feedback.

3.4 Recommendation Tutor

From the previous sections, we have that the recommendation tutor should help problem-
solvers complete a particular task, and we need to specify a list of steps/action items for
the learner to complete that accomplishes that. Without explicit knowledge of the problem
the learner is solving (and only the model they are working on), there are a limited number
of ways to go about resolving this. One way to go about it may be to leverage “worked
examples”, or completed solutions to similar problems that the learner has to solve. The
paper, “The Use of Worked Examples as a Substitute for Problem Solving in Learning Al-
gebra” studied the effect of worked examples on problem-solving in an algebraic context as
compared to traditional techniques like teaching general rules, schemas, and abstractions.
The study found that the use of worked examples caused students to be able to solve related
problems in much faster times than traditional methods. Furthermore, the use of worked
examples resulted in fewer errors while solving related problems [13]. While this study
was performed in a well-de ned, algebraic context, we can apply the same idea here: if a

learner is able to see a model that solves a similar problem that they are solving, then they
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Figure 3.3: Feedback from the Model-It system, demonstrating procedural scaffolding.
[10]
may gain a greater understanding of how to solve their own problem.

Accordingly, we design the recommendation tutor to nd a model that is similar to
the user's current model in some dimension, and we have that the recommendation tutor
should encourage investigating that model. The idea here is that a different VERA model is
the “solution” to some other problem that is similar to what the learner is trying to tackle,
and that a learner will be able to effectively show near transfer learning from that model
to their own. Now, we need to discover what action items and metacognitive questions
should come of a recommended model. We cannot just give the model to the learner, we

have to give some procedure to perform with the model, and the question is what procedure
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that should be. For this, we look back to the “Understanding Self-Directed Learning in an
Online Laboratory” paper, which suggests that a cycle of constructing, parameterizing, and
simulating models results in optimal exploratory behavior [5]. While we cannot directly
tell the learner, “Here is a similar model we recommend, which is a solution to this other
speci ¢ problem”, what we can instead do is tell the learner to explore the recommended
model via the construction, parameterization, and simulation process and have the learner
discover how the dynamics of the model work. With all of this, the recommendation tutor's
feedback is designed according to Figure 3.4.

Hey! | see that you're working hard at your model and wanted to suggest completing the
following steps involving a similar model | found:
1. Click hereto clone the recommended model and open itin a new tab

2. Look at the structure of the model, as well as the individual nodes and edges involved.

What is this model meant to represent? What do you expect will happen when you
simulate it?

3. Simulate the model. What happened, and why? Were your predictions correct?

4. Look for some parameters that you think might change the model's behavior and test
different values of them by running some simulations. What parameters seem to be

important in affecting the model's simulation output? Why are they important?
5. Re ect on this activity. What did you learn from the model? How does it relate to the
one you're currently working on?

Figure 3.4: The design of the feedback given by the recommendation tutor

The feedback design in Figure 3.4 rst asks the learner to clone the model it recom-
mends, which is the same as copying it into their own drive (as to anonymize the author of
the recommended model). The action items in the rest of the steps then ask the learner to
explore the model by the construct-parameterize-simulate process, except instead of con-
structing the model, it is analyzing the construction that already exists. The feedback design
also includes metacognitive questions that are meant to get the learner to fully understand
the recommended model, both in terms of how it works mechanically and what it represents
conceptually. The last step gets the learner to re ect on the activity and think about how
they can apply what they learned from the recommended model to their own. All of these

steps in combination are meant to approximate a “worked example” of the problem space
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the learner is working in.

As a part of the recommendation tutor's feedback, we need to determine how to nd a
VERA model to recommend to a learner. In general, we can de ne some similarity metric
that represents relatedness between two models (in terms of the problems they solve), and
the recommendation tutor should recommend a model that has a maximal value in that
metric when compared to a learner's current model. There are a few options for that metric,
including nding the relatedness between the types of nodes of two models, relatedness
between types of edges, relatedness between nodes' species, etc. However, we hypothesize
that the ideal metric for this case would measure the similarity between the underlying
graph structures of two models. In other words, we believe that simply nding similar
nodes/edges/species between two different models is not enough to determine whether they
solve similar problems, and instead you need to incorporate the structure of how all of
those elements work together. Another way to think about it is that the structure of a
VERA model is potentially likely to capture its underlying relationships and conceptual
mechanisms, while speci ¢c nodes, edges, or parameters may be applied to a variety of
different types of ecological systems and problems. A well-known metric for measuring
the distance between two graphs is graph edit distance, which measures the minimum cost it
would take to transform one graph into an isomorph of another [14]. As such, we design the
recommendation tutor to compute the graph edit distance between a learner's current model
and a variety of candidate VERA models. Then, the tutor will choose the candidate model
with the lowest graph edit distance as the recommended model in its feedback. Note that
this method assumes that two VERA models that are similar in their solution space are also
similar in their problem space; this assumption comes from the constraint of having access
to the solutions of problems (i.e. VERA models), but not the exact problems themselves.
This is something that we will need to experimentally verify in the future.

One nal aspect of the recommendation tutor's design is to determine what models

should be considered “candidate” models, or what ltering should be done on the set of
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models in VERA to determine which ones are eligible to be given as recommendations. For
this design decision, we applied a few preliminary lIters, as we will now detail; we will do
more complex ltering in the future, which is described in Section 7.3.2. The set of models
we started with were all of the ones in VERAS database, which consists of models that
various learners (both students in classrooms and self-directed learners) created between
2018 and 2023. Then, we applied lters to these models. The rst Iter we added was that
the last time a model was edited should have been a minimum of one week prior to the time
of giving a recommendation. The reasoning for this is that a recommended model should be
relatively complete, and the creator of the model should not still be working on it. As such,
the minimum timespan of one week since the last edit seemed to be a reasonable choice to
proxy this. The second lter we added was that the total edit time (time elapsed between
creating and last editing the model) should be greater than or equal to three days. The basic
idea here is that a model should have been worked on enough to be seen as “reliable”. As
for choosing which value should be the minimum edit time, we created a histogram of the
edit time (in seconds) of all VERA models in Figure 3.5. The histogram only displays
models with edit times between 1 second and 1 week (around 600,000 seconds), and we
make this simple observation: the vast majority of VERA models have an edit time of
less than one day. As such, we wanted to choose and edit time of greater than one day
where there were still enough candidate models to work with, and an edit time of three
days ful lled this constraint adequately.

The nal Iter we applied to generate candidate models for the recommendation tutor's
feedback is model complexity. We de ne model complexity as the total number of nodes
and edges in a model, and it proxies how intricate a model has been constructed. We
want to recommend models to learners that have some minimum amount of complexity,
because models with an extremely low complexity (like 2 or 3) have a high chance of
not being complete or useful. Similar to edit time, we generated a histogram of the model

complexity of VERA models, as shown in Figure 3.6. In the graph, there is a peak with very
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Figure 3.5: A histogram displaying the total edit time of all VERA models, where edit time

is de ned as the difference between the time a model was created and last edited. The y-
axis shows the edit time in seconds, while the x-axis shows the counts of such. The models
were created between 2018 and 2023 by learners in various contexts, including college
courses.

few models afterwards. We did not want to Iter out models with a “medium” complexity,

as those may still be useful to a learner; we only wanted to Iter out models with a “low”
complexity since those can be seen as highly risky. So, we wanted to include the models
within the peak of the graph (“medium” complexity) while Itering out models before the
peak (“low” complexity). Accordingly, we chose a minimum model complexity of 5. With

all of our lters, we now have a complete design for the recommendation tutor where it
scans through a selection of candidate models, chooses the one with the lowest graph edit
distance to the learner's current model, and encourages the exploration of that model within

the context of metacognitive scaffolding.
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Figure 3.6: A histogram displaying the model complexity of all VERA models, where
model complexity is de ned as the total number of nodes and edges in a model. The y-axis
shows the complexity, while the x-axis shows the counts of such. The models were created
between 2018 and 2023 by learners in various contexts.

3.5 Exploration Tutor

3.5.1 ExplorationTutor Overview

To reiterate, we de ne explorers as learners in VERA that are exploring a particular system
or set of concepts, and we want the exploration tutor to give them help when they request
feedback. From the “Understanding Self-Directed Learning in An Online Laboratory”
paper, we have that explorers are most successful (i.e. they create more intricate models
and exhibit more exploratory behaviors) when they complete the full cycle of constructing,
parameterizing, and simulating models [5]. We de ne explorers who adequately complete

this cycle as “full-explorers” from here on. The two other types of explorers identi ed in the
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self-directed learning paper can be thought of as lacking as in some part of the exploration
cycle; “constructors” effectively create nodes and edges in their model without effectively
parameterizing and simulating, while “observers” adequately parameterize and simulate
their model without engaging in enough construction. From this information, we want the
exploration tutor to tailor feedback to these three types of explorers. Within this feedback,
the basic idea will be to get explorers closer to completing the full exploration cycle and
creating more intricate models. This is re ected in the owchart in Figure 3.2. When the
exploration tutor goes to give feedback to a learner, it rst classi es the learner as either a
constructor, observer, or full-explorer. Then, it gives feedback that is meant to encourage
a full exploration cycle. In doing so, we aim to help explorers achieve their goals with

greater ease.

3.5.2 ExplorationTutor Clustering

The rst step the exploration tutor does when giving feedback is deciding whether a learner
is a constructor, observer, or full-explorer. We will now describe a design that accomplishes
this. The design consists of two basic steps: a pre-processing step where VERA models'
associated log activities are clustered into the three groups, and a real-time step where
the exploration tutor uses the clustering to classify an explorer into one of the groups.
Starting with the clustering step, we can employ a process similar to the one used in the
“Understanding Self-Directed Learning in An Online Laboratory” paper. We can start by
taking a user's log behavior while working on a particular model and processing it into an
“activity sequence” that reduces actions to being one of construction, parameterization, and

simulation. We de ne an activity sequence as a string consisting of sequences of “c”, “p”,
and “s”, each corresponding to one unit of construction, parameterization, and simulation
respectively. To give an example, let us say that a learner creates 2 nodes and 1 edge,
then changes 2 node parameters and 2 edge parameters, then simulates three times. Each

creation of a node or edge would be one construction action, so the creation of 2 nodes
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and 1 edge would result in a sequence of “ccc”. The changing of four parameters would
result in “pppp”, and simulating the model three times would result in “sss”. As such, the
learner's collective sequence activity would be “cccppppsss”.

We then need to de ne a metric of similarity between two action sequences to be able
to perform clustering. We decided to use the Levenshtein distance, which measures the
distance between two sequences by computing the minimum number of edits required to
convert one sequence to the other. With this similarity metric, we can then use hierarchical
agglomerative clustering to separate user activity sequences into the construction, observa-
tion, and full-exploration groups. We choose this clustering method because it is the same
one used in the “Understanding Self-Directed Learning in An Online Laboratory” paper
that initially discovered the existence of these clusters [5]. However, we cannot simply just
run hierarchial clustering on all activity sequences using the Levenshtein distance since we
need to normalize for sequence length. The Levenshtein distance is extremely large for two
sequences that have very different lengths, which is not ideal in this case since two learn-
ers can explore similar behaviors for differing amounts of time. As such, we need to split
user sequences into different length groups, and then perform the clustering on each length
group. In the self-directed learning paper, kernel density estimation [15] was run on activ-
ity sequence lengths to nd local minima for density, and minima of 29.59 and 42.85 were
found [5]. We incorporate the same into our design, as we will de ne three length groups;
the “length 0” group consists of any sequence with length less than 29.59, the “length 1”
group consists of any sequence with length between 29.59 and 42.86, and the “length 2”
group consists of any sequence with length greater than 42.86. With hierarchical clustering
for each of these length groups, we can generate clusters of user activity sequences that
represent the construction, observation, and full-exploration groups.

With these clusters processed and stored, the exploration tutor can utilize them to de-
termine in real-time whether a learner is a constructor, observer, or full-explorer when they

request feedback. First, the tutor needs to process the user's log activity into an action se-
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guence. Then, the tutor can compute the Levenshtein distance between the sequence and a
number of randomly-chosen “representative” sequences in each pre-processed cluster. The
mean Levenshtein distance can be computed for each cluster, and the cluster assignment
the exploration tutor chooses is simply the one with the minimum mean distance. With this
classi cation mechanism, we then just need to determine what feedback is given to each

type of explorer. The following subsections address this.

3.5.3 ConstructoiFeedbaclDesign

If an explorer is categorized as a constructor, then we know that they are likely not doing
enough paramerization and simulation. As such, the task we want to give them (in the
context of procedural scaffolding) is to parameterize and simulate their model. As they
conduct parameterization and simulation, we also want them to further understand how
the changes of certain parameters directly affect the simulation output of their model and
what the underlying relationships are between these components. Accordingly, we have
the feedback template for constructors shown in Figure 3.7.

Hey! | noticed that you've been constructing your model, but you haven't been changing
many of the parameters. To gain a greater understanding of how your model works, |
suggest completing the following steps:
1. For yournodeNamenode, change thgaramName parameter tparamVall.
2. Predict what will happen when you simulate your model with the new change. What
will happen to thenodeNamepopulation?
3. Simulate your model. What do you observe? Was your prediction correct? Why did
you see what you observed?
4. Now change thparamName parameter tparamVal2. Again, predict what will
happen when you simulate your model.
5. Simulate your model again. Was your prediction correct? What seems to be the general
trend between thparamName parameter and the output of the simulation? Is the trend
linear? Are there multiple peaks? Do you need to test more values?
6. Re ect on this activity. What did you learn about this parameter and the system as a
whole?

Figure 3.7: The design of the feedback given by the exploration tutor for constuctors. The
bolded terms are variables that differ depending on the learner receiving feedback

In the constructor feedback template, we essentially ask a learner to change a parameter
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in their model to some value, simulate their model, change the parameter to a different
value, and simulate their model again. However, we also ask re ective, metacognitive
guestions to get a learner to re ect on what happens when they parameterize and simulate
their model, like predicting what will happen when they alter their model and re ecting on
the activity. Note in particular the fth step where the following questions are asked, “What
seems to be the general trend between the parameter and the output of the simulation? Is the
trend linear? Are there multiple peaks? Do you need to test more values?” This explicitly
asks the learner to try to infer the relationship between the parameter they changed and the
simulation behavior they observed. If they are unable to answer that question, then they
can test more values to try to do so. In general, the feedback is meant to get a constructor
to metacognitively engage in parameterization and simulation behavior and to go towards
completing the full exploration cycle.

When giving feedback to constructors, the exploration tutor needs to determine which
parameters and values to recommend changing, and this is nontrivial. Random parameters
and values cannot be recommended, since a randomly-chosen parameter could be one that
does not affect the simulation output at all and a random value could be one that is com-
pletely unreasonable within the context of the model. To gure out how to determine this,
we rstlook to the idea of breadth vs. depth exploration. A paper titled, “Balance Between
Breadth and Depth in Human Many-Alternative Decisions” studies how people balance
breadth and depth exploration for cases where there is a plethora of options to choose from
and only nite resources to work with (or a nite “budget”) [16]. The framework discusses
how when the budget is small, people optimize for breadth, as they try as many options as
they can with the limited resources they have. However, with a relatively high amount of
resources, people optimize for depth as they now have the capacity to do such without sac-
ri cing much breadth. The paper then discusses how this behavior is close-to-optimal, with
the main sub-optimal part of people's decisions being that they tend to select options too

homogeneously. This applies here in the sense that if a learner has already tried values for

32



one or two parameters, we have two options for recommending a parameter to change: one
of the same ones the learner has already tried (depth), or a completely new parameter that
has not been changed (breadth). If we consider the limiting resource (or budget) to be the
learner's time, then we can make the assumption that we have a relatively large budget and
should emphasize depth over breadth. This assumption can be made because if a learner is
aiming to explore a system or concept, then they have likely implicitly decided to spend at
least a little bit of time doing exploration.

The way we can emphasize depth exploration accordingly is by rst searching through
a learner's already-edited parameters and choosing one of those parameters if we determine
that it is not suf ciently explored. Then, if all tried parameters are suf ciently explored,
we recommend a new parameter. But we then have this question: how do we determine
whether a parameter is suf ciently explored? For this question, we leverage the assumption
that if a certain value for a parameter has been used frequently in other VERA models, then
it might be useful to the learner and is worth exploring. As such, we can add a pre-processed
stage to the exploration tutor (separate from the other pre-processing done) where kernel
density estimation is run on each parameter to determine the top few values that are most-
commonly used in all VERA models. Kernel density estimation is a widely-used technique
for estimating a probability density function for a quantity from sample measurements
of that quantity, and it leverages the method of kernel smoothing [15]. We can use this
technique to estimate local maxima for VERA parameters, or the highest-density values.
We can then compare the highest-density values for a particular parameter to the values
that a learner has tried, and if a learner has not tried a high-density value (or any value
in the vicinity of it), we recommend that value to the learner. If the neighborhood of all
high-density values have been tried by the learner, then we move on to the next parameter.
The design of using kernel density estimation in this way also addresses the possibility
that a learner has found a local maximum for some parameter, but is unaware that a global

maximum/minimum exists elsewhere. Until a learner has tried all signi cant ranges for
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a parameter (including the area of the global maximum/minimum), then we consider the
parameter to be unexplored.

In the case that the exploration tutor needs to recommend a new parameter and associ-
ated values to a learner, the tutor can leverage a couple of key ideas. First, the parameter
values recommended can be the same ones generated by the pre-processed Kernel density
estimation for a given parameter, as these are likely to be useful for a learner. As for which
parameter to recommend, we leverage the assumption that if a parameter has a high stan-
dard deviation between VERA models and has been changed commonly in models, then
it is likely to be useful to the learner. As such, we can order all parameters in order of
decreasing standard deviation, and we can recommend the rst parameter in this ordering
that has not been explored by the learner. Through all of this analysis, we can increase
the possibility of a constructor engaging in parameterization and simulation behavior that
results in meaningful ndings. It is worth noting here that this approach is sub-optimal and
does not consider the context of a user's model (i.e. the idea that parameter values that
might be reasonable for one model might not be for another). Further discussion of this can

be found in Section 7.3.4.

3.5.4 ObserveiFeedbaclbesign

If an explorer is classi ed as being an observer, then we infer that they are engaging in
parameterization and simulation behavior while not engaging in a suf cient amount of
construction. As such, we want to recommend that a learner creates a new node or edge in
their model so that they can improve in this area. Template feedback for this is shown in
Figure 3.8. It includes the task of creating a node or edge in the model, but it also includes
steps for the learner to change parameters in the node/edge and simulate their model so they
can add the node/edge in a way that makes sense in the context of their model. As usual, the
feedback includes metacognitive questions that gets the learner to try to understand what

creating the new node/edge did for their model.
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Hey! | noticed that you've been observing your model well, but you haven't been creating
many nodes or edges or changing the structure of it. To gain a greater understanding of
how your model works, | suggest completing the following steps:
1. Create another node or edge in your model.
2. Change any parameters in the new node/edge to t your model.
3. Predict what may happen when you simulate your model with the new node/edge.
4. Simulate your model. Were your predictions correct? How did the populations of the
existing biotic nodes change?
5. Re ect on this activity. What did adding the node accomplish, and why did it do that?

Figure 3.8: The design of the feedback given by the exploration tutor for observers.

3.5.5 Full-ExplorerFeedbaclkDesign

If a learner is classi ed as a full-explorer, then they have been identi ed as completing
the full cycle of constructing, parameterizing, and simulating their model. Since this is
considered optimal behavior, we want to give positively-reinforcing feedback that af rms
the learner's idea of how to conduct the conceptual modeling process. The idea of in-
cludng positive reinforcement in feedback for full-explorers is af rmed by a study titled,
“Towards an Effective Affective Tutoring Agent in Specialized Education”, which inves-
tigated the effect of an affective (emotion-based) tutoring agent that includes positive re-
inforcement when correct answers are given, as the study found the system to be signif-
icantly conducive towards learning in comparison to a control group [17]. Accordingly,
the design for full-explorer feedback is shown in Figure 3.9. The feedback encourages the
learner to continue their optimal behavior, and it also goes into detail about how their be-
havior is optimal such that the learner has more explicit and solidi ed knowledge of the
construction-parameterization-simulation process. In the future, we will combine this pos-
itive reinforcement with procedural scaffolding steps that help the learner even further (i.e.
micro-optimizing their behavior), but this is out-of-scope for this study and is discussed in

Section 7.3.6.
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Hey, | noticed that you are exploring with VERA well! You have done a good job of
constructing your model, tuning parameters, simulating your model, and repeating until
you nd quality results. Keep up the good work!

Figure 3.9: The design of the feedback given by the exploration tutor for full-explorers.
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CHAPTER 4
IMPLEMENTATION OF THE VERA TUTORING SYSTEM

In this section, we demonstrate the implementation of the VERA tutoring system design
described in Section 3. We do so by showing examples of the system in action for various

use cases.

4.1 Implementation Overview

The VERA tutoring system was built into the regular VERA application by members of
Georgia Tech's Design and Intelligence Lab. It uses the same technologies as the main
VERA application, and as such, itis primarily built in Java Spring Boot while using HTML,
CSS and JavaScript for web rendering. This calls a Python Flask back-end API which com-
putes analysis-related tasks. Both the Spring Boot application and the Flask API utilize a
MySQL database to store VERA data. The data used for any analysis related to personal-
ized feedback comes from this database, and it includes models made between 2018 and
2023. Interms of the tutoring system's feedback ow, feedback is requested from the front-
end Spring Boot application when the user requests is, then the Python Flask API computes
the feedback to give to a particular learner.

Now, we will demonstrate how the VERA tutoring system works. When a learner nor-
mally goes to create a model, they simply input the model's name to create it. However, the
VERA tutoring system has the learner answer one more question: “Why are you creating
models in VERA today?” The learner can select two options: “Solving a problem” (see
Figure 4.1) or “Exploring a system or concept” (see Figure 4.2). If the former option is
selected, then the learner is classi ed as a problem-solver for their model and will receive
feedback from the recommendation tutor. If the latter option is selected, then the learner is

classi ed as an explorer and will receive feedback from the exploration tutor.
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Figure 4.1: The page in the VERA tutoring system when a learner goes to create a model.
This shows the option that a learner would pick if they are to be classi ed as a problem-
solver.

Figure 4.2: The page in the VERA tutoring system when a learner goes to create a model.
This shows the option that a learner would pick if they are to be classi ed as an explorer.

When a learner is working on their VERA model, they can request feedback at any time
by clicking the button shown in Figure 4.3. From the question they lled out earlier, the
system knows whether the exploration tutor or the recommendation tutor should give them
feedback. When a learner clicks this button, the Flask API generates respective feedback

and the Spring Boot application displays it to the learner.

4.2 Recommendation Tutor Implementation

When a learner is classi ed as a problem-solver and requests feedback, they receive help
similar to what is described in Section 3.4. To demonstrate an example, imagine a learner is
searching for optimal parameters in a grasshopper system, and they create the model shown
in Figure 4.4. Imagine they are searching for an optimal parameter con guration such that
each of the populations are stable (i.e. none of the populations go to zero as time goes on).
The learner continually changes parameters in their model, but cannot nd a method that

gets them to their goal.
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Figure 4.3: The Ulin VERA when a learner is working on a model. When the button shown
in the red circle is clicked, a learner receives feedback from one of the VERA tutors.

Figure 4.4: An example model that a problem-solver may create, where they are looking to
stabilize a grasshopper ecosystem.

Given their struggles, imagine the learner requests feedback. The VERA tutoring sys-
tem gives the feedback shown in Figure 4.5. As shown in the feedback, the learner is given
a recommended model to explore, and is given a list of metacognitive steps to explore the

model.

When the learner clicks on the “here” text in the feedback to see the generated model,
they are brought to the screen shown in Figure 4.6. The learner is prompted to clone (or
make a copy of) the model, and they can choose a new name for the clone as well as a

project to place it in.
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Figure 4.5: The feedback that the recommendation tutor in VERA gave for the model in
Figure 4.4.

Figure 4.6: The page that pops up in VERA when a learner clicks on a recommended
model given to them by the recommendation tutor. They are prompted to clone, or copy,
the model into a project of their choosing.

When the learner clones the model, they are given the model shown in Figure 4.7.
The recommended model shows an ecosystem interaction between the Kudzu bug, Kudzu,
and American hornbeam populations. The graph structure of the recommended model is
identical to the learner's model (in Figure 4.4), but has different species and is in a different
ecosystem. As such, the learner is able to go through the steps the recommendation tutor
gave them, and they are able to see how the recommended model's populations stabilize.
By re ectively analyzing the relationships between the different species and parameters of

the recommended model, they are then able to apply this to their own model and stabilize
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their grasshopper ecosystem.

Figure 4.7: The recommended model that the recommendation tutor gives for the model
show in Figure 4.4. The model shows a Kudzu bug/Kudzu ecosystem with various interac-
tions among biotic and abiotic components.

4.3 Exploration Tutor Implementation

When a learner is categorized as an explorer and requests feedback, the VERA tutoring
system rst runs a classi er to determine whether the learner is a constructor, observer, or
full-explorer. The classi er is implemented as described in Section 3.5.2; it compares the
learner's log sequence to pre-computed exploration clusters and classi es the learner as the
cluster it is closest to. The feedback given by the VERA tutoring system then depends on
this classi cation, and we will now delve into each possibility.

First, imagine a learner that is trying to explore a simple predator-prey system and
analyze different characteristics of it. They create the model shown in Figure 4.8, which
shows a predator-prey system of a Gray wolf (predator), a domestic sheep (prey), and a
producer (grass). They construct nodes in their model, but perhaps are unsure how to
proceed. Perhaps they are unfamiliar with the process of cyclically parameterizing and
simulating their model, or maybe they are overwhelmed by the sheer number of parameters
that they are able to change. In any case, they request feedback, and the exploration tutor

gives them help. Since the learner constructed their model without doing any simulation
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or parameterization, the exploration tutor categorizes them as a constructor. Then, the
tutor recommends parameterization and simulation behavior, as shown Figure 4.9. The
tutor's feedback is organized as a list of metacognitive steps encouraging the learner to
parameterize and simulate their model, and it even uses density estimation [15] to determine
which values to change certain parameters to. By completing these steps and re ecting
on their process, the learner then has a greater understanding of how to alter parameters
to further explore their model, and they have a greater understanding of the conceptual

modeling process.

Figure 4.8: An example of a predator-prey model in VERA that an explorer labeled as a
“constructor” may create.

Now, consider a similar learner that is also trying to explore a predator-prey system.
They create a model with two nodes, a Gray wolf and a domestic sheep, as shown in Fig-
ure 4.10. Imagine they parameterize their model, simulate it, parameterize again, simulate
again, etc. and they repeatedly get dying-off behavior. They want to discover a different
behavior in their simulation, but cannot seem to nd the right parameters to make that hap-
pen. What they do not realize is that they have not tried constructing enough, as perhaps
creating another node (like a “Grass” node) would give their model more complexity and
the capacity to output a different behavior. So, when the learner requests feedback, the

exploration tutor categorizes them as an observer and gives them feedback accordingly,
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Figure 4.9: Example feedback from the exploration tutor to a learner categorized as a
constructor.

as shown in Figure 4.11. The feedback includes a list of steps encouraging the learner
to create a new node/edge in their model. Then, the learner knows to add a new node in
their model (since all nodes are already connected by edges), and they give their model the

complexity to output a different behavior as they wish.

Figure 4.10: An example of a predator-prey model in VERA that an explorer labeled as an
“observer” may create.

Finally, consider a learner who again is trying to explore a predator-prey system. They
construct the model shown in Figure 4.12, and they cyclically construct, parameterize, and
simulate their model for an extended period of time to explore their model and visualize
different scenarios/outputs. When giving feedback, the exploration tutor categorizes them

as a full-explorer and gives them the positively reinforcing feedback shown in Figure 4.13.
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