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6.6 The spatio-modality attention scores computed from fMRI features (static
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SUMMARY

The proliferation of data across scienti�c, industrial, and biomedical �elds has ushered

in an era of increasingly complex, high-dimensional, and heterogeneous datasets. These

datasets span multiple modalities, temporal dynamics, and spatial hierarchies, rendering

conventional analytical methods insuf�cient. Informative patterns often remain obscured

in large-scale datasets due to inherent complexity, including noise, high dimensionality, and

confounding variables that mask true underlying signals. Therefore, a central challenge in

modern data science is to extract meaningful, interpretable signatures from this layered

complexity, particularly when variability across individuals is substantial and multifaceted.

Unlocking these hidden structures requires methods that can adapt to heterogeneity, pre-

serve �ne-grained information, and operate effectively across multiple levels of abstraction.

In computational neuroscience, the focus is on decoding the human brain through di-

verse neuroimaging technologies such as magnetic resonance imaging (MRI), positron

emission tomography (PET), and electroencephalography (EEG). These technologies gen-

erate large-scale data aimed at understanding brain structure, function, and the neural basis

of brain disorders. However, individual variability, demographics, and biological underpin-

nings introduce heterogeneity in the biological population. This heterogeneity is height-

ened further in neuropsychiatric disorders such as schizophrenia, autism, and Alzheimer's

due to diversity in disease effects, progression, and symptom manifestation. Therefore, the

explanatory signals, such as features, trends, and biomarkers, are often temporally transient,

spatially constrained, and perceptible only within speci�c subpopulations. Consequently,

traditional approaches that rely on population-level averaging often fail to capture the lo-

calized or subgroup-speci�c trends that are critical for understanding complex systems.

This dissertation introduces a comprehensive computational framework for granular

factoring into large-scale, heterogeneous data, such as neuroimaging, medical informat-

ics, and genomics. The central idea is to navigate complex data landscapes by stratifying
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them into smaller, homogeneous substructures, thereby enabling localized exploration and

targeted knowledge extraction. Rather than �attening or averaging across differences, the

proposed models leverage heterogeneity as a source of insight-preserving local structure,

revealing subgroup-speci�c patterns, and improving generalization across applications.

To operationalize this vision, novel algorithms are developed for spatial, temporal, and

modality-aware clustering, biclustering, and subgroup discovery. These methods are com-

plemented by summarization strategies that distill massive datasets into lower-dimensional,

information-rich representations while retaining critical trends and associations. Deep neu-

ral architectures for multi-modal data fusion further enable the integration of disparate

sources, supporting holistic analysis and cross-domain reasoning in environments with high

signal complexity and strong domain interdependence. The effectiveness of the proposed

methodologies is demonstrated in high-stakes application areas, particularly in neuroimag-

ing and biomedical informatics. Here, the models show promise in characterizing pop-

ulation heterogeneity, identifying subtypes in neuropsychiatric disorders, and uncovering

clinically relevant biomarkers in imaging, behavioral, and genomic modalities.

By providing a uni�ed computational toolkit for analyzing large, complex, and hetero-

geneous datasets, this work contributes to the broader �eld of data science. Notably, the

thesis advances computational neuroscience by introducing scalable modeling techniques

that enable �ne-grained analysis of brain function and dysfunction across healthy and clin-

ical populations. It bridges algorithmic innovation with domain-driven insight, advancing

the design of interpretable and adaptive models capable of addressing real-world challenges

across scienti�c and societal domains. The framework has broader relevance for �elds such

as bioinformatics, healthcare analytics, environmental monitoring, and beyond, where the

ability to decode structure from complexity is essential to translate data into knowledge.
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CHAPTER 1

INTRODUCTION

Figure 1.1: Discovering patterns through granular subgrouping

Modern computational resources and model architectures enable more scalable anal-

yses of massive datasets, yet biomedical applications often suffer from poor translation

at the individual subject level and challenges in interpretability [1, 2]. These challenges

are especially prominent in neuroimaging and precision medicine, where population-wide

models often fail to capture individual-level variability and clinically meaningful subgroup-

ings [3, 4]. Subject-level variability—arising from biological heterogeneity, comorbidities,

environmental in�uences, and technical sources such as scanner con�gurations—presents

signi�cant barriers to generalizable and reproducible modeling [5, 6]. Traditional group-

level statistical analyses frequently assume a degree of homogeneity across subjects, which

can obscure rare but biologically relevant patterns [7, 8]. This is particularly problem-

atic in psychiatric and neurological disorders where phenotypic expression and disease

progression vary widely across individuals, often yielding small or inconsistent group ef-

fects [9, 10]. Therefore, statistical homogeneity often emerges only within speci�c, latent

subpopulations—making the identi�cation of these granular substructures essential for im-
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proving both inference reliability and clinical relevance. Such diversity not only reduces

the sensitivity of group-level statistical inferences but also limits the reproducibility and

generalizability of �ndings across studies and populations. Several recent efforts aim to

address these limitations by applying strati�cation techniques such as clustering, biclus-

tering, and subgroup discovery to neuroimaging and multi-modal biomedical datasets [11,

12]. These approaches are designed to capture the intrinsic modularity of the data and allow

personalized modeling of brain function, disease subtypes, and treatment response [13, 14].

However, the development of scalable, interpretable, and domain-agnostic frameworks for

such strati�cation remains an open challenge. This dissertation contributes to this effort

by introducing a series of computational strategies that combine multi-dimensional clus-

tering, motif-based summarization, and deep neural architectures to factor data into more

homogeneous, behaviorally and biologically relevant components.

Clustering potentially provides a fundamental solution to granular navigation through

extensive datasets, facilitating the isolation of spatial, temporal, and hierarchical group-

ings that re�ect biologically meaningful variability [15]. This strati�cation enhances the

precision of neuroimaging studies, particularly in the context of early-stage, subtle, or het-

erogeneous disorders, where group-level averaging can obscure relevant patterns [16, 17].

Importantly, clustering across multiple data dimensions—such as subjects, brain regions

(features), time points, or data modalities (e.g., sMRI, fMRI, EEG)—enablesgranular

navigationof the neural landscape. Thismulti-dimensional clusteringfacilitates the iden-

ti�cation of latent structures and subpopulations that are not apparent in uni-dimensional

approaches. For instance, subject-feature biclustering can uncover localized co-expression

patterns between neural components and individual traits, while temporal clustering can

identify dynamic connectivity states across time [18, 19, 20]. Moreover, multi-view cluster-

ing frameworks have been developed to handle heterogeneous data by learning a shared la-

tent representation across different views, which is especially valuable in neuropsychiatric

research [21, 22]. In this dissertation, such granular factoring through multi-dimensional
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clustering is a central strategy for uncovering informative, interpretable substructures in

complex brain data.

Another major challenge in neuroimaging is the sheer volume of data. Even a single

subject's dataset can contain millions of voxels sampled over hundreds of time points, re-

sulting in extremely high-dimensional analytical spaces [23]. Therefore, effective summa-

rization is essential to distill complex patterns into concise and informative representations

while minimizing redundancy and noise [24, 25, 26]. Time-series data are ubiquitous in

biomedical research - covering applications such as electroencephalography (EEG), heart

rate variability, gene expression over time, and electronic health records - where measure-

ments are collected at frequent intervals to capture physiological dynamics. These tempo-

ral signals often contain transient patterns or short-lived events that are critical to clinical

interpretation but are obscured within large-scale, noisy datasets [27, 28]. As such, summa-

rization methods that preserve these dynamic characteristics while reducing dimensionality

are increasingly essential across the biomedical landscape. The dissertation introduces a

novel temporal summarization framework—Statelets—speci�cally designed for analyzing

dynamic functional network connectivity (dFNC) [29, 30]. By identifying and extracting

representative temporal motifs from the evolving connectivity space, Statelets provide a

compact yet expressive summary of dynamic brain states. This enables easier compari-

son across individuals or groups, enhances interpretability, and facilitates the detection of

meaningful differences in functional dynamics between clinical populations.

Deep Learning (DL) models are capable of learning hierarchical, nonlinear abstractions

that are inherently more robust to noise, outliers, and sample variability. In the context of

subgroup discovery, DL architectures can disentangle latent factors of variation and project

high-dimensional data into low-dimensional, structured manifolds where natural subgroups

become more separable. Autoencoders, variational frameworks, and contrastive learning

paradigms have demonstrated success in revealing hidden population structure [31, 32].

A particularly impactful aspect of DL is its ability to performmulti-modal fusion, where
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diverse data sources—such as structural MRI, functional MRI, genomics, clinical records,

and behavioral data—are integrated into a uni�ed predictive framework. Such fusion en-

ables the model to learn cross-modal correspondences and compensates for missing or

weak signals in any single modality [33, 34]. By jointly learning from heterogeneous data,

DL-based systems not only improve prediction and classi�cation accuracy but also enable

a more personalized and interpretable view of disease mechanisms. The success of multi-

modal learning hinges on a sophisticated fusion module capable of managing inter-source

disparities and exploiting complementary information to optimize performance. This dis-

sertation presents several fusion frameworks that effectively integrate neuroimaging, ge-

nomics, and behavioral data to investigate brain function, behavior, and disorders. The

intersection of deep learning, clustering, and multi-modal fusion marks a vital advance-

ment toward building precision models that re�ect the complexity of real-world patient

populations.

In summary, this dissertation aims to advance the computational toolkit for neuroimag-

ing analysis by introducing methods that factor in heterogeneity, scale with data complexity,

and enhance interpretability. Our framework offers improved insight into brain dynamics,

particularly in the context of neuropsychiatric disorders. The resulting methods are gener-

alizable and applicable beyond neuroscience, with relevance to a broad range of biomedical

and data science applications.
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CHAPTER 2

BACKGROUND AND RELATED WORK

2.1 Neuroimaging

Neuroimaging is a multidisciplinary �eld at the intersection of neuroscience, biomedical

engineering, and medical imaging, aimed at the non-invasive visualization and analysis

of the brain's structure and function. It has become an indispensable tool for exploring

brain organization, diagnosing neurological and psychiatric conditions, and understanding

cognitive and developmental processes [35, 36]. The �eld encompasses a range of imaging

techniques such as magnetic resonance imaging (MRI), functional MRI (fMRI), diffusion

tensor imaging (DTI), positron emission tomography (PET), and electroencephalography

(EEG), each offering unique insights into neural anatomy, connectivity, and activity.

2.1.1 BasicImagingProtocols

Several imaging protocols have been designed to facilitate the acquisition of knowledge

about the human brain. Magnetic Resonance Imaging (MRI) [37] is the most prominent

technology in neuroimaging that uses the magnetic properties of protons located in the cen-

ter of hydrogen atoms making up water molecules. The main apparatus used in an MRI

scanner is powerful magnets capable of producing a strong magnetic �eld (MF). The mag-

netic �eld pushes protons in the target object to line up in the MF direction. An external

Radio Frequency (RF) energy triggers the excitation in protons to spin out of equilibrium

to strain against the magnetic haul and disperse out of alignment. Then, the RF trigger is

turned off thus, the protons realign with the magnetic �eld releasing radio signals that can

locate protons in the object's body. RF coils capture those signals eventually. The inten-

sity of each location on the image plane is computed by applying the Fourier transform
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to the frequency information encoded in the signal. Finally, it is visualized as shades of

gray in a matrix arrangement of pixels. The two most common MRI sequences for cap-

turing brain data are structural MRI (sMRI) [38] and functional MRI (fMRI) [39]. The

sMRI sequence is a T1-weighted scan to visualize the brain's gray matter, white matter,

and other structural features of the brain. fMRI measures changes in blood �ow and oxy-

genation (blood-oxygen-level-dependent (BOLD), or BOLD contrast) [40] in the brain to

infer neural activity. BOLD contrast is based on the observation that oxygen-rich blood and

oxygen-poor blood have different magnetic properties related to the hemoglobin that carries

oxygen in the blood, where more oxygenated blood has a slightly stronger MR signal.fMRI

is commonly used to study brain activation during various tasks and to explore functional

connectivity patterns in the brain. There is also Positron Emission Tomography (PET)[41]

which involves the injection of a radioactive tracer that emits positrons, Electroencephalog-

raphy (EEG) [42] which records electrical activity in the brain through electrodes placed on

the scalp, Magnetoencephalography (MEG)[43] measures the magnetic �elds generated by

neural activity, and Diffusion Tensor Imaging (DTI) [44] measures the movement of water

molecules in brain tissues, providing information about the brain's white matter �ber path-

ways. Neuroimaging has applications in clinical medicine for diagnosing and monitoring

neurological disorders, such as Schizophrenia (SZ), Alzheimer's disease, stroke, and brain

tumors. It also plays a critical role in neuroscience research, helping scientists understand

brain function, structure, and connectivity. Additionally, neuroimaging techniques are used

in �elds like psychology, cognitive science, and rehabilitation medicine to explore various

aspects of human cognition and behavior.

2.1.2 NeuroimagingAnalysis

Neuroimaging analysis refers to the systematic processing and interpretation of data ac-

quired from various imaging modalities, with the goal of extracting meaningful insights

into the structure and function of the human brain [45]. The analytical pipeline typically
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begins with rigorous preprocessing steps aimed at ensuring consistency and quality across

the dataset. These steps may include image registration, motion correction, noise reduction,

spatial normalization, and anatomical alignment [46].

Following preprocessing, neuroimaging data are commonly decomposed into inter-

pretable spatial patterns or regions of interest (ROIs), which serve as the basis for further

statistical or machine learning analyses. One standard approach is voxel-based analysis, in

which statistical tests are performed on each voxel (i.e., three-dimensional pixel) to iden-

tify brain regions exhibiting signi�cant group differences or correlations with behavioral

variables, such as gray matter density or task-related activation.

More advanced techniques rely on blind source separation (BSS) algorithms to un-

cover latent spatial or temporal components in the data. Independent Component Analysis

(ICA) [47], Independent Vector Analysis (IVA) [48], and Group ICA (GIG-ICA) [49] are

commonly used for this purpose, particularly in functional MRI (fMRI) research. These

methods are adept at isolating functionally coherent networks or spatial maps that may not

be easily detected via conventional univariate approaches.

A critical branch of fMRI analysis is functional connectivity, which assesses statistical

dependencies or causal interactions between distinct brain regions over time [50]. Func-

tional connectivity analyses can be static—aggregated over an entire scan—or dynamic,

capturing time-varying �uctuations in inter-regional connectivity patterns. Several of the

proposed methodologies in this dissertation are applied to functional connectivity data,

emphasizing dynamic representations to uncover temporally evolving biomarkers of brain

function and dysfunction.

2.2 Subject Heterogeneity

Subject heterogeneity refers to the substantial variability that exists across individuals in

biomedical datasets. In neuroimaging and medical research, this heterogeneity spans de-

mographic attributes (e.g., age, sex, socioeconomic status), genetic backgrounds, environ-
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mental exposures, comorbidities, and variable responses to disease and treatment [51, 52].

In neuroimaging, this variability spans inter-subject anatomical and functional differences

[53], intra-subject �uctuations [54], and technical factors such as scanner differences and

preprocessing choices [5, 18]. Such diversity poses a major challenge to traditional group-

level analysis, which often assumes statistical homogeneity, thereby obscuring meaningful

patterns present in speci�c subpopulations.

Nonetheless, heterogeneity is not merely a nuisance—it also represents an opportunity.

Understanding and modeling this diversity is essential for precision medicine, where treat-

ments and diagnoses are tailored to individual patient pro�les [55, 56]. In psychiatric and

neurological disorders, such as schizophrenia, autism spectrum disorder, and Alzheimer's

disease, subject heterogeneity re�ects the presence of distinct disease subtypes or trajecto-

ries. Disentangling this complexity can reveal underlying pathophysiological mechanisms,

facilitate strati�ed clinical trials, and support personalized therapeutic interventions [57,

58, 59].

One of the primary methodological approaches to address heterogeneity is to partition

data into more homogeneous subgroups using clustering or biclustering methods. How-

ever, discovering such substructures is inherently challenging and requires carefully de-

signed heuristics based on relevant biological, clinical, or statistical criteria. The success

of these algorithms is closely tied to the choice of data representations and the underlying

assumptions about similarity and structure within the population [60].

2.3 Clustering (subgrouping) in Neuroimaging

Clustering has been successful in knowledge discovery and unveiling the latent manifold

of a large dataset. As we discussed earlier, the medical datasets that involve human sub-

jects contain non-linear homogeneity across the samples. It rather comprises comparatively

smaller subdivisions of the population. Clustering essentially identi�es structures of inter-

est and meaningful subgroups of subjects [61, 62]. The common clustering algorithms used
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in neuroimaging includek � means clustering [63, 64], hierarchical clustering [65, 66],

spectral clustering [67, 68], af�nity propagation [69, 70], and various forms of Gaussian

mixture models [71, 72]. The choice of clustering method depends on the neuroimaging

data, research goals, and the nature of the features being analyzed. In neuroimaging, these

techniques are particularly valuable for segmenting and grouping brain regions [73, 74],

voxels [75], or subjects [19] based on various features extracted from neuroimaging data,

such as structural or functional MRI, PET, or DTI. Clustering has been applied in various

brain imaging tasks including functional connectivity analysis [76, 77], image segmenta-

tion [78], �ber tracking [79], lesion localization [78], etc. However, �nding the patterns of

interest often extended across multiple dimensions of neuroimaging collection. Strati�ca-

tion of more dimensions (e.g., subject, time) is also imperative for capturing meaningful

homogeneous subspaces. One-dimensional clustering falls short of tracking down such

high dimensional homogeneity and thus requires probing into multiple dimensions of the

data. Literature introduces biclustering [12, 80] and tri-clustering [81] for simultaneously

in�ating different dimensions of the data. The method for clustering both dimensions of

a two-dimensional data matrix is called the biclustering [82]. These methods search the

equivalently co-expressed subspaces of subjects, features, and other variables like time.

The main advantage of these schemes is they navigate the dynamic by generating smaller

subsets of possible data dimensions setting a de�nite focal point for the exploration. Con-

sequently, it helps �nd the compact, transient but meaningful patterns of the system. Re-

searchers have employed biclustering to understand brain functioning [83], temporal mod-

ulation [84], and structural changes [12, 80].

2.4 Disease-related Subtyping

Partitioning neuroimaging data into smaller, homogeneous granules offers a powerful strat-

egy for identifying subtypes within neuropsychiatric disorders [85, 86, 87, 88]. In these

conditions, such granules often correspond to distinct disease subtypes, each characterized
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by unique neurobiological and behavioral pro�les. Subtyping is particularly important be-

cause treatment responses can vary considerably across patient subgroups, necessitating

tailored therapeutic strategies [89, 57].

Rather than treating neuropsychiatric conditions as homogeneous entities, granular par-

titioning enables researchers to uncover distinct phenotypes that may differ in prognosis,

underlying mechanisms, and responsiveness to interventions [90]. The subgrouping ap-

proaches proposed in this study are speci�cally designed to advance the goals of personal-

ized medicine in neurology and psychiatry. By stratifying patients based on brain imaging

data, we aim to identify subtype-speci�c neural signatures and cognitive dimensions that

can guide clinical decision-making, predict treatment outcomes, and optimize intervention

strategies [91, 92].

Moreover, such strati�cation facilitates the discovery of re�ned, biologically grounded

biomarkers for complex psychiatric disorders, such as schizophrenia [63]. These biomark-

ers are critical for early diagnosis, monitoring disease progression, and evaluating treatment

ef�cacy, thus enhancing the precision and effectiveness of psychiatric care [93].

2.5 Disease Biomarkers

Biomarkers play a pivotal role in advancing our understanding and treatment of neuropsy-

chiatric disorders. They provide measurable indicators of disease states, enabling early di-

agnosis, strati�cation of patient subgroups, and tracking of disease progression [3, 94]. In

complex disorders such as schizophrenia, bipolar disorder, and autism, clinical symptoms

often overlap, and disease trajectories vary widely. Biomarkers derived from neuroimag-

ing, genomics, or multimodal data can help delineate these subtypes and reveal underlying

pathophysiological mechanisms [95, 9]. This has profound implications for personalized

medicine, where interventions can be tailored to an individual's biological pro�le rather

than a broad diagnostic label [96, 97]. Furthermore, biomarkers can serve as surrogate

endpoints in clinical trials, accelerating drug development and assessing treatment ef�cacy
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with greater precision [98, 99]. The discovery of robust, reproducible biomarkers is thus

central to transforming psychiatric care from symptom-based to biology-driven models.

2.6 Data Summarization

Data summarization is the process of reducing complexity and volume in large-scale datasets

by extracting the most relevant and informative features [100]. It plays a crucial role in ex-

ploratory data analysis (EDA), aiding in the visualization and interpretation of patterns,

categories, and trends while minimizing redundancy and noise [101, 102]. Summarization

not only simpli�es data presentation but also enhances hypothesis generation by highlight-

ing key structures that may warrant further investigation.

In the context of big data domains such as neuroimaging, summarization becomes es-

pecially important. EDA is frequently used in these settings to uncover trends, outliers, and

latent relationships without relying on strong prior assumptions [103]. Given the high di-

mensionality and complexity of neuroimaging data, summarizing raw signals or analytical

outputs into compact, meaningful representations is critical for interpretability and ef�cient

analysis.

Computational neuroscience often relies on summarization techniques to transform

large-scale brain data into manageable units, where selected features or signals serve as

representational proxies for broader cognitive or neurophysiological states [29, 30]. Such

summarization is often facilitated through visualization, enabling researchers to detect un-

derlying brain patterns more intuitively.

Moreover, summarization supports reproducibility and consistency across studies, par-

ticularly in neuroimaging meta-analyses, which synthesize results from multiple experi-

ments or cohorts to derive generalizable insights [25, 104]. In medical imaging, it also aids

in the extraction of clinically relevant summaries from complex volumetric acquisitions

[105].

11



2.7 Deep Learning in Neuroimaging

The emergence of deep learning (DL) has revolutionized biomedical data analysis by en-

abling end-to-end frameworks capable of learning complex, nonlinear patterns from high-

dimensional datasets. DL has demonstrated state-of-the-art performance in a range of med-

ical applications, including automated disease classi�cation [106], brain-age prediction

[107], and diagnostic feature selection [108]. Besides, Deep learning (DL) has emerged

in various �elds, including medical imaging [32, 109], genomics [110], medicine [111],

and healthcare [112], due to its ability to learn complex patterns and relationships from

large datasets[113, 114].

Advancements in computational infrastructure and the availability of large-scale paral-

lel processing units have made it feasible to train increasingly complex deep learning (DL)

models. This shift has enabled the development of high-capacity architectures capable of

addressing sophisticated biological problems. As a result, the �eld is moving toward large-

scale DL solutions, particularly in high-stakes domains such as medicine, neuroscience,

and genomics, where precision and robustness are paramount [115]. In neuroimaging,

DL approaches have been widely adopted for structural and functional image segmenta-

tion, outcome prediction, and disorder subtyping [32, 109, 113]. However, translating the

successes of DL in natural image domains to neuroimaging poses challenges due to the

modality's inherent sparsity, high dimensionality, and subjectivity of interpretation [114,

116].

Recent work has emphasized the need for biologically-informed and interpretable DL

models tailored to the unique characteristics of brain imaging data [117, 118]. Integrat-

ing neurocentric and neuromorphic principles into DL architectures is gaining attention as

a means to improve brain-relevant representations [119, 120]. In parallel, DL has shown

promise in unsupervised data partitioning, clustering, and subgroup discovery in heteroge-

neous biomedical populations, revealing latent disease subtypes and advancing personal-
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ized medicine [57, 121, 122].

2.8 Modality Fusion

The growing availability of biological data across diverse modalities has driven a surge

in interest toward multi-modal fusion techniques. These methods aim to integrate hetero-

geneous data sources—such as neuroimaging, genomics, and behavioral assessments—to

form richer, more holistic representations of biological phenomena [123, 124, 125]. By

leveraging the complementary strengths of each modality, multi-modal learning enables

more accurate and generalizable models for tasks such as disease classi�cation, subtype

discovery, and prognosis prediction [126, 127].

In neuropsychiatric research, where disorders manifest across multiple physiological

and cognitive domains, unimodal approaches often fall short in capturing the full complex-

ity of disease mechanisms. For instance, structural MRI reveals anatomical brain features,

functional MRI captures dynamic connectivity patterns, and genomics provides insights

into hereditary risk factors. Integrating such diverse data sources through multi-modal

deep learning (MMDL) frameworks has proven effective in identifying clinically relevant

biomarkers and stratifying patient populations [128, 129, 130]. Fusion techniques have

been applied in numerous tasks including Alzheimer's disease diagnosis [131], schizophre-

nia subtype prediction [132], and autism spectrum disorder classi�cation [133].

Nevertheless, simple concatenation of modalities often fails to improve performance

due to disparities in feature representations, scales, and noise levels. Therefore, intelligent

fusion strategies are required to selectively emphasize informative features and suppress

redundant or noisy signals. Advanced fusion architectures—such as attention-based fusion

[33], tensor factorization [134], and co-training methods [135]—aim to capture modality-

speci�c and cross-modal interactions. These methods enhance interpretability and facilitate

the discovery of consistent, biologically meaningful patterns across datasets. This disser-

tation introduces tailored fusion pipelines that maximize the complementary contributions
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of various data sources to improve tasks such as classi�cation, subgroup identi�cation, and

biomarker discovery in neuroimaging research [136, 132].

2.9 Multi-modal Clustering

Finding discriminative patterns from a real-world dataset is crucial for knowledge discov-

ery to satisfy the practical purpose of data analysis. However, tracking down these most

telling prospects is complicated because of their erratic presence, overlapped bounds, and

non-linear existence. In addition, exploring the most telling prospects of neuroimaging

datasets that prevail in constrained low-level patterns is necessary since they can provide

insights into underlying biological processes and cognitive dysfunctions of neuropsychi-

atric disorders [137]. As our understanding of deep learning continues to evolve, we can

anticipate further advancements in the partitioning of neuroimaging data, leading to im-

proved diagnostics, treatment strategies, and insights into brain function and pathology

[138, 139, 140]. DL methods facilitate unsupervised learning of feature representations,

revolutionizing how we partition and analyze complex big data like neuroimaging [141].

Leveraging knowledge from multiple biologically aware sources re�nes the intrinsic dy-

namics and clari�es the relation among the samples and features. As such, the clustering

paradigms become more effective in multi-modal settings [142]. Since the features from

different modalities are often not comparable, the goal of deep multi-modal clustering is to

learn the projections in a common space where features from different domains but with

similar content are close to each other [143, 144]. In the neuroimaging realm, an instructive

multi-modal subgrouping can potentially yield modular subsystems extended throughout

diverse human physiologies [145]. And, discovering such multi-modal subsystems char-

acterizes the cross-modal relations in diseased conditions [127]. Essentially, it illuminates

the dependencies among the features from distinct sources and the way the disease effect

spreads across distinct biological domains. Multi-modal clusters in neuroscienti�c studies

can also unveil the association of disease-oriented de�cits with behavioral symptoms.
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CHAPTER 3

N-BIC: A BICLUSTERING ALGORITHM FOR NEUROIMAGING DATA:

APPLICATION TO SCHIZOPHRENIA

In this chapter, we introduce N-BiC, a novel biclustering framework designed speci�cally

for neuroimaging data. The core motivation behind this approach is to overcome the lim-

itation of traditional clustering algorithms that require prede�ning the number of clusters

(k), a task that is especially challenging in medical domains where prior knowledge is lim-

ited or absent. Most state-of-the-art clustering methods necessitate specifyingk in advance

to partition data intok distinct clusters, but choosing an appropriate value fork without

domain-speci�c insight can lead to misleading results—particularly in complex clinical

datasets. The ability to uncover natural subdivisions within neuroimaging or other biomed-

ical data is of signi�cant clinical importance. Recognizing this, our method prioritizes ex-

haustive structural discovery over computational ef�ciency. N-BiC performs unsupervised,

N-way biclustering without requiring the number of biclusters to be speci�ed beforehand.

It is designed to simultaneously identify subsets of individuals and features (e.g., brain re-

gions or behavioral scores) that exhibit coherent patterns, thus enabling two-dimensional

homogeneity detection.

To validate N-BiC, we apply it to structural MRI (sMRI) data from patients diagnosed

with schizophrenia, combining both imaging and symptom-based behavioral features. The

pipeline begins with source-based morphometry (SBM), leveraging independent compo-

nent analysis (ICA) on gray matter segmentation maps. This yields spatial components

representing brain regions that co-vary across individuals. The associated loading coef�-

cients are then analyzed using a modi�ed depth-�rst search (DFS) algorithm that systemat-

ically explores the data matrix for biclusters—submatrices in which selected subjects show

consistent expression across a selected subset of features, and vice versa.
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Empirical results reveal that multiple discovered biclusters exhibit statistically signif-

icant associations with known brain networks and symptom dimensions in schizophrenia.

Notably, two components—the inferior temporal gyrus and the brainstem—were found to

correlate strongly with positive symptoms (e.g., hallucinations and delusions) and negative

symptoms (e.g., affective �attening and avolition), respectively. Overall, N-BiC represents

a robust, data-driven approach to discovering latent structures in complex neuroimaging

datasets without requiring prior assumptions. The �exibility makes it a promising tool for

advancing patient strati�cation in mental health research.

3.1 Introduction

Biclustering is a data mining technique that is a powerful tool for high-dimensional biologi-

cal data analysis. It has been successfully applied to bioinformatics, primarily in microarray

gene expression data for discovering local patterns, yet it is a comparatively new approach

as applied to magnetic resonance imaging (MRI) analysis. It has been applied to structural

neuroimaging data, but only on a single pair of features. Biclustering is more generally

a data mining technique that allows simultaneous clustering of the rows and columns of

a matrix; thus, biclusters are a subset of rows that exhibit homogeneous values across a

subset of columns and vice versa. In gene expression data, a bicluster is usually a sub-

set of genes that exhibit compatible expression patterns over a subset of conditions [146].

For neuroimaging entities, a bicluster is a subset of subjects that show similar patterns

across a subset of variables/features [147]. More speci�cally, in our analysis, a bicluster is

a subset of subjects who are relatively homogeneous across a subset of imaging patterns.

Previous neuroimaging studies of schizophrenia (SZ) have suggested that clustering could

help identify schizophrenia subtyping/groupings and characterize their neural correlates

[80, 148, 149]. In an earlier study, we performed biclustering on two neuroimaging com-

ponents selected based on prior information [3], and we identi�ed groups of subjects with

disjunctions of symptoms (e.g., severe in one dimension and not in the other vs severe in
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both).

A major challenge for clinical and biological research trying to elucidate the causes of

schizophrenia is the heterogeneity of the illness. The wide range of clinical and cognitive

symptoms within this disease restricts the isolation of speci�c neural systems or functional

markers of the disorder [150]. To resolve the issue of variability in SZ, researchers have

attempted to de�ne subtypes based on clinical characteristics. However, such an approach

has also been criticized [151, 152] because of a lack of strong theoretical background and

the relative absence of neurobiological correlates [153, 154, 155], as well as the tempo-

ral instability of clinical symptoms and their corresponding subtypes. Subtypes suggested

by the diagnostic systems tend to be unstable and change over a short span of time [148].

Hence, it has been suggested that the diverse clinical syndromes of schizophrenia should

be subgrouped based on distinct symptom pro�les of the disorder [156, 157]. As a result,

researchers are focusing on reliable and stable genetic and neuroimaging data rather than

clinical features in schizophrenia [158]. Two widely used approaches for analyzing struc-

tural MRI data include voxel-based morphometry (VBM) [159, 160, 161] and its multi-

variate extension, source-based morphometry (SBM) [162, 163, 164]. VBM is a univariate

analysis that allows tracking the brain changes in a voxel-by-voxel model, instead of focus-

ing on spatial patterns across voxels [165]. SBM is a multivariate analysis implemented by

applying independent component analysis (ICA) to gray matter maps and their associated

loading parameters and identifying spatial regions that co-vary across individuals. Mul-

tivariate analysis, such as SB,M can increase sensitivity to distributed effects, providing

a stronger prospect of automatically diagnosing an individual and their association with

certain clinical subgroups [166]. While SBM has been applied to structural imaging more

broadly, to our knowledge, no MRI study has attempted to bicluster individuals based on

multiple combinations of neuroimaging features and symptom scores.

The primary objective of this study is to develop a novel biclustering framework de-

signed to identify subgroups of individuals alongside subsets of neural or behavioral fea-
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tures, without relying on prior assumptions about model order, dataset structure, or exter-

nally imposed objective functions. This work represents the �rst application of biclustering

to jointly analyze neuroimaging data and clinical symptomatology in a fully data-driven

manner. Unlike conventional clustering methods—such ask-means—which seek feature

groupings across the entire sample population, our approach relaxes these assumptions to

allow for localized patterns that are representative of subsets of subjects and features. Tra-

ditional one-dimensional clustering methods assign all features of each subject to a single

cluster based on population-wide similarity metrics. This often results in overgeneraliza-

tion, where weakly associated features and samples are grouped together, diminishing the

clarity and speci�city of discovered patterns.

This limitation is particularly pronounced in neuroimaging data, where meaningful pat-

terns—such as brain activation maps, subnetworks of functional connectivity, or volumet-

ric abnormalities—often emerge only within speci�c subpopulations. In such cases, global

clustering may fail to capture these heterogeneous and biologically localized signatures. In

contrast, medical data frequently exhibit natural strati�cation, with informative structure

residing in smaller, more homogenous subject-feature subgroups. Biclustering addresses

this by enabling the simultaneous clustering of subjects and features, identifying coherent

submatrices within the data that represent distinct neurobiological pro�les. Our proposed

method, N-BiC, identi�es biclusters by maximizing homogeneity across both the subject

and feature dimensions. Each resulting bicluster (BiC) comprises a subset of individuals

and a subset of neuroimaging features that are similarly expressed, capturing patterns that

may be overlooked by global clustering techniques. To operationalize this, we apply a

depth-�rst search (DFS) algorithm [167] to systematically explore all possible subsets of

imaging features and identify candidate biclusters. We �rst validate the method on synthetic

simulation data, demonstrating its effectiveness and informing parameter selection. Sub-

sequently, we apply the framework to an aggregated MRI dataset of individuals diagnosed

with schizophrenia, enabling the discovery of biologically meaningful and reproducible
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patterns within this heterogeneous population.

Another core objective of this study is to directly explore the relationship between clin-

ical symptom scores and neuroimaging features by applying biclustering to both simulta-

neously, rather than treating symptom information solely as part of a post hoc analysis.

This integrative approach aims to extract biclusters that reveal coherent subgroups or po-

tential endophenotypes, offering insights into how speci�c neurological patterns relate to

symptom expression. In this analysis, we focus on combining structural brain imaging fea-

tures—speci�cally, source-based morphometry (SBM) loading parameters—with clinical

symptom measures. For symptom assessment, we utilize the Positive and Negative Syn-

drome Scale (PANSS) scores, a well-established tool for quantifying schizophrenia symp-

toms [168]. Our biclustering algorithm is applied to the combined matrix of SBM loadings

and PANSS scores, enabling the identi�cation of subject-feature submatrices where pat-

terns of structural variation align with symptom severity. We conduct this analysis on a

dataset comprising 382 individuals diagnosed with schizophrenia, with the aim of iden-

tifying structurally distributed neural signatures that correlate with symptom dimensions.

The resulting biclusters (BiCs) represent subsets of patients exhibiting homogeneous struc-

tural brain patterns across a subset of spatial components, along with consistent pro�les of

symptom expression. Importantly, biclusters that include more than one symptom score are

referred to as SYMBiCs, as they re�ect symptom-driven groupings grounded in neurobi-

ological features. This joint clustering approach offers a promising avenue for identifying

clinically meaningful subtypes within heterogeneous psychiatric populations.

3.2 Image Processing

For data acquisition, scanning sites used 1.5 and 3T scanners of various models, collect-

ing T1-weighted images using sagittal or axial orientation and MPRAGE sequences. We

followed the preprocessing pipelines used in these studies [163, 164, 169]. Images were

spatially normalized to the 152 average T1 Montreal Neurological Institute template using
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a 12-parameter af�ne model followed by a nonlinear model; resliced to 2� 2 � 2 mm; and

segmented into gray, white, and CSF images using the uni�ed segmentation algorithm from

SPM5 [159, 163, 164]. Full-width half maximum Gaussian kernel (FWHM) of 10 mm was

used to smooth the images as suggested in this analysis [170]. Subject outlier detection was

performed using a Pearson correlation, which compared the degree to which subjects are

like the average smoothed GM map. If we found an outlier, we visually checked the sub-

ject, corrected, and re-segmented if possible. In a few cases, we removed subjects where it

was not possible to �x the problem. For details about the image processing, it is advised

to check with the reference papers [80, 162, 171]. After preprocessing, spatial ICA was

used on the gray matter images to estimate spatial components and their loading matrix,

re�ecting spatial patterns of gray matter covariation across individuals. The number of

components was set to 30, and we used ICASSO (30 runs followed by a selection of the

most central run) to ensure the stability of the components. The dataset was decomposed

into 30 SBM components, resulting in a382� 30 loading matrix. We selected nine com-

ponents from the 30 that showed a signi�cant effect of diagnosis in a previous study by

Gupta et al. [162]. The components are comprised of multiple cortical, subcortical, and

cerebellar regions. Larger loading parameters for an individual or group indicate that the

spatial pattern is more strongly weighted in the data for that individual or group [162]. The

loading coef�cients matrix and PANSS scores are provided as input to our algorithm.

3.3 N-BiC Method

We propose a two-step biclustering framework designed to extract stable subject-feature

subgroups (biclusters) from a neuroimaging loading matrix. In the �rst step, components

(features) are extracted, sorted, and assigned unique identi�ers (SCOMPs) according to

their order in the loading matrix. For example, if we havem components andn subjects in

the loading matrix (n � m), then we also havem sorted components (SCOMPs) labeled 1

to m.
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In the second step, we exhaustively generate all permutations of these identi�ers and

search for biclusters using theSearch BiC function. By checking all SCOMP permuta-

tions, we are progressively looking at the different sequences of components to make our

analysis invariant to the order in which we are evaluating the components. For each subset

of SCOMPs, the method computes the intersection of subjects expressing those features,

forming a candidate bicluster. Each bicluster is locally validated for size and redundancy,

and globally assessed for stability across permutations. Only biclusters meeting these crite-

ria are retained in the �nal output. More details on these steps are described in the following

paragraphs. A schematic overview is provided in Figure 3.1.

3.3.1 Algorithm

The algorithm employs a modi�ed depth-�rst search (DFS) strategy [167] to systematically

explore a data matrix by evaluating all possible subsets of a given set of identi�ers. Each

identi�er typically represents a column or row of the matrix, depending on the speci�c

problem setup. In the context of our study, these identi�ers primarily correspond to neural

variables (i.e., components or features). The overall work�ow of the algorithm is illustrated

in Figure 3.2, which outlines the step-by-step process in the form of a �owchart. The

following are the key input parameters to the algorithm:

• L: Data matrix

• N : Minimum number of subjects in a bicluster

• K : Minimum number of components/features in a bicluster

• O: Allowed percentage of overlap between the biclusters

• M : Preferred method for sorting the components

• OE: Overlap between biclusters from different permutations (optional)

If not speci�ed,O is going to be used for both overlap thresholds.
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Figure 3.1: Our proposed N-BiC architecture.
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Figure 3.2: Flowchart delineating the steps of the proposed N-BiC algorithm
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3.3.2 ComponentSortingStrategy:subjectsub-sampling

To facilitate meaningful bicluster discovery, we introduce four heuristic-based methods for

sorting components by identifying subsets of subjects with signi�cantly elevated loading

values. The core objective is to detect, for each feature (component), the subpopulation

where that feature is most prominently expressed. Given a loading matrix of sizen �

m, wheren represents the number of subjects andm the number of components, each

subject and component is assigned a unique numeric label ranging from 1 ton and 1 to

m, respectively. The outcome of each sorting method is aSorted Component (SCOMP),

de�ned as a set of subject indices corresponding to individuals with high expression of

a particular component. Each method uses a distinct rule to select subjects and de�nes

a component as a vector of relevant or signi�cantly expressed subjects. We evaluate the

performance of these methods using a simulated dataset and assess the resulting biclusters

using two indices:mean squared residue (MSR)andconsensus score. The four sorting

methods are described below.

Method 1: Positive and Negative Means

This method calculates the mean loading values separately for subjects with positive and

negative loadings. A subject is included in the SCOMP if:

loading� meanpositive or loading� meannegative

Method 2: Positive and Negative Quartiles

Subjects are selected from theupper quartileof positive loading values and thelower

quartileof negative loadings for each component.
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Method 3: Absolute Thresholding

This method is sign-invariant and selects individuals based on the magnitude of their load-

ings. A subject is selected if:

jloadingj � j meanabsolutej

Method 4: Polarity-Based Selection

This method bases selection on the sign of the overall mean loading of the component. If

the mean is positive, subjects with high positive loadings are selected; otherwise, subjects

with highly negative loadings are included. Speci�cally:

If meancomponent> 0 : loading� meancomponent (Extreme Positive)

If meancomponent< 0 : loading< meancomponent (Extreme Negative)

Each of these methods de�nes a principled way to extract subject subsets that exhibit

distinct neural patterns, enabling more accurate and interpretable bicluster formation.

Table 3.1: Ground truth biclusters embedded in the data matrix (simulation-1) for measur-
ing the mean square residue and consensus score to check the performance of components
sorting methods

Bic Subjects Components
1 Randomly selected (35) [2, 9, 3]
2 Randomly selected (35) [1, 4, 5]
3 Randomly selected (35) [6, 7, 8]
4 Randomly selected (35) [2, 4, 6]

3.3.3 Evaluationof SortingMethodsUsingSimulatedData

To evaluate and compare the proposed component sorting methods, we constructed a sim-

ulated dataset consisting of 400 subjects and 10 features. Simulated loading values were
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Figure 3.3: Mean Square Residue (MSR) between the ground truth and recovered biclusters
by using each sorting method. In this case, lower values are better; again, the positive or
negative approach showed the best performance. The red line on each bar. The gray area
represents the standard error of the mean (mean ± SEM), and the blue area is 1 standard
deviation (mean ± SD) from the mean.

generated within the range[� 1; 1] using a normal distribution with varying means to intro-

duce variability. All four sorting methods were then applied to this dataset to extract sorted

components (SCOMPs). To simulate realistic bicluster structures, we embedded a set of

synthetic biclusters with �xed sizes of(35; 3)—representing 35 subjects and 3 features per

bicluster—into the dataset. This size was chosen to satisfy the minimum constraints on

subject and feature counts. A random loading matrix of size400� 10 was �rst generated

using therandn function in MATLAB. Then, for each bicluster, 35 subjects and 3 fea-

tures were randomly selected, and the corresponding cells in the matrix were adjusted to

simulate stronger expression. The embedding procedure was straightforward: we increased

the loading values of selected cells such that they exceeded the positive mean of the corre-

sponding feature (column). This ensured that these values had a high likelihood of being

captured by the sorting heuristics. Because each sorting method relies on the mean loading

threshold to de�ne subject inclusion, this adjustment resulted in all bicluster-related cells

being equally likely to appear in their corresponding SCOMPs. As a result, the embedded
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biclusters behaved like intrinsic, high-coherence patterns within the dataset. Subsequently,

we applied ourN-BiC algorithm to this customized dataset to extract biclusters (Table 3.1).

We conducted a series of experiments by running the proposed N-BiC algorithm on the sim-

ulated dataset (Simulated Data 1) using each of the four previously described component

sorting (or subsampling) methods. The performance of each method was evaluated using

multiple standard biclustering quality metrics: mean squared residue (MSR), consensus

score (cSCORE) [172, 173], and F1 similarity index. Figure 3.3,Figure 3.4, andFigure 3.5

present the comparative results across these metrics.

The MSR is a widely used metric for measuring the coherence of a bicluster; lower

MSR values indicate tighter, more consistent patterns. For each method, we computed the

MSR for all identi�ed biclusters and then calculated the average MSR. Figure 3.3 presents

both the mean and standard deviation of MSR values between each pair of biclusters—one

from the estimated set and one from the ground truth biclusters. Our results show that

thepositive-or-negative method (Method 4)outperformed the other approaches, yielding

the lowest MSR and demonstrating the strongest coherence. Since all four methods were

applied to the same embedded data structure, the results were not in�uenced by embed-

ding bias. Thus, Method 4 appears to be the most effective for sorting components in our

biclustering framework. As shown in Figure 3.4 and Figure 3.5, the positive-or-negative

sorting method (Method 4) achieved the highest cSCORE and F1 index, indicating superior

alignment with the ground truth biclusters.

We calculated the cSCORE to quantify the degree of agreement between the extracted

biclusters and the simulated (true) biclusters. To compute the consensus, we used the F1

similarity index, which combines sensitivity and speci�city to evaluate the overlap between

individual pairs of biclusters [174, 175]. For each bicluster in the ground truth set, we com-

pared it against each bicluster obtained through a given sorting method, computing the F1

score for every pairwise comparison. To consolidate the results into a uni�ed compari-

son, we evaluated the sensitivity of each true bicluster relative to the estimated set. In cases
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Figure 3.4: Consensus Score for the component sorting method, from one run, and thus
does not include a con�dence interval. A higher value indicates better performance.

where two biclusters exhibited high sensitivity, they were merged into a single larger biclus-

ter. This process helped align the estimated biclusters more closely with the true structures.

The �nal consensus score was calculated as the sum of all F1 indices divided by the total

number of biclusters in the combined set (true + estimated). A higher cSCORE indicates

stronger agreement between the two sets of biclusters, with a maximum value of 1 repre-

senting perfect consensus. Because the score penalizes the in�ation of bicluster counts, a

lower number of merged biclusters (i.e., more precise matches) leads to a higher cSCORE.

This property ensures that the metric captures both structural accuracy and compactness in

the biclustering output [172].

Nonetheless, the higher similarity indices obtained with Method 4 highlight its effec-

tiveness in capturing coherent and biologically relevant bicluster structures. Among all

evaluated methods, the positive-or-negative sorting strategy consistently outperformed oth-

ers across all three quality metrics. Based on these results, Method 4 was selected for

subject subsampling in all subsequent N-BiC experiments.
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Figure 3.5: F1 similarity index between estimated and ground truth biclusters. A higher
value indicates more similarity and thus a better estimation. The positive or negative
method (red dotted line) outperformed the other three methods at all BiCs.

3.3.4 Thresholdsandbiclustersvalidation

For validating the biclustering results, we used a stability-based validation consisting of

�ve consecutive steps. A high-level description of these �ve steps is given below:

• Step 1. Obtain biclusters for the initial set of components

• Step 2. Permute the given set

• Step 3. Obtain biclusters for all permutations

• Step 4. Compute the summary metrics on the bicluster solution using the F1 index

• Step 5. Average the external indices.

Using theN , K , andO, the approach calculates twoF 1 similarity index thresholds (fTH 1

and fTH 2), which will be required by the local validator and global stability checker,

respectively. These thresholds control the similarity/overlap between the BiCs;fTH 1

controls the internal overlaps with the biclusters from the same permutations, andfTH 2

restricts overlaps with biclusters from earlier permutations. For the similarity measure, we
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used theF 1 index known as a dice index, a harmonic mean of precision and recall [174,

175]. We denote subjects in a bicluster byS and the feature/components byF .

jA \ B j = SjA \ B j � FjA \ B j (3.1)

wherejA \ B j represents the intersection between BiCA andB. TheF 1 index for two

arbitrary biclustersA (estimated) andB (ground truth) is,

F 1(A; B ) =
2jA \ B j
jAj + jB j

(3.2)

The size of the bicluster is computed as,jAj = SA � FA , jB j = SB � FB Precision is de�ned

as the ratio of relevant subjects selected to a number of features selected.

P recision(A; B ) =
2jA \ B j

jB j
(3.3)

Recall is de�ned as the ratio of relevant features selected to the number of relevant subjects

available.

Recall(A; B ) =
2jA \ B j

jAj
(3.4)

According to theF 1 index de�ned at Equation 3.2, without lose of generality the threshold

fTH 1 andfTH 2 (given in percentage) can hold following bounds,

0 > fTH 1 �
2(O� N � K )

100

2(N � K )
(3.5)

Which can be simpli�ed as,

0 > fTH 1 �
O

100
(3.6)

Similarly,

0 > fTH 2 �
OE
100

(3.7)

These are the minimum values for the thresholds since these are calculated using a
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minimum number of subjects, components, and allowed overlap. However, the user can

calibrate according to their studies and expectations.

3.3.5 SearchingtheBiclusters

The biclustering process begins by sorting components using a subsampling strategy spec-

i�ed by the methodM . This subsampling method identi�es a subset of highly expressive

subjects for each component, based on their loading values. As a result, each feature (com-

ponent) is represented as a subset of subjects exhibiting strong expression, forming what

we refer to as sorted components (SCOMPs). Following this, a permutation module gen-

erates all possible permutations of the SCOMP indices. Each permutation is sequentially

passed to theSearch_BiC function, which performs a semi-exhaustive traversal through

the feature subset space. In each iteration, the algorithm selects a subset of components

from the current permutation and computes the intersection of their corresponding subject

sets (SCOMPs). This intersection de�nes a candidate group of subjects who consistently

express the selected features. The traversal is guided by user-de�ned constraints, including

minimum subject count (N ), minimum feature count (K ), and other parameters. Each valid

subject-feature combination (bicluster) is evaluated for internal coherence and is passed to

a local validator. The validator checks for redundancy or overlap with previously discov-

ered biclusters within the same permutation using a similarity thresholdfTH 1. If the

bicluster satis�es the criteria, it is stored in a temporary database. This process is repeated

for all feature subsets generated from the current permutation. Once all permutations have

been processed, the resulting biclusters are aggregated. For the �rst permutation, no global

validation is required, as there are no previous biclusters for comparison. For all subse-

quent permutations, a global stability check is performed using a second thresholdfTH 2

to ensure consistency across permutations before �nal inclusion in the output set. Further

details on the validation heuristics, including the use offTH 1 andfTH 2, are provided in

the next section.
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3.4 Results

3.4.1 N-BiC PerformanceonToy Data(Simulation2)

We run our algorithms on both the simulated and real datasets. First, we developed a

small simulated data set to demonstrate the basic functionality of N-BiC. The simulation

data set consisted of 40 subjects and 10 components. We implanted three biclusters. The

loading values and the biclusters are generated by the method we described in simulation

1. This time, we created a 40 by 10 data matrix, and the bicluster has more than 11 random

subjects with an interval [1 40] and at least 3 randomized features with an interval of [1 10]

(Table 3.2).

Table 3.2: List of Ground Truth Biclusters (Simulation 2) for Testing the N-BiC Approach

Bic Subjects Components
1 Randomly selected (13) [1, 8, 3]
2 Randomly selected (12) [2, 4, 5]
3 Randomly selected (14) [6, 7, 9]

Finally, we analyzed this data with the N-BiC algorithm. Figure 3.6 depicts the com-

parison between the ground truth and estimated biclusters by N-BiC methodology; subject

and component bicluster identities are shown in different colors. Although in the ground

truth, there is no overlap in subjects, the estimated set shows a few that have overlapping

subjects (e.g., component 1 and a small subset of subjects are common in both biclusters

1 and 2). Generally, the estimated biclusters are largely similar pairwise to the ground

truth, except for the overlapping subjects; one was wrongly assigned (subject 19 assigned

to the blue cluster rather than the ground truth assignment of the yellow bicluster), and one

component for another in the yellow bicluster.
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Figure 3.6: Comparison between ground truth (left) and estimated biclusters (right) from
the simulated dataset-2 by using the N-BiC algorithm. In each case, components are shown
on the x-axis, and subjects in each cluster are on the y-axis. The color bar on the right side
indicates the assigned color for different bicluster labels.

3.4.2 N-BiC onRealDataset

Our study utilized data from three independent neuroimaging studies:FBIRN3 [175],

TOP [162], andCOBRE [176]. These datasets were aggregated to construct a uni�ed

cohort comprising 382 individuals diagnosed with schizophrenia (SZ). The aggregated

sample included subjects from nine scanning sites, with a mean age of 36.4 years (SD

= 11.65; range: 18–64), and a gender distribution of 274 males and 108 females. Indi-

vidual symptom severity was assessed using the Positive and Negative Syndrome Scale

(PANSS) [177], which provides measures of positive symptoms, negative symptoms, and

general psychopathology. All SZ subjects were clinically stable at the time of scanning

and were receiving antipsychotic medication (typical, atypical, or a combination). Di-

agnostic classi�cation was con�rmed using theStructured Clinical Interviewfor DSM-

IV or DSM-IV-TR, identifying participants with schizophrenia or schizoaffective disor-

der. Demographic and clinical information is summarized in Table 3.3. Data from all

sites underwent a consistent preprocessing pipeline, following protocols used in our pre-

vious work [162, 80]. Further dataset details are provided in the supplemental material
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(Appendix 1) of Gupta et al. [162]. For analysis, we applied our biclustering framework

to 30 independent componentsextracted from the aggregated dataset using group inde-

pendent component analysis (ICA). From these, we focused on nine components showing

the strongest group-level differences (depicted in Figure 3.7). Additionally, we incorpo-

rated three PANSS subscale scores—positive, negative, and general—yielding a combined

feature set of 12 variables for biclustering, enabling exploration of joint patterns across

neuroimaging and clinical symptom domains.

Dataset
Sample

Size
Male/

Female
Age

(mean� SD)
Sites

PANSS
Positive

(mean� SD)

PANSS
Negative

(mean� SD)

PANSS
General

(mean� SD)
% DOI

FBIRN3 179 136/43 39.22� 11 7 15.55� 5.1 14.44� 5.50 27.90� 7.26 98.3
TOP 128 76/52 31.80� 08 1 14.60� 5.2 15.0� 6.78 27.80� 8.15 97.54

COBRE 75 62/13 37.56� 13.5 1 15.42� 4.86 14.76� 4.94 27.90� 8.63 98.7

Table 3.3: Demographic and Clinical Information of Aggregated Dataset by Study

Our algorithm performed biclustering for all permutations of the concatenated set of 12

components and initially obtained more than 300 biclusters. After stabilization and valida-

tion, this was reduced to 77 informative and stable BiCs (biclusters) as shown in Figure 3.8.

Next, we measured correlations between the symptom scores and summarized signi�cantly

correlated biclusters in Figure 3.9. Figure 3.8 illustrates the 77 biclusters identi�ed by the

N-BiC algorithm. Several of these biclusters exhibit prominent correlation peaks, visually

represented as black lobes, which indicate strong associations with symptom scores. An

asterisk (*) next to a correlation coef�cient denotes statistical signi�cance after FDR cor-

rection. For further analysis, we selected biclusters that met two criteria: (i) a statistically

signi�cant p-value and (ii) a correlation coef�cient� 0.4 with at least one PANSS symp-

tom score. These selected biclusters represent meaningful subgroup patterns with strong

symptom relevance and are highlighted in the corresponding results. Figure 3.9 shows the

16 BiCs signi�cantly correlated with symptoms. We used these 16 BiCs from a list of 77

to describe how the correlations change with different factors and visualized the results in a

compact way that makes the interpretation easier. Each bicluster has a p-value� 0.05 with
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Figure 3.7: Nine SBM components whose loading parameters were included in the analy-
sis. The components shown are those that are discriminative between patients and controls
(higher Ct/SZ group effect) in this study [162].
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Figure 3.8: Correlations between the symptom scores and biclusters (77) extracted by N-
BiC. Three colors represent correlations with three different symptom scores, and the tall
spikes indicate signi�cant correlations, which are the point of interest for reasoning the
SZ symptoms. The black ellipsoid points are signi�cant with FDR correction for multiple
comparisons.

at least one of the symptom scores in the above �gures. The set of biclusters is divided into

two subgroups. As we mentioned earlier, nine (BiC 1 - 9) are feature biclusters and seven

(BiC 10 - 16) are SYMBiCs. The feature biclusters consist of SBM components only, and

of these, nine biclusters have a high correlation with positive symptoms found for BiC 2, 4,

and 5. The three most symptom-relevant biclusters are predominantly composed of com-

ponents 1, 5, and 16, corresponding to the inferior semilunar lobule (ISL), superior tempo-

ral gyrus (STG), inferior frontal gyrus (IFG), inferior temporal gyrus (ITG), and fusiform

gyrus (FG), respectively. These components are consistently associated with strong corre-

lations to symptom scores, particularly positive symptoms. In contrast, when component

7 (brainstem, BST) replaces components 1, 5, or 16 in a bicluster, as seen in BiCs 6, 7,

8, and 9, the correlation with positive symptoms diminishes signi�cantly. Notably, BiC

9 exhibits a higher correlation speci�cally with negative symptoms, suggesting a distinct

pattern of association. Most biclusters containing component 7 demonstrate statistically

signi�cant correlations with negative symptoms (p-values� 0.05), supporting the hypoth-

esis that component 7 (brainstem) is more strongly related to negative symptomatology
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Figure 3.9: Biclusters signi�cantly correlated with (at least one) symptom score (p-value�
0.05). Included are the biclusters, which have tall spikes in Fig. 7, and classi�ed the BiCs
into two subgroups: Feature BiCs and SYMBiCs. Feature BiCs that include only SBM
components and SYMBiCs consist of three symptom scores and one or two SBM compo-
nents. Signi�cant positive correlations are denoted by black circles; signi�cant negatives
are blue circles, and the signi�cant SYMBiCs are represented by ellipsoids. (Numbers in
the x-axis represent components and subjects in a bicluster (components; subjects)

in schizophrenia. For example, BiC 3, which includes 40 subjects and three components,

shows low correlation with positive and general symptoms, but a relatively high correlation

with negative symptoms (r = 0:39, p = 0:0253). BiCs 10, 11, and 13 qualify as SYMBiCs,

as they include features from all three PANSS symptom domains (positive, negative, and

general). Among them, BiCs 10 and 11 show strong correlations across all symptom scores

and prominently feature components 1 and 5, respectively, both of which may be relevant

as potential biomarkers. While BiCs 2, 4, and 5 are also dominated by components 1, 5, and

16, they vary in symptom association. Speci�cally, SYMBiCs 10 and 11 (which include

components 1 and 5) show stronger correlations with negative symptoms, whereas SYM-

BiC 14, containing component 16, shows a relatively stronger association with positive

symptoms only, despite involving all three symptom scores. Taken together, these �nd-

ings suggest that component 16 (inferior temporal gyrus) plays a central role in biclusters

associated with positive symptoms, while component 7 (brainstem) is more predictive of
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negative symptom patterns. These patterns underscore the importance of spatially speci�c

neurobiological features in symptom-speci�c subgrouping.

Figure 3.10: Mean and standard deviation of symptom scores for each bicluster. Each
bicluster has three bars representing positive (magenta color dots), negative (black), and
general (blue) symptom scores. The dots represent the real data (subject-wise symptom
score), and the red line in the middle of all bars indicates the mean of the symptom score.
The gray area indicates grouped raw data in mean� SEM, and the pink area is mean�
SD.

Figure 3.10 depicts the mean and standard deviation of symptom scores of each bi-

cluster. Biclusters 2, 4, and 5 follow a similar pattern for the three symptom scores. The

mean and standard deviation for the positive symptom scores of these biclusters are very

similar. All the SYMBiCs from BiC 10 to 16 have a higher average of general symptom

scores. Those subjects can be identi�ed as a probable subgroup of higher general symptom

severity, where general symptoms are more severe than positive and negative.

3.4.3 Experimentson largercohort

We also extended the analysis to include all 30 components and observed consistent out-

comes to the earlier results, with additional �ndings. In this run, we set the minimum

required subjects (minSub) and components (minComp) in a bicluster to 40 and 3, respec-

tively. The allowed overlap is 20%. In Figure 3.11, we present 37 biclusters that are highly
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correlated with at least one symptom score (� 0.5, FDR corrected).

Figure 3.11: The �gure demonstrates N-BiC results on 30 components and 3 symptoms.
The biclusters are signi�cantly correlated with (at least one) symptom score (geq0.05, FDR
corrected). It reports 34 BiCs for an input parameter setup (minComp = 3, minSub = 40,
overlap = 20%). The BiCs are divided into two subgroups: feature BiCs and SYMBiCs.
Feature BiCs include only SBM components, and SYMBiCs consist of three symptom
scores and one or two SBM components. The bicluster details are presented as (compo-
nents; number of subjects). Here, P, N, and G stand for positive, negative, and general
symptom scores, respectively.

This extended analysis resulted in the extraction of approximately twice as many bi-

clusters as the initial run, with a broader range of sizes and compositions. The full set

of biclusters was categorized into two subgroups: feature-driven biclusters (Feature BiCs)

and symptom-integrated biclusters (SYMBiCs). In this analysis, we again observed the

consistent prominence of components 1, 5, 7, and 16, along with the emergence of new

in�uential components, such as 2, 8, 10, and 12, across many Feature BiCs. Notably, bi-

clusters containing components 1, 2, 5, and 16 tended to show higher correlations with

positive symptom scores, as seen in BiCs 3 through 9 and BiC 11. In contrast, the in-

clusion of component 7 (brainstem) was again associated with higher correlations with

negative symptoms and lower correlations with positive symptoms, particularly in BiCs 12

and 13. Additionally, we identi�ed a set of biclusters comprising components 2, 4, 5, and 8
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that showed strong correlations with both positive and negative symptom scores, indicating

their potential relevance in characterizing distinct symptom dimensions within schizophre-

nia. This combination of components may represent a particularly informative subset for

subgroup analysis and biomarker discovery. Within the SYMBiC subgroup, we observed

distinct associations between individual SBM components and speci�c symptom domains,

reinforcing the interpretability of our biclustering approach. Moreover, several compo-

nents—including components 3, 6, 11, 18, and 24—remained consistently uninformative,

showing no signi�cant association with any symptom scores across both runs.

Overall, extending the analysis to include all 30 components not only con�rmed ear-

lier �ndings but also provided richer insights into the symptom-feature associations. This

broader analysis strengthens the robustness of our initial results and facilitates a more tar-

geted exploration of symptom-relevant neural substrates.

3.5 Discussion

This study presentsN-BiC, a novel biclustering algorithm designed for neuroimaging data

and adaptable to various MRI modalities (e.g., sMRI, fMRI, diffusion imaging). A key ad-

vantage of N-BiC is its applicability to small sample sizes (20–30 subjects), a common con-

straint in biomedical research. The algorithm is fully data-driven, extracting homogeneous

patterns of expression (i.e., loading values) across subject subsets and distinct source-based

morphometry (SBM) components Figure 3.7. While robust to dataset size, careful parame-

ter tuning is essential to avoid identifying insigni�cant biclusters. The biclusters extracted

by N-BiC were organized into two principal groups:feature-based BiCs(1–9), involv-

ing only neuroimaging features, andsymptom-linked SYMBiCs(10–16), which combine

imaging and behavioral data Figure 3.9. SYMBiCs are particularly valuable for identify-

ing links between structural brain patterns and clinical symptomatology. These biclusters

demonstrated strong alignment with PANSS scores, revealing coherent neurobehavioral

signatures among schizophrenia subgroups. For instance, the consistent appearance of
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component 16 (inferior temporal gyrus) in BiCs associated with positive symptoms, and

component 7 (brainstem) in those linked to negative symptoms Figure 3.9, supports the po-

tential of N-BiC in uncovering meaningful neuroanatomical correlates of psychopathology.

To contextualize its advantages, we compared N-BiC with other established methods.

Arnedo et al. [178] proposed the General Factorization Method (GFM), which uses non-

negative matrix factorization (NMF) for voxel-level clustering. GFM minimizes an objec-

tive function based on fractional anisotropy (FA), while N-BiC maximizes homogeneity in

ICA-derived loading coef�cients. Moreover, GFM requires the user to specify a factoriza-

tion parameterk—bounded by
p

n—which may constrain model �exibility. In contrast,

N-BiC does not rely on prede�ned model order and instead uses minimal size and shape

parameters to retain the intrinsic structure of the dataset. Our method also differs funda-

mentally from approaches such as Gupta et al. [80], which apply dimensionality reduction

followed by standard clustering techniques. N-BiC performs a comprehensive and unbi-

ased search through a modi�ed depth-�rst search (DFS) algorithm, capable of identifying

overlapping and subtle biclusters that conventional methods might overlook. This enables

more exhaustive exploration of the latent space, providing deeper insight into potential

subtypes or phenotypic strati�cations.

Clinically, the discovery of SYMBiCs highlights the relevance of integrating symptom

scores directly into the clustering process. These biclusters revealed compelling patterns

in brain-behavior relationships, suggesting that distinct symptom pro�les are underpinned

by unique structural networks. The frequent involvement of the inferior temporal gyrus

and brainstem, corresponding to positive and negative symptoms, respectively, aligns with

prior literature on their roles in schizophrenia symptomatology [177, 80]. Another key

strength of N-BiC lies in its �exible tuning capacity. Parameters such as minimum bi-

cluster size (N , K ), feature overlap (O), and similarity thresholds (fTH 1, fTH 2) enable

customized exploration of complex datasets. For instance, overlap control helps manage

bicluster redundancy: lower overlap enhances novelty of patterns while higher overlap
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favors sensitivity. Through extensive tuning, we identi�ed(3; 35; 35) as an optimal con�g-

uration for our dataset, balancing coverage and interoperability. N-BiC offers a powerful

and �exible framework for identifying biologically and clinically relevant substructures in

neuroimaging datasets. Its ability to operate without prior assumptions, handle small sam-

ples, and integrate behavioral data makes it particularly suitable for precision psychiatry

applications.

3.6 Hyperparameter Tuning

Parameter tuning is critical in N-BiC. The key parameters include bicluster size (N , K ),

allowed overlap (O), and similarity thresholds (fTH 1, fTH 2). A modi�ed depth-�rst

search (DFS) algorithm guides semi-exhaustive exploration of component permutations

(O(n!) complexity). Although computationally intensive, this guarantees unbiased dis-

covery. Tuning the overlap parameter (O) offers control over bicluster duplication. The

maximum time complexity of this modi�ed DFS step isO(2n) for a given set of length n.

The order in which DFS processes the set elements (components) does matter since it picks

the �rst element with a probability of 1 to evaluate the intersection with others. We used

a permutation step to generate all possible orders of components and ran the processing

for each one. Finally, we report a convergent set of biclusters across all these permuted

runs. For this robustness to be invariant to a starting point/seed, the approach accumulates

the count of time complexity byO(n!) asymptotically. The cumulative time complexity

of the algorithm is an exponential function of the input size,O(n!). A lower overlap re-

duces redundancy, but risks missing meaningful results, while a higher overlap increases

replication. Similarly, the minimum size parameters affect the statistical validity and in-

terpretability of the discovered biclusters. Small sizes yield excessive and less meaningful

results, while large sizes risk sparse or absent biclusters. Through various combinations

of parameters, such as(S; K; O) = (20 ; 2; 20) to (35; 3; 35). We identi�ed (3; 35; 35) as

optimal for our dataset. This balance provided interpretable biclusters with clinical and
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neurobiological relevance. The strong link between speci�c brain networks and symptom

domains highlights the potential of N-BiC to uncover robust biomarkers for mental illness.

3.7 Conclusion

This study proposedN-BiC, a novel data-driven biclustering algorithm tailored for neu-

roimaging datasets, speci�cally aimed at identifying coherent substructures without prior

assumptions or model order constraints. Unlike traditional clustering approaches that op-

erate across the entire feature space, N-BiC exhaustively explores all possible combi-

nations of data variables, enabling two-dimensional subgrouping of individuals and fea-

tures—particularly component loading parameters derived from ICA. By leveraging this

exhaustive search paradigm, N-BiC enhances robustness and �exibility compared to state-

of-the-art methods. Its capacity to detect intrinsic subpopulations within both imaging and

behavioral data without guided supervision makes it particularly well-suited for uncovering

biologically meaningful subtypes in complex psychiatric conditions such as schizophrenia.

A key innovation in our work is integrating symptom data as features, resulting in the iden-

ti�cation of SYMBiCs—biclusters that reveal alignments between speci�c brain networks

and behavioral symptomatology. These unsupervised brain-behavior linkages may offer

a pathway toward understanding clinical heterogeneity and stratifying schizophrenia into

more biologically informed subtypes. Moreover, the algorithm provides tunable parame-

ters that allow users to calibrate the exploration of data space, supporting more targeted

investigations depending on study objectives. This �exibility opens new opportunities for

stratifying neuroimaging datasets in a more granular and informative manner.

Future research will extend this work by applying N-BiC to healthy control datasets,

enabling comparative analysis across diagnostic boundaries. Additionally, we plan to in-

corporate the algorithm into classi�cation frameworks to assess its utility in discriminating

between schizophrenia patients and controls. Incorporating prior information—such as

clinical scores or probabilistic parameter selection—presents a promising avenue to en-
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hance both interpretability and predictive performance. Overall, N-BiC represents a robust

and adaptable framework for discovering latent structures in high-dimensional neuroimag-

ing and clinical datasets, with strong potential for advancing biomarker discovery and pre-

cision psychiatry.

3.8 Extending N-BiC for three-dimensional data: Tri-clustering

With the promising capabilities of N-BiC, we extended the framework to handlethree-

dimensional data, applying it todynamic functional network connectivity (dFNC). The

enhanced methodology, referred to asdNTiC shown in Figure 3.12, consists of three key

steps:

1. Computing dFNC states,

2. Sorting these states, and

3. Exploring meaningful subsets of states (as illustrated in Figure Figure 3.12).

The goal of dNTiC is tosimultaneously cluster subjects, time windows, and connec-

tions, producing interpretabletri-clusters from the dFNC data. The input to the framework

comprises time-resolved dFNC matrices derived from both schizophrenia (SZ) and healthy

control (HC) subjects.

To generate the states,k-means clusteringis used, followed by a sorting procedure

that aims tominimize connection-wise variancewhile maximizing inter-subject similarity

within each state. Further methodological details can be found in our earlier work [81].

Figure 3.13 illustrates the group differences derived from the identi�ed tri-clusters, ob-

tained by performing two-samplet-tests on each pair of components. The resulting tri-

clusters reveal statistically signi�cant differences between individuals with schizophrenia

(SZ) and healthy controls (HC) across distinct brain networks. Compared to HC subjects,

SZ individuals exhibithypoconnectivity (reduced positive connectivity) among subcorti-

cal, default mode, and cognitive control regions, andhyperconnectivity (increased positive
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Figure 3.12: Our proposed tri-clustering framework. It consists of three basic subroutines:
(1) clustering the windows from all the subjects into a certain number of clusters/states us-
ing standard k-means. (2) Sorting the states in two dimensions (subject and pair) for maxi-
mizing homogeneity across the attributes of a dFNC state. The step characterizes states as
a subset of subjects and pairs. It downsizes the collection of windows (thus the number of
subjects) included in a state by removing weakly allied windows from the state. (3) Tri-
clustering the sorted states by exploring all possible subsets of a given set of states using
an mDFS technique enriched by early abandoning. mDFS, modi�ed depth-�rst search.

connectivity) between sensory networks in most tri-clusters. Notably, in Tri-cluster 3, HC

subjects display signi�cantly stronger intra-sensory connectivity and a more pronounced

anti-correlation between subcortical and sensory regions relative to SZ. Additionally, the

results indicate signi�cant group differences in the reoccurrence time of two distinct dFNC

states between SZ and HC subjects.

Most existing studies on functional connectivity (FC) have largely overlooked individ-

ual variability and failed to optimize across the multiple dimensions inherent in the data. In

this work, we aim to identify clusters that capture relationships among data variables while

preserving subgroup homogeneity. This is particularly valuable in the context of heteroge-

neous mental disorders such as schizophrenia, where uncovering consistent biomarkers is

a signi�cant challenge. The human brain is a highly dynamic system, constantly shifting
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across a wide range of functional states over short temporal intervals. Consequently, exam-

ining the entire dynamic signal space in a global, undifferentiated manner is often subop-

timal and unintuitive. Our proposed framework addresses key limitations of conventional

dFNC analysis by focusing on spatially constrained connectivity patterns, often restricted

to a more functionally coherent subset of brain networks. By jointly analyzing subjects,

time windows, and connection-level dynamics, the method reveals meaningful distinctions

between SZ and HC populations that would be otherwise obscured in traditional analyses.

This targeted approach enhances both interpretability and biological relevance, making it

more suitable for studying complex neuropsychiatric conditions.
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Figure 3.13: Group means (top two rows) and group differences (bottom row) of functional
connectivity (FC) in distinct tri-clusters (dTiC). Schizophrenia (SZ) and healthy control
(HC) individuals are included in each dTiC. We evaluated the group-wise contribution of
each pair of a dTiC by both groups. Two-sample t-tests using a null hypothesis of “No
group difference” we evaluate the statistical signi�cance of the differences between patients
and controls. A higher t-value indicates the rejection of the null hypothesis irrespective of
its sign. However, the sign of t-values represents the directionality of the group difference.
The pair matrix (47� 47) is labeled into 7 different brain domains: subcortical, auditory,
visual, sensorimotor, cognitive control, default-mode, cerebellar, respectively. The white
cells in the matrix indicate either the absence of that pair or non-signi�cant group differ-
ences. The Xticklabel represents tri-cluster states (ST); the number of windows (of type
ST) in that cluster from all the subjects included S: number of subjects in this dTiC; P:
number of pairs included. These are the false discovery rate (FDR ) corrected differences.
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CHAPTER 4

STATELETS: A MULTI-DIMENSIONAL STATE-SHAPE REPRESENTATION OF

BRAIN FUNCTIONAL CONNECTIVITY DYNAMICS

Time series motifs discovery and summarization is an established, powerful tool for model-

ing and analyzing dynamical systems. In a similar spirit, we propose a state-space data min-

ing approach called “statelets.” It is a probabilistic pattern-summarization framework oper-

ating on time series correlations and capturing their dynamics. Statelets rely on earth mover

distance (EMD): a simple yet effective similarity metric that provides a scale-independent,

variable-length comparison between substructures and accounts for partial matching. The

ef�ciency of computing EMD supports its application in a kernel density estimator to ap-

proximate local motifs' probability density across the dataset. We validate statelets' util-

ity on the dynamic functional network connectivity (dFNC) of patients with schizophre-

nia and healthy controls. Dynamic functional network connectivity (dFNC) analysis is a

widely used approach for capturing brain activation patterns, connectivity states, and net-

work organization. However, a typical sliding window plus clustering (SWC) approach for

analyzing dFNC models the system through a �xed sequence of connectivity states. SWC

assumes connectivity patterns span throughout the brain, but they are relatively spatially

constrained and temporally short-lived in practice. Thus, SWC is neither designed to cap-

ture transient dynamic changes nor heterogeneity across subjects/time. Here, rather than

using all the time points and searching for the patterns that span throughout the brain, we

adopt time series motifs to capture the most recurring and transient patterns of the signals.

Statelets model dFNC time series at �ne-grained timescales, adapting to changes in connec-

tivity strength, and constructs a concise yet informative representation of the original data

that conveys easily understandable information about the phenotypes. Statelets produce the

synopsis of dynamic connectivity shapes from both dynamics that provide valuable insights

48



into the human brain's dynamic features. We observe that these state shapes are highly in-

formative about the disorder. Also, they reveal signi�cant group differences in connectivity

strength across various regions of the brain. The introduced approach also enables han-

dling dynamic information in cross-modal and multi-modal applications to study healthy

and disordered brains.

4.1 INTRODUCTION

The time series motif is de�ned as a previously unknown and most repetitive pattern and

is a widely used tool for analyzing dynamical systems [179]. The primary goal is to iden-

tify descriptive signatures of the data to predict future trends and better understand the

system. Most motif-discovery algorithms use either in�exible Euclidean or hardly scal-

able “dynamic time warping” based distance measures. Here, we propose using the earth

mover distance (EMD): a simple yet effective similarity metric for motif comparison. EMD

provides a scale-independent comparison between signatures, can handle variable-length

substructures, and accounts for partial matching. Summarizing these motifs also becomes

cardinal; otherwise, it is too much data to perform a comprehensive group analysis. Stud-

ies that proposed summarizing time series are mostly domain-speci�c and suffer from a

lack of generalization [180, 181]. In this paper, to build a more general summarization

method equipped with an ef�cient EMD implementation, supporting kernel density estima-

tion (KDE) [182] in motif space, we propose a novel probabilistic pattern summarization

framework called `Statelets' Statelets provide a summary of time series dataset via a subset

of representative shapes. We apply the statelets framework to model and study the dFNC

- a widely used approach for capturing time-varying functional connectivity between the

components of the brain.

Schizophrenia is a neuropsychiatric disorder characterized by diverse cognitive impair-

ments and a decline in personal and social functioning. The decomposition of brain im-

ages into meaningful independent components and generating biomarkers help analyze
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schizophrenia to a greater extent [49, 183, 184, 185, 12, 186]. Nevertheless, to reason

about the neuropsychiatric disorders and studying the brain remains challenging because

of the heterogeneous nature of these diseases [187, 137]. Thus, studies employ subgroup-

ing/clustering of the subjects to minimize the dissimilarity in the population and make the

investigation more viable [188, 189, 190]. The human brain is considered an intercon-

nected dynamical system with real-time interaction between different nodes of the brain

network [191, 192]. These dependencies among the neuronal populations or brain regions

are described as functional connectivity (FC) and generally computed using Pearson cor-

relation of time courses in task-based or resting-state fMRI [193, 194]. Recent empiri-

cal evidence has strongly suggested that this dynamic spatiotemporal con�guration better

models brain activities and network organization [195, 196, 197, 198, 199]. Studies have

hypothesized that SZ is a disorder of disrupted cognition, network dysconnectivity, and

lack of functional integration [200, 201, 202]. Moreover, not all cognitive processes occur

within a single brain component, instead requiring dynamic recon�guration of neural re-

sources such as the brain network's nodes and connections [203, 204]. As such, research

into the brain's static and dynamic functional network connectivity (FNC), in which nodes

are distributed maps, e.g., independent component maps, may provide crucial insights into

functional integration and its disorder due to a heterogeneous neuropsychiatric disorder

such as schizophrenia.

dFNC is de�ned as the temporal interdependence among intrinsic connectivity net-

works (ICNs) extracted from independent component analysis (ICA) [205, 206, 207]. The

dFNC study provides an ability to track time-varying transitions in connectivity strength,

thus moving beyond the limiting assumption of a single static connectivity pattern [207,

198]. However, a typical dFNC analysis assumes �xed discrete states with varying oc-

cupancy over time and does not capture continuous transient information. Studies often

analyze dFNC through connectivity states and estimate those states via clustering the win-

dowed FNC sliding across time [208, 207, 209]. The obtained states essentially fuse all
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homogeneous connectivity patterns, ignoring their order and timing. Additionally, these

states explore connectivity patterns that span throughout the brain and prevail for a longer

timescale. In practice, connectivity signatures are more spatially constrained and exist at

a shorter time scale [210, 211, 212, 208]. That is, transformations manifest over a slower

timescale, and dynamics can adjust functional network topology accordingly [213, 214].

So, these methods are less suitable for capturing dynamic changes in the dFNC TC, espe-

cially those that manifest over a short and continuous timescale. Consequently, the meth-

ods are also incompetent to analyze dynamic properties of dFNC, such as synchronizability

and intermittent connectivity, which are also affected by neuropsychiatric disorders like SZ

[215, 216].

Addressing the shortcomings of the existing methods, an increasing number of recent

studies have started to investigate connectivity time series in a reformed timescale through

bipartitions [217] or network dynamics [218, 219, 220, 217]. We further advance this

agenda by introducing a robust approach to decompose FC into a more granular scale

by tracking the most recurring patterns of the dFNC TC. To capture brief, repetitive co-

�uctuations, we focus on the time-series “motif”—a previously unknown but recurring

time-series pattern [28]. In data mining, time series motifs as such signatures are deemed

powerful tools for modeling and analyzing dynamical systems [221, 222]. The dFNC TC

represents the link between a pair of nodes during a time interval; intuitively, we are in-

terested in the frequently occurring behavior of the signal rather than rare and sporadic

episodes. Motif extraction from each connection of FC can easily yield an extensive collec-

tion of variable-length shapes even for a moderate connectivity dataset. A comprehensive

collection of segments of dissimilarity complicates the task of summarizing the transition

dynamics into a few interpretable trends; thus, predicting the overall dynamical system's

behaviors is still similar to looking for a needle in a haystack.

This article addresses the tradeoff between the desire to model transient dynamics and

the need to constrain the set of extracted features to a reasonable size. Summarization
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helps to distill useful information and general trends from the data, making them inter-

pretable. Studies that propose summarizing time series are mostly domain-speci�c and

lack generalization [223, 224, 225]. This article offers a novel probabilistic pattern sum-

marization framework called “statelets,” highlighting the dynamics of capturing FC of the

brain. Statelets are driven by the desire to build a general summarization method and rely

on an ef�cient earth mover distance (EMD) [226] implementation supporting kernel den-

sity estimation (KDE) in motif space. We demonstrate how the EMD may be an effective

similarity metric for motif comparison. EMD provides a scale-independent comparison

between signatures that can handle variable-length substructures and account for partial

matching [227].

Results present the summary prototypes of both connectivity dynamics. The statelets

from both groups pose substantial group differences in multiple dynamic properties of the

brain's functional system. The connection rank computed based on the probability density

(PD) within the groups reveals unique co-�uctuations among functional brain networks and

their corresponding dynamic interplay (Figure 4.7). Connections identi�ed in SZ patients

show reduced modularity relative to healthy controls (HC) (Figure 4.9), and in addition, HC

statelets are signi�cantly more recurring than in SZ (Figure 4.10). An experiment of the

transitivity of time decay graphs indicates that HC networks are more often in sync and for

more extended periods, consistent with increased inter-communication to SZ (Figure 4.11).

Finally, statelet-wise subgrouping of the dynamics reports salient and stable group differ-

ences in sensorimotor (SM), cognitive control (CC), and cerebellar (CB) domains, which

are not observed in earlier studies (Figure 4.14). The main contributions of our paper can

be highlighted as follows,

• Propose a new statelet approach to address the limitations of current sliding window

plus clustering (SWC) methods for dFNC analysis.

• Adapt the EMD as a distance metric for comparing time series motifs.
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• Use time-series motifs for capturing transient recurring co-�uctuation of neuronal

populations and unwarp the FC in a �ner time scale.

• Develop a novel probabilistic motifs summarization framework for providing the

synopsis of the dynamics through a subset of connectivity prototypes.

• Use the probability density (PD) of motifs to assess spatial consistency across a

group.

• Introduce a time decay (TD) metric to investigate the temporal consistency of sum-

mary signatures.

• Enable measurement of the brain's dynamic properties: an inherent dynamical sys-

tem.

• Show signi�cant differences in SZ patients who generally show less frequent and

shorter statelets.

4.2 DEFINITIONS AND BACKGROUND

4.2.1 De�nition 1: Dynamicfunctionalnetworkconnectivity

Dynamic functional network connectivity (dFNC) refers to the time-varying correlations

between brain networks, typically computed using a sliding window approach. This method

involves segmenting the time series data into overlapping windows (e.g., 30–60 seconds)

and calculating correlations within each window. The resulting correlation values re�ect

the functional connectivity (FC) strength between pairs of independent components (ICs)

during each time segment.

4.2.2 De�nition 2: dFNCTimeCourse

A dFNC time series,T = w1; w2; w3; : : : ; wn is a sequential set ofn real values, wherewi

represents the correlation between a pair of independent components (ICs) of the brain for

53



a certain period.w stands for a sliding window of a certain size. There is one such time

course for each pair of components (connections).

4.2.3 De�nition 3: Connections/pair

A connection is a functional association between a pair of independent neural components.

We use 'connection' and 'pair' interchangeably in our writing.

4.2.4 De�nition 4: Subsequence

Given a time seriesT of lengthn, a subsequenceS is a subset of lengthm � n contiguous

indices ofT.

4.2.5 De�nitions 5: Motif

Given a time seriesT of lengthn, a motifH i;m is a subsequence ofT with lengthm having

the minimum average distance from
� n

m

�
� 1 otherm-length subsequences ofT. That is,

H i;m is the most recurring shape inT of lengthm.

4.2.6 De�nition 6: Statelets

Given a collection (constant/variable lengths) of time series motifsG and a positive real

numberd (size parameter), StateletsS is a subset of sized of state-shape prototypes evalu-

ated using the proposed summarization framework.

4.3 DATA COLLECTION AND PREPROCESSING

We used an existing SZ dataset for generating the dFNC TCs in this project [175]. The data

repository has resting-state functional magnetic resonance imaging data collected from 163

HCs (117 males, 46 females; mean age 36.9) and 151 age- and gender-matched patients

with SZ (114 males, 37 females; mean age 37.8) during the eyes-closed condition. Col-

lected data pass-through data quality control (explained in [205, 77]). The participant's
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consent was obtained before scanning, following the Internal Review Boards of af�liated

institutions. Data were collected with a repetition time (TR) of 2 s on 3T scanners. Imaging

data for six of the seven sites were collected on a 3T Siemens Tim Trio System and a 3T

General Electric Discovery MR750 scanner at one site. Resting-state fMRI scans were ac-

quired using a standard gradient-echo echo-planar imaging paradigm: Field of view of 220

× 220 mm (64 × 64 matrices), TR = 2 s, Echo time = 30 ms, Fractional anisotropy = 770,

162 volumes, 32 sequential ascending axial slices of 4 mm thickness and 1 mm skip. Sub-

jects had their eyes closed during the resting state scan. Data preprocessing, quality control,

and dFNC approximation follow the standard pipeline described in [207]. The preprocess-

ing follows a standard pipeline that has been adapted in several previous studies [228, 77,

229, 207, 209] described the preprocessing steps used in this dataset. These preprocessing

steps include image alignment (motion correction), slice timing correction, spatial nor-

malization, despiking, and smoothing, which are commonly used for fMRI preprocessing.

Depending on the MRI scanning protocols and collected data, the preprocessing parame-

ters were selected and described in these studies and their supplementary sections [230, 77,

207].

First, rigid body motion correction has been done using the INRIAlign toolbox in SPM

to correct for subject head motion, followed by a slice-timing correction to account for

timing differences in slice acquisition [231]. Then, the scans went through a 3dDespike

algorithm to regress out the outlier effect and were warped to a Montreal Neurological In-

stitute (MNI) template and resampled to3� 3� 3mm3 isotropic voxels. Instead of Gaussian

smoothing, we smoothed the data to 6 mm full width at half maximum (FWHM) using the

BlurToFWHM algorithm, which performs smoothing by a conservative �nite difference ap-

proximation to the diffusion equation. Additionally, the voxel time courses were variance

normalized before performing ICA [232]. Group ICA [233] was performed on the prepro-

cessed data and identi�ed 100 ICNs. Subject-speci�c spatial maps (SMs) and TCs were

obtained using the spatiotemporal regression back reconstruction approach implemented
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in GIFT software [233]. To ensure estimation stability, we repeated the ICA algorithm 20

times in ICASSO, and aggregate SMs were estimated as the modes of component clusters.

Subject-speci�c SMs and TCs were obtained using the spatiotemporal regression back re-

construction [233, 184] implemented in GIFT. Following ICA, we obtained one sample

t-test for each SM across all subjects and thresholded these maps to obtain regions of peak

activation clusters for each component; we also computed the mean power spectra of the

corresponding TCs.

These heuristics curated a group of components as ICNs if their peak activation clusters

fell on gray matter and showed less overlap with known vascular, susceptibility, ventricu-

lar, and edge regions corresponding to head motion. We also ensured that the mean power

spectra of the selected ICN TCs showed higher low-frequency spectral power. This selec-

tion procedure resulted in 47 ICNs out of the 100 ICs obtained. The cluster stability/quality

I q of individual ICNs over 20 ICASSO runs was very high (I q > 0:9) for all of the compo-

nents, except an ICN that resembles a language network (I q = 0:74). The subject-speci�c

TCs corresponding to the ICNs selected were detrended, orthogonalized with respect to

estimated subject motion regressors, and then despiked. The despiking procedure involved

detecting spikes via values obtained from the third-order spline �t to replace high-bias

portions of the data. The despiking process reduces the impact/bias of outliers on subse-

quent FNC measures. The 47 components are organized into modular partitions using the

Louvain algorithm in the Brain Connectivity Toolbox. We computed functional network

connectivity (FNC), de�ned as the pairwise correlation between the ICN TCs. To compute

the time-varying FNC between the ICN TCs, de�ned as the pairwise correlation of dFNC

between two ICA TCs. The referred dFNC was evaluated using a sliding window correla-

tion approach with a window size of 22 TR (44 s) in steps of 1 TR [205, 233]. The window

constituted a rectangular window of 22 time points convolved with a Gaussian of sigma

3 TRs to obtain tapering along the edges [205]. We compute the time-varying FNC for

each connection between a pair of nodes (ICNs) and generate a time series. We estimated
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covariance from the regularized inverse covariance matrix [234, 235] using the graphical

LASSO framework [236]. The regularization parameter was optimized for each subject by

evaluating the log-likelihood of the subject's unseen data in a cross-validation framework.

Consistent for all post-hoc steps for extracting and validating, subject-wise dFNC val-

ues were Fisher-Z transformed and residualized with respect to age, gender, and site. After

computing dFNC values for each subject, covariance values were Fisher-Z transformed

and residualized with respect to age, gender, and site using the reduced model determined

from our static FNC (sFNC) analysis. The mean dFNC matrix was computed over all sub-

jects. This connectivity represents the association/relation between two parts of the brain

and how this relation evolves with time. In other words, we can interpret this connection

as an abstraction of communication between different brain hubs to process information.

As such, both highly positive and negative correlations are informative to characterize the

relations in two distinct directions.

The hypothesis is that the presence of these connections makes the neural system pro-

cess information and generate responses with good health. Likewise, having a disruption

in those connections can cause symptoms present in several mental disorders like SZ. Our

study aims to extract the most dominant repetitive patterns of these connections by de-

composing the time series in a granular scale. Then, summarize these patterns as a global

representative set (Statelets) that helps leverage this knowledge to measure different dy-

namic features of the brain in a post hoc study. More details about the components and the

dFNC computation is available in this study and its supplementary [77].

4.4 EARTH MOVER DISTANCE (EMD)

We implement the EMD for computing distances between motifs. EMD usually measures

the dissimilarity between two probability distributions [237, 238]. Also, EMD is effectively

adaptable for time series subsequence comparison. It corresponds to the minimum amount

of work required to make two subsequences look-alike [239]. Forp and q, two given
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signatures,F (p; q) represents the set of all possible �ows betweenp andq. Then, the work

is de�ned as follows,

Work(F; p; q) =
mX

i =1

nX

j =1

f ij dij (4.1)

Here,dij is some measure of dissimilarity (e.g., Euclidean distance),f ij is the optimal

�ow that minimizes the cost betweenpi andqj (i th andj th time points).

The termsm and n denote the length of the signatures, respectively. The heuristic

minimizes the amount of work done to compute the EMD betweenp andq given by the

following equation [240, 239]:

emdeq2EMD(p; q) =
minF( i;j ) 2 F (p;q) Work(F; p; q)

Total �ow
(4.2)

The above equations provide the canonical formulation for computing EMD between

signatures of any dimensions; however, we opt to compare shapes from one-dimensional

time series. Hence, we propose a more straightforward implementation in the next para-

graph, where we are not required to use an off-the-shelf distance measure.

Implementation in our study

We use a particular case of EMD for a one-dimensional time series, which parses through

the vectors and keeps track of how much �ow occurs between consecutive time points (in-

dex in our case). Here, �ow is the difference between the amplitudes of two sequences at a

given index. For two given sequencesX andY of lengthN , the algorithm �rst normalizes

the sequences and then computes the differences between the values at a given index. Al-

gorithm 1 describes the pseudocode for computing the EMD distance betweenX andY.

Since the heuristic iterates over the sequence index-wise, for any arrangement of indexing

consistent across both sequences, the distance measure will remain identical. This formu-

lation of EMD is robust to any permutation of indexing as long as the order is similar for
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Algorithm 1 EMD for one-dimensional vectors

1: EMD 0 = 0
2: for i = 0; 1; 2; : : : N do
3: X 0

i = X iP N
j =1 X i

� min (X )

4: Y 0
i = YiP N

j =1 Yi
� min (Y)

5: EMD i +1 = EMD i + ( X 0
i � Y 0

i )
6: end for
7: Distance(X; Y ) =

P
0� i � N jEMD i j

both sequences or vectors.

4.5 OUR PROPOSED FRAMEWORK

Our architecture performs two fundamental steps to estimate state-shape prototypes (statelets)

from the time-series dataset: A) Motif discovery and B) Summarization. Figure 4.1 depicts

the subprocesses required to perform these steps.

Figure 4.1: Our proposed methodology for time series motifs discovery and summarization.
A) Step 1: Motif extraction using EMD as a similarity metric. The subroutine takes out
the most repetitive pattern (possibly with multiple occurrences) of a given time course.
B) Step 2: Summarization of motifs using their probability density computed by a kernel
density estimator (KDE). It takes a bag of varying-length motifs and generates a concise,
smaller collection of the most frequent shapes/patterns representing the functional system
(SZ/HC). We de�ned these prototypes as the statelets. The EMD distance matrix is used
for both performing the tSNE and computing the probability density (PD) of the motifs.
The relevant processing blocks and their intuitions in step B are described elaborately in
subsequent sections.
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4.5.1 Step1: Motif Discovery

Each dFNC time series represents the FC between two distinct brain networks. Therefore,

it is not feasible to impose a common motif length for all the time series in the dataset,

like most other motif discovery methods. The proposed heuristic takes a range [R1 R2] and

suggests the perfect length to explore the time series within that boundary. In our case,

dFNC is collected using a window of 22 time points. So, the lower bound for R1> 22.

The upper bound for R2 should be con�ned within half of the signal length for a sensible

parcellation of dFNC. Since the study aims to observe transient signatures in the data, we

select the range (30-50) in our analysis. Figure 4.1A demonstrates the steps for performing

motif discovery. At �rst, the process creates all the subsequences of different lengths and

then passes these candidates through the following subroutines (Matlab scripts).

EMD layer

For a given candidate of lengthl i , the algorithm searches through the time points by taking

all other candidates of that length and computing the EMD between them. We can consider

the selected candidate as a kernel here, and the idea is to apply that kernel to the input

signal to compute distances.

Pooling Local minima (LM)

The module pools a subset of top matches (minimum distance) instead of just one across

the signal. Since motifs are repeating signatures, intuitively, we scrutinize the top matches

only. It decomposes the input time course into several subsections and pools the minimum

from each subsection.

Mean of LM's and global minimum

This layer computes the mean of those local minima, representing the overall performance

of that speci�c candidate. After �nishing the computation for all the candidates ofl i , the
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method selects the global minimum, which corresponds to the best acquirable matching

score (BAM).

The best length selection

To extract the most recurring transient patterns, a recommender unit optimizes two objec-

tives using the BAM scores, considering all different lengthsa) minimizing the motif's

length andb) maximizing the similarity score. The recommender unit returns the best

length for decomposing a time series.

Motif extraction

We have already collected information from the length selection process, i.e., distance, and

occurrences required for motif extraction. So, using the leading candidate as the bench-

mark, the subroutine collects similar non-overlapping occurrences of local motifs across

the time course and stores these motifs for creating global dominants across the subjects

for a given pair.

These procedures compare the dFNC time series across the two groups, HC and SZ.

After discovering the motifs, it yields a large population of variable-length patterns. Next,

a group-wise summarization is performed on these motifs.

4.5.2 Step2:Summarization

The decomposition technique (motif discovery) transforms the FC into a diverse connectiv-

ity signatures manifold. Each pair of components (connection) discovers a group of shapes

from all the subjects. Summarization aims to fetch the representatives of the motif's collec-

tion. The intuition is to �nd highly persistent patterns from all the distinctive subgroups of

the population to ensure that statelets approximately capture all the diversities in the given

stack of motifs. The persistence is measured from the shape's probability density across

the given trajectory, and the subgrouping is unveiled through the t-distributed stochastic
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neighbor embedding (tSNE). Our summarization scheme weighs the tSNE points using

the corresponding PD. Then, an off-the-shelf peak technique locates the expected proto-

types with standard smoothing and proximity parameters. To run the subprocesses, the

probabilistic summarization runs a module calledF indDominants : a suite of Matlab and

Python scripts consisting of four steps mentioned in Figure 7.1 (B) to identify pairwise

dominant motifs. We replicate the same analysis for both subject groups, SZ and HC.

EMD Matrix

We need the distance from each motif to all others to measure the density and to subgroup

them using tSNE. Here, we use EMD again for computing the distance matrix. First,

we normalize the time courses to make our distance invariant to scale and offset. Then,

calculate cross EMD across the motifs, which creates a square matrix of n� n dimensions

where n is the number of shapes in the given collection.

Kernel density estimator (KDE)

Our method applies KDE to calculate the probability density of data instances (motifs) in

the population. We incorporate a Gaussian kernel with optimal bandwidth [241, 182] in

KDE. In this setting, kernel density at a pointx is given by Equation 4.3,

p(x) =
1
n

nX

i =1

K h(x � x i ) (4.3)

For `D' dimensions, the formulation becomes,

p(x) =
1
n

nX

i =1

1
hD

K (
x � x i

h
) (4.4)

wheren is the number of samples,K h is the kernel with a smoothing parameter,h is

called the bandwidth. The kernel is a non-negative function, andh > 0. The common

practice uses the Gaussian kernel for a smoother density model, simplifying the kernel
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density model at Equation 4.5.

p(x) =
1
n

nX

i =1

1

(2�h 2)
D
2

e
�j x � x i j 2

2h 2 (4.5)

whereh is the standard deviation of the Gaussian components. Another crucial part of the

process is to select an appropriate bandwidth (h) for the density, and several strategies for

selecting h [242, 243]. Our approach incorporates the rule-of-thumb bandwidth estimator

for Gaussian [244]. The optimal choice forh is given by Equation 4.6,

h = (
4�̂ 5

3n
)

1
5

� 1:06�̂n � 1
5 (4.6)

where�̂ is the standard deviation of the samples, andn is the number of total samples.

The term(x � x i ) in the equation corresponds to the distance between the samplex and

x i 2 n . So, we assign EMD distances between the shapes to replace the value of the distance

term(x � x i ) in the Equation 4.5. KDE generates a probability density for all motifs in the

collection.

tSNE using EMD

tSNE is a powerful and �exible visualization tool for high-dimensional data by giving each

data point a location in a two or three-dimensional map [245, 246]. Decentralized stochas-

tic neighbor embedding (dSNE) is used to separate the data subgroups using their distance

metrics [247, 248]. In our case, tSNE considers each motif as a data point and uses the

EMD matrix to select the neighbors for the embeddings. Next, the method weighs all the

points using their corresponding probability density. Figure 4.2 presents an example of

how tSNE reveals intrinsic subgroups of data collection. The color indicates the prob-

ability density. The brighter, the higher. The visualizations in the subsequent steps are

generated using this same plot. Figure 4.3 to summarize the probability density of a close

neighborhood.
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Figure 4.2: An example of tSNE using EMD distance on a collection of motifs. Data points
represent the motifs weighted by their probability density computed using KDE. X and Y-
axis stand for the horizontal and vertical coordinates of the data point, respectively.

Two-dimensional Mapping

The tSNE map unveils the intrinsic subgrouping of the motifs and color-coded density. We

need to locate the summary prototypes such that a compact representation can illustrate

the diversity in the data. For a smooth peak discovery, we map the tSNE plot (Figure 4.2)

to a standard discrete two-dimensional (2D) coordinate system, e.g., a 2D grid. This sub-

routine assigns all tSNE points to a two-dimensional discrete system and accumulates the

probability density of all closely neighboring shapes onto a single cell. The goal is to make

dominant points more distinguishable by increasing the frequency in the corresponding

vicinity. This approach discretizes the range of coordinates into a set of integer intervals.

As a result, multiple points from the tSNE plot are stacked together into a single cell, as

shown in
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Figure 4.3: Mapping tSNE points to a 2D grid. The projection assists in accumulating
probability densities of closer proximity in the neighborhood. The warmer color demon-
strates a higher density of the motif.

Gaussian Blurr and Peak Finding

To enhance the detection of signi�cant features (data points), we apply a Gaussian blur

to the t-SNE image, effectively reducing noise and sharpening focus on high-density re-

gions. As shown in Figure 4.4, the blurring operation guides attention toward the most

relevant loci within the embedding space. Subsequently, a two-dimensional peak detection

algorithm is used to identify data points with the highest probability density (PD), isolating

characteristic patterns from each subgroup. The spikes depicted in Figure 4.5 correspond to

representative motifs (Statelets), with each spike marking a high-density subregion. This

visual summary captures the core shapes observed in the population and illustrates how

summarization follows the state-shape trajectory, offering a compact synopsis of the dy-

namics. To improve clarity and avoid redundancy, the peak detection routine is carefully

regulated by adjusting the smoothing parameter, ensuring the method produces a diverse

and meaningful set of representative patterns that collectively approximate the global struc-

ture of the data.
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Figure 4.4: After applying a Gaussian blur on the 2D image to defocus less dense data
points

4.6 Experimental Results

The dataset comprises 163 healthy controls (HC) and 151 schizophrenia (SZ) subjects.

For each subject, we analyze
� 47

2

�
= 1081 component pairs, yielding 1081 dynamic func-

tional network connectivity (dFNC) time courses. For each connection, the time courses

from all subjects within a group (HC or SZ) are aggregated. Our method evaluates a sub-

set of statelets—representative dynamic connectivity motifs—within each group to capture

shared temporal patterns. The probability density of these high-dimensional state shapes re-

�ects the consistency and recurrence of statelets across multiple brain regions and subjects.

Figure 4.6 visualizes the most frequently occurring statelets identi�ed for both groups. To

organize and visualize these motifs, we employed the Jonker-Volgenant (JV) algorithm

[249] to solve a linear assignment problem. This algorithm optimally maps the t-SNE co-

ordinates to a two-dimensional grid while preserving spatial locality, ensuring that similar

shapes are placed in close proximity within the embedding space. In Figure 4.7, we com-

pute the probability density of statelets, which re�ects their consistency across connections
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Figure 4.5: A three-dimensional view of the tSNE plot after marking the peaks extracted by
a 2D peak �nder. The peak �nder selects at least one peak from each high-density region.
We can back-reconstruct the actual motifs by using the peak's tSNE coordinates.

among various brain regions. Each bar represents how frequently a connection's statelet

appears within the overall group dynamics. These frequencies are then ranked and sorted

based on their relative positions in both the schizophrenia (SZ) and healthy control (HC)

groups. This analysis provides insights into each connection's readiness and participation

in functional dynamics. Notably, the connection ranks differ markedly between the two

groups, suggesting that different subsets of connections may be primarily responsible for

driving the dynamics in SZ versus HC subjects. This observation points to a high-level

group distinction in the neural components engaged in information processing. Addition-

ally, we observe that statelet frequencies are generally higher in HC connections than in SZ.

To evaluate the statistical signi�cance of this disparity, we employ the Kendall's tau rank

correlation coef�cient, a non-parametric test used to assess ordinal associations between

two variables [250, 251]. The test yields� = 0:045with a p-value of 0.025, indicating a

statistically signi�cant difference in rank consistency between the two groups.
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