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SUMMARY

This dissertation explores the use of arti cial intelligence (Al) in interactive music sys-
tems designed to create music based on gestural input from users. It presents three Al-based
interactive music systems that collaborate with a performer by analyzing their gestures and
motion to generate audio changes. The rst syst€aptune uses machine learning mod-
els of varying depth to automate changes in musical parameters for looping audio. The
second systenRoseFX communicates its decision making to the user through visualiza-
tions and musical output. The third syste@estAlt uses online machine learning and
reinforcement learning to adapt to a user's hand motion patterns and allows a user to com-
municate their musical goals to the system.

Each system was evaluated with a study that measured how participants perceived the
systems as creatively autonomous partners, how their understanding of the systems affected
their relationships with the Al, and how their perceptions evolved as they learned how to
perform with the system. Participants reported higher amounts of creativity and expression
with a version ofCaptunewith a deeper neural network. Additionally, visualizations sup-
porting their understanding dfoseFXimproved the ability of the participants to perform
with itin a way that better matched their performance goals. When performing3&gbAlt
multiple times, their ability to communicate with the agent increased trust over time and
the participants developed a sense of shared goals and motion with the system. This dis-
sertation presents ndings from these studies as design principles for Al-based interactive

music systems to support human-Al collaboration.

Xiv



CHAPTER 1
INTRODUCTION

1.1 Motivation

Computer music has a storied history with generative music systems, from computer-
composed production of musical scores through a variety of stochastic and deterministic
processes [1] to generative music systems that produce sound to be used in live perfor-
mance contexts [2]. Interactive music systems use algorithmic compaosition in conjunction
with user actions [3, 4]. Musicians are using Arti cial Intelligence (Al) in the design of
new generative music systems, as well as interactive music systems that perform alongside
a user. As musicians use Al-based systems in musical performance, they form views of Al
as tools they can use for musical expression or as autonomous performers with whom they
can collaborate.

In this dissertation, | explore how the interaction dynamics between human musicians
and Al-enabled interactive music systems affect and are affected by the process by which
they create music. | will examine how musicians interact with Al-enabled interactive music
systems in terms of a musician's perception: how they perceive their Al collaborator as
either a tool or a partner, how they perceive the quality of the system’'s musical output, and

how these perceptions evolve as they learn to perform with the system.

1.1.1 Userperception®f Al interaction

How users perceive their interactions with an Al deeply affects their satisfaction with using
a system. When interacting with an Al, the user can re ect on whether or not they see the
system exhibit Creative Autonomy [5], the act of independent decision-making that exhibits

the Al's creativity rather than an extension of the musician's creativity. When an Al-based



system exhibits novel behavior, the user can make inferences based on that behavior about
whether its creativity extends beyond the current task at hand [6]. Furthermore, a system
can exhibit creativity at multiple stages of a creative process as de ned by the user [7].
Boden describes perception as an element of creativity alongside memory, conceptual
thinking, and self-re ection as it applies to both humans and computers [8]. This disser-
tation largely highlights two techniques that directly impact how users interact with an
Al-based system and how th@grceivethat interaction: explanation and online machine
learning. Explainability, or the use of Explainable Al techniques [9], is the practice of
designing systems to help users understand the decisions made by an Al. Explainability af-
fects how users perceive their interactions with a system by allowing them to form a mental
model of what the system maps to their actions, such as with systems that create music with
parameters or gestures input by a user [10]. Evaluation of an Explainable Al system can
also include user satisfaction in the explanations given by a system [11]. Online machine
learning is the paradigm of a machine learning system in which a model is updated with
new data over time [12], and Reinforcement Learning is the use of user feedback to pro-
vide a reward signal to train a model [13]. Tools such as these enable Al-based interactive
systems to adjust to their users over time. This kind of evolution is especially visible when
Al systems are used in music, such as when interactive training and retraining of a ma-
chine learning model are used as an element of performance, as well as the creation of an

instrument [14].

1.1.2 Roleof Al in Music

In musical performance, machine learning models and Al systems can play the roles of
tool andactor, respectively [15]. The distinction between machine learning and Al in this

context is that “machine learning” refers to the technological process of a system learning
from data, and “Al” refers to cases where the impact of the algorithm on the behavior of a

system is signi cant. Al can also play a co-creative role, helping musicians mutually with



tasks such as composition [16, 17] or performance through robots [18]. The role a system
plays in musical performance depends on whether the user perceives the system as an Al
agent or a machine learning-based tool [15]. How humans perceive Al-generated or Al-
performed music can also depend on their initial preferences and expectations for Al, with
positive reactions to a subversion of their expectations as a representation of Expectancy
Violation Theory [19, 20].

Explainability affects how users interact with Al systems in a musical context. It allows
users to better understand the difference between models to make the distinction between
“machine learning” and “Al” - as well as “tool” and “actor” - on a system-by-system basis.
Explainable Al techniques can be used in musical applications for visualization and user
input to achieve greater control and understanding of the output of the system. For example,
visualizations can be created from the latent spaces of a model used in a generative music
system [10]. This visualization allows users to view a representation of possible sounds the
system can create and control the system's output. Other examples of Explainable Al that
impact human-Al interaction in a musical context include the use of sliders that control the
output of the model. These sliders act as “steering tools” to facilitate user engagement and
collaboration by showing users the parameters with which a model generates music (such
as musical key and “surprise”) and allowing users to manipulate these parameters [16, 21]
(see chapter 2).

The goal of this dissertation is to evaluate the properties of Al-based interactive music
systems that de ne how users perceive Al in its creative roles. By looking at how Al de-
sign contributes to how human musicians interpret the creative autonomy of an interactive
generative music system, | aim to form insights and recommendations about Al design to

facilitate musical expression and collaboration between human and Al performers.

1.2 Research Questions

This dissertation contains three research questions guided by a central question:



How can the ability of an Al-based, gesture-controlled music system to make,
communicate, and react to creative decision-making affect the way musicians

interact with and perceive it as a creative partner?

Partnerships and symbiotic relationships form as a result of collaboration. Gill [22]
describes ideal human-machine interaction as a collaboration that combines “the compu-
tational capacity of the machine and knowledge of the human - in other words the human
and machine enter and act in a symbiotic and interactive relationship, that valorizes human
knowledge and computational resources.” These symbiotic relationships form as a result
of complimentary yet independent decision-making, which is also an aspect of creative au-
tonomy [5]. Evaluating the Al components of Al-based interactive music systems in their
ability to supportsymbioticrelationships with human performers is critical in informing
the development of Al-based systems that foster human creativity. The ability for gesture-
controlled systems to non-verbally communicate and react to decision-making is especially
relevant to modern concerns about supporting users creatively while using Large Language
Models (LLMs) [23, 24] and generative audio models [25].

The three research questions in this dissertation aim to address different aspects of
human-Al interaction, as well as multiple scenarios for human-computer performance.
They represent an iterative research project, with the latter two questions informed by nd-
ings and insights gained from exploring the previous questions. The rst study begins with
an exploration of how musicians perceive a system's decision-making ability, with two sys-
tems compared by the depths of their differing neural network architectures. The second
study examines how a system's ability to communicate that decision-making to the user
affects the user's perception and understanding of the system's creative autonomy. The
third study measures how this communication, as well as the system's ability to respond to
a user's decision-making, leads to growth in understanding and change in perceptions over
time. Each interactive music system created as part of this dissertation is designed to learn

more about the relationship between one speci ¢ aspect of the interaction (neural network

4



depth, visualization, and adaptation) and how human musicians develop perceptions of the
system’s creative role.

First, a study was performed to assess how the presence of Al in a musical system af-
fects the user's perceptions of that system's autonomy as a musical collaborator (chapter 4).
The evaluation of model depth on perceived creative autonomy was motivated by a desire to
learn if musicians form an understanding of Al components of systems as musical partners
with their own creative autonomy rather than tools that support the musician's creativity.
The evaluations in this and the following studies explpegceived creative autonoms
user's sense of the systenalstonomyin its decision-making as well as whether or not the
system’s decision-making is leading or following in termscohtrol of the creative pro-
cess. This study revealed that users' understanding of what an Al does is critical to their
impressions of the system's performance, as some users were able to evaluate and compare
systems with differing model complexity in terms of perceived creative autonomy, but their
comparisons were limited by a lack of understanding of the system's behaviors.

In order to address this lack of understanding by users, a second study was conducted
to evaluate the effect of explanation (in the form of visualizations) on user interaction with
a musical agent (chapter 5). Analysis of this study revealed that Al explanation increased
user understanding related to that user's existing expectations for a musical Al to behave,
such as users with a heavily musical background preferring behaviors that resembled those
of a musical instrument and learning how to recognize and recreate those behaviors. Users
who formed expectations for system behavior also communicated a desire to express those
expectations to the system in order to further in uence its behavior, leading to a third study
about the effects of system adaptation on user expectations.

This third study, described in chapter 6, was conducted to assess whether Al adaptation
to user behavior (vianline machine learningndreinforcement learningallows the sys-
tem to match user expectations and improve user perceptions of the system. Finally, since

users commonly felt an increase in familiarity with the system over time in my previous



studies, this third study also measures how user perceptions of the Al's autonomy change
over multiple sessions and whether or not users attribute these changes to the system's

online machine learning or their familiarity.

1.2.1 PerceivedCreativeAutonomy

RQ 1: How does the depth of deep neural networks in an Al-based, gesture-controlled mu-

sic system affect how users perceive the system's creative autonomy?

Creative autonomypresent in systems that self-evaluate creative output independently
of user input [5], allows Al in musical systems to generate musical output. In a co-creative
system, this is required for a system to act as a mutual collaborator rather than as a tool that
a user manipulates to achieve an expected result. | conducted a study in the Fall of 2020
to measure whether or not two versions of a camera-controlled interactive generative mu-
sic system titledCaptune- one with a shallow neural network and one with a deep neural
network - would achieve different results in user-perceived creative autonomy and creativ-
ity support [26]. The results of this study indicated increases in user-perceived ability to
collaborate and feel expressive with a deeper model in the system, as well as the need for
visual or textual explanation by the system to understand the full effect of the model on

system behavior.

1.2.2 Understanding

RQ 2: How does explainability affect user understanding, self-reported expressive ability,

and musical satisfaction in a gesture-controlled interactive generative music system?

Explainable Al [9] frameworks include textual representation and/or visualization with
machine learning applications to improve how users can understand the decisions made by

an Al system. | aim to examine how this practice can be applied to co-creative musical



applications to improve how users perceive a system as a logical, human-like collabora-
tor. In a study conducted during the fall of 2021, users performed using three versions of
PoseFX an interactive generative music system that interpreted gestures through a neural
network to manipulate audio parameters. The three versions displayed visualizations of the
input, output, and combined input/output to the neural network in an attempt to communi-
cate how the model was recognizing or interpreting the user's motion. The ndings of this
study indicated that participants were more likely to perceive the Al as acting according to
their preferred levels of creative autonomy with the understanding provided by the visual-
izations. These participants were more satis ed with their interactionsRageFXwhen

the visualizations helped them learn which inputs to provide for a certain kind of behavior.

1.2.3 Expectations

RQ 3: How can the perceived ability of gesture-controlled music system to adapt to a
user increase user ratings for anthropomorphism, likeability, perceived intelligence, and
creative autonomy? How do these perceptions and ratings change across multiple usage

sessions?

The Fall 2021 study (RQ 2) indicated users' desires to see a system meet their di-
verse expectations for creative autonomy. This third study measures how online machine
learning and reinforcement learning can be used to make the system adapt to those expecta-
tions. | developed an adaptive interactive generative music system that uses online machine
learning and reinforcement learning to adjust to a user's gestural patterns and musical pref-
erences. As with the previous systems, this system uses hand motion to control musical
parameter changes in looping audio. It adds the ability to record new gestures and retrain a
gesture classi er in real time (online machine learning) and allows users to give thumbs-up
and thumbs-down gestures with a second hand to provide positive and negative feedback

for an agent that controls the mappings between gesture and musical output (reinforcement



learning). More information on the changes to the design and evaluation of this system,
called GestAlf compared to the systems used to explore RQ 1 and RQ 2 can be found in
chapter 6.

In the rst two studies, users became more familiar and comfortable with using the
generative systems involved regardless of the model or explanation with which they inter-
acted rst: one with and one without Reinforcement Learning. The third study for RQ 3
measures how users perceive a system's adaptation to their expectations and the impact of
those adaptations on the interactions between humans and Al. To model both sides of a
collaborative musical process, this study also measures how users can adapt to the behavior
of the system. This study took place over multiple sessions, weeks apart, so that users can
perform repeatedly with the system and account as to whether or not their changes in sys-
tem preference over time are caused by their adjustment or their perception of the system's
adjustment. Data from this study includes self-reports, as in previous studies, as well as
a comparison of recorded performances over multiple sessions. In this study, participants
reported that the ability to in uence the system's machine learning increased their trust
and anthropomorphism in the system and increased their ability to form shared goals and a

sense of synchronization with the Al embodyi@gstAltover time (see chapter 2).

Table 1.1: Research questions, timelines, systems, and features introduced at each stage of
research.

RQ 1: Perceived Creative RQ 2: Understanding RQ 3: Expectations
Autonomy (chapter 4) (chapter 5) (chapter 6)
Fall 2020 - Spring 2021 | Fall 2021 - Spring 2022 Fall 2022 - Spring 2024
System Captune PoseFX GestAlt
Motion Capture Pose Recognition Gestural Recognition
Features| CNN/ Linear Models Visualizations Online Machine Learning
Reinforcement Learning




1.3 Timeline

Dissertation research was conducted between Fall 2020 and Spring 2024. Table 1.1 depicts
the three phases, separated by Research Question, as well as which system was developed

for the study.

1.4 Contributions

This dissertation makes the following contributions in the areas of human-Al co-creativity

in music and the development of interactive, gesture-controlled, generative music systems:

» The development of three interactive generative music systems designed to demon-
strate and learn about the human-Al collaborative process. These systems can be
out tted with a variety of machine learning architectures, explainable Al techniques,

and online machine learning approaches.

* New knowledge about how humans perceive adaptive musical systems relative to
their adaptation to the system itself in the form of design considerations for support-

ing human-Al interaction in musical performance.

This research presents the rst application of evaluation methodologies traditionally
focused on a personi ed robot to a nonembodied, collaborative, musical Al agent. It also
employs research through design methodology and emphasizes user experiences as the
primary method of examining the creativity and collaborative ability of an Al.

The interactive generative music systems presented in this research are also unique:
neural network hosting applications that map input gestures to musical parameters that are
modularized to the point that they are agnostic to the network used. These systems can be
used in the development of other gestural input recognition software, motion-to-parameter

neural networks, or musical output programs.



The rst two studies conducted as part of this research (chapter 4 and chapter 5) identi-
ed novel insights into the musical interaction between humans and Al, such as the impor-
tance of user creative goals and expectations (de ned by their previous experience) on their
perceptions of the Al's creative ability. The third, outlined in chapter 6, identi es how user
expectations of an Al's performance can be used to create an adaptive interactive music
system. These techniques may nd use in other Al-based or machine learning systems to

foster collaborative relationships with users that develop over time.

1.4.1 Peer-Reviewe®ublications

Sections of this dissertation contain text from papers published in peer-reviewed conference

proceedings. This dissertation uses content from the following articles:

* Chapter 4: J. Smith and J. Freeman, “Effects of deep neural networks on the per-
ceived creative autonomy of a generative musical systemProteedings of the
AAAI Conference on Atrti cial Intelligence and Interactive Digital Entertainment

vol. 17, 2021, pp. 91-98

» Chapter 5: J. B. Smith and J. Freeman, “Effects of visual explanation on perceived
creative autonomy in an ai-based generative music syster@dmpanion Proceed-
ings of the 28th International Conference on Intelligent User Interfases Ul '23
Companion, Sydney, NSW, Australia: Association for Computing Machinery, 2023,
pp. 25-28
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CHAPTER 2
RELATED WORK

This dissertation draws on three main categories of related work to inform its research
guestions and evaluation methodology. First, frameworks that characterize creativity in
computer and/or music systems provide models for evaluating user perceptions of Al cre-
ativity. Next, the guiding principles of interaction-based music technology design include a
focus on research through design and the perspectives of users as they re ect on the design
of an Al system. Finally, examples of music technology employing Explainable Al visual-
ization techniques show how explanation can foster human-Al interaction and re ections
by users about the Al they perform with. Additionally, the interactive generative music
systems detailed in this work are designed using techniques found in the development of
robotics and Al agents: motion recognition and adaptation in the form of online machine
learning and reinforcement learning. This chapter discusses these techniques, as well as

other techniques used in the development of Al systems and interactive music software.

2.1 Frameworks for Creativity and Understanding

Pearce [28] identi es four motivations for computer-composed music: programs written
as extensions of a composer's creative process, programs written as tools for composers
in general, programs written with music theory principles, and programs implementing
cognitive processes used in composition. The systems described in this dissertation are
created in part as speci c interactive pieces (the rst category) but are being evaluated as
systems exhibiting cognitive processes of their own (the fourth category). | designed them
to be used in live performances, with the added requirement of being intuitive for rst-
time users in private research studies. Creative systems can be evaluateahasyses by

synthesisor the evaluation of the music created relative to the goals of the system [29].
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The ability of a tool to support the user's creativity is measured through tools such as the
Creativity Support Index [30]. Participants evaluate the systems in the following chapters
as Al Creativity Support Tools, or AI-CSTs [31], which enable creative expression through
co-learning [32]. For this dissertation's purposes, participants can re ect upon their own
goals while using the system to determine if they see the system as a tool for their creativity
and expression or as a compositional/creative agent in its own right.

These four motivations for computer-composed music also apply to systems in the
scope of this dissertation: live improvised music between a human musician and autonomous
Al processes. The components of the systems, such as sound design and machine learning
parameter choices, re ect my creative choices as the system designer. They can also be
used as tools for improvisers and may include music theory principles or cognitive pro-
cesses. In addition to its use in the creation of musical tools, Al may also support musical
systems with their owrtreative autonomy|[5] - as users are performing, this research
explores theiperceptionof the system's creative autonomy. For interactive live music per-
formance, | look at three other creative frameworks that originate outside the eld of music
technology to evaluate how an autonomous Al system behaves when collaborating with a

user:creative sense-making33], mutual theory of mind [34], andsynchrony [35].

2.1.1 PerceivedCreativeAutonomy

Creative autonomy is the ability of a system to demonstrate independent decision-making,
evaluating its own output [5]. In musical systems such as the ones in this dissertation,
creative autonomy takes the form of the system's output, This work focusBerogaived
Creative Autonomypr how users form an interpretation of a system's level of creative
autonomy and role in the creative process despite the system's actual behaviors. This dis-
sertation focuses goerception®f creative autonomy rather thactualcreative autonomy

in order to account for the limited scope of autonomous behaviors by gesture-controlled

systems such as tl@aptune PoseFX andGestAlt Evaluating perceived creative auton-
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omy is also able to account for how a user is affected by aspects of system design that
do not directly impact the system's behavior. In each study, participants compare system
versions that have differences in design, including model depth (chapter 4), visualization
(chapter 5), and adaptive behaviors (chapter 5), but are otherwise identical in musical roles
and inputs.

Participants in each study rated the system they were using by asking two questions
while watching recordings of themselves playing with a system (see section A.3). The
rst, labeled Autonomy, asked participants to rate the system's independence on a scale of
“instrument” (low Autonomy) to “agent” (high Autonomy). This was done to determine
how the participant interprets the system's role as a Musical Agent (see subsection 2.5.3) in
how it responds to their gestures. The second, Control, asked whether they felt they were
in uencing the system (low Control) or the system was in uencing them (high Control).
Control was asked alongside Autonomy to learn the extent to which a user's perception of
the system's autonomy affects the level of control they retain in the creative process [26].
Figure 2.1 depicts my expectations for how the participants might interpret combinations
of low and high Autonomy and Control ratings. These questions measure how participants
perceive thesystem'devel of autonomy and control. For example, a high Control rating
corresponds to a high level of control displayed by the system, or the system retaining

creative control.

2.1.2 CreativeSense-Making

The creative sense-making framework provides information on the dynamics of the in-
teraction between partners in open-ended improvisational tasks [33]. By employing "turn-
taking” to discretize actions, this framework visualizes trajectories of exploration over time
(the clamping and unclamping from expected actions) throughout a play session. This ap-
proach can be extended to musical collaboration by treating distinct musical ideas or forms

as "turns”, segmenting performances by which musicians take the initiative.
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Figure 2.1: Expectations for participant interpretations of Autonomy and Control ratings as
they apply to their perceptions of the system's level of autonomy and control. For example,
if a participant rates a system as having low autonomy and high control, then they may
perceive the system as acting as an instrument (displaying low autonomy) but not following
their gestures directly (displaying high control).

2.1.3 Mutual Theoryof Mind

Theory of Mind represents the ability to read signals and understand expectations and has
been posed as a potential origin for music making in humans [36]. When both parties use
this ability to build shared expectations, Wang et al. refer to this as Mutual Theory of
Mind [34]. Interactions between users and a conversational agent were studied to obtain
a sense of a community's perception through two metrics: perceived anthropomorphism,
intelligence, and likeability of the system; and linguistic characteristics sugbrassity,
diversity, adaptability, and readabilitysed by the participants to describe the agent. In
musical terms, Theory of Mind represents the shared goals between performers to create a
certain type of music. Mutual Theory of Mind extends this to the understanding by each

performer that all parties understand and share those goals.
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2.1.4 Synchrony

Synchrony between humans is the psychological effect that shared movement can lead to
greater cooperation between members of a group [35]. Engaging in synchronous move-
ment has led to increased altruism toward non-human arti cial avatars in a negotiation task
[37] as well as to an increased perception of “friendship” between a human user and a
conversational Al agent [38]. Intentional Behavioral Synchrony (IBS) is a model of an Al
agent adopting minor decision-making patterns to mimic those of its human collaborator
[39]. Despite a minimal impact on the output of their task, these adoptions allow users
to “recognize themselves in the actions of the Al” and establish trust in the Al's decisions.
An example of this interaction in Al-powered musicSkimonthe robotic marimba player,
which performs head movements to match those of a human player to increase Synchrony

when engaging with live jazz improvisation [40] and “rap battles” [41].

2.1.5 TheExampleof MusicalImprovisation

Musical improvisation re ects creative sense-making through the alternating responsibility
of improvisers to lead and follow in the creative process. It also allows musicians to exhibit
Mutual Theory of Mind because their shared understanding of a musical goal is required to
collaborate effectively, and Synchrony through the use of gestures facilitates cooperation.
It is for these reasons that | use interactive music to investigate human-Al co-creativity.
When a musician performs with one of the Al-infused interactive generative music sys-
tems described in this research, they perform gestures and listen to the generated music.
They may interpret the system’'s musical output to be a reasonable interpretation of their
movement or may begin to perform speci ¢ motions to which they know the system re-
sponds in a certain way. Users can comment on whether they felt in control of the creative
process or whether they felt that the system was leading them to take a certain action, al-
lowing us to apply creative sense-making to the gestures and musical changes performed

by the user and system. In my studies, some users contextualized their impressions of the
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autonomy of the system in terms of the alignment of the system with their creative goals.

| analyze the system's ability to interpret, communicate, and adjust to musical goals
through applying Mutual Theory of Mind to the creative process between users and these
Al systems. Additionally, while the systems designed for this dissertation do not move
themselves, they contain visualizations that “follow” a user's motion, thus communicating
the system's understanding of said motion. By measuring how users perceive these visu-
alizations as matching their own, | aim to measure the impact of synchronicity on their
perceptions of their interactions with the system. In the next section, | will discuss how
this dissertation studies the relationship between gesture, musical generation, and human

perception using interaction design principles.

2.2 Interaction Design

In addition to paradigms for humans understanding the behavior of an Al agent, this dis-
sertation draws from research in multimodal interaction design. The systems designed as
part of this research capture gestures, and interaction design research provides frameworks
for extrapolating musical meaning from those gestures. | also draw from this research for
my study design, both in the evaluation of user interactions with the systems as musical

interfaces and as autonomous agents.

2.2.1 Multimodality

Camurri [42, 43] presents a conceptual framework for analyzing three layers of expres-
sive content based on movement: signal-based descriptions of physical motion features,
linguistic descriptions of the semantic meaning of motions, and gesture-based descriptions
that connect the previous two. The signal layer includes low, medium, and high level phys-
ical features of motions intended to convey expressive content. The linguistic, or seman-
tic, layer contains the responses listeners use when observing and describing multimodal

performance. For example, listeners report the meaning of gesture-based performances
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throughvalenceandactivity or emotional response. The gesture layer connects the syn-
tax of physical motion attributes with the semantic meanings they convey in performance
through mappings such asamantic mapetween expressive concepts and physical cues.
Kinesthetic spaceinction as criteria listeners use when evaluating performances to map
motion attributes to the music they hear. These can be further mapped to expressive linguis-
tic qualities, such as predictability and saliency in dance or other movement-based musical
performances, such as the gestures performed to operate the interactive generative music
systems in this dissertation [44].

In accordance with this conceptual framework, | had users evaluate an Al-based interac-
tive generative music system that uses motion as input in how they perceive the model to 1)
detect movement properties and 2) map movement properties to semantically meaningful
musical expression. For examp{&rpus Nil[45] is a multimodal performance system that
uses machine learning to interpret movement with body-mounted sensors. Like the work in
this dissertation, the musician is performing gestures that are not dance but do correlate to
speci ¢ musical output. Its goal was to use machine learning to capture gesture expressivity
and act as an instance of interactive machine learning by capturing the user's improvisation.
Because listeners see that the system reliably captures the performer's improvisation, this
places the system rmly on thi®ol paradigm as opposed to an independeor [15]. My
research aims to explore how Al in a movement-based system can exhibit autonomy, un-
like Corpus Ni|l while maintaining a meaningful mapping between syntactic features and

semantic meanings of motions.

2.2.2 ResearclihroughDesign

Research through design [46] is the process of investigating a research question through
the design of an artifact and has been applied to design-related elds such as Human-
Computer Interaction (HCI). When applied to interaction design research [47], design re-

search presents a model to combine behavioral science theory, technical engineering prin-
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ciples, and design heuristics to design and iterate on an interaction experience. Taking
the perspective of aimteraction designerone can focus on the perspectives of users as
they interact with Al in musical performance. Criteria for evaluating interaction design
research (based on this model) include the justi cation for a replicable interaction pro-
cess, the novelty of the invention evaluated, relevance to the real world, and extensibility
to future design problems [47]. The purpose of this research is to use these criteria when

evaluating interactive generative music systems and studies.
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HCI design research also allows for varied interpretations between participants about
their speci c experiences with a system [48]. As such, design research can be used to create
systems that negate the assumption that an interactive system must have a “single authori-
tative interpretation” shared by all users. Instead, interpretations can differ between users
and change over time. By applying experiential interviews in my study design, | gathered
how users report multiple varying interpretations of their interaction dynamics with an Al-
based interactive generative music system. Additionally, | examined how participants can

form varied interpretations and reinterpret a system's behavior over time (RQ 3).

2.2.3 Evaluationof Musical Interfaces

Tools from HCI can also be used to evaluate New Interfaces for Musical Expression(NIME),
such as controllability (the ability for a user to perceive the system as allowing them to ex-
ecute musical tasks accurately and with precise timing) and the effect of constraints on
learning a system's functions [49]. The impact of interaction heuristics on a musical in-
strument was central to an experiment that followed the exploration and development of
participants' skills using an intentionally simple instrument [50]. This instrument con-
sisted of a single button and a speaker output. The generative music systems designed for
this research also follow a model of intentional constraints: | designed systems with sim-
ple models that have low computational costs and limited gestural control to focus on the
participants' re ection and comparison of different versions.

Focusing on expressiveness and mappings between sensory and musically meaningful
(see subsection 2.2.1) allows users to act as participants in the NIME design process [51].
Other means of learning to use interactive digital music systems focinsevactionitself,
including how a performer's understanding of the possibilities of a system expands along-
side their experience with it [52]. These strategies can promote improvisation, listening,

and collaboration in ways that are not possible with traditional musical instruments and

pedagogy.
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2.2.4 Human-AgeninteractionParadigms

Noah Wardrip-Fruin identi es three effects, based on a user's understanding of a system's
inner workings, which may arise from playing with a system: The ELIZA effect, the Tale-
Spin effect, and the Sim City effect [53].

The ELIZA effect, based on a deceptively simple chatbot from the 1960s [54], occurs
when users mistakenly assume a system is complex due to it resembling human communi-
cation. In addition to the effect re ecting a false impression on the user's part, the ELIZA
effect can be linked to gendered assumptions in the design of modern Al systems such as
Amazon's Alexa or Apple's Siri [55], and as a result, avoiding this effect is one goal of the
systems in this paper. By avoiding direct textual input and drawing communication from
actions inherent to gesture and musical collaboration, the systems in this dissertation aim
to facilitate perceptions of Synchrony and Mutual Theory of Mind without triggering the
ELIZA effect.

The Tale-Spin effect, based on tfale-Spinstory generation system [56], is found
when the underlying complexity of a system is not communicated to the user. In this
dissertation, the Tale-Spin effect could be found if users do not perceive the Al in each
generative music system as impacting the musical output or if the Al's decision-making
appears to be random.

The Sim City effect occurs when the nature of the interaction with the system accurately
reveals the behavior of the system, causing users to form an accurate understanding of it
[53]. This kind of interaction is a goal of the systems throughout this dissertation: to have
Al behaviors that are inherently understandable and convey information to a user that they

can use to perform more expressively with the system.
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2.3 Generative Music Systems

Systems that generate music have been an area of interest throughout the history of com-
puter music [1]. They can act as extensions of the composer's creativity, but autonomous
behaviors can be viewed as a system demonstrating creativity in its own right [28]. This
notion is exempli ed by Al-based generative music systems, which aim to demonstrate
creativity through the explicit modeling of cognitive processes.

Generative music systems can be rule-based, programmed with explicit musical knowl-
edge or other behaviors, or stochastic, performing actions based on randomness and prob-
ability [57]. An analog to this dichotomy can be seen in the comparison of two versions of
GestAlt(section 6.3): one version of the system uses prewritten mappings as musical rules,
while the other uses exploratory Reinforcement Learning randomness akin to stochastic

systems.

2.3.1 ChaoticSystems

Chaotic systems display “sensitive dependence on initial conditions”, with results that vary
dramatically with minor changes to those conditions [58]. Chaotic musical systems, such
as Chaotic FM synthesis derived from multiple cross-coupled frequency-modulated oscil-
lators [59], use formulae responsive to initial input conditions to generate musical content.
Chaos can be found in generative music systems that operate completely autonomously, as
well as ones that respond to user input.

Interactive chaotic systems can also take the form of physical interface€Hti&es
Bells which when struck by a user, generate audio based on the natural movement of a
pendulum [60]. Another system that leverages user input to perform chaotic melodic gen-
eration is a generative music system that receives conducting patterns from a user to arrange
chaotic generated melodies [61]. This system is designed with music theory in mind, pro-

viding rules for the music generation, and operates with a user performing (conducting)

21



gestures in front of a camera - a pattern mirrored by all three generative music systems
in this work. However, instead of a chaotic algorithm speci calbgptune PoseFX and
GestAltintroduce uncertainty through ambiguous interpretations of input by machine learn-
ing algorithms and exploratory reinforcement learning behavior.

In systems that use Al to perform open-ended tasks based on user input, such as the
systems in this dissertation, generative or exploratory models can be perceived as totally
random rather than chaotic. As stated above, this is referred to as the Tale-Spin effect and
can come as a result of either a lack of communication of the system's inner workings or a
clear indication of how the system is responding to input. The systems in this dissertation
aim to provide the user with expressive input and to make the Al's decision-making process

known. To do so, they were designed with the principles of Explainable Al.

2.4 Explainable Al

Explainable Al (XAl) is an Al system designed to be understood by human observers [9].

It can be used to improve user satisfaction or trust in a deep learning model by communi-
cating its input features [62]. XAl principles prioritize the interpretability and transparency

of a system's feature analysis and can guide system development to facilitate user under-
standing [63]. In many XAl systems, visualizations, such as a heat map that represents the
pixels a model prioritizes in an image, act as key explanation techniques and allow users to
understand the system decisions [64]. User con dence in different visualizations or verbal
explanations can be compared using questionnaires such as the Explanation Satisfaction
Scale [11], as well as surveys on affect in human-machine interaction [65].

Explainable Al can be used as a heuristic in designing user experiences [66], and mu-
sical Al applications have their own set of design principles. When evaluating the human
perception of Al-generated music [67], a verbal representation of symbolic or numerically
based musical knowledge is required. This work attempts to combine these goals by eval-

uating the explainability in the context of a real-time collaborative music system.
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Explainable Al is an important aspect of the generative music systems described in this
research because they are designed to be used without prior knowledge of the system by
users. In addition, my evaluations focus on user perception. Employing Explainable Al
techniques in these systems allows users to understand the inner workings of the system
through explanations provided by the system itself is critical in allowing them to form
educated observations about their perceptions of the system's creativity and autonomy.

Explainable Computational Creativity (XCC) describes the application of XAl features
to co-creative elds in real time [68]. XCC presents a framework for designing co-creative
Al systems, emphasizing a user's understanding of the decision-making processes of a
system. XAl features allow users to better understand the difference between models so that
they can distinguish between “machine learning”/“tool” and “Al”/“actor”. This dissertation
explores how user understanding of a co-creative system impacts their perceptions of its
creative autonomy. By using Al-based interactive music systems, | look at the correlation
between explainability and perceived autonomy in a context where the user can perceive
Al actions as supporting them creatively or as the actions of an autonomous collaborative

partner.

2.4.1 ExplainableAl SystemsMusicandDance

Explainable Al principles have been used in prior work focused on music composition
and dance. These systems have fostered artistic expression by informing users on how to
alter Al behavior and by using visualization to inform users of how their actions affect
audiovisual outputs.

For exampleCococois a novice-designed collaborative musical tool that allows users
to compose 4-part musical sequences on a piano roll [16]. Although the domain of mu-
sical interaction is quite different from the interactive systems that are the subject of this
dissertation, it is relevant because both systems are analyzed in terms of how visual expla-

nation impacts user control and perception of the system. The system uses explainable Al
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techniques in the form of “Al steering tools,” or controls that allow users to understand and
control the generated outpu@ococowas later used in a study that analyzed the effect of Al
intervention on the dynamics of interaction between two human collaborators [21]. In this
study, two human subjects performed a collaborative composition task using the Cococo
interface, with or without the Cococo Al and steering tools enabled. My research primarily
concerns the dynamics between user and Al in a performance setting but shares the anal-
ysis of the language used by subjects in analyzing the Al as a partner with these studies.
Similarly to this Explainable Al system, in this research, the generative music systems are
evaluated by how user perceptions of the Al change when users are pushed to re ect upon
them due to the presence of a third party: during each study in this dissertation, partici-
pants review and rate their interactions with the system while speaking freely about their
actions and perceptions with the researcher. More details of this approach are provided in
chapter 4.

Visualization is also key in LuminAl, an interactive art installation in which participants
dance along with a visualization of their movement and an Al agent [69]. This agent uses
learned knowledge as well as domain knowledge, demonstrating both a system that forms
mappings between motion and musical output [42] and a basis for its musical computational
creativity [28]. Through visualizing the user's input, the system'’s output, and the analysis
performed by the system, LuminAl allows participants to learn how the system creates
motion-to-music mappings by interacting with it, causing their perceptions of the system
to evolve.

A major similarity shared between LuminAl and the generative music systems in this
dissertation is the representation of user movements alongside Al output and the effect
of those synchronized representations on user perceptions of the systems as a co-creative
partner. In both LuminAl, users view a re ection of their movement through their shadow,
and a dancing Al visualization is projected beside it on the scree@aptune users see a

pixelated representation of the portion of the camera they are moving in front of, serving as
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Figure 2.2: Dancers participating in the LuminAl installation, set inside a geodesic dome.
The bodies of the users are projected onto the screen as “shadows” [69], with an Al-
generated dance partner projected beside them.

their only method of ascertaining the system's relation from their input to musical output
(chapter 4). FoiPoseFX(chapter 5) andsestAlt(chapter 6), users see the full camera
view in the interface, including their bodies. Visualizations generated by the system are
overlayed on top of their bodies, re ecting how the Al performs recognition and affects
the music based on their movement and gestures. This visualization of the user alongside
the agent output can be found in earlier interactive music systems sudérmadlervous
Systemn 1995 andeyesWelin 2000, which analyze user movement to generate music in

improvised dance performance [70, 71, 72].

2.5 Designing for Control and Autonomy in an Al-Based Music System

To answer the research questions in this dissertation, systems are required that both exhibit
creative autonomy [5] and behaviors powered by interaction with a user. In addition to
interactive music and HCI, the eld of robotics has produced a large amount of research
on the nature of interaction and collaboration between humans and autonomous agents in

creative tasks. Due to this, | draw from literature in the space of both music system de-
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sign and techniques used for the control and in uence of robotic or other arti cial agents.
These techniques include the use of adaptive machine learning behaviors such as online
machine learning and reinforcement learning, the evaluation of autonomous systems as mu-
sical agents, as well as the use of motion recognition and sensor-based inputs. Additionally,
this section contrasts the work in this dissertation and other applications of motion-based

systems to the use of large language models for creative performance.

2.5.1 CreativeAutonomyin InteractiveSystems

Previous research into creative autonomy in an interactive music system studied a system's
ability to act autonomously in a musical setting without domain knowledge [73]. This work
expands on this concept through a user study comparing models of different depths to an-
swer RQ 1 and the effects of model complexity on the perception of autonomy (chapter 4).

| also examine the effect that autonomy has on the relationship between a user and an au-
tonomous agent in all studies, how that relationship is affected by user understanding of
the system (chapter 5), and how it changes over time as the system learns in the RQ 3 study
(section 6.3).

Previous human-Al collaboration research has measured a robot's ability to follow a
human performer and also notes the feedback loop in which the human naturally adjusts
to the model [74]. This research adds to this by quantifying the relationship between the
human and Al partners in terms of the perceived increase in creative control afforded to a
deeper model, as well as by relating it to the level of recognition the user gives the model
as an agent.

Other related work on co-creative systems discusses the behavior of human and Al
collaborators during the process of improvisation [75]. Previous research to which | have
contributed focused on collaboration and creativity in the EarSketch online music-making
platform, which investigates how users engage with Al and human collaborators while for-

mulating musical ideas [76, 77]. More details on the evaluation of Al in EarSketch as a
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co-creative partner can be found in chapter 3. Previous work on the effect of interface con-
straints on musical improvisation provides a comparison point for the use of intentionally
constrained devices in this dissertation [78]. Other work in co-creative musical interaction
dynamics explores how pairs of human collaborators respond to a third Al collaborator

while composing music [21].

2.5.2 Adaptationin MachineLearning-basedpplications

Online Machine Learning

Online machine learning (OML) is the paradigm of a machine learning system in which a
model is updated with new data over time [12]. The interactive training of models has been
used to great effect in musical applications that allow a performer to incorporate the process
as part of a live performance [14], yet the explicit use of automated machine learning to
do so is relatively new [45]. As this work examines the use of autonomous Al behavior in
performance, online machine learning provides an opportunity to demonstrate automatic
adaptation to a user (RQ 3).

GestAlt the third generative music system designed for this dissertation, uses OML to
allow for user customization by adding new gestures to a classi cation model and retraining
the model during a performance. These changes embody direct communication between
the user and Al as they are speci cally instantiated by the user (through the act of pressing

buttons), on a dimension that they can easily control (choice of gesture).

Reinforcement Learning

Reinforcement Learning is a learning paradigm in which an agent performs actions based
on a reward, usually derived from its perception of its environment [13]. Learning from
Demonstration is the process in which agents (originally robots) mimic the behavior demon-
strated by an expert rather than through typical machine learning training [79]. Sys-

tems can use this process to learn through reinforcement, with users demonstrating a task

27



and approving the system when it imitates the task correctly. An example of this is the
TAMER framework, or Training Agents Manually via Evaluative Reinforcement [80].
Deep TAMER [81] is implemented iGestAltto allow the system to dynamically adapt

to a user.

These systems can achieve exploration, the autonomous traversal of space with un-
expected methods that will nonetheless result in positive feedback and exploitation, the
following of patterns to lead to a higher reward as often as possible [82]. DQN-TAMER
[83] is a model that aims to balance these two by combining environmental rewards with
human feedback.

Reinforcement Learning (RL) has been used in musical applicationsCasétxplorer
as a system that enables the interactive exploration of musical parameters by sound design-
ers [84]. In addition to OML, RL can allow users to intentionally and directly communicate
their desired behavioral changes to the system while maintaining system autonomy when
it comes to implementing those changes. As collaborative music-making is an open-ended
and subjective task, exploration-focused models that rely on human feedback over an envi-
ronmental reward signal are most appropriateGestAlt

The evaluation of exploratory RL agents in open-ended tasks is an underexplored area.
Scurto (Designer oCo-Explore)) states that while qualitative interview allowed useful
feedback orCo-Exploreis interaction modalities, a direct mathematical link between the
machine learning process and creative goals has not been found [84]. The studies in this
dissertation opt for a similar approach: focusing on the ugmiseptionof shared goal
forming between the user and agent and linking that to Creativity Support Index [30]
dimensions, rather than attempting to introduce new Reinforcement Learning evaluation
strategies. For botGo-ExplorerandGestAlf the application of quantitative Reinforcement
Learning measures such as convergence or learning time to open-ended music-making re-

mains to be expanded upon.

limplementation details can be found in chapter 6
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Blackwell [85] states that “This kind of playful experimentation can be hugely satisfy-
ing and enjoyable, as many users of generative models are already nding.” This work aims
to evaluate how users reach this level of “playful experimentation” as a result of interactive
system design. This is most apparent in the evaluatidbesttAlt'sreinforcement learning
algorithm, found in section 6.4. Additionally, although the possibility for satisfaction and
enjoyment exist for the RL-enabled version, as the evaluatidtoséFXfound, the expe-
riences of participants are expected to be largely dictated by their musical experience and

preferences for interaction with Al (see chapter 5).

2.5.3 MusicalAgents

Musical Agentsare autonomous systems that can perform alongside a user [86]. These
can range from “reactive,” rule-based systems such as George L&mgxyer[87] to
“completely autonomous agents” employing statistical sequence modeling and cognitive
modeling. This dissertation measures how the integration of Al into an interactive gen-
erative music system can affect the user's perception of a system on this “continuum of
autonomy”, and how a mental model of the autonomous nature of the system develops and
affects their actions while playing with it. In this dissertation, participants rate the sys-
tems they used on a spectrum from “instrument” to “autonomous agent”. While initially
in uenced by the paradigm of “tool” and “actor” [15], these options also act as analogs
to Tatar's continuum that ts an evolving interpretation of a single system rather than a
comparison of two separate systems. Participants also rated the systems on whether they
were leading the creative process or the system was, re ecting Rowe's “instrument” and
“player” paradigms [3].

Lucas [88] proposes a human-machine interactive music system for live performances.
It uses multiple autonomoudgusical Agentghat interact with motion capture data in a
mixed reality environment. This system was designed to integrate a performer's motion

in physical space, employing sound spatialization and visualization to create human-agent
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Figure 2.3: Lucas's proposed music performance platforms with the usemdtal po-
sitionerto obtain 3D movement data [88]. This system requires an installation, including
multiple cameras.

interactions that users can perceive as re ections of their motions. The systems in this
dissertation use a singhlusical Agent encouraging users to perceive them as a single

partner.

Types of Interactions

Much like how they represent a speci ¢ kind of Musical Agent, the systems in this disser-
tation represent only one speci ¢ form of human-Al musical interaction: that of a human
performing gestures while the Al generates musical changes. The interactions between the
user and Al inCaptune, PoseFXandGestAltrepresent a synchronous and centralized but
asymmetrical network, or “wheelbarrow” topology, in which the user generates motion and
“submits” it to the Al for transformation into musical output [89]. This differs from systems
like Voyager[87], in which a human musician and system dialogic musical interaction, or
other forms of human-Al connection like Robotic Musicianship [90]. | designed the sys-

tems in this dissertation using this asymmetrical method of musical interaction, similar to
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those of Wekinator-derived meta-instruments [14] as well as gesture-controlled systems
such as EyesWeb [72] and other tools for music and sound synthesis [91, 92]. | chose this
kind of system and musical interaction to study how musicians interpret a disembodied Al

component of a musical system reacting to their motion as either a tool or partner, as op-
posed to a symmetrical form of music-making that may be more likely to be perceived as a

partner.

2.5.4 Motion Recognition

Motion recognition, the capture of gestures and motion data through computer vision, has
allowed for interactive applications such as music creation and performance software.

In addition to providing expressive control for musical purposes, motion recognition
also maintains context as an interaction method with an autonomous agent. Motion recog-
nition has been used in the control of robots [93], with a recent focus on teleoperation [94,
95]. Additionally, the use of motion recognition as a method of demonstrating behaviors to
a robot in a Learning from Demonstration approach has increased in recent years [96, 79].

This work adopts the use of motion control from both of the above contexts: gestures
allow users to act expressively while using the system, and performing motions alongside
the Al system's recognition and visualization of that motion (as a robot would) is a col-
laborative process that may produce feelings of synchrony from the user and affect their
perception of the system's expressivity. Applications such as PoseNet [97] and Google
MediaPipe [98, 99] use deep learning, creating widely accessible and adaptable motion
recognition software applications. Both of these tools are integrated into the various inter-
active generative music systems used in this dissertation.

Designs for interactive music applications using gestural control have included sequen-
tial neural networks to detect drawings on a hardware peripheral, mapping motion data
directly using hardware sensors, or using bodily movement sensors [100, 101, 102]. This

work only uses direct video feed and no external sensors to maintain a portable and share-
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able system that also easily communicates the nature of its machine learning models to

users.

2.5.5 Max/MSPandSensors

Visual programming languages have a long history in the eld of interactive music, laptop
performances, and the development of NIMEs [103]. As this dissertation revolves around
laptop performance, the visual programming language MaxAM$R natural t, being

used in bothlPoseMusandGestAlt As both systems use Python-based machine learning
systems to receive motion data, they can send that data via the Open Sound Control (OSC)
connection protocol to an external system to generate music. Interchangeable Max/MSP
patches can then be used with that data for a variety of sonic changes agnostic to the Al
system's interpretation of motion. Hartley [104] provides a collection of Max objects de-
signed to help with prototyping musical interfaces and augmenting physical instruments,
further illustrating the software's use as a conduit for multimodal and modular musical
approaches.

Aly [105] details the appropriation of biosensors for musical performance. | have used
biosensors for musical control and have used Max/MSP as a conduit for machine learning
output in previous work on prosthetic limbs for musicians (see section 3.1), and although
the systems in this dissertation do not use biosensors such as electromyography, they model
the prosthetic systems in terms of signal ow and use motion sensing and luminosity via
the camera. Aly adapts a feedback loop from Bongers [106] between human and computer
agents. This presents human senses and effectors interacting with computer sensors and
actuators or other outputs, with both maintaining their own memory and cognition. This
dissertation aims to measure Mutual Theory of Mind by asking users if they feel that the
computer's memory and cognition match their own.

This work's focus on motion and sensors contrasts with other areas of research into

2https://cycling74.com/products/max
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human-Al co-creativity, which focuses on verbal communication between user and system,

best known in the form of large language models.

2.5.6 LargelLanguageModelsandotherCreativeAl systems

The advent of Large Language Models (LLMSs) in interactive systems has sparked a dis-
cussion about whether or not these systems are bene cial to the development of human
creativity in elds such as education [24] and scholarly writing [23], or if they are being
used prescriptively to “replace” human authors. In music, speci c ethical standards and
design philosophies were called for to guide Al research and music created using genera-
tive Al [107]. This work, as part of the elds of HCI and Human-Agent Interaction (HAI),
contrasts this trend by facilitating human interaction and co-creativity with agents of lim-
ited autonomy. Additionally, through the use of motion and gesture in a creative task of
music-making as well as the use of subjective, non-verbal communication, this work aims
to demonstrate the change in perception of Al when used in a way purely augmentative of

the human operator's sense of creative expression.

2.6 Summary

The research in this dissertation explores the mental models and co-creative dynamics hu-
man users form while using an Al-based system. By doing so, | aim to create system design
models that allow users to feel like they are collaborating with an Al symbiotically.

To do this, | combine design research with multi-modal artifact evaluation and examine
Al behavior as an explanation to nd the effects it has on user perceptions. | demonstrate
these principles with a musical system that includes motion-based input as well as learning
from user feedback, techniques intersecting embodied performance and robotic control.

The interactions between human users and generative Al are at the forefront of current
Al research - however, this work focuses speci cally on nonverbal communication between

humans and Al collaborators in the open-ended, real-time process of music making.

33



Through this focus, this work aims to demonstrate how designing an Al system around
human creativity, which is necessary for a musical system, allows for interactive systems
that augment not only human creativity but also their perceptions of partnership with the
autonomous system itself.

This related work has informed my dissertation's focus on how musical systems exhibit
co-creativity as well as evaluating Al-based systems through users re ecting on their inter-
actions with them. These re ections are enhanced by Al explanation, which is designed to
help users understand a system and interpret its behavior as a collaborator. | hope to apply
these frameworks in my research to create a more complete model of interaction dynamics
affecting human-Al collaboration, centered around a user's combined understanding of an
Al system's design and their expectations for its creative behavior. This goal has moti-
vated my past work, consisting of other human-Al interaction examples which have also
informed my approach to studying the effects of user perception of an Al on their perceived

interactions with it.
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CHAPTER 3
SUMMARY OF PAST WORK

In addition to the related work in co-creativity and interaction design summarized in the
previous section, my approach to studying human-Al co-creativity has been in uenced by
three of my recent research endeavors: how deep learning-embedded prosthetic limbs can
facilitate musical expression, how a conversational agent can support collaborative music-
making, and how explainability can improve user perceptions of a text-to-scene generation

system.

3.1 Robotic Musicianship: Prosthesis for mechanical musical control

| began my research at Georgia Tech Center for Music Technology as a Master of Science
in Music Technology student in the Robotic Musicianship lab. In this position, | primarily
worked on two prosthetic arms: the Skywalker arm for piano performance, and a Robotic
Prosthetic Drumming Arm. These arms were designed to allow amputee musician Jason
Barnes to use subtle muscle movements for expressive control of musical instruments.

In both prosthetic systems, machine learning is used to achieve a level of musical con-
trol that is impossible with a missing limb. During the development of the systems, | no-
ticed a trend of personi cation by users and researchers referring to the prosthesis. Subjects
referred to both arms and models as musical actors in a collaborative process, using person-
i ed terms such as “this guy”. This idea, along with the idea that the systems were learning
by being trained while the user was learning how to wield the arms, inspired me to ana-
lyze how human-Al relationships develop while creating and practicing with Al-enabled

systems and motivated the use of perceived creative autonomy [5] in this dissertation.
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3.1.1 Skywalker

The rst prosthetic arm on which | worked was the Skywalker arm. Referencing the robotic
right hands of Luke and Anakin Skywalker from tB¢ar Wars Ims, the Skywalker arm

is designed to use deep learning to enable movement of the ve ngers for piano playing
[90].

Using a Sonostar ultrasound sensor mounted on the forearm, we collected a continuous
stream of images. We perform a classi cation of each nger being pressed down using
images collected from the arms of Barnes, as well as subjects and researchers performing
the movements of each nger press. We trained Support Vector Machine models on this
data, treating each nger press as a single class. With the addition of the Clarius ultrasound
sensort, which features higher resolution and frames per second, we attempted to build
regression models for exion of the ve ngers.

In addition to Python-based machine learning code, Max/MSP was used to manage
OSC signals from the machine learning model output to the prosthetic limb. This use of
Max/MSP as a precise output from a machine learning process, rather than solely artistic
expression, in uenced the communication architecture between Python and Max/MSP in
the generative music systems in this dissertation.

This system enables expressive musical performance by emulating the motion available
in a ve- nger hand. Multiple ngers could be bent to different degrees simultaneously,
rather than speci ¢ combinations of pressed keys. Two machine learning models were
developed for this system: a Support Vector Machine (SVM) and a Convolutional Neu-
ral Network (CNN). The deeper CNN model aimed to make the system feel more like a
general-use prosthetic than one only usable for speci ¢ musical performances. Overall, the
user's impression of this model behaving like a “hand” was more impactful than the actual
performance difference between models. Regardless of the version used, a large amount

of practice with the prosthetic was required, as well as retraining the model, suggesting

Ihttp://www.clarius.com
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the importance of a user knowing that they can change a model according to their sense of

expression while performing with it.

3.1.2 RoboticProsthetidOrummingArm

The second prosthetic arm to which | contributed was a robotic prosthetic drumming arm.
This work began in Fall 2019 and was the second prosthetic drumming arm created for
Jason Barnes. The rst drumming arm used EMG sensors with two drumsticks, creating a
variety of automated and responsive drumming patterns.

This second version of the prosthetic drumming arm uses a Maxon BLDC motor to
control the impedance, emulating the ability of drummers to control the grip tightness of
their hands while playing [108]. Embedded with EMG sensors and a Raspberry Pi running
Tensor ow neural networks, the prosthetic arm can be controlled by the wearer's muscle
movement. The neural network models developed for this system included classi cation
models that determine between a series of hand gestures ( st, outward/inward rotation) and
regression between a fully tightened and loose grip.

The increased emphasis on emulating natural grip tightening and loosening led Barnes
to perceive this prosthetic as a customizable piece of hardware that he collaborated with
the research team to iterate on (allowing him to have input on the system's behavior) while
practicing with it (allowing the system to in uence his use of it). As he joined in the
development process, his ability to perform with the system increased alongside his un-
derstanding of the models' behavior. This experience suggested that understanding and
expectations for Al behavior affect a user's sense of expressive ability while using an Al
system to perform. The user's understanding and interest in performing with the Al also
developed over time, suggesting that change over time is a critical element of applying

research through design to human-Al interaction.
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3.2 EarSketch CAIl: a Co-Creative Arti cial Intelligence Agent

The other main area of research that | conducted during my MSMT and Ph.D. studies
was the development of a co-creative agent to support EarSketch users. EarSketch is an
online learning environment in which learners write guided Python or JavaScript code to
create sample-based music [109, 110]. CAI (Co-creative Arti cial Intelligence) engages in

a dialogue with students to select musical goals such as form and genre and suggest sounds

and code structures to use, based on the content of the EarSketch curriculum [77].

3.2.1 Recommendations

Initial work toward a co-creative agent in EarSketch began with the development of a
sound recommendation system. This system was designed following an analysis of user-
generated scripts that identi ed a lack of variety among the sounds selected by users, and
a user-centered design study evaluated the needs and preferences of potential users for rec-
ommendations and changes to the sound selection process in general [111]. The EarSketch
sounds recommendation algorithm combines two Itering approaches to generate recom-
mendations. First, it performs collaborative Itering using co-usage between sounds in
previous user scripts. It also performs content-based ltering by computing distances be-
tween STFT and MFCC audio ngerprints of the sounds. These distances are maximized or
minimized to generate various types of recommendations. An evaluation of this recommen-
dation system was performed, nding that users selected different types of recommendation
(maximizing acoustic similarity and co-usage separately) for different creative tasks [112].
This algorithm was implemented in the main public-facing version of EarSketch and also
later in the CAI dialogue.

In 2023, additional audio features were added to the EarSketch recommendation system
[113]. These features, key signature and beat similarity, were added to provide recommen-

dations based on explicit, human-understandable musical rules. These changes were found
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Figure 3.1: View of EarSketch Sound Browser interface (left), with example recommenda-
tions (right) [113]

to increase variety (the number of unique sounds previewed by users) and retention (the

number of unique sounds used in their projects).

3.2.2 CAI Analysis

The CAI system performs analysis of the coding structure and musical properties of student
scripts, using analysis modules based on the EarSketch curriculum developed in Spring
2020 [114]. | developed the music analysis module while helping to debug the code analy-
sis and integrating both into the EarSketch web client environment. The musical knowledge
used in this system is intentionally limited, producing computer-composed music through
theory-based suggestions [28]. These suggestions also allow users to learn to navigate to
the extent of their goals to explore the functions of the Al [50].

These analyses were incorporated into a dialogue module, allowing students to com-
municate with CAIl through menu-based chat options while editing and compiling a project
[77]. Analysis of student-to-student and student-to-CAl dialogue shows that providing
computational and musical support improved student responses to coding and music-related
guestionnaire items. Similarly to the prosthetic arms mentioned above, subjects referred to
CAI with speci cally anthropomorphic language (“she helped me”) - further reinforcing

my observation of the impact that human-Al collaboration brings to users in perceiving
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Figure 3.2: The CAl Interface.

the Al as autonomous. Subjects reported on whether or not they felt like CAl helped with
their music and code, respectively, causing them to re ect on speci ¢ outcomes of the co-
creative process as with the generative music systems in this dissertation. The development
of CAIl in uenced my methodology, causing me to examine Als that are a part of gen-
erative music systems as co-creative agents that (nonverbally) communicate with users to

determine their creative goals and assist them.

3.3 Al Holodeck

During the Spring of 2020, | joined the Expressive Al Studio class and as a group began
to design an interactive system themed afterSkar Trekseries' Holodeck room, which
created full virtual reality scenes from user voice commands. The rst semester of work on
this project resulted in a Python Holodeck application that takes user voice or text input and
creates a 3D grid that represents a scene described by the user [115]. This Al Holodeck
application uses a semantically annotated dataset of objects in indoor scenes, as well as
sizes and shapes of objects from the ShapeNet database.

Additional work on the Al Holodeck project continued in Fall 2021. At this time, the
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Figure 3.3: The Al Holodeck Interface.

ClipSearch and SceneGraph models were added to the system to locate images that match
user sentences, annotate them, and add their contents to the Holodeck scene for greater
realism and explainability [116]. Additionally, a separate interface was developed in Unity
to download ShapeNet 3D models and render scenes in real-time via live OSC updates
from the original Python Holodeck app. The Unity visualizer also allows for the manual
movement of scene objects. Although the Al Holodeck and this dissertation explore dif-
ferent tasks and methods of interaction, both require users to perform inputs and evaluate
system output by measuring it as a creative partner. The Al Holodeck's use of a combi-
nation of networks forms a series of “common sense” mappings about object relationships
which it uses to create scenes. Similarly, the generative music systems used in this research
are trained on combinations of relationships or mappings between movement patterns and
changes in musical effects. The Al Holodeck in uenced this dissertation by introducing
me to having users evaluate an Al system's ability to form mappings and interpret their
intent when prompting the system.

These past studies have informed my use of creativity, expressivity, and co-creative
dynamics as experimental metrics, which | subsequently used in three research studies

addressing the research questions of this dissertation.
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CHAPTER 4
CAPTUNE: EFFECTS OF DEEP NEURAL NETWORKS ON THE PERCEIVED
CREATIVE AUTONOMY OF A GENERATIVE MUSICAL SYSTEM

Text from this chapter has been published as

J. Smith and J. Freeman, “Effects of deep neural networks on the perceived
creative autonomy of a generative musical systenProceedings of the AAAI
Conference on Atrti cial Intelligence and Interactive Digital Entertainment
vol. 17, 2021, pp. 91-98 (The name of the system was added retroactively, and
Related Works originally in this publication were added to the Related Work

chapter (chapter 2))

Collaborative Al agents allow for human-computer collaboration in interactive soft-
ware. In creative spaces such as musical performances, they can exhibit creative autonomy
through independent actions and decision-making. These systems, called co-creative sys-
tems, autonomously control some aspects of the creative process while a human musician
manages others. When users perceive a co-creative system to be more autonomous, they
may be willing to cede more creative control to it, leading to an experience that users may
nd more expressive and engaging. This chapter describes the design and implementation
of Captunea co-creative musical system that captures gestural motion and uses that motion
to Iter preexisting audio content. The system hosts two neural network architectures, en-
abling comparison of their use as a collaborative musical agent. This chapter also presents
a preliminary study in which participants recorded short musical performances using this
software while alternating between deep and shallow models. The analysis includes a com-
parison of users' perceptions of the two models' creative roles and the models' impact on

the participants' sense of self-expression.
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4.1 Introduction

Deep learning has led to great improvements in computer vision and arti cial intelligence,
including the creation of collaborative agents [117, 118]. These improvements in arti cial
agents have led to research in real-time systems that communicate with users to generate
creative outputs, known as collaborative systems [119, 120]. Other arti cial intelligence
systems exhibit creativity through the generation of “emotional” or “unexpected” artistic
output, as perceived by its users [121]. The ability of a collaborative agent to independently
apply creative decisions is referred to as “creative autonomy” [5]. This framework has been
used in the discussion and evaluation of other collaborative systems [122, 123],

In the eld of music technology, deep learning is used in the creation of instruments
with advanced gestural recognition controls, generative systems, and collaborative arti -
cial intelligence agents that employ creative autonomy [124, 102, 74]. When combined
with approaches in computational modeling, arti cial intelligence can be used to quantify
and support creativity [125, 6]. Other dynamics of interaction between human and Al col-
laborators have been examined in the domains of pretend play and interactive visual art
[33, 126].

Applications that take advantage of deep learning for live music generation can be char-
acterized either as an instrument that uses a machine learning model trained on inputs to
create a musical result or as collaborative arti cial intelligence agents that generate music
in collaboration with the user [100, 127]. These form the basis for Machine Musicianship,
in which music theory and performance technique are used in the modeling of arti cial
intelligence behavior [128]. Machine Musicianship has since given rise to the study of al-
gorithmic improvisation and musical collaboration with improvisational agents [129, 130].
Arti cial intelligence can also shift between the roles of a “tool” and an “actor” when used
in music creation [45]. The systems that use the role of a tool respond primarily to the ini-

tiative of a musician and may function similarly to instruments. Other systems that take the
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roles of actors display their own initiative. They can be considered to employ a greater de-
gree of creative autonomy, the independent application of creative decisions [5], in musical
composition or performance. Communication of the state of collaboration, both from a user
to an Al and from the Al to the user, allows Al systems to act in engaging human-machine
improvisation [131].

The research detailed in this chapter aims to analyze Al's role in the musical process
by measuring the effects of deep learning in human-agent musical interaction, focusing on
answering the following question:

RQ 1: How does the depth of deep neural networks in an Al-based, gesture-controlled
music system affect how users perceive the system's creative autonomy?

| developedCaptune a system that generates music collaboratively with a user, to an-
swer this question. The user collaborates by performing gestures in front of a camera, and
the system collaborates by mapping their motions to musical parameters. It can be used
with various neural network architectures interchangeably, similar to software instruments
containing models and processes for live machine learning [132]. In part inspired by the
role of the COVID-19 pandemic beginning in 2020, | develofaghtuneand the other sys-
tems in this dissertation to be entirely reliant on a laptop's camera, using machine learning
to facilitate expressive performance without physical contact and maintaining the ability to
be deployed and used remotely.

| have designed an exploratory experiment to compare users' experiences and percep-
tions of Captune'sautonomy across two models of contrasting complexity. Participants
performed with the system, alternating between deep and shallow neural networks. They
rated their perceived autonomy of different version€aptune They also rated the level
of creative control they gave to the two versions and re ected on their experiences after the

performance.
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4.2 System Design

4.2.1 GenerativeMusic System

Captuneis designed to host neural networks that map motion to parameters controlling
sounds. It receives a stream of video data, plays a stream of audio data simultaneously, and
synchronizes and records both to create a dataset for model training.

The sound is generated through the looping of two ambient sound les. Ambient sound
les were used in this study to prevent participants from confusing changes caused by their
gestures with any rhythmic changes in the samples themselves. They also allow for the
looping of an audio stream with minimal processing power but with more complex and
interesting timbres than raw waveforms from simple synthesizers. Data is recorded by
manually setting audio parameters through sliders on the program interface and perform-
ing a repetitive motion while the “Start Recording” button has been activated. Figure 4.1
depicts the interface when training models.

When users perform with the trained modeégptunemaps motion patterns to control
the gain, center frequency, and bandwidth of the bandpass Iters on two looping ambient
audio signals. To ensure that users base their observations of the model's behavior only
on musical output, the amount of visual information that identi es differences in mappings
between the two models is minimized. The sliders themselves are hidden from the user
when testing in order to obfuscate the mappings between motions and parameters. When
in testing mode (Figure 4.2), the color of the interface changes depending on the model.

Captunewas written in Python and developed using a Tkirtarterface. The camera
readings of the laptop hosting the application are processed using OpenCV in Python
The program downsamples camera images to an 8x8 grid. It stores the difference between
successive frames to represent frame-by-frame motion as arrays for both data collection

and visual representation. Downsampling is used to drastically reduce training time, stan-

https://docs.python.org/3/library/tkinter.html
2https://pypi.org/project/opencv-python/
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Figure 4.1: User view of the training mode of tBaptuneapplication, with sliders con-
trolling the signal parameters (top), a recording button (left), and the downsampled camera
input (right). The parameters include gain (left), center frequency (middle), and bandwidth
(right) for two audio signals.

Figure 4.2: User view of sliderless testing versionCaiptune with red (left) and blue
(right) windows hosting the shallow and deep neural networks respectively.
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dardize across different users and cameras, and to ensure that models generalize motion
patterns to windowed regions of the screen.

Two ambient sound les, drones of varying frequencies, are loaded into asynchronous
Pyaudio® streams. The parameters of the bandpass lters are updated and applied to the
signal at each frame. Rather than storing audio data, this program stores the Iter param-
eter values as they are represented in the GUI, creating a training set of parameters (1x6
arrays representing gain, center frequency, and bandwidth for two bandpass Iters) that are

synchronized with frame differences (8x8 arrays).

4.2.2 NeuralNetworks

Both models used in this experiment were Pytérobural networks. The shallow net-
work uses a single 64x6 linear layer to predict 6 regression values (one for each signal's
gain, center frequency, and bandwidth) given an 8x8 image. The deep network uses two
two-dimensional convolutional layers with 3x3 kernels and 10 and 20 lters along with two
linear layers to generate the same 6 regression values. Both models use dropout, ReLU, and
identical hyperparameters with an Adam optimizer and a learning rate of 0.001. Addition-
ally, both models were trained over 30 epochs, a batch size of 100 input-label combinations,
and without GPU. As a result, the linear model trained for 11.511 seconds, and the CNN
trained over 28.140 seconds to achieve similar levels of Mean Square Error loss.

The models were trained on the same dataset of motion parameter combinations, using
a variety of gestures and distances from the camera. The motion dataset consisted of input
gestures, performed by me, that corresponded to parameters set using the manual training
version of the software (see Figure 4.1). Training data was collected through sessions of
repeatedly performing a motion while changing a parameter to create associations between
variations in that motion and parameter changes. These were then combined as a dataset

to train the models on multiple combined gestures. For example, one session included

Shttps://pypi.org/project/PyAudio/
“https://pytorch.org/
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repeated circular motions while adjusting the values of a gain slider to match the motions

in size and speed. Differences between camera frames are captured and used as input into
both models to perform motion recognition with a point of data. Because the dataset pairs
frame differences with single values for each parameter, inputting a motion over multiple
frames causes the system to generate a series of parameter values over time. Through 17
data collection sessions, with an average length of 46 seconds, a dataset of 9423 samples
(pairs of 8x8 arrays of camera frame differences and 1x6 arrays of audio parameters) was
created. 70% of these samples were used for model training, with the other 30% reserved
for validation. This data generation and training was performed during the development of
the system and before the user studies.

A convolutional neural network was chosen as opposed to sequential models, such as
recurrent neural networks, which are popular in music generation. This was done to com-
pare two models that operate on the same temporal component of a single frame of input
rather than a series of frames. In addition, features learned by a convolutional neural net-
work are easier to extract and provide an interpretable framework that is more comparable
to the mappings learned by a linear model [133]. In addition, a CNN was used to compare a
simple deep model with the most shallow neural network possible, despite the superior per-
formance of RNNs. Because both a CNN and a linear network are feed-forward networks
that operate on a point of data rather than a sequence, the training and output pipelines were

identical.

4.3 Methodology

This study had ve participants, all graduate-level students in Music Technology at the
Georgia Institute of Technology. This limited number and similar level of experience of the
participants was a result of limited participant availability, as this experiment occurred at
the height of the COVID-19 pandemic in December 2020. Additionally, this low number of

participants throughout this and the studies in the following chapters allowed me to focus
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on the speci c target population of people who are experienced in both music and com-
puter science. Establishing a minimum level of music experience was necessary because
the research questions were designed to explorerhagiciansinteracted with Al-based
interactive music systems. Computer Science experience was also necessary to have in-
formed discussions on the role of Al in their perceptions of the system'’s role in the creative
process. This factor had large implications for the ndings of this study: Lacking statistical
signi cance in quantitativendings, the quantitativedata provided by the survey instru-
ments of individual users serve primarily to contextualize qualitative ndings from their
interviews, such as the accounts of participants as they describe their self-reported evalua-
tions of Captune This approach of supporting qualitative interview data with quantitative
survey data has been used in the evaluation of creativity support provided by co-creative Al
systems [134], machine learning-based sound design tools [84]. and human-Al interaction
in Al-supported music composition [135]. Furthermore, the use of few ( ve) participants

in this study serves as a point of comparison for the following studies: the RQ 2 study uses
additional survey metrics for further comparison of 15 participants (chapter 5), and the RQ
3 study adopts a “case study” design [136] and additional interview questions to empha-
size the changes over time experienced by ve participants by analyzing them in depth as
individuals (chapter 6).

Participants were required to have a minimum basic understanding of music and com-
puting concepts and a knowledge of machine learning. These criteria ensured that they
understood what a collaborative musical agent is and could make informed commentary
on their experiences with the two models. As part of the one-hour experiment, participants

completed a pre-questionnaire, guided performance task, post-questionnaire, and interview.

4.3.1 Pre-Questionnaire

Participants started the study by answering a questionnaire about their musical experience

and preferences. They ranked their experience with live electronic music as well as their
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experience with and self-reported desire to perform music with arti cial musicians by an-
swering the following questions on a 7-point scale (see subsection A.1.1).

The survey also included questions used to establish the participant's familiarity with
electronic music and machine learning concepts in order to characterize their prior experi-
ence. Experience with electronic instruments may in uence them to prefer instrument-like
behavior, or their machine learning experience may predispose them to show more inter-
est in a more autonomous model. They reported their experience with machine learning
through the following questions, derived from Bloom's Taxonomy of Educational Objec-
tives [137], on a 7-point scale (see subsection A.1.2).

By answering the same questions for machine learning and deep learning, participants
reported their ability to remember, describe, compare, evaluate, and create machine and
deep learning models, respectively. They also reported their familiarity with the use of

machine learning and deep learning in a musical context.

4.3.2 Performance

The participants then performed with a deep neural network-embedded version and a shal-
low neural network-embedded version of the interactive music software. The participants
were randomly selected to start with the deep or shallow model and rehearsed for 5 min-
utes. They were not told which was which, referring to versions as “A’ or “B” depending
on which version they were randomly assigned to start with.

During this time, they were encouraged to freely ask questions @aptiineand to
describe their observations and impressions of the models. They then recorded 2-minute
videos, which contained the system'’s pixelated video capture and musical output without
identifying the user. Participants were not explicitly given compositional plans for these
recordings but were encouraged to form their own. The participants repeated this exercise

for both versions of the system.
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4.3.3 Post-Questionnaire

Following the performance task, the participants were guided through an analysis of the
recorded audio and video to identify trends in the model's output. This was performed
separately for the deep and shallow versions. Participants identi ed start and end times for
any number of notable musical interactions within the 2-minute performance period. They
then rated the system in that window on two criteaatonomyor the amount to which the
system felt like an autonomous agent as opposed to an instrumematnol, the amount

of control the system had over the current musical state through in uencing the gestures
and actions of the participant. These questions can be found in section A.3.

For example, one participant reported a single musical interaction as a series of circular
gestures they performed betwe@d:30 and00:46 of their trial. They felt that they were
"beginning to take control” of the system, so they rated iBamit of 7 for control. They
also felt that the system was generating musical output that "is based on what [they were]
doing, but different from what [they] expected”, so they gave it a high autonomy rating of
6 out of 7. These ratings are designed to evaluate the relationship of a user with the system
as a co-creator. They are derived from models of creative autonomy [5] and interactions
between musicians and Al agents (see section 2.1). Each participant recorded between four
and eight musical interactions for both of their trials.

The remainder of the questionnaire included a usability and satisfaction questionnaire
in the form of a modi ed version of the Creativity Support Index (CSI) for a collaborative
musical agent [30], listed in subsection A.2.1. The modi ed creativity support question-
naire, listing the individual scales of the CSlI, is one of the usage scenarios listed in [30].

These questions were designed to gauge the user experience relative to their perceived
autonomy of the system, and the participants answered a set of questions for the deep
and shallow versions of the system separately. Individual scores are recorded, rather than
aggregated into a single metric, in order to evaluate and compare the two systems' enabling

of expressive ability separately from user enjoyment and engagement. The comparison of

51



Table 4.1: Survey and interview questions asked during the study eval@Gsptgne.

Question Appendix Scale
Music Experience subsection A.1.1
ML Experience subsection A.1.2 .
Likert scale

Autonomy Ratings
Control Ratings
Creativity Support Index | subsection A.2.1
Change in Perception
Surprises (pos/neg) section A.4 Open-ended
Suggestions for Improvements

section A.3 (1-7)

CSl scale ratings is used alongside creative autonomy ratings as a measure of the effect that
the inclusion of deep learning has on a user's perception of the system's creative autonomy.
Itis then used to measure whether or not it indicates increased satisfaction and self-reported
expressive ability with the system.

Finally, participants were asked a series of open-ended questions. For example, the
guestion, “Did this trial change your perception about performing with an arti cial agent
collaboratively?” was used to compare against their originally reported perception in the
pre-questionnaire. The participants were also able to freely comment on how they would
approach future interactions with similarly unknown musical systems. Participants were
asked to verbally identify the kind of music they were trying to make and whether or not it
aligned with their musical preferences. Participants with a well-de ned compositional plan
for their 2-minute performances commented on whether or not their musical ideas changed
over time. Participants who did experience changes attributed them to increased experience
with the model output. Their time experimenting with the system led to new ideas or
changes in their perceptions about the predictability of the output. While re ecting on their
performances, participants also reported any surprising decisions made by the model that
changed their course of action and how their experience differed between the deep and

shallow models.
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4.4 Results

The ve participants for this experiment were selected from a pool of graduate-level Geor-
gia Tech Music Technology students. These students (labeled A, B, C, D, and E) came
from a variety of musical backgrounds and experience levels regarding computer science

and machine learning concepts.

4.4.1 Discoveryof MusicalandMachineLearningProperties

Each participant commented on their impression€aptuneas they practiced with it dur-
ing the initial practice phase. For example, Participant E said “this one feels less respon-
sive” when transferring from Blue [deep] to Red [shallow].

Each participant began by testing the limits of the system through a variety of extreme
hand gestures before attempting to use smaller gestures. Some used the interface’s visual
indications of motion to determine that only motion-triggered changes in the Iter param-
eters, while others attempted to stand still in different positions to con rm that it had no
effect on the sounds. Additionally, each participant correctly identi ed that the system
was manipulating lIters on existing audio samples by remarking aloud during the initial
5-minute practice period. Other common occurrences among the participants were the use
of traditional conducting patterns, inanimate objects, and beginning the practice for their

second model with the patterns they used in the rst.

4.4.2 Perception®f CreativeAutonomyandMusical Output

Three of the ve participants reported that the deep neural network version felt “more
responsive”, with Participant D commenting that “as long as | do something, it will do
something in return”. Participant C, with a strong preference for the deep version (see
Table 4.2), stated that “Both versions brought me througm#reative of starting to work

with it as an instrument, then getting confused when it acted unpredictably, then coming to
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recognize it as a collaborative partner. The blue [deep] version brought me through it in a
much shorter time, so | was able to have more time to enjoy it”. In contrast, Participant B
reported that “Red [shallow] felt more in control. Blue [deep] felt more responsive when
practicing, but not when trying to do something speci c”, preferring the shallow version
when implementing their compositional plans.

Participant D remarked that inconsistencies in model performance caused them to see
the system as less autonomous and more random. This was exacerbated by the lack of depth
in the shallow model, which to them was “unsuccessful at capturing beat-based move-
ments”. Both versions surprised the user with repeated use of the same gesture generating
different audio parameters, but the deep version had a “larger range of sounds” and was
“more complex”. Participant E reported that inconsistencies in the model output affected
their con dence in the mappings they had discovered while practicing. They stated that
“Blue [deep] was better than red [shallow]” in this regard but experienced frustration when

they “tried to produce contrast, but was limited except for going in and out of resting state”.

4.4.3 Perception®f Rolein the CreativeProcess

Table 4.2 shows the average scores for autonomy and control for each participant, as well
as their answer to the question “l was able to be expressive while using this system” in the
Creativity Support Index post-questionnaire. Four out of the ve participants rated the deep
learning version higher in terms of autonomy, and four out of the ve stated that the deep
learning version in uenced their actions more, taking more control in the collaborative
process. Additionally, three of the participants reported higher expressive ability with the
deeper model, with one preferring the shallow version.

Participant C, who rated the deep version much higher than the shallow version in terms
of enabling expression, felt that the shallow version inhibited their ability to form a musical
plan. Speci cally, they intended to “start soft, have a rst section, die down, then have a

second section and climax,” and they reported deviations from their original plan during
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performance when discovering new mappings from the model. This user stated that they
became “lost” while using the shallow version and attempted to regain control by using
familiar motions such as wide sweeps with their arm. They welcomed the lack of control
in the deep version due to its responsiveness, stating that they “accepted its autonomy” and
began to enjoy experimentation. They felt that alternating sequences of experimentation
and relaxation allowed them to build a “different kind of control, trusting the system'’s
autonomy and building a mutual relationship.”

The two participants who did not report a higher expressive ability with the deep learn-
ing versionCaptunecited a lack of con dence in the system's ability to interpret their
musical goals. Participant A stated that human collaborators have “idiomatic conventions”
to allow other performers to interpret their actions. The “black box” nature of this system
allowed them to more easily follow their own compositional ideas with the less autonomous
model. Even though they perceived the deep learning version as having more autonomy
and afforded it more creative control, they enjoyed using the shallow version more and
would be more likely to use it again. They stated that it was “more autonomous, but wasn't
helping ME perform”. Participant B had attempted to use traditional conducting as an input
gesture and felt that their ability to be expressive was limited dugajatune'suse of au-
dio parameters on a constant audio loop. This participant said “it feels more like someone
mixing my music, rather than even collaboration like with another musician”.

These relationships between participant ratingsCaptuneand their reported self-
expression using the system indicate that the experience of a participant was largely de-
termined by the nature of their compositional ideas while using the software. The deep
learning-enabled version improved the experience for participants C, D, and E, who all
tested a variety of motions to nd mappings, but it was to the detriment of participants A

and B, who were more dependent on traditional musical conventions.
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Table 4.2: Participants' average ratings for system autonomy and creative control, as well as
their self-reported expressive ability, for the shallow (S) and deep (D) models respectively
(on a 7-point scale). The higher rating for each participant is marked in bold.

Autonomy Control Expression
S D S D |S D
A 34 | 575 3.2 55 |6 2
B 5.0 | 525| 483 | 525 |3 3
C 4.375] 5.25| 4.875| 4.125| 1 5
D 433 | 42| 316 | 42 |5 6
E 3.25|3.75| 325 | 34 |4 5

4.4.4 Interestin Collaborationwith Al

Participants initially reported a high interest in performing using a collaborative agent in
their questionnaires on musical experience (see Pre-Questionnaire). When asked if the ex-
perience affected their interest, all participants responded that it either stayed the same or
increased, although many had new skepticism gained from the experience: Participant E
stated that knowing the details about the model's performance would affect their percep-
tion of its quality and their “relationship with the app.” Given suf cient time wiflaptune

they would be able to balance consistent mappings with gestures resulting in machine-led
parameter changes. Participant D stated that they would want to know the nature of future
collaboration, as this experiment “didn't feel back and forth” due to the model manipu-
lating audio parameters in response to gestures instead of simultaneously generating sound
alongside the user. Lastly, Participant B, who rated the deep version higher in terms of con-
trol and autonomy but not expressive ability, said that they would want a clear explanation
of the parameters being manipulated. They spent more time learning how to use the deeper
model, with less time to actualize a musical plan. As such, they would have appreciated

more instruction or visual indicators in a future version of the system.
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45 Discussion, Limitations

This research presents an examination of how the inclusion of a deep neural network in
an interactive generative musical system might increase the user's sense of the creative au-
tonomy and control of that system. By comparing the experiences of usersGegtigne

out tted with deep and shallow models, it also explores the relationship between the level
of creative control a user gives to an agent and the user's perceived musical expression.
Despite using identical audio samples and manipulating the same parameters, participants
formed preferences for the deep model or the shallow model in the creative autonomy ex-
hibited by Captuneand the creative control it took. They referred to the “responsiveness”
caused by increased model complexity and an appreciation of the process of experimenta-
tion through as reasons to prefer the deep model over the shallow. Some users reported an
increased sense of expression and collaboration while interacting with the deep version of
Captunebut did not report a link between control and autonomy with expressive ability - in-
stead, they referred to the situational lack of autonomy and creative control in the shallower
version of the system as a bene t when it comes to following their musical goals. These
ndings suggest that the perceived value of a system’'s autonomy is situationally dependent
on the user's creative goals and that a lack of understanding of the model's creative process
can diminish a user's expressive ability. This study has informed RQ 2 and the study in the
following chapter (chapter 5), investigating the correlation between the interpretability of

a model and user experiences and perceptions of their relationships with the models.

The sample size in this experiment was limited by the unavailability of participants
due to the COVID-19 pandemic, and the group of participants was taken exclusively from
students of the Georgia Tech Music Technology department. The next study (chapter 5)
intended to counteract this, generalize, and nd statistical signi cance through a larger
participant pool of more diverse perspectives and levels of self-reported familiarity with

music and machine learning concepts. This larger participant pool includes non-expert
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musicians and general users without computer science knowledge.

Another limitation of this study was the lack of a third random model. The decision
to forego a control group was made due to the limited time with each participant, factor-
ing both participant availability constraints due to the COVID-19 pandemic and concerns
about participant fatigue with a third condition. Furthermore, the display colors for the two
systems were not randomized between the participants. This may have in uenced users'
perceptions. Alternative visual representations, such as different shapes, are used in the lat-
ter systems in this dissertation and are taken into account in experimental design (chapter 5,
chapter 6, section 6.3).

The example of participants such as A and B (Table 4.2), who reported higher creativ-
ity support scores for the model with lower autonomy and control ratings, suggests that
users perceiving a system's autonomy alone is not enough to enhance feelings of expres-
sion and collaboration on a per-user basis. These participants experienced a negative effect
on expressive ability due to a loss of control when they had strict compositional ideas,
manifested as a lack of con dence in the model. These results indicated the need for col-
laborative musical systems to accommodate users with speci ¢ musical goals by following
their directives, forming the basis for RQ 2 (facilitating users learning the system's me-
chanics) and RQ 3 (systems adapting to user directives).

Additionally, after using the software, all of the participants were more interested than
before in collaborating with an Al musician. However, three of the ve participants stated
that they would appreciate more visual information to understand the system's inner work-
ings better. This research has informed RQ 2, concerning the effect of user understanding
on perceived creative autonomy through the addition of visual communication from the
agent to the user. The following chapter details the development and evaluafosedX
an interactive music system that contains multiple visualization systems to determine the
effects of those visualizations on perceived expressiveness, collaboration, and quality of

interaction.
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CHAPTER 5
POSEFX: EFFECTS OF VISUAL EXPLANATION ON PERCEIVED CONTROL
AND AUTONOMY IN AN AI-BASED GENERATIVE MUSIC SYSTEM

Text from this chapter has been published as:

J. B. Smith and J. Freeman, “Effects of visual explanation on perceived creative
autonomy in an ai-based generative music systenGampanion Proceedings

of the 28th International Conference on Intelligent User Interfases 1Ul '23
Companion, Sydney, NSW, Australia: Association for Computing Machinery,
2023, pp. 25-28 (The name of the system was added retroactively, and Related
Works originally in this publication were added to the Related Work chapter

(chapter 2))

This chapter aims to explore how a user's understanding of a creative Al's decision-
making affects their experience when collaborating with it through the inclusion of Ex-
plainable Al features in an interactive generative music system. | prBseafEXa system
that uses different visualization tools to show how user input motion, captured through
a video camera, is being received and interpreted as the manipulation of audio effects.
In addition, | have designed and conducted a study to measure participants' perceptions
PoseFXs autonomy and control in the creative process with each visualization. The study
also measures a participant's sense of the system'’s ability to support their creativity, as well
as trust and satisfaction in the visualizations as explanations of its behavior. In this study;, |
found a range of musical experiences and knowledge of machine learning concepts among
the participants. These differences between participants are correlated with their prefer-
ences and expectations for autonomy in Al behavior. Increased understan&ogpdiXs
behavior, achieved through interacting with its visualizations, allowed users to perceive it

as acting closer to their expectations.
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5.1 Introduction

Musical Arti cial Intelligence applications include algorithmic composition [138], live
coding supported by machine learning [139], deep learning-based gesture recognition [100],
simulated movement of a robotic musician based on imitating human movement [140], and
co-creative melodic harmonization [141]. Broadly, the role of Al in musical contexts in-
volves interpreting data, assisting users with mechanical or creative aspects of music mak-
ing, or producing artifacts that can be evaluated in terms of computational creativity [6].
The work described in this chapter builds upon the above examples by explicitly focusing
on how users perceive an Al system as a collaborator, regardless of the system's actual
role, and how they evaluate their own experiences in a co-creative process. The use of Al
in a co-creative musical context combines the above requirements, as the Al assists users
in creating musical artifacts through the interpretation of data. These Al systems require
human understanding to be evaluated as collaborative partners.

This chapter aims to evaluate the effect of explainability features on user perceptions of
Al behavior in a system designed for the co-creative task of music-making. By interpreting
the behavior of the Al, a user can better understand both the musical decisions of the Al
and its internal representation of the user's decisions. Gesture-controlled systems use Al
to recognize both motion inputs and map them to musical output. In many cases, the
separation of these two models causes confusion as to what takes place between motion
recognition and musical output. To mitigate this, | developedeFX a gestural control-
based system that incorporates visualizations to communicate decisions in the input and
output stages for the processes of detecting and interpreting the motion of a user.

| conducted a study using this system to answer the following research question:

* RQ 2: How does explainability affect user understanding, self-reported expressive
ability, and musical satisfaction in a gesture-controlled interactive generative music

system?
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Figure 5.1: System ow folPoseFX The outputs of both the pose recognition and motion
description models are used to create visual explanations as well as in a set of musical
mappings.

5.2 System Design

Figure 5.1 depicts thBoseFapplication. As user motion is captured through a continuous
video camera, a pose estimation model is used to estimate their hand's location. A second
neural network then accumulates a series of pose estimations and generates a shape, size,
and direction of motion estimation. A handmade set of one-to-one, one-to-many, and many-
to-one linear mappings is then used to manipulate the parameters for the audio effects based
on the outputs of the two models.

In the previous chapter, | discussed an end-to-end model trained directly on combina-
tions of motions and audio parametePoseFXuses two neural networks and a series of
explicit musical mappings to create a chain of systematic decisions that can be visualized.
It uses PoseNet [97], a convolutional network that targets body motion in real time, fol-
lowed by a separate model to characterize the detected motion. This use of a pre-trained

deep learning model for pose recognition and a separate model for gestural recognition for
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music performance contrasts the historical use of shallow models speci cally developed
for musical gesture recognition [142]. Although music-speci ¢ gestural models have been
used to great effect in allowing performers to incorporate model training into the creative
process [143, 103], this split model scheme allows us to reliably visualize information that
is immediately meaningful to users on a motion level (allowing them to connect the infor-
mation to their hand) as well as gestural or linguistic (the description of their motion).

When used in training mode, every window of user motion, composed of a series of
pose estimations captured throughout a trial, is saved to an external le. These les are
then labeled with the type of gesture being performed during the trial and used in a separate
training script to build the nal Motion Description model.

In the testing mode, the trained motion description model performs live estimations on
user input. The output of both models is sent to Max/M®Frisual programming language
designed for generative music production, to be mapped to audio effect parameters on
looping, sample-based generative music. Comparedajatune described in chapter 4,
PoseFXuses distinct instrumental samples rather than ambient sound loops manipulated
directly in Python code. In addition to performance improvements and a faster development
time, the change in aesthetics between versions allowed participants to identify certain
parts of the music, such as a bass line or melody. These changes allowed participants to
use distinct terms as part of their learning about how the system interprets motion to create

speci ¢ musical changes.

5.2.1 Systemimplementation

PoseFXis hosted in a Tkinter Python graphical user interface with multiprocessed threads
for video and neural network processing. OpenCV in Python reads live webcam input
and down-samples it for 12 frames per second of PoseNet estimations in real-time gestural

control. A Python implementation of PoseNet [97] extracts keypoints of a moving body.

Ihttps://cycling74.com/products/max
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This system uses the PoseNet keypoints for a body's hands. The application can be set
to left-hand or right-hand modes, in which the user's dominant hand will be used in any
gestural recognition unless the model cannot nd the dominant hand.

The image is displayed to the user with an overlay of the detected gesture's direction,
shape, bounding box, and the keypoints used as model input. The motion characterization
model output (shape, direction, and bounding box coordinates) is sent through UDP to a

Max/MSP patch to manipulate parameters on a set of looping audio les.

5.2.2 ModelVisualizations

As the purpose of the study is to examine the effect of explanations in a musical system on
how a user perceives the system's creative auton®osggFXuses visualization techniques

to explain why the model recognizes certain gestures and how it interprets those gestures
to create musical changes. The system uses color, line thickness, and shape to convey
the gesture it interprets. Compared to the skeleton generated by PoseNet itself, this visual
information speci cally conveys the model's interpretation of a user's gesture in both the
input and the output states. Each visualization technique can be enabled or disabled to
create different system con gurations, and as such, different combinations are evaluated as
explainability functions [144]. The two types of visualization form the three test conditions
used in the user study, as they provide different levels of feedback for different stages of

the model's creative process.

Visualization A: Pose Recognition

The rst testing condition is a visualization that re ects the output of PoseNet as seen in
Figure 5.2. This visualization is used to explain hBaseFXdetects the user's hand before
using it in the second motion description model (Figure 5.1). The change from a constant
representation of the body as a whole to a trailing line was made to portray to a user the

sequential nature of the motion description model (as the line follows the user), as well
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